
UPTEC F15015

Examensarbete 30 hp
April 2015

Non-parametric anomaly detection 
in sentiment time series data 

Andreas Yacob
Olof Nilsson



 

 
 
Teknisk- naturvetenskaplig fakultet 
UTH-enheten 
 
Besöksadress: 
Ångströmlaboratoriet 
Lägerhyddsvägen 1 
Hus 4, Plan 0 
 
Postadress: 
Box 536 
751 21 Uppsala 
 
Telefon: 
018 – 471 30 03 
 
Telefax: 
018 – 471 30 00 
 
Hemsida: 
http://www.teknat.uu.se/student 

Abstract

Non-parametric anomaly detection in sentiment time
series data

Andreas Yacob and Olof Nilsson

The importance of finding extreme events or 
unexpected patterns has increased over the last two 
decades, mainly due rapid advancements in 
technology. These events or patterns are referred to 
as anomalies. This thesis focuses on detecting 
anomalies in form of sudden peaks occurring in 
time series generated from online text analysis in 
Gavagai’s live environment. To our knowledge there 
exist a limited number of sequential peak detection 
models applicable in this domain. We introduce a 
novel technique using the Local Outlier Factor 
model as well as a model built on simple linear 
regression with a Bayesian error function, both 
operating in real-time. We also study a model based 
on linear Poisson regression. With the constraint 
from Gavagai that the models should be easy to 
setup for different targets, it requires them to be 
non-parametric. 
The Local Outlier Factor model and the simple linear 
regression model show promising results comparing 
them to Gavagai’s current working model. All 
models were tested on 3 datasets representing 3 
different sentiment targets; positivity, negativity and 
frequency. Not only do our models superiorly 
succeed to detect the anomalies, but also they do so 
with fixed parameters independent of target looked 
at. This means that our models have lower error 
rate even though they are non-parametric 
constructed, compared to Gavagai’s current model 
that requires tuning per target of interest to operate 
with sufficient accuracy.
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Populärvetenskaplig sammanfattning 
Vikten av att hitta extrema händelser eller oväntade mönster har ökat de 
senaste två decennierna, i huvudsak på grund av den kraftiga teknologiska 
utvecklingen. Dessa händelser eller mönster refereras till som anomalier. 
Denna uppsats fokuserar på att detektera anomalier i form av plötsliga pikar 
i tidsserier genererade från textanalys i Gavagais produktionssystem. Till vår 
kännedom existerar det ett begränsat antal sekventiella 
pikdetektionsmodeller applicerbara i detta område. Vi introducerar en teknik 
byggd på Local Outlier Factor-modellen samt en modell baserad på enkel 
linjärregression tillsammans med en Bayesiansk felfunktion. Vi studerar även 
en modell baserad på linjär Poisson-regression. Med restriktionen från 
Gavagai att modellerna ska vara enkla att konfigurera för nya mål, krävs det 
att de är icke-parametriska. 

Local Outlier Factor-modellen samt den enkla linjärregressions-
modellen visar på lovande resultat i jämförelse med Gavagais nuvarande 
modell. Alla modeller testades på 3 olika dataset som representerar 3 olika 
sentiment; positivitet, negativitet och frekvens. Våra modeller är klart bättre 
på att detektera anomalier och de gör så trots att dess parametrar är låst 
oberoende av sentiment.  Detta betyder att våra modeller har lägre felgrad 
trots att de är icke-parametriskt konstruerade, i motsats till Gavagais modell 
som kräver justering av dess parametrar för att operera med tillräcklig 
noggrannhet. 
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NOMENCLATURE 

 

Notations 

Symbol Description 

! Vector valued variable 

! Estimate of ! 

! Mean of ! 

!!! Variance of ! 

!!! Sample variance of ! 

 

Abbreviations 

OLS Ordinary least squares 

GLS Generalized least squares 

GLM General linear model 

LOF Local outlier factor 

LRD Local reachability distance 

CSV Comma-separated value 
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1  INTRODUCTION 

Anomaly detection was discovered a long time ago, but the need and 
importance to find extreme events or unexpected patterns, has been 
increasing the last 5 to 10 years. Anomaly detection problems have expanded 
in all kinds of possible areas, from wanting to detect and predict frauds in a 
computer system, e.g. viruses or hackers etc. to tsunamis or earthquakes. The 
reason that anomaly detection has increased these last years might be related 
to the fact that technology nowadays is advancing rapidly. New or improved 
versions of devices, programs and methods are making our every day tasks 
faster and more efficient. This technological progress is also affecting the way 
that we manipulate data. Today storage space is more affordable than ever. 
At the same time, data collection has become easier within these last years. 
People, nowadays, are more willing to share personal data than 10 years ago. 
Moreover, the use of Internet has increased in such a manner that internet 
itself can serve as a big data source. Everywhere around us information is 
being collected from government agencies, scientific institutions and 
businesses to the super market around the corner. 
 
 
1.1 Purpose 
 
Gavagai AB is a company located in Stockholm, Sweden, involved in several 
research areas. One of their proficient research areas is online text analysis 
using big data. The analysis consists of looking at how many times a topic 
(e.g. a person, company, brand etc.) is mentioned in social media websites as 
well as regular news sites and with what sentiment (e.g. positive or negative). 
This generates large quantities of data stored in time series, accessible by 
users of Gavagai’s system, that represents how frequent and with what 
sentiment a topic is referred to at a specific time. Typically these time series 
contains anomalies, in form of sudden peaks or drops, failed periodicities, 
deviating patterns etc. Instead of users themselves having to continuously 
monitor the time series for such anomalies, Gavagai wants to be able to alert 
users of interest when they occur. As a user is advised of an anomaly they 
can enter the system and find the cause from information stored in the data. 
Gavagai has developed one model earlier to accomplish this; it is based on 
simple moving average of the standard deviation. Moving average is 
commonly used in time series data to smooth out short-term fluctuations and 
highlight longer-term trends. The method is based on analysing data points 
by creating a series of averages of different subsets of the full data set. To use 
moving average on the standard deviation you have to presume the 
underlying data to be uncorrelated. Another problem with their current 
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model is that it requires tuning per target of interest in order to operate with 
sufficient quality. The purpose of this thesis is therefore to look at alternative 
models that serve the purpose of automatically detecting anomalies, but with 
higher performance in accuracy and easier to set up and operate. 
 
 

1.2 Hypotheses 
 
Based on the problem description provided by Gavagai together with an 
initial literature study we formulated two hypotheses serving as a foundation 
throughout the remainder of this thesis. 
 

H1: Our models will produce more accurate anomaly detection 
results on sentiment data compared to Gavagai’s current 
model because they either fit the data better in general 
and/or they adapt to changes in the data stream. 

 
H2: Our models will be easier to operate and set up for new 

targets compared to Gavagai’s current model since they are 
generically constructed. 

 
Our goal moving forward was to defend both hypotheses, with sufficient 
proof, as to the level where we with confidence are unable to reject them.  
 
 

1.3 Expectations and challenges 
 
Gavagai expects one or more algorithms suitable for their data with 
accompanying evaluations and proof-of-concept implementation that serves 
to illustrate the behaviour and performance of the algorithms.  It is 
important for Gavagai to be able to implement the outcome of this thesis in 
an industrial-strength production system. As such, the solution wanted by 
Gavagai should consider constraints along the following lines: 
 

• The proposed models should be easy to set up for new targets, which 
most likely require them to almost be non-parametric. 

 
• Any estimation of parameters should be straightforward and may 

require longer time/space than regular execution of detector. 
 
• The solution should have a small footprint in terms of time and 

space: a few seconds in computational time, and a few Gigabytes in 
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memory consumption given that execution of detector occurs on an 
hourly basis. 

 
As previously introduced, an anomaly is a pattern that does not confirm to 
expected normal behaviour. To clear things up, what we want to find is 
abnormal sections or points in the data, something unexpected, and then 
label it anomalous. It seems easy but there are actually several factors that 
make this very hard in practice. There are also other factors that make it 
hard to know how to approach the detection model. Some of these factors 
are: 
 
• How to define what is perceived as normal and what is not. An 

important step in the anomaly detection process is to define the 
region where anomalies occur. The problem is that the difference 
between what is normal and what is not is not always precise. 

 
• Available training data and test data is often necessary to train and 

evaluate the model or models. The training data is used to train the 
model, for instance by estimating the parameters in the model so it 
fits the data. If you want to implement several models it is always 
best to separate the training data and test data to evaluate which 
model is the best. The test data should also be labelled data, i.e. 
some solution manual where you can see where there are actual 
anomalies. 

 
• If the model contains large noise it is very difficult to distinguish 

between anomalies and normal behaviour.  The greater the noise is 
the harder it will be to capture the “real” trend. Then, you have to 
find the mean and the variance of the noise and take that into the 
decision if it is an anomaly or not. It is not always easy to find the 
mean and variance of the noise, because as in the previous challenge 
we need available training data and it has to be enough to find a 
good approximation of the mean and variance of the noise. 

 
• What type of model to use. One major important factor in the 

anomaly detection process is of course to decide which model to 
develop. The decision depends on the information about the data, 
e.g. how many dimensions, what distribution etc. In our case we have 
little knowledge of the data and deciding upon model candidates will 
be one of the greater challenges in this thesis. 
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1.4 Delimitations 
 
By the means of anomaly detection we have, in consensus with our supervisor 
at Gavagai and our subject readers at Uppsala University, decided to limit 
ourselves to peak detection and will in the succeeding parts of the thesis 
consider other anomalies such as failed periodicities, deviating patterns, etc. 
to be out of scope.  
 
 

1.5 Method 
 
To reach the expectations of Gavagai and our personal goals with this thesis 
we started our work by conducting a thorough literature study. The relevant 
information for this thesis is presented in chapter 2. Together with our 
subject readers at Uppsala University, we then decided upon candidate 
models to move forward with and test our hypotheses on. For the more 
interested reader, the models studied and the theory behind them are 
explained in detail in chapter 3. The work then proceeded by implementing 
all of the models in a test environment to study their qualitative performance 
in regards to our two hypotheses. The results with accompanying conclusions 
are available in chapter 5 and 6 respectively.  
 
 
1.6 Contributions 
 
From the literature study we conducted we found several application fields 
for anomaly detection. We also found several techniques to determine 
outbreaks or change points in time series. But to our knowledge there exist 
a limited number of sequential peak detection models applicable on time 
series. Therefore we believe that this thesis will contribute to this area. We 
introduce a novel technique using the Local Outlier Factor model as well 
as a model built on simple linear regression with a Bayesian error function 
to detect peaks in time series. We will also look at a model using linear 
Poisson regression. 
 
Olof has had the main responsibility of studying and implementing the 
Local Outlier Factor model and the simple linear regression model. He has 
also developed the evaluation metrics for the models. Andreas’ focus has 
been on the linear Poisson model as well as background information 
needed for our theory. 
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2  BACKGROUND 

Anomaly detection has been studied in the statistical community since the 
19th century [1]. These detection problems became very interesting and 
important and as the research of this area increased, several techniques 
developed in the research community. Some techniques are specifically 
developed for certain application domains, while others are more generic. The 
need and importance to detect anomalies is increasing day-by-day in all kinds 
of domains. The application areas are huge and so is the variety of 
techniques. Anomalies are events, observations or items that do not belong in 
a pattern or set, i.e. they are not expected to happen. They are also referred 
to as outliers, exceptions, deviations and novelties. The perhaps most 
commonly used definition of anomalies or outliers was given by D. Hawkins 
in 1980, “an outlier is an observation that deviates so much from other 
observations as to arouse suspicion that it was generated by a different 
mechanism” [2].  
 
Anomaly detection is an automated process that detects and identifies the 
anomalies and these anomalies will be translated to some kind of problem 
such as bank fraud, medical problem or error in a text to name a few. 
Anomalies can arise for many reasons, e.g. error in a system or virus injected 
into data that causes something extreme to happen. 
 
 

2.1 Application areas for anomaly detection 
 
Here, we briefly present some examples of application fields to give a broader 
understanding of anomaly detection and where it is commonly used. 
 
• Fraud detection is the identification of actual or potential fraud 

within organizations, such as banks, cell phone companies, credit 
card companies, stock market etc. The organizations are interested in 
detecting these frauds to prevent economic losses [3]. In credit card 
fraud detection the fraud occurs when a buyer offers to pay a product 
from a seller by a credit card and fools the seller by not purchasing 
the product. In these cases predictive methods for anomaly detection 
are often preferable to prevent the scammers from committing the 
frauds [4]. There are several different methods developed for these 
cases and for the more interested reader, see [5] and [1] to know more 
about two of these detection methods.  
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• Intrusion detection is referred to detection of malicious activity or 
policy violations in a computer related system. In these cases the 
anomaly detection methods need to be very effective handling the 
huge amount of data to detect the intrusion as fast as possible [6]. 
An intrusion detection system (IDS) is the system that controls 
malicious activities or policy violations and produces reports to a 
management station. The IDS is installed as a device or as a software 
application. All IDS use one of the two following techniques: 
Statistical anomaly-based IDS and Signature-based IDS. A statistical 
anomaly-based IDS monitor network traffic and compares it against 
what is “normal” for that network. A signature-based IDS works like 
most antivirus programs when they detect malware, i.e. it monitors 
packets on the network to compare them against attributes from 
known malicious threats [7].  

 
Examples of other areas are medical and public health detection, i.e. looking 
at patient condition or medical instrumentation errors, and climate change 
detection, e.g. looking at if an extreme storm is coming. The amount of areas 
is huge; you can basically do anomaly detection on anything. The data looks 
different in different cases and by that we mean for instance the dimensions 
of the data (how many parameters/factors you are interested in) looks 
different. Other things that can differ are the distribution of the underlying 
data (is the data distributed randomly or does it follow a specific pattern). 
The detection methods handle these problems differently. For instance one 
method may be more suitable for a data with one type of distribution 
compared to another. Even though there already exists a finished method to 
use for the type of data that you have, you may still have to adjust the 
method so it meets your requirements. For instance, some data might be 
more tolerant to what an anomaly is compared to other data and therefore 
you need to adjust the parameters in the method so it matches the tolerance 
level of what an anomaly is.  
 
 

2.2 Categorization of detection methods 
 
The methods used for anomaly detection can be divided into three different 
categories and they are the following [8]: 
 
 

(i) Parametric methods 
 Parametric methods are completely controlled by parameters that are 

estimated using the data. These methods assume that the data have 
come from a type of probability distribution and therefore it is 
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known how to estimate the parameters of the distribution [9]. The 
ways to estimate the parameters are many and they look different for 
different distribution of the data. The larger sets of training data the 
higher possibility it is to get a good approximation on the parameters 
but the most important is to have the right type of method to the 
right type of data. 

 
(ii) Non-parametric methods 

 Non-parametric methods make no assumption on the probability 
distribution of the data. The difference between these methods and 
parametric methods, except for the assumption about the probability 
distribution of the data, is that parametric methods have a fixed 
number of parameters while non-parametric methods grow the 
number of parameters as the amount of data increases, so non-
parametric methods do not mean methods without parameters [10]. 
The parameters that these methods contain are usually mean, 
variance and similar measures. Thus are these methods very 
dependent on the data, meaning you will need large sets of training 
data and even if you do have it, it does not guarantee good 
predictions. The reason is that the training data needs to have 
reached almost all kinds of possible sets of values so that the method 
knows there is a possibility to reach that set in the future. For 
instance if you have three sets of possible outcomes and the training 
data only hits two of them, then the method will be formed as if 
there is no possibility or a very small possibility that it hits the third 
set. Therefore it is important to use the right type of data and 
enough data to form these methods. 

 
(iii) Semi-parametric methods 

 Semi-parametric methods make use of available training data to both 
estimate the parameters, like parametric methods, and also to form 
the method, like non-parametric methods. Thus these types of 
methods are a combination of parametric and non-parametric 
methods. They are often used in situations where a non-parametric 
method would not perform as they wish or when a researcher wants 
to use a parametric method but lacking information about the data a 
priori [11]. 

 
 

2.3 Learning scenarios 
 

The methods can be categorized in three different learning scenarios. This is 
about methods learning from the data and a typical scenario is that there is a 
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training set of data with an outcome, usually quantitative, e.g. stock price, or 
categorical, e.g. fail or no fail, that we want to predict based on relevant 
features, e.g. the stock’s value on the market etc. To predict the outcomes of 
the unseen object we build a prediction model, which will use one of these 
three learning methods [12]. 
 

(i) Supervised learning 
The method uses a set of labelled training data and makes 
prediction for all unseen objects [13]. So, there is a set of variables 
that can be denoted as inputs that have some influence on one or 
more outputs. The goal is to use the inputs to predict the outputs. It 
is called “supervised” because of the presence of the outcome variable 
to guide the learning process.  Let us say we have a training set of 
data with a lot of emails and the emails are labelled as either “spam” 
or “junk email”. Then we train the method with this labelled data so 
that the method can automatically filter out the spam emails. This 
is a typical supervised learning example where the outcome guides 
the method [12]. Long story short, supervised learning is when there 
exist a training dataset with the normal and the abnormal data 
being separated into classes. 
 
(ii) Unsupervised learning 
The method uses unlabelled training data to predict the outcome of 
the unseen objects. It means that there is no information about the 
anomalies in the training data. Since unsupervised learning uses 
unlabelled data it uses the features to predict the outcome and 
therefore it is difficult to evaluate the performance of the method 
[13].  
 
 
(iii) Semi-supervised learning 
In these cases the method uses both labelled and unlabelled training 
data and makes prediction for all unseen objects. This type of 
learning is common when unlabelled data is easily accessible but 
labels are expensive to obtain. The hope is that the distribution of 
the unlabelled training data accessible can help the method achieve 
a better performance compared to supervised learning [13]. 
 

 
 
 
 



 16 

2.4 Commonly used methods 
 
There are some techniques that are more popular than other and those are 
the following 
 
• Density-based techniques. Two examples of models are K-NN (k-

nearest neighbour) and LOF (local outlier factor). LOF belongs to 
the category unsupervised methods and K-NN belongs to the 
category supervised methods. The basic idea of LOF is to estimate 
the density of a point by looking at the distance the point has to its 
k-nearest neighbours. By comparing the local density of an event to 
its neighbouring events’ density one can determine if the event is 
anomalous or not in respect to its neighbours [14]. None of these 
methods estimate the probability density function but they, however, 
use some sort of density-based calculations. Therefore it is debatable 
whether they belong to the category density-based techniques or not. 

 
• Support vector machines. These models come from machine learning 

and belong to the category supervised methods and can be used for 
regression analysis but they are most commonly used for 
classification tasks. These models analyse data and recognize patterns 
using training data [15]. 

 
• Cluster analysis based outlier detection belongs to the category 

unsupervised methods. The basic idea of this technique is to form 
groups, called clusters, of objects that are similar to each other. 
Cluster analysis, or also clustering, is not a specific algorithm but a 
general idea that all methods in this category use. The models can 
differ by grouping objects in different ways or finding the objects in 
different ways. This technique is used in several areas outside 
statistical data analysis, such as data mining, machine learning, 
pattern recognition, image analysis and bioinformatics [16]. 

 
• Ensemble learning. This technique is used often in statistics and 

machine learning and it uses multiple learning algorithms to obtain 
the prediction of the future based on past observations. [17]. 
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3  THEORY 

In this chapter we will focus on describing each of the models studied and 
their implementation. Although none of the model candidates are non-
parametric by construction, our hope is to be able to generalize each of the 
models to work with all sort of data produced from Gavagai’s system. We 
will attempt this by optimizing the parameters of the different models by 
training them on training datasets. The optimal parameter choice will later 
on have to be verified as working using test datasets.  
 
 
3.1 Simple linear regression  
 
One way to determine whether an observation is considered anomalous is 
using prediction techniques. The idea is to predict a forthcoming event, with 
a model that looks at historical observations, and comparing it to the actual 
observed event at the instance it becomes available. The deviation of the 
predicted event from the observed event is defined as the error of the model. 
If the error is large enough, following some statistical measure, the 
observation would be regarded as an anomaly. A linear model can be 
described by: 
 
 ! = !"+ !!, ( 1 ) 
 
where  

  

 
! =

!!
!!
⋮
!!

, ! = !
1 !!
1 !!
⋮ ⋮
1 !!

, ! = !!
!! , ! =

!!
!!
⋮
!!

!.! ( 2 ) 

 

The stochastic output of the model (!) is generated by a known input 
variable (!), a tuneable parameter (!) and an additive noise term (!). Under 
the assumption that the noise term actually has an expected value of zero, we 
can make the model deterministic by simply ignoring !. 
 
 ! = !" ( 3 ) 
 
The error residuals produced by the model can therefore be described by: 
 
 ! ! = !− ! = !− !"! ( 4 ) 
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A linear regression model can be fitted using various methods. The most 
commonly used is called Ordinary Least Squares, OLS, and it is also the one 
we have applied. It aims at finding the optimal ! by minimizing the sum of 
the residuals squared. 
 
 !!!

!! = !
!! !− !! ! !− !! = −2!!!+ 2!!!! = 0 ( 5 ) 

 
 ⇒ ! = !!! !!!!! ( 6 ) 
 
 ⇒ ! = !! ( 7 ) 
 
A new regression line is fitted at every time instance to predict the 
forthcoming value, y!!!.  
 
 
3.2 Linear Poisson regression  
 
The linear Poisson regression is the third regression type that is commonly 
encountered and works the same way as the simple linear regression, 
explained in the previous subsection, except for the assumption on the 
distribution of data. The basic idea is the same, to find a linear regression 
line to predict the value of the output in the next time step. Linear Poisson 
regression assumes that the data is generated from a Poisson distribution, 
and therefore the equations will be different when predicting the output. The 
linear model for Poisson distribution is described by [18]:   
 

!"# ! = !!"# Ε ! ! = !!"!, ( 8 ) 
 
where ! is the Poisson distributed output such that  ! ∼ !"! ! ,! = Ε ! ! . 
! and ! serve the same purposes as in simple linear regression. To find the 
probability mass function we rewrite equation ( 8 ) as: 
 
 Ε[! ! = !!!"!. ( 9 ) 
 
The probability mass function for the Poisson distribution is given by: 
 
 ! ! !;! = ! ! ! ! !!!![!|!]

!! = !!
!"#!!!!"
!! !. ( 10 ) 

 
!, which consists of the constants !! and !!, can be fitted using maximum 
likelihood-based parameter estimation, aiming to maximize the equation: 
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!! ! !,!) = ! !!!!!!!!!!!!
!!!

!

!!!
 ( 11 ) 

 
which is the probability mass function for Poisson distribution multiplied for 
every observation, !!. Now assuming that we have a data set consisting of ! 
vectors and hence a set of ! values of the output, !, we can find the 
maximum likelihood equation by multiplying the equation in each time step 
with !! and !! from ! = 1 to ! = !, see equation ( 11 ). To maximize the 
maximum likelihood equation we first want to find an easier expression. This 
is accomplished by taking the logarithm to get the log-likelihood, equation  
( 12 ). To estimate the predicted value by maximizing the maximum 
likelihood equation is the same as to calculate the maximum of the log-
likelihood equation. The log-likelihood equation is given by 
 
 

! ! !,! = !!!"#!(! ! !,!)) = !"#!(! !!!!!!!!!!!!
!!!

!

!!!
) ( 12 ) 

 
 

!! ! !,!) = ! (!!!!! − !!!! − !"# !!! )
!

!!!
!. ( 13 ) 

 
To find the maximum of the log-likelihood equation we take the derivate 
with respect to ! and set it to equal to zero, i.e. !"(!|!,!)!! = 0. 
 
 

!!" ! !,!)
!! = ! (!!!! − !!!!!!)

!

!!!
= ! (!! − !!!!)!! =

!

!!!
0. ( 14 ) 

 
To find an estimation of the parameters ! we need to find the parameters 
that satisfy equation ( 14 ) [18]. 
 
To know when an anomaly occurs, we predict the value ! and calculated an 
upper-limit confidence interval for the predicted value. If then, the actual 
value of ! at that time point did not have a value in the confidence interval 
it got noted as an anomaly. The confidence interval for the predicted value is 
given by: 
 
 !! ∈ !,!+ ! ! . ( 15 ) 
 
The estimation of the upper limit of the 95-percent confidence interval comes 
from a normal approximation. As the sample size is large and the variance of 
! is near zero, ! can be approximated to the value of two [18]. 
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3.3 Bayesian error function 
 
The aim with the simple linear regression model is that it will work as a good 
predictor. Obviously !!!! will not, however, equal !!!! at all times. Using 
these errors over time it is possible to build up an error function over how 
probable it is for an observation to deviate a certain interval from its 
prediction. Figure 1 illustrates the idea of this concept.  
 

 
Figure 1: Illustration of the Bayesian error function. The sampled 
data is drawn from a normal distribution with ! = ! and ! = 1. 
The error function here solely acts as an illustration and is not 
accumulated using authentic data. 

 
By assuming that the errors produced by the linear regression are 
approximately normally distributed, we may use the historic information 
available in the time series to generate a probability distribution function of 
the predictions. The normal distribution is built from two parameters, the 
mean ! and the standard deviation σ. Using the definition of the error, 
! = !! − !!, we could at every time instance t trivially estimate the mean of 
the error as: 
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!! =

1
! !!!
!!!

!!!
!, ( 16 ) 

 
and the unbiased sample deviation as: 
 
 

!!! =
1

! − 1 !! − !! !
!!!

!!!
!. ( 17 ) 

 
However, this would rapidly grow costly in both time and space, since it 
requires all previous data to be stored and accessible at all times. It is also 
very insufficient since at time ! + 1 the calculations are the same as at time ! 
except for the fact that one new observation is available.  
 
3.3.1 Incremental Bayesian updating 
In modern statistics, Bayesian updating is a very popular method used in 
decision theory. To reduce the computational cost we can apply this method 
so that at time ! + 1 we account for the information already acquired at time 
!. This is accomplished by tracking certain counts. For the mean, !!, let: 
 
 

!! = !!!
!!!

!!!
!, ( 18 ) 

 
and for the sample standard deviation, !!!: 
 
 

!! = !! − !! !
!!!

!!!
!. ( 19 ) 

 
Then if we track A, B and ! as we iterate through the incoming data, we can 
simply update after each new datum: 
 
 !!!! = !! + !!!! ( 20 ) 
 
 ⇒ !!!!! =

1
! + 1!!!!!. ( 21 ) 

 
Likewise, but less obviously, for the sample standard deviation: 
 
 !!!! = !! + (!!!! − !!)(!!!! − !!!!) ( 22 ) 
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⇒ !!!!! =

1
! !!!!!. ( 23 ) 

 
The error function could be estimated in this sense in two different ways. 
The first would be to train the error function running the model on a 
training data set and then statically use the same error function throughout 
the time series. The other option is to let the error function adaptively learn 
from live data after first being trained on a training set. Obviously, using the 
former alternative the method would only account for data available in the 
training set whereas the latter takes into account the training data and all 
historic live data. 
 
3.3.2 Sliding window of adaptive learning 
A third alternative would be to estimate the error function only using the 
past ! data points. This is accomplished by adding a decremental updating 
formula to the algorithm: 
 
 !!!! = !! + !!!! − !!!! ( 24 ) 
 
 ⇒ !!!! =

1
! !!!!!. ( 25 ) 

 
And for the sample standard deviation: 
 
 !!!! = !! + (!!!! − !!)(!!!! − !!!!)− (!!!! − !!)(!!!! − !!!!) ( 26 ) 
 
 

⇒ !!!!! =
1

! − 1!!!!!, ( 27 ) 

 
where ! and ! are defined as in the preceding subsection. By doing this the 
algorithm removes the ! − 1:th datum from the probability distribution after 
each new datum. Consequently, the algorithm will act more responsive to 
changes of the time series’ appearance. However, with the drawback of 
adding another parameter, !, to optimize. 
 
3.3.3 Usage of the error function 
With a probability distribution available it is now rather straightforward to 
determine an observation as either anomalous or non-anomalous using 
standard confidence interval techniques. With probability (1− !) an 
observation !!∗ from !!!~!!(!! , !!!) will belong to the interval [!! ± !!/! ⋅ !!], 
where !! is the α-quantile of the normal distribution. This implies that with 
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significance level ! an observation outside of this interval can be treated as 
anomalous.  
 
 

3.4 Local outlier factor (LOF) 
 
Local Outlier Factor, LOF, is a density-based technique to determine local 
outliers first proposed by Markus M. Breunig, Hans-Peter Kriegel, Raymond 
T. Ng and Jörg Sander in 2000 [14]. In short the model uses the k-nearest 
neighbours method to determine how densely populated an observation is in 
comparison to its neighbouring observations. Every observation is given an 
individual LOF score reflecting how anomalous it is compared to others.  
 
3.4.1 Definition of LOF 
To give a clearer picture of how the model works we choose to present it in 
2-dimensions at first and then map it into the 1-dimensional time series at 
hand. To understand the algorithm we need to introduce some concepts. We 
start by giving the definition of the k-distance of an observation. 
 
Definition 1: (k-distance) 
Given an observation ! the k-distance of !, denoted ! − !"#$%&'((!), is 
defined as the Euclidean distance !(!,!) to the k:th nearest neighbour, !. 
Let !′ be observations belonging to some neighbouring domain !. The 
! − !"#$%&'((!) may then mathematically be expressed as: 
 

(i) for at least k observations !′ ∈ !\{!} it 
holds that ! !,!′ ≤ !(!,!) 

(ii) for at most ! − 1 observations !! ∈ !\{!} 
it holds that ! !,!′ < !(!,!) 

( 28 ) 

In two dimensions the k-distance can be seen as the radius enclosing the 
neighbourhood of relevant observations. This neighbourhood is explicitly 
defined in the following way. 
 
Definition 2: (k-nearest neighbours) 
Given the ! − !"#$%&'((!) the k-nearest neighbours of !, denoted !!(!), 
is the set of all observations with a distance to ! not greater than 
! − !"#$%&'((!), mathematically: 
 
 !! ! = !′ ∈ !\ ! ! !! !,!′ ≤ ! − !"#$%&'((!)} ( 29 ) 
 



 24 

Note that !! does not necessarily always equal !, but at all times it is at 
least !. The equality occurs when there is one unambiguous k-distance 
observation registered. 
 
 
Definition 3: (reachability distance) 
The reachability distance of an observation ! with respect to ! is defined 
as the maximum of the two distances ! − !"#$%&'( !  and !(!,!): 
 
 !"#$ℎ − !"#!! !,! = !"#!{! − !"#$%&'( ! ,! !,! } ( 30 ) 
 
Figure 2 exemplifies the definition of the reachability distance. Two 
observations far away form each other simply has their Euclidean distance as 
their reachability distance whereas an neighbouring observation, !, close 
enough to ! takes ! − !"#$%&'( !  as its reachability distance in respect to 
!. 
 

 
Figure 2: Illustration of the reachability distance when ! = 3. As 
!! is not a k-nearest neighbour the true Euclidean distance will be 
its reachability distance in respect to !. !! on the other hand is a 
k-nearest neighbour and will therefore have ! − !"#$%&'( !  as its 
reachability distance. 

 
Now, with a concept of how to measure the distance between two 
observations at hand, we can formulate a density definition. 
  
 
 
 
 

O

P1

P2

reach-distk(P1,O) = k-distance(O)

reach-distk(P2,O) = d(P2,O)
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Definition 4: (local reachability density) 
The local reachability density, lrd, of an observation ! is defined as the 
fraction of the k-nearest neighbours, !!(!) , and the sum of every 
reachability distance of !! ∈ !!(!) in respect to !: 
 
 !"# ! = !!(!)

!"#$ℎ − !"#!! !,!!∈!! !
! ( 31 ) 

 
The !"# of an observation ! gives an index of the distances to neighbouring 
observations and therefore it indicates how densely populated the 
neighbourhood area is. The final step in the algorithm is to determine the 
LOF score of each observation. 
 
Definition 5: (Local outlier factor) 
The local outlier factor of an observation ! is defined as 
 
 

!"!! ! =
!"!! !
!"!! !!∈!! !

!!(!)
 ( 32 ) 

 
The LOF score of each observation ! is expected to take high values 
whenever the density of ! greatly deviates from its neighbouring observations 
!. Figure 3 shows an example where !"!! !  is expected to be large. 
 

 
Figure 3: The picture gives an idea how the LOF algorithm works, 
again ! = 3. The observations belonging to the cluster in the top 
right corner are far more densely populated than the observation 
!. This will lead to ! receiving a higher LOF score and should 
probably be treated as anomalous. 

O

P1 P2

P3
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Definitions 1 through 5 are all given as first proposed by the authors behind 
LOF: Identifying Density-Based Local Outliers [14]. 
 
3.4.2 Applying LOF to time series 
To apply this method on our one-dimensional time series we need an explicit 
way of measuring the distances between two observations. 33 gives a formal 
explanation of how this is realised. 
 
Definition 6: (Distances in time series) 
The distance between two observations, !!! and !!!, in a time series is 
defined as the absolute value of the difference between the two 
observations: 
 
 ! !,!! = !"#$%(!!!)− !"#$%(!!!)  ( 33 ) 
  
The absolute value of the difference is used, as the distance should only take 
positive values. See Figure 4, for an example of this definition. 
 

 

⟶ 

 
Figure 4: The two graphs illustrate how we measure the distances in 
a time series. The time when an event occurs is called an observation 
and the absolute value of the difference between two observations is 
defined as the distance. 

 
To determine a threshold of the LOF score, which would label an observation 
anomalous if exceeded, is perhaps the most discussed challenge with LOF in 
general. Here we chose to again make use of the Bayesian updating formula 
explained in chapter 3.3, tracking the mean and variance over time. By 
accounting for all previous LOF scores we can build a probability 
distribution of possible outcomes. If an observation lies outside of the higher 
limit of a given confidence interval created from said probability distribution, 
the event would be deemed anomalous.   
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4  THE PROCESS  

In this chapter we will describe the workflow during the project and briefly 
describe how the models were implemented. We will also explain the data 
that has been used.  
 
 
4.1 Workflow 
 
Basically every candidate model tested undergoes three sequential steps: 
 

(i) Reading and processing the data 
(ii) Running the algorithm on the processed data for a set of 

parameter combinations 
(iii) Evaluating the qualitative performance of the algorithm on 

each parameter combination 
 
None of our models is non-parametric by construction. However, our goal 
(going back to hypotheses 2, see chapter 1.2) is to optimize and fix the 
parameters of the models to make them non-parametric when operated, i.e. 
tuning of parameters for different targets will not be necessary. To 
accomplish this every model must be tested using a large set of parameter 
combinations. This will be elaborated on for each of the models in the 
succeeding subchapter as well as in the results chapter. Our evaluation of the 
models is done using statistical hypotheses testing. For each of the models 
and for each set of parameter combination we store the Type I and Type II 
errors acquired on the whole dataset. A Type I error is defined as a falsely 
detected anomaly and a Type II error is defined as non-detected true 
anomaly. 
 
 
4.2 Implementation of the models 
 
Since all models are tested in a non-live environment, we had no restrictions 
from Gavagai on what software or programming language to use. We chose 
to build and test all of our models in a program called MATLAB (MATrix 
LABoratory), a multi-paradigm numerical computing environment especially 
good at handling matrix manipulations.  
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4.2.1 Simple linear regression 
The idea here is to find a good approximation of the output in equation ( 1 ), 
which is dependent on the estimation of ! and the error, !. To find this 
approximation we first need to approximate ! and then calculate a 
distribution of ! using Bayesian updating. The error distribution returns an 
interval that tells us where the actual data point on that time should be if it 
is normal. If it is outside that interval we call it an anomaly. See Figure 1 as 
a good example. How the algorithm is implemented can be seen in Figure 5. 
The algorithm is run for each set of possible free parameter combination and 
stores the Type I and Type II errors at the end of each run. 
 

Linear regression( Input data set !! !!!
!!!  ) 

 
for each ! do 
 

estimate ! using eq. ( 6 ) 
“predict”  !! using eq. ( 7 ) 
calculate the error residual, !! using eq. ( 4 ) 

 
if decremental Bayesian 

update the error function using eq. ( 25 ) & ( 27 ) 
else 

update the error function using eq. ( 21 ) & ( 23 ) 
end 
 
use standard confidence interval techniques to check if the 
observation is anomalous 
 

end 
Figure 5: Simple linear regression algorithm. 

 
 
4.2.2 Linear Poisson regression 
This algorithm is very similar as the simple linear regression in practice, with 
the difference being that we want to find a good approximation for the 
output in equation ( 9 ) which depends on the approximation on !. In many 
statistical software or mathematical programming software this estimation 
can be done using already developed tools. In our case we used the 
preinstalled package GLM-fit (General linear model) for Poisson distribution 
in MATLAB. The glmfit command solves equation ( 14 ) and returns !. How 
the algorithm is implemented can be seen in Figure 6. The algorithm is run 
for each set of possible free parameter combination and stores the Type I and 
Type II errors at the end of each run. 
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Linear Poisson regression( Input data set !! !!!
!!!  ) 

 
for each ! do 
 

estimate ! using eq. ( 14 ) 
calculate the confidence interval to determine if the 
observation is anomalous using eq. ( 15 )  

 
end 

Figure 6: Linear Poisson regression algorithm outline. 

 
4.2.3 LOF 
The basic idea of the LOF method is to from a given point compare the 
distance to its closest neighbours with the distance of their closest 
neighbours. The distances are then used to estimate a point’s density and 
points that have a substantially lower density than their neighbours are 
considered as anomalies. How the algorithm is implemented can be seen in 
Figure 7. The algorithm is run for each set of possible free parameter 
combination and stores the Type I and Type II errors at the end of each run. 
An example output of the algorithm is presented in Figure 8. 
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LOF( Input data set !! !!!
!!!  ) 

 
for each ! do 
 

(1) !!calculate!! − !"#$%&'( !! !using!eq.!!(!28!)
calculate!!! !! !using!eq.!!(!29!)!!!!!!!!!!!!!!!!!  

 
for ! in !! !!  do 
 

(2) repeat! ! !for!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
!!calculate!!"#$ℎ − !"#!! !,!! !using!eq.!!(!30!) 

 
        for ! in !!(!) 
                repeat (2) for ! 
         end 
         calculate !"#(!) using eq. ( 31 ) 
 
end 
calculate !"#(!!) using eq. ( 31 ) 
calculate !"#(!!) using eq. ( 32 ) 

Figure 7: LOF algorithm outline. 

 

 
Figure 8: The plot shows an example output produced by the LOF algorithm. 
The asterisks mark observations that have been deemed anomalous by the 
algorithm.  
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4.3 Data: structure and pre-processing 
 
The datasets that we have used were generated from Gavagai’s live 
environment. The datasets represents how frequent a specific topic (e.g. 
brand, political party, governmental organization, etc.) is referred to over 
time. The data is stored in an hourly resolution. The frequency a topic is 
referred to is divided into and stored in 3 different categories: 
 

(i) Topics referred to with a positive sentiment 
(ii) Topics referred to with a negative sentiment 
(iii) Topics referred to without accounting for any specific 

sentiment in the text 
 
In total we have used three datasets to test our hypotheses on. One for each 
of the categories listed above. The data comes from text surrounding the 
Swedish political party Socialdemokraterna (Social democrats). None of the 
datasets generated by Gavagai’s live environment comes pre-labelled with 
true anomalies (obviously, as this would make this thesis work redundant). 
To be able to evaluate the qualitative performance of the models, true 
anomalies therefore had to manually be inserted. The labelled data is 
presented in Figure 9. The datasets contains information between Jan 1st – 
Sept 22nd (2014), covering the Swedish parliamentary election (Sept 14th) as 
well as European parliamentary election (May 25th), presumably leading to a 
frequency increase surrounding this topic around those dates. The data was 
stored in CSV (comma-separated value) format with one column each for; 
Date, Count, Anomaly (True/False), making it easy to read and process in 
MATLAB. 
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Figure 9: The three datasets used, with sentiments from top to 
bottom: Positive, Negative and Frequency. The asterisks mark true 
anomalies. As can be seen from the graphs the largest fluctuations 
take place around the two elections on May 25th and Sept 14th, 
increasing the amount of anomalies around those dates. 
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5 RESULTS 

All results are retrieved by running each of the candidate models, as well as 
Gavagai’s current working model, over a set of parameter combinations. For 
each combination of Othe free parameters, Type I and Type II errors are 
stored to deduce the qualitative performance of the model. A Type I error is 
defined as a falsely detected anomaly and a Type II error is defined as non-
detected true anomaly. For each model we will present the results divided 
into three different figures under its corresponding subchapter: 
 

(5.i) The first figure contains the data from every combination 
where Type I errors are plotted against Type II errors for each 
of the targets: Positive, Negative and Frequency. 

(5.ii) The second figure contains the same information but with 
both the x- and y-axis zoomed in at [0, 0.1] for a more 
illustrative comparison between the different models.  

(5.iii) The third figure shows the average for the identical parameter 
combination on the two targets: Positive and Negative in the 
left plot and the average for all three targets in the right plot. 
Again both the x- and y-axis are zoomed in at [0, 0.1]. 

 
As all of our methods have runtimes far less than 1 second per data point, we 
have chosen not to explicitly state the runtimes, but rather conclude that 
they all meet Gavagai’s criteria on time consumption. Further, the LOF 
model and the linear regression model are the only two storing any historic 
data. However, they only keep 2 double precision variables that are updated 
at every new datum making it negligible. Therefore all models also meet 
Gavagai’s criteria on space consumption. 
 
 
5.1 Moving average 
 
The two parameters varied were: 
 

• The number of historic data points, !, taken into consideration 
when calculating the mean and the standard deviation 

• The number of standard deviations, !, away from the mean where 
the alarm trigger occurs. 
 

The values of ! were between 5 and 50 with step length 1. The values of ! 
were between 1 and 3 with step length 0.25. Adding up to a total of 414 
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different parameter combinations. The results are presented in Figure 10 - 
Figure 12. 
 
 

 
Figure 10: The plots show the Type I and Type II errors on each 
of the targets for the moving average model as described by (5.i). 

 
 

 
Figure 11: The plots show the Type I and Type II errors in the 
interval [0, 0.1] on each of the targets for the moving average 
model as described by (5.ii). 

 
 

 
Figure 12: The plots show the average of Type I and Type II 
errors on combination of the targets for the moving average model 
as described by (5.iii). 
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From each of the five different cases the optimal parameters are presented in 
Table 1. The optimal parameters are retrieved from the data point with the 
smallest distance to the origin, i.e. the smallest error when evenly weighting 
the importance of Type I and Type II errors. 
 

Table 1: The optimal parameters and their respective Type I and Type II 
errors for the moving average model. 

 
Target(s) / Data Optimal Parameters Type I error Type II error 
Positive ! = 47, ! = 3.00 !.!"# !.!"! 
Negative ! = 50, ! = 2.00 !.!"" !.!"# 
Frequency ! = 44, ! = 2.75 !.!"# !.!"# 
Positive+Negative ! = 50, ! = 2.00 !.!"# !.!"# 
All ! = 50, ! = 2.00 !.!"# !.!"# 
 
 
5.2 Simple linear regression 
 
The three parameters varied were: 
 

• The number of historic data points, !, taken into consideration 
when calculating the linear regression 

• The number of historic data points, !, to generate the error 
function from 

• The significance level, !, of the error function 
 
The values of ! were between 5 and 50 with step length 5. The values of ! 
were 300, 500, 800, 1200, 1500, 2000, 2500 and 6500, where the last value 
represents a non-sliding window of the Bayesian error function (explained in 
subchapter 3.3.1). The values of ! were between 1 and 3 with step length 
0.25. Adding up to a total of 720 different parameter combinations. The 
results are presented in Figure 13-Figure 15. 
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Figure 13: The plots show the Type I and Type II errors on each 
of the targets for the simple linear regression model as described 
by (5.i). 

 
 

 
Figure 14: The plots show the Type I and Type II errors in the 
interval [0, 0.1] on each of the targets for the simple linear 
regression model as described by (5.ii). 

 
 

 
Figure 15: The plots show the average of Type I and Type II 
errors on combination of the targets for the simple linear 
regression model as described by (5.iii). 
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error when evenly weighting the importance of Type I and Type II 
errors. 
 

Table 2: The optimal parameters and their respective Type I and Type II 
errors for the simple linear regression model. 

Target(s) / Data Optimal Parameters Type I error Type II error 
Positive ! = 10, ! = 6500,! = 2.75 !.!"# !.!!! 
Negative ! = 10, ! = 6500,! = 2.50 !.!"# !.!"# 
Frequency ! = 35, ! = 6500,! = 3.00 !.!"# !.!!! 
Positive+Negative ! = 10, ! = 6500,! = 2.50 !.!"# !.!"# 
All ! = 25, ! = 6500,! = 2.50 !.!"# !.!"# 
 
 
5.3 Linear Poisson regression 
 
The two parameters varied were: 
 

• The number of historic data points, !, taken into consideration 
when calculating the Poisson regression 

• The significance level, !, of the confidence interval 
 
The values of ! were between 5 and 50 with step length 1. The values of ! 
were between 1 and 3 with step length 0.25. Adding up to a total of 414 
different parameter combinations. The results are presented in Figure 16-
Figure 18. 
 
 

 
Figure 16: The plots show the Type I and Type II errors on each 
of the targets for the linear Poisson regression model as described 
by (5.i). 
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Figure 17: The plots show the Type I and Type II errors in the 
interval [0, 0.1] on each of the targets for the linear Poisson 
regression model as described by (5.ii). As the model performed so 
poorly, there are no data points in this interval. 

 
 

 
Figure 18: The plots show the average of Type I and Type II 
errors on combination of the targets for the linear Poisson 
regression model as described by (5.iii). As the model performed 
so poorly, there are no data points in this interval. 

 

From each of the five different cases the optimal parameters are presented in 
Table 3. The optimal parameters are retrieved from the data point with the 
smallest distance to the origin, i.e. the smallest error when evenly weighting 
the importance of Type I and Type II errors. 

 

Table 3: The optimal parameters and their respective Type I and Type II 
errors for the linear Poisson regression model. 

Target(s) / Data Optimal Parameters Type I error Type II error 
Positive ! = 10, ! = 1.00 !.!"# !.!"" 
Negative ! = 24, ! = 1.00 !.!"! !.!"# 
Frequency ! = 25, ! = 2.50 !.!"# !.!"! 
Positive+Negative ! = 23, ! = 1.25 !.!"! !.!"# 
All ! = 23, ! = 1.25 !.!"# !.!"# 
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5.4 LOF 
 
The three parameters varied were: 
 

• The number of neighbours, !, taken into consideration 
• The value of the k-nearest neighbour, ! 
• The significance level, !, of the error function 

 
The values of ! were 40 45 50 60 and 70. The values of ! were 20, 25, 30, 35, 
40 and 50 with the additional constraint that for each value of !, ! cannot 
exceed this value. The values of ! were between 1.25 and 2 with step length 
0.25. Adding up to a total of 112 different parameter combinations. The 
results are presented in Figure 19-Figure 21. 
 
 

 
Figure 19: The plots show the Type I and Type II errors on each 
of the targets for the LOF model as described by (5.i). 

 
 

 
Figure 20: The plots show the Type I and Type II errors in the 
interval [0, 0.1] on each of the targets for the LOF model as 
described by (5.ii). 
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Figure 21: The plots show the average of Type I and Type II 
errors on combination of the targets for the LOF model as 
described by (5.iii). 

 

From each of the five different cases the optimal parameters are presented in  

Table 4. The optimal parameters are retrieved from the data point with the 
smallest distance to the origin, i.e. the smallest error when evenly weighting 
the importance of Type I and Type II errors. 

 

Table 4: The optimal parameters and their respective Type I and Type II 
errors for the LOF model. 

Target(s) / Data Optimal Parameters Type I error Type II error 
Positive ! = 70, ! = 20,! = 1.75 !.!"# !.!"! 
Negative ! = 60, ! = 30,! = 2.00 !.!"# !.!!! 
Frequency ! = 50, ! = 35,! = 1.25 !.!"# !.!!! 
Positive+Negative ! = 70, ! = 35,! = 1.75 !.!"# !.!"! 
All ! = 70, ! = 30,! = 1.75 !.!"# !.!!" 
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6  DISCUSSION AND CONCLUSIONS 

 
6.1 Discussion 
 
By studying Figure 10-Figure 21 it is obvious that the four different models 
vary greatly in qualitative performance. The perhaps most obvious result is 
that the linear Poisson regression performed very poorly. None of the 
parameter combinations generated a result with Type I error or Type II error 
less than 0.1 for any of the three datasets. However, both the simple linear 
regression model as well as the LOF model are far more densely populated in 
the lower left region of the graphs compared to the moving average model. 
Looking at the datasets independently (Figure 11, Figure 14, Figure 20), it 
shows that the moving average model has very few points inside the [0, 0.1] 
region, whereas the LOF model and especially the simple linear regression 
model have many data points in the same region. Table 5 shows that the 
simple linear regression model is superior the other models in all datasets, 
and averages of them, except for the dataset containing negative sentiments 
where it is just behind the LOF model. This is all in line with our first 
hypothesis. 
 
 

Table 5: Distances from the origin (where both Type I and Type II errors 
would be equal to zero) for the optimal choice of parameter for each of the 
models except the linear Poisson regression. 

Target(s) / Model Moving average Linear regression LOF 
Positive !.!"# !.!"# !.!"# 
Negative !.!"# !.!"# !.!"# 
Frequency !.!"# !.!"# !.!"# 
Positive+Negative !.!"! !.!"# !.!"# 
All !.!"" !.!"# !.!"# 
 
 
Another interesting result is that using the same parameter combination for 
either the LOF model or the linear regression model for all three targets gives 
a lower averaged distance from the origin compared to any of the targets 
individually using the moving average model (see Table 5, bottom row of 
column 2 and 3 compared to row 1-3 of column 1). This means that even if 
we use identical parameters (for either the LOF or the linear regression 
model) for all three targets we still outperform the moving average model 
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with optimized parameters per target. This result clearly substantiates our 
second hypothesis.  
  

Statistical tests always involve a trade-off between Type I and Type II errors. 
In our case this translates into: what would be most harmful, the failure to 
detect an anomaly or detecting anomalies where they do not occur? If one of 
the two is of greater importance, the results may be different. The optimal 
parameters in Table 1- 

Table 4 are all based on Type I and Type II errors being evenly weighted. 
Even with even weights of the two error types it is possible to make a 
decision based upon the individual importance of the two. For instance, 
looking at the bottom row in Table 5 we see that when using the same 
parameter combination for all targets, the linear regression model and the 
LOF model perform pretty much equal. But if it is of higher importance to 
find the true anomalies (compared to not detecting anomalies where they do 
not occur) we can see from Table 6 that the LOF model would be the 
appropriate choice. Overall it seems as the LOF model outperforms the other 
models when looking at Type II errors, whereas the same is true for the 
linear regression model when looking at Type I errors. 

 
 

Table 6: Type I and Type II errors for each of the models except the linear 
Poisson regression. 

Target(s) / 
Model 

Moving average Linear regression LOF 
Type I Type II Type I Type II Type I Type II 

Positive !.!"# !.!"! !.!"# !.!!! !.!"# !.!"! 
Negative !.!"" !.!"# !.!"# !.!"# !.!"# !.!!! 
Frequency !.!"# !.!"# !.!"# !.!!! !.!"# !.!!! 
Positive+Negative !.!"# !.!"# !.!"# !.!"# !.!"# !.!"! 
All !.!"# !.!"# !.!"# !.!"# !.!"# !.!!" 
 
Since we have only used data from one specific topic, it is hard to say as a 
fact that we can accept both our hypotheses. Judging by the results from the 
data used it does however at least look probable.  
 
 
6.2 Conclusions 
 
On the data obtained from Gavagai we have concluded that two of our three 
models outperform Gavagai’s current model in all aspects. The LOF model is 
the superior model when looking at Type II errors. The simple linear 
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regression is the superior model when looking at Type I errors. Both models 
are by far performing better than Gavagai’s current algorithm when looking 
at both Type I and Type II errors. The linear Poisson regression model 
performed very poorly, which probably is evidence to the data not originating 
from a Poisson distribution. To be able to accept both hypotheses in general, 
more datasets needs to be studied, to ensure that the results do not vary 
depending on the topic. 
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7  RECOMMENDATIONS AND 
FUTURE WORK 

 

7.1 Recommendations 
 
As both the LOF model and the linear regression model outperformed 
Gavagai’s current model we would recommend Gavagai to implement one of 
them into their live system. Which one they ought to choose depends on 
what they see as most harmful: the failure to detect an anomaly or detecting 
anomalies where they do not occur. Regardless of which one they choose, we 
would recommend them to use it with same parameters for every target, as 
they both still outperforms their current model even with tuned parameters 
per target. 
 
 

7.2 Future work 
 
This master thesis was time limited and we are contented with the models 
that we have developed for Gavagai’s purpose. However, there are still some 
improvements that can be done with these models. We will only focus on 
giving advice to improve the models that gave promising results, i.e. linear 
regression and LOF. We would advise anyone that wishes to continue with 
this work to study the models at hand using the optimal parameter choices 
on test datasets from other topics, to ensure the accuracy in the results. To 
find even better results in the models a finer resolution of the parameters 
varied could be looked at. For instance, the LOF model was by far more time 
consuming than the linear regression model. Thus we had to make pretty 
large steps in between the amount of neighbours tested to keep the total set 
of parameters combination limited. There might be even better parameter 
choices near the optimal ones. 
 
For the linear regression model we assumed the errors produced to be 
normally distributed and therefore used Bayesian updating to build an error 
function distributed as such. We are not certain that this is the optimal error 
function to use, since we are not sure that the errors are normally 
distributed. An improvement of this can be to change the current error 
function to another error function that assumes that the error comes from 
another distribution, for instance trying distributions from the exponential 
family.   
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