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Abstract

In the past decades, linear programming (LP) has been successfully used to develop
approximation algorithms for various optimization problems. In particular, the so-
called assignment LP has lead to substantial progress for various allocation problems,
including scheduling unrelated parallel machines. However, we have reached its limits for
many problems, since the best-known approximation algorithms match the integrality
gap of the assignment LP for these problems.

The natural question is then whether a different LP formulation can lead to better
algorithms. We answer this question positively for variants of two allocation problems:
max-min fair allocation and maximum budgeted allocation. This is achieved by using
a more powerful LP formulation called the configuration LP that has an exponential
number of variables, but can be approximated in polynomial time.

The restricted max-min fair allocation problem, also known as the restricted Santa
Claus problem, is one of few problems that have a better polynomial estimation algo-
rithm than approximation algorithm. An estimation algorithm estimates the value
of the optimal solution, but is not necessarily able to find the optimal solution. The
configuration LP can be used to estimate the optimal value within a factor of 1/(4 + ε)
for any ε > 0, but it is only known how to efficiently find a solution achieving this value
in exponential time. We give an approximation algorithm with the same approximation
ratio but improve the running time to quasi-polynomial: nO(logn). Our techniques also
have the interesting property that although we use the rather complex configuration
LP in the analysis, we never actually solve it and therefore the resulting algorithm is
purely combinatorial.

For the maximum budgeted allocation (MBA) the integrality gap of the assignment
LP is exactly 3/4. We prove that the integrality gap of the configuration LP is strictly
better than 3/4 and provide corresponding polynomial time rounding algorithms for
two variants of the problem: the restricted MBA and the graph MBA. Finally, we
improve the best-known upper bound on the integrality gap for the general case from
5/6 ≈ 0.833 to 2

√
2− 2 ≈ 0.828 and also show hardness of approximation results for

both variants studied.
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Sammanfattning

Under de senaste decennierna har linjärprogrammering (LP) framg̊angsrikt använts
för att utveckla approximeringsalgoritmer. I synnerhet har det s̊a kallade tilldelnings-LP
lett till betydande framsteg för olika allokeringsproblem, som scheduling unrelated
parallel machines. Vi verkar dock ha n̊att dess gräns, eftersom de bästa approximerings-
algoritmerna har samma kvalitet som heltalsgapet för dessa problem.

Den naturliga fr̊agan är d̊a om n̊agon annan LP-formulering kan leda till bättre
algoritmer. Vi besvarar denna fr̊aga positivt för varianter av tv̊a fördelningsproblem:
max-min fair allocation och maximal budgeted allocation. Vi använder en mer kraftfull
LP-formulering som kallas konfigurations-LP och har ett exponentiellt antal variabler
men kan approximeras i polynomisk tid.

Problemet restricted max-min fair allocation, som är även känt som restricted Santa
Claus problem, är ett av f̊a problem som har en bättre polynomisk värderingsalgoritm
än approximeringsalgoritm. En värderingsalgoritm approximerar det optimala värdet,
men hittar inte nödvändigtvis den optimala lösningen. Konfigurations-LP kan användas
för att approximera det optimala värdet inom en faktor 1/(4 + ε) för n̊agot ε > 0,
men man vet bara hur man hittar en lösning med s̊adan kvalitet i exponentiellt tid.
Vi ger en approximeringsalgoritm med samma approximeringskvalitet men förbättrar
tidskomplexitet till kvasipolynomisk: nO(logn). V̊ara tekniker har ocks̊a den intressanta
egenskapen att även om vi använder det ganska komplext konfigurations-LP:t i analysen,
löser vi aldrig det och v̊ar algoritm är rent kombinatorisk.

För maximal budgeted allocation (MBA) är heltalsgapet av tilldelnings-LP:et är
precis 3/4. Vi bevisar att heltalsgapet av konfiguration-LP är strikt bättre än 3/4
och vi ger en motsvarande polynomisk avrundningsalgoritm för tv̊a varianter av pro-
blemet: restricted MBA och graph MBA. Slutligen förbättrar vi den bäst kända övre
gränsen p̊a heltalsgapet för det allmänna fallet fr̊an 5/6 till 2

√
2− 2 ≈ 0.828 samt ger

approximeringssv̊arighetsresultat för b̊ada tv̊a studerade varianter.
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1. Lukáš Poláček, Ola Svensson: Quasi-Polynomial Local Search for Restricted Max-
Min Fair Allocation. 39th International Colloquium on Automata, Languages and
Programming (ICALP) 2012. The paper is shown as [PS12] in the thesis.

2. Christos Kalaitzis, Aleksander Ma̧dry, Alantha Newman, Lukáš Poláček and Ola
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Chapter 1

What is This Thesis About?

Computer science is no more about computers
than astronomy is about telescopes.

(probably) Edsger Wybe Dijkstra

When Santa Claus needs to find a route around the Earth to distribute all the gifts to
children in the shortest possible time, it might take millions of years to compute even if he
used all the supercomputers that are currently on Earth. This is an example of a problem
in computer science that is not known to be solvable fast even after decades of research.

Maybe we have just not been intelligent enough to find the right approach for this
problem. However, if you ask a complexity theorist, they would most likely tell you that
it will never be possible. Right now we are not completely sure about this fact, but the
evidence is piling up1.

If it really is impossible for Santa Claus to find the shortest route to distribute all gifts,
what other options does he have? Instead of insisting on finding the shortest route, he might
try to find a route that is at most 50% longer than the shortest one. Arguably, this should
be an easier task and traveling a 50% longer route could still allow him to distribute all
presents in time.

First Attempt

The problem that Santa Claus needs to solve is called the Traveling Salesman Problem
(TSP). The famous algorithm by Christophides [Chr76] finds a solution to TSP within an
error of 50% from the optimal solution. This is an example of an approximation algorithm,
since it does not solve a problem optimally but only approximately, that is within a certain
error from the optimal solution.

The time complexity of this algorithm is n2.373 operations [MS04] where n is the number
of stops that Santa makes. So a computer running the algorithm makes at most about n2.373

operations.
To get the value of n we need to estimate the number of families with children. According

to Gap Minder [Gap11], there are about 1.9 billion children on Earth. The average number
of children per family has been estimated to be almost three [Fam06], so we can estimate
that Santa Claus will need to make at most 650 million stops. Not all children expect to be

1See the excellent essay The Scientific Case for P 6= NP by Scott Aaronson available at http://www.

scottaaronson.com/blog/?p=1720

1
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visited by Santa Claus but a large fraction does, so this estimate is good enough for our
purposes.

If Santa Claus had access to the fastest supercomputer Tianhe-2 (as of November 2014)
with the speed of 33.86-petaflops, which is about 3 · 1016 operations per second, it should
take a couple of minutes or hours to finish the computation. We note that the theoretically
optimal subroutine taking about n2.373 [MS04] operations might in this case be slower than
a subroutine that uses Edmond’s algorithm [Edm65] that needs at most n2.5 operations. In
any case, such an algorithm will finish its execution in a couple of days.

A possible problem is the high memory consumption of these algorithms, but for the
sake of simplicity of this text let us ignore this problem. A bigger problem might be the
50% error, because a tour that is 50% longer than the shortest one might be too long to
distribute all the presents in time.

Improving the Error

The celebrated algorithm by Arora and Mitchell [Aro98, Mit99] can find a solution to TSP
within an error of say 20, 10 or 5% from the optimal solution. We can pick any error margin
we like, but the smaller the error the longer the running time will be. The algorithm works
provided that the problem is situated in a Euclidean space. For the purpose of this text,
we only need to know that the well-known 2-dimensional (2D) plane or 3-dimensional (3D)
space are both Euclidean.

We could pretend that the Earth is flat by using one of the many map projections2.
Unfortunately, map projections do not preserve an important geometric property, namely
that the space is Euclidean and thus cannot be used by the algorithm.

Let us then try using 3 dimensions. The Arora-Mitchell algorithm assumes that the
shortest path between two points is the straight line connecting them, but this is a problem
for Santa, since he cannot travel under the ground. As it turns out, it is not such a big
problem in the end.

Santa Claus can run the Arora-Mitchell algorithm on all positions of children on Earth
as if they were simple points in a 3-dimensional space. Then he follows the route returned
by the algorithm with the important change that he flies over the Earth’s surface instead of
following the straight line under ground. How much longer is the route when flying over the
Earth’s surface?

The most remote inhabited place on Earth, Tristan da Cunha, is about 2 000 kilometers
from the nearest inhabited land. However, the direct distance through the Earth is about 11.5
kilometers shorter, which is only about 0.5% smaller. The situation is shown on Figure 1.1.

Of course we cannot be sure that 2 000 kilometers will be the longest distance between
two stops found by the algorithm, however it will most likely not happen very often in
the optimal tour. Human settlements are fairly spread out over the Earth’s surface and
intuitively an optimal tour should not make a lot of long jumps—it is likely more efficient to
first distribute all gifts in Asia and then go to Europe rather than flying 2 000 kilometers
back and forth all the time.

We thus have a strong reason to be optimistic, so let us hope that the Arora-Mitchell
algorithm returns a tour such that Santa travels only about 0.5% longer route compared the
one following straight lines under ground. The Arora-Mitchell algorithm is able to return a
solution within x% of the optimal tour for any error x we choose. How big should x be if we
want to get a 10% error?

2See http://en.wikipedia.org/wiki/Map_projection

http://en.wikipedia.org/wiki/Map_projection
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Earth centre

Saint Helen

Tristan da Cunha

Figure 1.1: The distance between Tristan da Cunha and the nearest inhabited place
Saint Helen is about 2 000 kilometers. The direct distance through the Earth is about
11.5 kilometers shorter, which is only about 0.5% smaller.

If your answer is 9.5%, you are close but not completely right. We want to have
1.005 · (1 + x) = 1.1, so x ≈ 9.45%. Let us now estimate how long the algorithm will run.
The number of operations performed by the algorithm in 3 dimensions is at least

n

(√
3

x

) a
x2

,

where n is the number of families to visit and a is a number that is at least 9 [RS98]. We
note that the exact value of a is higher than 9, but for our purposes this information is
enough.

Even if Santa Claus had access to the fastest supercomputer Tianhe-2, it would take
about 101250 years to run the algorithm (101250 is a number with 1 250 zeros at the end).
Or equivalently about 101240 times the age of the universe. Even if each person on Earth
had such supercomputer and we ran the algorithm in parallel on all the supercomputers,
the running time would still be 101230 times the age of the universe.

For comparison, the Held-Karp algorithm [HK62] that makes about n22n operations is
the fastest known exact algorithm that finds the optimal route. It would run 10100 000 000

times the age of the universe. The running time of the Arora-Mitchell algorithm is tiny
compared to this one.

Heuristics

Even though the problem that Santa Claus faces may sound artificial, it appears in real
life for companies that distribute goods. Instead of approximation algorithms, they often
use heuristics, which are computer programs that try to solve a problem but only weak
guarantees are known about the quality of their output.

For an approximation algorithm, we always have a guarantee that the output will be of
a certain quality, but we might have to pay for this guarantee with slower running time, as
in the case of the Arora-Mitchell algorithm. Heuristics, on the other hand, are usually very
fast but we might be unlucky and receive a solution that is not good enough.
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In 1947, Dantzig [Dan51] developed the simplex method that became one of the most
important algorithms of the 20th century. It performs very fast in practice but for many
years its theoretical speed was unknown. In 1970, Klee and Minty [KM72] found some
examples where the algorithm became very slow. The algorithm continued to be used in
practice and still is until today. It used to have a similar status as heuristics, since we did
not know when and why it performs well.

In 1977, Borgwardt [Bor86] found a class of linear programs that are provably solved
quickly by the simplex method. Subsequently, other people have found cases where the
simplex method performs well. Finally, in 2001—five decades after the algorithm was
discovered—Spielman and Teng developed a powerful tool called smoothed analysis [ST04]
that explained why the simplex method works fast in practice while there are rare cases
where it is very slow.

For many real world problems, heuristics are both faster and better performing than
approximation algorithms and we do not know why, as used to be the case for the simplex
method. It is not unheard of that heuristics achieve 1% error as well as they are very fast,
while the best-known approximation algorithm only achieves an error in the order of tens of
percents (see for example [JM07]). Some people use this fact to argue against the use of
complexity theory, but we would argue the exact opposite. Since some heuristics seem to
perform well, we should study them more and try to figure out why they perform so well or
find cases where they do not, as we did in the case of the simplex method. If anything, this
is an argument for more research in complexity theory, not less.

What Should Complexity Theorists do?

There are several interesting research directions that help us. For example, we can try to
find faster approximation algorithms for which we do not have to wait 101250 years to finish.
We can also try to prove that some heuristics used in practice perform very well, hence
turning a heuristic into an approximation algorithm. The hardest alternative of all is to
prove that there will never be an algorithm that finds good solutions and is fast at the same
time. Such negative results are called hardness results, because they prove that a problem is
hard to solve fast.

History has shown that it is important to be both optimistic and skeptical at the same
time. Some problems were thought to be hard but an algorithm was found in the end; while
for other problems, a very simple and naive algorithm turned out to be the best we cacan
hope for. However, for most of the problems, their complexity is still not well established.
The best-known algorithms are often very far from the best-known hardness results and the
truth can lie anywhere in between.

What is the Contribution of this Thesis?

In the past decades, linear programming (LP) has been successfully used to develop approxi-
mation algorithms for various optimization problems (we define linear programming in the
next chapter). The simplex method mentioned earlier is used to solve linear programs and
is considered to be one of the most important algorithms of the twentieth century, which
underlines the importance of linear programming in computer science.

The so-called assignment LP lead to substantial progress for various allocation problems,
where items are allocated to players or machines. An example of such problem is scheduling
unrelated parallel machines, where computer tasks are to be scheduled on a number of
machines such that the last one is finished as soon as possible. Unfortunately, we know
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that the best-known approximation algorithms for this problem already have the best
approximation ratio that any algorithm using the assignment LP can achieve. The bound
on the achievable approximation ratio by an LP is called the integrality gap of the LP.

We have thus reached the limits of the assignment LP. The natural question is then
whether a different LP formulation can lead to better algorithms. We answer this question
positively for variants of two allocation problems: max-min fair allocation and maximum
budgeted allocation, which we define in later chapters. This is achieved by using a more
powerful LP formulation called the configuration LP that has exponential size. Exponential
size is considered inefficient, but configuration LP can be approximated efficiently. This is
where the title of the thesis comes from, since we use exponential linear programs in an
efficient way.

The restricted max-min fair allocation, also known as the restricted Santa Claus problem,
is one of few problems that has a better polynomial estimation algorithm than approximation
algorithm. An estimation algorithm estimates the value of the optimal solution, but is not
necessarily able to find the optimal solution. The configuration LP can be used to estimate
the optimal value within a factor of 1/(4 + ε) for any ε > 0, but it is not known how to
efficiently find a solution achieving this value. We give an approximation algorithm with the
same approximation guarantee but improve the running time to nO(logn). Our techniques
also have the interesting property that although we use the rather complex configuration
LP in the analysis, we never actually solve it and therefore the resulting algorithm is purely
combinatorial.

For the maximum budgeted allocation (MBA) we prove that the integrality gap of the
configuration LP is strictly better than 3/4 and provide corresponding polynomial time
rounding algorithms for two variants of the problem: the restricted MBA and the graph
MBA. Finally, we improve the best-known upper bound on the integrality gap for the general
case from 5/6 ≈ 0.833 to 2

√
2− 2 ≈ 0.828 and also show hardness of approximation results

for both variants studied.





Chapter 2

Preliminaries

2.1 Sets, Polytopes, Graphs and Basic Complexity Theory

We use N to denote the set of natural numbers {0, 1, 2, . . . } and R to denote the set of real
numbers. The set Rn is the n-dimensional real space and x ∈ Rn is a vector in the space.
Similarly, Rn×n denotes the space of all n × n real matrices. For a matrix C ∈ Rn×n we
denote by CT the transposed matrix C, i.e. CTij = Cji for all i, j ∈ {1, . . . , n}.

We write Cu to denote the product of C ∈ Rn×n and u ∈ Rn. Then uT v denotes the
dot product of vectors u, v ∈ Rn, i.e. uT v =

∑
i ui · vi, since uT v can be interpreted as

multiplying an n× 1 matrix by a 1× n matrix.
We use Pr[·] to denote probability and E[X] to denote the expected value of a random

variable X. We say that random variables X and Y are negatively correlated if E[XY ] ≤
E[Z]E[Y ]. Let Z = (Z1, . . . , Zn) be an n-dimensional 0/1 random variable. The value
Pr[Zi = 1] is called the i-th marginal of Z.

A hyperplane in an n-dimensional space Rn is a set of points x such that xT v = b for a
vector v and b ∈ R. Note that a hyperplane in 2D is a straight line. A half-space contains all
x ∈ Rn such that xT v ≤ b. A half-space in 2D is a half-plane. A polyhedron is an intersection
of some half-spaces. A bounded polyhedron is called polytope. Examples of polyhedra are
in Figure 2.1.

(a) Unbounded polyhedron (b) Bounded polyhedron is a polytope

Figure 2.1: Examples of polyhedra in 2D marked with gray color. On the left is an unbounded
polyhedron while the one on the right is a bounded polyhedron (triangle) which is also a
polytope. The straight lines mark the boundaries of the half-planes whose intersection forms
the polyhedron.

7
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A graph G is a tuple (V,E), where V is a set of vertices and E is a set of edges. Each edge
is a set containing two vertices. In a bipartite graph we can partition V into two partitions
U,W such that V = U ∪W and there are only edges between vertices from U and vertices
from W . A hypergraph H is a tuple (V, F ), where V is a set of vertices and F is a set of
hyperedges. Each hyperedge is a subset of vertices of size at least 2. A matching M in a
graph or a hypergraph is a subset of (hyper-)edges such that no two (hyper-)edges in M
intersect.

The time complexity of an algorithm A is a function tA : N→ N such that tA(n) denotes
the maximum number of operations performed by algorithm A on an input of length n. We
say that tA(n) is O(g(n)), or equivalently tA(n) = O(g(n)), if eventually tA(n) is upper-
bounded by a constant multiple of g(n). In other words, tA(n) ≤ c · g(n) for all n ≥ n0
and some c > 0, n0 ∈ N. A class of functions that is often used in time complexity are
polynomials. An algorithm A is said to run in polynomial time if tA(n) = O(nk) for some
k ∈ N. The complexity class P contains all problems that can be solved in polynomial time.

Solutions to various problems seem to be easier to verify than to find. An example
is Sudoku, where we can very quickly verify if a solution is correct but finding one takes
more time. The class NP consists of problems for which we can in polynomial time verify a
solution. It is not known whether the class P equals NP—in other words we do not know
whether finding solutions to problems is harder than verifying their correctness.

A problem R is called NP-hard if R ∈ P implies that each problem in NP can be solved
in polynomial time using an algorithm for R via a polynomial reduction. A polynomial
reduction transforms an input y for problem O to an input x for problem R in polynomial
time, hence an efficient algorithm for problem R can be used to solve problem O.

An approximation algorithm A with approximation ratio c produces an answer that
is within a c-factor of the optimum value. For a minimization problem it means that the
answer is at most c times the optimum value while for a maximization problem it is at
least 1

c times the optimum value.

2.2 Linear Programming

Let us illustrate linear programming on a problem called the minimum vertex cover. There
are cities connected by roads and the local government wants to install police stations in
some cities, so that a road between two cities a and b is covered by at least one police station
in a or b. To minimize the cost they want to build as few police stations as possible. Given
the map of cities and roads between them, how many police stations need to be built?

We can model the problem using a graph G = (V,E), where the set of vertices V is the
set of cities and the set of edges E are the roads between them. For each vertex v ∈ V
we have a variable xv that is 1 if we build a police station in v and 0 otherwise. Since xv
indicates whether v has a police station or not, it is called an indicator variable. For each
edge e = (u, v) ∈ E we want to have xu + xv ≥ 1, i.e. at least one police station in either of
the endpoints of an edge.

This gives the following integer program (IP). It is called an integer program, because xv
can only attain integer values 0 and 1.

min
∑
v

xv

subject to xu + xv ≥ 1 ∀e = (u, v) ∈ E
xv ∈ {0, 1} ∀v ∈ V

(2.1)
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Unfortunately, we do not know of any efficient general method that is able to solve
integer programs in polynomial time. We can instead relax the conditions and also allow all
numbers between 0 and 1 for xv. If xv = 0.6, we can interpret that as v being assigned 60%
of a police station or that v is assigned a police station with a 60% probability. We later
show how such a representation can be used.

We thus get the following linear program (LP).

min
∑
v

xv

subject to xu + xv ≥ 1 ∀e = (u, v) ∈ E
xv ≥ 0 ∀v ∈ V

Formally, a linear program tries to minimize the objective function cTx subject to
Ax ≥ b, x ≥ 0, where b, c are vectors in Rn, A is a matrix in Rn×n and x is a vector of n
variables. Such minimal value of cTx is called the optimum value. Note that in some cases
there might not exist any x such that Ax ≥ b and in that case we call the linear program
infeasible. The opposite is called a feasible linear program.

Note that we can equivalently define a linear program where we maximize (−c)Tx subject
to (−A)x ≤ −b, x ≥ 0. Depending on the use of minimization and maximization in the
objective function, we call them minimization and maximization linear programs respectively.

After we relaxed the IP into an LP, we can use known efficient algorithms [Kha80, Kar84]
to find an optimal solution to the LP in polynomial time. Note that a solution to an IP is
also a solution to the LP, so the optimum value of the LP is at least as good as the optimum
value of the IP.

However, after relaxing the IP into an LP, we face a problem of interpreting the non-
integer values of xv. What does it mean that v has 0.47 of a police station? We could
interpret xv as probabilities and assign a police station to v with probability xv. However,
we might be unlucky and pick too few police station in the first round, so that some roads
do not get covered and we would need to repeat the process again.

A better and simpler method does not use randomness. We build a police station in v
whenever xv is at least 0.5. For each (u, v) ∈ E the constraint xu + xv ≥ 1 is satisfied, so
one of xu and xv is at least 0.5. Hence, each road is covered by at least one police station.

We build at most 2
∑
v xv police stations, so we build at most twice as many police station

as the optimum value of the linear program
∑
v xv. We have thus found a 2-approximation

for the minimum vertex cover. This follows from that the optimum value of the LP is at
least as good as the optimum value of the IP.

What we just did is called rounding, since we converted a solution with real values
between 0 and 1 into integer values 0 or 1. It is believed that this simple algorithm is also
the optimal one. See Section 2.5 for more information.

LP Duality

Let T be the optimum value of a minimization LP. Is there an easier way to get a lower-
bound on T that does not run a complicated algorithm? Let us consider the following simple
LP.

min 3x1 + 2x2 + 2x3
subject to x1 + x2 ≥ 2

x1 + x3 ≥ 4
x1, x2, x3 ≥ 0

(2.2)
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We can write 3x1+2x2+x3 as a linear combination of left sides of the first two inequalities,
so we get

3x1 + 2x2 + x3 = 2(x1 + x2) + (x1 + x3) ≥ 2 · 2 + 1 · 4 = 8. (2.3)

Since x3 ≥ 0, we also have 3x1+2x2+2x3 ≥ 3x1+2x2+x3 ≥ 8. The term 3x1+2x2+2x3
is the objective function of the LP, hence we proved that T is at least 8. Another option is
to use

3x1 + x2 + 2x3 = (x1 + x2) + 2(x1 + x3) ≥ 1 · 2 + 2 · 4 = 10, (2.4)

which gives an even better lower-bound 3x1 + 2x2 + 2x3 ≥ 3x1 + x2 + 2x3 ≥ 10.

What other linear combinations of the two inequalities are useful for lower-bounding t?
Let us denote the coefficients in the linear combination as y1 and y2, i.e. each linear
combination is of the form y1(x1 + x2) + y2(x1 + x3). In the first example above we had
y1 = 2 and y2 = 1. We would like to get a linear combination that is at most as big as
the objective function, in the sense that if we have 2x3 in the objective function, the linear
combination of inequalities should have at most 2x3. This means that y2 ≤ 2, since only the
second inequality contains x3. Similarly, y1 + y2 ≤ 3 because of x1.

Finally, if there are two linear combinations, one giving lower-bound 8, while another
giving lower-bound 10, we only need the second one. Lower-bound 10 implies lower-bound 8,
but not vice versa. We can thus limit our search only to the linear combinations that achieve
the highest lower-bound on the optimum value of the LP.

This leads to the following linear program, which is the dual of LP (2.2). The original
LP (2.2) is also called the primal.

max 2y1 + 4y2
subject to y1 + y2 ≤ 3

y1 ≤ 2
y2 ≤ 2

y1, y2 ≥ 0

(2.5)

In general, the dual has a variable yr for each inequality r of the original LP. Note that
multiplying an inequality with a negative number flips the direction of the inequality, so the
variables yr need to be non-negative. We only consider linear combinations such that none
of the original variables xi has a bigger coefficient than the one in the objective function.

Notice that vector b = (2, 4) from LP (2.2) resides in the objective function of the
dual (2.5) and vector c = (3, 2, 2) now resides on the right side of the inequalities of the dual.
Formally, an LP that minimizes cTx subject to Ax ≥ b, x ≥ 0 has a dual that maximizes bT y
subject to AT y ≤ c, y ≥ 0. Observe that the dual of the dual of an LP L is again L itself.

How good a lower-bound can we get by solving the dual? The best lower-bound given
by the dual matches the optimum value of the original LP if it is finite, as implied by the
following theorem.

Theorem 1 (LP-duality theorem). A linear program has a finite optimum value if and only
if its dual has a finite optimum value. Moreover, the optimum values of the LP and its dual
are equal if they are finite.

2.3 Allocation Problems

The focus of the thesis are two allocation problems.
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Max-Min Fair Allocation

Max-min fair allocation is easier explained as the Santa Claus problem, where Santa Claus
wants to fairly distribute gifts among children such that the least happy child is as happy as
possible. The happiness of a child is calculated as the sum of values of gifts that are allocated
to her. In the most general version, each child can assign her own value to each gift.

Formally, a problem instance Q can be defined as follows: there is a set of players P and
a set of items I. Each player i ∈ P has a certain valuation pij for every item j ∈ I. The aim
is to find a fair allocation of items to the players where fairness is modeled by evaluating an
allocation with respect to the satisfaction of the least happy player, i.e. we wish to find an
allocation π that maximizes

min
i∈P

 ∑
j∈π−1(i)

pij

 .

Chapter 3 is devoted to the max-min fair allocation and is based on the paper [PS12].

Maximum Budgeted Allocation

An owner of advertisement banners on some websites wants to sell the banners to various
advertisers. Each advertiser has a valuation for each banner that determines the maximum
price she is willing to pay for the banner. Note that these valuations can be very different
for different websites and different advertisers, because each website attracts different users
that might be less or more interesting to different advertisers. Each advertiser has a limited
budget and if she is assigned banners of total value bigger than her budget, she would only
pay her budget. We assume an optimistic scenario where the owner of the banners has
full knowledge of the advertisers’ budgets as well as their valuations. The owner wants to
allocate the banners to the advertisers such that his profit is maximized.

The above problem is called maximum budgeted allocation (MBA). Formally, a problem
instance Q is defined as follows: there is a set of players P and a set of items I. Each player i
has a budget Bi and a certain valuation pij for every item j ∈ I. This valuation represents
the amount of money player i is willing to pay in order to acquire item j. Since the owner
wants to maximize revenue, pij also corresponds to the price that we charge player i for
acquiring item j. The natural assumption that pij ≤ Bi is without loss of generality, because
no player can spend more money than her budget. Our goal is to find disjoint sets Si ⊆ I
for each player i, i.e. an indivisible assignment of items to players, so as to maximize

∑
i∈P

min

∑
j∈Si

pij , Bi

 .

The natural assignment LP formulation of this problem has an indicator variable xij
denoting whether item j is assigned to player i.

max
∑
i∈P

∑
j∈I

xijpij

subject to
∑
j∈I

xijpij ≤ Bi ∀i ∈ P∑
i∈P

xij ≤ 1 ∀j ∈ I

xij ≥ 0 ∀i ∈ P,∀j ∈ I

(2.6)
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The first constraint ensures that no player is assigned more than her budget while the
second constraint ensures that each item is assigned at most once.

Chapter 4 is devoted to the maximum budgeted allocation and is based on the pa-
per [KMN+14].

Variants of Allocation Problems

In both allocation problems, we study their restricted versions, where each item has a fixed
value but a player can decide whether she wants it or not. In other words, an item j has
value pj and each player’s valuation is either pj or 0. So a player is either completely
interested or not at all interested in an item and nothing in-between. In the restricted
version of the MBA problem, players also have the same budgets.

In the MBA problem, we also consider the graph version, where each item can only be
assigned to two players and every other player has valuation 0 of the item. The name “graph”
comes from the observation that this case can be viewed as players being vertices and items
being edges. An assignment of an item then corresponds to orienting an edge towards a
player.

2.4 Exponential Size Linear Programs

Configuration LP

In an assignment LP for an allocation problem we have indicator variables of the form xij
which indicate whether item j is assigned to player i. However, such representation has
limitations. For example in the MBA problem if a player is assigned two items j, j′ of size 1
and the player’s budget is 1, it is clear that the owner can only benefit from one of the items.
If xij = xij′ = 1/2 and we randomly pick items according to the values of x, we assign both
items j and j′ to i with probability 1/4. Since the budget of player i is 1 and these two
items have a total value of 2, we are losing revenue 1 with probability 1/4, which might be
too much. How can this be prevented?

We can instead use a variable xijj′ as an indicator whether both j and j′ are assigned to
i at the same time. Thus in the example above, we have xijj′ = 0, since assigning only one
item already fills the budget of player i. If we manage to take into account the values xijj′ ,
we should get a better assignment than before. We have improved the situation regarding
pairs of items but problems might still arise when considering triples of items.

One possible solution is to continue with the process mentioned above and make variables
containing triples of items, then quadruples, etc. We can make this process unbounded and
include all possible sets of items that can be assigned to i. We call such sets configurations.
We have variables xiC where a configuration C ⊆ I is a subset of items.

Let wi(C) be the minimum of i’s budget Bi and the total value of C, i.e. wi(C) =
min{Bi,

∑
j∈C pij}. A configuration LP for the MBA problem then looks as follows.

max
∑
i∈P

∑
C⊆I

wi(C)xiC

subject to
∑
C⊆I

xiC ≤ 1 ∀i ∈ P∑
i∈P,C⊆I:j∈C

xiC ≤ 1 ∀j ∈ I

xiC ≥ 0 ∀i ∈ P,∀C ⊆ I

(2.7)
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The first constraint ensures that each player is assigned at most one configuration while
the second ensures that each item is present in at most one assigned configuration. Notice
the similarities and differences between this formulation and the assignment LP (2.6). Notice
also that the number of variables is exponential, but we can get around this obstacle by
solving the LP approximately, as discussed below.

Ellipsoid Method

We can use the ellipsoid method [Kha80] to solve exponential size linear programs, provided
that there is an efficient separation oracle for the LP that finds a separating hyperplane. Let
us define these two terms.

We can view a linear program as an object in the hyperspace Rn, where n is the number
of variables. Each inequality r in an LP defines a half-space of all points satisfying r. The
set of all solutions to the LP is the intersection of all half-spaces given by the inequalities.
The intersection of the half-spaces is a polyhedron T , with each face of the polyhedron
corresponding to one inequality of the LP.

Let x be a point outside the polyhedron T , i.e. an infeasible point. A hyperplane is
called a separating hyperplane for x, if x lies on the opposite side of the hyperplane than
the polyhedron. A separation oracle is a program that given a point x and a polyhedron T ,
either outputs that x is feasible or finds a separating hyperplane for x.

If a separation oracle runs in polynomial time, the ellipsoid method can solve the LP in
polynomial time. One example is the matching polytope that is of exponential size, but has
an efficient separation oracle [PR82].

Let us try to construct an efficient separation oracle for the configuration LP for the
MBA problem. The primal formulation (2.7) has an exponential number of variables, so
we need to have an algorithm that does not read the whole input. On the other hand, the
dual (2.8) only has a polynomial number of variables and perhaps there is a way to efficiently
solve the dual. By Theorem 1, it is enough to solve the dual to get the optimum value of
the primal.

min
∑
i∈P

yi +
∑
j∈I

zj

subject to yi +
∑
j∈C

zj ≥ wi(C) ∀i ∈ P,∀C ⊆ I

yi ≥ 0 ∀i ∈ P
zj ≥ 0 ∀j ∈ I

(2.8)

Given vectors y and z, a separation oracle for LP (2.8) either finds an inequality in the
dual that is violated or certifies that the solution is feasible. The only non-trivial inequalities
are of the form yi +

∑
j∈C zj ≥ wi(C). Each such inequality is given by i ∈ P and C ⊆ I.

Let us fix a player i ∈ P . We want to find a configuration C such that yi < wi(C)−
∑
j∈C zj ,

i.e. find a violated constraint.
Let configuration C′ be such that wi(C′)−

∑
j∈C′ zj is the biggest among all configurations.

If yi ≥ wi(C′)−
∑
j∈C′ zj , then yi ≥ wi(C)−

∑
j∈C zj for all other configurations C. Hence

it is sufficient to consider C′ if we want to check whether there is a configuration C such that
yi < wi(C)−

∑
j∈C zj . Let us see if we can find the configuration C′.

We can have either wi(C) < Bi or wi(C) = Bi, since the profit from a configuration is
limited by i’s budget Bi. If wi(C) < Bi, then wi(C) =

∑
j∈C pij . Finding C is then equivalent

to the knapsack problem: given is a set of items, each with a certain weight and profit. The
knapsack can only carry limited weight and we would like to pick items of the biggest total
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profit such that their total weight is at most the capacity of the knapsack. In our case the
weight of an item j is pij , the profit is pij − zj and the capacity of the knapsack is Bi. Note
that the total knapsack profit of a configuration C is

∑
j∈C pij − zj = wi(C)−

∑
j∈C zj , so a

configuration C′ maximizing the knapsack profit also maximizes wi(C′)−
∑
j∈C′ zj .

Unfortunately, we are not able to solve the knapsack problem exactly and efficiently in
polynomial time. We can, however, solve it approximately to within any given approximation
ratio in polynomial time. In other words, there is a fully polynomial-time approximation
scheme (FPTAS) for the knapsack problem.

The knapsack FPTAS can be modified to also work for the case when wi(C) = Bi and
the total profit is Bi −

∑
j∈C zj =

∑
j∈C(pij − zj)− (

∑
j∈C pij −Bi). We omit the details

but refer the interested reader to the description of the FPTAS in [Lai06].

Let us fix an ε > 0 to be the chosen approximation parameter. The (modified) knapsack
FPTAS can then in polynomial time find a configuration C′′ such that

(1− ε)

wi(C′)−∑
j∈C′

zj

 ≤ wi(C′′)− ∑
j∈C′′

zj ,

where C′ is the configuration with the biggest value of wi(C′)−
∑
j∈C′ zj . Therefore, if

yi < (1− ε)

wi(C′)−∑
j∈C′

zj


for fixed ε > 0, the FPTAS finds a configuration C′′ such that yi < wi(C′′)−

∑
j∈C′′ zj , i.e. a vi-

olated constraint. Thus if no such C′′ is found, we know that yi ≥ (1−ε)
(
wi(C′)−

∑
j∈C′ zj

)
or equivalently yi/(1− ε) ≥ wi(C′)−

∑
j∈C′ zj . This property can be used to certify that

(y/(1− ε), z) is a feasible solution to the LP (2.8).

The FPTAS for knapsack can therefore be used as an approximate separation oracle that
runs in polynomial time. Given (y, z), the algorithm either finds a violated constraint, i.e. a
separating hyperplane, or certifies that (y/(1− ε), z) is a feasible solution.

How can we use this to determine the optimum value of the objective function
∑
i∈P yi +∑

j∈I zj of the LP (2.8)? The optimum value can be between
∑
i∈P

y∗i
1−ε +

∑
j∈I z

∗
j and∑

i∈P y
∗
i +

∑
j∈I z

∗
j , where (y∗, z∗) is the optimum solution found by the ellipsoid method

using our approximate separation oracle. Hence we can approximate the optimum value of
the configuration LP (2.7) to within a factor of 1/(1− ε) = 1 + ε′ for some ε′.

2.5 Negative Results

We saw in Section 2.2 that the vertex cover problem can be easily approximated to within
a factor of 2. But is this simple algorithm also the best we can do? We cannot provide a
definitive answer to this question but there is evidence that 2-approximation might be the
best we can do in polynomial time.

A complete graph Kn on n vertices needs at least n− 1 police stations, because if it has
only n − 2 or fewer, then there are two distinct cities u and v that do not have a police
station and thus the road between them is not covered. On the other hand, we can verify
that n − 1 police stations are enough, so n − 1 is the size of the minimum vertex cover
for Kn.



2.5. NEGATIVE RESULTS 15

Let us look at the optimum value of LP (2.1) for Kn. We can take xi = 0.5 for all i and
we see that all constraints of LP (2.1) are satisfied. By summing up all constraints in (2.1)
of the first type we get

(n− 1)
∑
i

xi ≥
n(n− 1)

2

which implies that
∑
i xi ≥ n/2. Therefore, taking xi = 0.5 for all i is the optimal solution

with the optimum value n/2.
For n = 10, the optimum value of the LP is 4 while the minimal vertex cover is 9. For

n = 1000, the LP optimum is 500 while the optimal cover is 999. We have 999/500 = 1.998,
so no algorithm can achieve a better approximation ratio than 1.998 if it starts from LP (2.1).
As n gets larger, the gap between the LP and the real optimum becomes closer to 2 but
never reaches it. The algorithm presented in Section 2.2 has an approximation ratio of 2, so
this proves that the algorithm is the optimal way of rounding LP (2.1). Note that this does
not exclude the existence of a different algorithm that does not use linear programming at
all or uses a different LP formulation, perhaps similar to the configuration LP.

What we just saw was an integrality gap of size 2 for LP (2.1). This is an example of a
negative result, because we showed that something is impossible. On the other hand, coming
up with an algorithm is an example of a positive result, because it shows that something is
possible.

Another example of a negative result is an argument that no polynomial algorithm
can achieve a certain approximation ratio, thus proving an approximation hardness of the
problem. Unfortunately, each known approximation hardness results for vertex cover is
conditional—each one assumes that a certain complexity conjecture is true. A typical
assumption is that P 6= NP, but stronger assumptions are used too. One such example is the
Unique Games Conjecture (UGC) of Khot [Kho02], that has lead to many exciting results
in complexity theory. Even if the conjecture turns out false, it has already inspired results
that do not need such a strong assumption. Note that most computer scientists believe that
P 6= NP but there is no consensus on whether the UGC is true or not.

For the vertex cover problem, the best-known approximation hardness using only P 6= NP
is the 1.36-hardness by Dinur and Safra [DS05]. However, Khot and Regev [KR08] were able
to prove that, assuming the UGC, the minimum vertex cover is NP-hard to approximate
to within 2− ε for any ε > 0, which is evidence that the simple approximation algorithm
presented in Section 2.2 might be optimal.

In this work we have both types of negative results. In Section 4.5, we provide an
integrality gap for the MBA problem and in Section 4.6, we prove approximation hardness
for the MBA problem via a combinatorial construction called gadgets. The result uses the
weaker assumption that P 6= NP.





Chapter 3

Max-min Fair Allocation

3.1 Introduction

We consider the problem of indivisible item allocation in the following classical setting: a set
of available items I should be allocated to a set P of players where the value of a set of
items for player i is given by the function fi : 2I 7→ R. This is a very general setting and
depending on the specific goals of the allocator, several different objective functions have
been studied.

One natural objective, recently studied in [DS06, Fei06, FV06, Von08], is to maximize
the social welfare, i.e. to find an allocation π : I 7→ P of items to players so as to maximize∑
i∈P fi(π

−1(i)). However, this approach is not suitable in settings where the property of
“fairness” is desired. Indeed, it is easy to come up with examples where an allocation that
maximizes the social welfare assigns all items to even a single player. In this chapter we
address this issue by studying algorithms for finding “fair” allocations. More specifically,
fairness is modeled by evaluating an allocation with respect to the satisfaction of the least
happy player, i.e. we wish to find an allocation π that maximizes mini∈P fi(π

−1(i)). In
contrast to maximizing the social welfare, the problem of maximizing fairness is already
NP-hard when players have linear value functions. In order to simplify the notation for such
functions, we denote fi(j) by vij and hence we have that fi(π

−1(i)) =
∑
j∈π−1(i) vij . This

problem has recently received considerable attention in the literature and is often referred
to as the max-min fair allocation or the Santa Claus problem.

One can observe that the max-min fair allocation problem is similar to the classic
problem of scheduling jobs on unrelated machines to minimize the makespan, where we are
given the same input but wish to find an allocation that minimizes the maximum instead
of one that maximizes the minimum. In a classic paper [LST90], Lenstra, Shmoys and
Tardos gave a 2-approximation algorithm for the scheduling problem and proved that it
is NP-hard to approximate the problem within a factor of less than 1.5. The key step of
their 2-approximation algorithm is to show that the assignment LP yields a solution that is
worse than the optimum by at most an additive value of vmax = maxij vij . Bezáková and
Dani [BD05] later used these ideas for max-min fair allocation to obtain an algorithm that
always finds a solution of value at least OPT − vmax, where OPT denotes the value of an
optimal solution. However, in contrast to the scheduling problem, this algorithm and more
generally the assignment LP gives no approximation ratio for max-min fair allocation in the
challenging cases when vmax ≥ OPT .

In order to overcome this obstacle, Bansal and Sviridenko [BS06] proposed a stronger
linear program relaxation, known as the configuration LP, for the max-min fair allocation

17



18 CHAPTER 3. MAX-MIN FAIR ALLOCATION

problem. The configuration LP that we describe in detail in Section 3.2 has been vital to
the recent progress on better approximation ratios. Asadpour and Saberi [AS07] used it to
obtain a Ω(1/

√
|P|(log |P|)3)-approximation algorithm which was later improved by Bateni

et al. [BCG09] and Chakrabarty et al. [CCK09] to algorithms that return a solution that
has value at least Ω(OPT/|P|ε) in time O(|P|1/ε).

The mentioned guarantee Ω(OPT/|P|ε) is rather surprising because the integrality gap
of the configuration LP is no better than O(OPT/

√
|P|) [BS06]. However, in contrast to

the general case, the configuration LP is significantly stronger for the prominent special case
where values are of the form vij ∈ {vj , 0}. This case is known as the restricted max-min fair
allocation or the restricted Santa Claus problem and is the focus of this chapter. The worst
known integrality gap for the restricted case is 1/2 and it is known [BD05] that it is NP-hard
to beat this factor (which is also the best-known hardness result for the general case).

Bansal and Sviridenko [BS06] were the first to use the configuration LP and that allows
them to obtain an O(log log log |P|/ log log |P|)-approximation algorithm for the restricted
max-min fair allocation problem. They also proved several structural properties that were
later used by Feige [Fei08a] to prove that the integrality gap of the configuration LP is in
fact constant in the restricted case. The proof is based on the repeated use of Lovász local
lemma and was later turned into a polynomial time algorithm [HSS10].

The approximation ratio obtained by combining [Fei08a] and [HSS10] is a large constant
and is far away from the best-known analysis of the configuration LP by Asadpour et
al. [AFS08]. More specifically, they proved in [AFS08] that the integrality gap is lower
bounded by 1/4 by designing a beautiful local search algorithm that eventually finds a solution
with the mentioned approximation ratio, but is only known to converge in exponential time.
As the configuration LP can be solved up to any precision in polynomial time, this means
that we can approximate the value of an optimal solution within a factor of 1/(4 + ε)
for any ε > 0 but it is not known how to efficiently find a solution with a comparable
approximation ratio. Few other problems enjoy this intriguing status (see e.g. the overview
article by Feige [Fei08b]). One of the problems is the restricted assignment problem1,
for which Svensson in [Sve12] developed the techniques from [AFS08] to show that the
configuration LP can be used to approximate the optimal makespan within a factor of
33/17 + ε, improving upon the 2-approximation by Lenstra, Shmoys & Tardos [LST90].
Again it is not known how to efficiently find a schedule of the mentioned approximation ratio.
Feige and Jozeph [FJ14] show that such situation is inevitable for some problems, because
there are problems for which estimation is easier than approximation. However, these results
at least indicate that an improved understanding of the configuration LP is likely to lead to
improved approximation algorithms for these fundamental allocation problems.

In this chapter we make progress that further substantiates this point. We modify the
local search of [AFS08] and present a novel analysis that allows us to significantly improve the
bound on the running time from an exponential guarantee to a quasi-polynomial guarantee.

Theorem 2. For any ε ∈ (0, 1], we can find a 1
4+ε -approximate solution to restricted

max-min fair allocation in time nO( 1
ε logn), where n = |P|+ |I|.

In Section 3.3, we give an overview of the local search of [AFS08] together with our mod-
ifications. The main modification is that at each point of the local search, we carefully select
which step to take in the case of several options, whereas in the original description [AFS08]
an arbitrary choice was made. We then use this more stringent description with a novel
analysis in Section 3.3 that uses the dual of the configuration LP as in [Sve12]. The main

1The restricted version of the problem is the analogous case where vij ∈ {vj ,∞} (∞ instead of 0 since
we are minimizing).
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advantage of our analysis of the modified local search is that it allows us to obtain a better
upper bound on the search space of the local search and therefore also a better bound on
the running time.

Furthermore, our techniques have the interesting property that although we use the
rather complex configuration LP in the analysis, we never actually solve it. This gives
hope to the interesting possibility of a polynomial time approximation algorithm with good
approximation ratio that is purely combinatorial and efficient to implement (in contrast to
solving the configuration LP).

Finally, we note that our approach currently has a similar dependence on ε as in the case
of solving the configuration LP since, as mentioned above, the linear program itself can only
be solved approximately. However, our hidden constants are small and for a moderate ε
we expect that our combinatorial approach is already more attractive than solving the
configuration LP.

3.2 The Configuration LP

The intuition of the configuration linear program is that any allocation of value T needs to
allocate a bundle or configuration C of items to each player i so that fi(C) ≥ T . Let G(i, T )
be a set of such configurations. In other words, G(i, T ) contains all those subsets of items
that are feasible to allocate to player i in an allocation of value T . For a guessed value of
T , the configuration LP therefore has an indicator variable xiC for each player i ∈ P and
configuration C ∈ G(i, T ) with the intuition that this variable should take value one if and
only if the corresponding set of items is allocated to that player. The configuration LP
CLP (T ) is a feasibility program, i.e. it does not have an objective function and we are only
interested whether the program is feasible or not. It is defined as follows.

∑
C∈G(i,T )

xiC ≥ 1 i ∈ P∑
i,C:j∈C,C∈G(i,T )

xiC ≤ 1 j ∈ I

x ≥ 0

The first set of constraints ensures that each player receives at least one bundle and the
second set of constraints ensures that an item is assigned to at most one player.

If CLP (T0) for some T0 is feasible, then CLP (T ) is also feasible for all T ≤ T0, because
G(i, T0) ⊆ G(i, T ) and thus a solution to CLP (T0) is a solution to CLT (T ) as well. Let
TOPT be the maximum of all the T such that CLP (T ) is feasible. Every feasible allocation
is a feasible solution to the configuration LP, hence TOPT is an upper bound on the value of
the optimal allocation.

We note that the LP has exponentially many constraints; however, it is known that
one can approximately solve it to any desired accuracy by designing a polynomial time
approximate separation oracle for the dual as discussed in [BS06]. Although our approach
does not require us to solve the linear program, the dual plays an important role in our
analysis.

To obtain the dual, we associate a variable yi with each constraint of the first type, a
variable zj with each constraint of the second type, and we let the primal have the objective
function of minimizing the zero function. Since this is a feasibility LP, any function would
work but a zero function makes the dual simpler.
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max
∑
i∈P

yi −
∑
j∈I

zj

subject to yi ≤
∑
j∈C

zj i ∈ P, C ∈ G(i, T )

y, z ≥ 0

(3.1)

3.3 Local Search with Better Analysis of the Running Time

In this section we modify the algorithm by Asadpour et al. [AFS08] in order to significantly
improve the running time analysis: we obtain a 1/(4 + ε)-approximate solution in running
time bounded by nO(1/ε logn) whereas the original local search is only known to converge in
time 2O(n). For better comparison, we can write nO(1/ε logn) = 2O(1/ε log2 n). Moreover, our
modification has the nice side effect that we actually never solve the complex configuration
LP—we only use it in the analysis.

Description of the Algorithm

Throughout this section we assume that T—the guessed optimal value—is such that CLP (T )
is feasible. We shall find a 1/α-approximation where α is a parameter such that α > 4. The
selection of α has the following trade-off: the closer α is to 4 the worse bound on the running
time we get.

We note that if CLP (T ) is not feasible and thus T is more than TOPT , our algorithm
makes no guarantees. It might fail to find an allocation, which means that T > TOPT . We
can use this for a standard binary search on the interval [0, 1

|P|
∑
i vi] so that in the end we

find an allocation with a value at least TOPT /α.

Max-min fair allocation is a bipartite hypergraph problem.

Similarly to [AFS08], we view the max-min fair allocation problem as a matching problem in
the bipartite hypergraph G = (P ∪ I, E). Graph G has a hyperedge {i} ∪ C for each player
i ∈ P and configuration C ⊆ I that is feasible with respect to the desired approximation
ratio 1/α, i.e. fi(C) ≥ T/α, and minimal in the sense that fi(C′) < T/α for all C′ ⊂ C. Note
that the graph might have exponentially many edges and the algorithm therefore never
keeps an explicit representation of all edges.

From the construction of the graph it is clear that a matching covering all players
corresponds to a solution with value at least T/α. Indeed, given such a matching M in this
graph, we can assign matched items to the players and everyone gets items with total value
of at least T/α.

Alternating tree of “add” and “block” edges.

The algorithm of Asadpour et al. [AFS08] can be viewed as follows. We start with an empty
matching and then we increase its size in every iteration by one, until all players are matched.
In every iteration we build an alternating tree rooted in a currently unmatched player p0 in
an attempt to find an alternating path to extend our current matching M . The alternating
tree has two types of edges: edges in the set A that we wish to add to the matching and
edges in the set B that are currently in the matching but intersect edges in A and therefore
block them from being added to the matching. While we are building the alternating tree
to find an alternating path, it is important to be careful in the selection of edges, so as to
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guarantee eventual termination. As in [AFS08], we therefore define the concept of addable
and blocking edges.

Before giving these definitions, we introduce the following notation for convenience. For
a set of edges F , we denote by FI all items contained in edges in F and similarly FP denotes
all players contained in edges in F . We also write eI instead of {e}I for an edge e and use
eP to denote the player in e.

Definition 1. We call an edge e addable if eI ∩ (AI ∪BI) = ∅ and eP ∈ {p0} ∪AP ∪BP .

Definition 2. An edge b in the matching M is blocking an edge e if eI ∩ bI 6= ∅.

Note that an addable edge matches a player in the tree with items that currently do not
belong to any edge in the tree and that the edges blocking an edge e are exactly those in
the matching that prevent us from adding e. For a more intuitive understanding of these
concepts see Figure 3.1 in Section 3.3.

The idea of building an alternating tree is similar to standard matching algorithms using
augmenting paths. However, one key difference is that the matching can be extended once
an alternating path is found in the graph case, whereas the situation is more complex in the
considered hypergraph case, since a single hyperedge might overlap several hyperedges in the
matching. It is due to this complexity that it is more difficult to bound the running time of
the hypergraph matching algorithm of [AFS08] and our improved running time is obtained
by analyzing a modified version where we carefully select in which order the edges should be
added to the alternating tree and drop edges from the tree beyond a certain distance.

We divide items into 2 groups. Fat items have value at least T/α and thin items have
less than T/α. Thus any edge containing a fat item contains only one item and is called a
fat edge. Edges containing thin items are called thin edges. Our algorithm always selects
an addable edge of minimum distance to the root p0 according to the following convention.
The length of a thin edge in the tree is one and the length of a fat edge in the tree is zero.
Edges not in the tree have infinite length. Hence, the distance of a vertex from the root is
the number of thin edges between the vertex and the root and, similarly, the distance of an
edge e is the number of thin edges on the way to e from p0 including e itself. We also need
to refer to the distance of an addable edge that is not yet in the tree. In that case we take
the distance as if it was in the tree. Finally, the height of the alternating tree denotes the
maximum distance of an item from the root.

Algorithm for extending a partial matching.

Algorithm 1 summarizes the procedure for increasing the size of a given matching by also
matching a previously unmatched player p0. For better understanding of the algorithm, we
included an example of an algorithm execution in Figure 3.1 in Section 3.3.

Note that the algorithm iteratively tries to find addable edges of minimum distance to
the root. On the one hand, if the picked edge e has blocking edges that prevents it from
being added to the matching, then the blocking edges are added to the alternating tree and
the algorithm repeatedly tries to find addable edges. These addable edges are later used to
remove the blocking edges.

On the other hand, if an edge e has no blocking edges, then this means that the set of
items eI is free, so we make progress by adding e to the matching M . If the player was not
previously matched, it is the root p0 and we increased the size of the matching. Otherwise
the player eP was previously matched by an edge e′ ∈ B such that e′P = eP , so we remove e′

from M and thus it is not a blocker anymore and can be removed from B. This removal has
decreased the number of blockers for an edge e′′ ∈ A. If e′′ has 0 blockers, we recurse and
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Input : A partial matching M
Output : A matching of increased size if T is at most TOPT

Find an unmatched player p0 ∈ P, make it a root of the alternating tree
while there is an addable edge within distance 2 log(α−1)/3(|P|) + 1 do

Find an addable edge e of minimum distance from the root
A← A ∪ {e}
if e has blocking edges b1, . . . , bk then

B ← B ∪ {b1, . . . , bk}
else// collapse procedure

while e has no blocking edges do
if there is an edge e′ ∈ B such that e′P = eP then

M ←M \ {e′} ∪ {e}
A← A \ {e}
B ← B \ {e′}
Let e′′ ∈ A be the edge that e′ was blocking
e← e′′

else
M ←M ∪ {e}
return M

end if

end while
Let e′ be the blocking edge that was last removed from B
Remove all edges in A of greater distance than e′ and the edges in B that
blocked these edges

end if

end while
return TOPT is less than T

Algorithm 1: Increase the size of the matching

repeat the same procedure as with e. This situation can be seen on Figures 3.1b and 3.1c in
Section 3.3.

Example of Algorithm Execution

Figure 3.1 is a visualization of an execution of Algorithm 1. In Figure 3.1a we start by
adding an A-edge to the tree. There are 2 edges in the matching intersecting this edge, so we
add them as blocking edges. Then in Figure 3.1b we add a fat edge that has no blockers, so
we add it to the matching and thus remove one blocking edge, as we can see in Figure 3.1c.
Then in Figure 3.1d we add a thin edge which has no blockers. Now the A and B edges
form an alternating path, so by swapping them we increase the size of the matching and the
algorithm terminates.

Note that the fat edge in step 2 is added before the thin edge from step 4, because it has
shorter distance from the root p0. Recall that the distance of an edge e is the number of
thin edges between e and the root including e, thus the distance of the fat edge is 2 and the
distance of the thin edge is 3.
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p0

p0

(a) Step 1

p0

p0

(b) Step 2

p0

p0

(c) Step 3

p0

p0

(d) Step 4

Figure 3.1: Alternating tree visualization. The right part of every picture is the alternating
tree and to the left we display the positions of the tree edges in the bipartite graph. Gray
edges are in the set A and white edges are in the set B.

Analysis of Algorithm

Let the parameter α of the algorithm be equal to 4 + ε for some ε ∈ (0, 1]. We first prove

that Algorithm 1 terminates in time nO( 1
ε logn) where n = |P|+ |I| and then we show that

it returns a matching of increased size if CLP (T ) is feasible.

Theorem 2 then follows from that, for each guessed value of T , Algorithm 1 is invoked at
most n times and by binary search on the interval [0, 1

|P|
∑
i vi] we can find the maximum

value T for which our algorithm finds an allocation. Since we can assume that the numbers
in the input have bounded precision, the running time stays polynomial even taking into
account the binary search.

Run-time Analysis.

We bound the running time of Algorithm 1 using that the alternating tree has height of
at most O(log(α−1)/3 |P|) = O

(
1
ε log |P|

)
. The proof is similar to the termination proof

in [AFS08] in the sense that we associate a signature vector with each tree and then show that
its lexicographic value decreases. However, one key difference is that instead of associating
a value with each edge of type A in the tree, we associate a value with each “layer” that
consists of all edges of a certain distance from the root. This allows us to directly associate
the running time with the height of the alternating tree.



24 CHAPTER 3. MAX-MIN FAIR ALLOCATION

When considering an alternating tree it is convenient to partition A and B into
A0, A1, . . . , A2k and B0, B1, . . . , B2k respectively by the distance from the root, where
2k is the maximum distance of an edge in the alternating tree (it is always an even number).
Note that Bi is empty for all odd i. Also, A2i contains only fat edges and A2i+1 only thin
edges. For a set of edges F we denote by F t all the thin edges in F and by F f all the fat
edges in F . For a set of edges F denote by F t all the thin edges in F and by F f all the fat
edges in F . We also use It to denote thin items and If to denote fat items.

Lemma 1. For a desired approximation ratio of 1/α = 1/(4 + ε), Algorithm 1 terminates

in time nO( 1
ε logn).

Proof. We analyze the running time of Algorithm 1 by associating a signature vector with
the alternating tree of each iteration. The signature vector of an alternating tree is then
defined to be

(−|Af0 |, |B
f
0 |,− |At1|, |Bt2|,−|A

f
2 |, |B

f
2 |,

− |At3|, |Bt4|,−|A
f
4 |, |B

f
4 |,

...

− |At2k−1|, |Bt2k|,−|A
f
2k|, |B

f
2k|,∞).

We prove that each addition of an edge decreases the lexicographic value of the signature
or increases the size of the matching.

On the one hand, if we add an edge with no blocking edges, we either completely collapse
the alternating tree or collapse a part of it. If we completely collapse the tree then the
algorithm terminates. Otherwise, let e′ be the last blocking edge that was removed from B
by the algorithm during the collapse procedure. Also let B′ and A′ be the sets of blocking
edges and addable edges obtained after the collapse procedure. Note that e′ is a thin edge
because otherwise e′ was blocking a fat edge e that after the removal of e′ had no more
blocking edges which in turn contradicts that e′ was the last blocking edge removed from B.
Let 2` be the distance of e′, i.e. e′ ∈ Bt2`. As the algorithm drops all edges in A of distance
at least 2`+ 1 and all edges in B that blocked these edges, the partial collapse of the tree
changes its signature to

(−|A′f0 |, |B
′f
0 |,−|A′t1 |, |B′t2 |,−|A

′f
2 |, |B

′f
2 |, . . . ,−|A′t2`−1|, |B′t2`|,−|A

′f
2`|, |B

′f
2`|,∞),

which equals

(−|Af0 |, |B
f
0 |,−|At1|, |Bt2|,−|A

f
2 |, |B

f
2 |, . . . ,−|At2`−1|, |Bt2`| − 1,−|A′f2`|, |B

′f
2`|,∞).

Thus we decrease the signature of the alternating tree.
On the other hand, if the added edge e has blocking edges, there are two cases. We

either open new layers A2k+1 = {e} and B2k+2 where e is a thin edge and the signature
gets smaller, since −|At2k+1| < ∞. If we do not open a new layer, we increase the size of
some A` by either a thin or fat edge and −(|A`|+ 1) < −|A`|, so in this case the signature
decreases too.

The algorithm only runs as long as the height of the alternating tree is at most
O(log(α−1)/3 |P|) = O(log1+ε/3 |P|). This can be rewritten as

O

(
log |P|

log(1 + ε/3)

)
= O

(
log |P|
ε

)
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where the equality follows from x ≤ 2 log(1 + x) for x ∈ (0, 1] and we only consider ε ∈ (0, 1].
There are at most |P| possible values for each position in a signature, so the total number of

signatures encountered during the execution of Algorithm 1 is |P|O( 1
ε log |P|). As adding an

edge happens in polynomial time in n = |P|+ |I|, we conclude that Algorithm 1 terminates

in time nO( 1
ε logn).

Correctness of Algorithm 1.

We show that Algorithm 1 is correct, i.e. that it returns an increased matching if CLP (T )
is feasible.

We have already proved that the algorithm terminates in Lemma 1. The statement
therefore follows from proving that the condition of the while loop is always satisfied assuming
that the configuration LP is feasible. In other words, we prove that there is always an
addable edge within the required distance from the root. This strengthens the analogous
statement of [AFS08] that states that there is always an addable edge (but without the
restriction on the search space that is crucial for our analysis of the running time). We do
so by proving that the number of thin blocking edges increases quickly with respect to the
height of the alternating tree and, as there cannot be more than |P| blocking edges, this in
turn bounds the height of the tree.

We are now ready to state the key insight behind the analysis that shows that the number
of blocking edges increases as a function of α and the height of the alternating tree.

Lemma 2. Let α > 4. Assuming that CLP (T ) is feasible, if there is no addable edge e
within distance 2D + 1 from the root for some integer D, then

α− 4

3

D∑
i=1

|Bt2i| < |Bt2D+2|.

Before giving the proof of Lemma 2, let us see how it implies that there always is an
addable edge within distance 2 log(α−1)/3(|P|) + 1 from the root assuming the configuration
LP is feasible, which in turn implies the correctness of Algorithm 1.

Corollary 1. If α > 4 and CLP (T ) is feasible, then there is an addable edge within distance
2D + 1 from the root, where D = log(α−1)/3 |P|.

Proof. The proof of the corollary follows intuitively from that Lemma 2 says that the number
of blocking edges increases exponentially in terms of the height of the tree and therefore, as
there are at most |P| blocking edges, the height must be Oα(log |P|). We now proceed with
the formal proof.

Let us first consider the case when |Bt2| = 0, i.e. there are no thin edges in the alternating
tree, so its height is 0. Then there must be an addable edge (of distance at most 1), since
otherwise by Lemma 2, we get 0 = (α− 4)/3|Bt2| < |Bt4| = 0 which is a contradiction.

From now on assume that |Bt2| ≥ 1 and suppose toward contradiction that there is no
addable edge within distance 2D + 1. Let q = (α− 4)/3 and

bi =

i∑
j=1

|Bt2j |.

Then bi+1 = bi + |Bt2i+2|. By Lemma 2,

qbi < |Bt2i+2|
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for i ≤ D. So bi+1 > (1 + q)bi for all i ≤ D, which in turn implies

bD+1 =

D+1∑
j=1

|Bt2j | > (1 + q)Db1 ≥ (1 + q)D = |P|,

where the last equality follows by the selection of D. However, this is a contradiction since
the number of blocking edges and therefore bD+1 is at most the number of players |P|.

We complete the correctness analysis of the algorithm by presenting the proof of the key
lemma.

Proof of Lemma 2. Let H2D+1 be the tree formed from the original alternating tree by
taking all edges of distance at most 2D + 1 plus edges in the set Bt2D+2. The following
invariant holds throughout the execution of Algorithm 1 and plays an important role in the
analysis: If there is an addable edge e with respect to H2D+1 within distance 2D + 1, then
e is an addable edge with respect to the original tree within distance 2D + 1. Hence, in
the proof of this lemma we only need to consider edges in H2D+1. The invariant trivially
holds in the beginning of the algorithm and is preserved when adding an edge with blockers,
because an edge of minimum distance is selected. The situation is more complex when an
edge has no blockers. Removing the edges beyond a certain distance in Algorithm 1 ensures
that the invariant remains true even in this case.

Suppose toward contradiction that there is no addable edge within distance 2D + 1 and

α− 4

3

D∑
i=1

|Bt2i| ≥ |Bt2D+2|.

We show that this implies that the dual of the configuration LP is unbounded, which in turn
contradicts the assumption that the primal is feasible. Recall that the objective function of
the dual is max

∑
i∈P yi −

∑
j∈I zj . Furthermore, as each solution (y, z) of the dual can be

scaled by a scalar c to obtain a new solution (c · y, c · z), any solution with positive objective
value implies unboundedness.

We proceed by defining such solution (y∗, z∗), that is determined by the alternating tree.
More precisely, we take

y∗i =

{
(α− 1)/α if i ∈ P is within distance 2D from the root,

0 otherwise,

and

z∗j =


(α− 1)/α if j ∈ I is fat and within distance 2D from the root,

vj/T if j ∈ I is thin and within distance 2D + 2 from the root,

0 otherwise.

Let us first verify that (y∗, z∗) is indeed a feasible solution. We have chosen all yi, zj to
be non-negative, so it only remains to check the first condition of the dual (3.1). Let i ∈ P
and let C be such that fi(C) ≥ T , i.e. C ∈ G(i, T ). We distinguish between the two cases
when yi = 0 and yi = (α − 1)/α. On the one hand, if yi = 0 we have that yi ≤

∑
j∈C zj ,

since
∑
j∈C zj is always non-negative.
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On the other hand, if yi = (α − 1)/α, then we have two sub-cases. Either there is
zj = (α− 1)/α for some j ∈ C and we have

∑
j∈C zj ≥ yi. Otherwise∑

j∈C
zj =

∑
j∈C∩F

vj/T ≥
∑

j∈C∩F
vij/T,

where F is the set of items which are assigned positive value zj . Suppose that
∑
j∈C∩F vj/T <

(α − 1)/α, then there is a set R = C \ F ⊆ I with fi(R) ≥ T/α and thus {i} ∪ R is an
addable edge in H2D+1 and hence an addable edge within distance 2D + 1 in the original
tree. This contradicts the assumption that no such addable edges exist, so

∑
j∈C zj ≥ yi.

Having proved that (y∗, z∗) is a feasible solution, the proof is now completed by showing
that the value of the solution is positive. We have

∑
i∈P

yi =
α− 1

α

(
1 +

D∑
i=0

|B2i|

)
,

since each player in the alternating tree has its unique blocking edge leading to it except the
root. For fat items we have ∑

j∈If
zj ≤

α− 1

α

D∑
i=0

|Bf2i|,

since every fat edge contains only one fat item by minimality.
For thin items, ∑

j∈It
zj ≤

2

α

D+1∑
i=1

|At2i−1|+
1

α

D+1∑
i=1

|Bt2i|,

since the size of each thin edge is at most 2T/α and the part of each blocking edge not
contained in any other A-edge is at most of size T/α, because otherwise the set of items in
the blocking edge would not be a minimal set.

We also have |At2i−1| ≤ |Bt2i| for any i, since each adding edge has to have at least one
blocking edge. This implies

∑
j∈I

zj ≤
α− 1

α

D∑
i=0

|Bf2i|+
3

α

D+1∑
i=1

|Bt2i|.

By the assumption toward contradiction,

|Bt2D+2| ≤
α− 4

3

D∑
i=1

|Bt2i|,

so (
D∑
i=1

|Bt2i|

)
+ |Bt2D+2| ≤

α− 1

3

D∑
i=1

|Bt2i|

and 3
∑D+1
i=1 |Bt2i| ≤ (α− 1)

∑D
i=1 |Bt2i|. This implies

∑
j∈I

zj ≤
α− 1

α

D∑
i=0

|Bf2i|+
α− 1

α

D∑
i=1

|Bt2i| <
α− 1

α

(
1 +

D∑
i=0

|B2i|

)
=
∑
i∈P

yi,

so
∑
i∈P yi −

∑
j∈I zj is positive. Since (c · y, c · z) is also a solution to the dual for any

c > 0, the dual is unbounded and we get a contradiction.
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3.4 Conclusion

Asadpour et al. [AFS08] raised as an open question whether their local search (or a modified
variant) can be shown to run in polynomial time. We made progress toward proving this
statement by showing that a modified local search procedure finds a solution in quasi-
polynomial time. Moreover, based on our findings, we conjecture the stronger statement that
there is a local search algorithm that does not use the LP solution, i.e. it is combinatorial,
and it finds a 1/(4 + ε)-approximate solution in polynomial time for any fixed ε > 0.

Annamalai, Kalaitzis and Svensson in [AKS14] have recently made progress towards
proving our conjecture by providing a polynomial algorithm with approximation ratio 6 +
2
√

10+ε which is about 12.33. The question whether estimation is easier than approximation
for the Santa Claus problem still remains open though. Interestingly, Feige and Jozeph [FJ14]
found a class of problems for which estimation is easier than approximation. However, the
class of problems is artificial and has been constructed specifically for their proof. Still, the
existence of such problems makes one wonder whether the Santa Claus problem has the
same status.



Chapter 4

Maximum Budgeted Allocation

4.1 Introduction

In this chapter, we are interested in designing good approximation algorithms for the MBA
problem that we introduced in Section 2.3. As the maximum budgeted allocation problem is
known to be NP-hard [GKP01, LLN06], we turn our attention to approximation algorithms.

Garg, Kumar and Pandit [GKP01] obtained the first approximation algorithm for MBA
with an approximation ratio of 2

1+
√
5
≈ 0.618. This was later improved to 1− 1

e ≈ 0.632 by

Andelman and Mansour [AM04], who also showed that an approximation ratio of 0.717 can
be obtained in the case when all the budgets are equal. Subsequently, Azar et al˙ [ABK+08]
gave a 2

3 -approximation algorithm, which Srinivasan [Sri08] extended to give the best-
known approximation ratio of 3

4 . Concurrently, the same approximation guarantee was
achieved by Chakrabarty and Goel [CG10], who also proved that it is NP-hard to achieve
an approximation ratio better than 15

16 .

It is interesting that the progress on MBA has several points in common with other basic
allocation problems. First, when the prices are relatively small compared to the budgets, the
problem becomes substantially easier (see e.g. [CG10, Sri08]), analogous to how unrelated
machine scheduling becomes easier when the largest processing time is small compared to
the optimal makespan. Second, the above mentioned 3/4-approximation algorithms give a
tight analysis of the assignment LP, which has been a successful tool for allocation problems
ever since the breakthrough work by Lenstra, Shmoys, and Tardos [LST90]. Indeed, we
now have a complete understanding of the strength of the assignment LP for all above
mentioned allocation problems. The strength of a relaxation is measured by its integrality gap,
which is the maximum ratio between the solution quality of the exact integer programming
formulation and of its relaxation.

A natural approach for obtaining better approximation algorithms for allocation problems
is to use stronger relaxations than the assignment LP. Similarly to other allocation problems,
there is a strong belief that the strong configuration LP could give good approximation
ratios for the MBA problem. Even though we only know that the integrality gap is no better
than 5

6 [CG10], our current techniques fail to prove that the configuration LP gives even
marginally better guarantees for MBA than the assignment LP. The goal of this chapter is
to increase our understanding of the configuration LP and to shed light on its strength.

29
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xi1j1 =
1
2

xi2j1 =
1
2

xi1j2 =
1
2

xi2j3 =
1
2

pj1 = 2

Bi1 = 2 Bi2 = 2

pj2 = 1 pj3 = 1
Figure 4.1: Circles correspond to items and boxes correspond to players. The budget of
every player is 2. The solution x has value of 4. Any integral solution has a value of at most
3, since one player is assigned only one item of value 1.

Our contributions

To analyze the strength of the configuration LP compared to the assignment LP, it is
instructive to consider the tight integrality gap instance for the assignment LP from [CG10]
depicted in Figure 4.1. This instance satisfies several structural properties:

(i) at most two players have a positive valuation of an item,

(ii) every player has the same budget (also known as uniform budgets),

(iii) the valuation of an item j for a player is either pj or 0, i.e. pij ∈ {0, pj}.

Motivated by these observations and previous work on allocation problems, we mainly
concentrate on two special cases of MBA. The first case is obtained by enforcing (i) in
which at most two players have a positive valuation of an item. We call this case graph
MBA, as an instance can be represented by a graph where items are edges, players are
vertices and assigning an item corresponds to orienting an edge. The same restriction,
where it is often called graph balancing, has led to several nice results for unrelated machine
scheduling [EKS08] and max-min fair allocation [CCK09, VW11].

The second case is obtained by enforcing (ii) and (iii). Each item j has a non-zero
valuation denoted by pj for a subset of players and the players have uniform budgets. We call
this case restricted MBA or the restricted budgeted allocation problem as it closely resembles
the restricted assignment problem that has been a popular special case of both unrelated
machine scheduling [Sve12] and max-min fair allocation [AFS08, Fei08a, BS06]. These two
properties produce natural restrictions whose study helps increase our understanding of the
general problem [CG10, Sri08], and specifically, instances displaying property (ii) have been
studied in [AM04].

Our main result proves that the configuration LP is indeed stronger than the assignment
LP for the considered special cases of the MBA problem.

Theorem 3. Restricted MBA and graph MBA have ( 3+c
4 )-approximation algorithms that

also bound the integrality gap of the configuration LP, for some constant c > 0.

The result for graph MBA is inspired by the work by Feige and Vondrak [FV06] on
the generalized assignment problem and is presented in Section 4.4. The main idea is to
first recover a 3/4-fraction of the configuration LP value by randomly (according to the LP
solution) assigning items to the players. The improvement over 3/4 is then obtained by
further assigning some of the items that were left unassigned to players whose budgets are
not already exceeded. The difficulty in the above approach lies in analyzing the contribution



4.2. PRELIMINARIES 31

of the items assigned in the second step over the random assignment in the first step
(Lemma 12).

For the restricted MBA problem we need a different approach. Indeed, randomly assigning
items according to the configuration LP only recovers a (1− 1/e)-fraction of the LP value
when an item can be assigned to any number of players. Current techniques only gain an
additional small ε-fraction by assigning unassigned items in the second step. This would
lead to an approximation ratio of (1 − 1/e + ε) matching the result in [FV06] for the
generalized assignment problem. This is strictly less than the best-known approximation
guarantee of 3/4 for MBA. We therefore take a different approach. We first observe that an
algorithm described in Section 4.3, already gives an approximation ratio better than 3/4 for
configuration LP solutions that are not well-structured (see Definition 3). Informally, an LP
solution is well-structured if half of the budgets of most players are assigned to expensive
items, which are items whose valuation is very close to the budget. For the rounding of
well-structured solutions in Section 4.3, the main new idea is to first assign expensive items
using random bipartite matching and then assign the cheap items in the budget left after
the assignment of expensive items.

For this to work, it is not sufficient to assign the expensive items in any way that
preserves the marginals from the LP relaxation. Instead, a key observation is that we
can assign expensive items so that the probability that two players i, i′ are both assigned
expensive items is at most the probability that player i is assigned a expensive item times the
probability that player i′ is assigned a expensive item the events are negatively correlated.
Then we can show that we can assign many of the small items even after assigning the
expensive items leading to the improved approximation ratio.

Finally, we complement our positive results by hardness results and integrality gaps. For
restricted MBA, we prove hardness of approximation that matches the strongest results
known for the general case. Specifically, we prove in Section 4.6 that it is NP-hard to
approximate restricted MBA within a factor 15/16. This shows that some of the hardest
known instances for the general problem are the ones we study. We also improve the
previously known upper bound of 5/6 for the integrality gap of the configuration LP for the
general case: we prove that it is not better than 2(

√
2− 1) ≈ 0.828 in Section 4.5.

4.2 Preliminaries

Assignment LP

We already defined the assignment LP in Section 2.3 but we make a small change. To make
the LP simpler to use, we enforce that all items are fully assigned by adding a dummy player
ρ such that pρj = 0 for all j ∈ I and Bρ = 0. The assignment LP for MBA is defined as
follows.

max
∑
i∈P

∑
j∈I

xijpij

subject to
∑
j∈I

xijpij ≤ Bi ∀i ∈ P∑
i∈P

xij = 1 ∀j ∈ I

0 ≤ xij ≤ 1 ∀i ∈ P,∀j ∈ I

(4.1)

As discussed above in the beginning of this chapter, it is known that the integrality gap
of the assignment LP is exactly 3

4 . Therefore, in order to achieve a better approximation,
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we employ a stronger relaxation called the configuration LP.

Configuration LP

We already defined the configuration LP in Section 2.4 although we use yiC to denote the
variables in order to distinguish assignment LP from configuration LP. The configuration
LP is stronger than the assignment LP as it enforces a stricter structure on the fractional
solution. Indeed, every solution to the configuration LP can be transformed into a solution
of the assignment LP of at least the same value (see e.g. Lemma 4). However, the converse is
not true; configuration LP has value 3 for the example shown in Figure 4.1 while assignment
LP has value 4, the key difference being that the fractional assignments of the players
cannot induce a fractional assignment of configurations of the same value. More convincingly,
our results show that the configuration LP has a strictly better integrality gap than the
assignment LP for large natural classes of the MBA problem.

For a solution y to the configuration LP, let Vali(y) =
∑
C wi(C)yiC be the value of the

fractional assignment to player i and let Val(y) =
∑
i Vali(y). Note that Val(y) is equal to

the objective value of the solution y. Abusing notation, we also define Vali(x) =
∑
j xijpij

for a solution x to the assignment LP.

Random bipartite matching

As alluded to in the beginning of this chaper, one of the key ideas of our algorithm for the
restricted case is to first assign expensive items (of value close to the budgets) by picking
a random bipartite matching so that the events that vertices are matched are negatively
correlated.

The following theorem is a minor modification of a theorem proved by Gandhi, Khuller,
Parthasarathy and Srinivasan in their work on selecting random bipartite matchings with
particular properties [GKPS06]. Their proof directly gives the following.

Theorem 4 ([GKPS06]). Consider a bipartite graph G = ((A,B), E) and an assignment
(xe)e∈E to edges so that the fractional degree

∑
u:uv∈E xuv of each vertex v is at most 1. Then

there is an efficient, randomized algorithm that generates a (random) matching satisfying:

(P1): Marginal Distribution. For every vertex v ∈ A ∪B,

Pr[v is matched] =
∑

u:uv∈E
xuv

(P2): Negative Correlation. For any S ⊆ A,

Pr[
∧
v∈S

(v is matched)] ≤
∏
v∈S

Pr[v is matched].

One should note that the events {edge e is in the matching} and {edge e′ is in the
matching} are not necessarily negatively correlated (if we preserve the marginals). A crucial
ingredient for our algorithm is therefore the idea that we can concentrate on the event that
a player has been assigned a big item without regard to the specific item assigned.
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4.3 Restricted MBA

In this section we consider the MBA problem with uniform budgets where the prices are
restricted to be of the form pij ∈ {pj , 0}. This is the so-called restricted MBA or restricted
budgeted allocation problem. Our main result is the following.

Theorem 5. There is a ( 3+c4 )-approximation algorithm for restricted MBA for some constant
c > 0.

Since the budgets are uniform, by scaling we can assume that each player has a budget
of 1. We refer to pj as the price of an item j. It is convenient to distinguish whether items
have big or small prices (expensive or cheap), so we let B = {j : pj ≥ 1− β} be the big items
for some β, 1/3 ≥ β > 0 to be determined. Let S denote the set of the remaining items with
small price which we also refer to as small items.

We first introduce a 3/4-approximation algorithm for the general MBA problem that
is the starting point of our approach. We identify a family of LP solutions for which our
analysis is tight. These solutions, which we call well-structured solutions, play a key role in
our approach. We develop a new algorithm based on their structure, which achieves a good
guarantee on such LP solutions. Therefore, the main theme of our approach is the distinction
between two families of LP solutions and the design of an algorithm that performs well for
each one of them.

General 3/4-approximation algorithm

We introduce an algorithm inspired by the work of Shmoys and Tardos [ST93] that rounds as-
signment LP solutions and then we present an analysis showing that it is a 3/4-approximation
algorithm. In the rest of Section 4.3 we use this analysis to show that the algorithm has a
better approximation ratio than 3/4 in some cases. Note that the algorithm works for the
general MBA problem without uniform budgets and with any valuations of items.
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Figure 4.2: Illustration of bucket creation by Algorithm 2 for player i. Buckets are marked by
solid lines. The value xi3 is split into x′(i,1)3 and x′(i,2)3 and xi5 is split into x′(i,2)5 and x′(i,3)5.

For the other items we have x′(i,1)1 = xi1, x
′
(i,1)2 = xi2, x

′
(i,2)4 = xi4. Items are ordered in

non-decreasing order by their prices in such a way that the length of an item j in the x-axis
corresponds to xij and the y-axis corresponds to pij .

Each player has a set of buckets. Algorithm 2 first partitions x into the buckets, creating
a new assignment x′, such that the sum of x′ in each bucket is exactly 1 except possibly the
last bucket of each player. Some items are split into two buckets. The process for one player
is illustrated in Figure 4.2.

From the previous discussion, for every bucket b = (i, k) we have
∑
j x
′
bj ≤ 1. Also,∑

b∈U x
′
bj = 1 for every item j, which is implied by

∑
i∈P xij = 1 for all j ∈ I. Hence x′

is inside the bipartite matching polytope, where the two partitions of the bipartite graph
are the buckets U and the items I, and has the extra property that for every item j,
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Input : Solution x to the assignment LP, ordering oi of the items by prices for
player i

Output : Assignment x∗ of items to the players

foreach i ∈ P do
// Create buckets for player i, see Figure 4.2

ci ← d
∑
j xije

Create ci buckets (i, 1), . . . , (i, ci)
k ← 1
Create x′(i,·) from xias follows:

foreach j ∈ I do
// The items are examined in non-increasing order of pij
if x′ij +

∑
j′ 6=j x(i,k)j′ ≤ 1 then

x′(i,k)j ← xij

else
x′(i,k)j ← 1−

∑
j′ 6=j x(i,k)j′

k ← k + 1
x′(i,k)j ← xij − x(i,k−1)j

end if

end

end
U ← {(i, k) | 1 ≤ k ≤ d

∑
j xije}

V ← I
Express x′ as a convex combination of matchings mt: x

′ =
∑
t γtmt, where

∑
t γt = 1

and γt ≥ 0 for all t.
Sample a matching mt with probability γt, and return the corresponding assignment
x∗ of items, i.e. assign to player i all items assigned to buckets (i, k) for all 1 ≤ k ≤ ci.

Algorithm 2: Bucket algorithm

∑
b∈U x

′
bj = 1. Using an algorithmic version of Carathéodory’s theorem (see e.g. Theorem

6.5.11 in [GLS93]) we can in polynomial time decompose x′ into a convex combination of
polynomially many matchings for V , such that every such matching matches all items to a
bucket.

In the algorithm we use an ordering oi for player i such that pioih ≥ pioi,h+1
, i.e. descending

order of items according to their valuations of player i. Thus, the algorithm does not depend
on the actual valuations, but rather the order they induce on the items. Also note that
Algorithm 2 can be made deterministic: instead of picking a random matching we can pick
the most valuable one.

Let Algi(x) be the expected price that player i pays. We know that Algi(x) ≤ Vali(x),
because the probability of assigning j to i is xij , but we do not have equality in the expression,
because some matchings might assign a price that is over the budget for some players.

Given a solution x to the assignment LP, we define αi = Bi/Vali(x). Let a(i,k) be the
average valuation of items in the bucket (i, k) of player i, i.e. a(i,k) =

∑
j x
′
(i,k)jpij . Let r(i,k)

be the average price of items in (i, k) that have price more than αia(i,k), that is

r(i,k) =

∑
j:pij>αia(i,k)

x′(i,k)pij∑
j:pij>αia(i,k)

x′(i,k)
.
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In the following lemma we bound Algi(x) from below.

Lemma 3. Let x be a solution to the assignment LP. For any i ∈ P

Algi(x) ≥ Vali(x)

(
1−

r(i,1)

4Bi

)
.

In particular, since r(i,1) ≤ Bi, this implies that Algorithm 2 gives a 3/4-approximation.

Proof. The expected total price of the items of the rounded integral solution x∗ for player i
is E[Vali(x

∗)] =
∑
j xijpij = Vali(x), because the probability of assigning item j to player i

is xij . The problem with the assignment x∗ is that it may exceed the budget for some
players, so we cannot make use of the full value Vali(x

∗). We now prove that we only lose
r(i,1)
4Bi

-fraction of Vali(x) by going over the budget of player i.
Note that αi ≥ 1, since, a solution to the assignment LP never exceeds a player’s budget

Bi. Furthermore, the matching picks at most one item from each bucket. Let b = (i, k) be
the k-th bucket of player i. Suppose the algorithm picks an item of price more than αi · ab
from bucket b. Then since αi

∑
` a(i,`) = Bi, the player could possibly be assigned more

than her budget. However, if we assume that all items within each bucket (i, `) have price at
most αi · a(i,`), all matchings would assign total price of at most Bi to player i. We therefore
define p′(i,`)j to be min{p(i,`)j , αi · a(i,`)} for each i, `, j, and we get a new instance Q′ of
MBA in which the set of players corresponds to the buckets, items are the same as before
and prices are p′. In the new instance Q′, a player corresponding to bucket (i, `) has budget
αi · a(i,`), so the total budget of all buckets of player i is Bi. We abuse the notation and use

ValQ
′

i (·) to refer to the total value of buckets belonging to player i from the instance Q′.
From the previous discussion we know that no player goes over budget when using the

fictional prices p′, so ValQ
′

i (x∗) ≤ Bi. Thus Algi(x) can be lower-bounded by E[ValQ
′

i (x∗)] =

ValQ
′

i (x′). We now prove that ValQ
′

i (x′) ≥
(

1− r(i,1)
4Bi

)
Vali(x).

Let bucket b = (i, k) for some k and qb be the average price of the items in bucket b
with price less than α · ab. Note that qb = q(i,k) ≥ r(i,k+1), because the items are ordered
in decreasing order by their prices. We let x′b be the probability corresponding to rb, i.e.
the sum of all x′bj where pbj > α · ab. Since pij is changed to α · ab in p′ for these items, the
difference in price for bucket b is (rb−αab)x′b. The loss of value by going from p to p′ is thus

Vali(x)− ValQ
′

i (x′) =
∑
`

(r(i,`) − αa(i,`))x′(i,`).

Since ab, i.e. the average price of items in bucket b, is equal to (rb − qb)x′b + qb, we have

(rb − αab)x′b = (rb − αqb)x′b − (rb − qb)αx′b
2 ≤ (rb − qb)(x′b − αx′b

2
) where the last inequality

follows from α ≥ 1. Let b′ = (i, k + 1), i.e. the next bucket after b. Since qb ≥ rb′ , we get

(rb−αab)x′b ≤ (rb−qb)(x′b−αx′b
2
) ≤ (rb−rb′)(x′b−αx′b

2
). Since b = (i, k) and b′ = (i, k+1),

it follows that

Vali(x)− ValQ
′

i (x′) ≤
∑
`

(r(i,`) − r(i,`+1))(x
′
(i,`) − αix

′
(i,`)

2
). (4.2)

The maximum of x′(i,`) − αix
′
(i,`)

2
is attained for x′(i,`) = 1

2αi
and we get

Vali(x)− ValQ
′

i (x′) ≤
∑
`

r(i,`) − r(i,`+1)

4αi
≤
r(i,1)

4αi
.
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Hence

Algi(x) ≥ ValQ
′

i (x′) ≥ Vali(x)−
r(i,1)

4αi
= Vali(x)

(
1−

r(i,1)

4Bi

)
(4.3)

which concludes the proof.

The lower-bounding in the previous analysis has some slack, that we list in the following
remarks:

Remark 1. Whenever x′(i,1) is bounded away from 1
2αi

, then by inequality (4.2) the algorithm

achieves a ratio better than 3/4. This is the opposite of the notion of well-structured solutions
that we introduce later, which is a central concept of our approach.

Remark 2. If r(i,1) is bounded away from Bi, then most items do not have a very high
price for player i. By inequality (4.3), an approximation ratio greater than 3/4 is achieved.

These observations are the motivation behind the use of well-structured solutions that
we introduce in the next section.

Well-structured Solutions

In short, a solution y to the configuration LP is (ε, δ)-well-structured, if for at least (1− ε)-
fraction of players roughly half of their configurations contain a big item.

Definition 3. A solution y to the configuration LP is (ε, δ)-well-structured if

Pr
i

∑
C⊆I

|B ∩ C| · yiC 6∈
[

1− δ
2

,
1 + δ

2

] ≤ ε,
where the probability is taken over a weighted distribution of players such that player i is
chosen with probability Vali(y)/Val(y).

It is instructive to notice that this definition addresses exactly the structural properties
of the LP solutions for which Algorithm 2 might perform poorly, as discussed in Remarks 1
and 2. Specifically, the LP solutions that make the analysis of Algorithm 2 tight look very
much like well-structured solutions; being tight with respect to Remark 2 means that the
LP solution contains a fair amount of big items for player i, while being tight with respect
to Remark 1 means that the total fractional assignment of big items should be around 1

2αi
.

In the analysis we want to be able to switch from the configuration LP to the assignment
LP without changing the well-structuredness of the solution. The following lemma shows
that this is indeed possible.

Lemma 4. Let y be a well-structured solution to the configuration LP. Then there exists a
solution x to the assignment LP such that Vali(x) = Vali(y) and

∑
C⊆I

|B ∩ C| · yiC ∈
[

1− δ
2

,
1 + δ

2

]
⇔
∑
j:j∈B

xij ∈
[

1− δ
2

,
1 + δ

2

]

for all i ∈ P. Furthermore, x can be produced from y in polynomial time.
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Proof. Note that we can assume that each configuration in y contains at most 2 big items. If
a configuration contains more than 2 big items, all but 2 big items can be removed without
decreasing the objective value. This follows from the fact that, in that case, the configuration
has value at least 2(1− β), which is greater than 1, because β ≤ 1/3.

We first modify y to obtain a new solution y′ where for each player, the following holds:
the player does not have both a configuration containing 2 big items and a configuration
with no big items. Then y′ is projected to a solution x for the assignment LP with the
desired properties.

Fix player i and two configurations C and C′ such that C contains two big items and C′
contains no big items. We can assume that yiC = yiC′ , otherwise we can split the bigger
fractional value into two and focus on just one of them. We want to move the second big
item from C into C′ without decreasing the objective value. We ensure that the objective
value does not decrease by then moving small items from C′ to C.

Let us order the small items in C′ by value in decreasing order j1, . . . , jk. We move a
big item from C to C′ and then move j1, j2, . . . to C until it has value at least 1 or we run
out of items. Let F and F ′ be the transformed configurations which arise from C and C′,
respectively.

If w(F ) < 1, then we moved all items from C′ to F , so w(F ) ≥ 1−β+w(C′) and β > w(C′).
F ′ contains one big item so w(F ′) ≥ 1−β. Then w(F )+w(F ′) ≥ 2−2β+w(C′) > w(C)+w(C′).
This implies that the objective value improved by moving the items and y is not an optimal
solution, a contradiction. Hence we can safely assume that w(F ) ≥ 1 and thus w(F ) ≥ w(C).

To prove that the objective value does not decrease with the move, it therefore remains
to prove that w(F ′) ≥ w(C′). In the process above we moved a big item of value at least
1− β to C′ and we now show that we moved less in the other direction. Suppose towards
contradiction that we moved items of value at least 1− β ≥ 2β to C. If we only moved one
small item then this cannot be true, since a small item is of value less than 1− β. Hence we
moved s ≥ 2 small items to C. The last item added was of value at least 2β/s. Since C has
one big item it needs at most value of β from C′. By s ≥ 2, s−1

s 2β ≥ β, so F would reach
price 1 already with the s− 1 most valuable items from C′, a contradiction.

Applying this procedure whenever we can, we end up with a modified solution y′ to
the configuration LP in which there is no player at the same time having a configuration
containing two big items and a configuration with no big items. Also, y′ is such that∑

C⊆I

|B ∩ C| · yiC =
∑
C⊆I

|B ∩ C| · y′iC ,

because big items are only moved between configurations, so their contribution to the sums
above is preserved.

The pairs of configurations C, C′ can be chosen in such a way that we only create
polynomially many new configurations in total. To see this, let U = {C1, . . . , Ck} be the
configurations in y that have two big items and let V = {C′1, . . . , C′`} be the configurations in
y with no big items. We process T one by one. For each Cj ∈ U we try to move the second
big item to the configurations C′1, . . . , C′` one by one. In the end we try at most k · ` different
pairs and each pair creates at most 2 new configurations. Since k · ` is polynomial in the
size of the instance, also the number of new configurations is polynomial.

In the final step we project y′ to a solution x to the assignment LP. To keep xij almost
the same as

∑
C3j yiC for a big item j, we make sure we do not lose value on the big items

by keeping their contribution, while possibly losing some contribution of the small items.
If the total value of C is at most 1 for player i, the configuration C contributes y′iC to the

value xij for all items j ∈ C. Otherwise, consider the items in C in non-increasing order with
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respect to their valuation, and let t be the minimum number such that the sum of the values
of the first t items is greater than the budget. Then, the first t− 1 items j contributes a
value of y′iC towards their assignment xij , the t-th item has some fraction of y′iC contributed
towards its assignment, and the rest of the items does not receive any contribution towards
their assignment. In particular this means that big items get the full contribution y′iC .

Let us now formalize the intuition given above. Let t be the minimum index such that∑
1≤j≤t pij > 1, where the items are now ordered in decreasing order according to the

valuations of player i. For all j > t, set zijC = 0, for all j < t set zijC = y′iC and

zitC =
1−

∑
1≤j<t pij

pit
y′iC .

Finally, we define

xij =
∑
C⊆I

zijC .

We have Val(x) = Val(y′) = Val(y), since
∑
j zijCpij = wi(C)y′iC , i.e. the contribution of

each configuration is preserved by the projection.
The projection from y′ to x gives full contribution y′iC to the largest item in C. If there

are two big items in C, the second big item does not get the full contribution. However, this
happens only when

∑
C⊆I |B ∩ C| · y′iC > 1 and in this case all configurations in y′ for player

i have a big item so
∑
j:j∈B xij > 1. However, if the total weight of big items in y′ for player

i is less than 1, the same total weight is projected on x. We thus have∑
j:j∈B

xij =
∑
C⊆I

|B ∩ C| · yiC

if
∑
C⊆I |B ∩ C| · yiC ≤ 1 and otherwise

∑
j:j∈B xij > 1. This concludes the proof.

In the next section in Lemma 7, we show that Algorithm 2 actually performs better than
3/4 if the solution x to the assignment LP is produced from a non-well-structured solution
y. In Section 4.3 (Lemma 8), we show a new algorithm for well-structured solutions that
also has an approximation ratio strictly better than 3/4. Finally, Lemma 7 and Lemma 8
immediately imply the main result of this section, Theorem 5.

Better analysis for non-well-structured solutions

So far, we have pointed out where some slack is introduced in the analysis of Algorithm 2;
as a complement to that discussion, we now show that Algorithm 2 performs well if not all
players are fully assigned in the LP. The intuition is that if a player’s budget is not fully
used, then the probability that the total value assigned to that player is more than the
budget decreases and therefore we exceed the budget by a lower amount on average.

Lemma 5. Let ε′ > 0 be a small constant and consider player i such that Vali(x) ≤ 1− ε′.
Then Algi(x) ≥ 3+ε′/5

4 Vali(x).

Proof. For player i, select the largest Qi such that

Qi =
∑
j

xijqij , where qij = min{pij , Qi}.

Such Qi always exists, since 0 always satisfies the equation. Let fi(z) =
∑
j xij min{pij , z}

and note that fi(z) is a continuous function. We have fi(1) = Vali(x) < 1 and fi(0) = 0
and we want to find the largest Qi, such that fi(Qi) = Qi.



4.3. RESTRICTED MBA 39

If we substitute prices pij with qij = min{pij , Qi}, the ordering of the items for a player
by the price stays the same. Thus Algorithm 2 produces the same result no matter which
one of the two prices we use. Let Di denote the difference

∑
j xij(pij − qij) = Vali(x)−Qi.

We do case distinction based on the size of Di.
In the first case the cut-off Di is too big and we can add back the cut-off in the first bucket

without violating the budget. In the second case we use the fact that Qi is bounded away
from 1, so the algorithm performs well and with negligible Di this leads to an improvement.

Case Di >
ε′

5 Vali(x):
By Lemma 3, if we run Algorithm 2 on x but use values qij and budget Qi in the
analysis, we get Algi(x) ≥ 3

4Qi. In order to improve this we use the fact that qij < pij
only for at most one total unit of the largest items. If more than one unit of items
have valuation at least Qi, then we have fi(Qi) > Qi, a contradiction to Qi being a
solution to fi(z) = z.

Moreover, since the assignment according to the analysis with respect to q does not
violate the budget Qi and the real budget is Bi, we can alway add value of Bi −Qi.
The items in the first bucket had their prices possibly capped to Qi from at most Bi,
so if such item j is assigned we can consider its price to be pij instead of qij . Then we
are not losing a quarter from the difference Di = Vali(x)−Qi, so we have an advantage

of Di/4 >
ε′

20Vali(x). Formally, Algi(x) is at least

3

4
Qi +Di =

3

4
(Qi +Di) +Di/4 =

3

4
Vali(x) +Di/4,

which is at least
(

3
4 + ε′

20

)
Vali(x).

Case Di ≤ ε′

5 Vali(x):
We apply Lemma 3 with prices qij and all budgets equal to 1. Since Qi is bounded
away from 1, all valuations are bounded away from 1 and Algi(x) is more than 3/4Qi.
Formally,

Algi(x) ≥ (1−Qi/4)Qi = (1−Qi/4)Vali(x)− (1−Qi/4)Di ≥
4−Qi

4
Vali(x)−Di.

As Qi ≤ Vali(x) ≤ 1− ε′,

Algi(x) ≥
(

1− 1− ε′

4

)
Vali(x)−Di ≥

(
1− 1− ε′/5

4

)
Vali(x) =

3 + ε′

5

4
Vali(x).

From the above, we see that the difficult players to round are those that have an almost
full budget. Furthermore, we show in the following lemma that such players must have
a special fractional assignment in order to be difficult to round; something we already
mentioned in Remarks 1 and 2.

When all items that are fractionally assigned to the player are big, then there is only one
bucket, and hence there is no loss in Algorithm 2. On the other hand, if all the items are
small, then the probability that the assigned items have total value much higher than the
budget is low, as suggested in Remark 2. The following analysis formalizes this intuition,
showing that the worst-case structure is when the player’s LP value is coming both from
small and big items to the same extent.
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Lemma 6. Let δ > 0 be a small constant and β be such that δ/4 ≤ β. Consider a player i
such that Vali(x) ≥ 1− δ2/8 and

∑
j:j∈B xij 6∈

[
1−δ
2 , 1+δ2

]
. Then

Algi(x) ≥ 3 + δ2/64

4
Vali(x).

Proof. If the average valuation a(i,1) in the first bucket is more than 3+δ2/64
4 Vali(x) then

we are done, since assigning a random item from that bucket gives sufficient profit. If
r(i,1) < 1− δ2/16, Lemma 3 already implies the claim. Therefore assume from now on that

r(i,1) ≥ 1− δ2/16 and r(i,2) ≤ q(i,1) ≤ 3+δ2/16
4 , so r(i,1) − r(i,2) ≥ 1/8, since δ is small.

Since Vali(x) is close to 1, αi = 1/Vali(x) is close to 1. By a(i,1) ≤ 3+δ2/64
4 Vali(x), all

big items have value bigger than αia(i,1).
In the proof of Lemma 3 we have that the expected decrease Vali(x) − Algi(x) in our

rounding is at most ∑
(i,k)

(r(i,k) − r(i,k+1))(x
′
(i,k) − αix

′
(i,k)

2
).

This can be rewritten as

(r(i,1) − r(i,2))(x′(i,1) − αix
′
(i,1)

2
) +

∑
(i,`):`≥2

(r(i,`) − r(i,`+1))(x
′
(i,`) − αix

′
(i,`)

2
) ≤

(r(i,1) − r(i,2))(x′(i,1) − αix
′
(i,1)

2
) +

∑
(i,`):`≥2

(r(i,`) − r(i,`+1))
1

4αi
≤

(r(i,1) − r(i,2))(x′(i,1) − αix
′
(i,1)

2
) + r(i,2) ·

1

4αi
.

Since r(i,1) − r(i,2) ≥ 1/8,

(r(i,1) − r(i,2))(x′(i,1) − αix
′
(i,1)

2
) + r(i,2) ·

1

4αi
≤ 1

8
(x′(i,1) − αix

′
(i,1)

2
) +

7

8
· 1

4αi
. (4.4)

In the rest of the proof we prove that x′(i,1) − αix
′
(i,1)

2
is smaller than 1

4αi
which follows

from that x′(i,1) cannot be close to 1/2. This fact follows from the premises of the lemma;

intuitively, Vali(x) ≥ 1− δ2/8 greatly restricts how the structure of the first looks like, and
the premise

∑
j:j∈B xij 6∈

[
1−δ
2 , 1+δ2

]
then enforces that x′(i,1) cannot be close to 1/2.

Formally, the probability x′(i,1) corresponds to items in the first bucket that have value at

least αia(i,1). Suppose towards contradiction that more than δ2/(16β)-fraction of these items
are small items, so they have value less than 1− β, while the rest of the items are big. Then

we lose β in the value for a δ2/(16β)-fraction of items, so r(i,1) < 1− δ2

16β · β = 1− δ2/16,

a contradiction with r(i,1) ≥ 1 − δ2/16. Since all big items have value more than αia(i,1),
x′(i,1) = (

∑
j∈B xij) + γ, where γ ∈ [0, δ2/(16β)]. By β ≥ δ/4, γ ∈ [0, δ/4]. Since

∑
j∈B xij 6∈[

1−δ
2 , 1+δ2

]
, we have (

∑
j∈B xij) + γ = x′(i,1) 6∈

[
1−δ/2

2 , 1+δ/22

]
, thus x′(i,1) is bounded away

from 1/2.

Observe that the loss in performance in (4.4) is a multiple of x′(i,1) − αix
′
(i,1)

2
, which

is an expression of the form z − αiz2. For a function z − z2 the maximum is attained for
z = 1/2, so z bounded away from 1/2 gives values bounded away from the maximum value
of 1/4. Similarly, for a function z − αiz2 the maximum is attained close to 1/2 provided
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that αi is close to 1. Again, z bounded away from 1/2 gives values bounded away from the
maximum. In the rest of the proof we formalize this intuition.

The maximum for the function z(1 − αiz) is attained for z = 1
2αi

and we can prove

that 1
2αi
∈
[
1−δ/2

2 , 1+δ/22

]
. Since αi ≥ 1, it only remains to prove that 1

2αi
≥ 1−δ/2

2 . By

1/αi ≥ 1− δ2/8,

1

2αi
≥ 1− δ2/8

2
>

1− δ/2
2

.

The function z − αiz2 is symmetric around 1
2αi

and this value is closer to the beginning

of the interval
[
1−δ/2

2 , 1+δ/22

]
, so the maximum of x′(i,1) − αix

′
(i,1)

2
is attained when x′(i,1) =

1−δ/2
2 . We have x′(i,1) − αix

′
(i,1)

2 ≤ x′(i,1) − x
′
(i,1)

2
, so for x′(i,1) = 1−δ/2

2 ,

x′(i,1) − αix
′
(i,1)

2 ≤ (1− δ2/4)/4 ≤ (1− δ2/8)2/4.

Since 1− δ2/8 ≤ 1
αi

,

x′(i,1) − αix
′
(i,1)

2 ≤ 1− δ2/8
4αi

.

We can finally bound the decrease in our rounding Vali(x)− Algi(x):

Vali(x)− Algi(x) ≤ r(i,1)
(

1

8
· 1− δ2/8

4αi
+

7

8
· 1

4αi

)
=
r(i,1)(1− δ2/64)

4αi
.

The claim follows from the fact that r(i,1) ≤ 1 and αi ≥ 1.

From Lemma 5 and Lemma 6 we have that as soon as a weighted ε-fraction (weight of
player i is Vali(y)/Val(y) of the players satisfies the conditions of either lemma, we get a
better approximation ratio than 3/4. Therefore, when a solution y to the configuration LP
is not (ε, δ)-well-structured, we use Lemma 4 to produce a solution x to the assignment LP
for which ε-fraction of players satisfies either conditions of Lemma 5 or Lemma 6. Then we
get the following lemma.

Lemma 7. Given a solution y to the configuration LP which is not (ε, δ)-well-structured and

β ≥ δ/4, we can in polynomial time find a solution with expected value at least 3+εδ2/64
4 Val(y).

Proof. Let x be a solution to the assignment LP produced from y as in Lemma 4. Then
more than weighted ε-fraction of players have

∑
j:j∈B xij 6∈

[
1−δ
2 , 1+δ2

]
.

According to Lemma 5 using ε′ = δ2/8, we have Algi(x) ≥ 3+δ2/40
4 Vali(x) if Vali(x) ≤

1− δ2/8. By Lemma 6, using β ≥ δ/4 implies Algi(x) ≥ 3+δ2/64
4 Vali(x) if Vali(x) ≥ 1− δ2/8

and
∑
j:j∈B xij 6∈

[
1−δ
2 , 1+δ2

]
. Hence for a weighted ε-fraction of players we get Algi(x) ≥

3+δ2/64
4 Vali(x), so the total gain is at least 3+εδ2/64

4 Val(y).

Algorithm for well-structured solutions

We devise a novel algorithm that gives an improved approximation guarantee for (ε, δ)-well-
structured instances when ε and δ are small constants.
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Lemma 8. Given a solution y to the configuration LP that is (ε, δ)-well-structured, we can
in (randomized) polynomial time find a solution with expected value at least

(1− δ)2(1− β − ε) · 25

32
Val(y).

To prove the above lemma we first give the algorithm and then its analysis.

Algorithm

The algorithm constructs a slightly modified version y′ of a solution y to the configuration
LP. Solution y′ is obtained from y in three steps and y′ is then rounded in two additional
steps; in the fourth step we assign big items and in the fifth step we assign small items.

Step 1 Remove all players i with
∑
C⊆I |B ∩ C|yiC 6∈

[
(1−δ)

2 , (1+δ)2

]
.

Step 2 Change y as in the proof of Lemma 4 by getting rid of configurations with 2 big items
without losing any objective value. Then remove all small items from the configurations
containing big items. After this step, we have the property that big items are alone in
each configuration. We call such configurations big and the remaining ones small.

Step 3 We scale down the fractional assignment of small configurations (if necessary), so
as to ensure that

∑
C:C⊂S y

′
iC ≤ 1/2 for each player i ∈ P. Recall that S denotes the

set of small items.

Step 4 Let x′ be the solution to the assignment LP from Lemma 4 applied on y′ and note
that Val(x′) = Val(y′). Consider the bipartite graph where we have a vertex ai for each
player i ∈ P; a vertex bj for each big item j ∈ B; and an edge of weight x′ij between
vertices ai and bj . Note that a matching in this graph naturally corresponds to an
assignment of big items to players. We find a matching by using Theorem 4. Note
that by Theorem 4 we have that (i) each big item j is assigned with probability

∑
i x
′
ij

and (ii) the probability that two players i and i′ are assigned big items is negatively

correlated, i.e. it is at most
(∑

j∈B x
′
ij

)
·
(∑

j∈B x
′
i′j

)
. These two properties are crucial

in the analysis of our algorithm. It is therefore important that we assign the big items
according to a distribution that satisfies the properties of Theorem 4.

Step 5 After assigning big items, we assign the small items as follows. First, obtain an
optimal solution x(2) to the assignment LP for the small items together with the players
that were not assigned a big item in the previous step. Then we obtain an integral
assignment of the small items of value at least 3

4Val(x(2)) by using Algorithm 2.

Analysis. As solution y is (ε, δ)-well-structured, Step 1 decreases the value of the solution
by at most εVal(y). Step 2 decreases the LP value of y by at most βVal(y) because each big
item has value at least 1 − β and each configuration has value at most 1. Regarding the
loss incurred by Step 3, since remaining players are assigned big configurations with a total
fraction of at least (1 − δ)/2, the small configurations constitute a total fraction at most
(1 + δ)/2. Thus it may decrease the value by a factor 1/(1 + δ) > 1− δ.

From now on we work with solution y′, for which we have Val(y′) ≥ (1−β−ε)(1−δ)Val(y).
Let us reiterate the properties of our tentative solution y′:
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• No big configuration in the support of y′ contains a small item.

• For all players i ∈ P we have
∑
C:C⊂S y

′
i,C ≤ 1/2 and

∑
C:C⊂B y

′
i,C ∈ [ 1−δ2 , 1+δ2 ].

It remains to argue about the value that is returned from Steps 4 and 5. Let x∗ denote
the integral assignment found by the algorithm, and let T be the players that were not
assigned a big item in Step 4. Since the assignment output by the procedure of Theorem 4
satisfies the marginals, the expected value of x∗ due to Step 4 is expressed as

E[Val(x∗)] = ET

∑
j∈B

∑
i∈T

x′ijpj +
3

4
Val(x(2))

 =
∑
j∈B

∑
i∈P

x′ijpj +
3

4
ET [Val(x(2))],

where the expectation is taken over the random choice of the set T of the players that were
not assigned a big item from the sampled matching.

Essentially, this means we recover all of the fractional value of big items in x′ and about
3/4 of the fractional value of small items in x(2). We now analyze E[Val(x(2))], i.e. the
expected optimal value of the assignment LP when only considering small items and the
set of players T ⊆ P that were not assigned big items in Step 4. Then a solution z to the
assignment LP can be obtained by scaling up the fractional assignments of the small items
assigned to players in T according to x′ by up to a factor of 2 while maintaining that an
item is assigned at most once. In other words,

∑
i∈T zij = min

{
1,
∑
i∈T 2x′ij

}
for each j

and z is a feasible solution to the assignment LP, because we have
∑
j∈S x

′
ijpj ≤ 1/2 for

every i.
Thus we have that the expected value of the optimal solution to the assignment LP is by

linearity of expectation at least ET [Val(x(2))] ≥
∑
j∈S pj · ET

[
min

{
1,
∑
i∈T 2x′ij

}]
.

We continue by analyzing the expected fraction of a small item. In this lemma we use
that the randomly selected matching of big items has negative correlation. To see why this
is necessary, consider a small item j ∈ S and suppose that j is assigned to two players u
and v both with a fraction 1/2, i.e. x′uj = x′vj = 1/2. As the instance is well-structured
and each configuration contains at most one big item both u and v are roughly assigned
half a fraction of big items; for simplicity assume it to be exactly 1/2. Note that in this
case we have that min

{
1,
∑
i∈P∩T 2x′ij

}
is equal to 1 if either u or v are not assigned a big

item and 0 otherwise. Therefore, on the one hand, if the event that u is assigned a big item
and the event that v is assigned a big item were perfectly correlated then we would have
ET
[
min

{
1,
∑
i∈T 2x′ij

}]
= 1/2. On the other hand, if those events are negatively correlated

then ET
[
min

{
1,
∑
i∈T 2x′ij

}]
≥ 3/4, as in this case the probability that both u and v are

assigned big items is at most 1/4.

Lemma 9. For every small item j ∈ S, ET
[
min

{
1,
∑
i∈T 2x′ij

}]
≥ (1− δ) 3

4

∑
i∈P x

′
ij.

Proof. We slightly abuse notation and also denote by T the event that the players in T ⊆ P
were those that were not assigned big items. Let also x(T ) = min

{
1,
∑
k∈T 2x′kj

}
for the

considered small item j. With this notation,

ET

[
min

{
1,
∑
i∈T

2x′ij

}]
=
∑
T⊆P

Pr[T ] · x(T ).

We show that we can lower bound this quantity by assuming that j is only fractionally
assigned to two players. Indeed, suppose j is fractionally assigned to more than two players.
Then there must exist two players, say i and i′, so that 0 < x′ij < 1/2 and 0 < x′i′j < 1/2;
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the fractional assignment of a small item to some player never exceeds 1/2 by construction
of y′ and x′. We can write

∑
T⊆P Pr[T ] · x(T ) as∑

T⊆P\{i,i′}

(
Pr[T ] · x(T ) + Pr[T ∪ {i}] · x(T ∪ {i})

+ Pr[T ∪ {i′}] · x(T ∪ {i′}) + Pr[T ∪ {i, i′}] · x(T ∪ {i, i′})
) (4.5)

Note that if we shift some amount of fractional assignment from x′ij to x′i′j (or vice-versa)
then x(T ) and x(T ∪ {i, i′}) do not change. We now analyze the effect such a shift has
on the sums

∑
T⊆P\{i,i′} Pr[T ∪ {i}] · x(T ∪ {i}) and

∑
T⊆P\{i,i′} Pr[T ∪ {i′}] · x(T ∪ {i′}).

After this shift x′ might not be a valid solution to the assignment LP, namely we might
go over the budget for some players. However, our goal is only to prove a lower-bound on
E[Val(x(2))], so this is not an issue.

For this purpose let Fi denote the probability that the set T is selected such that the
value of x(T ∪ {i}) is strictly less than 1, i.e.

Fi :=
∑

T⊆P\{i,i′}:x(T∪{i})<1

Pr[T ∪ {i}].

The definition of Fi′ is analogous. Note that if we, on the one hand, decrease x′ij by a
small η and increase x′i′j by η, this changes (4.5) by at most 2η(−Fi + Fi′). On the other
hand, if we increase x′ij and decrease x′i′j by η, then (4.5) changes by at most 2η(Fi − Fi′).
Necessarily, one of 2η(Fi − Fi′) and 2η(−Fi + Fi′) is non-positive.

Let us assume (−Fi+Fi′) is non-positive (the complementary case is treated analogously),
in which case we shift a small fraction η from x′ij to x′i′j . This implies that the change
in (4.5) is non-positive. After the small change by η, Fi cannot decrease. To see this, let
Ti = {T ⊆ P \ {i, i′} : x(T ∪ {i}) < 1} with respect to solution x′ before the η-shift, and let
T ′i = {T ⊆ P \ {i, i′} : x(T ∪ {i}) < 1} with respect to solution x′ after the η-shift. Then,
Ti ⊆ T ′i , which by the definition of Fi implies that Fi does not decrease after the η-shift.
Similarly, let Ti′ = {T ⊆ P \ {i, i′} : x(T ∪ {i′}) < 1} with respect to solution x′ before the
η-shift, and let T ′i′ = {T ⊆ P \ {i, i′} : x(T ∪ {i′}) < 1} with respect to solution x′ after the
η-shift. Then, T ′i′ ⊆ Ti′ , which by the definition of Fi′ implies that Fi′ does not increase
after the η-shift.

Therefore, if we make any shift in the same direction (i.e. from x′ij to x′i′j), the change
in (4.5) is always non-positive. We can therefore shift a fraction of x′ij to x′i′j without
increasing (4.5) until one of the variables becomes 0 or 1/2. If it becomes 0 then we repeat
the process with one less fractionally assigned small item and if it becomes 1/2 we consider
two other players where j is fractionally assigned strictly between 0 and 1/2. After repeating
the above process we may assume that j is fractionally assigned to at most two players u
and v and x′uj , x

′
vj ≤ 1/2. Therefore (4.5) is at least

Pr[u, v 6∈ T ] · 0 + Pr[u ∈ T, v 6∈ T ] · 2x′uj+
Pr[u 6∈ T, v ∈ T ] · 2x′vj + Pr[u, v ∈ T ] ·min{1, 2x′uj + 2x′vj} ≥

Pr[u ∈ T ] · 2x′uj + Pr[v ∈ T ] · 2x′vj + Pr[u, v ∈ T ](min{1, 2x′uj + 2x′vj} − 2x′uj − 2x′vj).

(4.6)

We have min{1, 2x′uj + 2x′vj} − 2x′uj − 2x′vj ≥ −x′uj − x′vj , since min{1, 2x′uj + 2x′vj} ≥
x′uj + x′vj . Let us fix Pr[u ∈ T ] and Pr[v ∈ T ], then (4.6) is minimized when Pr[u, v ∈ T ]
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is maximized. By Theorem 4 the assignments of big items are negatively correlated, so
Pr[u, v ∈ T ] ≤ Pr[u ∈ T ] Pr[v ∈ T ]. Thus (4.6) is at least

Pr[u ∈ T ] · 2x′uj + Pr[v ∈ T ] · 2x′vj − Pr[u ∈ T ] Pr[v ∈ T ](x′uj + x′vj). (4.7)

The distribution from Theorem 4 preserves the marginals, so Pr[u ∈ T ] and Pr[v ∈ T ]
are in the interval [ 1−δ2 , 1+δ2 ]. Since (4.7) is non-decreasing in Pr[u ∈ T ] and Pr[v ∈ T ], the

worst case is when Pr[u ∈ T ] = Pr[v ∈ T ] = 1−δ
2 , which implies Pr[u, v ∈ T ] ≤ (1−δ)2

4 . Hence
(4.7) is at least

(1− δ)x′uj + (1− δ)x′vj −
(1− δ)2

4
(x′uj + x′vj) ≥

(1− δ)
(

1− 1− δ
4

)
(x′uj + x′vj) ≥ (1− δ)3

4
(x′uj + x′vj).

Let us now see how it implies Lemma 8. We have that E[Val(x∗)] is equal to

∑
j∈B

∑
i∈P

x′ijpj +
3

4
E[Val(x(2))] ≥

∑
j∈B

∑
i∈P

x′ijpj + (1− δ)
(

3

4

)2∑
j∈S

∑
i∈P

x′ijpj .

As
∑
j∈B x

′
ij ≥ 1−δ

2 for every remaining player i, we have

E[Val(x∗)] ≥ (1− δ)
(

1

2
+

1

2

9

16

)
Val(x′) = (1− δ)25

32
Val(x′).

Lemma 8 now follows from that Val(x′) ≥ (1−β−ε)(1−δ)Val(y). We have proved Lemmas 7
and 8, which in turn imply Theorem 5 and our analysis is concluded.

4.4 Algorithm for Graph MBA

In this section, we consider the graph MBA problem. Specifically, every player i ∈ P has
a (possibly different) budget Bi and every item j ∈ I has a non-zero valuation only for at
most two players. This can be viewed as a graph problem where items are edges, players are
vertices and assigning an item means directing an edge towards a vertex.

We already know that the integrality gap of the assignment LP for this variant is
exactly 3/4 [AM04], and that of the configuration LP is no better than 5/6 [CG10]. We
prove that using the configuration LP, we can recover a fraction of the LP value that is
bounded away from 3/4 by a constant, implying the following theorem.

Theorem 6. There is a polynomial time algorithm which returns a ( 3
4 + c)-approximate

solution to the graph MBA problem, for some constant c > 0.

Let us define some notation first. Let y be a solution to the configuration LP. We abuse
notation and use x to denote a fractional assignment such that for all i ∈ P and j ∈ I,
xij =

∑
C⊆I:j∈C yiC , i.e. it corresponds to the sum of all values yiC for which j is a member

of C. Note that we can always maintain that for all j ∈ I,
∑
i∈P xij = 1, by assigning item j

to some arbitrary configuration if needed, even though that configuration exceeds the budget
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of the player to which it is assigned. Similarly, we can always guarantee for all players i ∈ P
that

∑
C⊆I yiC = 1, by setting yi∅ to whatever value is needed.

We denote by pijC the contribution of item j to wi(C), i.e. the part of the value of
configuration C that is attributed to item j. More specifically, if wi(C) < Bi, then the
contribution is the same as the valuation, i.e. pijC = pij . Otherwise we take

pijC = pij
Bi∑

j′∈C pij′
,

i.e. we scale down the valuation, so that each item gets a part of Bi that is proportional to
its valuation. Note that

∑
j∈C pijC = wi(C), so pijC is a partition of wi(C) among all items

in C proportional to pij .
Let Valij(y) =

∑
C⊆I:j∈C yiCpijC be the contribution of item j to the LP objective

value which comes from its assignment to player i. Note that Valij(y) corresponds to the
contribution that player i expects from item j when configuration C is assigned to i with
probability yiC. Also note that the definition of Val here is slightly different than the one
in Section 4.3. Since pijC depends on the configuration C, Valij(y) depends heavily on the
specific structure of the solution y to the configuration LP, and the configurations it assigns
to player i. Furthermore, let Valj(y) =

∑
i∈P Valij(y) be the contribution of item j to the

objective value of the LP. We have that Val(y) =
∑
j∈I Valj(y) is the objective value of y.

Let Avgij(y) = Valij(y)/xij , i.e. the average contribution of j conditioned on the event that j
is in a configuration chosen by i (this happens with probability xij).

Preprocessing

We first preprocess the solution y to the configuration LP. The idea is to find two players i
and i′ with two configurations C and C′ (for i and i′ respectively) that could be used to gain
at least a (3/4 + c)-fraction of the total budget Bi +Bi′ without affecting the rest of the
players.

For two players i, i′ ∈ P let Ii,i′ be items that can only be assigned to these players. The
preprocessing is as follows. If there are configurations C and C′ with yiC > 0 and yi′C′ > 0
such that ∑

j∈(C\C′)∩Ii,i′

pijC +
∑

j∈(C′\C)∩Ii,i′

pijC′ ≥ (3/4 + c)(Bi +Bi′),

then assign the items in Ii,i′ according to C and C′. If an item is assigned to both then
assign it arbitrarily. We then remove players i, i′ from the instance as well as the items in
Ii,i′ . In each preprocessing step we make progress towards a (3/4 + c)-approximation, since
we assign items of value at least (3/4 + c)(Bi +Bi′) to i and i′. Note that we only use items
from Ii,i′ , so all other players are unaffected by the removal.

We continue until there are no two players with such two configurations left. Since there
is only a polynomial number of configurations in y with yiC > 0, the preprocessing takes
polynomial time.

First Algorithm

To prove Theorem 6, we employ two algorithms that perform well in two different cases.
Algorithm 3 recovers more than a 3/4-fraction of Valj(y) whenever Avgij(y) and Avgi′j(y)
differ a lot or when xij is bounded away from 1/2.

Let max(j) be the player that maximizes Avgij(y) for item j and let min(j) be the player
that minimizes Avgij(y) for item j.
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Input : Solution y to the configuration LP
Output : Assignment y∗ of items to the players

foreach i ∈ P do
// Configuration assignment

Pick a configuration C with probability equal to yiC
end
foreach j ∈ I do

// Conflict resolution

if j is chosen by both i and i′ then
Assign j to i∗ ∈ {i, i′} which maximizes Avgi∗j(x)

end

end
Return assignment of items y∗

Algorithm 3: Sampling algorithm using averages

Lemma 10. For all j ∈ I, the expected contribution of j to the objective value is at least

Valj(y)− ρ(1− ρ)Avgi′j(y)

where i′ = min(j), i = max(j) and ρ = xij.

Proof. Item j is assigned to i whenever i picks a configuration containing j, because i has
priority over i′. Therefore, the expected contribution of j due to its assignment to i is
Valij(y). On the other hand, j is taken away from i′ whenever i also picks j and this happens
with probability ρ = xij . Hence, the expected contribution of j due to its assignment to i′ is
(1− ρ)Vali′j(y).

We can write the total expected contribution as

Valij(y) + (1− ρ)Vali′j(y) = Valj(y)− ρVali′j(y) = Valj(y)− ρ(1− ρ)Avgi′j(y),

since Valj(y) = Valij(y) + Vali′j(y) and (1− ρ)Avgi′j(y) = Vali′j(y).

Corollary 2. If Avgij(y)−Avgi′j(y) ≥ γAvgi′j(y), the expected contribution of item j is at
least (

1− ρ(1− ρ)

1 + ργ

)
Valj(y),

where ρ = xij.

Proof. We can write

Valj(y) = ρAvgij(y)+(1−ρ)Avgi′j(y) = Avgi′j(y)+ρ(Avgij(y)−Avgi′j(y)) ≥ (1+ργ)Avgi′j(y).

We thus have that

ρ(1− ρ)Avgi′j(y)

Valj(y)
≤
ρ(1− ρ)Avgi′j(y)

(1 + ργ)Avgi′j(y)
=
ρ(1− ρ)

1 + ργ
.

By Lemma 10, the expected contribution of j to the objective value is at least

Valj(y)− ρ(1− ρ)Avgi′j(y) ≥
(

1− ρ(1− ρ)

1 + ργ

)
Valj(y).
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Suppose a weighted ε-fraction of items has ρ(1−ρ)
1+ργ ≤ 1/4− c′, such that εc′ = c. Then

Algorithm 3 returns a solution of value that is at least 3/4 + c′ε = 3/4 + c fraction of Val(y).
If ρ ∈ [1/2−β, 1/2 +β] for some small β, then the loss in Corollary 2 is at most 1

4(1+γ/3) ,

since ρ(1− ρ) ≤ 1/4 and ργ ≥ γ/3. Thus for γ > 0 we get a better than 3/4-approximation.
On the other hand, if ρ 6∈ [1/2−β, 1/2+β], the loss in the corollary is at most 1/4−β2 < 1/4
and we also get a better than 3/4-approximation. We can therefore assume that each item
is assigned to both players with probability roughly 1/2 and that it has roughly the same
average value for both players, because otherwise we already do better than 3/4.

Second Algorithm

We now present Algorithm 4. It works in two phases, called the primary assignment phase
and the secondary assignment phase. Note that the secondary assignment is similar to the
techniques used to tackle GAP in [FV06].

During the primary assignment phase, player i picks configuration C with probability
equal to yiC. An item j might be picked by two players i and i′ and these conflicts are
resolved as follows: we assign item j to i with probability xi′j and to i′ with probability
xij . It is important that we use the value for player i′ to assign an item to player i and vice
versa.

During the secondary assignment phase, we want to assign items that were not picked
by any player. We assign an item j to players i and i′ uniformly at random.

Input : Solution y to the configuration LP
Output : Assignment y∗ of items to the players

Let xij =
∑
C⊆I:j∈C yiC , for all i ∈ P and j ∈ I

foreach i ∈ P do
// Configuration assignment, part of primary assignment

Pick a configuration C with probability equal to yiC
end
foreach j ∈ I do

// Conflict resolution, part of primary assignment

if j is chosen by both i and i′ then
Assign j to i with probability xi′j , otherwise assign j to i′

end
// Secondary assignment

if j is unassigned then
Assign j to i ∈ {k | pkj > 0} chosen uniformly at random

end

end
Return assignment of items y∗

Algorithm 4: Configuration sampling algorithm

The first important property of the algorithm is that the primary assignment already
recovers a 3/4-fraction of the LP value. The second important property is that when many
values in x are close to 1/2 or Avgmax(j)j(y) and Avgmin(j)j(y) are close for many items, in
expectation a constant fraction of the budget is left empty after the primary assignment
and thus it can be used by the yet unassigned items to allocate a constant fraction of the
LP value. Let us now formalize this intuition.
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Analysis of the Primary Assignment

Let us first prove a lemma regarding the value recovered by the primary assignment, i.e. the
phase of the algorithm that involves configuration assignment and conflict resolution. Let yp

be the solution to the configuration LP that corresponds to the primary assignment. We
have the following lemma.

Lemma 11. Let i ∈ P, j ∈ I and ρ = xij. The expected contribution of j to i due to
primary assignment is at least

E[Valij(y
p)] ≥ (1− ρ+ ρ2)Valij(y).

Proof. An item j is expected to contribute with Valij(y) to the value of i when configurations
are randomly picked according to y. However, j might be assigned to another player in the
conflict resolution, so we cannot make use of the full value Valij(y).

Let i and i′ be the players for which pij > 0 and pi′j > 0. If j is in a configuration that
was picked by i, the probability that j is not picked by i′ is ρ, while the probability that
j is also picked by i′ but then assigned in conflict resolution to i is (1− ρ)2. So the total
probability of j being assigned to i, when j is picked by i, is ρ+ (1− ρ)2 = 1− ρ+ ρ2.

Therefore, the expected contribution of j to i due to primary assignment to i is

E[Valij(y
p)] ≥ (1− ρ+ ρ2)Valij(y).

The above lemma implies the following corollary.

Corollary 3. Let j ∈ I be such that it can be assigned to players i and i′. The expected
contribution of j to the objective value due to primary assignment is

E[Valj(y
p)] ≥ (1− ρ+ ρ2)(Valij(y) + Vali′j(y)).

where ρ = xij. Moreover,

E[Valj(y
p)] ≥ 3

4
Valj(y).

Proof. We have 1−xij +x2ij = 1−xi′j +x2i′j = 1−ρ+ρ2, since xij +xi′j = 1. The expected
contribution of j to the objective value of the LP due to primary assignment is

E[Valj(y
p)] = E[Valij(y

p) + Vali′j(y
p)] = (1− ρ+ ρ2)(Valij(y) + Vali′j(y)) ≥ 3

4
Valj(y),

since 1− ρ+ ρ2 ≥ 3/4 for all ρ.

As we can see, the primary assignment already recovers a 3/4-fraction of the objective
value. It thus remains to prove that the secondary assignment recovers an additional constant
fraction of the objective value.
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Analysis of the Secondary Assignment

Let δ ∈ (0, 12 ) and γ > 0 be parameters to be defined later. Let

I = {j ∈ I : max{xij : i ∈ P} ≥ 1− δ ∨
Avgmax(j)j(y) ≥ (1 + γ)Avgmin(j)j(y)}

be the set of almost-integral items together with items that have big difference between
Avgmax(j)j(y) and Avgmin(j)j(y). Let H = I \ I be the remaining items.

By Corollary 2, Algorithm 3 recovers more than a 3/4-fraction of the value of each item
in I. Therefore, when the fraction of the objective value which corresponds to items in I is
non-negligible, we can improve over the approximation ratio 3/4. Hence, our troubles begin
when the contribution of items in I to the objective value is tiny.

More formally, if for some ε > 0, at least an ε-fraction of the LP value corresponds to
items in I, i.e. ∑

j∈I
Valj(y) ≥ εVal(y),

then Corollary 2 implies that∑
j∈I

E[Valj(y
p)] ≥

(
3

4
+ ε′

)
Val(y).

for some ε′ > 0 which depends on ε, δ and γ.
Since we know how to achieve a better than 3/4-approximation in this case, we can

make the assumption that less than an ε-fraction of the LP value comes from items in I.
We remove items in I and work under the assumption that all the items belong to H. The
removal causes a decrease in the LP value that is at most an ε-fraction of the original
LP value. For simplicity, we ignore this term for the rest of our analysis, up to the point
where we finalize the proof of Theorem 6.

From now on, assume that all items belong to H. Let y∗ be the rounded integral solution
after the secondary assignment step. First, we prove a lemma concerning the value we gain
from Algorithm 4 for each item in H, and then conclude the analysis by proving that the
approximation ratio of Algorithm 3 and Algorithm 4 is greater than 3/4. Let Alg be the
value of the rounded integral solution y∗. Then we have the following lemma.

Lemma 12. If all items are in H,

E[Alg] ≥
(

3

4
+
δ2(1− δ)2

15

)
Val(y),

where the expectation is taken over the random choices of Algorithm 4.

Proof. Fix item j ∈ H and let i and i′ be the players that j can be assigned to. The idea of
the proof is that the preprocessing step leaves a fraction of the total budget Bi +Bi′ either
unassigned or assigned to items that are removed with constant probability in the conflict
resolution. This constant fraction can be used by j in the secondary assignment.

We already analyzed the expected contribution of j due to the primary assignment in
Lemma 11, so we focus mostly on the secondary assignment in this proof. Item j gets
secondarily assigned if j was not assigned in the primary assignment to any of the players i
and i′. This means that player i picked configuration C and player i′ picked C′ such that
j 6∈ C ∪ C′. This happens with probability at least δ(1− δ), since j ∈ H. The preprocessing
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makes sure that at most a (3/4 + c)-fraction of the total budget Bi +Bi′ comes from items
that are assigned only to i or only to i′. Hence, when i and i′ pick configurations C and C′,
a value of at least (1/4− c)(Bi +Bi′) is completely unassigned or corresponds to items not
in Ii,i′ , i.e. items that are assignable to players other than i and i′.

With probability of 1 − xij′ item j′ ∈ C \ Ii,i′ is also picked by another player ` and
assigned to her with probability xij′ in the conflict resolution, and this is true even if we
condition on the event that players i and i′ picked C and C′ respectively. Since all items
are in H, xij′ ∈ [δ, 1− δ] and therefore each item j′ ∈ C \ Ii,i′ has a probability of at least
xij′(1− xij′) ≥ δ(1− δ) to not be assigned to i after conflict resolution. The same analysis
applies to player i′ and items in C′ \ Ii,i′ .

For the rest of the proof we make the assumption that items in C and C′ do not exceed
the budgets, i.e.

∑
j′∈C pij′ ≤ Bi and

∑
j′∈C′ pi′j′ ≤ Bi′ . This is without loss of generality,

because the opposite situation is the easier case. Suppose towards contradiction that the
lemma is false when

∑
j′∈C pij′ > Bi or

∑
j′∈C′ pi′j′ > Bi′ , but is true otherwise. After i

and i′ pick C and C′, scale down the valuations of items in C and C′ so that their total
valuations match exactly Bi and Bi′ , i.e. we use pijC and pi′jC′ as valuations. The expected
contribution of each item did not decrease with these new valuations, since we scale down
pij to pijC when calculating Valij(y) anyway. Therefore the lemma would be true in this
case as well, a contradiction.

Since
∑
j′∈C pij′ ≤ Bi and

∑
j′∈C′ pi′j′ ≤ Bi′ , in expectation at least a δ(1− δ)-fraction

of (1/4− c)(Bi +Bi′) is free after the conflict resolution, i.e. the total free value is at least

δ(1− δ)
(

1

4
− c
)

(Bi +Bi′) ≥
δ(1− δ)

5
(Bi +Bi′),

since we assume that c is small. This part of the budget is used in the secondary assignment
by j and other secondarily assigned items.

Suppose a b-fraction of i’s budget Bi is free after the primary assignment and let Ui be
the set of items that is secondarily assigned to i. By the definition of Val,

∑
j Valij(y) ≤ Bi

and Valij(y) ≤ pij . We use this to partition the freed-up budget bBi among all items
in Ui such that item j′ ∈ Ui is attributed an expected contribution of bValij′(y). Since∑
j′∈Ui

Valij′(y) ≤
∑
j′ Valij′(y) ≤ Bi, the total expected contribution of Ui is at most bBi.

Furthermore, since Valij′(y) ≤ pij′ , no item has expected contribution that is bigger than
its valuation.

Suppose that after the primary assignment an a-fraction of Bi is free and a b-fraction
of Bi′ is free. As j is secondarily assigned to players i and i′ uniformly at random, the
expected contribution of j due to the secondary assignment is

aValij(y) + bVali′j(y)

2
.

Without loss of generality, we can assume that Valij(y) ≥ Vali′j(y), so

aValij(y) + bVali′j(y)

2
≥ a+ b

2
Vali′j(y).

In expectation, at least a δ(1−δ)
5 -fraction of the total budget Bi + Bi′ is freed up, so

E[a+ b] ≥ 2δ(1−δ)
5 . Hence, the expected contribution of j during the secondary assignment

is at least
δ(1− δ)

5
Vali′j(y).
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For every pair of configurations C and C′ such that j 6∈ C ∪ C′, we have a lower bound
on the expected contribution of j during the secondary assignment. Since j ∈ H, players i
and i′ pick such C and C′ with probability at least δ(1− δ), so the expected contribution
of j due to secondary assignment is at least

δ2(1− δ)2

5
Vali′j(y).

Let ρ = xij . We have Valj(y) = ρAvgij(y) + (1 − ρ)Avgi′j(y) and Avgij(y) ≤ (1 +
γ)Avgi′j(y), where i′ = min(j), since j ∈ H. Therefore,

Valj(y) ≤ ρ(1 + γ)Avgi′j(y) + (1− ρ)Avgi′j(y) ≤ (1 + ργ)Avgi′j(y).

It follows that Valj(y)/(1 + ργ) ≤ Avgi′j(y). Since Vali′j(y) = (1− ρ)Avgi′j(y),

Vali′j(y) ≥ Valj(y)(1− ρ)

1 + ργ
.

We have ρ ≈ 1/2 and γ is a small constant, so Vali′j(y) ≥ Valj(y)/3. Therefore, the expected
contribution of j due to secondary assignment is at least

δ2(1− δ)2

5
Vali′j(y) ≥ δ2(1− δ)2

15
Valj(y).

By Corollary 3, the contribution due to the primary assignment is at least (3/4)Valj(y),
so the total expected contribution of j is at least(

3

4
+
δ2(1− δ)2

15

)
Valj(y).

The lemma follows from

E[Alg] ≥
∑
j

(
3

4
+
δ2(1− δ)2

15

)
Valj(y) ≥

(
3

4
+
δ2(1− δ)2

15

)
Val(y).

We are now ready to prove Theorem 6.

Proof of Theorem 6. Let us first assume that at least an ε-fraction of the LP value of the
original solution y comes from items in I, i.e.∑

j∈I
Valj(y) ≥ εVal(y).

Pick δ < 1/2 and by Corollary 2, the expected contribution of item j ∈ I is at least
(3/4 + ε′)Valij(y) for some ε′ > 0. Corollary 2 implies that items in H have expected
contribution at least (3/4)Valij(y), since ρ(1− ρ) ≤ 1/4.

Therefore, the expected value of the solution returned by Algorithm 3 is at least∑
j∈I

(
3

4
+ ε′

)
Valj(y) +

∑
j∈H

3

4
Valj(y) =

∑
j∈I

3

4
Valj(y) +

∑
j∈I

ε′Valj(y) ≥

∑
j∈I

(
3

4
+ εε′

)
Valj(y) =

(
3

4
+ εε′

)
Val(y)
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which proves the theorem in the case when at least an ε-fraction of Val(y) comes from items
in I.

Let us then consider the case where less than an ε-fraction of the LP value comes from
items in I. We can preprocess the solution y into a solution y′ that does not contain items
in I by removing all such items from any configuration in the support of y as well as from
the original instance. It follows that the LP value of y′ is at least an (1− ε)-fraction of the
LP value of y,

Val(y′) ≥ (1− ε)Val(y).

We then run Algorithm 4 on y′. By Lemma 12, E[Alg] ≥
(

3
4 + δ2(1−δ)2

15

)
Val(y′), so

Algorithm 4 recovers at least a value of(
3

4
+
δ2(1− δ)2

15

)
Val(y′) ≥ (1− ε)

(
3

4
+
δ2(1− δ)2

15

)
Val(y),

where the last inequality follows from Val(y′) ≥ (1− ε)Val(y).

The theorem follows by choosing appropriate δ and ε: fix any δ > 0, then ( 34 + δ2(1−δ)2
15 ) =

3/4 + η, where 1/100 > η > 0. Let ε = η/2, then (1− ε)(3/4 + η) ≥ 3/4 + η/2− η2/2 > 3/4,
since η(1− η)/2 > 0.

4.5 Improved Integrality Gap for the General Case

The previously best-known upper bound on the integrality gap of the configuration LP was
5/6 = 0.833 proved by Chakrabarty and Goel in [CG10]. We improve this to approximately
0.828. Unlike the previous result, our gap instance is not a graph instance.

Theorem 7. The integrality gap of the configuration LP is at most 2(
√

2− 1) ≈ 0.828.

Proof. For p, q ∈ N such that p < q, consider the following MBA instance: there are q
players li ∈ L for 1 ≤ i ≤ q with budget 1 and q players si ∈ S for 1 ≤ i ≤ q with budget p

q .
Additionally, there are p items cj ∈ R for 1 ≤ j ≤ p, each of which can be assigned to players
in L with a value of 1. Finally, for each i, 1 ≤ i ≤ q, there are q items oij ∈ Oi for 1 ≤ j ≤ q,
which can be assigned to li and si with a value of 1

q . An example with p = 2 and q = 3 is
drawn in Figure 4.3.

The optimal integral solution assigns p items from R to p distinct players in L; for each
player i that is assigned an item from R, we assign p items from Oi to si. Let i′ be one of
the q − p players which do not get an item from R, the optimal integral solution assigns the

q items from Oi′ to i′. The total value of the solution is p(1 + p
q ) + q − p = p2

q + q.
Consider the following fractional solution to the configuration LP. Every item in R is

shared by the q players in L, each with a fraction of 1
q . Furthermore, every player i in L is

assigned a fraction q−p
q of every item in Oi. More precisely, the configuration C = Oi has

yliC = q−p
q , so the budget of player li is completely filled.

Finally, every player si in S uses the unassigned fraction p
q of every item in Oi to form(

q
p

)
configurations of size p, which fill up the budget of i completely. Hence the value of the

fractional solution is q + q pq = q + p. Note that the total value of items is p+ q, so there
cannot be a better assignment.

Thus the integrality gap I(p, q) is

I(p, q) =

p2

q + q

p+ q
=

p2

q2 + 1
p
q + 1

.
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Figure 4.3: An instance with p = 2 and q = 3. Black squares are players in L, white squares
players in S. They have budgets 1 and 2/3 respectively. Items in R are black dots and items
in Oi are white dots with their values written next to them. An edge between a player and
an item denotes that the player is interested in that item.

For x ∈ R, the expression f(x) = x2+1
x+1 is minimized at x∗ =

√
2 − 1 and has f(x∗) =

2(
√

2− 1). Choosing p and q such that p
q is arbitrarily close to

√
2− 1, we can achieve an

integrality gap arbitrarily close to 2(
√

2− 1).

4.6 Hardness of Approximation

In this section we strengthen the known hardness results. First we prove hardness of
approximation 59/60 + ε for any ε > 0 in the graph case and then we prove that the known
(15/16 + ε)-hardness holds also for the restricted MBA.

Previously Chakrabarty and Goel in [CG10] proved hardness of approximation to within
a factor of 15/16 + ε for any ε > 0 by a reduction from Max-3-Lin(2). Recall that Max-3-
Lin(2) is the following problem: given m linear equations modulo 2 over n variables, each
equation containing 3 variables, find an assignment of variables to maximize the number of
satisfied constraints.

We modify this construction to use Max-2-Lin(2) which is the same problem, with the
difference being that each equation contains 2 variables. The important change is that we
create items for assignments that do not satisfy an equation, while the previous construction
used satisfying assignments. The use of equations of size 2 implies hardness for the graph
case, i.e. where each item can only be assigned to two players.

Theorem 8. For every ε > 0, it is NP-hard to approximate graph MBA to within a factor
of 59/60 + ε. Furthermore, this is true for the restricted instances where all players have the
same budget.

Proof. We reduce from an instance φ of Max-2-Lin(2). Let x be a variable occurring deg(x)
times in φ. We have two players 〈x : 1〉 and 〈x : 0〉 both with budgets deg(x) and an item of
value deg(x) that can only be assigned to these two players. The meaning of this item is
that if it is assigned to the player 〈x : a〉, then a truth assignment α has α(x) = a.
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For each equation x + y = b, there are two items 〈x : a1, y : a2〉 of value 1. Each such
item corresponds to an assignment α for which α(x) = a1, α(y) = a2 and a1 + a2 6= b. An
item 〈x : a1, y : a2〉 can be assigned to 〈x : c〉 only if c = a1 and to 〈y : d〉 only if d = a2.

Every item can only be assigned to two players, so this is a graph instance. Furthermore,
the valuation for both players is the same.

The analysis is now very similar to the one in [CG10]. We can prove that an optimal
assignment of items always assigns the items of value deg(x) and this can be translated into
a truth assignment α to variables. We have α(x) = a if an item of value deg(x) is assigned to
〈x : a〉. If α satisfies x+ y = b, i.e. α(x) +α(y) = b, we can assign both items 〈x : a1, y : a2〉,
because (α(x), α(y)) then have exactly one common value with a non-satisfying assignment
(a1, a2). Otherwise we can only assign one of them, since the budgets of 〈x : α(x)〉 and
〈y : α(y)〉 are fully used up. So if φ is δ-satisfiable with m equations, the MBA instance has
objective value

∑
x deg(x) +m(2δ + (1− δ)) = 3m+ δm.

H̊astad and Trevisan et al. in [H̊as01] and [TSSW00] proved that it is NP-hard to
distinguish instances of Max-2-Lin(2) that are at least (3/4− ε)-satisfiable and those that
are at most (11/16+ε)-satisfiable. Hence it is hard to distinguish between an instance of MBA
with objective value at least 3m+ 3

4m− εm = m(60/16− ε) and at most 3m+ 11
16m+ εm =

m(59/16 + ε), where m is the number of equations in φ.
Therefore the graph MBA is NP-hard to approximate to within a factor of 59/60 + ε.

The instance from [TSSW00] can also be modified to be regular, i.e. with all degrees deg(x)
the same, thus producing an instance with equal budgets. This can be done by splitting
each variable into more variables, as shown by Trevisan in [Tre01].

Let us now give a proof of hardness for the restricted MBA. The construction is the
same as the one of Chakrabarty and Goel in [CG10] but we reduce from a Max-3-Lin(2)
instance with stronger properties.

Theorem 9. For every ε > 0, it is NP-hard to approximate restricted MBA to within a
factor of 15/16 + ε. Furthermore, this is true for instances where all items can be assigned
to at most 3 players.

Proof. Chakrabarty and Goel in [CG10] prove the (15/16 + ε)-hardness for MBA instances
where all items can be assigned to at most 3 players, and they also have uniform prices, i.e.
for all items j there is a pj such that for all players i, pij ∈ {pj , 0}. They achieve this by
reducing the Max-3-Lin(2) problem to MBA. The Max-3-Lin(2) problem was proved to
be NP-hard to approximate within a factor of 1/2 + ε by H̊astad in [H̊as01].

We use the same proof but use a different starting point. The result of H̊astad can be
modified with the technique of Trevisan [Tre01] so that each variable in the Max-3-Lin(2)
instance has the same degree. The construction of Chakrabarty and Goel gives budget
4 deg(x) to the 2 players corresponding to variable x. Hence, if all variables have the same
degree, all players have the same budget.

4.7 Conclusion

We showed that the integrality gap of the configuration LP is strictly better than 3
4 for

two interesting and natural variants of maximum budgeted allocation: restricted and graph
MBA. These results imply that the configuration LP is strictly better than the natural
assignment LP and pose promising research directions. Specifically, our results on restricted
MBA suggest that our limitations in rounding configuration LP solutions do not necessarily
stem from the items being fractionally assigned to many players, while our results on graph
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MBA suggest that they do not necessarily stem from the items having non-uniform prices.
Whether these limitations can simultaneously be overcome is left as an interesting open
problem.

Finally, it would be interesting to see whether the techniques presented, and especially
the exploitation of the big items structure, can be applied to other allocation problems with
similar structural features as MBA (e.g. GAP).



Chapter 5

Conclusion

Linear programming is P-complete, so every problem solvable in polynomial time is solvable
efficiently using linear programming. However, such linear program might be very compli-
cated and impossible to understand. In the case of the max-cut problem, the best-known
approximation algorithm using linear programming is worse than the beautiful algorithm by
Goemans and Williamson [GW94] based on the geometric interpretation of a solution to the
natural semidefinite programming (SDP) relaxation. Perhaps this algorithm is as efficient
as the algorithm that follows from the proof of P-completeness of linear programming, but
the algorithm of Goemans and Williamson has served a much more important purpose:
our understanding of the max-cut problem increased immensely and later lead to better
approximation algorithms for a host of other problems. In fact a whole new research area
within approximation algorithms was born thanks to this new geometric interpretation.

Perhaps this work should be viewed in a similar light. In particular, the improvements
for the MBA problem are not that impressive but they show that the previously used LP
formulation is suboptimal. Maybe the configuration LP that we used turns out as successful
as the geometric SDP formulation. Only future will tell.

5.1 The (Limited) Power of Convex Relaxations

In the last decade or two, more powerful convex relaxations have been studied in compu-
tational complexity and the results have been mixed. For problems like minimum vertex
cover, a very simple linear program seems to lead to the best algorithm. For other problems
like maximum bisection [RT12, ABG13] or unique games [BBH+12], sophisticated SDP
hierarchies turned out to be helpful.

An interesting area is that of extended formulations. Suppose we want to solve a linear
program with exponential number of constraints, like the dual of the configuration LP. We
can view the linear program as a polytope P which can be expressed as a projection of a
high-dimensional polytope Q to a smaller subspace. Q is called the linear extension of P . If
the number of inequalities in Q is polynomial, optimizing over Q would efficiently find an
optimal solution to P . Unfortunately, this approach would not work for many problems,
since we know that their extension complexity—the lowest number of inequalities in Q—is
high. Such problems include the traveling salesman problem [FMP+12] and approximating
maximum clique [BM13].

Interestingly, the matching polytope has exponential extension complexity [Rot14] but
matching has a polynomial algorithm anyway. Thus these negative results can only rule out
a certain class of LP-based algorithms, albeit often quite large.
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The technique of proving lower bounds for extended formulations has later been general-
ized to other LP formulations by Chan et al. [CLRS13] and Braun et al. [BPZ14], as well as
SDP formulations [LRS14].

Another class of more powerful convex relaxations are the so-called hierarchies. In
Section 4.2, we showed that the configuration LP is derived from the assignment LP by
considering triples of items, quadruples, etc. The size of the sets in a configuration LP is
unbounded which leads to an exponential size of the LP. In a degree-d hierarchy, subsets of
size at most d are considered, so the size of the relaxation is nO(d), which is polynomial if d
is a constant. For example, in the case of degree-d hierarchy for independent set, we have a
variable xS for a subset S of vertices such that |S| ≤ d. This variable indicates whether all
vertices in S are in the independent set or not. If two vertices from S are neighbors, then S
cannot be a part of a larger independent set, so we have a constraint that variable xS is 0.
Constraints in the hierarchy also ensure consistency. For example, if xS > 0 and i ∈ S, then
x{i} is also non-zero.

There are two types of LP hierarchies called Sherali-Adams and Lovász-Schrijver. On
the other hand, the Lasserre hierarchy, which is also called the sum of squares hierarchy, is
an SDP hierarchy. The Lovász-Schrijver and Sherali-Adams hierarchies are weaker than the
Lasserre hierarchy. We refer the interested reader to the excellent survey by Chlamtáč and
Tulsiani [CT12] that contains definitions of all the mentioned hierarchies.

Except for the previously mentioned approximation algorithms for unique games and
maximum bisection, the use of hierarchies lead to better algorithms e.g. for the max-cut
in dense graphs [dlVKM07] and the hypergraph independent set [CS08]. On the negative
side, we know that for the minimum vertex cover a certain relaxation strengthened by
the Lovász-Schrijver hierarchy needs a super-constant degree to get better than a (2− ε)-
approximation [GMPT10]. Another example is the max k-XOR problem whose integrality
gap stays 2 − ε even when using a degree-Ω(n) Lasserre hierarchy [Sch08]. We refer the
interested reader again to the survey by Chlamtáč and Tulsiani [CT12] that contains more
examples of positive and negative results.
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