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In this thesis a method is presented to provide a 3D visualization of the human kidney
and surrounding tissue during kidney surgery. The method takes advantage of the high
detail of 3D X-Ray Computed Tomography (CT) and the high time resolution of
Ultrasonography (US). By extracting the geometry from a single preoperative CT scan
and animating the kidney by tracking its position in real time US images, a 3D
visualization of the surgical volume can be created. The first part of the project
consisted of building an imaging phantom as a simplified model of the human body
around the kidney. It consists of three parts: the shell part representing surrounding
tissue, the kidney part representing the kidney soft tissue and a kidney stone part
embedded in the kidney part. The shell and soft tissue kidney parts was cast with a
mixture of the synthetic polymer Polyvinyl Alchohol (PVA) and water. The kidney
stone part was cast with epoxy glue. All three parts where designed to look like
human tissue in CT and US images. The method is a pipeline of stages that starts with
acquiring the CT image as a 3D matrix of intensity values. This matrix is then
segmented, resulting in separate polygonal 3D models for the three phantom parts. A
scan of the model is then performed using US, producing a sequence of US images. A
computer program extracts easily recognizable image feature points from the images
in the sequence. Knowing the spatial position and orientation of a new US image in
which these features can be found again allows the position of the kidney to be
calculated. The presented method is realized as a proof of concept implementation of
the pipeline. The implementation displays an interactive visualization where the kidney
is positioned according to a user-selected US image scanned for image features. Using
the proof of concept implementation as a guide, the accuracy of the proposed
method is estimated to be bounded by the acquired image data. For high resolution
CT and US images, the accuracy can be in the order of a few millimeters.
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Sammanfattning
Då njursten behandlas med titthålsoperation finns det begränsade möjligheter
att se vad som händer för att vägleda ingreppet. Detaljerade 3D bilder kan
tas före operationen med hjälp av datortomografi (CT) för att undersöka
patientens njure och hur den ligger. Dessa bilder används för att planera
ingreppet. Detta hjälper dock bara för att ge en övergripande bild inför operationen, njuren rör sig nämligen då patienten andas. För att följa njuren
under dess rörelse kan röntgen användas. Detta förbättrar situationen lite
då dessa bilder kan tas flera gånger under operationen för att se njurens
position just då. Tyvärr ger röntgentekniken en stråldos till patienten och
personal i närheten som i allt annat än små mängder är skadligt och på sikt
kan ge cancer. Ett annat alternativ är att använda sig av ultraljud (UL) för
att se hur njuren rör sig under operationen. Denna teknik använder sig av
ljudvågor och är ofarlig. Dessutom ger UL nya bilder många gånger i sekunden så att njurens position hela tiden är känd. Nackdelen med UL är att det
ger bilder av låg kvalitet och att det därför kan vara svårt att urskilja detaljer.
Denna rapport presenterar en metod för att visa en 3D bild av den mänskliga
njuren under en sådan operation. Metoden kombinerar CT och UL för att
dra nytta av bådas fördelar. Idén är att njurens utseende tas från en CTbild och dess position under operationen från UL-bilder. Under projektet
har en prototyp tagits fram i form av ett datorprogram som utför metoden.
Prototypen använder sig av en CT-bild och flera UL-bilder. Dessa bilder
togs på en modell av den mänskliga njuren som byggdes för ändamålet. Att
ta bilder på en modell istället för en människa förenklar förändring av omständigheter och underlättar utvecklingsarbetet.
Modellen av vilken CT- och UL-bilderna tas består av tre delar. Den första
delen är njurdelen. Denna representerar den mänskliga njuren och efterliknar den till storlek och form. Den andra delen representerar en njursten
och sitter fast inuti njurdelen. Den sista delen representerar kringliggande
vävnad och är formad som en stor, ihålig cylinder. Njurdelen är upphängd
inuti cylinderns ihålighet med plats nog runtom för att kunna förflyttas lite.
Dessa tre delar konstrueras av material som har liknande egenskaper som
motsvarande mänsklig vävnad har i CT- och UL-bilder. Påg grund av detta
påminner bilderna tillräckligt mycket om CT- och UL-bilder tagna på människor och kan användas utan problem i arbetet.
Det tillvägagångssätt metoden består av är uppdelat i ett flertal steg. Det
första steget är att bygga en 3D datormodell utifrån en CT-bild. Efter det
skannas patientens njure av med UL för att bygga en databas över hur den
ser ut i UL. Denna skanning består av några hundra genomskärningsbilder
som tas längsmed njuren där varje bild bidrar med information till databasen.
Detta följs av ett manuellt steg där en läkare markerar motsvarande punk-

v
ter i CT- och UL-bilderna så att ett datorprogram kan veta hur de relaterar
till varandra. Med informationen från dessa steg behövs bara en UL-bild
av patienten för att kunna räkna ut positionen av njuren. Programmet gör
detta genom att undersöka UL-bilden och jämföra den med databasen från
steg två. Utifrån detta kan programmet känna igen njuren i UL-bilden och
således räkna ut dess position. När positionen är känd kan en 3D bild visas
där den 3D datormodellen uppbyggd från CT-bilden visas med njuren förflyttad enligt den uträknade positionen.
Prototypen som tagits fram utför metoden som presenteras i denna rapport. Den har utvecklats och testats med hjälp av CT- och UL-bilderna som
togs på den konstruerade njurmodellen. Prototypen visar en interaktiv visualisering där njurmodellen visas i 3D och användaren får välja den ULbild som ska användas för att ta ut position. Med prototypen som grund
uppskattas metodens noggrannhet till att begränsas av upplösningen på de
CT- och UL-bilderna som används och noggrannheten i position från vilken
den användarvalda UL-bilden tas. För högupplösta CT- och UL-bilder kan
noggrannheten vara på ett par millimeter.
Arbetet i detta projekt leder inte direkt till en medicinsk tillämpning men utgör ett första steg. Framtida förbättringar kan leda till en sådan tillämpning
och för att komma dit behöver metoden förbättras och dess steg utvecklas.
Framförallt behöver behandlingen av bilder utföras i 3D istället för 2D som
prototypen gör. Genom att också använda sig av en tredje dimension skulle
både noggrannheten i den position som räknas ut och detaljrikedomen i
den 3D bild som visas att förbättras. Förutom detta behöver de algoritmer
som används av prototypen bytas ut eller utvecklas till mer avancerade versioner för att klara av den ökade variationen som ofta finns i både CT- och
UL-bilder i vården jämfört de som togs på njurmodellen.
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Glossary
C-Arm Mobile radiographic scanning device. xii
intraoperative Something performed during a medical operation. xi, xiv
laparoscopic surgery A technique for minimally invasive surgery where
a remote controlled camera probe is inserted into a patient and used
to see the surgical elements during the operation. xi, xii
preoperative Something performed before a medical operation. xi, xiii,
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Introduction
Background
In medicine it is often of interest to be able to look inside a patient using
different medical imaging techniques. The purpose can vary from diagnosis
of symptoms and routine controls to preparation for, or use during, surgery.
Medical surgery requires good knowledge of the surgical volume to ensure
patient safety and the success of the procedure. The most straight forward
solution is direct line of sight during open surgery. This approach can however for example be dangerous, expensive and increase scarring and is thus
often avoided.
When open surgery can be avoided, other so called minimally invasive surgery
techniques can be used such as laparoscopic surgery. Using such techniques
the surgeon insert instruments such as graspers and scissors into the body
through small incisions to minimize invasiveness. Here preoperative and
intraoperative scans of the body and cameras on the instruments can help
direct the surgeon during the procedure.
Surgery to remove kidney stones is a prime example of varying techniques
depending on the circumstances of the operation. Factors that influence
the choice of treatment are for example the stone’s size, location, chemical
composition, any medication the patient is taking, preference of the patient
among others.
Very small stones (less than 5 mm in diameter) often pass through the patient within a few weeks after symptoms, without requiring medical treatment. Most small to medium sized stones (less than 2 cm in diameter)
can be treated using shock wave lithotripsy where high intensity ultrasonic
waves are focused on the stone to break it into smaller parts that can pass out
of the patient without further treatment. These are considered non-invasive
treatments because no skin is broken. When these methods cannot be used
or are not effective, more invasive methods are generally needed such as laparoscopic surgery. Here the body can be entered through small incisions
through with smalled stones can be extracted. In case of larger stones, they
xi

xii
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might first have to be broken into smaller parts before they can be extracted
through such an incision. If nothing else is applicable, open surgery might
have to be used.

Motivation
The type of treatment considered in this project is laparoscopic surgery where
kidney stones are removed through an incision in the patients lower back.
Here a tunnel is created into the body that is expanded until the stones can
be extracted. This form of treatment is risky and does not always succeed,
and there are mainly two reasons for this. First, the tunnel is relatively long
since the stones are located deep within the body. Second, the kidney itself
moves during breathing and is thus not fixed in place. This is problematic
because the target area is the scale of a few millimeters. Thus, careful preparation and much experience is needed for the operation to succeed.
Generally, a X-Ray Computed Tomography (CT) scan is taken of the patient
in beforehand to study its anatomy and plan the operation. There are however not many tools in the form of scans or visualizations that can be used
during the operation. The doctors can for example take scans stills using
C-Arm devices or use Ultrasonography (US), but there is a lack of real time,
3D visualization technologies that give the surgeons a complete view of the
current situation.
To improve the situation, a means of visualizing the current position of the
kidney and the tools used in real time is desired. A precise solution that
could be used to guide the surgeon during the operation could improve not
only safety and the rate of success, but also make it easier for new surgeons
to learn the procedure.
The desired visualization would show the patients kidney and the surrounding tissue in high geometric detail. Moving parts such as the kidney would
be precisely positioned, in real time, and tools would also be visible in the
image. Ideally, the visualization would be three dimensional with the ability
to rotate, zoom and pan the view.

Proposed Method
There exists an opportunity to implement the above described solution by
combining the benefits of the CT and US imaging techniques. Images taken
using CT are highly detailed and one such image taken before the operation
can provide the geometry for the visualization. US on the other hand has
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a high resolution in time and can thus be used for real time imaging. Such
real time US images can be used to track the current position of the kidney.
There are added complexities in visualizing the surrounding tissues but in
the context of kidney surgery, the position of the kidney is most important.
However, the success of the operation depends on not damaging certain
parts of the body, such as the pleurae surrounding the lungs, and thus it
would be beneficial to also show their positions. Tools used by the surgeon
could be placed in the visualization by means of for example magnetic tracking or US.
This method involves using Image Analysis (IA) and Computer Vision (CV)
methods for tracking the kidney’s position in the US images and extracting
its geometry from the CT image.

Related Work
The problem of fusing real time US data with detailed preoperative data
is of great interest in the field of medical imaging. It has been previously
researched in several contexts with varying types of preoperative data. This
section discusses related work within these areas after a brief overview of
previous works regarding construction of imaging phantoms for use in both
CT and US images.

Imaging Phantom
To evaluate properties and reproducibility of the commonly used material
Polyvinyl Alchohol (PVA) cryogel for imaging phantom construction, Fromageau et al. [10] defined a rigorous fabrication process to optimize reproducibility. From measurements of the phantoms produced according to the
process, they present the acoustic and mechanical properties of PVA and the
influence of the number of freeze-thaw cycles and acoustic scatters added.
Surry and Peters [19] constructed a brain model from a high quality 3D
Magnetic Resonance Imaging (MRI) dataset for the purpose of validating
research in US–MRI integration. They used PVA cryogel as the material
for the model and imaged it in CT, MRI and US. The surface contour was
compared between the images and the original dataset.

US Tracking
Chang et al. [5] developed a real time tracking system for kidney stones. The
system combines shock wave lithotripsy with accurate real time tracking of

xiv

INTRODUCTION

the targeted kidney stones to reduce the number of shocks needed and decrease the treatment time. Their approach was to develop a computer software module for US image processing that tracks the kidney stone position.
This was combined with another software module that controlled the shock
wave generator using the tracked kidney stone position to improve target
accuracy.
Zhang, Günther, and Bongers [25] presents an application of a probabilistic
tracking approach for real time tracking in US images. Their tracking approach is contour based and capable of tracking in five degrees of freedom
(translation, scaling and rotation in the plane) in noisy and low contrast US
images.

Registration of CT and US Images
Using a 4D preoperative MRI dataset Linte et al. [14] built a model of the
human heart. A detailed average heart model is adapted to each time frame
of the preoperative MRI dataset using a non-rigid featured based registration method. This 4D adapted heart model is then registered onto the intraoperative US image using a rigid featured based registration method to
provide a real time 3D visualization of the current state of the heart. The 4D
adapted heart model is synchronized in time with the US image by means
of Electrocardiogram–gating.
In the context of radiotherapy, Wein, Röper, and Navab [24] registered US
onto a preoperative CT image. To allow fast iterative registration of an US
image onto an arbitrary slice of the CT image, the CT image was preprocessed into an intermediate format. For more on the subject of accurate
radiotherapy treatment, see Murphy [17] for an overview.

Problem Formulation
The goal of this project is to develop a proof of concept computer program
for extracting the position of the human kidney from a combination of one
still CT image and a time series of several US images. The purpose of the
program is to demonstrate the feasibility of this approach of tracking the
kidney.
A requirement for the development of the computer program is access to CT
and US images. These images need to depict the relevant parts of the human
body around the kidney. It is however not a goal for the proof of concept
to be able to handle the kind of variation and noise that can be present in
real world images. Therefore, an imaging phantom that models the human
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kidney and simplified surrounding tissue is needed. Images of this phantom
is taken using both CT and US.
The computer program is written in Python because of the ease of prototyping, familiarity and the great availability of useful libraries, in particular
OpenCV and NumPy.

Research Questions
As is stated above, the goal of this project is to assess the feasibility of the
proposed method. More specifically the project aims to answer how such a
solution works in practice. Important questions here are what kind of US
images are needed, possible accuracy of the method and the computational
requirements. The required US images affect the complexity of the setup
and the amount of work that has to be performed before and during an operation. Accuracy affects the reliability of the method. Computational requirements affect how fast an updated position can be found and thus how
technologically and economically realistic the method is.
This project aims to answer the following questions. What US images are
needed to position the kidney? How accurate can the proposed method be
when using images from commonplace US and CT equipment? How computationally complex algorithms are needed to calculate a position?

xvi
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Chapter 1

Medical Imaging
Techniques
The basis of this project is medical imaging, which refers to techniques used
to produce images of living beings usable for medical purposes. This project
is concerned with two such techniques, X-Ray Computed Tomography (CT)
and Ultrasonography (US), both of which are widely used in medicine. The
purpose of this chapter is to give the reader a basic understanding of these
techniques.
The chapter is split into four sections. The first describes X-Ray imaging
on which CT imaging is based. The second and third sections describe CT
imaging and US imaging respectively. The fourth and final section discusses practical limitations when these technologies are used during medical surgery.

1.1 X-Ray Imaging
X-Rays refer to electromagnetic radiation between ultraviolet light and gamma
rays in the electromagnetic spectrum. Radiation in this part of the spectrum
have an interesting property in that it can pass through solid matter to varying degrees. What happens is that some of the X-Rays are absorbed by the
material they pass through, and it is more likely to happen the denser the
material is. This property is exploited for many purposes in what is called
X-Ray imaging. It works by placing an object to be imaged between an XRay emitter and a detector. By rotating the object or placing the detector
and emitter in different positions, one can examine the absorption properties of different parts of the object along the line between the emitter and
the detector.
1
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A simple two dimensional setup of this is a single X-Ray emitter, sending out
X-Rays in all direction in the plane, placed on one side of an object and a
detector screen placed on the other side. The detector screen will record different intensities of incoming X-Rays in different positions on the screen,
creating a one dimensional image of the object, see Figure 1.1. This technique can for example be used to find broken bones and in three dimensions
a similar setup can create a two dimensional image. The contents of the image at a particular point represents an integration of the absorption of the
object along the line from the source to the image point.

Intensity

Emitter

Object

Detector

Figure 1.1: A simplified schematic of an X-Ray imaging system. An emitter acts as a source of X-Ray radiation. The X-Rays hit the detector screen,
some of them passing through the object. The longer an X-Ray travels
through the object, the weaker it gets. This is reflected on the detector
screen. Areas on the detector screen with a low incoming intensity of XRays are bright while areas with a higher incoming intensity are darker.

Such absorption images have been used in medicine since shortly after German physicist Wilhelm Röntgen studied the X-Ray in the late 1800s. The
detectors used were at first different kinds of photographic film but in modern applications there are also systems more akin to digital cameras with
arrays of digital detectors.

1.2. COMPUTED TOMOGRAPHY
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1.1.1 Risks
X-rays are what is known as ionizing radiation. This is a form of radiation
that has enough energy to potentially cause damage to DNA. Therefore, exposure to X-ray radiation can increase the chance of cancer later in life, see
Brenner et al. [3].
When the X-ray and its properties was discovered, these risks were all unknown but have since then been studied extensively. Brenner and Hall [2]
review the subject and note the increase in numbers of CT scans taken and
discuss the known effects on tissue. They continue by pointing out assessments based on epidemiologic data of the number of fatal cancer cases in
the United States that can be attributed to a CT scan and estimate it might
be as high as 2% of cases.

1.2 Computed Tomography
A CT image is effectively a three dimensional X-ray image. One is constructed by taking many X-ray images of the same object from different
viewpoints around it. These images are then used in a procedure called tomographic reconstruction that produces a set of cross-sectional images of
the object. These images can then be stacked to produce a three dimensional
image.
Modern CT machines can take a CT image of a patient in one smooth motion. The typical setup places the X-ray source and a detector array on opposite sides of a circle. The patient lies on a motorized table that slides through
this circle during a scan. See Figure 1.2 for an illustration. Thus, the source
and detectors have effectively moved in a helix around the patient and the
procedure is referred to as a helical scan CT.
A helical scan CT records a large set of information regarding X-ray absorption along the paths from the X-ray source to the detectors. The absorption
along such a path is the line integral of the X-ray radio-density of the object
along the path. This information can then be rendered into cross-sectional
images and thus build a CT image. This process is called tomographic reconstruction and is based on work from the early 20th century by the Austrian
mathematician Johann Radon.

4
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Figure 1.2: Typical setup during a modern CT scan. The patient lies on
a motorized table and the X-ray source and detectors are setup on opposite sides of a circle around the patient. During the scan the table slowly
slides through the circle while the X-ray source and detector array rotate in
concert. Because the table is sliding, the source’s and detectors’ movement
relative the patient is not in a circle but a helix. During this so called helical
scan CT, the detectors capture images continuously. These images are rendered into cross-sectional images of the patient after the procedure using
spiral computed tomography. Image source: US Food and Drug Administration

1.3 Ultrasonography
US is an imaging technology that utilizes ultrasound to see into solid objects.
Ultrasound refers to any sound with a frequency above 20 kHz, the limit of
what humans can hear. In medical US applications, however, frequencies
in the lower MHz range are most commonly used. US uses a device called a
transducer that can convert sound waves to and from electrical signals. The
US machine sends a strong electric pulse to the transducer which causes it to
emit a sound pulse. The machine then listens for echoes of the sound pulse
using the transducer. Echoes are produced whenever a sound wave travels
into a material with a different acoustic impedance, such as the transition
from surrounding tissue into the kidney, see Ng and Swanevelder [18].
When receiving an echo, the US machine measures, among other things,
the intensity of the echo and the time it took the echo to travel back to the
transducer. Using this information the machine can determine the distance
to the site at which the echo was generated. The machine uses this informa-
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tion to render an image, see Figure 1.3 for an example ultrasound image of
the kidney. The resulting images can often be grainy and contain shadowing. The graininess is caused by the sound waves traveling through tissue
and reflecting back in small amounts as it passes through impurities. Shadowing is caused by dense material like bone that reflects all sound back,
shadowing all tissue behind it. Because of these properties, any acquired
image is projection dependent. Imaging the same area from another point
of view will generally result in different image.

Figure 1.3: Ultrasound image of the human kidney. The image is quite
grainy and the kidney stone is shadowing tissue in the lower parts of the
image. Image source: Wikimedia Commons.
Because of the high frequency of the sound waves used and the relatively
high speed at which sound travels through tissue, the whole process of transmitting a sound pulse, receiving echoes and finally rendering an image takes
very little time. An US machine can therefore render a new image very fast
and update the view many times a second. This gives a high accuracy in time
and allows for real time visualization of fast paced motion.

1.4 Limitations in the Operating Room
There are limitations on how useful CT and US can be during an operation
depending on the situation. CT imaging cannot be used for real time applications due to the time it takes to acquire an image. On top of that, there
is also the problem of radiation doses to the patient and perhaps especially
the physician who might perform many operations per week and thus get a
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very high does over time. Further, CT machines are very expensive and a
given hospital might only own a couple of them.
US imaging on the other hand is mostly harmless under normal circumstances and very good for real time applications but gives a considerably
less detailed image. For some forms of examinations and operations this
poses no problems but in others, where high precision is of utmost importance, US imaging is much less attractive.
These limitations leave some things to be desired of the current state of medical imaging. Ideally there would be an imaging technology that gives 3D
images of the same quality as CT images, updated in real time while being
harmless to patients.

Chapter 2

Imaging Phantom
The proposed method of tracking the kidney uses a combination of Ultrasonography (US) and X-Ray Computed Tomography (CT) data. In order to
reach the project goal of creating a proof of concept program that demonstrates the feasibility of this method, such data are needed. Therefore, images have to be created specifically for this purpose. To create such images,
an imaging phantom need to be built. This phantom acts as a model of the
relevant parts of the human body around the kidney and can be imaged using both US and CT. This approach allows the creation of ideal images and
makes it easier to iterate during development. Further, the model can be
made simpler than the real tissue to limit the scope of the project.

2.1 Requirements
The functional requirements of the imaging phantom are that it has to resemble the human kidney, with a kidney stone, and surrounding tissue. This
model needs to appear as human tissue in both CT and US images. Since the
human kidney moves during breathing, and the goal of the project is to be
able to track this movement, the kidney part of the imaging phantom need
to be movable inside the surrounding tissue parts to simulate this.
The technical requirements that follow from this are that the different parts
of the imaging phantom need to emulate the relevant properties of the corresponding human tissue in both CT and US images. For CT imaging it is
the absorption of X-ray radiation that need to be emulated. For US, it is the
acoustic transmittance and scattering properties that are relevant.
The practical requirements are that the imaging phantom has to be easy to
design and build without advanced tooling and materials. It can also not
7
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cost too much in materials or time and the finished model has to be easy to
handle and not too brittle.

2.2 Materials
As described in Section 1.3, an US machine measures the acoustic impedance
as it varies throughout an object by listening for echoes of ultrasound pulses.
Therefore, it is very important that the used materials mimic the acoustic
impedance of the relevant tissue when constructing an imaging phantom.
Another important visual property of tissue in US images is speckles and
grain. These are produced because of imperfections in the tissue. This need
to be emulated in order to visually look like the relevant tissue in images.
For CT images, the property that is measured is the amount of radiation that
is absorbed by the object being imaged. Therefore, to emulate tissue in such
images, the chosen materials must have an X-rays radiodensity that match
with the tissue in question, see Section 1.2.

2.2.1 PVA-Water Mix
A material that has previously been used to construct imaging phantoms
for US use is Polyvinyl Alchohol (PVA) mixed with water, see for example
Brusseau et al. [4]. Heating up a mix of PVA and water results in a gel that
stiffens when put through a freeze-thaw cycle, see Surry et al. [20]. The
resulting material has properties similar to human tissue when imaged in
US which makes it a good choice as the material for the soft tissue parts
of the imaging phantom. The acoustic impedance of the material can be
increased through additional freeze-thaw cycles. Graphite can also be added
to the mix to increase speckles and make the final phantom appear more like
human tissue.
In order to match the radiodensity of the relevant human tissue, a substance
such as iodine can be added to the PVA-water mix to increase it. Iodine has
a high atomic number and is therefore radiodense. This assumes the radiodensity of the original mix is below that of human tissue. This seemed
reasonable from preliminary calculations of the radiodensity based on its
chemical components and was verified empirically before the construction
of the phantom. The empiric tests involved casting small samples of the
PVA-water mix with added graphite and increasing amounts of added Iodine. The samples were imaged in a CT scanner after which the most suitable mixture was identified. See Appendix A for the recipe.

2.3. DESIGN

9

2.2.2 Epoxy Glue

The kidney stone part of the imaging phantom requires a solid material with
high acoustic impedance. For this purpose, off the shelf Epoxy glue is well
suited. Further, it is easily acquired, moderately easy to handle, can be cast
in a mold and stiffens within 24 hours into a plastic like, hard and solid object. Since the stiffened Epoxy behaves like hard plastic, it is safe to assume
it will look like other solid objects in US, namely very similar to a kidney
stone.
The requirements for the stone part does not state that a specific radiodensity is required. It is however important that the radiodensity is significantly
higher than the other parts such that the stone is easily discernible. Korkut et al. [13] performed measurements of the linear attenuation coefficient for Epoxy and found it to be 0.06 µ/cm at X-ray energies of 85 keV , in
the range of clinical CT scanners. Water has a linear attenuation coefficient
of 0.02 µ/cm at the same X-ray energies energies, see Hubbell and Seltzer
[12]. The expected Hounsfield value for Epoxy is thus

1000

0.06 − 0.02
= 2000 HU
0.02

which is as high as human bone and thus perfect for this application.

2.3 Design

As the requirements state, the phantom need to consist of tissue around the
kidney, the kidney itself and a kidney stone somewhere inside the kidney.
To implement this, the phantom was constructed in three parts. The part
representing the surrounding tissue is the shell, see Figure 2.1. The shell is
in a curved, cylinder shape with a cavity in the center.

10
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Figure 2.1: Bottom half of the shell part of the imaging phantom. This
part represents tissue surrounding the kidney and forms a background in
US images. It is a hollow barrel-shaped cylinder, inside of which the kidney
can be placed with room to spare. Access to the cavity is given by one hole
at the bottom and one hole at the top of the shell. The string attached to and
used for moving the kidney can be operated through these holes.

The two other parts make up the kidney. The first is the kidney itself, a
soft tissue part in the shape and approximate size of a human kidney. The
second represents a kidney stone and is placed inside the soft tissue part.
This two part kidney model fits inside the cavity of the shell, with room to
spare.
The requirements also state that the kidney must be movable inside the surrounding tissue. To implement this, the kidney is fastened on a string that
comes out on both sides of the shell. Using this string, the kidney can be
moved back and forth inside the cavity of the shell.
Since the phantom need to be scanned in US, all parts are submerged in water inside of a box. This is needed because of the very low acoustic impedance
of air relative to the phantom parts which would result in the US waves being reflected whenever they hit air, making anything behind invisible in images. Water on the other hand has an acoustic impedance much closer to the
phantom parts and will act as a medium for the waves to travel through in
between the phantoms parts. The water filled box is small enough to fit inside a CT scanner but big enough to fit the shell and give some room around
it to handle the string, see Figure 2.2 for a sketch of the setup.

2.4. CONSTRUCTION
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Figure 2.2: A cross-section of the imaging phantom setup. The kidney
soft tissue part (green) is placed inside the shell part (red), all submerged in
water. The kidney stone part (blue) is fixed inside the soft tissue part. The
kidney part is connected to a string that runs through the shell part. The
string passes through the holes at the ends of the shell and can be used to
move the kidney.

2.4 Construction
The three imaging phantom parts were all cast. The shell part was cast with
12 l of the PVA-water mixture described in Section 2.2.1. The mold was
made of plastic and in a cylinder shape. Centered inside the cylinder and
along its long axis ran a pipe of 5 cm in diameter. Centered in the cylinder,
with the pipe running through it, was an ellipsoidal body that had a diameter
of 20 cm and was 25 cm long. The purpose of the ellipsoid was to create the
cavity for the kidney during casting. The purpose of the pipe was to keep the
ellipsoid in place and create holes at the ends of the cylinder for the string
connected to the kidney part. After casting the shell part, it was put through
two freeze-thaw cycles according to the recipe in Appendix A.
As described in the previous section, the kidney is made up of two parts. The
stone part was cast with 40 ml of ”5-minute” Epoxy glue (Loctite POWER
EPOXY UNIVERSAL 5 min) in a mold made of gypsum. The mold was modeled after a kidney stone from a medical training equipment. After casting,
the mold was left to rest for 24 h to let the glue harden. The soft tissue part
was cast with the same PVA-water mixture described in Section 2.2.1 as the
shell. The mold was made of plastic and its cavity was shaped and sized
similar to a human kidney, see Figure 2.3. During casting, the stone was
held in place inside of the mold of the soft tissue part by a mount. Thus,
the stone ended up enclosed in the soft tissue part. After casting, the now
joined kidney parts were put through two freeze-thaw cycle according to the
recipe in Appendix A.
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Figure 2.3: The bottom half of the mold used to cast the kidney. The upper
half is similar. They are held together by metal pins on the upper half that
connect to the holes seen on the bottom half. The cavity they create is 12 cm
long and shaped like a human kidney.

Once cast, the shell part was submerged in water inside a big bucket. The
joined kidney parts were held inside the shell on a string. The string was
mounted on the shell through the holes created by the pipe that ran through
it during casting. The string was tied to a plastic film wrapped around the
joined kidney parts. To ensure that no air ended up inside the plastic film,
the wrapping took place under water and the wrapped kidney was kept under water for as long as it was used.

2.5 Acquired Images
The imaging phantom was created for the sole purpose of imaging it. The
images needed for the project was a three dimensional still CT image of the
phantom combined with a time series of US images used for tracking. The
CT image need to include the whole phantom such that its geometry can be
extracted. The US images need to include a two dimensions in space and
time sweep scan of the kidney such that it is completely covered in US for
later matching. The US images also need to include 2D images representing
slices of the kidney as it is moved using the string. This is to simulate its
movement in the human body relative to the surrounding tissue.

2.5.1 CT image
The whole box containing the imaging phantom submerged in water was
imaged in a CT scanner at Karolinska Institutet (KI). The image was rendered into a 999 × 512 × 512 voxel volume.

2.5. ACQUIRED IMAGES
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In the CT image, the shell was measured to 50 HU , similar to human organs
such as the liver. The soft tissue part of the kidney was measured to 30 HU
which is similar to the human kidney. The stone was measured to 150 HU
which is similar to low density kidney stones, see Motley et al. [16]. All of
these values fulfill the requirements stated in Section 2.1.

2.5.2 US images
The US images were taken at Royal Institute of Technology: School of Technology and Health (KTH-STH) using a General Electric (GE) US machine.
Images taken included 2D movies, stills and time series of stills. The images
were taken with the kidney part’s long axis both parallel and perpendicular
to the imaging plane. The movies and the time series of stills were taken as
the kidney was moved in the direction of it’s long axis using the string.
The acoustic impedance and graininess of the soft tissue parts were similar
to that of human tissue. The acoustic impedance of the stone part was very
high and reflective in US just like real kidney stones. These are the properties that were sought after and the images will be well suited for use during
the rest of the project.

14
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Chapter 3

Data Manipulation Pipeline
The proposed method of tracking the kidney is implemented as a pipeline
of transformations on data, see Figure 3.1. The input data to the pipeline
are the X-Ray Computed Tomography (CT) and Ultrasonography (US) images. The final output is a 3D visualization of the imaged kidney, positioned
according to the US images.
The pipeline starts at the acquired US and CT images. The CT image is converted from the original DICOM format, see Digital Imaging and Communications in Medicine: The DICOM Standard [8], into a simple file format
designed for this particular purpose, see Appendix B.1. This format is used
by the pipeline for input and output matrix data.
The first step in the pipeline is segmenting the CT image. This step takes
the 3D CT image as input and produces three polygonal models, one for the
shell, the kidney and the kidney stone. After this step the data can be rendered in real time and, since the three parts now are separated, the kidney
can be moved relative to the shell.
The second step in the pipeline is scanning the kidney in US. This step takes
a 2D US time series sweep scan as input and produces a database of recognizable points found in the kidney, a KPDV. Such a database can be used
later on to relate a 2D US slice image to the position of the kidney.
The third step in the pipeline is the synchronization of the coordinates of the
KPDV with the coordinates of the CT images and by extension the polygonal
models. In this step, several corresponding points are manually marked in
both datasets such that a transformation between them can be calculated.
This step uses the KPDV and the polygonal models to create a visualization
for the user to select corresponding points in. The input to this step is the
selected points and the output is a synchronization matrix.
The fourth and final step of the pipeline is to take the KPDV, the synchro15
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Figure 3.1: The data pipeline of the proof of concept implementation. The
inputs to the pipeline are the acquired images of the imaging phantom. The
CT image is segmented into polygonal models for rendering the final visualization. US sweep scans of the kidney are used to construct a Keypoint
Descriptor Volume (KPDV), a database of image features that can be used
to relate a US image to the kidney. The coordinates of the polygonal kidney
model are synchronized to the KPDV in a manual step. A 3D visualization
of the kidney can now be shown by extracting the kidney position from a US
image through comparison with the KPDV and placing the polygonal kidney
model accordingly.

3.1. SEGMENTATION OF THE CT IMAGE
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nization matrix and a given 2D US slice image and produce a kidney position
as output. Using this position and the polygonal models, a 3D visualization
of the kidney position can be displayed.

3.1 Segmentation of the CT Image
The process of segmenting the CT image involves determining what segments of it belong to either the shell, the kidney or the kidney stone parts.
Since this means manipulating a lot of data, the more the process can be
automated, the better.
The CT image taken of the imaging phantom was in the form of a 512 ×
512 × 999 matrix of X-ray attenuation values in Hounsfield units. As was
described in Section 2.5.1, the Hounsfield values of the different parts of
the phantom were different, but mostly uniform within the same phantom
part. Taking advantage of this and the fact that the layout of the phantom
is known, a computer program was created that segments the image.
The program is written in Python [22] utilizing the OpenCV [21] library for
image processing routines. Each 512 × 512 slice is segmented into regions
of background, shell, kidney or kidney stone. This segmentation process
moves through the whole image, segmenting each slice separately in three
steps, see Figure 3.2.
The first step is to cap the lowest attenuation at the attenuation of water.
This removes unwanted surroundings such as the air outside of the water
filled box and background values outside the disk of values rendered from
the CT scan. The second step is to apply Gaussian and median blur to remove noise and to make the attenuation values inside the phantom parts
more homogeneous. The third and final step is to threshold the slice into
regions. This was implemented by thresholding once for each of the three
phantom parts. Each thresholding is performed by selecting a range of attenuation values around the mean attenuation for the phantom part in question. Using this method does however not give the final segmentation since
the thresholding can result in several regions per threshold because of similar attenuations. This problem is solved by applying domain knowledge.
The shell is known to always be the biggest body in any slice. The kidney
is known to always reside in the center. No part has a higher attenuation
than the stone. Thus, when thresholding for the shell part, the largest region by area is chosen. When thresholding for the kidney, the second largest
is chosen since the shell is often found because of similar attenuation values. Further, no region is chosen as being the kidney if it is too far from the
center of the slice. Finally, when thresholding for the stone, the attenuation
value is so high compared to the rest of the image that no other treatment
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Figure 3.2: The three stages of the CT image segmentation. The process
starts with the original image (left) which is filtered by setting low intensities to zero and applying Gaussian and median blur (middle). Thresholding
is then used to acquire the final segmented result (right). The slice of the CT
image shown here contains the shell part (red in segmentation), the kidney
part (green in segmentation) and the kidney stone part (blue in segmentation).
is needed other than thresholding to separate it.
The result of the segmentation step of the pipeline is three matrices, one for
each phantom part. The matrices contain the regions that belong to each
of the parts and together they describe the whole phantom, see Figure 3.3.
Each matrix is stored in a file of the simple matrix format described in Appendix B.1 such that the data can be easily read by subsequent steps.

3.2 Extracting Polygonal Meshes from CT Image
To be able to easily visualize the imaging phantom in real time and in 3D
it was converted to polygonal data. This was accomplished by creating a
program in Python that reads the three matrices in turn. The program uses
isosurface routines from the open source library The Visualization Toolkit
(VTK) [23] to extract polygonal models and creates a separate one for each
phantom part. To speed up rendering of the models and reduce noise, the
polygonal data were decimated. They were saved in a format used by VTK
for polygonal data.

3.3 US Image Feature Volume
To be able to position the kidney using an US image, one must find the transformation between the image and the kidney. To this end, the whole imaging phantom was sweep scanned using 2D US. This resulted in a sequence

3.3. US IMAGE FEATURE VOLUME
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Figure 3.3: An early render of the segmented data. The background
(white), shell (red), kidney (green) and kidney stone (blue) parts are clearly
separated. The shell part is given a high transparency such that the kidney
inside it and the holes at the ends of the shell are easily visible. Some segmentation noise, incorrectly segmented regions, can be seen to the left of
the kidney along the length of the model.

of 2D images in the plane perpendicular to the kidney’s long axis. These images were taken spread out along the length of the kidney and were scanned
for local features, see Figure 3.4. Each image contributes more features
and combined, all feature descriptors inside the volume of the kidney are
recorded. By doing this, these features can be found again in other images
of the kidney. Keeping track of where in the kidney a particular feature resides, what part of the kidney an images is showing can be determined by
scanning it for feature descriptors and comparing them to the known feature
descriptors. The found matches will allow us to calculate a transformation
from kidney coordinates to image coordinates.

Each feature descriptor were found using the SURF detector, see Bay, Tuytelaars, and Van Gool [1]. This is an efficient and robust local feature detector. The program that was written for the purpose of scanning the sweep
scan US images for feature descriptors was written in Python and utilized
the OpenCV library for an implementation of SURF. The extracted feature
descriptors were saved as a volume of feature descriptors in a file format
designed for this purpose, see Appendix B.2.
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Figure 3.4: Speeded Up Robust Features (SURF) features found in an US
slice image of the imaging phantom. The kidney part of the phantom can
be seen as a bright grey oval shape in the middle of the image. The shell
part of the phantom can be seen as a dark grey curve in the far left of the
image and as a bright grey curve in the far right. The transducer is placed
on the left side relative to the image, as is apparent when considering the
shadow the kidney part casts to the right. The SURF features are shown as
red squares. The size and rotation of a square indicate the size and rotation
of the corresponding feature.

3.4 Coordinate Synchronization
In order to place the kidney in the correct position in the final visualization,
the transformation between its polygonal model from the CT image and the
volume of feature points from the US image need to be found. In this project
this is a manual step where a human operator marks pairs of points that
correspond to each other in the polygon model and the US sweep scan used
to generate the volume of features. Using these point pairs an algorithm can
then estimate the transformation between the two images.
The reason this is a manual step is twofold. First, it is outside the scope of
this project for the implementation to be able to scan and match features of
the CT and US images automatically. Second, it is crucial that this transformation is correct, an incorrect transformation will render the final visualization invalid. Leaving it manual means there is one less algorithm that
need to be tested for reliability in a clinical setting for a potential final product. On top of this, the operation only has to be performed once per pair of
kidney polygon model and feature point volume and does not take very long
to perform manually.

Chapter 4

Results
The result of this project is a set of programs that execute the data pipeline
described in Chapter 3 and one program that uses the output from this
pipeline to display an interactive visualization. These programs together
form a proof of concept implementation of the proposed method from the
introduction. The method utilizes a X-Ray Computed Tomography (CT)
scan still image to extract the 3D geometry of a patient’s kidney. This geometry is then animated to match the current position of the kidney by analyzing real time Ultrasonography (US) images of it. The goal is a highly
detailed and real time 3D visualization of the patient’s kidney.
The programs are implemented in Python. They use the open source libraries The Open Source Computer Vision Library (OpenCV) [21] and The
Visualization Toolkit (VTK) [23] for computer vision and computer graphics algorithms and routines.

4.1 Implementation of the Data Pipeline
Running the implementation of the data pipeline from Chapter 3 involves
manually executing a series of programs. The first program uses the CT
image in the form of a matrix, see Appendix B.1, segments it and creates a
colored matrix where the background, shell, kidney and kidney stone are
colored separately. A second program uses this colored matrix, extracts the
geometry of the three parts and creates three polygonal models, one each
for the shell, kidney and kidney stone parts. These models are later used for
interactive rendering, see Section 4.2.
The third program creates the Keypoint Descriptor Volume (KPDV) described
in Section 3.3. The implementation in this project uses a sweep scan of the
kidney. This scan consists of a large number of 2D US images of the kid21
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ney taken in the plane perpendicular to the kidney’s long axis. The images
are taken spread out along the length of the kidney and each one is scanned
for 2D image features using the Speeded Up Robust Features (SURF) descriptor. Each 2D image feature is positioned in 3D within the volume of
the kidney by using the source scan image’s position along the kidney’s long
axis as the third coordinate. These image features, along with their 3D positions, make up the KPDV.
The fourth program performs the coordinate synchronization from Section 3.4.
This manual synchronization step is implemented as a 3D visualization of
the kidney, using the extracted geometry, shown alongside the sweep scan
used to create the KPDV. The user is told to place a set of points in the 3D
visualization and the set of corresponding points in the sweep scan. These
two sets of corresponding points is then used to calculate a least-squares
fit of the rigid transformation MKP DV ←M odel from the coordinate system of
the extracted polygonal model of the kidney to the KPDV.

4.2 Interactive 3D Visualization
The final program shows the kidney positioned in 3D, see Figure 4.1. The
inputs to this program are the polygonal models extracted from the CT image, the KPDV, the rigid transformation MKP DV ←M odel from the polygonal
kidney model to the KPDV and a user-selected 2D US image. Using these
data, the program transforms every point p of the polygonal kidney model
according to
pvis = Mworld←U S · MU S←KP DV · MKP DV ←M odel · p

(4.1)

where pvis is the position of p in the visualization, MU S←KP DV is the transformation that aligns the KPDV with the user-selected US image and Mworld←U S
is the transformation from the selected image to the world coordinates of the
visualization.
To position the kidney the program must have access to the transformations
Mworld←U S and MU S←KP DV . The first is given by the position of the transducer and the projection of its image. In this project, this fan shape projection is approximated as a triangle and the transducer is fixed at the edge of
the shell, at the middle along the shells long axis, pointing into the shell and
with the imaging plane perpendicular to the shell’s long axis. The position
of the transducer and the angle of the triangle directly gives Mworld←U S .
The visualization displays the kidney with its stone inside the shell using
the polygonal models. The shell is fixed in space and attached to its side
is a glyph indicating the position and orientation of the transducer. It is
assumed that the user-selected 2D US image of the imaging phantom was
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Figure 4.1: The kidney positioned in 3D according to an US image. The
polygonal model of the kidney part (green) with the stone part inside (blue)
is positioned inside the shell part (red hollow cyldinder) relative to the
transducer (grey and yellow cones). The view of the transducer is indicated
by a yellow triangle. The kidney is positioned such that the image features
found (blue dots) in the user-selected 2D US image is positioned inside the
transducer’s view.
taken with the transducer oriented identically to what the glyph indicates.
Under this assumption, positioning the kidney simply involves moving it
such that the slice of it shown in the 2D US image aligns with the rest of the
kidney.
The 2D US image can be aligned with the kidney by searching it for image
features and finding matches in the KPDV. These matches can be used to
create a transformation MU S←KP DV that aligns the KPDV coordinates to
the US image coordinates such that the found matches overlap.

4.2.1 Finding Inliers Among Matches
The process of matching image features often give correct matches mixed
with many more incorrect ones. To handle such a situation, a method that
can separate inlier matches from outliers is needed. For this purpose there
are many available methods, see for example PROSAC by Chum and Matas
[6] and DESAC by McIlroy et al. [15]. The method used for the proof of concept implementation in this project, Random Sample Consensus (RANSAC),
is another popular such method, see Fischler and Bolles [9]. It was chosen
for its simplicity and modified for the purposes of the project. This adaption
of RANSAC is described in appendix C.
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RANSAC is a non-deterministic and iterative method of extracting data points
that fit a model from a large set of data containing noise. The data in this
case are matches of SURF features between the KPDV and the US image.
Here RANSAC can be used to relate these matches to each other, using a
rigid matrix transformation as model, to find the matches that best describe
such a transformation.
The non-deterministic and iterative nature of RANSAC means it can never
ensure any transformation is found and especially not that the found transformation is the best one. Neither does it give any guarantees that the same
transformation will ever be found twice. Many of these drawbacks could be
avoided by using a more sophisticated method such as Optimal RANSAC
described in Hast, Nysjö, and Marchetti [11]. However, there was unfortunately no time left to explore more algorithms during this project. Fortunately, the current algorithm converges often enough and is somewhat
resilient to noise and local minima in the solution. The result of the algorithm is an approximation of the transformation MU S←KP DV , the last piece
needed to perform the transformation of Equation (4.1) and position the
kidney in 3D.

Chapter 5

Discussion
5.1 Required Images
The method proposed in the introduction and implemented during the project
combines X-Ray Computed Tomography (CT) and Ultrasonography (US)
images to produce a 3D image of the kidney. The stated goal of the project
was to asses the feasibility of this method. One part of that assessment is to
consider how many such images are needed and how and when these images need to be taken. This is important when considering how practical
and costly the method could be in clinical use.
The images used during this project were one CT image taken in beforehand
that is used to construct the geometry. The image only needs to include the
part of the body containing the kidney. To minimize the use of costly CT
machinery and the radiation dose to the patient, this is the only CT image
needed by the method.
The position is taken from US imagery. This is accomplished by constructing a Keypoint Descriptor Volume (KPDV) of image features before the operation by taking a sweep scan of the patient’s kidney. A position can then be
extracted from a single US image taken during the operation by comparing
features found in the image to those of the KPDV.
This method minimizes the work that needs to be performed during the operation. The complicated and time consuming images are taken before the
operation with only a single US image needed per position update during
the operation.
25
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5.2 Accuracy
The practical feasibility of the proposed method is entirely dependent on the
accuracy of the visualization. If physicians cannot rely on the visualization
when performing a procedure, it is not of much use. To attain such accuracy
when using the proposed method and the implementation of it described in
this chapter, accurate data are required and care must be taken each step of
the way.

5.2.1 Steps to Consider
The accuracy of the method depends on the accuracies of the extracted geometry, the KPDV, the matching of features between the user-selected US
image and the KPDV, the manual synchronization of coordinates between
the KPDV and the geometry and the position and orientation of the US
transducer.
To obtain high quality geometry for visualization, high quality image data
are needed from which to extract it from. Therefore, a high resolution CT
image of the patient is required. To extract geometry from the image, an accurate segmentation algorithm must be used. This step is precarious since
segmentation, the procedure of coloring in a few discrete and limited number of colors, destroys data. Design of the algorithm must be done with care
such that the bounds of the kidney are estimated in a way physicians know
how to interpret and know how the image relates to the actual organs.
The accuracy of the KPDV is dependent on the resolution of the US images
used, the number of US images taken and the accuracy in the transducer
position when they were taken. The resolution affects the quality of the image features, the number of images affects the accuracy in position along
the length of the kidney and the accuracy in the position of the transducer
directly affects the accuracy in position of the image features.
The precision in position matching of the user-selected US image with the
KPDV depends on how repeatable the process of extracting image features
is, i.e. how likely it is that the same features can be found in the user-selected
image as was found during the construction of the KPDV. The repeatability
is affected by the determinism and sensitivity to noise of the Speeded Up
Robust Features (SURF) descriptor and, in the case of US, the change in
projection relative to when the KPDV was constructed.
Synchronization of the KPDV and the geometry is a manual step and its
accuracy largely depends on the skill of the operator and the quality of the
tool used for synchronizing. Further, the accuracy can never be higher than
that of the data being matched.
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The final thing to consider is the position of the transducer and the projection of its image. In this project, the position is approximated as fixed
and the projection as a triangle. In the general case, the transducer must
be tracked accurately in its six degrees of freedom as it moves during the
procedure and its projection must be known.

5.2.2 Rough Estimate of Best Case Accuracy
The estimation of the implementations accuracy starts at the CT image and
the geometry. The CT image had a non-uniform resolution of 0.78 mm/pixel
in the slice planes and 0.5 mm/pixel perpendicular to the slice planes. Using
the worst case, the resolution of the CT image can be taken as 0.78 mm/pixel.
To aid in the estimation of the accuracy of the geometry, two assumptions
are made. First, it is assumed that the segmentation of the CT image is good
enough in the sense that it does not degrade the clarity of the situation for
a trained physician looking at the visualization. Second, it is assumed that
the extraction of the polygonal model does not affect the visual accuracy
for a human looking at the visualization. With these two assumptions, the
accuracy of the geometry can be approximated to that of the CT image.
The accuracy in the US images is harder to estimate since the resolution
of the image varies in depth because of the fan-like projection. However,
in this project, the US images used were rendered, raw without fan distortion, into slices of 198 × 598 pixels. The depth of the area that was imaged
was 25 cm and the width at half the depth was 18 cm. Approximating the
resolution of the US to that of the center of the rendered image, where the
kidney is located, gives us a resolution of 250/598 = 0.42 mm/pixel in depth
and 180/198 = 0.91 mm/pixel in width. There were 260 such slice images taken along the kidney’s length of 12 cm during the sweep scan used
to create the KPDV. These were not perfectly uniformly distributed, but
approximating them as such, the resolution along the kidney’s length was
260/120 = 0.46 mm/pixel. Again, using the worst case, the resolution of
any individual US image, and the volume of such images used to create the
KPDV, is 0.91 mm/pixel. This estimation of the accuracy in the US images
gives us an approximation of the accuracy of the KPDV and any image features extracted from the user-selected US image.
There are now two steps left of which to estimate the accuracy. The manual
synchronization of the KPDV with the geometry and the automatic placement of the user-selected US image relative to the KPDV. If we assume that
the human operator of the synchronization is able to work at the detail level
of the sweep scan and the geometry, only the accuracies of that data affect the accuracy of the synchronization. This gives us a best case accuracy
equal to the sum of the individual accuracies of the KPDV and the geometry,
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namely ±1.69 mm/pixel.
The best case accuracy of the automatic estimation of the transformation
between the KPDV and the user-selected image occurs when a similar set
of image features can be found in both. This would leave the algorithm estimating the perfect rigid transformation between the sets, adding up the
inaccuracies. This leaves us with ±2 × 0.91 = ±1.82 mm/pixel as the best
case accuracy of the transformation.
Using the above and assuming we know the projection of the user-selected
US image perfectly, the best case error in the position of the geometry in the
final visualization is what propagates in Equation (4.1). Starting out with a
point from the geometry and multiplying it with the manual synchronization transformation and the automatically estimated transformation, continuing to assume that the transformations are perfectly rigid and that the
projection transformation is known perfectly, the inaccuracies ad up. The
final, best case, accuracy in the position of the kidney in the visualization is
given by
0.78 + 1.69 + 1.82 = ±4.29 mm/pixel ≈ ±4.3 mm/pixel
given the resolution of the data and the above assumptions.

5.3 Computational Complexity
The proposed method is split into the part before and the part during an
operation. The part before an operation involves scanning the patient in CT
to construct the geometry, taking a sweep scan of the patient using US to
construct the KPDV and manually synchronizing these two. These steps are
not computationally expensive enough to pose a problem, especially since
they can be performed before the operation and therefore do not have any
real time requirements.
The steps that need to be taken during the operation does however have real
time requirements. To calculate a new kidney position, an US image has to
be taken of the patient. This image must then be scanned for features which
must be matched against the KPDV. Finally, the found position is used to
update the visualization.
The visualization itself is accelerated in hardware using inexpensive consumer graphics chips and poses no problem for a real time application. The
most interesting parts when considering the computational complexity of
the method are scanning the US image for features and matching these
against the KPDV.
A lot of research has gone into the scanning for SURF features and there are
highly efficient implementations. The implementation used in this project
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was that of the The Open Source Computer Vision Library (OpenCV) library
which proved fast enough and did not pose a problem. The algorithm can
however be accelerated further, see for example the Graphics Processing
Unit (GPU) implementation by Cornelis and Van Gool [7].
Matching features found in the US image with those of the KPDV is the most
time consuming part in the current implementation. Matching n features
found in an US image to a KPDV of m features has a time complexity of
O(n × m × t), where t is the size of the image feature vectors. However,
since the matching of features involves calculating the distances between
vectors in feature space and such calculations are independent of each other,
the algorithm is inherently data parallel and easily parallelized, again see
Cornelis and Van Gool [7]. Therefore, even though the feature matching
step is a bottleneck in the implementation created during the project, it does
not have to be. A future implementation could correct this by utilizing a
parallel algorithm.

5.4 Limitations
The implementation of the proposed method developed during this project
has some major limitations. These limitation pertain both to the practicality
of the solution and to its accuracy.
A limitation of the practicality that would limit the methods usability is the
fixed positioning of the transducer. In the current implementation it is fixed
to the shell part in the visualization and accuracy of the visualization depends on the transducer being positioned identically while taking the userselectable US.
A limitation on the accuracy that affects the practicality is the 2D feature
detector used in this 3D application. A 2D detector limits the possible projections of the user-selectable US images to those taken from a similar direction as the images used to construct the KPDV. Working around this in the
current approach means constructing the KPDV from sweeps scans taken
from several directions. Further, the feature detector is very sensitive to
differences in projection of the US images.
Using 2D US to construct a 3D model of features has its problems. It is
not possible to account for and correct errors in the relative position of the
image features found in different slices. This especially affects the accuracy
in position of the KPDV features in the direction perpendicular to the used
image slices. An improvement would be to construct the KPDV from 3D US
images such that the relative 3D position of adjacent points can be captured.
The greatest limitation of the current implementation lie in the quality of
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captured data. The individual images, especially the CT image, was of high
quality. However, the sweep scans used to construct the KPDV lacked precision in the position of individual US images.

Chapter 6

Conclusions
6.1 Summary
In this thesis, a method is proposed to create a highly detailed 3D and real
time visualization of the human kidney for use during kidney surgery. The
method combines data from a single preoperative X-Ray Computed Tomography (CT) image with a preoperative Ultrasonography (US) scan and several intraoperative US images to extract geometry and position.
The data pipeline of the method starts by extracting the geometry of the volume around the kidney from the preoperative CT image. This geometry is
converted to any suitable representation for visualization. A volume representing image features of the kidney is constructed from a preoperative
US scan consisting of many images. The kidney’s position is calculated by
matching image features found in an intraoperative US image to those of the
volume. The coordinates of the volume is synchronized with the geometry.
A visualization of the kidney is created by combining the calculated position
with the extracted polygonal geometry.
The proposed method is implemented as a proof of concept program to
demonstrate the method’s feasibility. Input data to the program are created by constructing an kidney phantom of which images are taken. The
phantom is separated into a surrounding tissue part, a kidney soft tissue
part and a kidney stone part. The phantom is imaged in CT and US. The
CT image is segmented to create three dimensional polygonal models of the
three parts for interactive rendering. A volume of Speeded Up Robust Features (SURF) image features is constructed from a set of preoperative US
images and the kidney is positioned by matching features from a single US
image to this volume.
The contribution of this thesis is the proposed method of visualizing and
positioning the kidney for real time applications during kidney surgery. The
31
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feasibility of this method is shown by a proof of concept implementation. It
is demonstrated that the implementation can position the kidney from data
similar to medical CT and US images. The required images are a single CT
image and an US image scan of the kidney region taken before the operation
and a single US image each time the visualization is updated. Additionally,
the proposed method is estimated to be able to achieve millimeter accuracy
in the positioning of the geometry. The implementation is simple and can
be improved in numerous ways to achieve the estimated accuracy and to
improve reliability and performance. The algorithms needed are not too
computationally expensive and more performant and parallel versions exist
if needed.

6.2 Future Work
The proposed method and accompanying proof of concept implementation
show promise and form a great platform for future improvements. Together
they demonstrate the feasibility of combining CT and US data for real time
positional tracking and visualization by taking advantage of the strengths of
both technologies. The current method and implementation does however
have their limitations, as outlined in Section 5.4. This leaves room for future
improvements.
Being a 3D positioning and visualization system, the most obvious targets
for improvement are the 2D elements of the method. First off, the geometry was constructed by segmenting the CT image slice by slice. A more natural and potentially more accurate approach would be to consider the 3D
structure of the geometry during segmentation. Future work would explore
possibilities in this area.
The treatment of US data was also all done in two dimensions. The volume of image features was constructed using the 2D feature detector SURF
from 2D US slice images of the imaging phantom. This approach requires
the construction of the feature volume to be based on US slice images of all
orientations that might later have to be matched against it. This since US
images are projection dependent. In here lies opportunities for future research to find 3D solutions. An example would be a 3D volumetric feature
detector for use in 3D US images. Such features would be independent of
orientation of the US images. Another opportunity lies in creating a, for US,
projection invariant feature detector.
Accurate positioning of the US transducer is another opportunity for future
work. Knowing the position and orientation of the transducer while capturing images would improve the accuracy of both the image feature volume
and the US image used to position the kidney. These directly affect the ac-
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curacy of the final kidney position. The ideal solution would track the US
transducer in six dimensions, three for position and three for orientation,
in real time as it moves. The freedom of movement that this would enable
greatly improves the practicality of the method during potential clinical use.
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Appendix A

PVA-Water Mix Recipe
The recipe used when creating the soft tissue parts of the imaging phantom is based on a mix of Polyvinyl Alchohol (PVA) with water. Graphite
is added to increase grain in Ultrasonography (US) images and thus make
the material appear more like human tissue. Iodine is added to increase the
radiodensity of the material to that of the tissue being modeled.
The amount of each ingredient is listed in Table A.1. This mix result in a
material with approximately 40 HU in X-Ray Computed Tomography (CT)
images and properties similar to human tissue, including speckles, in US.
The method is as follows:
1. Mix all ingredients in a container.
2. Heat the container to 80◦ C and stir until the mixture is homogeneous.
Keep covered to minimize evaporation.
3. Keep the mixture at 80◦ C for 30 minutes.
4. Pour the mixture in a mold and put the mold in a -20◦ C freezer.
5. Remove the mold from the freezer after 24 h and let it thaw in room
temperature for 24 h.
This will result in a strong but deformable material with the above described
properties. To make it stiffer and also increase its acoustic impedance, put
it through additional freeze-thaw cycles.
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PVA-water mix recipe
Ingredient Mass percentage
Water
86.90
PVA
10.0
Graphite
3.0
Iodine
0.10
Table A.1: The PVA-water mix recipe used for the soft tissue parts of the
imaging phantom. Mixtures of this recipe result in a material with roughly
40 HU in CT scans and with properties similar to human tissue in US. Heat
up the mixture to 80 degrees and stir until it is a homogeneous gel. Pour into
mold and put through freeze-thaw cycles to stiffen and increase acoustic
impedance.

Appendix B

Data Formats
The proof of concept developed during the project consists of a set of programs that function as a pipeline of tools. Each program depends on data
generated in previous steps. To enable this separation of functionality a set
of data formats are defined. The goal of these formats are simplicity and
ease of use, they are therefore very specific to the problems they are designed to solve.

B.1 Simple Matrix Format
The proof of concept program designed during the project needs access to
X-Ray Computed Tomography (CT) data. The data used come from images
rendered into a 3D matrix. To simplify management of these data, a new file
format is designed. The format stores the matrix data in row-major ordering
as an array. A header that describes the array dimensions, element type, etc.
precedes the data. The format is described in Table B.1.

B.2 Feature Volume Format
The Ultrasonography (US) sweep scans used in the project consists of sets
of US images. Each image of the scan depicts a layer of the scanned volume.
From each of these layers, Speeded Up Robust Features (SURF) image feature descriptors are extracted. These descriptors and their position within
the scan are saved to a file. Subsequent steps of the pipeline that position
the kidney based on these descriptors, load this file. The file format used for
this is described in Table B.2. Storing extracted feature descriptors allows
the extraction to occur before, and independently of, steps that have real
time requirements.
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Simple Matrix Format
2
1
2
2
2
magic type slices rows columns

Size in bytes
Field name

data

Table B.1: The simple matrix file format used for storing CT volume data.
The magic field contains the two-byte unsigned integer constant 0xBABA.
The type field is a one-byte unsigned integer indicating the type of the data
elements where 0 means unsigned one-byte integer, 1 means signed onebyte integer, 2 means unsigned two-byte integer and 3 means signed twobyte integer. The slices, rows and columns fields are two-byte unsigned integers representing the number of slices, rows and columns of the data. The
data elements are stored in row-major ordering with the rows of slice 0 coming first followed by the rows of slice 1 and so on.

Size in bytes
Field name

Feature Volume Format
2
4
4
magic layers descriptor length

data

Layer header
Size in bytes 4
4
Field name
z count
Size in bytes
Field name

8
x

8
y

8
size

Keypoint
8
8
angle response

4
octave

4
class

descriptor

Table B.2: The feature volume file format used for storing volumes of image feature descriptors. The magic field contains the two-byte unsigned
integer constant 0xADBC. The layers and descriptor length fields are twobyte unsigned integers representing the number of layers of keypoints and
the length of each keypoint descriptor. The data consist of the keypoints
grouped into layers where each layer starts with a header. The layer header
contains the z coordinate of the layer followed by a count of keypoints contained in the layer, both 4-byte unsigned integers. Each keypoint is stored as
x and y coordinates, the feature size, the angle, the response, the octave, the
class id and the descriptor itself. The x, y, size, angle and response fields are
8-byte floating point numbers, octave is a 4-byte unsigned integer and the
class id is a 4-byte signed integer. The descriptor field is a series of 8-byte
floating point numbers, the number of which are governed by the descriptor
length field.

Appendix C

RANSAC Algorithm
The version of Random Sample Consensus (RANSAC) used in this project is
a function of the set of pairs of matching features m, the minimum number
of samples S needed for the model approximation, the maximum number
of iterations N and the maximum distance ϵ a feature is allowed to be from
the model to count as an inlier, see Algorithm 1. For every iteration, the
algorithm randomly picks a subset of the matching pairs and estimates a
rigid transformation between them. This transformation is then used together with the rest of the matches to determine how well the matches fit
the found model. The transformation that best fits the found matches is
considered to be the transformation between them.
The measure of fitness measureF itness between a set of n points ai and
their n matches bi is
1∑
measureF itness(T, a, b) =
|bi − T ai |
n
n
i

where measureF itness ≥ 0 and T is the calculated transformation from a to
b. A perfect match is indicated by measureF itness = 0 and measureF itness >
0 is a measure of how well the calculated transformation relates the two sets
of points. Here RANSAC together with the transformation as model and the
above fitness measure gives an algorithm that iteratively finds a better and
better transformation. The result of the algorithm is an approximation of
the transformation between the two sets of matching points.
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input : matches m, minimum number of samples S, max iterations
N
output: best found approximation Tbest
fbest ← ∞
for 1 to N do
s ← S random samples from m
ai ← KPDV coordinates of si
bi ← US image coordinates of si
T ← estimateT ransf ormation(a, b)
r ← samples of m not in s
ci ← KPDV coordinates of ri
di ← US image coordinates of ri
ei ← d i − T c i
ni ← ri where ei < ϵ
x←s∪n
yi ← KPDV coordinates of xi
zi ← US image coordinates of xi
f ← measureF itness(T, y, z)
if f < fbest then
fbest ← f
Tbest ← T
end
end
Algorithm 1: The version of RANSAC used to filter for inliers among
feature matches. It is a non-deterministic algorithm that aims to find
the best approximation of a transformation between a set of matching feature points. To be resilient against outliers and noise the algorithm iteratively picks a random subset of the set of matching feature points and approximates a transformation between them. The
estimateT ransf ormation(a, b) function approximates the transformation from a set of points a to another set of points b in a least squares
sense. The function measureF itness(T, c, d) gives a measure of how
well the transformation T relates the points of a and b. Only the transformation with the best found fitness is kept. The result of the algorithm is the best found approximation of the transformation.
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