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Abstract

We present some of the basic theory of Kalman filtering on time series with missing
data and then show how to implement this numerically for ARIMA-processes. Using
these numerical tools we analyze the ocean wave data from US NODC Buoy 46005
obtained between January 1983 an December 2003 which is missing about 17 % of the
measurements. We look some of the strengths and weaknesses of the Kalman filter
that become apparent and discuss the problems that occurred in the implementation.
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1 Introduction

Rudolf E. Kálmán published the article A New Approach to Linear Filtering and Prediction
Problems, Kálmán (1960), where he proposed a solution to the classical filtering and
prediction problem using state space representation for random processes. The method
proposed would later be named the Kalman filter.

The Kalman filter is widely used in the field of control engineering, signal processing and
the statistical control of quality. There are a lot of sources that give good introductions
to the Kalman filter, for example Shumway, Stoffer (2006), Olbjer, Holst, Holst (1994),
Meinhold, Singpurwalla (1983) and Welch, Bishop (2006).

It is very common for a significant amount of data to be missing in environmental data
time series. The Kalman filter enables treatment of time series with missing data. In this
paper we will apply the Kalman filter to measurements of wave heights where about 17%
of the values are missing. There have been other works treating the implementation of
the Kalman filter for data with missing values, see e.g. Cipra, Romera (1997).

The absence of data in a time series can lead to biased results and can sometimes com-
pletely prevent important analyses to be carried out. There are different types of situations
when data are missing. If the data is missing completely at random (MCAR) then it means
that the places where measurements are missing do not depend on the variable under in-
vestigation or any other observed variable. In practical applications it is very rare for data
to be MCAR, but if approximately so, it allows for easier modeling. Another case is when
data is missing at random (MAR) which means that the absence of data is conditioned
by some variable other than the variable under investigation. The last case is when data
is not missing at random (NCAR) which means that the absence of data depends on the
value of the missing data. This can be the most realistic assumption, but it is also very
difficult to model. For more details, see Lo Presti, Barca, Passarella (2008). In this paper
we assume that the data is MCAR. It might be more realistic to assume that the data is
MAR or even NCAR, but such analysis is outside the scope of this paper.

There have also been other proposed methods for handling missing values in time series.
Damsleth (1980) and Weerasinghe (2010) advocate using an optimal linear combination of
the minimum mean square error (MMSE) forecast and the MMSE back-forecast on a time
series which can be represented as an ARMA model. Others like Stefanakos, Athanassoulis
(2001) have proposed methods for completing nonstationary time series with missing values
using simulated values.

Beginning with Section 2 we will present the Kalman filter update equations and show
how it can be adapted to handle missing values. In Section 3 we apply the Kalman filter to
simulated data and in Section 4 we examine the wave height data and compare it with the
results from Section 3. In Section 5 we discuss our results and propose other approaches
that could lead to even better results.

4



2 The discrete Kalman filter

We want to be able to estimate the state xt ∈ Rp given by the linear stochastic equation

xt = Φxt−1 + wt, t = 0, 1, 2, . . . (1)

when we only know the observation yt ∈ Rq given by the equation

yt = Atxt + vt. (2)

Here we have that xt is a p× 1 state vector, Φ is a p× p transition matrix, wt is a p× 1
random vector, At is a q × p observation matrix and vt is a q × 1 random vector.
The random vector wt represents the process noise, and the random vector vt is the
observation noise. We assume that {wt}∞t=0 and {vt}∞t=0 are uncorrelated, white Gaussian
noise. The process noise has a p× p covariance matrix Q and the measurement noise has
a q × q covariance matrix R.

For estimating xt we assume that it is possible to measure yt up to time s. If s < t, the
problem is called forecasting, when s = t it is called filtering and when s > t the problem
is called smoothing. We are also interested in determining the variance of the estimates.
Now we introduce some new notations.

Definition 2.1. Let xst = E(xt|Ys) be the estimator of state xt where Ys = {y1, . . . ,ys}
is the observed data until time s.

Since Ys is stochastic variable the conditional expectation E(xt|Ys) is defined as in Ap-
pendix A.

Definition 2.2. P st1,t2 = E
[
(xt1 − xst1)(xt2 − xst2)′

]
Definition 2.3. P st = P st,t

We already assumed that the processes are Gaussian, so the definition of P st1,t2 is also
equal to the conditional error covariance, which is

P st1,t2 = E
[
(xt1 − xst1)(xt2 − xst2)′|Ys

]
.

2.1 The Kalman filter equations

The filtering and forecasting equations can be obtained by using the Kalman filter. The
Kalman filter specifies how to get xtt from xt−1

t−1 using the new observation yt without
having to reprocess all the data y1, . . . ,yt.

Assume that the process xt = Φxt−1 + wt starts with a vector x0 ∼ N(µ0,Σ0).

Theorem 2.4 (Kalman filter time update equations).
For our state space model described in equations (1), (2), and initial conditions x0

0 = µ0

and P 0
0 = Σ0, for t = 1, . . . , n we have the following recursive update equations.

xt−1
t = Φxt−1

t−1, (3)

P t−1
t = ΦP t−1

t−1 Φ′ +Q, (4)

xtt = xt−1
t +Kt(yt −Atxt−1

t ), (5)

P tt = [I −KtAt]P
t−1
t , (6)

Kt = P t−1
t A′t[AtP

t−1
t At +R]−1. (7)
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Here, Kt is called the Kalman gain.

Proof. Equations (3) and (4) are easily derived. Using Definition 2.1 and equation (1) we
get that

xt−1
t = E[xt|Yt−1]

= E[Φxt−1 + wt|Yt−1]

= Φxt−1
t−1 + E[wt|Yt−1]︸ ︷︷ ︸

=E[wt]=0

= Φxt−1
t−1.

Definition 2.2 gives that

P t−1
t = E

[(
xt − xt−1

t

) (
xt − xt−1

t

)′ ∣∣∣Yt−1

]
= [Use: xt = Φxt−1 + wt, xt−1

t = Φxt−1
t−1]

= E
[(

Φxt−1 + wt − Φxt−1
t−1

) (
Φxt−1 + wt − Φxt−1

t−1

)′ ∣∣∣Yt−1

]
= E

[(
Φ(xt−1 − xt−1

t−1) + wt

) (
Φ(xt−1 − xt−1

t−1) + wt

)′ ∣∣∣Yt−1

]
= E

[(
Φ(xt−1 − xt−1

t−1) + wt

) (
(xt−1 − xt−1

t−1)′Φ′ + w′t
) ∣∣∣Yt−1

]
= E

[
Φ(xt−1 − xt−1

t−1)(xt−1 − xt−1
t−1)′Φ′ + wt(xt−1 − xt−1

t−1)′Φ′

+Φ(xt−1 − xt−1
t−1)w′t + wtw

′
t

∣∣∣Yt−1

]
= ΦE

[
(xt−1 − xt−1

t−1)(xt−1 − xt−1
t−1)′|Yt−1

]
Φ′ + E [wt]E

[
(xt−1 − xt−1

t−1)|Yt−1

]′
Φ′

+ΦE
[
(xt−1 − xt−1

t−1)|Yt−1

]
E
[
w′t
]

+ E
[
wtw

′
t

]
= ΦP t−1

t−1 Φ′ +Q.

The derivation of equations (5), (6), (7), requires some results regarding multivariate
normal distributions and we refer the interested reader to Shumway, Stoffer (2006) for
more information.

2.2 Kalman filtering for time series with missing values

In some cases the time series of interest has been irregularly observed and is missing a lot
of values. This can make analysis of the times series difficult. We will describe how state
space models can handle the problem of missing values.

Let t be a given time. If yt is the q×1 observation vector at time t, then define a partition

yt = (y
(1)
t

′
,y

(2)
t

′
)′, where y

(1)
t is a q1,t × 1 vector with the observed values, and y

(2)
t is a

q2,t × 1 vector with the unobserved values. We must of course have that q1,t + q2,t = q.
This partition extends naturally to At and vt, and we can write the partitioned observation
equation as (

y
(1)
t

y
(2)
t

)
=

[
A

(1)
t

A
(2)
t

]
xt +

(
v

(1)
t

v
(1)
t

)
.

We see that A
(1)
t is the q1,t × p matrix corresponding to the observed values and A

(2)
t is

the q2,t × p matrix corresponding to the unobserved values. The covariance matrix of the
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measurement errors will be denoted

cov

(
v

(1)
t

v
(2)
t

)
=

[
R11,t R12,t

R21,t R22,t

]
.

Theorem 2.4 will then hold if we replace yt, At and R by

y(t) =

(
y

(1)
t

0

)
, A(t) =

[
A

(1)
t

0

]
, R(t) =

[
R11,t 0

0 R22,t

]
,

see Shumway, Stoffer (2006) Chapter 6.4 for details.

2.3 State space representation for an ARIMA process

If we want to use Kalman filter methods on time series from ARIMA processes, then we
are going to need to represent the ARIMA process as a state space process. In Durbin,
Koopman (2012) it is decribed how to do this. However, they do not give a general
formula, so we will derive it here.
First, let {zt}∞t=−∞ be an ARIMA(p, i, q)-process if and only if there are vectors φ =
(φ1, φ2, . . . , φp)

′ ∈ Rp and θ = (θ1, θ2, . . . , θq)
′ ∈ Rq such that

∆izt = φ1∆izt−1 + φ2∆izt−2 + . . .+ φp∆
izt−p

+ ζt + θ1ζt−1 + θ2ζt−2 + . . .+ θqζt−q for all t,

where ζt ∼ N (0, σζ) for all t ≥ 0. Here ∆i is the i:th difference defined by ∆izt =
∆i−1zt −∆i−1zt−1 for i ≥ 1 and ∆0zt = zt.
In order for the process to behave properly, certain conditions have to be placed on φ and
θ but we will not delve into this here, as it does not effect the state space representation.
We see that we can write ∆i−1zt = ∆i−1zt−1 + ∆izt and doing this for all differences we
get

zt = zt−1 + ∆zt

∆zt = ∆zt−1 + ∆2zt
...

∆i−1zt = ∆i−1zt−1 + ∆izt.

This can also be written as

zt = zt−1 + ∆zt−1 + . . .+ ∆izt

∆zt = ∆zt−1 + ∆2zt−1 + . . .+ ∆izt
...

∆i−1zt = ∆i−1zt−1 + ∆izt,

or on matrix form as
zt

∆zt
...

∆i−1zt

 =


1 1 . . . 1
0 1 . . . 1
...

...
. . .

...
0 0 . . . 1




zt−1

∆zt−1
...

∆i−1zt−1

+


∆izt
∆izt

...
∆izt
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This shows that if we can get a state space representation of {∆izt} then we can extend
this to a representation for {zt}.
{∆izt} is an ARMA process and there are a lot of different ways to write it as a state space
process. For our representation we let r = max(p, q+1). If r > p let φp+1 = 0, . . . , φr = 0,
and if r > q + 1 let θq+1 = 0, . . . , θr−1 = 0. Then we get that

∆izt
φ2∆izt−1 + . . .+ φr∆

izt−r+1 + θ1ζt + . . .+ θr−1ζt−r+2

φ3∆izt−1 + . . .+ φr∆
izt−r+2 + θ2ζt + . . .+ θr−1ζt−r+3

...
φr−1∆izt−1 + φr∆

izt−2 + θr−2ζt + θr−1ζt−1

φr∆
izt−1 + θr−1ζt



=


φ1 1 0 . . . 0
φ2 0 1 . . . 0
...

...
...

. . .
...

φr−1 0 0 . . . 1
φr 0 0 . . . 0





∆izt−1

φ2∆izt−2 + . . .+ φr∆
izt−r + θ1ζt−1 + . . .+ θr−1ζt−r+1

φ3∆izt−2 + . . .+ φr∆
izt−r+1 + θ2ζt−1 + . . .+ θr−1ζt−r+2

...
φr−1∆izt−2 + φr∆

izt−3 + θr−2ζt−1 + θr−1ζt−2

φr∆
izt−2 + θr−1ζt−1



+


1
θ1
...

θr−1

 ζt.

Let

xt =



zt−1

∆zt−1
...

∆i−1zt−1

∆izt−1

φ2∆izt−2 + . . .+ φr∆
izt−r + θ1ζt−1 + . . .+ θr−1ζt−r+1

φ3∆izt−2 + . . .+ φr∆
izt−r+1 + θ2ζt−1 + . . .+ θr−1ζt−r+2

...
φr−1∆izt−2 + φr∆

izt−3 + θr−2ζt−1 + θr−1ζt−2

φr∆
izt−2 + θr−1ζt−1



Φ =



1 1 . . . 1 1 0 0 . . . 0
0 1 . . . 1 1 0 0 . . . 0
...

...
. . .

...
...

...
...

. . .
...

0 0 . . . 1 1 0 0 . . . 0
0 0 . . . 0 φ1 1 0 . . . 0
0 0 . . . 0 φ2 0 1 . . . 0
...

...
. . .

...
...

...
...

. . .
...

0 0 . . . 0 φr−1 0 0 . . . 1
0 0 . . . 0 φr 0 0 . . . 0


S =

(
0 0 . . . 0 1 θ1 . . . θr−1

)′
.
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We then get a (i+r)-dimensional state space representation for the ARIMA(p, i, q)-process

xt+1 = Φxt + wt, wt ∼ N (0, SS′σζ),

and we can retrieve the ARIMA process from

zt = Zxt

where Z is the top row of Φ.

2.4 Parameter estimation

One of the biggest obstacles that arises when applying the state space representation and
Kalman filtering to real world data is the problem of how to estimate the model parameters.
There are more than one way of doing this but the most widely applicable method is to
use maximum likelihood estimation (MLE), i.e. finding the model’s likelihood function
and then finding the parameter values that give the likelihood function its maximum
value given the output recorded. To simplify notation we will collect all parameters to be
estimated in one vector and write this as Θ = {µ0,Σ0,Φ, Q,R}. Under the assumptions
in Section 2.1 the likelihood function can be computed using the innovations ε1, ε2, . . . , εn
defined as

εt = yt −Atxt−1
t .

The likelihood function, up to a constant, is then given by

− logLY (Θ) =
1

2

n∑
t=1

log |Σt(Θ)|+ 1

2

n∑
t=1

ε′tΣt(Θ)−1εt, (8)

where Σt(Θ) = AtP
t−1
t A′t + R are the covariance matrices of the innovations. For more

information regarding the likelihood function and its derivation we refer to Shumway,
Stoffer (2006). The maximum and maximizer of the likelihood function can now be found
by finding the minimum and minimizer of the function in equation (8). It should be noted
that this function is highly nonlinear and is not easily minimized. Different numerical
schemes can applied and we will say more about the problems we encountered in Section
4.2.

We will also mention that there is an alternative method to MLE, which is sometimes
considered conceptually simpler. This method is called expectation maximization (EM)
and begins by considering the joint likelihood function for both the observations {yt} and
the unobserved states {xt}, which can be written as

−2 lnLX,Y (Θ) = ln |Σ0|+ (x0 − µ0)′Σ0(x0 − µ0)

+ n ln |Q|+
n∑
t=1

(xt − Φxt−1)′Q−1(xt − Φxt−1)

+ n ln |R|+
n∑
t=1

(yt −Atxt)′R−1(yt −Atxt). (9)

Here it can be noted that if we had access to the complete data including the unobserved
states {xt} then the MLE’s of Θ could be obtained exactly from the function in equation
(9). In general we will only have access to the observations {yt} and the EM algorithm
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provides an iterative method to calculate the MLE’s of Θ. The EM algorithm begins with
an initial guess Θ(0) and then for each iteration j = 1, 2, . . . the conditional expectation

Q
(

Θ
∣∣∣Θ(j−1)

)
= E

{
−2 lnLX,Y (Θ)

∣∣∣Yn,Θ(j−1)
}

is minimized with respect to Θ in order to obtain Θ(j). This is then repeated until
Θj) converges. This method is simple when all entries in Φ are unknown since then the
minimizer of Q

(
Θ|Θ(j−1)

)
can be explicitly calculated using linear algebra. Unfortunately

when Φ is the transition matrix for an ARIMA process in state space form, it has an certain
structure and only some of the entries are unknown. Trying to minimize Q

(
Θ|Θ(j−1)

)
will

then produce a fewer number of equations than when the whole of Φ was considered
unknown, and these equations cannot be solved in the same way. Since we cannot find
any other way to solve the equations we must use some other method.

2.5 The Extended Kalman Filter

We have until now only considered linear processes and linear observation relations. This is
the only case we will consider later when analyzing data, but we will give short description
of how to treat non linear processes and (or) non linear observation equations. We will
do this by introducing the extended Kalman filter, which is a Kalman filter that linearizes
about the current mean and covariance.

To handle non linear processes we make some modifications of our initial problem. We
want to be able to estimate the state xt ∈ Rp given by the non linear stochastic equation

xt = f(xt−1,wt) (10)

and the observation equation
yt = g(xt,vt), (11)

where wt ∼ N(0, Q) and vt ∼ N(0, R) as before.

To linearize we write
xt−1 = x̂t−1 + rh

wt = 0 + rk, r ∈ R

and Taylor expand around r = 0

xt = f(xt−1,wt) = f(x̂t−1, 0) + r
d

dr
f(x̂t−1 + rh, rg)

∣∣
r=0

+O(r2(||h||2 + ||k||2))

= f(x̂t−1, 0) + r

∑
i

∂

∂xi
f(x̂t−1, 0)hi +

∑
j

∂

∂wj
f(x̂t−1, 0)gj

+O(r2(||h||2 + ||k||2))

and taking r = 1 we get that h = xt−1 − x̂t−1 and k = wt. If we let x̃t = f(x̂t−1, 0) we
can write

xt = x̃t + Ft(xt−1 − x̂t−1) +Wtwt +O(||xt−1 − x̂t−1||2 + ||wt||2)

where we have the Jacobian matrices

(Ft)i,j =
∂fi
∂xj

(x̂t−1, 0)
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(Wt)i,j =
∂fi
∂wj

(x̂t−1, 0).

Similarly we can let ỹt = g(x̃t, 0) and Taylor expand to get

yt = ỹt +Gt(xt − x̃t) + Vtvt +O(||xt − x̃t||2 + ||vt||2)

where

(Gt)i,j =
∂gi
∂xj

(x̃t−1, 0)

(Vt)i, j =
∂gi
∂vj

(x̃t−1, 0).

Using the linearized equations and neglecting the higher order terms we can proceed as
before and get the update equations for the extended Kalman filter as

xt−1
t = f(xt−1, 0)

P t−1
t = FtPt−1F

′
t +WtQW

′
t

xtt = xt−1
t +Kt(yt − h(xt−1

t , 0))

P tt = [I −KtGt]P
t−1
t

Kt = P t−1
t G′t[GtP

t−1
t G′t + VtRV

′
t ]−1.

Observe that we now only have approximate equalities xst ≈ E(xt|Ys), s ≤ t. For more
details the reader is referred to Welch, Bishop (2006).

3 Numerics

In Section 2.1 we looked at the Kalman filter equations and in section 2.2 we saw how to
deal with missing data. Using the state space representation in section 2.3 we can simulate
an ARIMA process and then apply the Kalman filter to get an impression of how well
the estimates works when there are missing values. Note that we will add noise to the
observation of the ARIMA process to fit the model we used for the Kalman equations.
We can write this as yt = zt + vt, vt ∼ N(0, R). In the simulation we will have to choose
the orders and parameters of the ARIMA process. Later in Section 4 we will see that an
ARIMA(2,1,2) process may be appropriate for the data that we want to analyze so we will
choose orders accordingly. The AR and MA coefficients will be chosen as φ = (0.9,−0.5)
and θ = (0.9, 0.5) for no other reason than simplicity. We choose the variance parameters
as σ2

ζ = 1 and R = 0.1. The initial condition x0 is chosen to be zero everywhere except

for (x0)i+1 = ∆iz−1 which is chosen to be normally distributed with mean 0 and variance
1.

We will simulate the process for n = 100 time steps. The missing values are chosen
beforehand and are independent from the values of the time series. As we compute the
observed values we create two arrays, one with zeros where the values are missing and one
complete array with no missing values. We will perform Kalman filtering on the array
with missing values. Since it takes some work to implement the Kalman equations and we
want to avoid making any mistakes in the implementation, we have chosen to use functions
supplied with the book Time Series Analysis and Its Applications by Shumway, Stoffer
(2006).
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Figure 1: The Kalman filter applied to an ARIMA(2,1,2) process with 5 successive missing
values.

We are investigating the interpolation by visualizing the time series and the values for
the Kalman filter. To see the results we remove the zeros at the missing values and plot
the remaining values with black circles. The missing values are taken from the array
with complete values and are plotted with green circles. Lastly we plot the Kalman filter
estimator with red lines and let a 95% confidence interval be marked out with dashed
lines. In Figure 1 we see the result given by the Kalman filter applied to the time series
when an interval of 5 values has been removed. Even though the margin of error given by
the confidence interval is quite big, it must be said that the estimator follows the unknown
values very well.

In Figure 2 we see that results when an interval of 30 values are missing. To see the results
for intervals of 5, 10, 20 and 30 missing values we have chosen to put those figures in the
appendix. Here it becomes apparent that the estimator loses track of the time series after
around five time steps and the width of the confidence interval grows a lot when many
successive values are missing. The fact that the confidence interval continually grows
as long as data points are missing is a consequence of the time series being an ARIMA
process.

We can compare this with the the non-integrated ARMA process shown in Figure 3. Here
we see that the confidence interval increases to a certain interval around 0 and then stays
there. This reason for this is of course that the ARMA process is stationary and the
ARIMA process is not.

Up until now we have only looked at the case when the missing values make up an interval.
Here we have seen that the usefulness of the Kalman filter varies a lot depending on the
number of missing values. In many applications the missing values are assumed to be

12



Figure 2: The Kalman filter applied to an ARIMA(2,1,2) process with 30 successive missing
values.

random. Therefore it can be interesting to see if the usefulness of the Kalman filter is
similarly affected by large amounts of missing values when the values as chosen at random.
We assume that the missing values are independent of the time series and let 50 out of the
100 data points be missing. The result given by the Kalman filter is shown in Figure 4.
Here we see that the Kalman filter is performing much better even though half of the data
points are missing. The biggest problems occur for larger groups of successive missing
values where the Kalman filter once again shows its weakness.
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Figure 3: The Kalman filter for an ARMA process

Figure 4: The Kalman filter for an interval with minor gaps of randomly missing values.
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4 Bouy data

4.1 Introduction

In this section, we analyze ocean wave data coming from US NODC Buoy 46005, situated
in NE Pacific (46oN 131oW ). The data contains values for the significant wave height,
denoted HS , for different times t. Our data set contains gaps with missing values of HS .
We also have that the significant wave height is not stationary. The data has previously
been analyzed in Anderson et al. (2001), and we will utilize some of the methods in this
paper.

The temporal variability of HS depends on the annual cycle, but also on between-years
variabilities that can make it difficult to detect trends. To make the analysis simpler, we
can remove the annual cycle to obtain an identically distributed data set.

4.2 Data analysis

Our time series consist of measurements of wave heights obtained between January 1983
and December 2003.

Figure 5: Plot of the time series

In Figure 5 we see the plot of wave height versus time in days. Some intervals with missing
data can be discerned in this graph, but to get a clearer view it is better to look at a smaller
interval. In Figure 6 we take a closer look at an interval with many successive missing
values.
In Figure 7 we plot the length between times of measurements and the intervals with miss-
ing data can been seen as spikes. Confusingly, somewhere around 100000 measurements,
we have some peaks with negative values, indicating that time is jumping backwards.
Further investigation showed that this was the case.

We are interested in performing a Kalman filter analysis. But as now, the data contains

15



Figure 6: Closer look at an interval with missing values

to many oddities. Firstly the data has a lot of missing values, and we must determine at
which times the values are missing. Secondly, we have to do something about time going
backwards. Our last problem is that for using Kalman filter we want to make our time
series stationary. To do this we must rescale the values and remove all seasonal dependence
of the data.

Looking at Figure 5 again, we see that some waves are strictly equal to 0, hence not
possible to take the logarithm of it. But since there are only a few of these values, we
suspect them to be there because of measurements errors and we will assume them to be
missing.
In order to perform our analysis, we let the missing values be NA. The problem about
time going backwards is a bit trickier. We decided to arrange them so that the values
follow immediately upon each other. It is difficult to tell wether this is a good method or
not.

As is standard practice in time series analysis we look at the periodogram to find any
periodicities in the measurements. Most of the periodogram is more or less flat except
at one part, see Figure 8. The measurements were taken hourly so an annual periodicity
would correspond to a frequency of (24 × 365.25)−1 ≈ 1.14. This is close enough to the
peak in Figure 8 for us to say that we have an annual periodicity.

Anderson et al. (2001) suggested that the wave height measurements contain annual and
semi-annual periodicities. The way they do it is to fit an annual cycle, a semi-annual cycle
and a linear trend to logHS for wave height recorded at midnight every day. This can be
written as

logHS = a0 + a1 sin

(
2πt

365.25

)
+ a2 cos

(
2πt

365.25

)
+a3 sin

(
4πt

365.25

)
+ a4 cos

(
4πt

365.25

)
+ a5t+ ε (12)
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Figure 7: Missing values as peaks

where t is the time in days with 1 January 1978 equal to 0.

Going back to the periodogram in Figure 8 we see that it is difficult to determine if there
is a semi-annual cycle around (24 × 365.25/2)−1 ≈ 2.28. To get a better idea of whether
there might be a reason for including a semi-annual cycle, we fit the measurements to
the model in equation (12). However unlike Anderson et al. (2001) we do this for all of
the measurements, as we don’t have any particular reasons to only include measurements
taken at midnight. Doing this fit in R we get the result that semi-annual components are
indeed significant to the model.

After removing the estimated annual and semi-annual cycles, as well as estimated linear
trend, we want to analyze the remaining residuals, given as ε in equation (12). To begin
with we can estimate the autocovariance and partial autocovariance functions, which we
can see in Figures 9 and 10 respectively. The estimated autocovariance function (ACF)
doesn’t say much except that the residuals might be represented by an AR-process. The
estimated partial autocovariance function (PACF) however shows a very large spike at
lag 26, and a slightly less large spike at lag 28. Overall this PACF looks very odd and
one might suspect that it does not accurately describe the properties of our time series.
In fact, evaluating the PACF for smaller subintervals of the entire timeline give different
results depending on where the subinterval is chosen. In Figure 11 we see the PACF for
times 1 to 10 000 and it indicates a first order AR-process. Most of the other subintervals
of length 10 000 showed very similar PACF-plots and only the intervals 20 000-30 000, 40
000-50 000 and 60 000-70 000 gave PACF-plots that looked abnormal in some way. This
indicates that the large spikes in Figure 10 are probably caused by a handful of abnormal
values in certain parts of the time series. Using the function tsboot from the r-package
boot we can bootstrap the time series for a better estimate of the PACF. In Figure we
see the resulting plot when using 1000 bootstrap replicates of fixed length 60. While
some of the smaller values going outside the confidence intervalls for white noise might be
artefacts from the values that were causing problems before, we see that the PACF looks
much better now.
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Figure 8: Closer look at the interesting part of the periodogram

Before we decide to model the residuals as any kind of ARIMA-process we should check
if the normality assumption is reasonable. For the we use the quantile-quantile plot seen
in Figure 13. Since the quantiles of the residuals for the most part lies on a line passing
through the origin, it seems very reasonable to believe the normally distributed.

We will model these residuals as an ARIMA process with noise, like the processes we
studied in section 2.3. To estimate the model parameters we would like to use maximum
likelihood estimation as described in Section 2.4. To our help we do have that the Kalman
filter function we use also calculates the likelihood function for the given parameters and
data. This means that we should be able to use the R function optim, from the package
stats, to find a MLE of the desired parameters. Unfortunately we cannot get this method
to converge properly and we have not been able to narrow down what is the cause. It
could be due to the fact that the likelihood function is highly nonlinear, and this is causing
problems in computing the estimators, or it could be that there is an error made in the
programming. In order to get some reasonable estimates for the parameters we resorted
to using the R function arima from stats. This function takes measured data and fits it
to an ARIMA model of a predefined order. However as we noted in Section 3, a regular
ARIMA process does not fully coincide with the state space model we use for our Kalman
filter. To work around this we assume that the variance R is small enough for the other
parameters to be estimated with arima, and then when using the Kalman filter we set
R = 0.00001 which is significantly smaller than the values of other parameters.

In a practical situation one would have to use historical data to estimate the model param-
eters, that would then be used to filter future values. In order to replicate this we only use
wave data from the first 1000 measure points to estimate the parameters and then use use
the Kalman filter on all the data. To choose the model order we used arima for a number
of parameter choices where the parameters where small (q, i, p < 5). The function arima

also returns a likelihood for each model and based on this we saw that models with more
parameters than ARIMA(2,1,2) did not increase the likelihood by a significant amount so
we chose to model with (2,1,2). The estimates we got from this can be seen in Table 1.
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Figure 9: Estimated autocovariance function for the residuals.

φ1 φ2 θ1 θ2

0.6595857 0.1202905 -0.9652528 0.4034322

Table 1: Estimates for the ARIMA(2,1,2) model.

In Figure 14 we have plotted the results like in Section 3, except we don’t know the missing
values now. This graph shows the residuals from the logarithm of wave heights measured
on day 98 and 99. We see there is a gap of five missing values at the end of day 98 and here
the Kalman filter give similar results to those that we saw in the numerical experiments.
To see how this translates to estimators and confidence intervals for the wave heights
themselves we add the cycles and trends and then apply the exponential function to get
back the original data. This is plotted in Figure 15 and we can note that the asymmetrical
confidence intervals are a result of the exponentiation.
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Figure 10: Estimated partial autocovariance function for the residuals.

Figure 11: Estimated partial autocovariance function for the 10 000 first residuals.
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Figure 12: Estimated partial autocovariance function for the bootstrapped residuals.

Figure 13: A normal quantile-quantile plot for the residuals.
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Figure 14: Kalman filter applied to the residuals from the wave height measurement.
Residuals are modeled as ARIMA(2,1,2).

Figure 15: Estimators and confidence intervals from the Kalman filter for the wave heights.
Residuals are modeled as ARIMA(2,1,2).
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5 Results and discussion

In Section 2.4 we saw that the simple EM algorithm for parameter estimation was not
applicable when modeling ARIMA processes and therefore we should use MLE. Unfor-
tunately we could not get the maximization scheme to work and we instead had to use
methods that are not ideal for this model.

In Section 3 we saw that the Kalman filter works fine for small intervals of missing values
but is not so good for large intervals. The large confidence intervals given by the Kalman
filter comes from the fact that we are modeling the filtered time series as an ARIMA
process. If we think we can predict the wave heights with a greater certainty we are going
to need to find a better model than the ARIMA process. The task of finding such a model
probably fall within the fields of hydrology or fluid mechanics. A good thing we saw in
Section 2.5 was that we are not limited to using linear models as the Extended Kalman
filter can handle both nonlinear processes and nonlinear observation relations.

One point where our analysis could be improved is our treatment of seasonal patterns. We
assumed an annual and a semi-annual cycle and fitted the data to this model. However the
periodogram did not give conclusive evidence for anything but an annual cycle and there
could be multiple seasonal patterns involved beyond a semi-annual cycle. There could
be both additive and multiplicative seasonality in the data and there have been methods
proposed to deal with this in Gould et al (2008).
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A Probability theory and conditional expectation

To work with conditional expectations we need to introduce σ-algebras and random vari-
ables.
Let Ω be the set of all possible outcomes.

Definition: F is a σ-algebra over Ω if

(i) ∅,Ω ∈ F

(ii) A ∈ F ⇒ Ac = Ω \A ∈ F

(iii) A1, A2, . . . ∈ F ⇒
⋃∞
n=1An ∈ F

The pair (Ω,F ) is called a measurable space.

Definition: If F and H is σ-algebras over Ω and H ⊂ F then we say that H is a
σ-subalgebra of F .

Proposition: If H is a set of σ-algebras over Ω then
⋂

H ∈H H is also a σ-algebra.

Definition: If we have that A ⊂ Ω then we let

σ(A) :=
⋂
A⊂H

H

where all H are σ-algebras over Ω, and we say that σ(A) is the σ-algebra generated by
A. Similarly we can define σ(A) where A is a collection of sets by taking the intesection
over all σ-algebras H such that A ⊂H for all A ∈ A.

Definition: The set B := σ(τ), where τ is the set of all open sets on R, and we call this
the Borel σ-algebra, or simply the Borel sets.

Definition: If we have a function X : Ω→ R such that for all B ∈ B we have that

X−1(B) := {ω ∈ Ω|X(ω) ∈ B} ∈ F

then we say that X is a random variable on the measurable space (Ω,F ).

Definition: If X is a random variable on (Ω,F ) then we define

σ(X) = {A ⊂ Ω|∃B ∈ B : X−1(B) = A}.

Proposition: σ(X) is a σ-algebra and X is a random variable on (Ω,F ).

Definition: If we have a measurable space (Ω,F )and a function P : F → R then we say
that P is a probability measure on Ω if

(i) P (A) ≥ 0 for all A ∈ F

(ii) P (Ω) = 1

(iii) P (
⋃∞
n=1An) =

∑∞
n=1 P (An) for all A1, A2, . . . ∈ F where Ai ∩Aj = ∅ if i 6= j.
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The triple (Ω,F , P ) is called a probability space.

Definition: If X is a random variable on (Ω,F , P ) then we define the expected value of
X as

E[X] =

∫
Ω
X(ω)dP (ω)

where the integral is the Lebesgue integral.

Definition: If X is a random variable on (Ω,F , P ) and H ⊂ F is a σ-subalgebra, then
we define the conditional expectation E[X|H ] as a random variable on (Ω,F ) with the
property that ∫

H
E[X|H ](ω)dP (ω) =

∫
H
X(ω)dP (ω) for all H ∈H .

Existence and uniqueness almost-surely for E[X|H ] follows from the Radon-Nikodym
theorem.

Definition: If (Ω,F , P ) is a probability space and H ⊂ F is a σ-subalgebra then we
can define the conditional probability with respect to H as

P (A|H ) = E[1A|H ], for A ∈ F

where we use the indicator function 1A(ω) := 1 if ω ∈ A and 0 otherwise.

Definition: If X and Y are random variables on (Ω,F , P ) then we can define

E[X|Y ] := E[X|σ(Y )] and P (A|Y ) := E[1A|σ(Y )] for A ∈ F .

A.1 Properties of conditional expectation

Let X be a random variable, and let Y be another random variable, Y : ω → R, satisfying
E[|Y |] <∞. Then we have

(i) E[aX + bY |H ] = aE[X|H ] + bE[Y |H ], a, b ∈ R

(ii) E[E[X|H ]] = E[X]

(iii) E[X|H ] = X if X is H -measurable

(iv) E[X|H ] = E[X] if X is independent of H

(v) E[Y ·X|H ] = Y · E[X|H ] if Y is H −measurable

If G ⊂H are σ-algebras then

E[X|G ] = E[E[X|H ]|G ]

B Plots for Section 3: Numerics
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Figure 16: The Kalman filter applied to an ARIMA(2,1,2) process with 5 successive missing
values.

Figure 17: The Kalman filter applied to an ARIMA(2,1,2) process with 10 successive
missing values.
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Figure 18: The Kalman filter applied to an ARIMA(2,1,2) process with 20 successive
missing values.

Figure 19: The Kalman filter applied to an ARIMA(2,1,2) process with 30 successive
missing values.
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C R code

C.1 Simulating ARIMA processes

The the following code requires the file Kfilter.r available from
http://www.stat.pitt.edu/stoffer/tsa3/.

source("Kfilter1.r")

#Choose ARIMA model

phi <- matrix(data = c(0.9,-0.5), nrow = 2, ncol = 1);

p <- length(phi);

theta <- matrix(data = c(0.9,0.5), nrow = 2, ncol = 1);

q <- length(theta);

int <- 1;

#Choose time

num = 100;

time = 1:num;

#Create state space model: alpha_t+1 = T alpha_t + R zeta_t+1

# y_t = Z*alpha_t

r <- max(p,q+1) + int;

T <- diag(0,r); T[(1+int):(p+int),int+1] <- phi;

T[(1+int):(r-1),(2+int):r] <- diag(1,r-int-1);

TempMat = matrix(1,int,int); TempMat[lower.tri(TempMat)] <- 0;

T[1:int,1:int] <- TempMat; T[1:int,int+1] <- 1;

R <- matrix(0,r,1); R[int+1,1] <- 1;

R[(int+2):(int+1+q)] <- theta;

Z <- matrix(0,1,r); Z[1:(int+1)] <- matrix(1,1,int+1);

# Or we can write Z <- T[1,1:r];

#Make data appropriate for state space

mu0 <- matrix(0,r,1);

Sigma0 <- matrix(0,r,r); Sigma0[int+1,int+1] <- 1;

#If you wish to change mu0 and Sigma0

# make sure to change alpha as well

A <- array(0, dim=c(1,r,num));

for(i in 1:num) {

A[,,i] <- Z;

}

SigmaZ <- 1;

covQ <- R%*%t(R)*SigmaZ;

cQ <- matrix(0,r,r); cQ[1,] <- t(R)*sqrt(SigmaZ);

covR <- 0.1;

cR <- sqrt(covR);
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#Choose where data is missing

nNA <- num/2

#ind <- sample(1:num,nNA)

ind <- (40):(69);

A[,,ind] <- 0;

#Simulate State-space process

set.seed(35345)

y <- array(NA,dim=c(1,1,num));

yplot <- array(NA,dim=c(1,num));

#alpha <- matrix(mvrnorm(1,mu0,Sigma0),r,1);

alpha <- matrix(0,r,1);

alpha[int+1] <- rnorm(1,0,1);

for(k in 1:num) {

zeta <- rnorm(1,0,SigmaZ);

alpha <- T%*%alpha + R*zeta;

v <- rnorm(1,0,covR);

y[k] <- A[,,k]%*%alpha + v;

yplot[k] <- Z%*%alpha + v;

}

#Use Kalman filter

kf = Kfilter1(num, y, A, mu0, Sigma0, T, 0, 0, cQ, cR, 0)

# kf$xf estimates alpha, but we want y = Z*alpha

# so we caluclate Ey = Z*Ealpha, Vy = Z*Valpha*Z^T

yf <- array(0,dim=c(1,num)); P <- array(0,dim=c(1,num));

for(k in 1:num) {

yf[k] = Z%*%kf$xf[,,k];

P[k] = Z%*%(kf$Pp[,,k])%*%t(Z);

}

p = 2*sqrt(P)

y[ind] <- NA;

#Plot the result

plot(time, y, type="p", ylim=c(-60,35));

lines(time[ind], yplot[ind], "p", col=3);

lines(time, yf, "l", lwd=2, col=2);

lines(time, yf + p, "l", lwd=2, lty=2);

lines(time, yf - p, "l", lwd=2, lty=2);

C.2 Using the Kalman filter on the wave data

source("Kfilter1.r")

#Loading the data

bojdata<-read.table("storvek46005.dat.txt")

29



T<-cbind(bojdata$V1)

W<-cbind(bojdata$V2)

numW=nrow(W)

#Remove measuring errors

etol = 0.1

for(k in 1:numW) if (W[k] < etol) W[k]<-NA

#Add missing values and fix the times

dT<-diff(T); dt<-1/24; dtl<-dt-0.01; dtm<-dt+0.01

for(k in 1:(numW-1)) if(dT[k] < dtl) dT[k]<-dt

elements<-round(24*sum(dT))

Wfix<-array(NA,elements)

l<-1

for(k in 1:(numW-1)) {

Wfix[l]<-W[k]

if (dT[k] > dtm) {

l <- l + round(dT[k]/dt)

}

else l <- l + 1

}

Wfix[elements]<-W[numW]

#Create time array

t <- cbind(dt*(1:elements))

#Take logarithm and subtract seasonal component

Wlog <- log(Wfix)

#dag=t[elements]/(21*365.25)

#d=t/dag

x1<-sin(2*pi*t/365.25)

x2<-cos(2*pi*t/365.25)

x3<-sin(pi*t/365.25)

x4<-cos(pi*t/365.25)

M1<-lm(Wlog~x1+x2+x3+x4+t,na.action=na.exclude)

Wlogfix = Wlog-fitted(M1)

#Choose model and time interval for estimation

p <- 2; int <- 1; q <- 2;

estitime <- 1000;

a <-stats::arima(Wlogfix[1:estitime],order=c(p,int,q),method="ML")

#For order 2,1,2 gives

#ar1 ar2 ma1 ma2

#0.5511 -0.0265 -0.8610 0.3481

#sigma^2 = 0.006183
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phi <- matrix(data = unname(a$coef[1:p]), nrow = p, ncol = 1);

theta <- matrix(data = unname(a$coef[(p+1):(p+q)]), nrow = q, ncol = 1);

SigmaZ <- sqrt(a$sigma2);

num <- elements;

# #Choose ARIMA model

# phi <- matrix(data = c(0.6701,-0.0912), nrow = 2, ncol = 1);

# p <- length(phi);

# theta <- matrix(data = c(-0.9452, 0.3861), nrow = 2, ncol = 1);

# q <- length(theta);

# int <- 1;

#Create state space model: alpha_t+1 = T alpha_t + R zeta_t+1

# y_t = Z*alpha_t

r <- max(p,q+1) + int;

T <- diag(0,r); T[(1+int):(p+int),int+1] <- phi;

T[(1+int):(r-1),(2+int):r] <- diag(1,r-int-1);

TempMat = matrix(1,int,int);

TempMat[lower.tri(TempMat)] <- 0;

T[1:int,1:int] <- TempMat;

T[1:int,int+1] <- 1;

R <- matrix(0,r,1);

R[int+1,1] <- 1;

R[(int+2):(int+1+q)] <- theta;

Z <- matrix(0,1,r);

Z[1:(int+1)] <- matrix(1,1,int+1);

# Or we can write Z <- T[1,1:r];

#Make data appropriate for state space

mu0 <- matrix(0,r,1);

Sigma0 <- matrix(0,r,r);

Sigma0[int+1,int+1] <- 1;

y <- array(0,num)

A <- array(0, dim=c(1,r,num));

for(k in 1:num) if (!is.na(Wlogfix[k])) {

y[k] <- Wlogfix[k];

A[,,k] <- Z;

}

#SigmaZ <- sqrt(0.005216);

covQ <- R%*%t(R)*SigmaZ^2;

cQ <- matrix(0,r,r);

cQ[1,] <- t(R)*SigmaZ;

covR <- 0.00001;

cR <- sqrt(covR);
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#Use Kalman filter

kf = Kfilter1(num, y, A, mu0, Sigma0, T, 0, 0, cQ, cR, 0)

# kf$xf estimates alpha, but we want y = Z*alpha

# so we caluclate Ey = Z*Ealpha, Vy = Z*Valpha*Z^T

yf <- array(0,dim=c(1,num)); P <- array(0,dim=c(1,num));

for(k in 1:num) {

yf[k] = Z%*%kf$xf[,,k];

P[k] = Z%*%(kf$Pp[,,k])%*%t(Z);

}

p = 2*sqrt(P)

#Plot the residuals

interval <- 2350:2400 #38000:40500 #38050:38150 #38500:38600

plot(t[interval], Wlogfix[interval], xlab= "time t (days)",

ylab= "residuals", type="p",ylim=c(-2,2));

lines(t[interval], yf[1,interval], "l", lwd=2, col=2);

lines(t[interval], yf[1,interval] + p[1,interval], "l", lwd=2, lty=2);

lines(t[interval], yf[1,interval] - p[1,interval], "l", lwd=2, lty=2);

#Plot the wave heights

c <- coefficients(M1)

s <- summary(M1)

hsfit <- c[1] + c[2]*x1 + c[3]*x2 + c[4]*x3 + c[5]*x4 + c[6]*t

interval <- 2350:2400 #38000:40500 #38050:38150 #38500:38600

plot(t[interval], Wfix[interval], xlab= "time t (days)",

ylab= "Wave height (m)", type="p",ylim=c(0,6));

lines(t[interval], exp(yf[1,interval] + hsfit[interval]),

"l", lwd=2, col=2);

lines(t[interval], exp(yf[1,interval] + p[1,interval] + hsfit[interval]),

"l", lwd=2, lty=2);

lines(t[interval], exp(yf[1,interval] - p[1,interval] + hsfit[interval]),

"l", lwd=2, lty=2);
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