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Chapter 1  
 
Introduction 

Volvo is a Swedish automotive manufacturer that mainly focuses on commercial vehicles. In order to 

meet the needs of the quickly changing market, it will greatly increase the competitiveness if the design 

processes are more productive. Today, the design of the electronic system in a new truck takes a huge 

amount of both human and financial resources. Most of the design work is manually handled by a group 

of designers. But with the development of new methods, computers can play a more important role 

during the design phase. The goal of this thesis is to see if by adopting existing algorithms, like the 

genetic algorithm, it is possbile to solve some design problems we faced during today’s design process. 

We choose two cases to verify our idea. One is signal packing the other is the reallocation of Logical 

Design Components (LDCs). 

The first case study is about packing signals into CAN frames. CAN stands for Controller Area 

Network, which is a vehicle bus communication protocol. There are several thousand signals needed to 

be transmitted between different LDCs. Each LDC locates on one Electronic Control Unit (ECU) in the 

Volvo truck. Different ECUs communicate with each other through signals. When the source LDC and 

destination LDC are located on different ECUs, the signal has to be transmitted between different ECUs 

through the CAN bus. If one signal is transmitted on the CAN bus, it has to be packed into a CAN frame. 

Different frames have unique transmission periods. All signals have to reach their destination before 

their deadlines. In this case study, we would like to find an automatic method to find an efficient solution 

to the frame packing problem. 

The second case study closely relates to the first one. As we described above, the signals are 

transmitted between different LDCs. Only two LDCs located on different ECUs need the signals to be 

transmitted on the CAN bus. This means, it is the LDC location that decides where the signal comes 

from and where the signal goes to and determines whether one signal needs to be transmitted on the 

CAN bus, or not. The location of each LDC can be optimized as well, to ensure that as many signals as 

possible can reach their destination before their deadline. After the allocation, a brand new CAN frame 

packing strategy should be introduced based on the new location of each LDC. The optimization of 

frame packing should be performed as well. Since each optimization potentially takes lots of time, the 

balance between performance and time consumption also needs to be well handled. 

Researchers have already proved that heuristic methods are very useful in solving constraint 

satisfaction problems [5, 6, 7, 8]. Constraint satisfaction problems contain a set of variables with 

relations between them in a finite domain. The solution is to select values for every variable so that all 

relations between variables, which are the constraints, are satisfied. In our case study, the end-to-end 

latency requirements can be interpreted as constraints. The best solution is supposed to satisfy as many 

constraints as possible. Some papers [1, 3] are focused on the frame packing problem, similar to the one  

in our first case study. This provides lots of ideas on how to solve the frame packing problem using 

genetic algorithms. Others [4] study similar mapping problems like what we face in the second case 

study.    

In the remainder of this thesis, we first introduce some important concepts we used. Then we will 

present the problem formulations and the basic ideas used in the development process. In the genetic 



Chapter 1    Introduction     2 

algorithm chapter, we describe in detail the algorithm we use in both case studies. Then, we continue 

with the step by step description of how the two problems are solved with help of the genetic algorithm, 

with the detailed parameter settings we use to our practical problem in our truck design project. Finally, 

we offer the conclusions of our two case studies and propose some ideas for future work. 
 



3 

Chapter 2  
 
Important Concepts 

Here we will introduce some important concepts which appear in our thesis. Since this thesis is closely 

related to the industrial design process, there are terminologies used especially for the electrical 

infrastructure of trucks. 

 

2.1 LDC and Signal 

LDC stands for Logical Design Component. Each LDC indicates one logical function that is performed 

on a single ECU. Periodic LDCs are executed periodically while sporadic LDCs are executed only when 

triggered. The execution period of each LDC depends on the actual function it performs. This 

information is provided by the designers and if not specified we use 20ms as default execution period for 

one LDC. But unfortunately we do not have information about the execution time of each LDC. In this 

thesis, we assume that each LDC takes 0.2ms to be executed. The estimation is based on the current 

situation that at most there are around 100 LDCs allocated on one ECU.  

Some LDCs, like handler LDCs, cannot be reallocated on another ECU since they are connected to 

some immovable physical device in the truck, like sensors or display screens, while other LDCs, like the 

functional components, are free to be allocated on other ECUs. 

 

 

Figure 1 Example of a movable LDC 

Figure 1 provides an example of a movable LDC. This LDC is supposed to collect driver data and 

upload the data to the back office for monitoring. Since it does not relate to any hardware in the truck, 

this LDC can be allocated to any ECU which has sufficient resource to run this LDC.   
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Figure 2 Example of an immovable LDC 

Figure 2 provides an example of an immovable LDC. This LDC is supposed to handle the speed 

control button on the truck. Obviously, it is connected to some hardware key on the truck. It can only be 

located to the place where the hardware key is connected. 

LDCs communicate with each other through signals. Each signal has its unique signal name and a 

fixed signal size. Periodic signals are sent periodically while sporadic signals are sent only by request. 

Signals transmitted on the same ECU will be considered as internal signals which have no effect on the 

network utilization and we do not consider any delay between sender and receiver. Signals transmitted 

between different ECUs will be considered as external signals which will affect the network load and the 

schedulability.   

 

Figure 3 Example of LDC communications 
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Figure 3 shows how different LDCs work together. Different LDCs communicate through certain 

signals. Both movable and immovable LDCs work together to realize the functionality, in this example, 

which is to turn on the front and rear brake lights when the driver brakes.    

2.2 ECU 

An Electronic Control Unit is a hardware unit on which the implementations of LDCs can be executed. 

Each ECU connects to some specified networks for signal transmission.  The physical location of the 

ECU in the truck is fixed, but the mapping between LDCs and ECUs is possible to be changed. 

 

Figure 4 Example of an ECU 

Figure 4 shows how an ECU looks like in the system. Usually one ECU has several LDCs executed 

on it. Each ECU has certain limitation for the number of LDCs since each execution of LDC takes 

resources. Communication between LDCs mapped on the same ECU will be considered as internal 

communication which will not increase the CAN bus utilization and their latency will be ignored.  

 

Figure 5 Example of the connection between different ECUs 

Figure 5 shows how different ECUs are connected with each other. ECUs are connected to one or 

more CAN buses and they communicate with each other through the CAN bus and some gateway ECUs 
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if necessary. In this example, if one LDC in ECU1 needs to send signal s1 to some LDC in ECU3, ECU2 

will be introduced as a gateway ECU. This communication between ECU1 and ECU3 will generate 

network utilization on both CAN bus #1 and #2. The connection between ECU and CAN bus are not 

allowed to change in this thesis but if the LDC on ECU1 is movable in this case we should try to move 

this LDC to ECU2 or ECU3 to optimize the system in two aspects: firstly reducing the communication 

latency of s1 between LDC1 and LDC3 to increase the probability of satisfying the end-to-end latency 

requirement which involve s1. Second, reduce the utilization of the both CAN bus #1 and CAN bus #2 to 

give more bandwidth to all other signals transmitted on that two buses. 

 

2.3 End-to-End Latency Requirement 

In order to achieve functionalities, after each input is generated to the system, an output should be 

realized by the user in a reasonable time interval. For example, when the driver slams on the brakes, the 

brake light should be lightened in a very short time. Here we assume that the delay is maximum 50ms. 

Then, we can define an end-to-end latency requirement that the sum of the execution time of four LDCs 

and the transmission delay of three signals should be less than the maximum delay 50ms. There are 

many end-to-end requirements like the example in our system. These requirements can be used as a 

standard to evaluate the performance of our system.  

 

Figure 6 Example of End-to-End latency 
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Figure 6 shows what an end-to-end latency requirement looks like. In this requirement, there are four 

LDCs and three signals. As we assumed above, the total transmission time of these three signals should 

be less than 50ms. Otherwise this requirement will not be met. We have to either optimize our design or 

change the requirement 
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Chapter 3  
 
Problem Formulations 

Today, the design of a Volvo truck would be a huge project which involves thousands of people and 

millions of dollars. As one of the biggest truck manufacturer in the world, Volvo is always interested in 

increasing the productivity during the truck design phases. With the development of the computational 

power, human designers can rely on machines to finish the tasks with high complexity. Some works 

have already been done related to computer supported designing [12]. It may not be possible to achieve a 

fully automatic design in the near future, but some development activities have already shown the 

potential to be automated. In this thesis, we will try to verify this idea by doing two case studies, frame 

packing and LDC allocation. However, these two cases are only the tip of the iceberg. If we use 

diagrams to illustrate our two case studies, we may have a rough idea about how the whole idea would 

look like. 

In the first case study, we are trying to solve the frame packing problem on every CAN bus. We will 

try to implement an optimization engine which receives the definition of all signals as input information, 

which includes signal size, the source LDC, destination LDC and signal group information defined by 

the designer. By invoking other analysis engines, the CAN Frame Packing optimization engine will 

generate an optimal frame packing strategy as an output. The case study should look like Fig.1. 
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Figure 7 Case Study 1 Structure 

Figure 7 shows how every module in this case study works. The analysis engine is used to do the 

analysis of the information we have before we start the genetic algorithm, to try to increase the 

efficiency of the whole process, or to provide some validation checking of the result produced by the 

genetic algorithm gets. The optimization engine is the genetic algorithm process defined to solve the 

actual problem. The CAN Frame Packing module receives the input information and tries to search for 

the optimal solution. And with the help from two analysis engines we can guarantee that the result of the 

optimization engine is valid. 

In the second case study, we are trying to solve the LDC allocation problem. Here, two optimization 

engines work together to form an optimization chain. We input the definition of all LDCs and ECUs and 

the LDC allocation engine which we are going to implement will provide the optimized location of every 

LDC. During the optimization process, the frame packing optimization engine should help the LDC 

allocation engine to find out whether it is possible to find a frame packing strategy under a certain LDC 

allocation alternative. Meanwhile, we have to find out what is the best way to coordinate two 

optimization engines together. 
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Figure 8 Case Study 2 Structure 

Figure 8 shows the process of LDC allocation. The input information is received by the LDC 

allocation module and it communicates with two analysis engines and another optimization engine. 

These two optimization engines work in sequence: the CAN frame packing depends on the result of the 

LDC allocation. And how to balance between the performance of these two optimization engines and 

time consumption is the main focus of this case study. 
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But, actually, here is our big picture of this project in the future: 

 

Figure 9 Structure of the Optimization Chain 

The whole idea will be an optimization chain which consists of several optimization engines. The 

electronic system can be generated automatically with the necessary information inputting into the 

optimization chain. With this, the designer can be released from the complex routine tasks and endless 

parameter exploration to focus on the functionality and design definition of the system. In other words, 

the designer could shift the focus of development from how to make it happen to what do we want. 

Meanwhile, the automatic method can greatly reduce the cost spent on the design phase and shorten the 

time it takes to bring a new idea into the existing design. 

In this thesis, it is not possible to go that far into the big picture. But we start from one and two 

optimization engines to try to answer the following questions: 

1. Can we get help form an artificial intelligence based method to optimize our process to solve the 

design problem? 

2. If yes, how can we implement the optimization method? 

3. Compare to the manual approach, does the artificial intelligence based method provide a better 

solution? 
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Chapter 4  
 
Genetic Algorithm 

Genetic Algorithms (GAs) are adaptive heuristic search algorithms inspired by the evolutionary ideas of 

natural selection, specifically those principles first theorized by Charles Darwin of survival of the fittest 

[11, 13, 14]. The basic concept of GAs is designed to simulate processes in biological systems necessary 

for evolution. As such, they perform a random search within a defined search space to find the fittest 

solution of a problem within a certain time period. A search space is a space where all feasible solutions 

to the problem exist. In our thesis, the search space refers to all frame packing strategies which will not 

exceed 100% CAN bus utilization in case study 1 and all LDC allocation strategies which will not 

overload any ECU and, at the same time, every CAN bus utilization is below than 100% in case study 2.   

In both case studies we use the same principle of genetic algorithms but with different ways to 

encode the solution and different parameters. Here the general ideas and parameters will be introduced 

and the special part will be discussed in detail in the case study parts. 

Generally, the genetic algorithm process looks like: 

0. Before we start the process, we have to find a good way to encode our solution. 

1. Generate an initial population. 

2. Evaluate the fitness of each individual in the population. 

3. If this population meets the end condition the algorithm ends. Otherwise continue. 

4. Generate the offspring population by using the following genetic operators. 

a. Elitism. Best solutions are kept unchanged. 

b. Crossover. One pair of solutions is selected to produce a new solution. 

c. Mutation. Change some parts within the solution to produce a new solution. 

5. Repeat step 2 to 4 until the process ends by step 3. 

4.1 STEP 0: Preparation 

When using genetic algorithms, we need to find a good way to interpret the solution of the problem. This 

process is called encoding. This part will be discussed in detail in the case study section. 

4.2 STEP 1: Initial population generation  

Unlike some other heuristic method, like Tabu Search or Simulated Annealing, which deals with one 

single solution at a time, several solutions are handled by GAs simultaneously during the whole process.  

This set of solutions is called population. In step 1, we randomly generate this set of solutions as the 

initial population. The method of generating initial depends on different encoding method so the detailed 

initial solution generation will be discussed in the case study part. In this thesis, we use 30 solutions in 

one population. 
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4.3 STEP 2: Solution Evaluation  

After we have had an initial population, we repeat the steps 2 to 4 until the end condition happens. 

Firstly, we evaluate each individual solution by using the pre-defined fitness function. The main purpose 

of this fitness function is to quantify the fitness of each solution to our problem. In our thesis, the fitness 

function is defined to calculate the number of end-to-end latency requirements which could be met after 

adopting this solution [6]. With the fitness every solution gets, it is easy to sort all solutions within one 

population.  

4.4 STEP 3: Condition Checking 

In step 3 we check if the genetic algorithm should be stopped or not. In our thesis, we define three end 

conditions: 

1. When there exists a solution which can meet all end-to-end latency requirements. 

2. When the number of iterations reaches a certain level, in our thesis we set to 1000 iterations. 

3. When the same best solution appears in more than 100 iterations. 

For condition 1, this only happens when we have found the best solution to our problem.  Since the 

perfect solution to the problem has been reached, we stop the search process. 

For condition 2, when we have already performed a certain numbers of iterations, we assume the best 

solution so far is an efficient solution to the problem. The result can be used either as a final result of the 

problem or as an initial population for another round of GAs. 

For condition 3, if there are not any improvements during several iterations (in our thesis we set this 

number to 100), we assume the best solution we currently have is an efficient solution to the problem. As 

the same for condition 2, this result could be used as either final solution to the problem or as an initial 

population for another round of GAs. 

4.5 STEP 4: Offspring Solution Generation 

This is the key step in the whole process. In this step a new population, which is called offspring or next 

generation, is produced based on the population that currently exists. Usually, we use the following 

genetic operators to produce the offspring: 

4.5.1 Elitism 

In the current population, the solutions with better fitness function result are considered closer to the 

optimal solution than the solutions with worse fitness function result. In order to ensure that the best part 

of the population will not disappear in the process to produce the next generation, a certain portion (in 

our thesis 10%) of the population with best fitness result is allowed to carry on to the next generation 

without any change. 

4.5.2 Crossover  

For the rest of the offspring population, we produce them through crossover and mutation.  But before 

we perform each crossover, we have to select two solutions from the current population. There are many 

selection methods, like Roulette Wheel selection, Tournament selection, Ranking selection etc. In this 

thesis, we use the Roulette Wheel selection method, since this method is simple and easy to be 

implemented. The selection method is based on the fitness of each solution. The solution with better 

fitness has more chance to be selected to produce the next generation. For example, if we have a 
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population consisting of N solutions, the possibility of solution P to be selected as one of the parent 

solutions is calculated as:  

 

 

 

 

One example population is shown below. 

Table 1 Example of Roulette Wheel Selection 

 

Figure 11 Example of Roulette Wheel Selection 

In Table 1 we can see that there are ten solutions in this example population. Each solution has a 

unique fitness result. And the parent probability shows the probability of the solution to be selected to 

produce the next generation. We can see that the solutions with better fitness are more likely to produce 

the next generation. Figure 11 shows the distribution of the parent chance. 

During the selection, we first generate a random number N between (0, Sum of Fitness]. Then we 

check whether the fitness of solution 1 is smaller than number N. If not, we add the fitness of solution 2 

to compare again. Repeat the adding until the sum of fitness from solution 1 to solution P is equal or 

bigger than the number N. Then solution P is selected as one of the parent solution. 

Repeat the selection in order to obtain a second parent. After we have these two parent solutions, we 

can perform a crossover to produce a selection of the next generation. 

Solution Sol #1 Sol #2 Sol #3 Sol #4 Sol #5 Sol #6 Sol #7 Sol #8 Sol #9 Sol#10 Sum 

Fitness 50 43 48 55 70 54 39 62 43 36 500 
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There are several methods to perform crossover, like one-point crossover, two-point crossover and 

uniform crossover etc. In this thesis, we use one-point crossover to produce the next generation. It is a 

simple crossover strategy and could be easily extended in the future so it could be a good starting choice. 

For example, assume that there are two solutions selected from the previous selection phase Sol #1 and 

Sol #2. They are encoded as below: 

Sol #1: {20,80,80,30,60,60,90,70,50,20} 

Sol #2: {40,70,80,40,50,60,60,90,80,80} 

Assume that the crossover point is randomly generated at position 4. Then the whole crossover 

process would look like in Figure 12. 

 

Figure 12 Example of One Point Crossover 

In Figure 12 Example of One Point Crossoverwe show how two parent solutions, Sol #1 and Sol #2, 

perform crossover to produce the offspring solutions. In the example, we can see that after two parent 

solutions are selected, a randomly generated crossover point will be applied to both solutions. The part 

before the crossover point in Sol #1 will combine with the part after the crossover point in Sol #2 to form 

an offspring solution Sol #1of. The part after the crossover point in Sol #1 will combine with the part 

before the crossover point in Sol#2 to form an offspring solution Sol #2of. 

4.5.3 Mutation  

After we get the offspring solution, we can continue to perform the mutation to the offspring solution. 

Usually, the mutation happens at a low rate, but in some cases, similar to our case study 2, a higher 

mutation rate leads to better solutions [4]. So, in this thesis, we set the mutation rate to 1%. Every time 

the mutation happens, one random part of the solution will be changed to a different random value like 

we show below. 

 

Figure 13 Example of Mutation 
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In Figure 13 we show that after crossover we have a chance to perform the mutation on the solution 

we get. During the mutation, first a mutation position is randomly generated. In the example, position 7 

is selected. Then the value is randomly modified. In the example, the value in position 7 is changed from 

90 to 40. The other values are kept unchanged. 

After crossover and mutation, two offspring solutions will be generated. Then, we can keep 

performing the same procedure to get a whole offspring population. 

 

4.6 STEP 5:  Repetition 

In this step, we set the offspring population we get from the previous step as the current population and 

perform step 2-4 once again. This step will be executed until some condition in step 3 is met. Thus, 

generally, in a complete genetic algorithm process, several iterations from step 2 to step 4 are performed 

until some end condition is met.  

4.7 Main Advantages 

In this thesis, the purpose is to find an efficient solution to the frame-packing problem and the LDC 

allocation problem. Ideally, the solution produced by the genetic algorithm would be better than the 

result of a manual approach. Other search algorithms may be feasible to our problem as well, but the 

main advantages of the genetic algorithm are: 

 Genetic algorithms can approach good solutions within a relatively short time, especially for 

problems with huge amount of feasible solutions. With more than one signal solution in each 

generation, genetic algorithms can narrow the scope of the best solution in a short time.  

 Genetic algorithms can easily be moved to a more powerful computing machine, like a parallel 

computer, to shorten the timing cost and improve the productivity. In each generation, we can 

scatter the reproduction and evaluation phases to different processors which makes the 

procedures of offspring solution generation happen in parallel.  

 Using genetic algorithm does not require any explicit analytical work [15]. As long as the 

representation of the solution and the fitness function are provided, an efficient solution can be 

found. This is a key factor since the whole project which our thesis considers, involves hundreds 

of people who work on different parts of the truck and it is unwise to expect that everyone has 

the ability to analyses the effect of their work on the whole project.  
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Chapter 5  
 
Case Study 1: Frame Packing 

5.1 Problem statement 

In our system, ECUs are connected by CAN bus. When communication happens between two 

LDCs which are not located on the same ECU, signals need to be transmitted on the CAN 

bus. Packing signals into CAN frames is a necessary step in the communication process. In 

this case study, we will try to utilize GAs for finding the optimal solution of this problem. The 

desired solution should meet as many end-to-end latency requirements as possible. 

Each CAN frame has a maximum of 64-bits space for data to be transmitted. But the size 

of signals varies from 2 bits to more than 1000 bits. For signals with size bigger than 64 bits, 

we have to divide the signal into several frames. For signals with size smaller than 64 bits, we 

need to decide whether to pack one or several signals into one frame.  

After the frame is packed, we also have to decide whether the frame should be sent 

periodically or when required. If the frame is a periodic frame, the period of the frame would 

be an important parameter of the frame as well. All signals in that frame will be sent 

periodically and this period will contribute to the end-to-end latency of the signal.  

5.2 Background 

During the design phase, designers put a big emphasis on the definition of the functionality of 

LDCs and the signals transmitted between different LDCs. Designers pack signals into frames 

according to the correlation between signals and frames. The validation work is performed 

through simulation in a lab environment. Now, the method of packing works well since the 

network condition is good and the End-to-End requirements are designer friendly. But if we 

will face a more complex situation, like stricter end-to-end requirements or more functions 

added into the truck, the current packing method may lead to huge time cost on finding the 

correct signal and frame combination. In this case study, we provide one method based on 

genetic algorithms to solve the signal and frame combination problem, which is called the 

frame packing problem. The desired solution needs to be schedulable and meet as many end-

to-end requirements as possible.   

All information is based on one project in the Volvo Group. Based on the existing LDC 

definition and allocation between LDC and ECUs, there are some signals transmitted on the 

CAN bus. According to the network topology definition, in the whole truck electronic system, 

there are several CAN buses.  We also have several different ECU-Network combinations we 

called EN groups, as Figure 14 shows.  
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Figure 14 EN group 

Each EN group is where frame packing happens. Since frames are generated from 

different EN groups but transmitted on the same CAN bus, the latency of one signal depends 

on the result of frame packing in all EN groups which connect to the same CAN bus where 

the signal is transmitted.  

 

5.3 Solution: 

5.3.1 General Formulation 

The desired solution to this problem should provide a strategy to pack signals into CAN 

frames for transmitting on the CAN bus. The solution should also make sure:  

1. All signals on each CAN bus are schedulable, which means this is a valid solution. 

This is done by the schedulability/utilization analysis engine. 

2. End-to-End latency requirements are met as much as possible. Which means this is 

an optimal solution. This is done by fitness function calculation during the genetic 

algorithm process. 

5.3.2 Analysis Engine 

5.3.2.1 Schedulability/utilization Analysis Engine 

In order to guarantee the schedulability of each CAN bus, we use the schedulability/utilization 

analysis engine, as we show in Figure 9, to perform a schedulability check on every CAN bus 

after the frame is packed in each EN group. The main purpose of this engine is to guarantee 

that all signals under this frame packing strategy are schedulable. We have two ways to do 

that: 
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1. The theoretical way is to calculate the worst case response time for every single 

signal [2, 10]. This is the safest way to ensure that all signals are schedulable in the 

system. But obviously this will need a lot of time since we have thousands of signals 

and the calculation of each signal will involve all other signals which share the same 

CAN bus. On some busy CAN bus, there may be hundreds of signals transmitted 

together. This means, every calculation of signal will involve hundreds of other 

signals and this will repeat hundreds of times for one solution. As we mentioned, we 

have 30 solutions in one population and the whole genetic algorithm could last for 

thousands of generations. All above may lead to huge time consumption in 

schedulability checking by using this method. 

2. Another practical way is that, according to the common experience, if the utilization 

of a CAN bus is lower than 60%, the signals on the network are schedulable. This 

method is much quicker than the theoretical one since we only calculate the 

utilization of the CAN bus. We do not have to take care of individual signals, so the 

number of signals in one CAN bus will not have a direct influence on the calculation 

time. 

In this thesis, we choose to use the practical method to do the schedulability checking. The 

reason is the huge time consumption the theoretical method requires. As we described before, 

genetic algorithms need hundreds to thousands of generations to approach the optimal 

solution. And after this process, as we can see from Figure 9, we only finish one small part of 

the whole process. So here we have to keep the process as short as possible to increase 

efficiency. Another reason for doing this is that in this thesis we do not have any information 

about the priority of each signal, and this is an essential input when calculating the worst case 

response time.   

When each solution is generated, we calculate the CAN bus utilization by summing the 

bandwidth occupied by the EN groups which connect to the CAN bus. With the predefined 

network bandwidth, the frame period and the frame size we get from the genetic algorithm 

result, follow this formula: 

 

 

 

 

 

 

 
 

We can get the utilization of each network based on the frame packing strategy. If every 

network passes this test, we believe this solution is schedulable. 

5.3.2.2 Timing Requirement Analysis Engine 

As we describe above, we use the number of satisfied end-to-end latency requirements to 

measure the quality of the result we get after the crossover and mutation phase. Before we try 

to start the genetic algorithm process, we should try to analyze the requirement first. 

Originally we have some number of end-to-end requirements but some of them are not 

possible to be met. Let us take Figure 6 as an example.  

In Figure 6, the requirement we assume is that the time interval between source LDC and 

destination LDC is maximum 50ms. If we assume that all LDCs needs 20ms to be executed, 

in total we need at least 80ms even with all LDCs located in the same ECU to eliminate the 

latency of signal transmission. Unfortunately, it is not possible to meet this requirement no 

matter which frame packing strategy we use. So we call such requirement a bad requirement. 

As contrast, we call a requirement that is possible to be met by changing the frame packing 

 

U is the utilization of the network.  

B is the bandwidth of the network.  

P is the period of the frame. 

S is the size of the frame. 

n is the number of frames  

transmitted on the network. 
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strategy as good requirement. In this case study, nothing can be done about the bad 

requirement unless we modify the requirement itself. So, here we just ignore all bad 

requirements and focus on meeting good requirements.   

Based on the above analysis engine and the requirements we have, we are able to get rid of 

all bad requirement before we begin our optimization process. With the remaining good 

requirements, we can see whether one signal is a required signal, which is involved in at least 

one good requirement, or a non-required signal, which is not involved in any good 

requirement. Since every signal is either periodic signal or sporadic signal, we can classify 

each signal into four groups:  

 periodic required signal 

 sporadic required signal  

 periodic non-required signal  

 sporadic non-required signal 

The most important signals are the periodic required signals. This kind of signal is not 

only involved in the end-to-end latency requirement but also a major utilization contributor on 

the CAN bus. When we perform a frame packing these signals should be well treated in the 

highest priority. 

Periodic non-required signals have the second highest priority during the frame packing 

process. Although they are not involved in any end-to-end latency requirement, they still 

affect the schedulability of the CAN bus. The system has to be schedulable first then to be 

optimized to meet as many end-to-end requirements as possible. 

All sporadic signals are only sent when requested, we believe that they can be handled by 

the CAN bus with its idle bandwidth. We assume that a CAN bus is schedulable only when 

the utilization is below 60%. In this case, we still have another 40% bandwidth to handle 

sporadic signals.  

Besides this, we can introduce a reference period of each required signal from the good 

requirements to optimize the genetic algorithm process. This value can be used when setting 

the initial CAN frame period.  
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Figure 15 Example of reference period  

Let us take Figure 15 as an example. The required latency is 150ms. There are 4 LDCs 

involved in this requirement. Two of them, CityHorn_Input_Hdlr and Horn_HMICtrl, are 

located on the same ECU, and then CH_PushButtonStatus become an internal signal which 

will not cause any delay. If we assume that each LDC needs 20ms to be executed, the 

maximum signal delay for CH_HMI_rqst and CH_cmd should be 70ms in total in order to 

meet this requirement. So in this case, 2 external signals share 70ms latency, the reference 

period for these signals would be 30ms for CH_cmd and 40ms for CH_HMI_rqst. 

5.3.3 CAN FRAME PACKING 

The solution of this case study should answer two questions. One is which signals are packed 

into which CAN frame. Another is what period is set to the frame which contains periodic 

signals. But we cannot handle two variables simultaneously in the genetic algorithm process. 

We have to find out a packing strategy first and search the optimal period for each frame or 

prepare certain number of frames with a fixed period and search the optimal packing strategy.  

In this case study, we choose to have a certain packing strategy first and then search the 

optimal period of each frame. In our system, it would always be better to reduce the number 

of frames which contain periodic signals, specially the required periodic signals. And then 

send these frames within the shortest reference period that the signal in the frame has. By 

doing this, the signal with shorter reference period can be sent within its reference period and 
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the signal with longer reference period can be sent in a shorter period which will even reduce 

the end-to-end latency. The reason that we will not miss other optimal solutions when 

manually packing signals into frames is that in the current situation all required periodic 

signals can be put into one frame in most of the EN groups, if there is any required periodic 

signal. In the rest of the EN groups the required periodic signals can be put into two CAN 

frames. We can handle two frames manually as well. This may not be the optimal packing 

strategy, but the result shows that it is good enough for this case study.  

 

Figure 16 Example of the packing strategy of two frames 

In Figure 16 we can see that we have 4 signals with different reference period and we are 

not able to put them into one frame. Different packing strategies could lead to a different 

frame periods.  As we can see, if we use Strategy 1 we will have two frames with 20ms period 

each. But using Strategy 2 we will have two frames, one with 20ms period and another with 

50ms. Obviously Strategy 2 is a better strategy since it reduces the CAN bus utilization while 

not destroying the signal reference period. We handle all required periodic signals in the EN 

group which generates frames by using strategy 2. 

After we reach a packing strategy in every EN group, we now can focus on how to set the 

proper period of each frame to meet as many end-to-end latency requirements as possible.  

5.3.4 Algorithm  

Here we will use the genetic algorithm to search the proper period time of each frame. The 

basic idea of the genetic algorithm is introduced in Chapter 4. Here we will discuss some 

specific setting for this case study. 

5.3.4.1 Representation  

Here, since we have already set the packing strategy in every EN group, the number of frames 

on each CAN bus is determined. The purpose of this genetic algorithm process is to find the 

time period of each CAN frame. So we can use a list of numbers, where each number 

represents the time period.  

5.3.4.2 Initial population  

The performance of the genetic algorithm depends quite much on how good the initial 

population is. There are two ways to generate the initial population. One is to randomly set 

the period value to every frame. The other one is to use the shortest reference period of all 

signals in the frame as the frame period. Both can reach a good result, but with different time 

cost. The initial random population starts at random fitness level. It needs several generations 

to reach an efficient solution. On the other hand, if we use a reference period of signals in this 

case study, we can reach a good solution in a very short time, since all reference periods are 

calculated from the end-to-end requirement. If we use the reference period of signals as the 
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frame period, we will have a big chance to meet a big part of the requirements with the initial 

population. The reference period method usually starts at a fairly high fitness level. We can 

reach the desired solution, which is possible to meet all good requirements, in very few 

generations.  

5.3.4.3 Fitness function 

The fitness function is the number of good requirements we met by using this solution. After 

we reach a solution, every required periodic signal has a certain period which is the period of 

the frame the signal belongs to. We can calculate the end-to-end latency for each requirement 

to see how many requirements are obeyed. The more requirements it obeyed, the better the 

solution is. 

5.3.4.4 Offspring generation   

As we mention in chapter 2, we use elitism, crossover and mutation to generate the next 

generation. Elitism will keep the best 10% solutions, in this case study which is 3 solutions, to 

be unchanged to the next generation. Crossover will choose two solutions by Roulette Wheel 

selection method to swap their solution from one crossover point and generate two solutions 

for the next generation. Mutation happens only once every hundred times by altering one 

frame period to a random value. 

5.3.4.5 End condition   

We have three end conditions that work together. If any condition is met, the genetic 

algorithm process will stop and the current best solution will be the final solution to this 

problem. One condition is when the number of requirements met by the best solution reaches 

the maximum possible value, which is the total number of good requirements. Another is 

when 2000 iterations are performed and the best solution still cannot meet all the 

requirements. In this case we believe that the current best solution is the desired solution to 

the problem. The third condition is when the best solution in the population has not been 

improved for more than 100 generations. We assume that we will not be able to find a better 

solution than the current best one.   

5.4 Parameters 

Name Value Comment 

CAN bus Bandwidth 500Kb/s The speed of the CAN bus.  

Data size in CAN frame 64 bits How much data can be put into one CAN frame. 

CAN frame size 108 bits Total size transmitted on the CAN bus. 

Population size 30 The number of solutions in the population 

Maximum iteration times 2000 One of the end condition of the genetic algorithm 

Elite rate 10% This percent of the best solution can be inherited to next 

generation directly.  

Mutation rate 1% The percentage of the frame period changed to a random 

value. 

Table 2 Parameter of case study 1 
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5.5 Results and discussion 

In this case study, we try to use genetic algorithms to search for an optimal frame period 

setting. After combining the result of the genetic algorithm process with the manual signal 

packing strategy, we could have a list of all CAN frames existing in the system.  

The results are quite good. The information we have from the designing department shows 

that only 75% of the good requirements are met by the manual approach of the designers. If 

we use random initial population, we have a 100% probability, 10 out of 10 times, to reach 

this level. If we use the reference period method to generate the initial population, we have a 

70% probability, 7 out of 10 times, to reach the best result, which is all good requirements are 

met. And the other 3 times there are more than 90% of the good requirements are met. 

This shows that with a genetic algorithm we can achieve a better solution than the manual 

one. But there are several things we have to mention here: 

 Good requirements are not all end-to-end requirements. Now we do not consider any 

signal that comes from the bad requirement. But when the requirements are changed, 

there will be a significant increase in the number of required periodic signals that 

maybe leads to a tough situation. 

 What we do is based on the information we get without considering any relationship 

between different signals. For example, when we do manual design we would put 

two signals with the same source and destination into the same frame. But in our 

genetic algorithm, we only consider whether the signal is involved in any 

requirement. This would not introduce any error into the CAN communication, but if 

others want to use the signals for further development they may need to find similar 

or relative signals in several different frames.  
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Chapter 6  
 
Case Study 2: LDC Allocation 

6.1 Problem statement 

After finishing the frame packing problem with a good result, we would like to try our 

concept in a bigger scope. From the result of the requirement analyzing, we find out that there 

are around 30% of entire end-to-end latency requirements which are not possible to be met. It 

is either because that the signals involved in the requirement need too much time to be 

transmitted from one LDC to another or due to the fact that requirement is not reasonable 

enough. In order to meet more requirements, we intend to develop other methods than 

changing the frame packing to achieve our purpose. 

Signals are sent and received by LDCs. If two LDCs which are not located on the same 

ECU need to communicate with each other, the external signal appears which causes delay in 

the communication between these two LDCs. If these two LDCs are not connected to the 

same CAN bus, they have to involve one or even more gateway ECUs to forward the signal to 

the ECU where the destination LDC is allocated. So it would be an efficient way to reduce the 

end-to-end latency by placing LDCs in the same requirement in the same ECU. However, it is 

impossible to put every LDC on the same ECU. Some LDCs are handlers and sensors which 

have to be placed on particular ECUs while others are diagnostic components or fault 

managers which have to be distributed on different ECUs. Besides these, every ECU has a 

definite limitation on the number of LDCs which can be executed on this ECU. More exactly, 

the total utilization produced by the LDCs mapped on one ECU has to be smaller than 90%. 

So in this case study, we would like to find a solution which distributes LDCs to ECUs in 

a proper way to meet as many end-to-end requirements as possible and not violate the 

limitation of execution load on each ECU.  

6.2 Background 

During the design phase, designers put a big emphasis on the definition of LDCs. According 

to their functionality LDCs are put on different ECUs. Now some busy ECUs are sometimes 

overloaded. In this situation not a big part of the end-to-end latency requirements is met. The 

location of LDC is not optimized to reduce the end-to-end latency. Some LDCs are designed 

on particular ECUs while others are free to be located on other ECUs. In this case study, we 

provide one method based on genetic algorithm to optimize the LDC allocation. After the 

optimization, we should be able to find a frame packing solution as in case study 1 and the 

solution of the frame packing problem should be able to meet as many end-to-end latency 

requirements as possible. So in order to produce the solution to the LDC reallocation problem 

we need to involve the entire case study 1. How to handle two genetic algorithm sessions and 

how to judge the fitness of the solution of LDC allocation would be interesting to discuss. 
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All information is based on one project in the Volvo Group. In this case, we have extra 

information about the original definition of LDCs, which define the interfaces of each LDC. 

And we also have the original definition of each interface, which shows the size of each 

signal. Based on this information, after we reallocate movable LDCs to any other ECU, we 

can still have the correct information about the signals on different CAN buses. Since the 

location of LDC is a logical concept, there is no physical modification that happens here. We 

still have all these EN groups mentioned in case study 1.    

6.3 Solution: 

6.3.1 General Formulation 

The desired solution to this problem should provide a strategy to place LDCs on ECUs and 

make sure that: 

1. ECUs are not overloaded. 

2. It is possible to find a frame packing strategy to ensure that the system is schedulable. 

3. End-to-end latency requirements are met as much as possible.   

But the number of met end-to-end latency requirement could only be known after 

performing the frame packing algorithm. The result of the LDC allocation algorithm only 

shows where all LDCs are located. If we want to use the same fitness function as we do in 

case study 1, we have to perform the whole frame packing algorithm for every solution we get 

in the LDC allocation algorithm. This is the safest way to ensure that all possible solutions are 

checked so we will not miss any efficient solution. But that requires huge time consumption. 

After every possible LDC allocation solution, we have to re-generate the whole signal route 

information for all signals in our system. This would take around 2 minutes. For one 

generation, we have to do this 30 times with 30 solutions. This would not be a feasible 

method for our project since usually it takes more than several hundred generations to reach 

an optimal solution. We have to find other ways to perform the fitness measurement. 

In case study 1, we introduce the good/bad requirements before we start the genetic 

algorithm. The number of met requirement has an upper limit, which is the number of the 

good requirements. By changing the location of LDCs, it is possible to transform a bad 

requirement into a good one. Using the number of good requirements instead of the number of 

met requirements is an alternative fitness standard to our problem. One big advantage of using 

good requirements is that it takes only 5 seconds execution time per solution. After we found 

the optimal solution of the LDC allocation problem, which is the most number of good 

requirements, we can perform the frame packing algorithm to find out how many 

requirements could be met. 

However, let us consider this situation: there are two LDC allocation solutions, A and B. 

Solution A has 50 good requirements while solution B has 45 good requirements. After 

performing the frame packing algorithm, solution A can only meet 42 requirements while 

solution B can meet 44 requirements. We can see, in, fact that solution B is better than 

solution A and we will never notice that unless we check every LDC allocation solution.  

Although there will be the possibility of missing a better solution, we still decided to use 

the number of good requirements as our fitness metric in this case study. As we can see from 

the above comparison, it is 24 times faster than another method. Another reason is that when 

we can get a solution with many good requirements, the LDCs involved in the requirement 

have to be allocated closely with each other. More concentrate allocation may significantly 

reduce the CAN bus utilization, which makes the system more likely to be schedulable. It is 

unnecessary to check every possible solution with huge time consumption.  
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After we have an optimal LDC allocation solution, we need to re-generate the new signal 

route information. The source and destination LDCs of signals are not changed. However the 

source and destination ECUs of signals may be changed as result of the LDC allocation. We 

need to ensure that all signals are included in the correct EN group before we start the frame 

packing session. 

6.3.2 Timing Requirement Analysis Engine 

We start to solve this problem by analyzing the end-to-end latency requirements. We can 

classify LDCs into four different groups: 

 Required movable LDC 

 Required immovable LDC 

 Non-required movable LDC 

 Non-Required immovable LDC 

Here all LDCs involved in end-to-end latency requirement have the same importance. 

Generally we should gather LDCs from the same requirement into close or the same ECU. 

Required movable LDC is the key part of this case study. If there are immovable LDCs 

involved in a requirement, the ECUs where these LDCs are located could be the first choice 

where the movable ones in the same requirement should be located. The main purpose is to 

allocate required movable LDCs in proper ECUs to reduce the number of external required 

signals.  

Non-required movable LDC is used to balance the utilization of ECUs and CAN buses. As 

we mentioned in case study 1, all periodic signals will increase the utilization of the CAN bus. 

Non-required movable LDCs should be moved to unpopular ECUs to decrease the utilization 

on the CAN bus. 

For non-required immovable LDCs we can do nothing about that. Try to avoid the ECU 

where lots of immovable LDCs are located is a wise choice.  

6.3.3 Algorithm  

Here we will use the genetic algorithm to search for the optimal LDC allocation to have the 

most number of good requirements before we start the frame packing process.  

6.3.3.1 Representation  

In this problem, the solution is represented as a list of ECUs. Each position in the list 

represents one movable LDC and the value of that position is the ECU name. Only movable 

LDCs are included in the solution. Immovable ones will not participate in the genetic 

algorithm process. After we reach a solution of movable LDCs we combine the list of 

movable and immovable together to generate the signal route information.  

6.3.3.2 Initial population 

There are two methods to generate the initial solution. One is to randomly set ECUs to LDCs. 

Another is to perform a pre-allocation to gather the LDCs involved in the same requirement 

together. Both solutions can reach a good solution but with different time consumption. 

The pre-allocation tries to place the LDCs belonging to the same requirement in the same 

ECU. If the immovable LDCs in one requirement are located on the same ECU, this ECU will 

be the target ECU of this requirement. All movable LDCs will be put on the target ECU if 

there is plenty space of utilization on the ECU. If the immovable LDCs in one requirement 

are distributed on different ECUs, one of the ECUs will be selected as the target of this 



Chapter 6   Cast Study 2: ECU Allocation    29 

requirement. If there is not any immovable LDC in one requirement, then the target ECU will 

be a random ECU in the system. 

With the pre-allocation, it would be much faster to search the optimization goal than with 

randomly generated initial population.  The pre-allocation solution will always, 10 out of 10 

times, lead to the same, likely optimal, result while the random generated initial population 

solution has a 50% probability, 5 out of 10 times, to stuck at some local optimum far away 

from the optimal solution. So we decided to use pre-allocation in the initial population 

generation. 

6.3.3.3 Fitness function 

As we described before, here we use the number of good requirements to express the fitness 

of the solution.  We can get the number of good requirements by analysis the end-to-end 

requirements with the signal route information generated with the LDC allocation solution.  

6.3.3.4 Offspring generation 

During this phase, crossover and mutation are used to form the offspring. Elitism strategy is 

adopted as well. The elitism rate is 0.1 and the other solutions are formed from two selected 

parent solution by the crossover operator. The parent solution is selected by the roulette wheel 

selection method as in case study 1. After selecting the parent solution, single point crossover 

is performed. After each offspring is formed, the mutation may occur with a very little 

chance. The mutation probability is 1% here and every time the mutation occurs, one 

randomly selected LDC will be moved to another ECU.  

6.3.3.5 End condition 

We have three end conditions: one is that when the number of good requirements keeps still 

for 100 iterations, we assume that we have already reached an efficient solution. Another is 

that when 2000 iterations are performed we believe that the current best solution is the desired 

solution to the problem. The third one is that when the number of good requirements reaches 

the total number of requirements, we should stop the process with the best result. 

6.4 Parameter  

Name Value Comment 

LDC execution period 20ms If not specified. Each LDC will be invoked periodically. 

And 0 period means LDC will be invoked when necessary. 

LDC execution time 0.2ms Here we do not have any data about the execution time in 

the LDC definition, so we assume this number based on 

the current information. Nowadays one ECU can hold 

more than 100 LDCs. According to the default execution 

period and the number of LDCs allocated on one ECU, we 

assume for each LDC it takes 0.2ms to be executed. 

ECU maximum utilization 

percentage 

90% According to the designer experience, one ECU should not 

execute all the time. And room is also needed by the LDCs 

which are sporadically. 

Population size 30 The number of solutions in the population 

Maximum iteration times 2000 One of the end condition of the genetic algorithm 
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Elite rate 10% This percent of the best solution can be inherited to 

offspring directly. 

Mutation rate 1% The percent of one movable LDC move to a random ECU. 

Table 3 Example of Case Study 2 
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6.5 Results and discussion 

In this case study we try to use the genetic algorithm to search for the optimal allocation of 

movable LDCs. With the result, we can have the most number of good requirements before 

we start the frame packing process. We can get the number of met requirement as the final 

result after the frame packing process finished.  

The result is not perfect but still good enough. We do not manage to convert all bad 

requirements into good ones. However, a 20% improvement is still made by using the genetic 

algorithm with the initial solution generated by pre-allocation method compared to the current 

design result. And always, 10 out of 10 times, we are able to find an efficient result which 

meets more than 95% good requirements after the frame packing process. If we use randomly 

generated initial solution, the result differs quite a lot. During our 10 tries, 3 out of 10 times 

the number of good requirements did not reach the manual approach. Nevertheless, after the 

frame packing process we can still manage to meet most of the good requirements. We still 

perform better than the manual approach in terms of the number of met requirements. 5 out of 

10 times the number of good requirements is bigger than the manual approach and we are able 

to meet most of the good requirements. Only 2 tries in 10 times made an improvement bigger 

than 15% on the number of the good requirements. And all processes with the randomly 

generated initial solution take more than 500 generations to reach an efficient solution while 2 

processes with pre-allocation method take more than 500 generations to reach the end 

condition. 

Though we may suffer a lower number of good requirements in some situations, all final 

results, which are the number of met requirements, turn to be better than the manual approach. 

In the best result, we are able to make a 20% improvement in the number of met 

requirements. This could be considered as a considerable improvement of the system. In that 

case LDCs involved in the same requirement are distributed on same or close ECUs and we 

have a fairly small number of external signals transmitted on the CAN bus.  

This result also proves that with the adjustment of the fitness target the process can still 

achieve a decent solution. We do not need to spend huge amount of time on verifying the 

number of met end-to-end latency requirements for every solution we generated. By 

calculating the number of the good requirements we can make a rough estimation about the 

fitness of one solution which saves us a lot of time. In fact, we tried to check every solution 

we generated with the frame packing algorithm and use the number of met requirements as 

fitness function for LDC allocation solution. We reached the 50
th
 generation in 2 days and still 

far away from the result that the non-checking method can achieve. I believe that if we waited 

for a longer time we could be able to reach an optimal solution just like the other method did. 

However, I think it is not wise to check every solution, at least checking every solution from 

the very beginning. An alternative could be checking every solution after 100 or 200 

generations. This would be more worthwhile than wasting time on the first several 

generations.  
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Chapter 7  
 
Conclusions and Future work 

In this thesis, we explore the feasibility of the idea of using genetic algorithm based 

optimization technique in our current design process. Compared with the manual method, the 

search based method can reach a better solution. In case study 1, the original frame packing 

strategy made by the designer can only meet around 70% of all good end-to-end latency 

requirements. In contrast, after performing the frame packing algorithm, all good 

requirements can be met. In case study 2, we are able to make a 20% improvement in both the 

number of good requirement and the number of met requirement. And both methods achieved 

the result in a reasonable time.  

With such satisfactory result, we have reason to believe that using such optimization 

techniques to support or even solve our designing problem is feasible and very useful. We can 

expect an improvement in working efficiency if we can introduce this method into our daily 

work. This method can even be spread to other design problem such as: 

 Optimize the number of ECUs. As we can see from the case study 2, only very 

limited number of ECUs work at high utilization. If for some reason we would like to 

reduce the number of ECUs, this genetic algorithm can provide solutions on how to 

gather LDCs and which ECU works in low utilization. 

 Balance the network load. When we analyze the requirements, we found that lots of 

signals and LDCs are not involved in any requirement. These signals and LDCs are 

not necessary to be connected to highly utilized and critical CAN buses. It is possible 

to find non-direct path for them to avoid the busy CAN buses to guarantee the critical 

LDC works perfectly.  

 Design the network topology. This could be the ultimate application of this method. 

We can input the definition of ECUs and LDCs, the requirement of end-to-end 

latency and wait for the output of the algorithm. The algorithm can provide designers 

the proper network topology with the ECU location on the truck, CAN bus 

connection between ECUs, the allocation of all LDCs, the frame packing strategy in 

every CAN bus in respect to most end-to-end latency requirements. 

 Parallel computation can also be introduced into the implementation of our 

optimization process [9]. With more powerful computer, we can have a larger 

population size and distribute the generation of each individual offspring to different 

processors to reduce the total execution time and get closer to the optimal solution. 

And maybe by that time there will be no problem if we involved another genetic 

algorithm session in the fitness checking phase in one genetic algorithm session like 

what we faced in case study 2.  
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