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Abstract

The abundance of high-dimensional datasets provides scientists with a
strong foundation in their research. With high-performance computing plat-
forms becoming increasingly available and more powerful, large-scale data
processing represents an important step toward modeling and understanding
the underlying processes behind such data.

In this thesis, we propose a general cortex-inspired information process-
ing network architecture capable of capturing spatio-temporal correlations
in data and forming distributed representations as cortical activation pat-
terns. The proposed architecture has a modular and multi-layered organiza-
tion which is efficiently parallelized to allow large-scale computations. The
network allows unsupervised processing of multivariate stochastic time series,
irregardless of the data source, producing a sparse de-correlated representa-
tion of the input features expanded by time delays.

The features extracted by the architecture are then used for supervised
learning with Bayesian confidence propagation neural networks and evalu-
ated on speech classification and recognition tasks. Due to their rich tempo-
ral dynamics, we exploited auditory signals for speech recognition as an use
case for performance evaluation. In terms of classification performance, the
proposed architecture outperforms modern machine-learning methods such
as support vector machines and obtains results comparable to other state-
of-the-art speech recognition methods. The potential of the proposed scal-
able cortex-inspired approach to capture meaningful multivariate temporal
correlations and provide insight into the model-free high- dimensional data
decomposition basis is expected to be of particular use in the analysis of large
brain signal datasets such as EEG or MEG.
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Chapter 1

Introduction

Nowadays, researchers are witnessing on a daily basis the increase in
abundance of high-dimensional datasets, providing them with a strong foun-
dation in their research, but also imposing higher requirements on data pro-
cessing methods. On the other hand, high-performance computing platforms
such as computing clusters are becoming more powerful and their availability
is higher than ever. Large-scale data processing represents an important step
toward modeling and understanding the processes and events underlying such
data. Therefore, methods capable of exploiting this computing platforms to
perform large-scale data processing are extensively researched and represent
a significant part of the data processing research field.

Brain imaging data is known to exhibit intrinsically rich and complex
spatio-temporal dynamics making the capability to explore distributed pat-
terns of correlated activity at varying time scales of considerable relevance to
the field of neuroscience. Some of the characteristics of such data, especially
multi-scale temporal aspects of information, are ubiquitous. The sensory
input reaching the brain through the auditory stream is a representative ex-
ample of such data, as it contains a complex spectro-temporal information
coding scheme. Generic cortical computations can serve as a model approach
to the problem of handling the temporal dimension in the context of brain
information processing.

Problem statement

In this thesis we present a general information processing network ar-
chitecture inspired by the structure of the cortex of the human brain. The
architecture is aimed at capturing temporal correlations in data and extract-
ing distributed representations in the form of cortical activation patterns.
The architecture was originally intended as a rudimentary abstract model of
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CHAPTER 1. INTRODUCTION 2

the cortical layer IV with rate-based units as it is hypothesised that layer IV
performs neural feature extraction before passing information to other cor-
tical layers for recurrent, feedforward and feedback computations. This was
proposed by Johansson and Lansner [2006], implemented in the large-scale
massively parallel neural simulator Nexa [Benjaminsson and Lansner, 2012]
and proven to be effective in analysis of fMRI data [Benjaminsson et al.,
2010]. We extend the original network model described by Benjaminsson
et al. [2010] into the temporal domain which allows us to build a sparse and
de-correlated representation of the spatio-temporal correlations in the input
data.

The proposed architecture has a modular, two-layered structure. Sig-
nificant correlations are sought in a higher-dimensional space obtained af-
ter expanding the original feature space with time-delayed representations.
Multidimensional scaling and vector quantization with competitive selective
learning are used to modify the projections from the input to the activation
layer in such way to represent multivariate spatio-temporal receptive fields.
Each of the receptive fields is composed of units whose varying response
properties allow them to encode different attributes.

The aim of this work is to design and test a cortex inspired unsupervised
learning framework able of sequential processing of multivariate stochastic
time series, independently of its origin. In order to illustrate the feature ex-
traction capabilities of the proposed architecture, acoustic signals obtained
from isolated spoken digits and continuously spoken sentences are used for
speech recognition purposes. The speech recognition study case was selected
because acoustic signals provided a good benchmark of the capabilities of
the proposed method due to rich temporal dynamics, a high number of pos-
sible classes, and the availability of other methods that can be used for
comparison. The effect of the neural-inspired feature extraction process
on classification performance was evaluated using a neural-inspired super-
vised learning method, the Bayesian confidence propagation neural network
(BCPNN) [Lansner and Ekeberg, 1989], and compared to modern machine
learning methods such as support vector machines (SVM) [Cortes and Vap-
nik, 1995].

Neural-inspired computation is an emerging field of research that aims to
design efficient algorithms based on the principles used by the human brain
to process information. This field is tightly connected with high-performance
computing and large-scale data processing as these neural-inspired algorithms
can usually be parallelized very efficiently [Ciresan et al., 2012a]. Some of
these neural-inspired methods achieve human-competitive and even super-
human performance on recognition tasks [Ciresan et al., 2012b]. Therefore,
it is expected that the potential of the proposed scalable cortex-inspired ap-
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proach to capture meaningful multivariate temporal correlations and provide
insight into the model-free high-dimensional data decomposition basis would
be of particular use in the analysis of large multivariate time series datasets,
which could include brain signals such as EEG and MEG.

Research questions and expected outcome

The research questions we aim to answer during the course of this thesis
can be summarized as follows:

1. Is it possible to build a neural-inspired structure capable of unsuper-
vised processing of temporal data with the goal of capturing spatio-
temporal correlations?

2. To what degree do time-delayed representations help the system to
capture spatio-temporal correlations and how do the parameters of the
time-delayed feature expansion affect the speech recognition properties
of the system?

3. What parameters of the architecture (MDS dimensionality, number of
cluster overlaps, activation layer size) are best suited for the problems
at hand and what is the sensitivity of the architecture to changes in
these parameters?

4. What are the principal characteristics of the multivariate spatio-temporal
receptive fields of the activation layer?

5. How does the proposed architecture compare to modern machine learn-
ing methods in terms of classification performance in speech recognition
tasks?

6. What can be inferred from the temporal classification profiles for each
of the speech recognition tasks?

7. Which changes to the original Nexa simulator are needed to enable
processing of a high number of data samples?

Thesis structure

The thesis is structured as follows. After the introduction presented in
this chapter, Chapter 2 provides an overview of the current advances in the
research fields connected to this thesis and of the biological basis of the key
methods used in the thesis. In Chapter 3 we describe the materials and



CHAPTER 1. INTRODUCTION 4

methods used in the thesis. Chapter 4 outlines the implementation details of
some important methods and algorithms used in the thesis. This is followed
by Chapter 5 where the proposed architecture is extensively evaluated and
compared to other feature extraction and classification methods in specific
speech recognition tasks. The obtained evaluation results are discussed in
Chapter 6. Finally, Chapter 7 provides the conclusion of the thesis along
with future work.



Chapter 2

Background

This chapter is dedicated to providing an overview of the current advances
in the research areas connected with this thesis. In addition, it provides a bi-
ological basis for some of the methods used in the thesis, especially connected
with sound processing and columnar organization.

2.1 Biological background

Columnar organization in the human brain

The neocortex of the human brain is a hierarchical structure with six
layers organized in columns, as shown in Figure 2.1. The layers are special-
ized with respect to the types of neurons found in the layer and their role in
processing information. Layer IV is the input layer from the thalamus and
projects the input information to more densely populated layers II/III [Kan-
del et al., 2000]. The two-layer unsupervised feature extraction structure
proposed in this thesis aims to emulate the role of the projections from the
cortical layer IV onto other cortical areas.

Apart from the laminar organization of the neocortex, the neurons are
also organized in columns, as it was discovered by Hubel and Wiesel [1959].
Their work built on the discovery by Mountcastle [1957] who found out that
the receptive fields of neurons which are horizontally distant do not have
overlapping receptive fields, while the spacing in the vertical dimension did
not affect the difference in receptive fields, meaning that even neurons that
are vertically more distant could have the same receptive fields. The vertical
columnar organization is also supported by the discovery that vertical con-
nections between neurons are much denser than horizontal ones. Hubel and
Wiesel [1959] researched the cat’s visual cortex and discovered the existence
of neural minicolumns, columns close to each other in the horizontal dimen-
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Figure 2.1: Six-layer columnar structure of the human brain neocortex

sion that have the same or similar receptive fields. They also discovered that
groups of minicolumns shared the same thalamic input, while minicolumns
coded for orientations in respective visual fields. These groups were named
hypercolumns. These findings support the use of minicolumns as basic com-
putational units.

This modular structure is replicated in the proposed architecture, where
hypercolumns are created by segmenting the input features into clusters.
Each of these clusters is then connected by a set of minicolumns where each
minicolumn has different response properties similar to receptive fields for
given features.

Human auditory system

Sound is, in physical terms, defined as pressure waves that are created
by air molecules that vibrate at certain frequencies. The sound waves are
characterized by four principal features: the wavefrom, amplitude, phase, and
frequency [Purves et al., 2012]. Once the sound wave enters the ear, it ar-
rives to the tympanic membrane of the middle ear where it gets amplified
by three ossicles, the malleus, incus, and stapes. This amplified wave is then
transferred though the oval window to the key structure of the human audi-
tory system, the cochlea. The cochlea (see Figure 2.2) is a coiled structure
filled with fluid that transforms the vibrations caused by the sound wave into
neural stimuli. The cochlea contains two membranes, the basilar and tecto-
rial membrane, that have an important role in the creation of neural signals.
The basilar membrane vibrates as a response to the displacement of the fluid
caused by the inward movement of the oval window. The basilar membrane
does not have a homogeneous structure, but its base is stiffer and the apical
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end is more flexible. This, in turn, allows the membrane to respond with dif-
ferent parts to different frequencies, as the base is more responsive to higher
frequencies and the apical end is responsive to lower frequencies. Therefore,
the basilar membrane structure allows the ear to create a topographical map
of the frequencies. The vibrations of the basilar membrane are then trans-
ducted into neural signals by hair cells, which respond to the bending of the
stereocilia as a response to the vertical movement of the basilar membrane.

Figure 2.2: Schematic drawing of the structure of the human cochlea (from [Purves et al.,
2012])

This structure of the human ear performs a spectral feature extraction
process similar to the one performed by mel-frequency cepstrum coefficients
used in this work. The spectrally decomposed signal is sent via the auditory
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nerve to the medial geniculate complex of the thalamus and then to the layer
IV of the primary auditory cortex, similarly to the feeding of the spectral
features to the input layer of the feature extraction architecture proposed in
this work.

2.2 Neural architectures for information pro-

cessing

Cortical information processing architectures have been intensively re-
searched by a number of neuroscientists as the human cortex holds the key
to most of the mental capabilities that distinguish humans from other ani-
mals [Hecht-Nielsen and McKenna, 2003]. Understanding how cortical struc-
tures are built and organized would lead to better understanding of existing
information and guide future research in the field. One of the prominent
research directions in the field is focused on emergence and evolution of mod-
ular neural networks. Such networks adapt faster to new environments and
provide researchers with information on how such networks could arise in the
human brain. Among others, Coward [2001], Grossberg [2012], and Clune
et al. [2013] researched the evolution of cortical networks and noted the rela-
tion between the emergence of particular network structures and the degree
of minimization of network connection costs.

On the other hand, scientists used already observed network structures
to emulate the desired network behavior. This was seen in cortical belief net-
works [Zemel, 2003], as well as in cortical structures that focus on modeling a
particular subset of the laminar structure of the neocortex such as the work
done on Bayesian confidence propagation neural networks by Lansner and
Ekeberg [1989]. A survey of neural network structures for speech recognition
[Lippmann, 1989] covered a number of neural structures that can be used for
temporal information processing with very low error rates. The structures
used ranged from static neural nets and multilayer perceptrons to hierarchi-
cal nets computing kernel functions and networks with recurrent connections.
Also, the work covered neural network models primarily based on the psy-
chological models of speech perception and temporal pattern recognition.

A very interesting model, proposed by Waibel et al. [1989], focused on
the use of time-delay neural networks for phoneme recognition and managed
to achieve a recognition rate of 98.5% on a custom three-speaker dataset,
while their hidden Markov models (HMMs) used for comparison managed
to achieve a recognition rate of at most 93.7%. The cortical structure pro-
posed in this work is related to many of the structures proposed here, either
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in terms of the cortical layer population it emulates or based on the addi-
tional methods used to improve classification (such as time delays). The
structure of the projections of the proposed architecture is not fixed, which
allows the network to self-organize based on unsupervised training and build
a projection structure that fits the input data as well as possible.

2.3 Automated speech recognition

Automated speech recognition is a process which aims to convert a speech
signal into a sequence of words using a computer algorithm. As automated
speech recognition is applicable in a variety of tasks that require human-
computer interaction such as automatic call processing, voice commands,
speech transcription, handicapped people assistance, etc., research in this
field has been active since the 1920s [Anusuya and Katti, 2009]. Research
of speech recognition can be divided in a number of classes based on the
type of utterances they are able to recognize. Isolated word recognition is
characterized by recordings having silence at both ends of the utterance of
interest and only one utterance per recording, allowing the system to exactly
know when does the utterance of interest occur, without any noise from other
utterances. Connected words are a variant of isolated word recognition, but
the utterances here are connected by some amount of silence allowing the
system to process them sequentially. Continuous speech recognition allows
the speaker to speak naturally while the recognition system had to be able
to segment the signal into meaningful symbols. Here, the critical problem is
the segmentation of the input, where the system needs to be able to deter-
mine the boundaries between utterances. Finally, in spontaneous speech the
system should be also able to handle noise in the signals such as stutters, or
filler words1. Also, the classification can either be speaker-dependent, where
models are trained and evaluated for each speaker separately, or speaker-
independent where the classification is done without paying attention to the
speaker. In this thesis, we focus mostly on speaker-independent isolated
word recognition and continuous speech recognition, with one instance of
connected words.

The approaches to speech recognition vary by problem and application,
but they are usually divided into three categories: acoustic phonetic ap-
proach, pattern recognition approach, and artificial intelligence approach.
One variant of the artificial intelligence approach is the connectionist ap-

1Filler words (fillers) – sounds or words used in conversation to signal for the listener(s)
that the speaker has paused to think, but has not yet finished speaking. Popular examples
of filler words in English are: “um”, “er”, and “ah”
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proach, which is the youngest development in speech recognition and is still
not widely used in commercial systems. The neural-inspired feature extrac-
tion process along with BCPNN as the classifier used in this work fall into
this category.

2.3.1 Isolated word classification

Isolated word classification is concerned with classifying utterances in an
isolated setting, without noise from other utterances surrounding the utter-
ance of interest. This was one of the first directions for automated speaker
recognition as the problem at hand is much simpler than other tasks in speech
recognition due to the lack of need for proper segmentation of the input. In
this field, significant research was carried out by Prof. Lawrence Rabiner
and collaborators [Rabiner, 1978; Rabiner and Wilpon, 1981; Juang et al.,
1985]. His approach was mostly based on pattern recognition and the usage
of HMMs and vector quantization. A similar approach was used by Zhang
et al. [1994], achieving a classification accuracy of 98.3% on the TIDIGITS
dataset.

Other researchers, such as Perera et al. [2005] employed an artificial neural
network approach to the classification task by using a network with one
hidden layer, trained by back-propagation. However, their approach had an
accuracy of at most 60%.

2.3.2 Continuous speech recognition

Continuous speech recognition is a more complex problem than isolated
word recognition as it introduces the need for segmentation of the input
signal into regions that contain utterances of interest. The final output of
such systems is usually a sequence of symbols where each region is attributed
one symbol according to the utterance it contains. In such systems, it is
common that the output of the system varies in length from the expected
output, as it can happen that due to incorrect segmentation the system
introduces a symbol that is not present in the original sequence (insertion) or
misses a symbol that is present in the original sequence (deletion). Therefore,
they are usually evaluated using the word error rate measure. Continuous
speech recognition systems are extensively researched as they have a wide
range of possible applications, ranging from transcribing speech to automated
translation.

One example of a continuous speech recognition task is phoneme recogni-
tion, where the system needs to identify the phonemes present in a sentence.
The models attempting to solve this problem are commonly evaluated on the
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TIMIT corpus of phonetically transcribed sentences. Significant advances in
continuous speech recognition have been made using the neural network ap-
proach which is considered to be able to replace HMMs as one of the most
prominent methods of automated speech recognition. Work carried out by
Waibel et al. [1989] and Hinton et al. [2012] shows that such systems can
achieve very high classification rates, ranging from a phoneme error rate
of under 20% to identifying more than 98.5% of the tokens correctly. Lee
and Hon [1989] used a method based on HMMs and achieved a speaker-
independent phone recognition accuracy of 73.80%.

Another interesting advance in continuous speech recognition was pro-
posed by Microsoft Research [Dahl et al., 2012], where they proposed a
method based on deep belief networks such as the ones proposed by Hin-
ton et al. [2012] for large-vocabulary speech recognition. They managed to
increase the absolute sentence accuracy by up to 9.2% and lower the relative
error by as much as 23.2% compared to conventional HMMs with Gaussian
mixtures. Deep belief networks and other network-based methods are now
extensively researched as they are thought to be able to overcome the draw-
backs of hidden Markov models in high-level and low-level modeling.



Chapter 3

Materials and methods

In this chapter we describe the materials and methods used to approach
the research questions posed in Chapter 1. As the primary research ob-
jectives of the thesis are to develop and validate a general cortex-inspired
temporal information processing architecture, the evaluation steps were cho-
sen to reflect the specific characteristics of the data being processed. We
focused on speech data as the relevant information is represented at a wider
range of time scales compared to, for instance, EEG recordings. The feature
extraction methods used helped us extract spectral information along the
time axis. The use of time-delayed representations allowed the evaluation of
the time dependence between features as well as the capabilities of the archi-
tecture to capture correlations of the spectral features across time. In order
to be able to quantify the performance of the architecture, we compared it
to support vector machines (SVM), a well-known and widely used machine
learning algorithm. As there are several key parameters that define the ar-
chitecture (such as the sizes of the layers), there was a need for parameter
tuning in order to identify which configuration is best suited for the intended
application.

We start by describing the datasets used to perform the experiments,
followed by the explanation of the spectral feature extraction methods used.
Then, the creation and usage of time-delayed representations are explained
after which the neural-inspired feature extraction process is outlined. This is
followed by the description of the classification methods used in this thesis,
and the methods by which the results are evaluated. Finally, we explain how
parameter tuning was performed.

12
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3.1 Corpora

As previously mentioned, the focus of this work lies on processing speech
data, although the presented architecture is general and can be used with
different types of temporal data, as long as the features are prepared accord-
ingly.

Speech data was chosen in order to assess the performance of the architec-
ture in an environment characterized by fast temporal variability where the
ability of capturing correlations across different time scales is of key impor-
tance. As the classification and recognition tasks are speaker-independent,
this presented the challenge of creating invariant representations for each
class with respect to the speaker. Speech data also provided us with a vari-
ety of classes to discriminate from, such as digits and phonemes, which are
carefully annotated in the datasets minimizing the amount of noise. Another
advantage of using annotated speech data is that it was possible to assess
the performance of the method both on classification and recognition tasks.
Finally, the amount of provided data was very large (hundreds of thousands
of training samples), which was important for successful training, although it
should be noted that only a part of both datasets was used due to computing
time limitations.

The TIDIGITS corpus was used for most of the work accomplished in this
thesis, especially for performance evaluation and parameter tuning, while
the TIMIT corpus was used almost exclusively for comparisons with current
methods in phoneme classification and recognition.

The corpora were provided by Dr. Giampiero Salvi from the Department
of Speech, Music and Hearing (TMH) at the Royal Institute of Technology
(KTH).

3.1.1 TIDIGITS corpus

The TIDIGITS corpus [Leonard and Doddington, 1993] was one of the
first publicly available databases used in speech research. The corpus was
collected in the early 1980’s at Texas Instruments and was since used in a
number of research projects [Norton and Ventura, 2006; Smit and Barnard,
2009; Ye et al., 2010]. The aim of the corpus is to assist the study of speaker-
independent recognition of connected digit sequences. The recording was
performed using a single channel and a sampling frequency of 20 kHz and
stored in the NIST SPHERE format1. The full dataset is composed of ut-

1NIST SPHERE format – The National Institute of Standards and Technology SPeech
HEader REsources format
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terances recorded from 326 speakers (111 men, 114 women, 50 boys and 51
girls), where each subject uttered a total of 77 digit sequences. For each
of the sequences used, two utterances per speaker were recorded. Out of
the 77 different utterances recorded per speaker, 11 contained isolated digits
corresponding to numbers from 0 to 9, with number 0 having two distinct
utterances (“zero” and “oh”). The rest of the recorded utterances represent
connected sequences of 2 to 7 digits.

In this work, only isolated digit recordings were used as they were the
only portion of the dataset that provided information about the beginning
and end of a digit utterance. For connected digit sequences, the information
provided specified only which digits are included in the recording and in
which order, without information about the beginning and end of each digit.
As we are performing temporal classification, we would need class labels for
each data point which could not be obtained automatically in this case, so
this portion of the dataset was discarded.

From this corpus, we created four datasets to be used for training and
evaluation purposes. The first dataset contained 20 utterances of each class
(a total of 220 utterances), randomly sampled from the whole corpus inde-
pendently of the original speaker. This dataset was used in initial evaluation
of the spectral feature extraction methods and time delay representations as
was computationally viable to use it in cross-validation due to its small size.
The second dataset contained 200 utterances per class in the training set
and 150 utterances per class in the testing set (a total of 3850 utterances, or
53.7% of the full corpus). This dataset was used in the training and evalua-
tion of the proposed feature-extraction architecture and for comparison with
SVM in terms of classification as well as for parameter tuning of the architec-
ture. Also, all inference about the extracted features arises from information
obtained on runs using this dataset.

The remaining two datasets are essentially a variation of the first two,
and they represent connected sequences of 5 digits. The order of the record-
ings was shuffled randomly and then every consecutive 5 recordings were
connected into one continuous sequence adding silence of random duration
which is sampled from a uniform distribution of the range from 50 ms to
125 ms. This way, it was possible to obtain information about the starting
and ending points of each digit in the sequence. The smaller dataset was
again used for evaluation of the effect of time delays, while the larger was
used for comparison between SVM and the proposed architecture in terms
of performance on the digit recognition task.
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3.1.2 TIMIT corpus

The TIMIT corpus [Garofolo et al., 1993] is a corpus that contains phone-
mically and lexically transcribed speech. The subjects were American En-
glish speakers, of different sexes and dialects. A total of 8 dialect regions
was identified, and the speakers were separated based on their dialect. The
recordings were performed using a single channel and a sampling frequency
of 16 kHz. As with the TIDIGITS corpus, the recordings are stored in the
NIST SPHERE format.

The corpus was designed to provide continuous speech data for develop-
ment end evaluation of automatic speech recognition systems and the acqui-
sition of acoustic-phonetic knowledge and is widely used in the field [Lee and
Hon, 1989; Fujii et al., 2012; Hinton et al., 2012]. It contains a total of 6300
sentences spoken by 630 speakers (10 sentences per speaker). The sentences
were recorded using three different sets of prompts. The first set contained
only two sentences used to expose the dialectal variances of the speakers, and
were recorded for each of the 630 speakers, but are usually excluded from
training and test sets. The second set of prompts contained 450 phonetically
compact sentences selected at the Massachusetts Institute of Technology and
each speaker uttered 5 of these sentences so that each sentence in the prompt
set was uttered by 7 different speakers. Finally, the third prompt set con-
sisted of 1890 phonetically diverse sentences selected at Texas Instruments.
Each speaker read 3 of these sentences, with each sentence being read only
by a single speaker.

The phonemes in the corpus are annotated into 61 classes, and the start
and end of each phoneme are specified for each recorded sentence. How-
ever, due to similarities between classes, Lee and Hon [1989] suggest that
the 61 phoneme classes should be mapped into 48 classes and then during
evaluation one should allow for equivalence classes meaning that two distinct
classes belonging to the same equivalence class should be treated as same for
evaluation purposes. This reduces the effective number of phoneme classes
to discriminate from to 39.

In this work, the TIMIT corpus was used to compare the performance
of the proposed feature extraction method paired with BCPNN for phoneme
recognition with deep neural networks similar to the ones presented by Hinton
et al. [2012]. For this purpose, a dataset was created by randomly choosing
one sentence for each speaker from the training and test sets (excluding
the sentences from the first prompt set). This means that a total of 462
sentences, each from a different speaker, constitute the training set. The
testing set was constructed by again choosing one sentence for each of the
remaining 168 speakers.
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3.2 Spectral feature extraction

In this section we describe the methods used to extract spectral-based
representations of the temporal signals obtained from the datasets described
in the previous section. The spectral features are used to provide a spatial
representation of the signal in the frequency domain. This feature extraction
process is the only process in the method proposed in this thesis that is
dependent on the input data. In general, the input data (e.g. one recording)
consists of a series of time points that should serially be processed by the
system. In the case of speech signals, these time points consist of a single
value denoting the signal amplitude at that specific time. In other data,
such as EEG recordings, there might be several data points (recordings from
different locations) that are attributed to a single time point. The aim of
this feature extraction process is to represent raw data samples in a different
space where information relevant to the task at hand is easily accessible.
Therefore, this process is extensively dependent on the input data and the
user’s aim.

As the aim of this system is to recognize spoken digits, two spectral feature
extraction methods widely used in speech recognition [Kronland-Martinet,
1988; Viikki and Laurila, 1998] were evaluated in order to choose the appro-
priate one for this type of problem. The approaches used were the contin-
uous wavelet transform (CWT) and the mel-frequency cepstrum coefficients
(MFCC). Figure 3.1 illustrates these feature extraction processes. It is im-
portant to observe that both methods operate on overlapping time intervals,
either by explicit windowing (used in MFCC) or implicitly by using different
wavelet scales (as seen in CWT). Temporal resolution of the spectral feature
extraction depends then on how the signal is divided into intervals, most
importantly, on the window size and the size of the overlap. In MFCC the
window is fixed and usually there is no overlap between consecutive windows,
whereas in CWT window of the size dependent on the scale is shifted on a
sample-by-sample basis.

3.2.1 Wavelet decomposition

Wavelets can be defined as mathematical functions that are used to divide
a signal or a function into different scale components. These scale compo-
nents differ in the frequency ranges assigned to them. Then, each of the
components can be studied at an appropriate resolution that is matching
its scale. Therefore, the wavelet decomposition is the representation of a
function or signal by means of wavelets.
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Figure 3.1: Spectral feature extraction processes using MFCC (left) and CWT (right)
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Figure 3.2: Examples of different mother wavelet classes (from Walder [2000])

Wavelets have first been proposed by Haar [1910], and have since been
used in a wide variety of research concerning signal processing [Kronland-
Martinet, 1988; Favero, 1994]. Wavelets have often been considered as an
alternative to the Fourier transform [Phillies, 1996], mostly due to the fact
that they are localized in time and frequency contrary to the Fourier trans-
form which is localized only in frequency. Their main advantage over the
Fourier transform is in representing functions with sharp peaks and discon-
tinuities and accurately decomposing and reconstructing finite signals that
exhibit no periodicity or stationarity.

The principal feature of the wavelet decomposition is the mother wavelet,
a finite-length or fast-decaying oscillating waveform that serves as a prototype
function. This mother wavelet is then scaled and translated in order to
compute the wavelet scale coefficients of interest. Since the first wavelets
proposed by Haar [1910], researchers have developed a wide range of different
mother wavelet functions and each of them fits specific purposes in terms of
signal processing. Figure 3.2 shows a collection of wavelet types that can be
used as a mother wavelet.

There are three principal methods of wavelet decomposition, the contin-
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uous wavelet transform (CWT), the discrete wavelet transform (DWT) and
the wavelet packet decomposition (WPD). In this work, the CWT was used
as it produced a full set of multi-scale wavelet coefficients that served as a
feature vector for each of the examined time points of the input signal.

Continuous wavelet transform

The CWT, as mentioned previously, is a wavelet decomposition method
which produces one feature vector for every observed time point of the orig-
inal signal. The transform is defined by two main parameters, the choice of
the mother wavelet and the selection of scale coefficients to be applied to the
mother wavelet. Scale coefficients determine the frequency ranges of inter-
est and can be fine-tuned to suit particular signal processing needs. Smaller
scale values result in a contraction of the mother wavelet function and more
a detailed resulting graph. However, such a graph rarely spans across the
whole signal. On the other hand, larger scale factors result in stretching of
the function producing a less detailed graph but which covers the whole (or
most) of the signal length.

In this work, we opted for the Daubechies 5 wavelet as the mother wavelet,
due to its good performance on speech signals [Cavalcanti et al., 2010]. The
scales used had a dyadic (power of two) distribution in the range from 2 to
216. This distribution is also widely used in terms of signal processing.

Once the mother wavelet and the scales are defined, the mother wavelet
function (denoted by ψ) is scaled and translated along the signal creating
scaled and translated copies called daughter wavelets [Wang, 2012]. These
daughter wavelets comprise then a family of functions, usually denoted by
ψτ,s where the indices τ and s represent translation and scaling, respectively.
Equation 3.1 shows a general parametric notation describing one of these
daughter wavelets.

ψτ,s(t) :=
1√
s
ψ

(

t− τ

s

)

, s, τ ∈ R, s 6= 0 (3.1)

The actual wavelet coefficients (denoted by Wx;ψ(τ, s)) which are used as
features in this work are computed by integrating the complex conjugate of
the daughter wavelet (ψ∗) and the signal x(t) over time, as shown in Equation
3.2.

Wx;ψ(τ, s) =

∞
∫

−∞

x(t)
1√
s
ψ∗

(

t− τ

s

)

dt (3.2)
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Figure 3.3: Mel scale versus Hertz scale plot [Vedala, 2013]

3.2.2 Mel-frequency cepstrum coefficients

Mel-frequency cepstrum decomposition [Mermelstein, 1976] is a state-of-
the-art feature extraction method widely used in speech recognition [Ganchev
et al., 2005]. The mel-frequency cepstrum coefficients are derived from a cep-
stral representation of a portion of a signal. The term cepstrum is used to
denote a representation that is in fact a spectral representation of a frequency
spectrum. However, in contrast to the general cepstrum [Bogert et al., 1963]
where the frequency bands are linearly-spaced, the mel-frequency cepstrum
uses frequency bands equally spaced on the mel scale, introduced by Stevens
et al. [1937] and shown in Figure 3.3, which approximates more closely the
sensitivity of the human auditory system. This is why this method has been
widely used in research concerning speech classification and recognition [Vi-
ikki and Laurila, 1998; Niewiadomy and Pelikant, 2008; Hammami et al.,
2012].

The method consists in representing the short-term power spectrum of a
signal which is computed by performing the cosine transform of a log power
spectrum mapped to the nonlinear mel frequency scale. In general, the mel
frequency scale is represented by a filter bank of triangular overlapping filters,
as shown on Figure 3.4. The method operates on fixed-length windows that
can either be overlapping or non-overlapping, depending on the settings. By
default, a Hamming window is applied to the input signal.
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Figure 3.4: Mel-scale filter bank

The process of decomposing the input signal and obtaining the MFCC
features can usually be divided into four intermediate steps, as illustrated in
Figure 3.1. After the portion of the signal is obtained using the Hamming
window, the first step (S1) is to compute the periodogram estimate of the
power spectrum by means of the Fourier transform (usually Fast Fourier
transform). This step is motivated by the structure of the cochlea in the
inner ear that vibrates on different parts to indicate the presence of different
frequencies. The periodogram estimates have a similar role of identifying the
different frequencies present in the observed frame.

The next step (S2) is to apply the mel filter bank to the power spectrum
obtained in S1 using the triangular filters and estimate the energy of each
spectral component. This is done because the human cochlea is unable to
identify differences between two closely spaced frequencies, which is especially
visible as the frequencies increase. Therefore, the idea is to aggregate the
periodogram estimates in order to estimate the amount of energy present in
each of the frequency regions of interest. This is accomplished by varying the
size of the triangular windows of the mel filter bank which are very narrow at
lower frequencies, and get wider with the increase of the frequency changing
the frequency resolution, which is motivated by human speech perception.
The mel scale is used here to determine the spacing of the filters and their
width.

In the next step (S3), the logarithm of the obtained filter bank energies
is computed. This is motivated again by the human hearing system and the
log nature of the perceived sound intensity with regard to energy. The use of
the logarithm function also allows for cepstral mean subtraction as a method
for channel normalization.

The final step (S4) is to perform a discrete cosine transform of the log
energies obtained in S3 as if they were signals. Two main reasons exist for
applying this transform. The first one is to de-correlate the energies of the
filter bank, which might be correlated due to overlap. The second reason is
that higher coefficients obtained from the discrete cosine transform represent
fast changes of the energies in the filter bank, which could degrade the speech
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recognition performance, and should therefore be discarded.
The final product will be a set of coefficients of which usually the first 13

are retained, as the rest of them represent the fast energy changes that could
negatively impact recognition. The first coefficient is referred to as the overall
power of the signal and often disregarded. It is also very common to compute
the first and second order derivatives of the coefficients and add them to the
feature vector, as shown by Hammami et al. [2012]. However, in this work
only the first 13 coefficients are retained and used, without computing the
derivatives.

3.3 Time-delayed representations

The feature extraction methods described so far accounted only for the
spectral portion of the feature space. As the ultimate goal of this work is to
provide a method for efficient detection of spectral correlations across time,
this time-specific information should also be accounted for in the feature
extraction process. By doing this, the information conveyed by the feature
vector associated with a specific time point can be used to infer the nature of
correlations of spectral features across different time scales along the signal.
In order to enable such inference, the concept of time-delayed representations
is introduced.

Time-delayed representations is a method of feature space expansion in-
troduced in order to combine information about present and past observa-
tions of the analyzed signal. This is based on a very simple idea that, as
the system processes the signal over time, the feature space can be expanded
using already observed information. Each of the features produced by the
chosen spectral feature extraction method would therefore be expanded by
a pre-determined number of time lags, each of them delaying the original
value by a pre-determined amount of time, as shown in Figure 3.5. This
would, in turn, mean that the representation at a given time point would be
composed of features obtained by applying one of the decomposition meth-
ods and for each of them a set of time lags containing information about
previously observed information at specified intervals.

Time-delayed representations are defined by the number of time lags per
feature and the distribution of the delay lengths. In this work, the original
feature is always carried on without delays in one of the expanded features
(e.g. feature #0 in Figure 3.5), so when the number of time delays per
feature is specified it does not include this non-delayed feature. This means
that when n time delays are used, each feature vector is expanded into n+1
feature vectors, the original and n delayed versions. The distribution of time
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Figure 3.5: Time-delayed expansion of one spectral feature

delay lengths is another important parameter of this processing step, as it is
necessary to specify how the delays are spaced (e.g. linearly or exponentially)
and what is the maximal delay, specifying the maximal amount of time in
the past we can observe from the current time point. In the case where there
is not enough observed information (the time delay points to a point further
back than the beginning of the signal), zero-padding is used.

Using this method we can expand the feature vector obtained by de-
composition methods with relevant information about previous events and
obtain useful insight into spectro-temporal correlations present in the data.
In future discussion, the term feature vector or feature space will denote the
expanded vector consisting of spectral features and their time-delayed repre-
sentations which are collectively referred to as features. This feature space is
provided as input to the proposed neural-inspired architecture and facilitates
the calculation of spectro-temporal correlations.
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3.4 Neural-inspired feature extraction

Neural-inspired feature extraction is the main focus point of this thesis
and therefore the methods presented in this section form the basis of the
proposed information processing architecture. The methods introduced in
Sections 3.2 and 3.3 are used to transform the data into a suitable format for
the neural-inspired feature extraction process presented in this section. While
the feature extraction process described in Section 3.2 is heavily dependent
on the type of data being processed, this process is generic and applicable
without the need for major modifications as long as the data is presented in
an appropriate format.

The architecture is based upon the rate-based hierarchical architecture
proposed by Lansner et al. [2009], which is modified and extended to enable
the efficient processing of temporal data. This was done in such manner that
it is possible to process any type of temporal data without changes to the
architecture, except for parameter tuning. This makes the method flexible
and usable in a variety of future applications. As can be seen in Figure 3.6,
the architecture itself is composed of two principal layers, the input and
activation layer (denoted by rectangles) which are populated by cortical units
corresponding to cortical minicolumns (denoted by circles). It is important
to note that the units used in this work are rate-based (contrary to spiking
units), meaning that they produce a graded output. The activation layer
exhibits a modular columnar structure with minicolumns being grouped into
equally sized hypercolumns. The initial projections are set up in such way
that each unit of the input layer projects to all minicolumns of the activation
layer, and is then modified based on the data being processed.

The goal of this architecture is to provide a data-driven unsupervised
method where the units are self-organized based on correlations between
input features. Our aim is to investigate if such a structure is capable of
creating a de-correlated representation of the input feature space and extract
meaningful features for classification tasks. Due to the initial projection
structure and the nature of the architecture itself, in this way it is possible
to either reduce or increase the dimensionality of the input space, based on
the requirements of the processing task, so that the architecture can serve
both for feature extraction and for dimensionality reduction. Furthermore,
this architecture allows for stacking of several layers after the activation layer,
which might enhance the data processing capabilities of the architecture. The
whole learning method is iterative and presents a variant of unsupervised on-
line learning.

The input layer of the proposed architecture is set up so that each cortical
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Figure 3.6: Architecture of the neural-inspired feature extractor, decomposed to show
extraction stages
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unit corresponds to one feature of the feature space created in Sections 3.2
and 3.3. The data is fed into the system on a sample-by-sample basis, and
the value of each feature is assigned to the corresponding unit.

The activation layer has a modular organization, where hypercolumns
represent clusters of the input space and the minicolumns encode prototypes
of the observed data, which have the role of neural receptive fields. The
clusters specify which features of the input space (units on the input layer)
are connected to the minicolumns that make up the hypercolumn associated
to that cluster. This clustering can be hard, where each input feature can be
observed by only one cluster, and soft, where the degree of overlap determines
the number of clusters that can observe one particular unit of the input layer.
The minicolumns of the activation layer contain vectors which attempt to
capture the data observed from the connected units of the input layer using
vector quantization.

The projections from the input units to the activation layer are initially
set up in such a way that each input unit projects onto all the minicolumns
of the activation layer. However, during the data processing phase these
connections are modified in order to achieve the clustering in which only
one (or several) activation layer hypercolumns can observe data from one
input unit. This is achieved through the steps illustrated in Figure 3.6.
All of the methods used are iterative (as described in Section 4.2.2), which
allows processing of previously unseen data points without the need of re-
training the whole structure. In this work, the training is done in batch
mode, meaning that each processing step is performed separately using all
of the training data instead of simply feeding through the input data and
training all of the processing steps at once (see Section 4.2.2).

Pearson correlation The first processing step consists in computing a
correlation measure between the input features. The correlation matrix is
used as a dissimilarity measure between computational units of the input
layer by computing the absolute value of the correlation coefficients and
subtracting them from 1. In this way, the dissimilarity measure is a real
number in the range from 0 to 1, where 0 denotes two points that are perfectly
correlated (or anti-correlated), while the value of 1 denotes two points with no
correlation. Here, the Pearson correlation coefficient is used as a correlation
measure, and the mean and variance are computed incrementally as presented
in Equations 3.3 and 3.4 described by Knuth [1998]. Additionally, due to the
sparsity of the input data caused by time delays, it was decided that columns
with all zero values can be correlated only to similar zero-valued columns,
while in other cases there is no correlation.
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x̄n = xn−1 +
xn − xn−1

n
(3.3)

M2,n = M2,n−1 + (xn − xn−1)(xn − xn)

s2n =
M2,n

n− 1
(3.4)

Multidimensional scaling Once the correlation matrix is obtained, the
next step is to transform the input space into a lower-dimensional space
while preserving the between-object distances as well as possible. This is
achieved through multidimensional scaling (MDS) [Young, 1978]. This tech-
nique uses the dissimilarities between points to search for an embedding from
the input space to R

M and create a coordinate matrix with a configuration
that minimizes the loss function called strain. Mathematically, the MDS
goal can be stated as follows. Given a N-dimensional dissimilarity matrix
∆, the aim is to find N vectors x1, . . . , xN ∈ R

M so that ‖xi − xj‖ ≈ δi,j
for all i, j ∈ N , where ‖·‖ denotes the vector norm, while δi,j is the actual
dissimilarity between the points i and j. In this case, the input units are
considered as the points which means that the received coordinate matrix
can be used to transform the N-dimensional input to a M-dimensional space
for further processing. The MDS computation process is iterative and the
Euclidean distance in the new M-dimensional space is used to compute the
strain value.

Vector quantization Once the input is transformed to a metric space
that preserves distance relation between input units, these units are orga-
nized into clusters based on their proximity. The idea is that clustering
would modify the initial projections in such way that input units that are
close to each other project to the same hypercolumn of the activation layer.
As previously mentioned, there is a possibility of introducing overlaps so as to
have several activation hypercolumns connect to the same input unit. These
minicolumn-to-hypercolumn projections are patchy meaning that if a unit
projects to a hypercolumn, it in fact projects onto all minicolumns constitut-
ing that hypercolumn. By creating such projections based on clustering, we
can segment the input space by assigning to different hypercolumns (and un-
derlying minicolumns) the task of processing the information in a separated
region of the input unit space. In this work, the vector quantization (VQ)
with competitive selective learning (CSL) [Ueda and Nakano, 1995, 2004] is
used in order to perform the clustering. Figure 3.7 shows one example of
such clustering. It is also important to mention that the number of clusters
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Figure 3.7: The clusters of input units obtained as a result of vector quantization
(from Lansner et al. [2009]) – units of the same color are connected to the same acti-
vation layer hypercolumn as they are near to each other in the MDS space

corresponds to the number of hypercolumns on the activation layer, even in
the case when there are overlaps, as each cluster needs to be assigned to at
least one hypercolumn.

Feature extraction Finally, once the clusters are defined and the input
units project to the appropriate activation layer hypercolumns, the activa-
tion layer minicolumns need to be set up in such a way to be able to form
a suitable representation of the received portion of the input data. This is
achieved by clustering the input data independently within each of the clus-
ters found in the input unit space. Again, the VQ with CSL algorithm was
used. Competitive learning identifies data prototypes that serve as cluster
centres and are encoded in a code vector, as shown in Figure 3.8. The ac-
tivation of these minicolumns is represented by the complement to 1 of the
Euclidean distance from the currently observed input data representation to
the code vector defined in the activation layer minicolumn. The inverse is
computed by simply subtracting the Euclidean distance from 1, so that the
closer the minicolumn is to the input data, the activation value is closer to 1.
The activation values are not normalized. This kind of setup allows then to
perform the winner-take-all operation on the hypercolumn level which yields
a binary vector for each hypercolumn where all elements are zero except for
the one representing the minicolumn that is closest to the input data within
the respective region of the input unit space assigned to that hypercolumn.
Such distributed and sparse representations are suitable for associative mem-
ories and are thought to increase storage capacity. This is, in turn, important
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Figure 3.8: Example of a receptive field encoded by a minicolumn in one of the clusters
shown in Figure 3.7 (from Lansner et al. [2009]) showing which input units and to what
extent activate this receptive field

if such data is to be projected to classification layers, while for the analysis
of the activation patterns themselves, it it more suitable to use either the
raw values or a set of indices denoting the ordering of the minicolumns of a
hypercolumn in terms of proximity to the processed data point.

By joining all of the above-mentioned steps, we create an architecture
which changes its structure in an unsupervised and data-driven manner. It
is important to note that each of those steps is usually trained in batch mode,
meaning that all training data is first used to compute the correlation matrix,
then once the correlation matrix is created, MDS is performed followed by
VQ and CSL. After the system is trained, if new data is fed in to the input
layer, the structure will output one activation layer output for each input
sample, allowing for fast processing of a high number of input samples, as
described in Section 4.2.2.

3.5 Classification methods

Apart from the analysis of the activation patterns, one very important
aspect of this thesis is the proof that the proposed feature extraction method
works well in terms of providing informative and non-redundant representa-
tions. The easiest way to obtain such proof is to assess how the proposed
architecture works in terms of classification, especially when compared to
modern machine learning methods.

Another important use of classification is parameter tuning, as it is pos-
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sible to compare the outputs produced by two structures with different pa-
rameters when used on the same classification method. By fixing the classi-
fication method, we can then assess the suitability of a set of parameters of
the proposed architecture.

This thesis mainly focuses on two classification methods, support vector
machines and the Bayesian confidence propagation neural networks. Both
methods have their specific uses int this work. SVM, for instance, is mostly
used for initial parameter evaluation and as a baseline for comparison with
the neural-inspired feature extraction architecture extended by BCPNN for
classification. BCPNN is mostly used as the classification method used on
features extracted using the proposed architecture and for parameter opti-
mization of the architecture.

3.5.1 Support vector machines

Support vector machines [Cortes and Vapnik, 1995] are a non-probabilistic
binary supervised classification method widely used for a variety of tasks due
to its capability of performing well under different conditions. It is consid-
ered a max-margin classifier as its aim is to perform class separation in such
way as to maximize the distance between the discrimination plane and the
borderline data points called support vectors, allowing for better generaliza-
tion capabilities. During the training process, the algorithm defines support
vectors for each of the two classes as input data points closest to the clas-
sification boundary. It then tries to fit a hyperplane between this support
vectors maximizing the margin at the same time, as shown in Figure 3.9.
The problem of linear separability is approached by constructing this hyper-
plane in high-dimensional spaces using kernel functions. Another important
feature of SVM are slack variables, which set the cost of misclassification of
each point during training. This allows some input points to be misclassified,
which comes at a cost but makes the algorithm more robust to noisy data.
This work uses only the linear SVM variant, due to the quickness of training
and lack of parameters that need to be optimized.

Mathematically, the linear SVM training process can be described as
a quadratic optimization problem whose goal is to minimize 1

2
‖w‖2 with

respect to w ∈ X , b ∈ R subject to yi (w · xi − b) ≥ 1 for all i. Here, w
denotes the norm vector to the hyperplane, b is the bias2, X is the space in
which the data points and the hyperplane are set, xi denotes an input vector
corresponding to training data sample i and yi is the corresponding class

2Bias – in terms of SVM it is the offset of the hyperplane from the origin. In the case
where b = 0, the hyperplane is considered unbiased.
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Figure 3.9: Max-margin classification using SVM

label (which is either 1 or −1). The decision function, which determines the
class of the data sample i can then be written as: sgn (w · xi − b).

As SVM is a binary classifier, it is not capable of working with multiple
class labels such as digits or phonemes. In general, there are two methods
to solve this issue. The first is to train a set of one-vs-one binary classifiers
for all possible class label pairs and then the decision is made by voting, i.e.
counting the number of wins each class label has and selecting the best one.
The second approach is to train a set of one-vs-all classifiers, one for each
class label. Here, the class is decided by the winner-take-all approach where
the classifier with the highest output function assigns the class label. In this
work ,the one-vs-all approach is used.

3.5.2 Bayesian confidence propagation neural network

The Bayesian confidence propagation neural network (BCPNN) is a neu-
ral network architecture developed at the School of Computer Science and
Communication at the KTH Royal Institute of Technology [Lansner and Eke-
berg, 1989; Holst and Lansner, 1996; Sandberg et al., 2002; Johansson and
Lansner, 2006]. The learning rule it uses to update the connection weights
is derived from Bayes’ rule [Bayes and Price, 1763]. It is based on a learning
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model proposed by Hebb [1949], which tries to reinforce connections between
simultaneously active units, and tries to inhibit the connection strengths be-
tween units that are non-correlated. This reflects a probabilistic view of
learning and retrieval as input activities to the BCPNN network represent
confidences of feature detection and the output activities represent posterior
probabilities for different outcomes (classes). The probabilities of units firing
together are estimated by counting co-occurrences of values in the training
data set and then used to modify the connection strengths. This updating
of connection strengths resembles the proposed rules for biological synaptic
plasticity. An important feature of this model is that it generates a balance
between excitation (positive reinforcement) and inhibition (negative rein-
forcement), which means there is no need for external threshold regulation
(manually setting the classification threshold).

Another important feature of the BCPNN architecture is that it is resis-
tant to catastrophic forgetting, the event when all memory is lost if the system
is overloaded. To overcome this, the acquisition intensity is tuned to the level
of crosstalk from other patterns so that the most recently learned pattern
is the most stable. New patterns are stored on top of old ones, gradually
overwriting them and making them inaccessible, which is called a palimpsest
memory. Therefore, the system retains the capacity to learn, even when a
high number of samples is introduced, but at the cost of forgetting old and
rarely used patterns.

In the incremental version of the BCPNN algorithm, the unit firing rates
are estimated using exponential smoothing of unit activities. If Λi denotes
the rate of unit i with a postsynaptic value oi, then the incremental update
rule used in the continuous version of the BCPNN system using a learning
time constant τ = 1

α
is shown in Equation 3.5.

dΛi
dt

= α {[(1− λ0) oi(t) + λ0]− Λi(t)} (3.5)

Similarly, the rate of coincident firing of units i and j, denoted as Λi,j
with a presynaptic input oi and a postsynaptic input oj is updated as in
Equation 3.6.

dΛi,j
dt

= α
{[(

1− λ20
)

oi(t)oj(t) + λ20
]

− Λi,j(t)
}

(3.6)

Finally, the connection weight between the two units i and j, denoted
by wi,j is computed using the updated estimates of the unit firing rates and
coincident firing rates, as in Equation 3.7.

wi,j(t) = log

(

Λi,j(t)

Λi(t)Λj(t)

)

(3.7)
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In all of the above equations, the λ0 parameter indicates the basic low
rate of the model, accounting for background activity or noise present in the
system regardless of outside signals. This means that events will occur at
rates between λ0 and 1. This imposes a lower and upper bound on the weights
and formulates the problem as learning within bounds, but in practice the
magnitude of the weights rarely approach the bounds.

In this work, a single layer of the BCPNN architecture is used, without
recurrent connections. As the BCPNN architecture is stacked on top of the
neural-inspired feature extraction architecture, the inputs to the BCPNN
classifier are obtained from the activation layer by performing a winner-take-
all operation on the activation layer hypercolumns. Therefore, the size if the
BCPNN input matches the size of the activation layer, while the output layer
of the BCPNN architecture is again of the same size, but only the first N
units are used, corresponding to the different classes that the system should
be able to discriminate. The outputs of the BCPNN architecture match the
inputs in number, meaning that for each data point processed by the neural-
inspired feature extractor there is one output from the BCPNN system.

3.6 Evaluation methods

One very important aspect of the work carried out in this thesis is the
evaluation of the classification performance and the methods used to verify
the suitability of the proposed information processing method. As the pro-
cessing is done along the temporal dimension, there are several possibilities
of handling these classification results and they are described in this section.
First we explain how the data can be partitioned for training and evaluation,
then we explain how classification accuracy is computed, followed by the in-
troduction of the phoneme error rate (PER), used with the TIMIT corpus
(see Section 3.1.2).

3.6.1 Data partitioning

A method used to partition the available data into training and test sets
greatly influences the outcome of the evaluation. Thus, it is important to
describe the different partitioning methods used and specify when each of
them is used. In both methods, it is best if the partitioning is kept identical
when assessing several variants of the models, as there is then no variance
in the results caused by the different training and test samples. Another
important point is that the partitioning is done on the level of whole sig-
nals (digit utterance or connected sequence), and not on individual samples
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corresponding to signal frames. This is done to prevent two points that are
nearby in the same signal to be divided by placing one in the training set
and one in the testing set, which would cause anomalies in the classification
results.

The first, and simplest, partitioning method is the split into the training
and test set. This means that data is initially split into these two sets and
only the training set is observed during the learning phase, while the test set
provides class labels for evaluation purposes. This method is very good in
the case when training is computationally expensive, as is the case with the
neural-inspired feature extractor, but it then lacks the possibility of provid-
ing information about the variance in the classification results over several
partitions. In this work, the train-test set partitioning is used whenever the
neural-inspired feature extractor is used. The sizes of the sets are aimed to
be approximately equal, but due to the variable lengths of the recordings and
the fact that the partitioning is done on the recording level this might not
always be the case.

The second partitioning method used is k-fold cross-validation. The
method again uses distinct training and test sets, but now the whole data
set is split into k equal-sized partitions or folds. Then, the training and
evaluation process is repeated k times so that each of the folds is used as
the testing set exactly once, while all other folds are used for training. This
method can then provide the user with k different classification results which
can be used to compute the mean and variance of the classification perfor-
mance, which gives a better estimate of generalisation error than the simple
train-test set partitioning. In this work, 5-fold cross-validation is used and
is mainly used in parameter tuning of the spectral feature extraction and
time-delay expansion processes.

3.6.2 Classification accuracy

Classification accuracy is the simplest method of assessing the perfor-
mance of a classifier. In general, it is defined as the proportion of correctly
assigned class labels, as in Equation 3.8. Here, pi denotes the predicted class
label for the i-th input sample, while yi is the actual class label and N is the
number of samples.

A =

N
∑

i=1

pi = yi

N
(3.8)

In the case of temporal classification where for one signal we have several
classifier outputs (one corresponding to each processed frame), this method
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can be readily applied by considering each classifier output as independent.
In this way, the classification accuracy is computed over all classes and output
samples. This method is most often used in the evaluation, and is referred
to as classification accuracy.

Another classification measure that can be used in temporal classification
is per-class classification accuracy. This measure is a variant of the classifi-
cation accuracy measure, but applied to each class separately, as shown in
Equation 3.9. This measure allows for easy identification of classes that are
difficult to classify correctly.

Ak =

N
∑

i=1

yi = k × pi = yi

N
∑

i=1

yi = k

(3.9)

If the beginning and end of each recording are known, one can use these
two measures to create temporal classification profiles by splitting the record-
ings into regions of equal length along the recording and computing the classi-
fication accuracies for the input samples included in those regions separately,
instead of processing the whole recording at once. This way, it is possible to
identify temporal regions with good or bad classification performance.

Finally, instead of taking each classifier output into account separately,
it is possible to aggregate several adjacent outputs and produce a combined
output either by majority voting or some other scheme. This way it is pos-
sible to mitigate the effects of possible anomalies in the classification, as for
instance in the case when a steady output of one class is briefly and spu-
riously interrupted by one (or several) instances of output of another class.
If aggregation is performed in this case, these anomalies will be often disre-
garded which is why this method can be seen as smoothing the classification
output. In this work, such smoothing is often used in conjunction with the
phoneme error rate method (see Section 3.6.3) where such interruptions due
to anomalies severely impact the results. In this work, the smoothing is
performed by creating a fixed-size Hamming window around the point of in-
terest and classifying the point of interest using the majority vote from all
the points in the window, taking into account the Hamming coefficients. It
is a rather simple procedure, but as it is not within the scope of this work to
optimize the smoothing procedure, the same procedure was used whenever
smoothing was needed. Once smoothing is performed, the aggregation is
done by compressing all consecutive data points of the same class into one
point.
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3.6.3 Phoneme error rate

The phoneme error rate (PER) is a common metric used in assessing
the performance of speech recognition systems. It is a variant of the word
error rate, but rather than on full words it focuses on phonemes. It is useful
in cases where symbols (words or phonemes) are to be recognized instead
of classifying every input sample or frame and the length of the recognized
sequence might differ from the length of the reference sequence, thus making
exact comparison as described in Section 3.6.2 impossible.

Although the method can be successfully used for assessing recognition
performance or the effect of modifications to the system, it does not provide
any information about the nature of the identified errors. The PER is based
on the Levenshtein distance [Levenshtein, 1966], which is an edit-distance
metric specifying the minimal amount of insertions, deletions or substitutions
needed to obtain the recognized sequence from the reference sequence. This
is performed by aligning the recognized and reference sequence using dynamic
string alignment where a penalty is imposed for each insertion, deletion or
substitution of a symbol.

Once the number of insertions (I), deletions (D), and substitutions (S)
is known, the PER is defined as in Equation 3.10.

PER =
S +D + I

N
(3.10)

Here, N denotes the number of phonemes in the reference sequence. Ad-
ditionally, the phoneme accuracy is defined as the complement to unity of the
PER, PAcc = 1−PER. It should be noted, though, that due to the potential
considerable mismatch in lengths of the recognized and reference sequences,
the PER can be larger than 1.0, leading to a phoneme accuracy lower than
0. This can be solved by using the total number of match pairs between the
two sequences instead of the length of the reference sequence, but the PER
as shown in Equation 3.10 is the standard used in speech recognition and
therefore is also used in this thesis.

As the output from both the SVM and BCPNN classifiers matches the in-
put data, producing one class label for each data point fed to the system, it is
possible that several consecutive outputs refer to the same phoneme. There-
fore, a compression method is used where these consecutive outputs of the
same class are represented by a single symbol for the purpose of computing
the PER.
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Dynamic programming for PER computing

In this thesis, a dynamic programming approach was used to compute the
PER, where each insertion, deletion or substitution of a symbol was given a
penalty and then the goal was to search for such an alignment of the vectors
that would minimize this penalty. This was solved by creating a matrix M
where Mi,j denoted the total penalty of aligning the ith character of the first
vector with the jth character of the second vector. Naturally, this required
the matrix M to have one more row than the length of the first vector and
one more column than the length of the second vector, as it is possible to
align the end of the first vector to the beginning of the second, by applying a
number of insertion or deletion operations. The value of M0,0 is 0 by default
as there is no penalty if no characters from either vector are aligned.

From such a setup it is visible that each element of the matrix can be
reached only from the element directly above (by applying an insertion), the
one directly to the left (by applying a deletion), or the one that is above and
left diagonally (by matching a character or applying a substitution). Once
we go from one matrix element to another, the value at the new element is
equal to the value of the originating element plus the penalty if an insertion,
deletion or substitution needed to be applied. If we minimize this value for
each element individually, in the end the bottom right element of the matrix
will contain the minimal penalty, which is then divided by the length of the
reference vector to compute the PER.

The rules used to update the values at each point are rather simple. If we
denote the first vector with v1, the second with v2, the substitution penalty
with S, the insertion penalty by I and the deletion penalty by D, then the
Equation 3.11 shows how the new matrix element Mi,j is computed.

Mi,j =

{

min (Mi,j−1 +D,Mi−1,j + I,Mi−1,j−1) v1(i) = v2(j)

min (Mi,j−1 +D,Mi−1,j + I,Mi−1,j−1 + S) else
(3.11)

3.7 Parameter tuning

The final step in the analysis of a system such as the neural-inspired
feature extraction structure presented in this thesis is the identification of a
suitable set of parameters for use with the system. Although these param-
eters might largely depend on the problem being solved, it is still possible
to analyze the performance of the system with different parameter sets and
provide some guidelines that might be useful with data different from the
one used in this thesis.
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The optimal approach to parameter tuning would be an exhaustive eval-
uation of all possible combinations of parameters, which is computationally
infeasible due to the high number of possible combinations. An alternative is
to explore different settings for one parameter at a time, while fixing th other
parameters. While this search method might lead to a suboptimal solution,
it considerably reduces the number of possible combinations and the amount
of computational time needed to perform the evaluations.

Another important consideration to make is the difference between pa-
rameters concerning the spectral feature extraction process and time delay
expansion (named input data parameters) and the parameters of the neural-
inspired feature extraction method. These two parameter sets differ consider-
ably in the amount of computational time needed to perform the evaluation
and in the platform used for such evaluation. This section describes the
parameters optimized in both parameter sets and the obtained results are
shown in Chapter 5.

The effect of different parameter settings was expressed in terms of clas-
sification accuracy, as it provided a comparable measure of the effect of the
changes on the performance of the system.

3.7.1 Input data parameters

As it was previously mentioned, the choice of the spatial or spectral fea-
ture extraction method is almost entirely dependant on the type of data,
and could therefore be considered as a parameter by itself. Although the
CWT and MFCC methods offer different parameters that can be modified,
commonly used parameters have been set for both methods in order to avoid
the need for tuning of those parameters.

Apart from the choice of the spectral feature extraction method, all the
other parameters explored in this section are concerned with time delayed
representations. All of these evaluations were performed using 5-fold cross-
validation using SVM while retaining the same partitioning of the data for
all parameter evaluations.

Firstly, the effect of the number of time delays was evaluated with the
number ranging from no delays to 40 time delays per feature. Another pa-
rameter of the system was the time horizon, which defines the maximum
distance in time that can be reached (the maximal time delay). This was
evaluated using 7 different numbers of time delays (from 0 to 32) and a con-
stant spacing between time delays (from 0.25ms s to 25ms). The maximal
time horizon was obtained by multiplying the constant spacing by the num-
ber of time delays, which in this case means 800ms when 32 time delays are
used. All of the evaluations were performed on the individual digit dataset
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from the TIDIGITS corpus.
Once the effects of the number of time delays and the time horizon were

identified, the distribution of time delays was analyzed. As mentioned be-
fore, the spacings between time delays can have several distribution functions
whose effect was examined. Another important comparison was between the
linear function and the exponential ones. For this purpose, a set of 6 different
distribution functions was created and evaluated using a different number of
time delays (a total of 9 values ranging from 0 to 40). Again this evaluation
was performed using the isolated digits dataset. In order to confirm out find-
ings, an additional evaluation was performed using identical functions but
with sequences created from the TIDIGITS dataset.

3.7.2 Neural-inspired feature extractor parameters

The parameters of the neural-inspired feature extraction architecture were
tuned and evaluated using the train-test set partitioning, with the same train
and test sets being used for all of the evaluations.

The size of the activation layer in terms of the number of units was the first
parameter explored in this section. A larger activation layer size will increase
the dimensionality of the feature vector passed to the BCPNN structure,
which could benefit classification, but it might also introduce redundancy of
information. Another important consideration is the fact that the activation
layer size is the product of the number of hypercolumns (clusters of input
layer minicolumns) and the number of minicolumns (data prototypes) per
hypercolumn. Therefore, it was needed to investigate the effect of these two
parameters separately, as their collective effect in terms of layer size.

The MDS dimension is a parameter that defines the subspace to which
the input data is mapped to reduce the dimensionality while preserving local
distances. Here, MDS dimensions of 5, 10, 15 and 20 were evaluated.

The final parameter that was evaluated was the number of possible over-
laps during clustering. This parameter defines how many hypercolumns (and
consequently, their minicolumns) of the activation layer can share a single
unit of the input layer. The examined values were: 1 overlap (only one hy-
percolumn can be connected to a single input unit), 2 overlaps, 4 overlaps
and 8 overlaps.

The α parameter used as the inverse of the learning time constant of the
BCPNN model was not extensively analyzed, but it was observed that it
worked best when the time constant τ = 1

α
matched the order of magnitude

of the number of training samples.



Chapter 4

Environment and implementation

This chapter describes the computational environments used in the the-
sis as well as some implementation details important for understanding the
work carried out in this thesis. The computational procedures in this thesis
were divided between the MATLAB package and Nexa, a large-scale neural
simulator written in C++. The need for such division emerged from the
specific capabilities and features of each environment which made the whole
evaluation process much easier. However, even an unified version of the pro-
cess, where everything would be incorporated in one environment, would be
rather easy to develop, as the Nexa simulator needs only minor changes to
achieve that.

From the implementation perspective, only a broad outline of the imple-
mentation details for both environments is given, as a detailed description
is outside the scope of this thesis. However, some points are emphasized
because they are of significant importance for understanding the capabilities
and limitations of the proposed system.

It should also be noted that the Nexa neural simulator was developed prior
to this thesis and that the main goal of the thesis was to provide modifications
and improvements to the simulator in order to be able to efficiently run the
proposed structure. Our contributions to the Nexa system will be clearly
stated in the coming sections in order to make a clear division between prior
work and the work accomplished during this thesis.

4.1 MATLAB toolbox

MATLAB (MAtrix LABoratory) is a widely used numerical computing
environment developed by MathWorks [Gilat, 2004]. It allows efficient ma-
trix manipulations, data and function plotting and algorithm implementa-

40
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tion, and is therefore widely used in academia and research as well as for
industrial applications. It can be easily extended by a variety of libraries
and packages, making it a very versatile toolbox, usable for a number of
different applications.

The Signal Processing Toolbox for MATLAB makes it a powerful tool for
speech recognition and classification and was one of the primary reasons why
MATLAB was used in this context in the thesis. It implements a variety of
spectral feature extraction methods such as wavelet transforms and MFCC.
Another useful toolbox was MIRtoolbox [Lartillot et al., 2007], which was
used for removing the silence from the beginning and end of the recordings
in the TIDIGITS dataset.

MATLAB was also used for the creation of training and test sets, as well as
data preprocessing and expansion of features using time delays. Finally, with
the inclusion of the LIBSVM [Chang and Lin, 2001] and LIBLINEAR [Fan
et al., 2008] libraries which implement the SVM learning and classification
procedures, the MATLAB environment could be used for classification tasks,
especially in the parameter tuning procedures for spectral feature extraction
and time delay expansion. A similar setup was also used to evaluate the clas-
sification performance of the neural-inspired feature extractor and compare
it to the performance of SVM classification.

As MATLAB has very useful data processing and plotting features, it
was also used to produce all data plots and graphs in this thesis, and to
perform the analysis of the activation patterns obtained from the neural-
inspired architecture.

Spectral feature extraction

The spectral feature extraction processes, as explained in Section 3.2,
consisted in applying CWT to the input signal or to obtain MFCCs, which
would then be used as the base features of the model. Both methods are
implemented by default in the Signal Processing Toolbox and could be used
without the need for modifications. The cwt function required the specifi-
cation of the mother wavelet and the set of wavelet scales to be used. The
parameters used were the Daubechies 5 wavelet and a dyadic set of scales
ranging from 2 to 216. The mfcc function uses Malcom Slanley’s implemen-
tation and needs the definition of the number of coefficients, the sampling
rate and the frame rate. The number of coefficients used was 13, which is
very common for speech processing. The sampling frequency and frame rate
varied between different datasets used.

The cwt function produced one feature vector for each sample of the
input signal. The dimensionality of the vector was equal to the number of
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1 function e x t r a c t f e a t u r e s ( s i gna l , de lays , s p e c f cn ) :
2 out matr ix =[ ]
3 m features=spe c f cn ( s i g n a l ) % spec f cn i s cwt or mfcc

4 for i in columns ( m features )
5 out matr ix=[ out matrix , m features ( i ) ]
6 for d in de lays
7 d f e a tu r e=app ly de lay ( m features ( i ) , d )
8 out matr ix=[ out matrix , d f e a t u r e ]
9 end

10 end

11 return out matr ix
12 end

Listing 4.1: Pseudocode for spectral feature extraction and time delay expansion

wavelet scales used, which in this case was 16. The mfcc function produced
13 coefficients per frame. If the frame rate equaled the sampling frequency
of the signal, the number of output feature vectors would be the same as the
number of samples of the original signal, as is the case with the cwt function.

Therefore, if the input to the cwt function is a signal with N samples, the
output will be a N -by-K matrix, where K is the number of wavelet scales
(16, in this case). The mfcc function would, for the same input signal, output
a M -by-K matrix, where M = N

frame rate
.

Time delay expansion

Time delay expansion is a very simple method explained in Section 3.3
used to increase the dimensionality of the feature vectors by incorporating
information about previously observed data. In conjunction with the spec-
tral feature extraction methods, it forms the basis of the data preprocessing
method which creates the data matrix which is then provided to the SVM
classifier or to the neural-inspired feature extractor and then to BCPNN.

The method operates on the matrix produced by the cwt or mfcc func-
tion described in the previous section. Each column of the matrix, which
denotes one base feature, is processed independently expanding it with D

time delayed versions according to a pre-determined delay distribution. The
original column is retained without any modifications and D of its time-
delayed copies are appended to the original column, extending the M -by-K
matrix to a M -by-K(D + 1) matrix.

The pseudocode for the whole feature extraction and time delay expansion
process can be seen in Listing 4.1.
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Classification

Classification in the MATLAB environment is performed by applying
the SVM classifier either to the train-test set partitions or to the partitions
created for cross-validation. For this purpose, we used the predict and
train functions provided in the LIBLINEAR package.

In the train-test set partition case, the train function was applied to the
training set in order to create the model, and then the predict function is
applied to the training and test set separately in order to obtain classifica-
tion accuracies for both sets. In the cross-validation case, for each fold the
train function is applied to all folds except the current one, joined together
and then the predict function is applied to the current fold to obtain the
classification accuracy.

When multiple classification runs are needed, as in the case of cross-
validation or parameter tuning, a simple script was created that performed
the classification runs and aggregated the obtained results. The predict

function outputs both the classification accuracy across all time points/frames
and classes together with the predicted labels for each of the data points/frames,
but in most cases this second output was not used as we were mostly inter-
ested in the classification accuracy. When the classification accuracies over
several folds were aggregated, a simple function also computed the mean and
standard deviation of the results, which is useful for later analysis.

4.2 Nexa – a large-scale neural simulator

Nexa is a large-scale neural simulator developed by Benjaminsson and
Lansner [2012] with the aim of performing parallel simulations of neural net-
work models at different levels of biological abstraction. The goal is to be
able to simulate systems matching small mammalian brains in terms of size
when run on massively parallel computing clusters. The system uses rate-
based neural units where information about precise spike timing is considered
unimportant, and instead the firing rate of the units is modeled. Therefore,
when communication between units occurs, the information carried from one
unit (population of neurons) to another is be a real-valued number repre-
senting the firing rate instead of a binary value representing a spike.

The Nexa simulator offers a simple and powerful framework for defining
custom neural architectures and connecting layers of population units. It also
offers iterative and parallel implementations of machine learning techniques
used for self-organization and structural plasticity. The basic organizational
structures of the simulator are classes defining an Unit and a Connection.
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The basic network structure is created by organizing the units into layers
or Populations and setting up connections between units. Instead of these
base classes, users are provided with more specialized representations based
on specific neuronal models, or they can create custom implementations to
suit their needs. Populations and connections can be assigned a set of Mod-
ifiers which can change state variables within the model at every time step.
For instance, connection modifiers are commonly used to achieve structural
plasticity and self-organization, as the machine learning methods modify the
initial weights of the connections which can lead to strengthening or weak-
ening of connections between two units.

The system is developed using object-oriented programming in C++,
and the users specify their models by writing portions of C++ code that
specify the populations used, the ways in which they are connected and
which modifiers are used and how. It is also possible to define sets of meters
used for timing and analysis of the runtime. As previously mentioned, the
system is aimed to be run on large-scale computing clusters and is therefore
implemented using the message-passing interface (MPI), which supports both
point-to-point1 and collective2 communication. Collective communication is
extensively used in order to divide the network into subsets which need to
share their information with one another, and this is achieved by assigning
MPI communicators to these subsets.

Running simulations using the Nexa system can be done locally on a
personal computer, but in order to exploit all of the capabilities of the large-
scale implementation and reduce computing time, the simulator should be
run on supercomputers. The experiments in this thesis were carried out
on Lindgren, a Cray XE-6 system maintained by the PDC Center for High
Performance Computing at KTH.

Prior to this thesis, the Nexa system was successfully used in a num-
ber of research projects, ranging from large-scale analysis of brain imaging
data [Benjaminsson et al., 2010], modeling of the mammalian olfactory sys-
tem [Benjaminsson et al., 2013], to learning of invariant representations and
sequence prediction [Benjaminsson and Lundqvist, 2013].

4.2.1 Implementation modifications

Due to the specific requirements of the work carried out in this thesis,
several modifications of the Nexa simulator were needed. Here we list the
contributions to the Nexa simulator made during the work on this thesis.

1Point-to-point communication – communication between two individual processes.
2Collective communication – communication over a set of processes where the same

operation is performed on all processes in the set.
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Time-delayed expansion

The time-delayed expansion method, presented in Section 3.3 was im-
plemented in Nexa in order to allow the processing and expansion of input
features as the data is fed to the system. This was achieved by introducing
an AssignmentStrategy class which served as a prototype for any kind of ex-
pansion or modification of the input feature vector which is sent to the input
layer of the neural structure. As each row of the data matrix is passed to
the system, this class would simply modify the feature vector in a predefined
manner before mapping it to the input layer of the neural-inspired structure.
This modifications could include expansions vector such as in this case, or
any other kind of modification that can be performed on a feature vector.

Depending on the actual implementation of the assignment strategy and
the parameters passed to the processing function, the output feature vector
could vary, providing the user with a simple way of preprocessing the data
during runtime. This would allow for easy configuration of the time-delayed
representations in terms of time delay distributions and different numbers
of time delays per feature. The actual implementation of the time-delayed
expansions follows the MATLAB implementation presented in Section 4.1.

Computational efficiency

As the simulator has been optimised for other scenarios where training
was done on a lower number of high-dimensional training samples, the com-
putational efficiency showed room for improvement in terms of the charac-
teristics of the tasks discussed in this thesis. In particular, this concerned
the performance when a large number (more than 100, 000) of training sam-
ples is used, as the classification in the temporal domain imposed such a
number of training samples. Up to this work, the Nexa system was opti-
mized to cope with high-dimensional data such as large feature vectors by
distributing the computation over several computing nodes. However, in the
case of an increased number of training samples which need to be processed
sequentially by the system, it is not possible to parallelize the computation
without sacrificing the capabilities of sequential data processing. Therefore,
the implementation modifications needed to be focused on the improved com-
putational performance of each training step.

The most noticeable improvement was achieved when the connection
modification routine was altered to prevent the creation of double connections
between two units. These double connections could occur when a connection
needed to be modified and was then automatically added to the list of active
connections without checking if such connection already existed. This would
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result in unnecessary additions to the list, as only the oldest instance of the
connection would be used for computation, but all instances would undergo
the computationally expensive connection modification process. By remov-
ing the possibility of creation of double connections, the system exhibited a
noticeable improvement in terms of efficiency.

As it was previously mentioned, the machine learning techniques imple-
mented in the Nexa simulator are parallel and iterative versions of techniques
widely used in data analysis such as Pearson correlation, MDS and VQ. Due
to the iterative nature of these implementations, the user would need to spec-
ify the maximal number of iterations for each of the algorithms, which would
pose a challenge as too few iterations might not lead to convergence, while
an excessive number of iterations could introduce unnecessary computation.
This issue was approached by developing a method of tracking the changes
to the structure that occurred after each iteration of the algorithm and if
convergence was detected, the algorithm would simply be interrupted. For
instance, in the case of vector quantization, a measure of total distance was
used in order to quantify the extent to which the created partitions reflect the
underlying data. If this distance remained unchanged for a number of itera-
tions (the default is 10 iterations), the VQ algorithm would simply be turned
off. This was applied on the MDS algorithm as well, leading to another sub-
stantial improvement in computational performance without sacrificing the
quality of the results.

Finally, a number of minor modifications were applied in order to avoid
unnecessary copying of vectors, or unnecessary memory reallocations.

4.2.2 Building and running the network architecture

The network architecture is built by defining populations of units and
joining them using different connection types. In order to define a network,
one must extend the Network base class and implement the following meth-
ods:

• NetworkSetupStructure – defines the network structure,

• NetworkSetupMeters – defines the meters used to record and analyze
the network activity,

• NetworkRun – defines the events that occur during runtime.

Defining the network structure

In the NetworkSetupStructure method the user needs to define the size
of the population in terms of hypercolumns and minicolumns per hypercol-
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1 int nHc = 10 , nHcU = 100 ;
2 int nHc2 = 20 , nHcU2 = 80 ;
3 PopulationColumns∗ pop1 = new PopulationColumns ( this , nHc , nHcU,

PopulationColumns : : Graded ) ;
4 PopulationColumns∗ pop2 = new PopulationColumns ( this , nHc2 , nHcU2 ,

PopulationColumns : : Graded ) ;
5 AddPopulation ( pop1 ) ;
6 AddPopulation ( pop2 ) ;
7 Fu l lConnec t iv i ty ∗ f u l l 1 = new Ful lConnec t iv i ty ( ) ;
8 pop2−>AddPre ( pop1 , f u l l 1 ) ;

Listing 4.2: Nexa code for creating two fully connected population layers

umn in order to specify a layer, and then determine in what manner are
the units connected. The most common approach is to define a full con-
nectivity between the units, and then modify the connection weights using
machine learning algorithms to achieve self-organization and structural plas-
ticity. Listing 4.2 shows a code sample which creates two layers of rate-based
units and connects them using a full connectivity.

Adding modifiers to populations or connections is straightforward as it
consists in specifying the type of modifier along with its parameters and
attach this modifier to the appropriate part of the network.

In order to facilitate the network building process, some of the most
common network structures have already been defined and implemented as
part of the simulator. One such structure is StructureMIMDSVQ which cor-
responds to the two-layer network structure described in Section 3.4. As the
name suggests, the structure is based on the use of mutual information (MI),
MDS and VQ algorithms to cluster the input space and create prototypes for
the observed data in the code vectors of the activation layer units. Instead
of mutual information, in this thesis Pearson correlation is used, but the rest
of the algorithm is left intact.

Finally, a layer of neural units corresponding to the activation layer in
size is added on top of the structure and connected using the BCPNN algo-
rithm as a connection modifier. In this way, once the neural-inspired feature
extraction structure is prepared by doing unsupervised learning, one can use
the BCPNN algorithm along with the class label information to train the
structure to perform classification.

In this project, the input unit layer was set up so that each hypercolumn
consisted of an equal number of minicolumns and corresponded to one of
the coefficients produced by spectral feature extraction. Therefore, the mini-
columns present in one hypercolumn correspond to all of the time-delayed
representations obtained from a particular spectral feature this hypercolumn
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is associated with. Such a modular structure was then connected to the ac-
tivation layer by the network structure described above and the number of
hypercolumns and minicolumns of the activation layer was used as a param-
eter of the model. Due to the initial full connectivity between the two layers,
the modular organization of the input layer does not affect the computation,
but allows the use of different initial connection patterns in the future. The
read-out layer which is connected to the activation layer through connections
modified by BCPNN, matches the activation layer in size, but all of the units
constitute a single hypercolumn. Such structure is used in all experiments in
the thesis, except for baseline cases when modifications are clearly described.

Simulating the network

The NetworkRun method of the Nexa system allows the used to define the
processes occurring during the simulation of the network. In this method,
all of the training and evaluation procedures are specified. It is important
to mention that the simulator supports turning parts of the network (entire
populations or modifiers) on and off according to the needs of the user, in
order to prevent changing the values of the populations or weights, and avoid
unnecessary computation.

The simulation process begins by loading the training and test data and
defining the maximal number of iterations for each of the machine learning
algorithms used. For the Pearson correlation algorithm, all training data is
processed 10 times. In the case of MDS and VQ, the limit to the number
of iterations was set at 1000. The feature extraction and prototype creation
process requires all of the training data to be passed at least once through
the structure, and after that is done, a maximum of 1000 iterations is used
for the CSL process. For the BCPNN connection modifier, all of the training
data is processed 3 times.

In the first part of the training, all network parts except for the Pearson
correlation calculator were turned off. Then, Pearson correlation was turned
off and MDS was turned on. After the MDS training was finished, VQ is
performed. This is followed by feeding through structure all the training
data for the feature extraction process, which is in turn followed by CSL. As
it can be seen here, the data is processed in batches, meaning that first all
of the training data is used to compute the Pearson correlation, then MDS,
etc.

Once the neural feature extraction structure is set up, all of the connection
modifiers are turned off and feeding a data vector to the input layer results
in the corresponding activation layer output. A winner-take-all operation
is then performed on the hypercolumn level, creating a binary vector with
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ones in places of minicolumns whose code vectors are closest to the provided
data. These binary vectors are then used to modify the connection weights
between the activation layer and the read-out layer using BCPNN. This is
done by assigning a value of 1 to the read-out layer unit corresponding to
the class label of the data sample being fed to the structure. In this way,
BCPNN can learn the posterior probability of each read-out layer unit being
active, based on the input data.

Upon finishing the training of the BCPNN structure, the connection mod-
ifier is turned off. Then, all training and test data are processed by the whole
structure again. This time, the read-out layer outputs a binary vector with
a value of 1 at the position of the unit with the highest posterior probability,
signaling in this way the predicted class of the input data point. The output
is then saved to a file to be used for later analysis and evaluation.



Chapter 5

Evaluation and Results

In this chapter we provide a detailed evaluation of the proposed meth-
ods. As the information processing method proposed in this thesis consists of
several phases, each of them was analyzed separately and the obtained evalu-
ation results can provide guidelines to future users of the method. Since the
unsupervised feature extraction process was applied to speech recognition
tasks, it was also important to examine if the proposed architecture had any
practical value in terms of increased classification performance when com-
pared to systems using only the original input features. This was done by
comparing the classification performances of baseline methods such as SVM
to the performance of the proposed architecture on the same task. In order
to verify the suitability of the architecture to a variety of different prob-
lem settings, two related but still different problems were posed. The first
one consisted in temporal classification of isolated digits from the TIDIGITS
corpus, while the second one approached phoneme recognition in continuous
speech. In addition, an analysis of the properties of the obtained activa-
tion patterns is provided. Figure 5.1 shows a summary of the different data
processing procedures used in this evaluation.

This chapter is organized as follows: first the impact of the implemen-
tation changes to the Nexa simulator on computational time is evaluated.
This is followed by an assessment of two different spectral feature extraction
methods (CWT and MFCC) and their suitability for the speech classification
task. Then, we analyze the effect of different time delay configurations on
the classification performance in order to gain insight into the significance
of time delays for temporal classification. Once the spectral feature method
and time delay number have been fixed, we perform parameter optimization
on the neural feature extraction architecture in terms of MDS dimensional-
ity, activation layer size and number of overlapping input units between the
receptive fields of activation layer hypercolumns. After that, we perform a

50
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qualitative analysis of the obtained input space clusters and activation pat-
terns. Finally, we provide an overview of the performance of the proposed
architecture on classification and recognition tasks, both for isolated dig-
its and phonemes, comparing the obtained results with other classification
methods.

Figure 5.1: Feature extraction and classification procedures used in this thesis: a) SVM
classifier used for comparison of different spectral features, b) SVM classification using
different time lag configurations in order to evaluate their effect on the classification per-
formance, c) Unsupervised neural-inspired feature extraction process with BCPNN classi-
fication, d) Baseline BCPNN classification model without neural feature extraction
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Figure 5.2: Performance scaling based on the number of training samples, comparison
between the original Nexa simulator and the implemented changes

5.1 Computational performance

This section is devoted to demonstrating the effect of the implementation
changes made to the Nexa simulator during the course of this thesis. As the
problem of temporal classification is very specific, the modifications made
to Nexa were aimed toward improving the scalability of the system when a
high number of training samples is used. The evaluation was done using a
two-layer architecture without BCPNN where the input layer consisted of 13
hypercolumns with 33 minicolumns each, and the activation layer contained
20 hypercolumns with 33 mimicolumns each. The MDS dimensionality was
set to 15 and there were no overlaps between hypercolumns of the activation
layer. All the parameters were fixed between runs, except for the number of
training samples. The number of training samples was varied, using values
of 150, 350, 1500, and 3000. All the timings were performed locally, on a
quad-core setup where all four cores were used for computation.

Figure 5.2 shows the comparison between the original version of Nexa and
the modified version, both using the same structure and training procedure.
As it can be seen, there is a clear discrepancy between the scalability of
the two implementations, with the optimized version showing a much better
performance and scaling properties. We can see that the scaling profile of the
non-optimized implementation resembles an exponential function, which was
a critical issue needed to be addressed considering the need for a high number
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of training samples for temporal classification. The goal was to reduce the
scaling profile to a linear function, meaning that the runtime would have
an approximately linear relationship with the number of training samples.
Figure 5.3 shows that this task was successfully achieved, as the scaling
profile does not exhibit a steep increase in computational time when a high
number of training samples is used.

Figure 5.3: Performance scaling based on the number of training samples, after changes
in implementation

Figure 5.4: Number of samples processed on the Lindgren supercomputer in 2 hours

This had a noticeable effect on the performance of the system as it allowed
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the processing of a much larger number of training samples in per time, which
was especially obvious as the number of samples increased to hundreds of
thousands. For illustration, Figure 5.4 shows the difference in the number of
training samples that could be processed by the Lindgren supercomputer in
2 hours before and after the modifications.

5.2 Comparison of spectral feature extraction

methods

In Section 3.2 we described two different spectral feature extraction meth-
ods used in this thesis, the CWT and MFCCs. Both methods are widely used
in signal processing, with MFCCs being more specialized for speech data.
In this section, we compare the two methods with respect to classification
performance of isolated digits belonging to the TIDIGITS corpus. The clas-
sification was performed using the SVM classification protocol illustrated in
Figure 5.1a, using 5-fold cross-validation. The CWT and MFCC features are
expanded using 32 linearly-spaced time delays with a maximal time horizon
of 500ms.

Table 5.1 shows the obtained minimal, maximal and time-averaged clas-
sification accuracies averaged over all digit classes and folds. It is obvious
that the classification rates for the MFCC method are much higher than the
CWT ones, which could be attributed to the specific techniques the MFCC
method uses to approximate the response of the human auditory system.
From the obtained results, it is clear that at least for this type of problem,
the MFCC method should given precedence over CWT.

Table 5.1: Temporal classification accuracy using CWT and MFCC, averaged over folds

Model type Minimum Maximum Average (over time)

CWT 7.73% 16.82% 11.96%

MFCC 40.91% 86.82% 72.33%

It should also be noted that the dimensionalities of the feature spaces
created by the two methods are approximately equal, with CWT creating 16
features, each expanded by 32 time-delayed representations, and the MFCC
method produced 13 features, which were also expanded by 32 time-delayed
representations. This shows that the difference in dimensionality could not
explain the difference in classification performance.
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Figure 5.5: Effect of the number of time delays on temporal classification accuracy

5.3 Role of time-delayed representations

Time-delayed representations are one very important aspect of the pro-
posed system, as they allow us to correlate spectral information across differ-
ent scales for the incoming data stream and use this information to process
signals in the temporal dimension. In order to be able to achieve that, we
need to understand first the role time delays and their different parameters
have on temporal classification accuracy computed on a sample-by-sample
basis as described in Sectionr̃efsec:acc. In this section, we analyze these dif-
ferent parameters in order to understand their influence on the final result
and provide guidelines for future use.

The three principal components of the time-delay expansion process are
the number of time delays created for each feature, the maximal amount of
time by which we can delay a feature, called the time horizon, and the type
of distribution of the time delays. In order to evaluate these parameters,
the SVM classification protocol shown in Figure 5.1b was used, fixing the
spectral feature selection method to MFCC and changing parameters of the
time-delayed expansion process.

The evaluation of the effect of the number of time delays was performed
by varying the number of time delays in steps of 5 from 0 to 40. The time
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Figure 5.6: Effect of the maximal time horizon on temporal classification accuracy

delays were linearly spaced with a maximal time horizon of 500ms. The
obtained results were averaged over all folds and the standard deviation was
also computed. Figure 5.5 shows the results. We can see that the number of
time delays does not greatly affect the classification performance. As soon as
the number of time delays is greater than 15, the classification performance
does not improve noticeably. This might seem surprising at first, as the
higher number of time delays increases the dimensionality of the feature
vector and provides more information, but it might be the case that after
a certain number of time delays the provided data could be correlated and
thus redundant.

In order to assess the effect of the maximal time horizon, or the maximal
distance covered by the time delays, on the classification performance, we
applied a procedure similar to the previous one, but varied the maximal time
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horizon instead of the number of time delays. The examined delay distances
extended up to 1 second back in time. Higher values were not examined,
as most of the examined signals were of duration around 1 second. From
Figure 5.6, it is visible that the classification performance depends heavily
on the maximal time horizon. It can be seen that the more we can reach back
toward the beginning of the signal, the better the classification performance.
This might not be intuitive at first, as one might consider the points close to
the examined time point to be of more importance, but as these evaluations
were performed on individual digits, there is no noise coming from other
digits if we reach further back in time, while on the other hand we receive
valuable information about the beginning of the signal. Therefore, we can
conclude that in this setting with isolated digit classification, the maximal
distance covered by the time delays should be as high as possible.

Time delay distribution

The most extensive experiments concerning time delays were carried out
in order to understand the effect of different time delay distributions on the
classification performance. Once the maximal time horizon is fixed, the time
delays are defined by their number and the spacing between them. The
spacing is dependent on the delay distribution function, which varies from
linear to different degrees of exponential, as shown in Figure 5.7 where an
example with 40 time delays is shown. The distributions are defined by the
following constraints: c · e = start and c · en = end, where n is the number
of time delays and start and end represent the starting delay (usually 0) and
the maximal time horizon, respectively. By varying the coefficient c, we can
modify the shape of the function. For instance, for the value c = 100 the
distribution function is a linear one meaning that the spacing in terms of
time between two time delays is equal. On the other hand, with c = 0.001,
the shape of the function is exponential which means that the many time
delays are concentrated very close to the analyzed point (the delay is small),
and only a few delays have bigger values. By keeping the maximal time
horizon constant at 500ms, and varying the number of time delays and the
distribution function, we can achieve different spacing configurations of the
time delays, while still having all delays on the range from 0 to 500ms. In
this way, we can verify if the system benefits more from a high number of
delays close to the observed point (c has a very small value and the function
is exponential) or from more evenly spaced time delays, as with higher values
of the c coefficient. We again reported the averaged classification accuracies
and their standard deviation.

Figure 5.8 shows the results in terms of classification accuracy. It can be
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Figure 5.7: Set of delay distribution functions for 40 time delays
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Figure 5.8: Classification accuracies for different delay distribution functions and number
of time delays

seen how the effect of the increased number of time delays follows the trend
established previously, that for higher numbers of time delays there is no
noticeable gain in classification performance. However, as the distribution
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function becomes more exponential, the gain from an increased number of
time delays is more noticeable. This might be due to the fact that a higher
number of time delays with exponential functions meant also more informa-
tion about the more distant points in time. A second observation arising
from this experiment is that the classification accuracy is better when the
distribution function is more linear. Again, this might not seem intuitive, as
the system should benefit more from information about nearby points, but it
might again be due to the nature of the problem of isolated digit classifica-
tion which does not introduce conflicting information from preceding digits.
In such a scenario, the system benefits from more evenly-spaced information
about the recording being analyzed. Also, the system might benefit more
from information more distant in time.

In order to examine this hypothesis, we inverted the distribution func-
tions from Figure 5.7 by computing their complement to unity, so that most
of the delays of the exponential functions now have high values and point to
more distant time points (see Figure 5.9). If the hypothesis was true, the
system would now benefit more from the exponential functions in terms of
classification than the linear one. The results shown in Figure 5.10 disprove
this hypothesis, as the linear function again shows the best results in terms
of classification accuracy. This confirms that the real reason behind the good
performance of the linear distribution functions lies in the more even repre-
sentation of the observed history, compared to when exponential distribution
functions are used irregardless of whether they are biased toward the close
or distant points in the past.

Finally, in order to verify if the hypothesis that the good performance
of the linear function is due to the isolated nature of the digit classification
task, we created a dataset from the TIDIGITS corpus where isolated digits
are joined together to form sequences, so that there might be some conflict-
ing information from preceding digits when higher-valued time delays are
used. If in this case the linear distribution function loses its advantage in
performance, this will serve to prove that indeed the linear distribution is
adapt to the isolated digit classification task, while the exponential functions
focusing on more proximal points to the analyzed point work better when
there is noise from preceding digits that might influence classification. This
experiment was conducted again using a setup similar to the previous ones,
with the distribution functions shown in Figure 5.7. The results presented in
Figure 5.11 indicate that there is no notable difference between the different
delay distribution functions when a higher number of time delays is used.
This shows that in the case of connected sequences of digits, the conflicting
information from preceding digits influences the classification performance,
making the information close in time to the observed point more valuable
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Figure 5.9: Set of inverted delay distribution functions for 40 time delays

than the distant information.
From the observed experiments, we can conclude that the exact number

of time delays becomes irrelevant after a certain number is exceeded (around
15), and that using many time delays, such as more than 40, would not
improve classification accuracy significantly, while negatively impacting the
computational complexity of the process due to increased dimensionality. In
line with these findings and in order to suitable feature space dimensional-
ity for parallelization purposes (as the maximal number of parallel processes
is limited by the size of the smallest layer) for future use, 32 time delays
were chosen. The maximal time horizon used was shown to be an important
parameter for the effectiveness of the system, and care should be taken to
increase the horizon as much as possible without capturing conflicting in-
formation from preceding digits in the sequence. This can be achieved by
observing the lengths of the signals that need to be classified. In subsequent
experiments, a time horizon of 500ms was used. Finally, the time delay dis-
tribution also showed a notable influence to the classification performance,
especially when different settings are taken into account. Therefore, in the
case of isolated digit classification, when no noise from preceding digits is
present, a linear distribution function should be used, while in the case of
connected digit sequences, the distribution can either be linear or exponen-
tial.
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Figure 5.10: Classification accuracies for inverted delay distribution functions
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Figure 5.11: Classification accuracies for digit recognition in sequences, using various delay
distribution functions
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5.4 Neural feature extractor parameter optimization

The neural-inspired feature extraction architecture described in Section 3.4
is the key processing step described and proposed in this thesis. It provides
a general framework for temporal data processing, irregardless of the actual
type of data, and its main goal is to de-correlate the input data and create
sparse representations in the activation layer, as explained in Section 3.4. As
such, the method has several important parameters which need to be evalu-
ated. In the scope of this thesis we evaluated three parameters of the neural
feature extraction process, the dimensionality of the MDS space, the number
of overlaps between clusters, and the size of the activation layer.

All of the experiments were conducted using the protocol illustrated in
Figure 5.1c, with BCPNN being used for classification with separate training
and test sets. Along with the reported results, we provide a comparison with
SVM classification on the same input features.

5.4.1 MDS dimensions

The MDS dimension parameter determines the dimensionality of the sub-
space to which the input features are mapped using the MDS algorithm. Af-
ter the correlation-based pairwise distances between input features are com-
puted, the system finds an appropriate MDS transformation which is then
used to map the pairwise relations between features to a metric space to be
used for clustering by means of VQ. Therefore, it is important to examine
different possible values of the MDS dimensionality. The examined configu-
rations ranged from 5 MDS dimensions to 20, in steps of 5, while all other
parameters of the model were fixed.

The obtained results are illustrated in Figure 5.12. The classification rate
first rises when the dimensionality is increased from 5 to 10, followed by a
small drop in classification accuracy on the training set when the dimension-
ality is set to 15, but also by an increase in classification accuracy on the
testing set. Once this number is exceeded, a noticeable drop in both classi-
fication accuracies is experienced. Also, it can be seen how the classification
performance in all cases except when the dimensionality is 20 exceeds the
baseline result achieved with SVM. For these reasons, the proposed param-
eter value in this case is 15 as it provides a balance between training set
accuracy and generalisation performance.
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Figure 5.12: Effect of MDS dimensionality on classification accuracy for the neural feature
extraction structure
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Figure 5.13: Effect of the number of unit overlaps on classification accuracy for the neural
feature extraction structure
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5.4.2 Clustering with overlaps

The VQ method used in this work aims to cluster the units of the input
layer of the proposed architecture into a number of clusters corresponding to
hypercolumns of the activation layer, as described in Section 3.4. By chang-
ing the number of overlaps parameter, the user can decide on the maximal
number of hypercolumns that can be connected to one input unit. If only one
overlap is used, the hard clustering method is employed. With two overlaps,
one input unit can be clustered into two clusters, etc.

Figure 5.13 demonstrates the effect of the number of overlaps on the
classification performance. We can see that the classification performance
rises slightly when two overlaps are introduced, but then starts to fall and
this trend continues even when 8 overlaps are used. In the case of 4 overlaps,
we see a slight drop in performance on the training set, but the generalization
(test set performance) is slightly better. This means that there is some benefit
in allowing a unit to be connected to two or even four hypercolumns, but
more than that is unnecessary and does not bring any improved performance.
Also, it can be seen that with the increase in the number of overlaps the
difference between the performance on the training and test sets becomes
smaller. Again, in all conducted experiments, the performance of the model
was better than the baseline SVM both for the training and for the testing
set.

5.4.3 Activation layer size

The activation layer size showed to be the most significant parameter of
the proposed architecture. It is defined by the number of activation hyper-
columns and the number of minicolumns per hypercolumn. The number of
hypercolumns defines the number of clusters into which the input feature
space is partitioned. The number of minicolumns per hypercolumn defines
the number of data prototypes each hypercolumn can hold. In addition, the
size of the activation layer defines the number of BCPNN-modified connec-
tions between the activation layer and the read-out layer, whose size is deter-
mined by the classification problem. As the network activities of the activa-
tion layer are transformed to binary values using the winner-take-all method
and then processed by BCPNN, the dimensionality of this layer changes the
feature space embedding used for classification. Therefore, it is important
to gain an understanding of the effects of changes to the activation layer
size on classification performance. The experiments were carried out with-
out overlaps and with a MDS dimensionality of 15. We varied the number
of hypercolumns as well as the number of minicolumns per hypercolumn.
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Figure 5.14: Effect of the activation layer size on classification accuracy – training set

Figure 5.14 shows how the change in activation layer size affects the clas-
sification performance on the training set. We can observe a steady increase
in accuracy, even when a very high-dimensional layer is used. We can also
observe how the increased number of minicolumns is more significant that
the increased number of clusters. This can be seen by observing the results
obtained for the layer sizes 400 and 800, using two different configurations for
each of the sizes. In both cases, the classification accuracy was higher for the
structure that had more minicolumns per hypercolumn at the expense of the
number of hypercolumns. It seems that for the system it is more important
to be able to store more input data prototypes in each hypercolumn than the
ability to partition the input data into a higher number of clusters.

Figure 5.15 presents the same experiment, but carried out on the test
set. The results largely support the results obtained for the training set, as
well as the conclusions drawn. Again we observe that the higher number of
minicolumns is beneficial, even if at the expense of the number of clusters.
Also, the increase in the layer size leads to higher classification accuracy,
although the increase is less steep than the one obtained for the training set.

Finally, in order to confirm the manner in which the increase in the size of
the activation layer affects the classification accuracy, we fixed the number of
clusters to 40, and varied the number of minicolumns per hypercolumn from
10 to 400. This no only shows the effects of the increase in activation layer
size, but also the effect of the increase in the number of minicolumns per
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Figure 5.15: Effect of the activation layer size on classification accuracy – test set
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hypercolumn, as the number of hypercolumns is fixed. The obtained results
for training and test sets, are shown in Figure 5.16. The figure confirms
that the increase in classification accuracy for the test set is less steep than
the one for the training set. It is reassuring to see that the classification
accuracy increases steadily, meaning that the features extracted using the
proposed architecture do not exhibit redundancy which would negatively
impact the performance of the model. However, the figure also shows that
for higher sizes of the activation layer the increase in accuracy shows signs
of saturation, meaning that the increase in activation layer size can only
improve the performance up to a certain level.

5.5 Feature analysis

In this section we provide an analysis of the features obtained from the
neural feature extraction architecture. We analyzed the clustering of the
input layer units and the network activity patterns obtained by processing
the data with the proposed architecture.

The experiments were conducted using the protocol illustrated in Fig-
ure 5.1c, but without the BCPNN classification structure, so that the raw
output from the neural feature extractor (the distances between the input
data and the prototypes) was recorded. The parameters used were the fol-
lowing: the MDS dimensionality was set to 15, no overlaps were used, and an
activation layer with 40 hypercolumns with 40 minicolumns each was used.
The input data was the training set obtained from the TIDIGITS corpus
with isolated digit recordings.

5.5.1 Input space clusters

As described in Section 3.4, the input layer minicolumns representing
the input feature space are clustered in order to create segments of input
features that are then processed by the activation layer hypercolumns and
their minicolumns to create data prototypes. The clustering is performed in
the MDS subspace and was aimed at grouping together correlated features.

One such clustering is illustrated in Figure 5.17. Each column represents
one MFCC feature, and the rows correspond to different time-delayed repre-
sentations of that feature. The number of clusters used is 40, and each color
represents a different cluster. From the obtained clusters we can see how
the obtained groups are mostly disjoint, which indicated a high degree of
correlation between different MFCC features at different time scales. This is
a very significant result as it confirms our initial hypothesis that such corre-
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Figure 5.17: Input space clustering with 40 clusters – columns represent spectral features,
rows are the time-delayed representations of these features
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Figure 5.18: Input space clustering with 10 clusters – columns represent spectral features,
rows are the time-delayed representations of these features



CHAPTER 5. EVALUATION AND RESULTS 69

lations exist and could be captured from the data. If the groups obtained in
the course of clustering were continuous, comprising entire rows or columns,
it would mean that the high correlations are found only between features
on the same time scale or between time-delayed representations of the same
feature.

Due to the high number of clusters, such visual analysis might be difficult
to perform as the colors representing two different clusters might be similar.
Therefore, Figure 5.18 demonstrates the result of clustering using the same
input data, but with only 10 clusters decreasing the number of hypercolumns
of the activation layer. On this figure it is much easier to notice how the
clusters are disjoint, even though there are groups extending over several
rows of the same column. This is still acceptable as it means that high
correlation is found between representations of the same feature at different
time scales. If some clusters would be limited to only one column, it would
indicate that there are MFCC features that exhibit high correlations only
with other delayed representations of the same feature. However, from the
figure we can clearly see this is not the case. Another encouraging result
is that the obtained clusters are of approximately the same size, meaning
that there are no very small or very big clusters which could indicate either
problems with the clustering method or that the input data has intrinsic
large and small clusters of dependencies.

Therefore, this result suggests that the clusters obtained from the neural-
inspired architecture are able to capture correlations across different time
scales, as well as across different MFCC features, which is one of the tasks
we wanted to achieve in this work.

5.5.2 Activation patterns

In the context of this thesis, network activities are defined as the Eu-
clidean distances from the input data to the prototypes encoded in the code
vectors of the activation layer minicolumns. When this data is used for
BCPNN classification, the winner-take-all operation is performed on the hy-
percolumn level, in order to mark the minicolumn with the lowest Euclidean
distance for each hypercolumn. This means that the proposed neural struc-
ture transforms the MFCC with time delays input feature vector into a bi-
nary vector indicating the minicolumns closest to the input data for each
hypercolumn (see Section 3.4. The idea of such process is to de-correlate the
data and provide a sparse representation to be used for BCPNN learning.
As the raw network activation values are not actually used by the BCPNN
structure, we decided to represent the activation patterns by rank-based in-
dices for each hypercolumn separately, where the index corresponding to each
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minicolumn becomes lower the closer that minicolumn is to the input data.
This is achieved by simply sorting the distances obtained from the activation
patterns of a hypercolumn and exchange the raw values with the obtained
indices. In this experiment, we used a 40-by-40 activation layer.

In order to illustrate the activation patterns, we averaged first the dis-
tances for all the data points for all recordings of the same class across time
and then performed the rank-based indexing. This resulted in the activation
patterns presented in Figure 5.19. Here, we used two different classes to
illustrate the degree of difference between activation patterns for the classes
“zero” and “one”. This was done by processing separately all the data points
of the classes. The index difference matrix was then obtained by subtracting
the obtained indices for the two classes and computing the absolute value
of this difference for each element in the matrix. The differences between
the two classes are notable and in order to compare them with the original
MFCC data, we performed the same sorting and index assignment process
to the MFCC data. This produced the matrices shown in Figure 5.20. We
can see that the input data exhibits much more similarities between the two
classes, which shows that the proposed architecture creates representations
that differ more between two digit classes than the original MFCC represen-
tations.

As one of the important tasks of our system is to de-correlate the input
data, we analyzed the correlation matrices obtained from the original input
MFCC data and the activation patterns after rank-based indexing. Here, the
rank-based indexing was done for every data point separately (both in the
case of MFCC features and activation patterns), and then these data points
were used to compute the correlation matrix. The absolute values of the cor-
relation coefficients are shown in Figure 5.21. We can see how the correlation
between input features is high for different time-delayed representations of
the same feature, as the regions that exhibit higher correlation are limited
to the 33-element squares belonging to different time-delayed versions of the
same feature. Such a structure is not present in the activation patterns, and
the activation pattern correlation seems indeed more sparse than it is the
case with the input data. In order to confirm this, our hypothesis was that
if principal component analysis [Pearson, 1901] was performed on the rank-
based indices from the MFCC data, the number of eigenvectors needed to
explain at least 90% of the variance would be lower than in the case of the
rank-based indices from activation patterns, as the large number of principal
components implies more orthogonality between features, which could be due
to a higher level of sparseness. We examined this hypothesis by performing
the principal component analysis on the rank-based indices obtained for each
data point for both the MFCC features and the activation patterns. Indeed,
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Figure 5.19: Index-based activation patterns for the full neural model, after averaging the
data points for every class separately. The hypercolumns are represented by columns in
the matrices, while each row corresponds to one minicolumn. The bottom matrix shows
the absolute difference in indices for the two classes.
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this proved to be true, as the number of eigenvectors that explain at least
90% of the variance for the rank-based input MFCC data was 153, while for
the activation patterns the number of needed eigenvectors was 1001.
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Figure 5.21: Comparison of correlation matrices for rank-based indices from MFCC fea-
tures and activation patterns
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5.6 Digit classification and recognition - TIDIGITS

corpus

In this section, we demonstrate results obtained by evaluating the perfor-
mance of the proposed neural-inspired architecture on the tasks of isolated
digit classification and continuous digit recognition on the TIDIGITS corpus.
The reported results for the full neural-inspired architecture are obtained us-
ing a network with a 40-by-400 activation layer, conforming to the protocol
illustrated in Figure 5.1c. This result is compared to the SVM classifica-
tion result on the time-delayed MFCC data representations (see protocol
on Figure 5.1b), and to the BCPNN classification on MFCC input features
with time-delayed representations, as shown on the protocol on Figure 5.1d,
without using the neural feature extractor.

All the reported results are produced using separate training and test sets
by computing the classification accuracy in the temporal dimension, based
on each input data point. The aim is to compare the proposed method with
other classification techniques in order to quantify the contribution of the
proposed structure to the classification results.

5.6.1 Isolated digit classification

In the isolated digit classification task, we used the dataset created from
the TIDIGITS corpus containing one isolated digit per recording. Due to
the nature of the dataset, there is no conflicting information from preceding
digits when time-delayed representations are computed, which makes the
classification task less complex. The training set used in this task contained
102795 data points, while the test set contained 78938 data points, belonging
to 11 classes.

Table 5.2: Temporal classification accuracy on isolated digits

Train Test

MFCC features + BCPNN 33.08% 32.05%
MFCC features + SVM 67.55% 64.69%

Full neural model + BCPNN 80.88% 74.83%

Table 5.2 presents the classification accuracies for the three proposed
models, both for the training and test set, on a sample-by-sample basis. We
can see that the full neural model outperforms both baseline methods by
a significant margin. It is encouraging to see that the neural model with
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BCPNN combination exhibits a trend of superiority when compared to a
widely-used classifier such as SVM, especially by such a high margin for
both the training and test sets. From the obtained results we can also assess
the role of the neural feature extraction architecture, by comparing the clas-
sification accuracy for the BCPNN model using the input MFCC features
and the BCPNN classification on top of the full neural architecture. The use
of the full neural architecture greatly improves the classification accuracy
by using the feature space with informative representations contained in the
code vectors of the prototypes.

Another way of evaluating classification performance is the creation of
temporal classification profiles which means defining equally long intervals
along the recordings and averaging the classification accuracy for all digits
for each of the intervals separately. One such temporal classification profile
obtained on the training set is presented in Figure 5.22. We can see how
the classification profiles of all three models follow the same basic trend of
improving the accuracy as we move along the duration of the recording. This
behavior can be explained by the role of time delays in providing additional
information about observed events. In the beginning of the recording, many
time-delayed representations are still empty which makes the feature vector
less informative. The second interesting feature of the models that can be
observed from the temporal classification profiles is the steep decline in classi-
fication accuracy toward the end of the recordings. This can be explained by
the small amounts of silence characteristic to the end of the recordings, which
forces the system to rely solely on information about previous observations
provided by time-delayed representations to perform the classification.

Figure 5.23 illustrates results very similar to the ones in Figure 5.22, but
for the test set data. The obtained temporal classification profiles confirm
that there is no notable difference in temporal classification between the
training and test set, which indicates that the proposed system has good
generalisation capabilities for this task.
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Figure 5.22: Temporal classification profile – training set
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Figure 5.23: Temporal classification profile – test set
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5.6.2 Continuous digit recognition

Continuous digit recognition is a more complex classification task than
isolated digit classification. This is due to the fact that the recordings from
the previous dataset were concatenated with random lengths of pause be-
tween them in order to form random sequences of 5 digits. Therefore, when
the time-delayed representations are computed, there might exist some con-
flicting information connected with the digit preceding the digit being ana-
lyzed. This task serves to verify how the proposed models would behave in
a realistic setting where they need to recognize an incoming signal stream.
Again, the classification is computed for each data point. The training set
for this task contained 130686 data points, while the test set contained 99655
data points.

Table 5.3: Classification performance on connected digit sequences

Train Test

MFCC features + BCPNN 22.56% 21.78%
MFCC features + SVM 45.81% 43.54%

Full neural model + BCPNN 68.02% 59.44%

Table 5.3 shows the obtained classification accuracies for the training and
test sets using the full neural model and two baseline models. Again, we can
see how the proposed structure outperforms the other two models by an even
bigger margin than it was the case in the isolated digit classification task.
The high classification accuracies obtained by the full neural model for this
more complex task serve to prove the capabilities of the proposed structure
in working with both isolated and connected digits.

The temporal classification profiles shown in Figures 5.24 and 5.25 demon-
strate a behavior similar to the isolated digit classification task, having an
initial rising phase followed by the decline in performance toward the end of
the signal. It should be noted that the position along the length of the signal
in these figures represents a single digit, although there are several digits in
one recording. The initial rising phase in this case is steeper than its isolated
digit counterpart, which can be attributed to the noise in time-delayed repre-
sentations caused by preceding digits in the sequence. Again, we can observe
very similar behaviors in all three models, even though the MFCC+BCPNN
model does not have a very steep initial phase as the other two models.
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Figure 5.24: Temporal classification profile for connected digits – training set
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Figure 5.25: Temporal classification profile for connected digits – test set
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5.7 Phoneme recognition - TIMIT corpus

In this section, we evaluate the proposed model on a different speech
corpus, the TIMIT corpus, which is used for phoneme recognition tasks. As
described in Section 3.1.2, the TIMIT corpus contains a far higher number
of classes than we used with the TIDIGITS corpus. In total, 48 phoneme
classes need to be identified, and for evaluation several equivalence classes
exist that bring the number of different classes down to 39. The dataset
extracted for this purpose from the TIMIT corpus contained one sentence
randomly extracted for each speaker, both for the training and test set. This
means the training set contained a total of 462 sentences from which 156440
training samples were created, while the test set contained 168 sentences or
57272 test samples. The classification was performed using protocols shown
on Figures 5.1b,c in order to compare the full neural model performance with
the SVM classifier.

Table 5.4: Temporal classification performance on the TIMIT corpus

Train Test

MFCC features + BCPNN 23.16% 21.82%
MFCC features + SVM 50.54% 48.90%

Full neural model + BCPNN 57.18% 38.29%

The obtained classification accuracies for the training and test sets are
presented in Table 5.4. The full neural model with BCPNN shows better
performance on the training set, while the SVM classifier is better on the
test set. Still, both results are superior to BCPNN classification on MFCC
features The classification accuracy results are rather low, which could be
attributed to the complexity of the problem and the higher number of classes
as well as the lower number of training examples, since only a portion of
the full TIMIT corpus was used. In comparison to the results obtained on
the same set in related works, the proposed models achieve a classification
accuracy similar to the 49.78% achieved by Lee and Hon [1989], using the
same number of MFCC input features for a context-independent classification
task. This shows that the proposed information processing structure can be
compared to widely used speech recognition methods such as HMMs, even
though the HMMs used by Lee and Hon [1989] have been trained on the
full TIMIT corpus. The lower test set performance of the full neural model
could be caused by the low number of training samples and the fact that
only one recording per speaker was used, which could negatively impact the
generalization performance of the proposed model.
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Table 5.5: Phoneme error rate for the TIMIT corpus

Train Test

MFCC features + BCPNN 81.77% 81.47%
MFCC features + SVM 74.87% 75.21%

Full neural model + BCPNN 47.33% 67.63%

In terms of the phoneme error rate, the results are rather disappointing,
as shown in Table 5.5. The phoneme error rate is very high for all models on
the testing set. Compared to results presented by Hinton et al. [2012], where
the phoneme error rate is at the level of 20%, the results obtained here seem
poor. However, the models presented here cannot be compared directly to the
models used by Hinton et al. [2012], as we used only a subset of the full TIMIT
corpus and the process of outputting the single symbols used in this work was
much simpler than the one used in other related work. Here only a simple
smoothing and compression technique was used (see Section 3.4), while most
related papers used the Viterbi algorithms in connection with HMMs to
output distinct symbols to be aligned with the original labels. As it was
outside the scope of this thesis, the optimization of this symbol outputting
method was not performed, and we focused on the classification accuracy in
the temporal dimension to evaluate and verify the proposed model.



Chapter 6

Discussion

This work proposed a method for information processing using spatio-
temporal correlations based on a self-organizing neural architecture. After
extensive experiments and evaluations of the proposed method been carried
out, in this chapter we discuss the main results and the conclusions that can
be drawn from them. As the evaluation process consisted of several distinct
phases, it allowed us to gain insight into a number of processing techniques
and better understand how they affect the final outcome. This information
might be of essential value for future users of the proposed architecture, and
might outline possible candidates for improvement. As some of the processing
steps used in this work are very problem-specific, their evaluation allows us
to understand better the intricacies underlying the problems at hand. In this
chapter we aim to provide an overview of these insights and their impact to
the overall performance of the proposed architecture.

Spectral feature extraction

The spectral feature extraction process is the most problem-specific step
of the proposed system. Firstly, the neural feature extraction architecture
proposed in this thesis is aimed at processing spatio-temporal information
of any type, as long as it is prepared in a suitable way. As speech record-
ings usually do not have a spatial component, in contrast to brain imaging
data such as EEG and MEG, the spectral decomposition was used instead
to provide an information component that is analogous to the spatial com-
ponent. This decision led us to the analysis of two different spectral feature
extraction methods, the continuous wavelet transform and the mel-frequency
cepstrum coefficients. Although CWT was successfully used for speech pro-
cessing by Kronland-Martinet [1988], Cavalcanti et al. [2010], and others, in
this work the method showed very poor performance compared to MFCC.

81
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This was surprising as we expected the CWT performance to be on par with
the performance of MFCC features, but that was clearly not the case.

Our assumption is that the MFCC method is more adapt to capturing
the high modulation of speech signals by approximating the response of the
human auditory system, than the CWT method with dyadic scales. How-
ever, this thesis did not investigate in depth the reasons of such difference in
performance as this is a problem-specific issue since the architecture is built
in such a way to allow the users to extract spatial or spectral features using
any method of choice before processing them with the architecture.

This is also the principal reason as to why more advanced spectral feature
techniques such as different codebooks presented by Lee and Hon [1989] have
not been used to extend the capabilities of the MFCC method. We used a
conventional methodology in order to relate to a large body of work on speech
recognition.

It is important to note that the selection of the preprocessing method
and its optimization is left to the user and that the architecture is built in
a way that supports any preprocessing method as long as the end result is
a feature vector for each data point to be classified. This flexible approach
also means that the proposed architecture can be used to process different
data types, and is not limited to speech data at all.

Time-delayed representations

Feature expansion with time-delayed representations of the features was
proposed in order to be able to sequentially process the input data and still
retain the capability to capture correlations between features at different time
scales. During the course of this thesis it was shown that such expansion
has a positive impact on classification accuracy. This was expected as time
delays provide additional relevant information about the current data point
incorporating knowledge about previous observations. This work examined
different time-delay strategies of incorporating past observations.

Firstly, it was shown that the number of time delays does not signifi-
cantly improve classification accuracy after a certain delay number, if the
maximal time horizon is fixed and is not dependent on the number of time
delays. It might be expected that the increased number of time delays would
improve classification as it introduces additional relevant information about
prior events, but that was not the case perhaps because after a certain number
of delays the information provided by additional time delays might become
highly correlated and therefore redundant. This meant that the maximal
time horizon and the distribution of time delays have a bigger influence on
classification performance than the number of delays.
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The maximal time horizon proved to significantly impact the classifica-
tion accuracy. In the case of isolated digits when there was no conflicting
information from prior digits, the increase of the maximal time horizon led to
improved classification as it provided more information about the events at
the beginning of the recording. In the case of connected digits, such increase
might introduce additional conflicting information so care must be taken to
adjust the time horizon in accordance with the expected lengths of the events
to be classified.

The distribution of time delays showed that the information proximal
to the data point of interest is considered more valuable only when there
might be conflicting information introduced by observations more distant
in time. Otherwise, the linear distribution along the length of the signal
showed a better performance, as with the isolated digit case. The time delay
distribution and the maximal time horizon are the two key parameters of the
time-delayed feature vector expansion process, especially in recognition tasks,
as they control the amount of noise introduced by previous events. Future
work could be directed toward analyzing this behavior in context-dependent
tasks, where the information from previous events might be beneficial instead
of being considered as conflicting.

Neural-inspired self-organization patterns

In terms of neural-inspired self-organization, we analyzed the behav-
ior of the proposed architecture when varying three important parameters
(MDS dimensions, number of overlaps of input units in activation layer hy-
percolumns, and activation layer size) and the obtained input minicolumn
clusters and activation patterns. Our aim was to understand how the pro-
posed architecture captures the spatio-temporal correlations and forms code
vectors representing input data primitives on the activation layer.

The activation layer size showed to notably influence classification per-
formance. With the increase in size of the layer, the classification accuracy
increased as well. However, it could be observed that the increase in the
number of clusters did not affect the classification accuracy as much as the
increase in the number of data prototypes stored per cluster. If the layer
size was fixed, the configuration with more prototypes per cluster showed to
perform better than the configuration with more clusters on the expense of
the number of prototypes. This serves to show that the number of stored
prototypes had a higher effect on the performance of the architecture than
the actual number of input space clusters. This is might be because more
primitives can capture more information and encode it in code vectors.

From the analysis of the input feature space clusters, we have seen that
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the obtained clusters are disjoint, indicating that the captured correlations
occur between different features and different time scales. This means that
the proposed system achieves one of the principal goals of being able to cap-
ture correlations between spectral features at varying time scales. Another
observed feature of the obtained clusters is that they are very similar in size,
which indicates that the system is capable of partitioning the input space
evenly, without big differences in cluster size.

The activation patterns obtained in this work have more discriminative
values between different digit classes, as shown by the classification perfor-
mance for various configurations. This is also supported by an illustrative
example obtained by comparing the activation patterns for the classes “zero”
and “one” and outlining the regions of difference. The activation patterns
also show sparse correlation, especially when compared to original MFCC fea-
tures with time delays which are highly correlated along the diagonal of the
correlation matrix. In order to quantify the degree of feature de-correlation
provided by the neural representations, we compared the number of principal
components needed to explain 90% of the variance, which showed how the
variance of the original features can be explained with a much lower number
of principal components.

Thus, the obtained activation patterns and input space clusters have
shown to perform their de-correlation task in a suitable manner and that
the architecture is able to capture the targeted spatio-temporal correlations.

Classification performance

In terms of classification performance, we need to distinguish the two
tasks used to asses the proposed structure. Although both tasks are based
on speech data, the underlying problem is much different and it is one of the
main reasons for the differences in performance.

On the isolated digit classification task on the TIDIGITS corpus, the
proposed method largely outperforms the SVM classifier on MFCC features
in terms of temporal classification accuracy on the data sample level, with
80.88% accuracy on the training set compared to 67.55%, and 74.83% accu-
racy on the test set compared to 64.69%. The difference between the baseline
BCPNN model using the same features as the SVM and the proposed method
is even bigger, serving as evidence of the improvements to classification due
to the neural feature extraction process. This result is very encouraging for
future work as the classification rate is very high considering the fact that it
was performed using different speakers of varying gender and age. The result
is even more remarkable if the temporal aspect of the classification process is
taken into account. This means that the method is able to correctly classify
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more than 80% of the data points present in the recordings, which is a more
complex task than classifying the entire signal at once, due to the dependence
of each time point on previous events.

In the connected digit task using the TIDIGITS corpus, the proposed
method again outperformed the SVM and BCPNN baseline by a significant
temporal classification accuracy margin (68.02% compared to 45.81% for
SVM on the training set and 59.44% to 43.54% on the test set). This was a
very significant result as it showed the potential for the use of the proposed
method even with connected digits without the need for any modifications
in the network setup.

The phoneme recognition task on the TIMIT corpus proved to be a more
difficult task for the proposed method, as it outperformed SVM only on the
training set 57.18% to 50.54%, but SVM performed better on the test set
(49.80% to 38.29%). The lack of generalization capabilities of the proposed
structure is somewhat worrying, but it might indicate that the structure
needs more data from different speakers to be able to create adequate neu-
ral representations. The obtained accuracies on the test set are in line with
the results obtained by Lee and Hon [1989] for the same set of input fea-
tures, where the accuracy was 49.78%. The real issue proved to be with the
phoneme error rate, as the obtained results were much worse than the ones
obtained by Hinton et al. [2012]. However, this might be partially attributed
to the lack of an optimized smoothing and symbol outputting method which
would produce a sequence of recognized symbols instead of classification out-
puts for every time point. As future work, a neural inspired approach to this
problem might be of interest, as most speech recognition systems are in-
terested only in the final sequence of recognized symbols, and not in the
classification outputs for each data point in the temporal dimension. An-
other reason for the lower performance might be the amount of data used,
as the training and test sets were composed only of a subset of the original
corpus to reduce computation time.

Future work should address the issues mentioned here, especially con-
cerning the number of samples processed and the symbol outputting method.
Only then a fair comparison of the proposed method and the current state-of-
the-art speech recognition methods could be done. Another issue that should
be addressed in future work is the assessment of generalisation performance
of the neural-inspired structure, as it was restricted for computational time
reasons to separate training and test set partitions instead of using a cross-
validation procedure. However, the results obtained here are very promising
with respect to both classification tasks in the temporal dimension, and the
method proved to be able to achieve a satisfactory level of classification ac-
curacy on two very different problems with no modifications in the network
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structure and parameters. The computed PER is much higher than in related
work, but as it was mentioned before reasons for such poor performance could
stem from the lack of a proper smoothing and symbol outputting method as
well as the difference in the amount of training data.



Chapter 7

Conclusion

In this thesis we aimed to propose and evaluate a method for spatio-
temporal feature extraction and de-correlation inspired by the cortical ar-
chitectures present in the human brain. The focus was set to capturing
spectro-temporal correlations of features extracted from acoustic signals ob-
tained from isolated digit recordings and continuous speech. The obtained
temporal classification results show that the proposed methods are superior
to modern machine learning methods such as SVM for the problems at hand.
They also showed comparable performance to state-of-the-art speech recog-
nition methods, such as the ones presented by Hinton et al. [2012]. This
indicates that the proposed method might be usable on real-world datasets
while laying good foundations for future research of neural-inspired architec-
tures for temporal processing.

Temporal classification evaluation and the quantitative analysis of the
activation patterns showed that it is indeed possible to capture meaning-
ful spatio-temporal correlations in an unsupervised manner using a neural-
inspired method. The iterative unsupervised processing method produced
a de-correlated representation of the input features, which was one of the
primary objectives of this work. The structure is general and able to pro-
cess different temporal data types, and the results obtained for two different
speech recognition tasks without changing the parameters of the structure
indicate that the proposed method is robust.

The results indicate that time-delayed representations are a viable method
for capturing correlations between different time scales. Extending the spec-
tral representations of the signals with time-delayed representations improves
the classification accuracy much more than it could be attributed to a mere
increase in dimensionality. Of the evaluated parameters of the time-delayed
feature expansion method, the maximal time horizon and the distribution
of delays showed to be of influence to speech recognition performance, and
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should be adjusted based on the problem at hand. The number of time
delays did not prove to impact classification so noticeably, especially when
more than 15 delays are used.

For the speech recognition problems at hand, we evaluated several param-
eters of the neural feature extraction architecture. Although the structure
showed robustness in terms of parameter values, we could conclude that the
activation layer size is of particular importance to the classification perfor-
mance. When used for classification, they manage to improve the classifi-
cation accuracy even when the size of the activation layer is very big (more
than 16000 units), meaning that the information encoded in this patterns
does not exhibit redundancy which might negatively impact classification
performance. Also, the structure showed to be more sensitive to the increase
in the number of data prototypes than to the increase in the number of clus-
ters of the input features. The MDS size and number of input unit overlaps
within the activation layer hypercolumns had a greater effect on general-
ization performance than on the classification performance on the training
set.

The temporal classification profiles obtained during evaluation indicate
that the classification accuracy of the system improves as we move toward
the end of the utterance of interest. This was observed both in isolated digit
classification and in connected digit recognition tasks and might be connected
to the role of time delays. As we progress along the signal, more time-delayed
representations are filled with information about previous observations mak-
ing it easier to capture spectro-temporal correlations at different time scales.
This behavior was consistent for both the training and the test sets, further
emphasizing the importance of capturing correlations at different time scales.

The original Nexa simulator along with the provided rudimentary ab-
stract model described by Johansson and Lansner [2006] provided a good
foundation for working on the speech recognition use case. However, the
system lacked support for efficient processing of a high number of input sam-
ples, which was implemented in the course of this thesis. These optimization
changes addressed some specific requirements of tasks containing a high tem-
poral resolution and we are confident that these extensions enable Nexa cope
with big data challenges even more efficiently, as shown by computational
performance evaluations.

The architecture proposed in this thesis provides a novel approach to
neural-inspired temporal information processing capable of capturing spatio-
temporal correlations at different time scales. As the proposed structure is
general, future work should be directed toward evaluating the performance
of the structure on other dataset types, such as EEG and MEG data in
order to fully exploit the scalability of the architecture. The encouraging
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classification and data analysis results give confidence that the architecture
would be able to approach other data types in a similarly efficient manner.
Finally, more work could be directed toward improving the scalability of
the architecture, both in terms of dimensionality of the input data and the
number of data samples. Even though the current architecture scales well in
both dimensions, the almost daily increase in the amount of data available
to scientists provides motivation for research in this direction as well.
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