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Abstract

In recent decades, transient faults have become a critical issue in modern
electronic devices. Therefore, many fault-tolerant techniques have been pro-
posed to increase system reliability, such as active redundancy, which can be
implemented in both space and time dimensions. The main challenge of active
redundancy is to introduce the minimal overhead of redundancy and to schedule
the tasks. In many pervious works, perfect fault detectors are assumed to sim-
plify the problem. However, the induced resource and time overheads of such
fault detectors make them impractical to be implemented. In order to tackle
the problem, an alternative approach was proposed based on imperfect fault
detectors.

So far, only software implementation is studied for the proposed imperfect
fault detection approach. In this thesis, we take hardware-acceleration into
consideration. Field-programmable gate array (FPGA) is used to accommo-
date tasks in hardware. In order to utilize the FPGA resources efficiently, the
mapping and the selection of fault detectors for each task replica have to be care-
fully decided. In this work, we present two optimization approaches considering
two FPGA technologies, namely, statically reconfigurable FPGA and dynam-
ically reconfigurable FPGA respectively. Both approaches are evaluated and
compared with the proposed software-only approach by extensive experiments.





Acknowledgement

I would like to thank my examiner Petru Eles, and especially thank to my
supervisors Ke Jiang and Adrian Lifa. They gave me a lot of guidance and
patience to help me to finish my thesis work.

I am also grateful to my family for their support and encouragement, and
to my friends for their company during my study here.





Contents

1 Introduction 1
1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.3 Contribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.4 Thesis Organization . . . . . . . . . . . . . . . . . . . . . . . . . 3

2 Preliminaries 5
2.1 Imperfect fault detectors . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 Fault tolerance and Fault model . . . . . . . . . . . . . . . . . . 5
2.3 Reliability Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . 6

3 System Model 9
3.1 Application Model . . . . . . . . . . . . . . . . . . . . . . . . . . 9
3.2 System Architecture . . . . . . . . . . . . . . . . . . . . . . . . . 10
3.3 Motivational Example . . . . . . . . . . . . . . . . . . . . . . . . 12

4 Problem Formulation 17
4.1 Input . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
4.2 Output . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

5 Optimization procedure 19
5.1 Multi-Objective Evolutionary Algorithm . . . . . . . . . . . . . . 19
5.2 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

5.2.1 Mapping Generation for SR FPGA . . . . . . . . . . . . . 25
5.2.2 Mapping Generation for PDR FPGA . . . . . . . . . . . . 26

6 Experimental Results 29

7 Conclusion and Future Work 35





Chapter 1

Introduction

Nowadays, safety-critical applications widely exist in many systems, such
as aircrafts and modern automobiles. Such applications, usually controlled by
embedded systems, are required to function correctly even in the presence of
faults. Hence, many fault-tolerant techniques have been proposed to handle
faults in recent years. This thesis also focuses on the design and optimization
of fault-tolerant safety-critical embedded systems.

Modern embedded systems are exposed to different kinds of faults, which
can severely influence the functionality of the systems and cause serious dam-
ages and losses. Faults in a system can be classified as permanent and transient
faults, based on their nature. Permanent faults are usually caused by hard-
ware damage, leading to long-time components malfunctioning. This type of
faults could be handled using duplicated hardware. If one component is bro-
ken, another one can be used to recover the system from the fault. In the case
of transient faults, they only appear for a very short time but may result in
fatal failure in the system. In modern electronic systems, transient faults are
the dominating kind because of several reasons, such as high complexity, small
transistor sizes, high operational frequency and low voltage levels [2, 16, 4].
Therefore, we concentrate on tolerating transient faults in this work.

To handle transient faults, active redundancy is a common technique, which
can be implemented in both space and time dimensions. In the space domain,
multiple copies of a task are executed on replicated components in parallel. This
is also called hardware redundancy. In the time domain, a task can be executed
multiple times (time redundancy) on the same component. The result of each
execution will participate in a voting process to determine the final output of
the task. Hardware and time redundancy both can improve the reliability of
the system, but have their own drawbacks. Hardware redundancy increases the
system cost due to additional hardware requirement, and time redundancy in-
creases the end-to-end delay of the system due to re-executions.
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2 CHAPTER 1. INTRODUCTION

In addition, fault detection techniques also incur extra overheads to the
system [12]. Hence, it is a challenge to carry out these redundant executions, at
the same time satisfying both time and cost constraints. This thesis proposes
techniques to address this issue.

1.1 Motivation

Over the past decades, many projects have been devoted to finding the op-
timal utilization of hardware and time redundancy and scheduling these redun-
dancies under various constraints. Perfect fail-silent behaviour is often assumed
in these works. It is assumed that a perfect fault detector is used, and can
detect all faults. If a fault is detected, there is no output produced for the
faulty task. On the other hand, a correct output will be produced when no
fault occurs. Considering that active redundancy is applied, a task is executed
successfully until one of its redundant copies produced correct output. However,
perfect fault detection does not exist in reality. Even if implementable, the high
resource and time overheads [15, 19] might lead to constraint violations. In
order to solve this problem, several approaches have been proposed. One of
them is to use system-level optimization techniques to reduce the overheads,
e.g.[13]. In another more recent approach [7], imperfect fault detectors are pro-
posed to replace perfect ones. It is this approach that this work is built on top of.

The detection rate of a fault detector is known as its fault coverage. For
imperfect fault detectors, the higher fault coverage a detector has, the higher
overhead it incurs. When active redundancy is used, there exists a trade-off
between the amount of redundancy and the fault coverage of individual fault
detectors. If we spend the resources on implementing more redundancy, then
the detectors need not have very high coverage. On the opposite, if fault de-
tectors with high coverage rates are applied, the amount of redundancy can be
reduced. This trade-off has been explored in [7], and its experimental results
showed that the implementations with imperfect fault detectors not only can
reduce the schedule length but also achieve higher reliability than the imple-
mentations using perfect fault detectors.

However, in [7], tasks (including fault detection) are only implemented in
software and the scheduling is performed by a simple greedy heuristic consider-
ing all tasks are executed in topological order, which can lead to limited flexibil-
ity and poor performance. In this work, we consider hardware-acceleration using
Field-Programmable Gate Arrays (FPGAs) in the design procedure in order to
enhance system performance. To implement tasks in hardware will increase the
overall system cost. Therefore, which task to be assigned to hardware has to be
considered as one of the optimization decisions in order to meet the hardware
cost constraint. Besides, we also consider the schedule of the system as an op-
timization decision. The priority of tasks have to be decided by following the
data dependency between tasks. The other optimization decision is whether we
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should use more redundancy or better fault detectors for the system. In order to
efficiently find good design decisions, we use the Multi-Objective-Evolutionary
Algorithm (MOEA) [23] to solve the optimization problem. Our goal is to find
the system designs, such that the reliability of the system is maximized and,
at the same time, the schedule length is minimized, while the cost constraint is
satisfied.

1.2 Related Work

In the past decades, many researches have been devoted to fault-tolerant
task scheduling, e.g, [3, 5, 6, 8, 17, 18], all of which assume the use of perfect
fault detectors. The assumption is that a fault detector can detect all faults.
However, it is impossible to implement a perfect fault detector in reality. Thus,
a recent work [7] presents an approach that takes imperfect fault detectors into
account. It showed that perfect fault detection is just a suboptimal design deci-
sion even if implementable. With active redundancy, the implementation with
imperfect fault detectors can achieve even higher reliability than with the per-
fect ones when certain constraints are given.

In addition, system architecture also plays an important role in the area of
fault-tolerant task scheduling. Architectures including FPGA have been widely
used nowadays in order to provide both higher performance and flexibility, such
as in the design of secure embedded systems [9, 11] and fault detection tech-
niques [12, 13]. In our work, we present an approach that considers imperfect
fault detection and FPGA acceleration in the design optimization of fault tol-
erant systems.

1.3 Contribution

The main contribution of this thesis is a hardware/software co-design ap-
proach to the optimization of fault-tolerant systems. Field-programmable gate
array (FPGA) is used to implement hardware tasks. We propose two opti-
mization strategies considering statically reconfigurable FPGA and dynamically
reconfigurable FPGA respectively.

1.4 Thesis Organization

The thesis is structured as follows:

• Chapter 2 presents the fault detectors, fault model and the reliability
analysis that are used in this work.

• Chapter 3 introduces the application model, the system architecture and
also provides the motivational examples to illustrate our approaches.
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• Chapter 4 discusses our problem formulation with the input and output
of our implementation.

• Chapter 5 presents the two optimization techniques for statically recon-
figurable FPGA and dynamically reconfigurable FPGA respectively.

• Chapter 6 shows the experimental results and compares the performance
of our approach with the proposed software-only approach in [7].

• Chapter 7 concludes this work.



Chapter 2

Preliminaries

2.1 Imperfect fault detectors

Fault-tolerance techniques are needed to meet the reliability requirements
of safety-critical applications. Fault detection mechanisms must be applied for
achieving the fault-tolerance goals, which will introduce extra overheads into
the system. In reality, perfect fault detectors are impossible to be implemented.
Hence, the use of imperfect fault detectors must be studied and realized. For
a given task ti, there exists a set of fault detectors denoted by Di. Each fault
detector is characterized as d = {c, o, a}, where c is the fault coverage in per-
centage, o is the induced time overhead defined in percentage with respect to
the worst case execution time (WCET) of the task, and a is the area overhead
of fault detection when the associated task is implemented in hardware. Thus,
the actual WCET for the task ti with the fault detector di,k is wi(1 + odi,k

),
where wi is the WCET of ti without any fault detection and di,k is the chosen
fault detector from Di.

2.2 Fault tolerance and Fault model

In this thesis, we focus on tolerating transient faults. We adopt a fault
model in which the occurrence of transient faults follows a Poisson distribution
and the failure rate is denoted by λ. A task may be replicated into multi-
ple copies (replicas) to implement time or hardware redundancy denoted as
R(ti) = {ti,1, ..., ti,n}. Each replica implements an imperfect fault detector se-
lected from Di. The fault-silent behavior is assumed in all replicas. This means
that no output is generated if a fault is detected. For example, let us consider
a task that has three replicas out of which, one is fault silent and the other two
produce the correct outputs. The correct output can be easily determined by a
majority voting. Note that the voter only considers the valid outputs. However,
since imperfect fault detection is considered, an incorrect output could also be
produced if a fault was not detected. We use a fault scenario for each task to

5
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represent the outputs of all its replicas. The fault scenario is represented as a
vector x = {x1, x2, ..., xn}, which contains a variable xl ∈ {1, 0,−1}. If xl is ’1’,
the output of ti,l is correct; if xl is ’0’, no output is generated for ti,l; and if xl

is ’-1’, the output of ti,l is incorrect.

To determine the result of a task, a voter is implemented to compare the out-
puts of its replicas, and returns the dominating result. Three scenarios are used
to describe the overall execution result of the task: SUC (Successfully), where
no fault occurs or faults are masked by the voter; DUF (Detected Unrecoverable
Faults), where no dominated result is found, thus no output is generated; and
SDC (Silent Data Corruption), where multiple faults occur and the incorrect
output is voted as the dominating output.

Table 2.1 illustrates the fault scenarios of a task ti, considering three replicas
ti,1, ti,2, ti,3. For x = {1, 1,−1} (2nd row in Table 2.1), the incorrect output of
ti,3 can be masked, so the overall result is a SUC. For x = {1, 0, 0} (3rd row in
Table 2.1), no output is generated by ti,2 and ti,3 (faults are detected), so the
output of ti,1 will be directly taken as the dominating result, and the overall
result is also a SUC. On the other hand, the overall result for x = {−1, 0, 0}
(4th row in Table 2.1) is a SDC because the only valid output is incorrect. For
x = {1, 0,−1} (5th row in Table 2.1), all outputs of replicas are different, so
the voter fails to find the dominating result, resulting in a DUF. For the last
example x = {−1, 1,−1}, two incorrect outputs are generated. Considering a
voter is implemented by taking real values of outputs, this could result in a DUF
or a SDC. If two incorrect outputs have the same value, the result is a SDC
because the correct output will be masked by the incorrect ones. Otherwise,
the result is a DUF since all outputs are different. However, it’s very difficult
to quantify the probabilities of these two cases. In this thesis, we consider that
both cases belong to SDC, to stay on the safe side.

ti,1 ti,2 ti,3 result
1 1 -1 SUC
1 0 0 SUC
-1 0 0 SDC
1 0 -1 DUF
-1 1 -1 SDC

Table 2.1: fault scenario

2.3 Reliability Analysis

The reliability of a system could be defined as the probability of success,
which means all tasks of the system are executed successfully. We consider
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the case where a single application is executed in the system. A set of tasks
T = {ti, ..., tn} is used to denote the tasks of the application. Each task is
replicated multiple times for better reliability. We follow the reliability analysis
model presented in [7]. The node, on which the task replica ti,l is mapped is
denoted by node(ti,l). The failure rate of replica ti,l depends on its mapped
node, which is represented by λnode(ti,l). Considering the Poisson fault model in
Section 2.2, the probabilities of SUC, DUF and SDC of the replica are formulated
as follows:

PSUC(ti,l) = e
−λnode(ti,l)

wl
i

PDUF (ti,l) = (1− e
−λnode(ti,l)

wl
i)cdet(ti,l)

PSDC(ti,l) = (1− e
−λnode(ti,l)

wl
i)(1− cdet(ti,l))

where wl
i and cdet(ti,l) are the execution time and fault detection coverage of ti,l

respectively.

Let us consider that three replicas are implemented for task ti. To find the
overall execution result of task ti, we can simply sum up the outputs of all its
replicas. A SUC would be present if two cases happen: 1) at least two correct
outputs are produced; 2) only one correct output is produced but the others are
fail-silent. By summarizing the outputs of all replicas, the sum of both cases is
at least ’1’. Similarly, DUF and SDC can be also determined. If no majority
is found (DUF), the sum of all replica outputs would be 0. On the other hand,
a SDC will be determined if the faulty output is voted as the majority or the
only valid output is incorrect, which is with the sum less than ’0’. Therefore,
the potential results can be calculated as follows, as given in [7]:

tolerable(x) = ((
∑

ti,l∈R(ti)

xl) > 0)

silent(x) = ((
∑

ti,l∈R(ti)

xl) = 0)

faulty(x) = ((
∑

ti,l∈R(ti)

xl) < 0)

where x is a fault scenario containing xl, which represents the output of each
replica ti,l in R(ti). The probability that a fault scenario x happens can be
computed considering all task replicas ti,l, as shown in the following equation:

P(ti, x) =
∏

ti,l∈R(ti)∧xl=1

PSUC(ti,l)
∏

ti,l∈R(ti)∧xl=0

PDUF (ti,l)
∏

ti,l∈R(ti)∧xl=−1

PSDC(ti,l)

The probabilities of SUC/DUF/SDC for replica ti,l have already been discussed.
Next, we are interested in computing the probabilities of SUC/DUF/SDC for
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each task. To compute the probability of SUC, the occurrence of all tolerable
fault scenarios have to be summarized. Similarly, the probabilities of DUF and
SDC would be computed by considering silent and faulty fault scenarios.

PSUC(ti) = (
∑

∀x:tolerable(x)=true

P (ti, x))

PDUF (ti) = (
∑

∀x:silent(x)=true

P (ti, x))

PSDC(ti) = (
∑

∀x:faulty(x)=true

P (ti, x))

Now, the probabilities of each task are known. Thereby, the probability of
success at the application level can be computed as a product of all tasks.
The reliability is the probability that the application is executed successfully.
A successful execution can only be achieved if all tasks in the application are
executed successfully. Therefore, the reliability is given by:

PSUC(T ) = (
∏

ti∈T

PSUC(ti))



Chapter 3

System Model

3.1 Application Model

We consider an application A, which is modeled as a directed acyclic task
graph G = (T,E). Notation T is a set of tasks to be executed, and E captures
data dependencies between tasks. A task is denoted by ti ∈ T . Similarly, an
edge is denoted by ei,j ∈ E modeling the communication between ti and tj .
The output of ti is the input to tj , and the data transmission between two tasks
is implemented by means of message passing. The tasks are non-preemptable,
which means that they can not be interrupted while executing. Since active
redundancy is assumed to be implemented, a task could be replicated multiple
times and the set of replicas for a tasks ti is denoted by R(ti) = {ti,1, ..., ti,n},
where n is the number of replicas. Each replica of ti is implemented with a
fault detector di,k. The execution of every replica has to be finished before any
replica of any data dependant task starts, as shown in Figure 3.1.

time

Figure 3.1: schedule example

9



10 CHAPTER 3. SYSTEM MODEL

3.2 System Architecture

The application is considered to run on a heterogeneous multiprocessor plat-
form with time-triggered communication protocol. This platform consists of a
variety of different types of computational nodes N connected to a communica-
tion bus. If the replicas of two data dependant tasks are mapped to the same
node, then there is no message transmission, and the time overhead of data
passing is neglected. Otherwise, the message has to be transferred over the
bus. Task replicas can be executed either in software (processor) or in hardware
(FPGA). The WCET and the needed FPGA area of each task vary depending
on its mapped node. Due to hardware parallelism, the tasks that are executed in
FPGA may have shorter WCET compared to processors, but require a certain
amount of FPGA areas (induced costs). Oppositely, no hardware cost is needed
for the tasks executed in processors but they have higher WCET, and need to
race for sharing resources on the processor with other tasks (replicas).

The FPGA is assumed to be formed by a 2-dimensional array of config-
urable logical blocks(CLBs), which is represented by H x W, where H denotes
the number of CLB rows and W denotes the number of CLB columns. We con-
sider 1-dimensional(1D) placement in this work. In the case of 1D placement,
the whole column of CLBs will be configured at a time. Thus, one whole column
is considered as a hardware unit in this thesis. For example, to map a module
with size 2 into the FPGA, 2 columns of CLBs are needed. This is exemplified
in Figure 3.2, which depicts a 6x6 FPGA with 1D-placement.

Moreover, we consider that two types of reconfigurable FPGAs are sup-
ported: 1) Statically Reconfigurable (SR) FPGAs, for which the configuration
of the whole FPGA board is done before system start-up, and then it remains
un-changed at run-time; and 2) Partially Dynamically Reconfigurable (PDR)
FPGAs, for which parts of the FPGA can be reconfigured for different require-
ments during run-time, while the rest of the columns function normally.

CLB

1D placement

Figure 3.2: A 6x6 FPGA with 1D placement
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In the case of SR FPGA, once a region is configured for a particular module,
then this area can only be used for the same requirements modules until the
system is restarted. We consider that a FPGA module consists of a specific
task replica together with its fault detection. The term ”same requirements
modules” represents the modules that perform same task execution and fault
detection. For example, two replicas t1,1 and t1,2 are assigned to a SR FPGA.
Firstly, we consider that a particular region is configured for the module of t1,1.
If t1,2 has the same fault detector as t1,1, then the region configured for mod-
ule t1,1 can be reused since the requirements for the two modules are the same.
Otherwise, module t1,2 has to be mapped to other available areas. Furthermore,
let us now assume that replicas t1,1 and t2,1 are to be executed on FPGA. Since
the two replicas belong to different tasks, the requirements of these two mod-
ules must be different. Hence, they will definitely be mapped to different regions.

In the case of PDR FPGA, parts of the FPGA can be reconfigured during
run-time and at the same time the other parts of the FPGA can still continue
their work. Due to the ability of reusing area for different requirements, PDR
may enable more tasks to be implemented in the FPGA, but the performance
could be degraded if the reconfiguration process is performed frequently, because
this introduces extra time overhead. Thus, the placement of the modules has
to be determined carefully in order to reduce the number of reconfigurations.
We assume that the FPGA is divided into several regions and each region is
identified by its first column and size, i.e., a region, containing 5 CLB columns
and starting with column number 2, is referred to (2; 5). The mapped region
of each module will be decided according to the module size. For example, let
us consider that a module of size α is assigned to the FPGA. If there exists
a region (−;α), the module will be directly mapped to the region because the
previous module executed in such region might have the same requirements as
the current module. In this way, we have a chance to lower the amount of re-
configurations. On the other hand, if no region (−;α) exists, the module will
be mapped to the region with earliest finish time among the regions that have
enough available resources.

Figure 3.3 depicts an application with three tasks mapped to a platform
consisting of three nodes P1, P2 and P3(FPGA). The table in the figure lists
the WCET, the needed FPGA area and the reconfiguration time for each task.
The first column of the table denotes the index of tasks and the first row lists
the nodes of corresponding execution platform. The columns represented by
P1 and P2 list the WCET for each corresponding task. The three sub-columns
under P3(FPGA) list the WCET, the needed FPGA area and the reconfigura-
tion time for each task respectively. It can be seen that a task can be executed
much faster on FPGA compared to the processors but the needed FPGA area
will increase the overall cost of the system. In practice, the FPGA resources are
limited, thus the mapping of tasks has to be carefully optimized to utilize the
resources efficiently.
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)

Task )

WCET WCET WCET area Rec_time

30 40 5 3 30

25 30 6 2 20

25 40 8 1 10

Figure 3.3: system model

In addition, fault detection has to be implemented in the system. For each
task ti, there exists a library of fault detectors Di, where i is the index of tasks.
Since the time overhead for a high coverage fault detection is significant, we
consider the selection of the fault detectors for each replica is also a major op-
timization decision. Hence, a tuple (node(ti,l), det(ti,l)) is used to indicate the
mapped node node(ti,l) ∈ N and selected fault detector det(ti,l) ∈ Di for each
replica ti,l. Each fault detector is characterized as (c, o, a), as described in Chap-
ter 2.1. The WCET and fault coverage for a replica ti,l can be thus represented
as wl

i = wi,node(ti,l)(1 + odet(ti,l)) and cdet(ti,l) respectively. We denote Ai as
the needed hardware area of task ti. Considering the area overhead of fault de-
tection (adet(ti,l)), the total needed hardware area for ti,l is given as Ai+adet(ti,l).

3.3 Motivational Example

Let us consider the example in Figure 3.3. Each task can be implemented
with two available fault detectors indexed as ’1’ and ’2’. The length of sched-
ules would be influenced by the selection of fault detectors and the mapping
decisions. To understand the impact of the FPGA-included platform on the
schedule length, the motivational examples here are focusing only on the map-
ping aspect for each replica. We consider that the application is mapped to
three kinds of execution platforms to study the effects: software-only platform,
FPGA-included platform with SR FPGA and FPGA-included platform with
PDR FPGA.

In Figure 3.4, three schedule scenarios are provided according to the three
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types of platforms. The replicas of each schedule example are assumed to be
implemented with the same fault detectors as in the other examples. Thus, the
system reliabilities of all examples are the same. In addition, an output mes-
sage will be generated if another task depends on the current task. The outputs
from the executions of all task replicas are gathered and compared by a voter,
and the correct output is determined before the start of next dependent task’s
execution. In this thesis, we assume that the time overhead for message trans-
mission and voter implementation are constant values for the sake of simplicity.

The coverage of detector d1 is lower than that of d2, and the time overhead
of d1 and d2 are 50% and 100%, respectively, with respect to the WCET of its
associated task. Detector d1 and d2 takes 1 and 4 CLB columns, respectively,
if implemented on FPGA. Both the time overheads of message transmission
and voter implementation are assumed to be 5 time units. Figure 3.4 shows
three scenarios representing the forementioned approaches, software-only, with
SR FPGA and with PDR FPGA, in (a), (b) and (c), respectively. The table
in Figure 3.4 depicts that tasks t1, t2 and t3 are implemented with 3, 2 and 3
replicas respectively in all schedule examples. Each mapping for a task replica
ti,l is represented by a tuple (node(ti,l), det(ti,l)), where node(ti,l) is the mapped

Task
Mappings (node(ti,l), det(ti,l))

scenario(a) scenario(b) scenario(c)
t1 (1, 1), (1, 2), (2, 1) (3, 1), (1, 2), (3, 1) (3, 1), (1, 2), (3, 1)
t2 (1, 1), (2, 2) (1, 1), (3, 2) (1, 1), (3, 2)
t3 (1, 2), (2, 1), (2, 2) (1, 2), (2, 1), (2, 2) (3, 2), (2, 1), (3, 2)

N1

N2

FPGA (N3)

bus

WCET reconfiguration time message transimission time execution time of voter

0 50 100 150 200 250 300 350

N1

N2

bus

N1

N2

FPGA (N3)

bus

(a)

(b)

(c)

HW=0

HW=10
SR FPGA

HW=10
PDR FPGA

Figure 3.4: Scheduling examples
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node and det(ti,l) is the implemented fault detector for ti,l. The fault detector
used for each task replica is the same in every example as we mentioned before.

In the first scenario (a), the application is considered to be mapped to a
software-only platform that consists of two processors P1 and P2. The WCETs
of each task on different processors are specified in the table of Figure 3.3. From
the scenario, we can see that, after the executions of t1 are completed, the out-
puts of t1 have to be sent to t2 due to the existence of dependency. Since the
replicas t1, t2 and t3 are mapped to both P1 and P2, we consider that the mes-
sages of the three replicas are broadcasted to all other nodes within a certain
time interval. Furthermore, the correct output will be determined by a voter
before any replica of t2 starts. As can be seen, the resulting schedule length is
325 time units. Since the platform is software-only, no FPGA area is consumed
(HW = 0) in this example.

In the scenarios of Figure 3.4(b) and (c), we consider that there exists a
FPGA co-processor (P3) of size 10 in the platform and it shares the same bus
with the other processors. The WCET and needed FPGA area of each task
are also specified in the table of Figure 3.3. Since the available resources of
FPGA are limited, the mapping of each task replica has to be decided carefully
in order to maximally utilize the FPGA co-processor. If the needed area of a
replica is larger than the available FPGA area, the replica will not be allowed
to be placed on FPGA. Here we consider that the area constraint is satisfied
according to the mapping table.

In Figure 3.4(b), SR FPGA is assumed, thus the reconfiguration can only
be done before system start-up. Once a region is configured, it will be blocked
until the system is restarted. As shown in the scenario, the first region (size 4)
of FPGA is configured for module t1,1. In the remaining time, this region will
only be available for the same requirements modules such as the module of t1,3,
implementing the same fault detector d1. After the module of t1,3, no modules
can be placed in this region because it is dedicated to task t1 with detector d1.
Similarly, the second region (size 6) of FPGA will be blocked by t2,2 because of
the same reason. The schedule length of this example is 257.5 time units, lower
than the one in scenario(a), but with a HW cost 10.

In the last scenario (c), PDR is supported. It allows parts of FPGA to be
reconfigured while other tasks are executing during the run-time. As opposed
to (b), we may need to reconfigure the FPGA at the beginning here. This is
because the tasks are usually executed periodically in the system. In the first
period, the configuration will be done before start-up of the system. But from
the second period, the regions need to be reconfigured if different requirements
modules are assigned. For SR FPGA, the configuration for each region is done
before start-up and remains the same until the system is restarted, so no recon-
figuration is performed. From scenario (c), we can see that the FPGA is divided
into two regions that contains 4 and 6 CLB columns respectively. The region
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of size 4 is reconfigured for the module of t1,1 and reused by the module of t1,3
since they have the same requirements. No reconfiguration is presented for this
region since it is not reused by different requirements modules. This region can
be reserved for the use of module t1,1 and t1,3 only. Another region of size 6 is
reconfigured for the module of t2,2. For the module t3,1, since there is no same
size region existing on the FPGA, it has to be mapped to the available regions
with enough resources. Under this premise, only the region of size 6 is available
for the module t3,1. The reconfiguration process has to be performed before
placing module t3,1 because the requirements are different from the previous
module. Furthermore, the same requirements module of t3,3 is implemented
right after the one of t3,1 sharing the same FPGA region.

The reason of adding the reconfiguration time at the beginning can be seen
from the schedule of the region with size 6. Since the FPGA is reconfigured by
the module t3,1 in the end, the FPGA has to be reconfigured again to meet the
requirements of the module t2,2 at the beginning of every period. The reconfig-
uration time of the FPGA for different modules can vary based on the module
size. Bigger modules would consume more time to perform the reconfiguration.
Finally, we get the schedule length that is 177.5 time units, much lower than
the length in scenarios (a) and (b), using only a HW cost of 10.

Comparing the above schedule examples, we can see that the schedule length
of the software-only scenario is much longer than the other two cases having
FPGA co-processor. And the scenario of the PDR FPGA achieves shorter
schedule length compared to the one with the SR FPGA, since it is possible
to implement more replicas in hardware due to the capabilities of dynamic
reconfiguration.





Chapter 4

Problem Formulation

In paper [7], the authors proposed a fault-tolerant approach that takes im-
perfect fault detectors into account to overcome the drawbacks of the imple-
mentations with perfect fault detection. But this approach only considered
pure software-only implementations. In reality, the overheads of pure software
implementations are so high that the deadline of the system might be violated.
Hence, we take hardware-acceleration into consideration in this work to reduce
the potential high overheads.

4.1 Input

We take an application modeled as an acyclic task graph G = (T,E) (see
Chapter 3.1) as an input. The application is mapped to a heterogeneous multi-
processor platform which consists of N computational nodes (see Chapter 3.2).
A FPGA co-processor also exists in the platform, and shares the same communi-
cation bus with the processors. The failure rate of each node Pj is denoted by λj .
For each task ti, the system designer provides a library of implementable fault
detectors Di, each of which is characterized as d = {c, o, a} (see Chapter 2.1).
The area overhead is 0 for software-implemented versions. We consider the use
of active redundancy. Each task ti may be replicated into several copies denoted
by R(ti) = {ti,1, ..., ti,n}, and can be implemented either in software or in hard-
ware. We denote the total FPGA area occupied by the hardware-implemented
replicas as AREA. The total FPGA area is limited by a fixed total amount
A. The total amount of the FPGA area occupied by the hardware-implemented
replicas can not exceed this constraint, namely, AREA ≤ A.

4.2 Output

The designated output of the optimization problem is a set of system design
decisions, such that the system reliability is maximized, and the schedule length

17



18 CHAPTER 4. PROBLEM FORMULATION

is minimized at the same time, while the cost constraint (total FPGA area limi-
tation) is met. There are four decisions that have to be made, which are: 1) the
number of replicas for each task; 2) the mapping node of each replica; 3) the
implemented fault detector of each replica; and 4) the schedule of the system.
These four design decisions together form the outputs of our approach. The
end-to-end delay of a schedule is considered as schedule length and denoted by
S.

The system reliability is defined as the probability that the application is
executed successfully, represented by PSUC(T ) (see Chapter 2.3). In order to
have better evaluation and clear representation of system reliability, we define
the reliability as R = |log(1− PSUC(T ))|. Then we can formulate our problem
as follows:

maximize R = |log(1− PSUC(T ))| and minimize S

subject to AREA ≤ A



Chapter 5

Optimization procedure

In this thesis, our goal is to find the system design, such that the schedule
length is minimized, and, at the same time, the reliability of the system is
maximized, while the cost constraint is satisfied. Considering the trade-offs
between system reliability and schedule length, it is not feasible to find an
exact solution due to the large computational complexity. Therefore, a Multi-
Objective-Evolutionary Algorithm is used to efficiently solve the problem.

5.1 Multi-Objective Evolutionary Algorithm

Evolutionary Algorithm (EA) [1] is an optimization heuristic algorithm in-
spired from biological evolution. The basic idea is to find good solutions through
simulating the biological processes such as mutation, cross-over and selection.
In each generation, there exists a set of candidate individuals called a popula-
tion. Each individual in the population is considered as a solution. Some of the
individuals will be chosen as the parents to perform cross-over and mutation
in order to produce new individuals (offsprings). Then the quality of all indi-
viduals (including the original ones and the new ones) will be determined by a
fitness function, and the high quality individuals will be selected for the next
generation. We list the optimization steps of EA as follows:

1. Generate a set of candidate solutions (individuals) as the first population.

2. Select a set of individuals as the parents to produce the offsprings by
implementing cross-over and mutation.

3. Determine the quality of all individuals by a fitness function and discard
the low quality individuals.

Step 2) and 3) might be repeated many times to find acceptable solutions. The
algorithm terminates when the stopping condition is satisfied, e.g., a sufficiently
good solution is found, or a maximum number of iterations is reached.
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An EA used to solve a Multi-Objective optimization problem (MOP) is
so-called a Multi-Objective Evolutionary Algorithm (MOEA). For a Multi-
Objective problem, there is usually no single optimal output because the objec-
tives might have conflicts with each other. If there exists conflict between two
objectives, an objective can be only improved by degrading the other one. Thus,
a set of equally good solutions will be produced instead of one single solution,
and the solutions are referred to as a Pareto optimal set. The user can select a
solution from the Pareto set based on concrete requirements.

5.2 Implementation

We consider the application model presented in Chapter 3.1 and the system
architecture discussed in Chapter 3.2 (hardware/software platform). The ap-
plication has to be mapped to the given platform. Since active redundancy is
used, each task of the application might be replicated into multiple copies. As
mentioned in Chapter 4, the solution to this optimization problem contains the
number of replicas, the mapping (included mapping node and implemented fault
detector) of each replica and the schedule of the system. We encode these factors
into a chromosome. Each gene in a chromosome is represented as (i, (x,M)),
where i is the index of the task, x is the execution order of the task, and M is
a list of mappings for the task. Each mapping indicates a replica and is rep-
resented by a tuple (node(ti,l), det(ti,l)), where node(ti,l) is the node which the
replica is executed on and det(ti,l) is the implemented fault detector.

Table 5.1 depicts a chromosome of a three tasks application mapped to a
three nodes platform. The reconstruction of schedules are implemented by fol-
lowing the decisions in chromosomes. For example, in Table 5.1, the three tasks
are implemented with 2, 3 and 3 replicas respectively. The execution order of
each task and the mappings of the replicas have been decided. We consider
that the task which has a larger execution order value needs to wait until all of
the smaller order value tasks complete their executions. In this example, task
1 has the highest priority due to the lowest order value. Task 2 and 3 have
to wait until the replicas of task 1 finish their executions. From the table, we
can also see that the two replicas of task 1 are assigned to different nodes and
implemented with different fault detectors. Since other tasks can not start their
executions while task 1 is running, we consider that the longest execution delay
among all the nodes is used to represent the total delay of task 1 (order ’0’). As

Task(i) Order(x) Mappings(node, det)
1 0 (2,1), (3,3)
2 1 (1,3), (2,3), (2,4)
3 1 (1,1), (3,3), (3,3)

Table 5.1: A chromosome example
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for task 2 and 3, they can be executed at the same time because of the same
execution order (no data dependency). Thus we can add together the execution
delay of the replicas mapped on the same node and then take the longest delay
among all the nodes as the total delay incurred by tasks of order ’1’. Therefore,
we can get the end-to-end delay of the system (schedule length) by summing up
the delays corresponding to each order number.
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Figure 5.2: Crossover

We consider two optimization objectives. One is the system reliability re-
flecting the probability of the successful executions of the application (mentioned
in Chapter 2.3) and the other is the schedule length. In other words, the goal of
the optimization is to obtain the designs that maximizes the system reliability
and minimizes the end-to-end execution delay at the same time while meeting
the cost constraint.

Figure 5.1 shows the optimization steps used in this work. First, an ini-
tial population is generated. The next step is to perform the variation which
consists of two types of operations, namely, cross-over and mutation. We de-
note the occurrence probabilities of these two operations as crossoverRate and
mutateRate, respectively. For cross-over, we assume that the task to be swaped
is selected randomly and the mappings of all its replicas will be swaped together.
As depicted in the Figure 5.2, two chromosomes C1 and C2 are chosen to be
the parents and the mappings of Task 1 are selected to be swaped between the
two chromosomes to produce new individuals.

As for mutation, three directions are considered: 1) to mutate the number of
replicas; 2) to mutate the mappings of replicas and 3) to mutate the execution
order of tasks. We consider that only one direction can be performed in each
iteration. In the first case, two operators ’Increment Replica’ and ’Decrement
Replica’ are used. ’Increment Replica’ is used to add new replicas in randomly
selected tasks. Increasing the number of replicas (’Increment Replica’) could im-
prove the system reliability but the schedule length may be increased. Therefore,
’Decrement Replica’ is used to delete one of the replicas of the selected task in
order to shorten the schedule length. Note that each task should have at least
one replica to be implemented to ensure functional correctness of the system.

In the second case, we perform a ’Mutate Mapping’ operator to mutate the
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mappings of replicas. Figure 5.3 depicts two examples to illustrate direction 1)
and 2). Example (a) depicts the case where the number of replicas of task 1
and 3 are mutated by the ’Increment Replica’ and ’Decrement Replica’ oper-
ators. The tasks to be changed and the operators to be performed are both
selected randomly. For Task 1, ’Increment Replica’ is performed when a new
replica with the mapping (1,2) is added in the implementation. And ’Decrement
Replica’ is applied on Task 3, which deletes the replica with the mapping (1,1).
In the example (b), mutating the mappings of replicas is chosen. The mappings
to be changed are also decided randomly. Here, the selected mappings are the
mapping (3,3) of task 1 and the mapping (2,4) of task 2, which are changed to
(3,2) and (3,3), respectively.

In the last case, we mutate the execution order of randomly selected tasks.
The lower the order of the task, the higher priority it has in the system. This op-
eration has to performed carefully in order to meet data dependencies between
tasks. For example, let us consider a three tasks application which task 1 has
data dependency with task 2 and assume that the initial order of the three tasks
are 0, 1 and 2, respectively. If we select task 2 to be mutated, then its order
can be only changed to 2 or stayed at 1 since its order has to be larger than the
order of task 1. On the other hand, if task 3 is chose, its order can be mutated to
any order since the task doesn’t have any data dependency with the other tasks.

After cross-over and mutation, the fitness of every individual in the popu-
lation will be evaluated considering the values of the two mentioned objective
functions, system reliability and schedule length. Since there exists a trade-off
between the two objectives, we consider that the fitness of each individual is de-
termined by using Pareto optimality. According to the Pareto curve, the higher
quality individuals (higher system reliability and shorter schedule length) can
be determined and kept for the next generation. If the maximum number of
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iterations is not reached yet, the optimization steps will be repeated aiming to
improve the quality of individuals. Otherwise, the individuals of the last popu-
lation will be used as the final output.

In practice, the FPGA area is limited. Thus, the mappings of each task
have to be generated carefully from a global analysis of the system in order to
meet the area constraint. Since two types of reconfigurable approaches SR and
PDR are supported for the FPGA, the mapping decisions has to be chosen in
different ways when different types of FPGAs are considered. We detail the
mapping generation for SR FPGA and PDR FPGA separately in the following
subsections. The mapping generation has to be run when every new replica is
produced, e.g., ’Increment Replica’ is performed. However, the area constraint
still can be violated when performing the cross-over operation since the entire
implementation is considered to be swaped at a time. We will only keep the
mappings that meet the area constraint.
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5.2.1 Mapping Generation for SR FPGA

When statically reconfigurable FPGA is used, the on-board area can not be
reconfigured during run-time. Once a region is configured for a particular mod-
ule, this region will be dedicated for the modules with the same requirements,
and will not accept other modules until the system restarts and reconfigures. A
module contains the task execution and a fault detector. The modules that have
the same task execution and fault detection are able to share the same region of
FPGA without any reconfiguration, if needed. Thus, for the same task replicas,
we can simply compare the used fault detectors to check if any region can be
reused.

Algorithm 1 Mapping generation for SR FPGA

1: Randomly generate Ii = (node(ti,l), det(ti,l));
2: if node(ti,l) is a processor then
3: Store Ii in M ;
4: else
5: if det(ti,l) exists in L then
6: Store Ii in M ;
7: else
8: if Free FPGA area ≥ (Ai + det(ti,l) area) then
9: Store Ii in M and add det(ti,l) in L;

10: Free FPGA area = Free FPGA area - (Ai + det(ti,l) area);
11: else
12: if no fault detectors can fit in FPGA with ti,l then
13: Change node(ti,l) to processor;
14: else
15: Replace det(ti,l) by a random available detector and add it in

L;
16: end if ;
17: Store Ii in M ;
18: end if ;
19: end if ;
20: end if ;

We detail the mapping generation in Algorithm 1. For each task, we keep
two lists M and L, where M stores the feasible mappings (node(ti,l), det(ti,l)) of
each replica, and L records the implemented fault detectors. First, the mapped
node and the implemented fault detector for each replica are generated randomly
(line 1). If the mapped node is a processor, then the mapping will be directly
stored in list M since there is no restriction when using processors (line 2-
3). But if it is mapped on a FPGA, we have to check if the module of the
replica can fit in the FPGA or not. For example, we consider that a module
of replica ti,l implemented with fault detector det(ti,l) is assigned to FPGA.
As mentioned, we can simply investigate the used fault detectors list (L) of
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ti. If det(ti,l) exists in L of ti, then this module can be placed in a dedicated
region that was already configured for the same requirements module without
consuming any additional area (line 5-6). If no configured region is found, then
the module has to be mapped to a free FPGA region. In this case, we need to
compare the module size with the size of unoccupied FPGA area to check if the
remaining FPGA resource is enough. If the unoccupied area size is larger or
same as the module size, then the module can be placed in FPGA and the area
size (Ai + det(ti,l) area) will be consumed (line 8-10). Otherwise, we have to
change the mapping in order to meet the area constraint (line 12-17). The fault
detector is considered to be changed in the first place if there exist available
fault detectors that can fit in FPGA with replica ti,l.

5.2.2 Mapping Generation for PDR FPGA

Different from static reconfigurable FPGA, dynamic reconfigurable FPGA
allows part of the FPGA area to be reconfigured while other tasks are executing
on the remaining area during run-time. Thus, the regions may not be dedicated
to identical modules anymore. Every module is possible to be placed in FPGA
if enough resource is provided. A module prefers to share the same size region
with the modules having the same requirements because the time consuming
reconfiguration process can be skipped if the previous module has the same re-
quirements. In addition, this also reduces the FPGA fragmentation.

The procedure of the mapping generation is shown in Algorithm 2. Since
reconfiguration is allowed during run-time, a certain FPGA partition is not
dedicated to identical modules, thus the focus here is to reuse the occupied
regions. We consider that a list R is used to store the occupied regions. Each
region is identified by its starting column and area size, e.g., a region (2, 5)
contains 5 CLB columns starting with the second column on the FPGA. First,
the mapped node and the fault detector of each replica are randomly generated,
and will be stored in the mapping list M if the mapped node is a processor (line
1-3). Otherwise, we have to check the available resource of the FPGA. Assuming
that a task replica ti,l with its fault detection of det(ti,l) is mapped to FPGA,
we consider that three locations are possible for placing the module (line 5-12).
For the purpose of reducing the times of long reconfigurations, the first choice
is to map the module to a region with the same size (−, Ai + det(ti,l) area). If
no same size region exists, then the second choice is to map the module to an
unoccupied region. The last choice is to investigate the used regions containing
enough resource, and map the module into the region with earliest finish time.
However, if none of them is available, then the mapping has to be changed in
order to meet the area constraint (line 14-19).
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Algorithm 2 Mapping generation for PDR FPGA

1: Randomly generate Ii = (node(ti,l), det(ti,l));
2: if node(ti,l) is a processor then
3: Store Ii in M ;
4: else
5: if region (-,Ai+det(ti,l) area) exists in R then
6: Store Ii in M ;
7: else
8: if Free FPGA area > (Ai + det(ti,l) area) then
9: Store Ii in M and add the region (Ai + det(ti,l) area) in R;

10: Free FPGA area = Free FPGA area - (Ai + d area);
11: else if available region exists then
12: Store Ii in M ;
13: else
14: if no fault detectors can fit in FPGA with ti,l then
15: Change node(ti,l) to processor;
16: else
17: Replace det(ti,l) by a random available detector;
18: end if ;
19: Store Ii in M ;
20: end if ;
21: end if ;
22: end if ;





Chapter 6

Experimental Results

In this chapter, we evaluate our proposed techniques by comparing three ap-
proaches: 1) the software-only approach proposed in [7]; 2) the hardware/software
approach with SR FPGA; 3) the hardware/software approach with PDR FPGA.
The optimization algorithm mentioned in Chapter 4 is implemented in JAVA
using opt4j library [14], and runs on a Windows 7 machine with frequency 3.00
GHz Core 2 Quad CPU and 8 GB of Ram.

We consider that a single application is executed on a system architecture
consisted of three types of processing elements (PEs), RISC, DSP and FPGA.
The WCET and needed FPGA area of each task are different when the task
is mapped to different PEs. For processor (RISC, DSP) implementations, we
assume that the WCET of the task is generated randomly between 20 and 100
time units, and no FPGA area is needed. For FPGA implementations, the
tasks are assumed to be executed 3 to 10 times faster than in processors, but
a certain amount of FPGA area has to be consumed. The needed FPGA area
for each task is randomly generated between 2 and 5 CLB columns. Moreover,
the failure rate of processors are assumed to be between 1 x 10−6 and 1 x 10−7.
Since the SRAM-based FPGAs are more susceptible to single event upsets [20],
we consider that the failure rate of FPGA is slightly higher than processors.
Next, we assume that the library of fault detectors for each task is generated by
following the rule proposed in [19], such that the rate of detected faults grows
exponentially with linear time overhead of fault detection. The time overhead of
fault detection is assumed between 20% and 200% with respect to the WCET of
the task. We assumed that the coverage of each fault detection is calculated as
(1−10−ov/100)×100%, which achieve coverage 36.9% to 99%. The area overhead
varies linearly with the time overhead. In order to perform the optimization,
the MOEA optimizer is set to run for 1000 generations with a population of 300
individuals. After MOEA terminates, we get a set of solutions forming a Pareto
curve representing these dominating solutions.

In order to compare the performance of each approach, we adopt a widely
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Figure 6.1: Hypervolume

used measure, i.e., Hypervolume Metric Calculation [22, 21, 10, 11]. It measures
the volume of the dominated space which is enclosed by the non-dominated
points. The two objectives of our problem are the system reliability |log(1 −
PSUC(T ))| and the schedule length S. For the schedule length, we maximize
T imeBudget−S instead of minimizing S, where T imeBudget is the worst case
schedule length. In this way, the two objectives are to be maximized. We pro-
vide an example to illustrate how the hypervolume of a set of non-dominating
points can be measured, as shown in Figure 6.1. The shaded part is the dom-
inated space. For a maximization problem, higher hypervolume means better
global performance.

For the experiments, we generated a set of applications with 5, 10, 15, 20
and 25 tasks mapped to the mentioned system architectures. We consider that
the software-only platform consists of one RISC and one DSP. For the other two
approaches, a FPGA of size 10 is included in the execution platform and shares
the same communication bus. The transmission time of messages are assumed
to be constant. While the PDR FPGA is supported, the reconfiguration time
also has to be considered, and is, thus, depending on the mapped module size.

Figure 6.2 depicts the experimental results that shows the Pareto optimal
set of a five tasks application. The results of the three approaches are evaluated
and compared. The horizontal axis is the time interval to T imebudget (1500
time units in this example) and the vertical axis is the value |log(1−PSUC(T ))|
representing the reliability of the system. Since the solutions are provided con-
sidering different schedule lengthes and reliabilities, system designers can choose
acceptable solutions depending on their concrete requirements. For example, if
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the system designers consider that the system must complete all executions un-
der schedule length of 500 time units (the time interval to T imeBuget = 1000),
then the best reliability that can be achieved for the three platforms (software-
only, with SR FPGA and with PDR FPGA) will be 14.708, 18.601, and 27.888,
respectively.

In order to evaluate our optimization approach, we generate 20 experiments
and compute the average hypervolume of the three approaches for each problem
size with 5, 10, 15, 20 and 25 tasks. Each experiment is generated randomly by
following the mentioned conditions. The results are shown in Figure 6.3, where
the horizontal axis is the number of tasks (application size) and the vertical
axis is the average hypervolume. From the figure, it can be seen that the per-
formance of both FPGA approaches are better than the one with software-only
platform because of FPGA accelerations.

In addition, an interesting discussion arises related to the FPGA approaches.
We can see that the difference between the two approaches grows with the
number of tasks. The reason is that we consider the same FPGA size for all
experiments. In the case of small application sizes, the SR approach might
achieve similar reliability with the same schedule length as the PDR, but the
PDR might suffer from its high reconfiguration overhead. Therefore, the PDR
did not achieve significant benefit when the application size is small, but rather
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acts as the SR approach. However, with the increase of the application size,
the PDR approach can enable more tasks to be implemented in FPGA and the
reconfiguration overhead may be masked by other parallel task executions. Op-
positely, the number of tasks that can be placed in FPGA will be limited when
using the SR approach, due to its static configuration.

Moreover, we notice that the average hypervolume is decreased at the appli-
cation size 25. That is because we consider the same MOEA optimizer for each
experiment. With the increase of the application size, the complexity will be in-
creased exponentially but the optimization time of both approaches only grows
linearly, as shown in Figure 6.4. Hence, more time (generations) are needed
to obtain higher quality solutions. From the figure, we also see that the PDR
approach needs more time to finish than the SR, which is because the procedure
of producing schedules is more complicated when using the PDR FPGA.
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5 10 15 20 25
SR 36.4364 64.19565 84.9258 107.76755 134.3044
PDR 43.04655 78.46705 101.30635 116.1283 148.7029
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Figure 6.4: Optimization time





Chapter 7

Conclusion and Future
Work

In the pervious work [7], imperfect fault detectors were used to overcome
the high resource consumption and time overheads of fault detection in fault-
tolerant systems. Unfortunately, the tasks (including fault detection) are only
assumed to be implemented in processors. In this thesis, we consider that an
FPGA co-processor exists in our platform and we compare the results with the
existing software-only approach. The final solution is a Pareto curve instead of
one single solution, from which system designers can choose the designs that
meet their deign expectations. The solutions are obtained using our proposed
MOEA approaches considering both statically reconfigurable FPGAs and dy-
namically reconfigurable FPGAs.

The experimental results show that both FPGA approaches can achieve bet-
ter performance than the software-only version. However, the dynamic approach
might suffer from its reconfiguration time in the case of small problem sizes, and
the static approach is less efficient because of its static configuration in the case
of large application sizes.

We consider that our approach can be used as a foundation for the hard-
ware/software co-design implementation of fault-tolerant safety-critical embed-
ded system using imperfect fault detectors. In the future, it is an interesting
topic to extend this work to consider multiple applications with mixed architec-
tures in the system, as well as different FPGA placement approaches, e.g., 2D
placement.
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