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Abstract 

 

In recent years, trade activity in stock markets has increased substantially. This 

is mainly attributed to the development of powerful computers and intranets 

connecting traders to markets across the globe. The trades have to be carried 

out almost instantaneously and the systems in place that handle trades are 

burdened with millions of transactions a day, several thousand a minute. With 

increasing transactions the time to execute a single trade increases, and this can 

be seen as an impact on the performance. There is a need to model the 

performance of these systems and provide forecasts to give a heads up on when 

a system is expected to be overwhelmed by transactions. This was done in this 

study, in cooperation with Cinnober Financial Technologies, a firm which 

provides trading solutions to stock markets. To ensure that the models 

developed weren‟t biased, the dataset was cleansed, i.e. operational and other 

transactions were removed, and only valid trade transactions remained. For this 

purpose, a descriptive analysis of time series along with change point detection 

and LOESS regression were used. State space model with Kalman Filtering 

was further used to develop a time varying coefficient model for the 

performance, and this model was applied to make forecasts. Wavelets were also 

used to produce forecasts, and besides this high pass filters were used to 

identify low performance regions. The State space model performed very well 

to capture the overall trend in performance and produced reliable forecasts. 

This can be ascribed to the property of Kalman Filter to handle noisy data well. 

Wavelets on the other hand didn‟t produce reliable forecasts but were more 

efficient in detecting regions of low performance. 
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3 Introduction 

Stock Markets over the years have changed just like other areas of finance with 

the introduction of high performance computing and software. With 

connectivity expanding, fast and reliable transfer of information is now 

possible. Stock Markets are no more „local‟; companies advertise now their 

shares half way across the globe, and all this has greatly increased the volume 

of trade that takes place. To cope with these changes means a huge amount of 

processing power at hand. This poses some problems, and companies can 

install systems that are fairly more proficient then the existing requirements so 

the system can handle future increments in trading volumes. But how to 

measure early symptoms or signs that the system is now being overwhelmed by 

the trade being carried out and is not responding in a time frame that is 

necessary? There is a need to act proactively.  

 

Statistical methods can be used to develop models that measure performance 

over time of trading systems. State space models are now very commonly used 

in analyzing Financial and Economic Time Series (Ravichandran and Prajneshu 

2000).State space models have a distinct advantage over other models like 

ARIMA, ‟as they allow the model parameters to be time-varying (Koopman & 

Bos 2002) which made them appropriate for this study. Wavelets on the other 

hand are more suited for analyzing Time series data with sharp peaks, which in 

this study was used to detect abrupt changes in system performance.  
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3.1 Cinnober Financial Technology 

CFT (Cinnober Financial Technologies) provides technology for trading and 

clearing venues, they are present in over 15 Stock Markets in 10 countries. The 

system they provide consists of servers (most of which handle the actual 

trading activity) and a very complicated piece of software that allows for 

traders to buy and sell stocks.  CFT has been developing trade systems for over 

10 years, and their system has their own developed protocol along with the 

European standard protocol. In the early years, the CFT designed systems such 

that they were able to handle huge amounts of transactions, and these were of 

the order of many millions a day. However, in recent years latency has come of 

importance too, and the system at present handles a transaction within micro 

seconds.  

 

3.2 Background 

In this study, “Transaction Monitor” files were used. Every time a transaction 

takes place it goes through standard steps for the trade to be carried out 

successfully. Conceptually these steps have to do with synchronization i.e. 

matching the current transaction as valid, whether the requested stock still 

exists or not, price and other validations.  

 

From the systems prospect, the steps of a transaction imply communication 

with various servers, i.e. Matching Engine (ME), Query Server (QS) and Code 

Directory (CD), which contain information about stocks. Vote Server (VS) and 

Daemon are control servers, and they route the transaction to appropriate 

servers. CFT uses two different types of protocols for these transactions, 

namely FIX (which is the European standard) and EMAPI (which is CFT‟s 

own created, thus much more adapted to their systems and resulting in better 

performance). The general overview of the system as explained is illustrated in 

Figure 1. 
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Figure 1. System Overview, Protocols i.e. FIX & TAX (EMAPI). Servers i.e. 
Matching Engine (ME), Code Directory (CD), Query Server (QS), Vote Server 

(VS) and Daemon Server. 
 

 

A transaction has a turnaround time, i.e. the time from when the user enters the 

transaction into the system to the time when they receive an acknowledgement 

that the trade was carried out successfully or unsuccessfully. In this report, the 

turnaround time is referred to as Latency.  

 

At the end of each trading day, logs from all servers are transferred to CFT. 

The amount of logs stored depends on the trading volume and varies from 

client to client. Typically, the data for thirty trading days is stored, as storing 

such large volumes of data is an expensive operation. This study was carried 

out by using data from one client, Alpha, which is one of the biggest setups. 

Alpha consists of 58 EMAPI and 13 FIX servers. 
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3.3 Objective 

The aim of the thesis is to analyze the transaction monitor files to get a better 

understanding of latency measurements and to model the system performance. 

This model can be used later to monitor the performance of the servers 

involved in trading.    

 

To achieve the aim stated, the performance would be measured with respect to 

how quickly the system responds to user transactions. System initiated 

transactions had very high latency values, and keeping them in the dataset 

would be misleading. Thus, an intermediate aim was to remove system initiated 

transactions from the data.  

 

It was decided that the performance would be measured for individual servers. 

The dataset contained 56 EMAPI servers and 13 FIX servers, and all these 

servers handled different amounts of trading volume. The reason for such 

decision is that analyzing performance from the entire system level, or by 

protocol level i.e. FIX, EMAPI would create the possibility of poorly 

performing servers being compensated by high performing servers. To avoid 

this, the unit of analysis in this study is a single server. 

  

4 Data 

4.1 Data sources 

The data source in this study is Transaction monitor files as explained earlier in 

section 1.2. A service was developed which stored the Transaction monitor 

files in a MySQL database. Due to space and processing time constraints, it 

was necessary to restrict the data storage to 20 trading days. Two datasets were 

maintained, one for EMAPI servers and one for FIX servers, and the number of 

transactions in database for each were 96,672,937 and 21,0275,629 

transactions,  respectively. 
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4.2 Raw data 

Each log file contains several fields, and the ones important for this study are 

explained in Table 1. Apart from these, Date and Server name were extracted 

from the log file name and were attached to the transaction before it was added 

into the database.  

 

Each transaction has an Eligibility field, and in this study, only transactions that 

had a „y‟ (valid) Eligibility value were used. Transactions that have „n‟ (not 

valid) Eligibility value can be due to various reasons ranging from invalid trade 

price to the system not responding. In order to avoid such confusion, it was 

assumed reasonable to consider valid trade activity only. Similarly, Result 

value„0‟ meant that the transaction carried out successfully, otherwise it 

generally contained an excuse, so only transactions with Result „0‟ were 

considered.  

 

Table 1: Transaction Monitor Log File Description 

Field  Definition 

Duration The Latency measurement for a 

transaction in microseconds 

Connection Connection tag, either EMAPI or FIX 

Eligibility Eligibility tag for the transaction, 

where the transaction was Eligible or 

not, values were ‟y‟ or ‟n‟ 

Message Size The message length of the transaction 

in bytes 

Excuses In case the transaction experienced a 

delay because of Throttling, Disk 

write or Network delays, possible 

values were ‟T‟, ‟N‟ and ‟D‟ 

User The user ID  
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Result The outcome of the transaction, ‟0‟ if 

the transaction was successful 

Transaction Type Type of transaction carried out; the 

common types were place an order, 

cancel an existing order, and update 

an existing order. 

 

The database contained data from 28
th

 March 2012 to 2
nd

May 2012. In the 

beginning of this study, different time frames were examined but each time 

frame consisted of 20 consequent trading days.  

 

The trade volume is not equally distributed over servers. This is because some 

of the servers are backups, and they start handling transactions only when a 

server goes down. Distributions showing the amounts of transactions for 

EMAPI and FIX servers are described in Figures 2 and 3. FIX servers have the 

more equal distribution of trade volume but EMAPI handles more transactions.  

 

 

Figure 2. Distribution showing the amount of transactions over EMAPI Servers 
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Figure 3. Distribution showing the amount of transactions over FIX Servers 

 
 

The distribution of trade volume over dates reveals a pattern. There is a high 

number of transactions during the start of the week, and the amount of 

transactions is then decreases towards the end of the week. Other than that, all 

dates in the data contained the same order of magnitude of data, and this is 

illustrated in Figure 4.  

 

 

Figure 4. Distribution showing the amount of transactions over Dates 
 

 

In the raw data, all types of transactions were present (i.e. those that were not 

eligible, those that had excuse tags, those that didn‟t result in success etc) , and 
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Latency had some very extreme values but these were few. The distribution of 

Latency over FIX and EMAPI and some basic statistics are summed up in 

Figures 5 and 6 and Tables 2 and 3 respectively.  

 

 

Figure 5. Latency(microseconds) Histogram for EMAPI Servers,  

 

It is very evident by looking at the raw data quartiles for EMAPI servers that 

there were some extreme observations, these usually accounted for 5-10% of 

the total data depending on the server, with backup servers having a lower 

percentage. 

 

 

Table 2: EMAPI Servers’ Latency Data Description 

Quartiles Statistics 

0% 25% 50% 75% 100% Obs. Mean Std. Dev 

12 60 347 451 31279353 96672937 495.14 31666.25 
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FIX servers had a similar distribution, in particular a higher mean of Latency 

than the Latency mean for EMAPI servers, This was because EMAPI is a 

protocol that is more adapted to Cinnober‟s systems. 

 

 

Figure 6. Latency(microseconds)  Histogram for FIX Servers, 

 

 

 

Table 3: Fix Servers’ Latency Data Description 

Quartiles Statistics 

0% 25% 50% 75% 100% Obs. Mean Std. Dev 

399 561 682 774 1340380  210275629 985.21 7573.38 

 

As it can be seen in the quartiles of latency it contained a few very extreme 

values. For this reason latency was converted to log scale to reduce the 

influence of these extreme values. This is explained in more detail in the 

subsequent chapters. 
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5 Methods 

In this study, a deteriorating performance with respect to time of trading is 

analyzed. For such applications, Time series models are perfect to describe 

such data, but some models are needed to decide which factors influence the 

server performance. Once these factors have been discovered, there are several 

approaches to measure the performance evolution over time, and this study 

uses State-Space Models and Wavelets.  

 

5.1 Descriptive analysis 

Traditional Time series plots were used to analyze Latency. Latency is 

measured in micro seconds, and it was important to visualize Latency over 

various time scales. This served two purposes: 

 

1. Identifying variables that were related to and could be used as predictors 

of Latency. 

2. Find time scale for Latency such that: 

 Information was retained (the transactions are stored accurate to 

micro seconds, using seconds and minutes means averaging the 

underlying data). 

 Processing time for running performance analysis was reasonably 

reduced. Using minutes as instead of micro seconds means lesser 

observations. 

 

5.2 LOESS Regression 

LOESS is non-parametric regression technique which can be used to model 

nonlinear regression. LOESS stands for ‟locally weighted polynomial 

regression‟. The detailed theory of LOESS can be found in Cleveland (1979). 

LOESS works by locally fitting a low order polynomial function to a subset of 

the original data. The actual fitting is done based on weighted least squares 
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method, where observations that are close to the point being estimated being 

assigned more weight than those far away.  LOESS minimizes 

 

𝑛−1  𝑊𝑖 𝑥  𝑦𝑖 − 𝛽𝑗𝑥
𝑗

𝑝

𝑗=0
 

2

,

𝑛

𝑖=1

 

 

where 𝑊𝑖 𝑥  being the weights at the local fit 𝑥. The weight function is an 

inverse of the distance between the two points, with closer points being 

assigned more weight and vice versa. 𝛽𝑗  is the coefficient for the jth polynomial 

that should be estimated by the minimization procedure, and 𝑛 is the total 

number of observations. The value of 𝑝 used is 1, it proves to be a good 

balance between computational ease and the need for flexibility to reproduce 

patterns in the data. LOESS is commonly used to fit a smooth curve to the data, 

its properties make sure that the curve is locally ‟best fitted‟ (Cleveland, 1979).  

 

5.3 Change Point Detection 

Change point detection is a common technique used in Time series data 

analysis to detect the points where the expected response value changes 

significantly. The change point detection algorithm used in this study is Binary 

Segmentation, and it was originally designed to detect change points in 

sequences of DNA where the chromosome changes and the two DNA strands 

could be differentiated. The detail description of Binary segmentation can be 

found in Downey (2008). In this study, this method was used to separate two 

different types of transactions each having a different mean for Latency. Binary 

segmentation works by taking the partial sums of data points 

  

𝑆𝑖 = 𝑋1 + …+ 𝑋𝑖  , 𝑖 = 1,… ,𝑛 , 
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where 𝑋𝑖  are the data points. Then the hypothesis testing is done based on the 

difference of the mean seen so far and the mean corresponding to the remaining 

dataset. The test statistic is defined as 

  

𝑆𝑖

𝑖
−  

𝑆𝑛−𝑆𝑖

𝑛−𝑖
. 

 

Binary segmentation is a recursive algorithm, and it segments the data at a 

change point and then tests for change points in that segment.  

 

5.4 State-Space Models 

SSM (State-Space Models) have proved to be an effective way to model 

variables that evolve over time. The detailed description of State space models 

can be found in Hamilton (1994), only the essential concepts are explained 

here. The SSM assumes that the predicted variable 𝑌𝑡  can be expressed as a 

linear function of explanatory variables. In this study, the ratio 𝑅𝑡  

 

𝑅𝑡 =
𝑆𝑢𝑚  𝑜𝑓  𝑇𝑟𝑎𝑛𝑠𝑎𝑐𝑡𝑖𝑜𝑛  𝐿𝑎𝑡𝑒𝑛𝑐𝑦  𝑃𝑒𝑟  𝑀𝑖𝑛𝑢𝑡𝑒𝑎𝑡  𝑡𝑖𝑚𝑒  𝑡  

𝑇𝑟𝑎𝑛𝑠𝑎𝑐𝑡𝑖𝑜𝑛𝑠  𝐶𝑜𝑢𝑛𝑡  𝑃𝑒𝑟  𝑀𝑖𝑛𝑢𝑡𝑒 𝑎𝑡  𝑡𝑖𝑚𝑒  𝑡 
   (1) 

 

was being predicted. So in that the model the equation can be formally written 

as 

 

𝑅𝑡 = 1𝑋1,𝑡 +  2𝑋2,𝑡 + …+  𝑑𝑋𝑑 ,𝑡 .    

 

The variables 𝑋1,𝑡  to 𝑋𝑑 ,𝑡  are the state variables and are not observed. The 

model can be written in a matrix representation with 𝑋𝑡  representing a 

multivariate time series. The SSM builds up from previous states such that 

 

𝑋𝑡 = 𝐹𝑋𝑡−1 +  𝐺𝑒𝑡 ,       
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where 𝑒 is the noise component, F is a coefficients matrix of previously seen X 

variables, and G is usually an identity matrix. All the future values of 𝑋𝑡(the 

predicted variable) depend only on the observed values i.e. 𝑋𝑡−1,𝑋𝑡−2 … . 

Equation (3) is so called state equation. SSM build up from 𝑡0 so on, so the 

model parameters change over time as more observations are added to the SSM 

(Makridakis, Wheelwright & Hyndman 1998).  

 

5.4.1 Kalman Filter 

Kalman filtering is a technique to estimate unknown parameters in a SSM 

using all measurements observed up to the current time. The detailed 

description of Kalman Filter can be found in Hamilton (1994), here only the 

essential concepts are explained. The data often contains noise (random 

variations), and this affects the estimation of SSM. Kalman filter has the 

advantage of being able to deal with noise and produce precise estimates. The 

filter operates recursively on the data (only the previous estimated state and 

current time state are required to get the predicted Kalman Filter estimate). In 

this study, the purpose was to understand a server‟s performance over time and 

to detect the overall trend. ~ ,    

 

5.5 Wavelets 

Wavelet theory is described in Percival & Walden (2000). To analyze time 

series by wavelets, a transformation of the series is required. There are two 

main types of wavelet transformations: CWT (Continuous Wavelet Transform) 

and DWT (Discrete Wavelet Transform); the first one works with Time series 

defined over the entire real axis, and the second one can work with a discrete 

set of values of time. DWT is an orthogonal transformation, which means that 

the transformed data can be converted back into the original Time series. The 

DWT transformations maintains the „energy‟ of the original wave, which in 
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case of Time series translates to the variances being maintained in transformed 

data (Percival & Walden 2000).  

 

5.5.1 Wavelet Filter 

To convert the Time series using a wavelet transform, certain filters are applied 

to the data. The only requirement here is that original data is of dyadic length, 

i.e. N (the total number of data points) is equal to 𝟐𝒋, where j is an integer. To 

perform filtering, a matrix W is used. The W matrix consists of wavelet and 

scaling coefficients. They are also referred to as high pass and low pass filters. 

As it follows from their names, the high pass filters suppress the low frequency 

signals and only let high frequency signals through, and vice versa for low pass 

filters. The W has the following structure: 

 

𝑾 =   𝑾𝟏𝑾𝟐…  𝑾𝒋𝑽 
𝑻
, 

 

where 𝑾𝒋 is 𝑵/𝟐𝒋 × 𝑵matrix of wavelet coefficients (low pass) and 𝑽𝒋 is a 

matrix of scaling coefficients (high pass filter) with the same dimensions as 

that of 𝑾𝒋. To calculate the wavelet ? and scaling coefficients from the data ?, 

it is passed through filters. The process starts by passing the sample through a 

high pass filter such that 

 

𝑦 𝑛 =   (𝑘)  ×  𝑥[2𝑛 − 𝑘]

∞

𝑘=−∞

, 

 

 

The low pass filter is denoted as 

 

 

𝑦𝑙𝑜𝑤  𝑘 =   𝑥 𝑛 × 𝑔(2𝑘 − 𝑛)

𝑛

, 

 

where 𝑥 is a vector of input data,   and 𝑔 are transformation functions, they are 

different for different filters, and 𝑦 is the transformed value.  The orthogonal 
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transformation of data is obtained by multiplying the data (vector) with 𝑊 

matix, which contains the high pass and low pass filter coefficients. Filters used 

in this study are Haar and Daubechies-4, and their transformation functions are 

listed in appendix. The idea of filtering can also be explained by the following 

example: after passing the data through the high pass filter, we remove half of 

the samples, e.g. the maximum frequency found in the sample was say 100, 

then all the samples below 50 are removed, so every time the sample is halved 

in size thus the dyadic sample size requirement (Percival & Walden 2000). This 

process can be done with considering low pass filter outputs too and the 

algorithm runs recursively until only one data point is left.  

 

 

6 Data Preparation 

Before modeling performance of servers, there were two issues that had to be 

considered. Firstly, working with the micro second time scale meant millions of 

transactions per server. This made it infeasible to create models for 69 servers. 

An aggregated time scale, i.e. second, minute or hour, was needed to reduce the 

length of the data. This step is explained in section 4.1. 

   

Secondly, it was required to model the system performance as a measure of 

user activity only (as mentioned in section 1.2). Not all transactions represented 

user transactions however the majority did. The most important motivation to 

drop non-user transactions was that when user transactions faced longer times, 

it can be regarded as performance degradation. System transactions on the 

other hand could take longer times due to system delays itself (setting up 

servers, receiving updates etc), and these system transactions can be regarded 

as a part of the system itself and didn‟t need to be modeled separately.  

 

Another reason for dropping non-user transactions is the following: if the 

system performance was being degraded due to system transactions then that 
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would be a result of already overwhelming user transactions, and their effect 

would be already presented in the model. Some system transactions however 

weren‟t related to user activity,  for example transactions that are used to setup 

the system at the beginning of a trading day. At this time no user activity was 

present, and the system was in a state called „pre-trading‟, and thus these 

transactions don‟t follow the usual behavior. A detailed description of the 

technique for removing non-user transactions is present in section 4.2.    

 

6.1 Descriptive analysis 

To better understand the Latency structure (pattern), Time series plots were 

created for Latency over different time dimensions. At the micro second scale, 

Latency had a very noisy trend over a day, and one of the main reasons for that 

is the volume of transactions. To get a more clear picture, Latency was 

averaged first over minutes, then hours and then days. When the minute scale 

was analyzed, the daily and weekly trends in trade activity were most evident. 

The scale of seconds presented large noise, and at the scale of hours the loss of 

information was too high.  

  

Figure 7 demonstrates the Trade activity for one day, the bold grey line is the 

Latency averaged over a minute, and the faint grey lines are the actual 

transaction latencies. Since in this study a special consideration was given to 

search for variables that could explain Latency, Transaction Counts was an 

obvious candidate because it is natural to assume that if the transactions per 

time unit increase, so should the Latency. The data was aggregated by 

computing the number of transactions and the average Latency over each 

minute. 

 

The bold black line in Figure 7 represents the transaction counts over the same 

minutes during a trading day. Figure 7 demonstrates that almost all peaks of 

average Latency are coherent with peaks of Transaction counts. This figure 

illustrates that average Latency and Transaction counts are related to each 
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other, and it also illustrates some other findings which are true for all servers 

(e.g. the trading day starts with a high transaction count per minute, then it 

decreases till midday and then increases again before the stock market closes, 

and this is very consistent with the normal stock market behavior of traders).  

 

 

Figure 7. One Day Trade Activity. Latency and Transactions Counts over a 

day and Cumulative Transactions. The Graph depicts the positive correlation 

between Latency and Transaction Counts. 

 

Using hour as the time dimension significantly reduced the number of data 

points and made it feasible to analyze trade activity over days and even months. 

Data from 20 trading days is used to illustrate the trade activity averaged over 

the hour in Figure 8. The bold black and grey lines are aggregated data with 60 

data points (Hour scale). The graph illustrates that Transaction Counts and 

Latency are positively correlated since the bold black line (Transaction counts 

per Hour) and the bold grey line (Average Latency per Hour) seem to follow 

the same trend throughout the 20 days.  
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Figure 8. Transaction Counts per Hour, Avg. Latency per Hour and 
Cumulative Transaction Counts 

 

 

The relation between Latency and Transaction counts was analyzed over 

different time dimensions to find the appropriate time scale. The graph in 

Figure 9 illustrates the comparison between Hour, Minute and Second time 

scale with regard to Latency vs Transaction counts. The Light grey dots denote 

the actual data points and the bold grey line is a spline function fitted to the 

data. This figure demonstrates that the second scale is burdened with data 

points which results in noisy data. The relation between Latency and 

Transaction counts does seem to be positive correlation but the spline curve has 

a lot of notable wiggles which could be a result of the noise. At the minute 

scale the positive correlation is still visible and the number of data points has 

significantly been reduced. On the hour scale the positive correlation is no 

more evident as all the results get averaged out.  
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Figure 9. Latency vs Transaction Counts over different Time dimensions 

 

 

To further support the claim that Minute scale best captured the positive 

correlation between Latency and Transaction Counts, the actual correlation 

coefficient between vectors of Latency and Transaction counts was computed. 

This coefficient proved to be the highest for the minute resolution as shown in 

Figure 10. Therefore, Latency and Transaction counts over a minute are used in 

the following analysis. 
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Figure 10. Correlations for Latency and Transaction Counts for different Time 
Scales 

 

 

6.2 Data Cleansing 

It was important that the models created to measure a server‟s performance 

contained only user transactions for reasons listed in the section 4. Some 

transactions faced very high Latency, and this was because of either the server 

was throttling transactions at that time (throttling is way a server blocks user‟s 

transactions if the user starts flooding the system with requests) or it could be 

because of Network or Disk write delays. Any of these cases generated a value 

for the “Excuses” field and was stored along with a transaction. These 

transactions were easy to remove from the data simply by querying data that 

didn‟t have any excuses.  

 

However, for every server there some transactions that behaved differently. 

From the previous findings, it is obvious that Latency and Transaction counts 

are positively correlated but some transactions deviated significantly from this 

behavior. Figures 11a and 11b contain scatter plots from two servers for 

Latency vs Transaction counts. In graph 11a, these transactions are easily 

noticeable since they clearly deviate from the major part of the data, but in 
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Figure 11b  they aren‟t very well separated but they can still be discovered. In 

all servers analyzed, this pattern of transactions was present (these transaction 

are actually used to set up the system or they are some excuse transactions that 

have a missing excuse value).  

 

 

Figure 11aand b. Raw Data Average Latency vs Transaction Count Scatter 
plots 

  
 

These transactions were even more prominent when fitted a linear regression 

model to Latency as a function of Transaction counts. The residuals obtained 

always had a characteristic „V‟ shape as it is illustrated in Figure 12. 

 

 

Figure 12. Studentized Residuals for Latency as Linear function of 
Transaction Counts 
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Residuals are significant evidence that the data contained a non-linear trend. 

LOESS regression was used to Model Latency as a function of Transaction 

counts, this way it was possible to differentiate between the two types of 

transactions. In Figure 13, the residuals from the LOESS regression are plotted 

against Transaction counts. This graph is in contrast to the graph in Figure 12, 

these are results from the same server and the „V‟ shape is now not visible.  

 

 

Figure 13. LOESS Regression Residuals vs Transaction Counts 
 

 

The Latency fitted by LOESS model had a U shape in the plot against 

Transaction counts, as in Figure 14. This can be explained by the presence of 

two types of transactions: user and non-user transactions. Given the fitted 

Latency values, the minimal fitted Latency can be detected. The corresponding 

Transaction count provides us a threshold value, and all observations with 

transaction counts below this value can be removed from the data set because 

they represent non-user transactions. 
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Figure 14. LOESS Regression Fitted vs Transaction Counts 

 

 

This criterion seems to be harsh at first glance, and one can expect the loss of 

valuable data when the transactions are removed. However, the threshold is 

found normally at a very low Transaction count level, and for the server 

corresponding to Figure 14 this value was only 8000 Transactions per minute. 

Figure 15 illustrates the Transaction counts over a day for the same server, and 

the bold black line is drawn at 8000 Transactions per minute. It can be seen that 

during the day the trade activity falls below this threshold seldom except for the 

beginning and end of the trade which supports the claim that these transactions 

are not a representation of a user activity. There is no need to worry about the 

user trade transactions lost along with the system transactions. The removal 

criterion has a very low Transaction Count value as in Figure 15. This suggests 

that most of the trade transactions would still be in the dataset after the removal 

of transactions below the threshold of Transactions Count.  
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Figure 15. Transaction Counts over a Day 

 
 

To remove system transactions, one could propose to detect the lowest fitted 

value of Latency and note the corresponding Transaction count value, but this 

is not always the best choice. Since there were variations in the shapes of 

LOESS curves for different servers (see appendix), change-point detection 

techniques give more reliable results. Using fitted values of Latency, a change 

point was detected and used as a boundary between system and user 

transactions. Subsequently data with Transaction count lesser then the 

threshold was removed. While fitting a LOESS regression to Latency as 

function of Transaction counts, other candidate variables were also tested to be 

included in the model but none decreased the residual error in the model. 
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7 Results 
 

7.1 State Space Model 

To model system performance, the ratio 𝑹𝒕 (as defined in equation (1)) was 

used. 𝑹𝒕 had high variance, and the difference between minimum and 

maximum values was of the order of thousands. To standardize 𝑹𝒕, it was 

converted to 𝒍𝒐𝒈 scale. Firstly, the best SSM for 𝒍𝒐𝒈𝑹𝒕  was tested and then 

this model was used to produce forecasts.  

 

The different models for 𝑅𝑡  were considered, and they included various 

functions of Time. The models tested are summarized in table 4.The first Time 

term is used to capture the overall trend in 𝑅𝑡  for the 20 trading days. The 

second term is the daily component. As mentioned in the Time series results 

one trading day as high-low-high trend, so to capture that adequately Time of 

the order of 3 and 4 were tested. 

 

 

Table 4: SSM Parameters 

Model no. Model 

1 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑜𝑟𝑠: 𝑇𝑖𝑚𝑒 𝑎𝑛𝑑𝑇𝑖𝑚𝑒4 

2 log𝑅𝑡 = 𝑇𝑖𝑚𝑒2 + 𝑇𝑖𝑚𝑒4 

3 log𝑅𝑡 = 𝑇𝑖𝑚𝑒 + 𝑇𝑖𝑚𝑒3 

4 log𝑅𝑡 = 𝑇𝑖𝑚𝑒2 + 𝑇𝑖𝑚𝑒3 

 

 

Higher order Time polynomials were not considered because these over fitted 

the data. Kalman filtering teased out the noise in the data by maintaining the 

variances but decreasing the random fluctuations. Overfitting would lead to the 

loss of the quality of Kalman filtering so the highest Time polynomial 

considered was of order 4. Figure 16 represents the Kalman Filter estimates 
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from model 1. Table 4, fitted to the data from one server. The estimates 

reduced the noise in the series.  

 

 

Figure 16. Data with Kalman Filter estimates with Time of order 1 

 

 

The results of residual sum of squares (RSS) of Kalman filter estimates and 

forecasts weren‟t very decisive, these are summarized in table 5. One of the 

reasons for such results is because the results are an average of the RSS for the 

69 servers the tests were run for. Some models could have performed very well 

on some servers and poorly on the others, this way all models have similar 

error signature on the overall level. Considering both, error average and 

variance, model 1 performs the best. 

 

 Table 5: Residuals Sum of Squares for Kalman Filters and Forecast 

Model Avg. RSS Fit Avg. RSS 

Forecast 

Variance RSS 

Forecast 

log𝑅𝑡 = 𝑇𝑖𝑚𝑒 + 𝑇𝑖𝑚𝑒4 20144 854 10655 

log𝑅𝑡 = 𝑇𝑖𝑚𝑒2 + 𝑇𝑖𝑚𝑒4 19884 872 12242 

log𝑅𝑡 = 𝑇𝑖𝑚𝑒 + 𝑇𝑖𝑚𝑒3 22016 869 11097 

log𝑅𝑡 = 𝑇𝑖𝑚𝑒2 + 𝑇𝑖𝑚𝑒3 21055 898 13466 
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Model 1 produced best forecasts for 𝑅𝑡  for all servers that were analyzed. 

Figure 18 shows the residuals from the model fitted to the 20 trading days to 

the data from the same server as in Figure 16. There are no trends visible, and it 

was decided to continue with this model to make performance forecasts. 

 

 

Figure 17. Kalman Filter Estimate Residuals 
 

The forecasts were made for one day, which meant 480 data points (one trading 

day has 8 hours of trading ,and as 𝑅𝑡was on the minute scale the forecasts had 

to be made for 480 observations).  

 

The selected model performed well to capture the performance trend and in 

most of the cases analyzed the forecasts obtained fell within the 90% 

confidence bounds. Figure 18 and 19 illustrate the forecasts obtained for two 

servers. The Kalman Filter estimates probability intervals were computed for 

5% and 95%. By combining the obtained estimates with the 5% and 95% 

probability intervals, the confidence bound were obtained. In Figure 18, the 

forecasts falls well within 95% confidence bounds. However, in Figure 19 the 

model fails to follow the trend and the predicted levels and observed levels are 

far apart. This was usually the case when the previous trading day ends which a 

sharp decrease in system performance trend. 
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Figure 18. SSM Forecast Server 1 
 

 

 

Figure 19. SSM Forecast Server 2 
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In cases where the performance trend didn‟t change much for the past couple of 

days the model performed the best and the forecast completely overlapped the 

observed trend. This happened mostly in cases of servers with minimal load; 

one example is illustrated in Figure 20. 

 

 

Figure 20. SSM Forecast Server 3 
 

As a part of the software standard output, the overall and daily trend 

components were generated and displayed for SSM graphs. Figure 21 

illustrates the output from one server, the top graph is Kalman filter values, and 

the second graph illustrates the overall trend. This graph can help to decide 

whether the performance is degrading or improving. Increasing curve means 

the performance is degrading as 𝑅𝑡  is a ratio of Latency divided by Transaction 

Counts. The third graph shows the daily trend component, and it demonstrates 

a repeating pattern of 4 peaks for each day showing that 𝑅𝑡  rises in the 

beginning, then falls and then rises again before trading ends. This pattern is in 

accordance with the results from the section 4, and this is one reason to work 
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with Time polynomial of order 4. Another reason is that it captured the daily 

trend more accurately and thus it was preferred over Time polynomial of order 

3 which failed to do so.  

 

 

Figure 21. SSM Trend Analysis 
 

 

7.2 Wavelets 

In this study, it is of interest to identify the high values of 𝑅𝑡  which would be 

the indication that the system was over burdened with transactions in that 

minute. Two different wavelet filters were used for isolating the high 

frequences: Haar and Daubechies-4. Daubechies-4 is often used when studying 

Time series with large variance, Haar on the other hand is more of a general 

purpose time series filter. Both of these filters were tested with respect to their 

capability to identify the high values of 𝑅𝑡  from the same server.  
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The filters produced very similar results and detected approximately the same 

points and were able to identify the high values of 𝑅𝑡 . The results in this 

section are obtained by using the same server as the one used for analyses  in 

Figure 16. The dataset contained over 5000 points, and 10 levels of V (high 

pass filter) were obtained. The lower levels of V contain more data points, and 

the higher levels contain less data. Each subsequent level of V can be seen as a 

summarization of the previous level. The figures with complete levels for the 

both filters are given in the appendix. However, for this server, levels 3,4 & 5 

were seen as reasonable series representing low performance regions. These are 

regions in the graphs with high values of V. Figures 22 and 23 represent the 

same levels of high pass filters for Haar and D-4. These graphs can be more 

generally seen as low performance trends for the server. 

 

 

Figure 22. Haar Scaling Coefficients for level 3, 4 & 5 
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Figure 23. D-4 Scaling Coefficients for level 3, 4 & 5 
 

 

The diagnostic graphs are often used to check how the scaling filters are 

performing, the Squared gain function graph is one such diagnostic graph. 

More details on the Squared gain functions can be found in Percival & Andrew 

T. Walden (2000). The high pass or scaling filters would be performing well 

(i.e. allowing only high or low values of the wavelet to pass through) if they 

gained most in between 𝟎 and 𝟏/𝟒 values of frequency. The frequency is the 

same that is used to decide the low signals from the high ones. Figure 24 

illustrates the Squared gain functions for both the scaling functions. Haar filter 

has a more rapid gain compared to Daubechies-4 but both perform well 

according to the criteria. 
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Figure 24. Squared gain function plots for Haar and Daubechies-4 
 

Forecasting with wavelets is much simpler compared to SSM forecasting 

models: the wavelet is simply extended as a period of the current wave seen so 

far (Makridakis, Wheelwright & Hyndman 1998). The actual extension could 

be a reflection of the original wavelet or an inverse reflection, there are other 

approaches as well. Such forecasts are very suitable for cases where the 

observed Time series is dependent on the series seen so far, the approximation 

that future wavelet will be derived as a function of current wave makes it 

reasonable to extend the wavelet for forecasts. Unfortunately, such assumption 

is not valid for performance data. 

 

To illustrate wavelet forecasting for 𝑹𝒕, a wavelet based forecast is presented in 

Figure 25 for the same server as in Figure 19. The wavelet forecasted values 

are in bold green, and the wavelet fails to follow the trend.  
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Figure 25. Server 1 Wavelet Forecast 
 

 
 

 

 

8 Discussion and Conclusion 

This study was performed on trade activity to model servers‟ performance. To 

detect the user transaction having longer latency, the system transactions 

needed to be removed for each server. The cleaned data can be used for fitting 

by State space models and wavelets to estimate performance trends.  

 

The descriptive analysis revealed that Latency can be considered as a function 

of time, and also as function of the number of transactions coming in each 

minute. The averaging of the Latency over that minute made it possible to 

detect user initiated transactions. LOESS regression was used to model Latency 

as a function of Transaction counts. The predicted values from this model were 

used in change point detection to detect the boundary between the two types of 

transactions present in the dataset. 
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State space models along with Kalman filtering lead to reducing noise in the 

data. In this study, the data, although summarized, was still of the order of 

thousands for one server and one day. Considering trade activity in a phase of 

fluctuations noise was an intrinsic part of the data set. Kalman filtering allowed 

for not only detecting the trends but performed very well in forecasting. 

Wavelets were not suitable in forecasting but using high pass filters made it 

possible to detect the low performance trends on a server. 

 

For the performance analysis it was found that backup servers didn‟t have 

much fluctuating (changing) performance. Normal servers showed the time 

periods of both high and low performance. As the study was carried out on a 

server level, it can‟t be said whether the entire setup was degrading or 

improving. However, by analyzing individual server trends, one can easily 

demonstrate whether the performance was degrading or improving for a 

particular server. Similarly, some performance trends were also identified 

which were generally true for all servers. Due to high number of transactions in 

the beginning and end of a week, the server‟s performance degraded in this 

time period.    

 

Considering the time scope of this research, this study was not focused on in 

depth analysis of the problems encountered while collecting and cleansing data. 

The intention was to complete the cycle of modeling system performance from 

understanding the system to preprocessing data and then to using forecasting 

schemes. There is a lot of room for further enhancements, and future 

researchers don‟t have to burden themselves working extensively to find 

appropriate aggregation of data and other preprocessing steps. Future studies 

can use the removed data (system transactions) and model them separately, and 

these results can be compared to approaches used in this study to see how these 

system transactions influence servers‟ performance. Studying trends in system 

transactions could reveal a lot of inherited patterns in the data set, and these can 

further be used to improve the forecasting approaches in this study. It would 
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also be a good idea to consider transactions that have a very low performance 

values because these are transactions that occur when very few trades are 

happening. The system is more likely to be performing well when less trade 

volume is being processed. These extreme cases also influence the performance 

trends so separating them will make it easier to detect fluctuations in the trend.    

 

Due to certain limitations, data from only 20 trading days had been stored in 

this study. However, the results from the Time series graphs show that the 

minute scale is adequate to retain information in the data. The data from each 

trading day can be summarized over the minute scale and then be stored. 

Forecasting models don‟t require entire transactions to be stored in the 

database. Future studies can use this idea and collect data over a much longer 

period of time. This idea can greatly increase the prediction and forecasting 

capabilities of models used in this study.  
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10 Appendix 

 

10.1 Pseudo code for Detecting the Threshold for User 
transactions 

 

Compute for each server change points 𝒄𝒑[𝟒]  ∈  ℝ, given LOESS predicted 

values 𝒚 ∈ [𝟏,𝒏] and Transaction Counts 𝒙 ∈ [𝟏,𝒏], where 𝒏 is the total 

number of overvations. 

Initialize: 

1. Sort 𝑦 on 𝑥 

 

For 𝑐𝑝 1  𝑡𝑜 𝑐𝑝 4  𝑑𝑜 

          For 𝑦 𝑐𝑝  𝑡𝑜 𝑦 𝑛  𝑑𝑜 

  Check if 𝑦[𝑖] > 𝑦[𝑖 + 1] ∶ 𝑖𝑛𝑐𝑟𝑒𝑚𝑒𝑛𝑡 𝑐𝑜𝑢𝑛𝑡 𝑖𝑓 𝑇𝑟𝑢𝑒 

 End For 

 Discard 𝑐𝑝 𝑖  if 𝑐𝑜𝑢𝑛𝑡[𝑖] greater than 100 

 For 𝑦 1  𝑡𝑜 𝑦 𝑐𝑝  𝑑𝑜 

  Check if 𝑦 𝑖 >  𝑦[𝑖 + 1]𝑖𝑓 𝑇𝑟𝑢𝑒 𝑓𝑜𝑟 𝑎𝑙𝑙 𝑣𝑎𝑙𝑢𝑒𝑠 𝐷𝑖𝑠𝑐𝑎𝑟𝑑 𝑐𝑝[𝑖] 

 End For 

End For 

𝑐𝑝 = min(𝑐𝑝 1 ,… , 𝑐𝑝[𝑖])   
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10.2 Loess Curve variations for Servers 

 

 

Results from 4 different servers for Latency (fitted) vs Transaction Counts. 

 

 

 

 

Plot 1: The best scenario, only one change point 

Plot 2: Multiple change points, detect the lowest which doesn‟t have more  

 than 100points such that fitted value is greater than the next  

 sequential fitted value for all values after the change point 

Plot 3: No change points exist. No transactions need to  be removed. 

Plot 4: No significant change points exist, this was a common case for backup 

 servers 
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10.3 Wavelet Filters 

 

Scaling and Wavelet Filter functions for Haar. 

 

 Haar 

Scaling Filter(High Pass)  {1 /  2, 1 /  2 } 

Wavelet Filter(Low Pass)  {1 /  2, -1 /  2 } 

 

 

 

Scaling and Wavelet Filter functions for D-4. 
 

Daubechies-4 (D4) 

Scaling Filter(High Pass) {(1 +   3) / (4 ∗  2),   

  (3 +   3) / (4 ∗  2),   

  (3 −  3) / (4 ∗  2),   

  (1 −  3) / (4 ∗  2) } 

Wavelet Filter(Low Pass) G[0] = H[3], G[1] = -H[2], G[2] = H[1], 

G[3] = -H[0] 
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10.4 Complete Scaling Filter Outputs for Haar and D-4 

 

 

 

 

 

Figure A.Haar Scaling Coefficient Levels 
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Figure B. Daubechies-4 Scaling Coefficient Levels 
 


