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In most cases today when a specific person’s whereabouts is monitored through
video surveillance it is done manually and his or her location when not seen is
based on assumptions on how fast he or she can move. Since humans are good at
recognizing people this can be done accurately, given good video data, but the time
needed to go through all data is extensive and therefore expensive. Because of the
rapid technical development computers are getting cheaper to use and therefore
more interesting to use for tedious work.

This thesis is a part of a larger project that aims to see to what extent it is
possible to estimate a person of interest’s time dependent 3D position, when seen
in surveillance videos. The surveillance videos are recorded with non overlapping
monocular cameras. Furthermore the project aims to see if the person of interest’s
movement, when position data is unavailable, could be predicted. The outcome
of the project is a software capable of following a person of interest’s movement
with an error estimate visualized as an area indicating where the person of interest
might be at a specific time.

This thesis main focus is to implement and evaluate a people detector meant to
be used in the project, reduce noise in position measurement, predict the position
when the person of interest’s location is unknown, and to evaluate the complete
project.

The project combines known methods in computer vision and signal processing
and the outcome is a software that can be used on a normal PC running on a
Windows operating system. The software implemented in the thesis use a Hough
transform based people detector and a Kalman filter for one step ahead prediction.
The detector is evaluated with known methods such as Miss-rate vs. False Positives
per Window or Image ( FPPW and FPPI respectively) and Recall vs. 1-Precision.

The results indicate that it is possible to estimate a person of interest’s 3D
position with single monocular cameras. It is also possible to follow the movement,
to some extent, were position data are unavailable. However the software needs
more work in order to be robust enough to handle the diversity that may appear
in different environments and to handle large scale sensor networks.
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In most cases today when a specific person’s whereabouts is monitored through
video surveillance it is done manually and his or her location when not seen is
based on assumptions on how fast he or she can move. Since humans are good at
recognizing people this can be done accurately, given good video data, but the time
needed to go through all data is extensive and therefore expensive. Because of the
rapid technical development computers are getting cheaper to use and therefore
more interesting to use for tedious work.

This thesis is a part of a larger project that aims to see to what extent it is
possible to estimate a person of interest’s time dependent 3D position, when seen
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movement, when position data is unavailable, could be predicted. The outcome
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The project combines known methods in computer vision and signal processing
and the outcome is a software that can be used on a normal PC running on a
Windows operating system. The software implemented in the thesis use a Hough
transform based people detector and a Kalman filter for one step ahead predic-
tion. The detector is evaluated with known methods such as Miss-rate vs. False
Positives per Window or Image ( FPPW and FPPI respectively) and Recall vs.
1-Precision.
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Chapter 1

Introduction

In this chapter a brief background of the project is presented together with a
problem formulation, purpose and goal, the limitations of the project as well as
related work. In the end of the chapter some definitions are made and the outline of
this report is presented to simplify the continued reading of this document.

1.1 Background

In most cases today when a specific person’s whereabouts is monitored through
video surveillance it is done manually and the person’s location when not seen is
based on assumptions on how fast he or she can move. Since humans are good at
recognizing people this can be done somewhat accurate, given good video data,
but the time needed to go through all data is extensive and therefore expensive.
Because of the rapid technical development computers is getting cheaper to use
and therefore more interesting to use for this kind of work.

As a reference there are about 422,000 CCTV cameras placed in London [2] -
that is around one camera for every 14 people. Due to the high camera density
even a small area and time interval of interest could result in a large amount of
data.

1.2 Problem Formulation

The problem of estimating a person of interest’s 3D position from multiple video
sequences has in this thesis been divided in four main parts:

1. Find people in images.

2. From the located people find the person of interest.

1



2 Introduction

3. Estimate the 3D position of the person of interest, with error estimates.

4. Predict the 3D position when position data is unavailable, with error esti-
mates.

The first part is to find all the people that are present in the current image/frame,
in this case it means finding the rectangles that encloses every person present in the
image. The second part is to, if present, locate which of the rectangles that enclose
the person of interest. The third part is to, if the person of interest is present and
found, estimate his or her global 3D position together with error estimates. The
forth and last part is to filter the found positions to remove outliers and reduce
noise and then predict the positions where data is missing. The error estimates
from part three and four gives an area where the person of interest may be located
in the current time stamp.

This thesis will focus on part 1 and 4. The other parts (part 2 and 3) as well
as the graphical user interface are done in a parallel thesis by Victor Johansson
[29].

In figure 1.1 an illustration of position estimation, seen from above, when using two
cameras can be seen. Each dot corresponds to a time stamp, its spread represents
its uncertainty and its color indicates if it originates from a detection or if it is
predicted from other estimates. This is a concept illustration, how the result is
presented in the implemented software is described in section 4.1.

Predicted
Detected

Occluding 
obstacle

Figure 1.1: Illustration showing a 2D representation of the estimated and predicted
path of a person of interest seen in two video sequences originating from two
different cameras.

The project has been divided into several different restriction levels describing, e.g.,
access to information and allowed camera placement. These levels are described
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in detail in section 1.4 named Limitations.

1.3 Purpose and Goal

This thesis is a part of a larger project that aims to see to what extent it is
possible to estimate a person of interest’s 3D position, when seen in surveillance
videos, and from that see if it is possible to extract any information of where
he/she may have been when position data is unavailable. The project’s goal is
controlled by the limitations, see section 1.4, and especially the restriction levels
in table 1.2 where the goal is to achieve as high a level as possible. The thesis
main focus is to implement and evaluate a people detector meant to be used in
the project, reduce noise in position measurement, predict the position when the
person of interest’s location is unknown, and to evaluate the complete project.
The people detector is aimed to be used in a variable environment characterized
by surveillance cameras placed at different angles and heights relative the people
they are monitoring.

1.4 Limitations

The problem of localizing and estimating the global position of the person of
interest has many situations were detection, recognition or positioning estimation
will be difficult. The complexity of the problem has therefore been restricted. The
restrictions have been defined in certain levels where each increase in level increases
the problem complexity. The variables and the allowed values in the restriction
levels are defined in table 1.1 and the restriction levels in table 1.2.



4 Introduction

Table 1.1: The problem variables in the project with possible values.

Color information from cameras
3 color channels, RGB
1 color channel, Gray scale
Color variance between cameras.
Low, almost no differences in how the cameras assign color values.
High, some or major differences in how the cameras assign color values.
Knowledge of global position and angle of cameras.
Known, static with constant focal length.
The cameras intrinsic parameters.
Known, for all cameras used in the system
Unknown, some or all cameras are uncalibrated.
Calibration images.
Not available.
Available, calibration images exists for all cameras.
Height of person of interest.
Known, with uncertainty measurement.
Unknown.
Freedom regarding placement of cameras.
Very limited, all cameras observe people from the same angle, relative to the people.
Limited, all cameras are placed in front of or above people, or somewhere in between.
Sequence where the person of interest is seen.
At least one video sequence available

Table 1.2: The projects restriction levels.
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1.5 Related Work

There have been lots of works in the field of position estimation of people and
objects when working with stereo-cameras [36] or multiple mono-cameras with
overlapping fields of view [34] but not as much with non-overlapping mono-cameras
[13]. The more frequent use of stereo-cameras and overlapping mono-cameras is
due to the fact that depth information can more easily be obtained. A common way
of doing this is to find corresponding points between the cameras and with prior
knowledge of camera positions and intrinsic parameters triangulate the position
of the person. This will generally also lead to a low error due to the fact that the
position has been derived from multiple sources and is not based on assumptions
of the height of the person, which is usually the way when acquiring the distance
with the use of a single mono-cameras [11]. The use of multiple cameras also allow
minor errors in the assumed camera parameters without the estimated position
deviating too much from the correct one. In the case when a single mono-camera is
used, any error in the camera parameters or assumed image position of the person
will directly affect the estimated position. This makes it important to reduce any
error source as much as possible in order to get reliable estimates. One error source
is the precision of the people detector used, where a displacement of the detection
or a too large or too small detection (the person is not properly enclosed) will
affect the estimate.

The research of people and object detectors have grown in the last couple of years
and there have been a large amount of articles published on the subject. Developed
detectors are usually divided in different types, two common are Sliding Window,
e.g. [14], and Patch Based, e.g. [9][16][20][21]. The types describe in what manner
information are extracted from images in order to train and use the detector.
E.g. the Sliding Window uses a window of a fixed size and let it slide over an
image. For every location the window votes if it contains a person or not. Perhaps
the most known detector of this type is the one developed by Dalal et al and
introduced in the article Histograms of Oriented Gradients for Human Detection
in 2005 [14]. The article had a large impact in the field with their introduction
of HOG features which have proven to be an effective way of describing image
orientations in detection purpose.

1.6 Definitions

PoI
PoI stands for the Person of Interest and it is the specific person whose where-
abouts is going to be tracked.

Feature Channels
The feature channels are the channels a detector uses in order to classify people
or the person of interest, PoI. The channels can be different types of color chan-
nels like RGB and YCbCr [25] or filter responses such as first and second order
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derivatives.

Feature Extraction
Feature extraction is used by a detector in order to extract information to be able
to either train or detect. The information may differ for different detectors, e.g.
a patch based detector will extract small patches from the feature channels in a
certain way and a window based detector will extract a large fixed size patch, large
enough to cover the whole person. A more detailed description will be given for
each detector in the theory chapter, chapter 3.

Bounding Box
A bounding box means in this context a placed rectangle in an image that is meant
to enclose a person.

Detection
A detection is a bounding box that has a certainty measure above some chosen
threshold.

Ground Truth
Ground truth detections are manually selected bounding boxes enclosing all the
persons present in an image, according to some criteria. The criteria used for
the datasets created for this thesis is that at least the head and one leg should be
visible, as according to the article [9]. When an external dataset is used the ground
truth selection for that dataset is used in order to be able to compare results with
other methods using that dataset for evaluation.

Correct Detection
For a detection to be correct this must be fulfilled:

area(Detection)
⋂
area(GroundTruth)

area(Detection)
⋃
area(GroundTruth) > 0.5 (1.1)

When evaluating a detector the detections with the highest confidence is tested
first and one ground truth can only be matched with one detection. This criteria
is commonly used, for example in [17][18].

Window
In the context of people detection a window stands for a sub-image of a fixed size.
See section 5.2.1 for more information.

Miss-rate
Miss-rate is the mean value of the number of missed detections per persons present
in a video, collection of images or tested windows.

FPPW
FPPW stands for false positives per window and is the number of incorrect de-
tections per number of windows tested.

FPPI
FPPI stands for false positives per image and is the number of incorrect detections
per number of images tested.
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Miss-rate vs. FPPW Plot
Miss-rate vs. FPPW Plot is a common evaluation tool for object detectors. A
detector is tested on an amount of data with different thresholds, the miss-rate
and FPPW is stored for each threshold and then plotted against each other. A ref-
erence value commonly used is the miss-rate when FPPW is 10−4. This evaluation
procedure and reference value is e.g. used in Dalal et al [14] which is a commonly
cited article on people detection. See section 5.2.1 for more information on this
performance measure.

System
System refers to the implemented software.

1.7 Report Outline

Chapter 2 consists of a short description on how the system works.

Chapter 3 gives the theory behind the methods used in this thesis as well as
some insight in the ones used in the parallel thesis [29].

Chapter 4 describes the surrounding software used in the project.

Chapter 5 presents the design of the evaluation done on the system and the
people detector as well as the results.

In chapter 6 the results are discussed together with a presentation of the conclu-
sions and some ideas of what can be done in the future.





Chapter 2

Overview

This section gives a brief description on how the system works and what parts are
needed for it to work.

2.1 External Libraries

Below the external libraries that has been used for the system are listed.

• OpenCV [28], has been used in this thesis mainly for matrix operations and
image processing such as filtering and color map conversion.

• Glew [27], has been used for the systems graphical user interface.

• Boost [1], boosts functionality to make threads has been used to speed up
some parts of the system.

2.2 Complete System Overview

Below, in figure 2.1, a rough layout of the complete system is presented. The sys-
tem consists of four steps: the initial training of the PoI recognizer, analyzing the
video sequences, compiling the result and visualizing the result. In the following
sections these four steps are described in more detail.

Train the Person of Interest 
Detector Analyze the Video Sequences Compile Results Visualization of Results

Figure 2.1: Complete system overview.

9



10 Overview

2.2.1 Training Person of Interest Recognizer

Before analyzing all the sequences, one sequence where the PoI is known to be in
is manually chosen. In that sequence all people are detected and the user chooses
which bounding boxes that contain the PoI and which ones that does not. How the
people are detected can be seen in section 3.1. The bounding boxes are then used
for the initial training of the PoI recognizer, see section 3.2. The PoI recognizer
is discussed in more detail in the parallel thesis [29]. A flowchart of how the
recognizer is trained can be seen in figure 2.2.

Get new 
Frame Pre-Processing People 

Detection

Store ResultsLast 
Frame?

Manually Select Person 
of Interest from Detected 

People

Train Person 
of Interest 

Recognizer

Image Enhanced 
Image

Bounding 
Boxes

Bounding 
Boxes

Select video sequence 
and start the training 
procedure

Figure 2.2: A flowchart over the system for training the person of interest detector.

2.2.2 Analyze Video Sequences

In this part of the system the chosen video sequences are analyzed. What this
means is that for every frame in a video the PoI is sought and if found the global
position is calculated and stored for that video. The PoI recognizer used to detect
the PoI could be used as an online learning recognizer; the recognizer is updated
with new data during use. Because of this the video sequences are sorted by time
and stepwise analyzed so that the recognizer is updated correctly with aspect to
time. The reason for this is to make the PoI recognizer more robust to appearance
changes of the PoI, e.g. the PoI is removing his or her jacket in view of the camera.
An overview of the step Analyze Video Sequences can be seen in figure 2.3.
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Video 
sequences

Camera 
information for 

all video 
sequences

All 
sequences 
finished?

Sort sequences Update sequence

All sequences have been 
evaluated

Figure 2.3: The flowchart over how the video sequences are analyzed.

Update a Sequence

When a video sequence is updated a new frame is loaded and the bounding box
of the PoI, if present, is found by first finding all people using the people detector,
section 3.1, and then use the PoI recognizer, section 3.2, on the detected people.
If the PoI is found the bounding box is used to calculate the 3D position, more on
this in section 3.4. An overview of an update of a sequence can be seen in figure
2.4.

Video 
sequence

Camera 
information

Get new frame Pre-processing People detection Person of interest 
detection

Last 
Frame? PoI?

Calculate PoI position

Wait for update 
command

Image Enhanced image Image, bounding 
boxes

Finished

Bounding Box

Bounding Box

Init

Figure 2.4: Update procedure of a video sequence.
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2.2.3 Compiling Results

When all sequences have been analyzed the results is compiled. This consists
of merging position data from the different video sequences and then sort the
position data with aspect to time. The positions are then filtered using a Kalman
filter, see section 3.5, in order to reduce noise. The Kalman filter is also used in
order to predict the position of the PoI when position data is missing. When all
calculations are done the resulting positions with error estimates are visualized,
see section 4.1.2. An overview these steps can be seen in figure 2.5.

All Sequences have 
been Evaluated Merge Data Predict Person of 

Interest Position
Visualization of 

Results

Figure 2.5: A flowchart over how the result is compiled and visualized.



Chapter 3

Theory

This chapter describes the theory behind the implemented methods.

3.1 People Detector

The people detector has many demands in order for the complete system to be
robust. The viewpoint can change between different video sequences, different
cameras may have different resolution and the color mapping may differ. The
surroundings also create further demands, the lighting where the camera is placed,
reflections, shadows and obstacles occluding people. In the next section follows a
discussion on what lead to the choice of method, see section 3.1.1, and then the
theory behind it, see section 3.1.2 and 3.1.3. Section 3.1.4 describes an extension
to make the detector more robust to changes in the viewpoint and section 3.1.5
presents an extension to speed up and possible increase performance under certain
circumstances. Further on section 3.1.6 describes a specific training procedure
used by the detector and section 3.1.7 describes the feature channels used by the
detector.

3.1.1 Choice of Method

There are a large variety of methods proposing ways of detecting people. Be-
cause of this, before the project started, a few methods [43][40][44][15][16][9] were
chosen to be investigated further. The methods were found by going through con-
ference material from larger computer vision conferences, such as European Con-
ference on Computer Vision (ECCV) and Computer Vision and Pattern Recog-
nition (CVPR), from the last couple of years. Things that were observed were
abilities to handle the situations mentioned above as well as properties such as
implementation complexity and ability to extend if time were available.

13
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The methods that were investigated before the project start have in most cases
been evaluated on different datasets or not been trained on the same data. Because
of this the evaluation could only be used as an indication of performance, not as
a comparison between different methods.

The method that has been implemented in this thesis is the Class-Specific Hough
Forest for Object Detection by Gall et al [20]. It is a patch based method which
in general is robust to occlusions, light changes over a person and to some extent
differences in view point. It could be extended with [9] making it more robust to
occlusions and lower the number of parameters used. It could probably also be
used together with [40] since it is based on [31] which also produce Hough voting
spaces. The cost in the latter case would be that more information would have to
be stored during training. In the article the method gives a performance of 7%
miss-rate for the 10−4 FPPW when trained and tested on the INRIA dataset [4].
The training was done according to the training procedure described in section
3.1.6.

3.1.2 Training the Detector

This section describes the training of the method proposed by Gall et al [20]. The
method works by constructing a number of trees that votes for the presence of
people centroids in an image. The collection of trees is called a forest. What
defines a tree and how the construction of the trees are done is described in this
section.

When constructing a tree for the forest, a number of patches, Pi = {Ii, ci, ~di}, are
extracted at random positions from the labeled training data, see figure 3.1. The
patches consist of a number of feature channels, Ia

i , e.g. RGB and/or Lab [3], a
class label, ci, and if the patch originates from a person, ci = 1, an offset vector di

specifying the distance from the patch centroid to the persons centroid, see figure
3.1. If a patch originates from the background the class label is 0, ci = 0, and the
offset vector, ~di, is set to ~0.

During training, images containing people are cropped to a close fit around the
individual peoples and all patches extracted from the cropped images are labeled
as a person, ci = 1. This means that patches labeled as a person, ci = 1, might
contain some background. Before extracting the patches from the cropped images,
the cropped images are scaled to a fixed height, e.g. 100 pixels. The scaling are
performed so that the width to height ratio are constant before and after the
scaling. The extracted patches have a fixed size, e.g. 16x16 pixels.

A tree consists of a number of nodes, see figure 3.2, and the tree is iteratively
constructed. All patches start in the root node and in every iteration all end
nodes are split into two parts until either the number of training data is too small,
e.g. N < 20, or the maximum depth of the tree is reached, e.g. k = 15. When
either of these demands is fulfilled a leaf is created. This is done by calculating
the ratio, CL, of the number of people patches that are present in the leaf against
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the total number of patches in the leaf. This ratio is then stored together with the
offset vectors, DL, of the people patches, ci = 1.

Figure 3.1: Example of a patch extraction from a training image containing a
person.

N

N N

N N L N

L L L L LL Max depth

Depth 0Root node

Figure 3.2: Example of a tree structure. N and L represent nodes and leafs
respectively.

The splitting in a node is done using a binary test, equation 3.1, and two different
uncertainty measures, the class uncertainty and offset uncertainty, equation 3.4
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and 3.5 respectively. The binary test compares two positions in a patch and direct
the patch either to the left or the right node. During training when splitting a
node a large number of binary tests, e.g. B = 20000, are generated using one of the
uncertainty measures, equation 3.4 or 3.5. The binary test that splits the patches
in the node into two subsets so that the sum of the uncertainties of those subsets
is minimized, equation 3.6, is chosen and stored for that node. Which uncertainty
measure that is used in each node is randomly selected with equal probability,
unless there are too few background examples (<5%). In the latter case only the
offset uncertainty is used.

The binary test used looks like this:

B(I) =
{

1, if Ia(p, q) < Ia(r, s) + τ

0, otherwise
(3.1)

where a is a feature channel in the patch image and p, q, r and s describes two
pixel positions in the patch. The parameter τ is a handicap value which is selected
at random from the value interval calculated from the training data according to
equation 3.2.

τ ∈
[
arg min

i
Ia

i (p, q)− Ia
i (r, s) , arg max

i
Ia

i (p, q)− Ia
i (r, s)

]
a,p,q,r,s

(3.2)

When the set of binary tests is generated a, p, q, r, s and τ for each test are chosen
at random uniformly over their respectively value intervals. The uncertainty mea-
sures used is based on the class purity, equation 3.4, and offset density, equation
3.5. By alternating between these two uncertainty measures the expectation is
that when a patch has propagated through a tree, the leaf that the patch arrives
at should be more certain about what label it has (CL close to one if it is a people
part) and that the votes generated from that patch are distributed over a smaller
area giving a clearer peak in the voting space during detection.

To simplify the equations of the uncertainty functions A is defined as a collection
of patches.

A = {P1, ..., Pk} (3.3)

Class uncertainty:

U1(A) = |A| · Entropy(A),
where
|A| = The number of patches in the collection A
Entropy(A) = −cA · log(cA)− (1− cA) · log((1− cA)
cA = fraction of instances with class label 1 in the collection A.

(3.4)
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Offset uncertainty:

U2(A) =
∑

i:c=1
(~di − ~dA:c=1)2,

where
~dA:c=1 = mean offset vector of the people patches in collection A.

(3.5)

Minimizing function:

arg min
k

(U∗(Pi|Bk(Ii) = 0) + U∗(Pi|Bk(Ii) = 1)),

where ∗ = class purity, offset density (3.6)

3.1.3 Using the Detector

This section describes the detection method proposed in the article by Gall et al
[20]. The method cannot be seen as a fully probabilistic approach since probabilis-
tic votes from different test patches is directly summed together but is has some
characteristics of probability.

When analyzing an image in a single scale a patch, P (~y) = {I(~y), c(~y), ~d(~y)}, is
extracted with the appearance I(~y) at the location ~y. c(~y) is an unknown class
label and ~d(~y) is an unknown vector from the patch centroid ~y to the person
centroid (if c(~y) = 1).

What this method tries to achieve is to compute the probabilistic evidence,
p(E(~x)|I(~y)), that the appearance I(~y) of the patch originates from a person. This
probabilistic evidence can, according to the article [20], be expressed as:

p(E(~x)|I(~y)) = p
(
~d(~y) = ~y − ~x|c(~y) = 1, I(~y)

)
· p
(
c(~y) = 1|I(~y)

)
(3.7)

The first part in the expression can be described as; what is the probability that
that the centroid is in location ~d(~y), given that the patch belongs to an person
with the appearance I(~y). The second part describes the probability that the
patch originates from a person given the appearance of the patch.

When passing a patch through a tree this expression can be approximated based
on the offset vectors, DL, and a multiplicative factor consisting of the ratio of the
positive patches in the leaf, CL, both of which is obtained during training, see
section 3.1.2. For a single tree, τ , the expression then becomes:
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p (E(~x)|I(~y);τ ) = 1
|DL|

∑
~d∈DL

1
2πσ2 exp

(
−||(~y − ~x)− ~d||2

2σ2

)
· CL

|DL| = The number of offset vectors in the leaf, L

(3.8)

The votes from the complete forest, {τ}T
t=1, is then computed by averaging the

votes from all trees:

p
(
E(~x)|I(~y);τ T

t=1

)
= 1
T

T∑
t=1

p (E(~x)|I(~y);τt) (3.9)

This is still for one patch, the votes for all patches are then summed up to create
a Hough voting space, V (~x):

V (~x) =
∑

y

p
(
E(~x)|I(~y);τ T

t=1

)
(3.10)

An approximation of this can be made by passing the patch appearance to all
trees in the forest and adding the value CL

|DL| to all pixels {y − d| ∈ dL} and then
do that for all patches I(~y). A formula for this can be seen below.

V (x) =
∑
∀trees

∑
∀y∈image

∑
L∈y

∑
∀d∈DL

∑
∀(y−d)=x

CL

|DL|
(3.11)

A Hough voting space is then achieved by Gaussian filtering the result.

According to [20] the error of this approximation is in the form of some minor pixel
discretization and a constant multiplicative factor. This approximation leads to
faster calculations and are therefore used in this thesis in order to calculate the
voting space. Detections are then found as maximas in the voting space above
some chosen threshold.

Handling Multiple Scale

Detection in multiple scales is achieved by scaling the input image in a number of
scales, s, and compute the voting spaces, V s, independently for each scale. The
voting spaces are stacked on each other creating a 3D volume and Gaussian filtering
is performed in the scale dimension. Detections are then found as maximas in the
stacked 3D voting space, if the maximas are large enough. A detection of a person
results in a centroid position in a scale, since all training images have a fixed height,
e.g. 100 pixels, appropriate height (in pixels) of the person can be calculated. The
width is scaled in the same manner as the height. The position, width, and height
can then be used to create a rectangle enclosing the person.
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Position = Position in V s

s

Height = Training Height
s

(3.12)

How the maximas are found in the 3D volume is not discussed in the article
[20]. However another article [21], which is a further development, states that a
detection is chosen if its vote is large enough and that the centroid of the detection
is not located inside a bounding box of another detection with a larger vote. This
is the detection methodology used for the detector presented in this section.

3.1.4 Multi-view Extension

The multi-view extension used in this thesis is one of the simplest and it is com-
monly known as cascade classification. The method is to train a number of clas-
sifiers from training data from different viewpoints and use them all at the same
time and hope that the correct view gives the higher votes. The result is merged
in the same manner as in multi-scale, see section 3.1.3.

3.1.5 Temporal Extension

Since the system is going to be used on data from surveillance videos, temporal
information can be used. The main reason for this extension is to find regions of
interests in order to reduce the computation time of the people detector. This
is done, in this thesis, by creating a background model in order to be able to
extract the foreground, i.e. moving objects. The moving objects are not used by
themselves for detection but it indicates where the people detector should extract
patches. Instead of extracting patches from every possible location in the image,
the detector only extract patches where foreground is present. The performance
of this extension both in terms of possible speed up and performance measures
can be seen in the evaluation of this extension in section 5.2.6.



20 Theory

Background Model

The background model used in this thesis is the running average mean background
model [26].

The background is updated according to:

Bt = (1− α) ·Bt−1 + α · It)
where
Bt and It is the background and image at time t.
B0 = I0

α ∈ [0, 1] is the learning rate, it controls how fast the
background adapts to changes in the scene.

(3.13)

and the foreground is extracted by:

Ft = (|It −Bt| > τ)
where τ is a constant global threshold.

(3.14)

As a post-processing, closing is performed on the foreground to reduce background
pixels inside people. The closing procedure may lead to e.g. that areas between
arms and body will be thought of as foreground. But in order to not lose precision
it is better to get a foreground covering more than the moving objects instead of
missing some parts. An example of how a foreground may look like in a surveillance
video, see figure 3.3.

The advantages of this method are that it is easy to implement, has a low and
constant memory requirement, and is fast. The disadvantages is that it is very
dependent on object speed, frame-rate, and that it has a constant threshold for
the whole foreground. Since the video are from surveillance cameras the start of
the video could probably be chosen earlier in order for the background to stabilize,
this should increase the performance to some extent.

There are many other and more accurate ways of creating a background model,
e.g. Adaptive Mixture of Gaussians [39], and Particle Swarm Optimization [42].
The running average mean background model was tested to prove the concept and
could be changed to another for better performance.

A disadvantage of this extension is that if a person stands still during the whole
sequence that person will never be detected by the people detector but on the
other hand no false detections will be made where no foreground is found.
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Figure 3.3: Current frame in the video to the left and the corresponding foreground
for that frame to the right.

3.1.6 Training Procedure

The training of the trees in the forest is done by first training a third of the trees
and then use these trees to locate the training examples they find hard. The
hard examples are then used to train another third of the trees. The procedure is
then applied again to train the last third of trees. What defines hard examples is
described below.

Hard Examples

As described above the training is dependent of what previously created trees finds
as hard training examples but how hard examples is defined is not described by
Gall et al [20]. In this section it is described how the concept hard example has
been interpreted in this thesis.

• For training data containing people: The already constructed trees run a de-
tection on the training data in a single scale (the known scale of the training
images) and the value in the location of the known person centroid is taken
as a certainty measure, the lower the value the harder the training example.

• For training data containing background: The already constructed trees run
a detection on the training data in a single scale and the maximum value in
the voting space is taken as a certainty measure, the higher the value the
harder the training example.

The number of hard examples to use for the continued training is a parameter
that can be chosen.
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3.1.7 Use of Feature Channels

The implemented detector can use any type of feature channels that transforms the
input image to a one- or multi-channel image with equal size (width and height) as
the input. The ones tested in this thesis are: Gray, RGB, LAB [3], absolute values
of the first- and second order derivatives as well as HOG-like feature channels.
As proposed by Gall et al [20] all channels are min and max filtered in a small
neighborhood in order to make it more robust to noise. This doubles the number
of channels used. The absolute values of the first- and second order derivatives are
called |dx|, |dy|, |ddx| and |ddy|, in this thesis, and the deriviatives are defined in
the below section called Derivatives. The HOG-like feature channels are defined
in the below section called HOG-like Feature Channels.

The feature channels used by Gall et al [20] in the evaluation of their detector was
a combination of LAB, the absolute values of the first- and second order derivatives
as well as HOG-like feature channels with 9 bins. All channels were min and max
filtered in a 5x5 pixel neighborhood.

Derivatives

How the derivatives are calculated is not described by Gall et al [20] but according
to Dalal et al [14] a simple derivation filter, [-1 0 1], with no smoothing works best,
at least in their application. The gradients are calculated in each color channel
separately, RGB. The final gradient is found by looking at each pixel and choose
the gradient with the largest norm. The second order derivatives are calculated in
the same manner.

HOG-like Feature Channels

The histogram is calculated by dividing the image orientations into the number
of bins. One bin will become one channel and the channel intensity in a pixel is
the magnitude of the gradient (if the orientation belongs to that bin, otherwise
zero). The orientation is found by calculating the unsigned orientation of the
gradients (0 − 180o). The final channel is then found as the soft bin count in a
5x5 neighborhood of a pixel, in accordance with Gall et al [20].

3.2 Person of Interest Recognizer

The Person of Interest Recognizer is, as mentioned in the introduction, not part
of this thesis but of the parallel thesis [29]. For further information see that
report.

The Person of Interest Recognizer is divided into three main parts, feature chan-
nels, feature extractions and classifiers.
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The feature channels can be any combination of different types of color channels
like RGB, HSV [37] and YCbCr [25] or filter responses from Schmid or Gabor
filters. The description of both Schmid and Gabor filters can be found in the
article [22]. The purpose of the channels is to make bounding boxes containing
the PoI separable from others in some way. The purpose of the feature extraction
together with a classifier is to make that separation possible.

The feature extraction describes how information from the feature channels are
extracted, using for example all pixels in all channels gives a very high dimension-
ality making the separation hard to make especially with few training data. The
difficulty with the process of feature extraction is how to lower the dimensionality
without losing vital information. The Person of Interest Recognizer implemented
can be used with three different types of extraction methods, mean, subgrid or
histogram.

Two types of classifiers can be used Nearest Centroid or Neural Networks, both
described in [38]. The Nearest Centroid calculates two centroids; one from train-
ing data containing the PoI and one from data without the PoI present. When
classifying, a bounding box is said to contain the PoI if its position is closer to
the centroid containing training data from the PoI than the centroid of the data
without the PoI. The distance is measured in L2-norm and the dissimilarity is
measured as tanh(distance) which makes the range from zero to one.

3.3 Camera Calibration

In order to estimate the person of interest’s 3D position, see section 3.4, the cam-
era parameters are needed. The camera parameters, C, is divided in two parts,
see formula below, were A describes the intrinsic parameters and [R T] the extrin-
sic. The intrinsic parameters describe how 3D coordinates in the camera centered
coordinate system is mapped to pixels in the image plane and the extrinsic pa-
rameters describes the transformation between the chosen world reference system
and the camera centered coordinate system. The camera extrinsic parameters are
obtained by measuring the relative position and angle between all cameras that
are used. The intrinsic parameters are calibrated with the help of images taken of
a calibration pattern with black and white squares in a chessboard pattern with
known size of the squares. The theory behind the calibration is not described in
detail here since it is not a main part of the thesis. The implemented software uses
the built in functionality in OpenCV [28], which is based on [46] and [12].

C = A[R T ] (3.15)
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3.4 Image Detection to Global Position

This section describes how the estimation of the global position of the PoI is done
from an image detection. The method assumes that the height of the PoI and the
intrinsic and extrinsic parameters of the cameras are known. A more thorough
description is found in the parallel thesis [29]. The method can be seen as if two
lines are drawn from the camera center trough two points located in the ideal
image plane. The points are the center of the top and bottom of the bounding box
enclosing the PoI. The lines are drawn until the distance, in the gravity direction,
between the lines becomes the height of PoI. The global position of PoI is then
found as the centroid of the points where the lines ends. An illustration of this
can be seen in figure 3.4.

Height

Distance from 
camera

Figure 3.4: An illustration on how the 3D position estimation is done.

The error of this method is estimated by changing one parameter at a time in
the estimation and then take the maximum difference in distance to the estimated
position. The parameters that may change is for example global position of the
camera or height displacement of the detected bounding box compared to the
correct one. How much some of these parameters may change are estimated when
evaluating the people detector, see section 5.2.1 for how these parameter changes
are obtained.
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3.5 Kalman Filtering of 3D Positions

In order to remove outliers, reduce noise and to estimate where the PoI might be
when no position data are available, a Kalman filter for one-step-ahead predic-
tion was used. The book Signal Processing [24] was used when constructing the
filter.

The filter works by making a model of how the system works with assumptions
on how the variables depend on each other and what types of noise that exist in
both the measurements and in the model itself. The appearance of the state space
model used by the Kalman filter can be seen in equation 3.16.

~χ(t+ 1|t) = A~χ(t) + ~w(t)

~γ(t) = C~χ(t) + ~v(t)

Cov( ~w(t)) = Q

Cov( ~v(t)) = R

(3.16)

~γ(t) is the measured signal and ~χ(t) is the state vector. A,C,Q,R describes the
model in terms of dependencies and assumed noise levels.

Some assumptions were made when creating the state space model. The one step
ahead predictor is only dependent of the previous position and speed; this makes
the state vector look like this:

~χ =


x
ẋ
y
ẏ
z
ż

 (3.17)

The wanted output of the filter is a better estimate of the 3D position:

~γ =

xy
z

 (3.18)

This together with the assumption that the dimensions, x, y and z, are independent
make the matrices A and B look like this:
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A =


1 dt 0 0 0 0
0 1 0 0 0 0
0 0 1 dt 0 0
0 0 0 1 0 0
0 0 0 0 1 dt
0 0 0 0 0 1

 (3.19)

B =

1 0 0 0 0 0
0 0 1 0 0 0
0 0 0 0 1 0

 (3.20)

The covariance of the measurement noise, R, is estimated from the error estimates
from the estimated 3D positions. The error estimates of the 3D positions is equal
in all dimensions, because of this R becomes a diagonal matrix with value R1,1.
The calculation of R can be seen in equation 3.21.

R1,1 = 1
nrEstimates

∑
∀estimates

ε2k

R = R1,1 ·

1 0 0
0 1 0
0 0 1


(3.21)

How the error estimates, εk, of the 3D positions are estimated is described in
section 3.4.



Chapter 4

Implementation

Below follows a description of the functionality of the implemented software as
well as sub-softwares created in order to evaluate the system.

4.1 Program GUI

In this section the functionality needed to run the program and understand the
visualization are described. The programs graphical user interface, GUI, was con-
structed by Victor Johansson [29] and will be described in further detail there.

4.1.1 Main Program

This section describes how the user can control the implemented software/program.
When the program is started the user is presented with the window seen in fig-
ure 4.1. There are eight options in that window, these options are listed below
together with a description of what they do.

1. Buttons without any current use.

2. Help: produces a pop-up with some basic information on how to use the
program.

3. Add Videos: when this button is pressed a pop-up window becomes visible
where the user can choose multiple videos to analyze, see figure 4.2.

4. Added videos are seen in this field.

5. Edit Config File: if a video is marked in field 4 when this button is pressed
that videos configuration file can be edited. How this is done and what the
configuration file is used for is described under Edit Config File later in
this section.

27
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6. Delete Videos: if a video is marked in field 4 when this button is pressed
that video will be removed from the program.

7. Run Program: starts the next step in the program. What happens can be
seen under Run Program later in this section.

8. In this field the user supplies the estimated height, in cm, of the person of
interest together with an error margin. How this is defined can be seen in
equation 4.1.

Figure 4.1: The main window of the system.

Figure 4.2: The interface when selecting which video sequences to analyze.
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h− ε < ht < h+ ε

h = Estimated height of the PoI
ht = True height of the PoI
ε = Error of the estimated height of the PoI

(4.1)

Edit Config File

If a video sequence doesn’t have a configuration file or if information is missing
the configuration file can be created or edited with the ”Edit Config File” button.
In order to do so the video sequence must first be selected in the field containing
added video sequences. When the button is pressed a pop-up window is created,
figure 4.3a. To the left in the window the start time of the video and the angle
of the camera towards the ground plane can be edited. There are two buttons in
the window: ”Done!” and ”Edit Camera matrices”. When pressing ”Done!” all
current changes will be saved. When pressing ”Edit Camera matrices” another
pop-up window will appear, see figure 4.3b.

The new window has one field and 6 buttons which are described below:

1. In this field the position and orientation parameters of the camera can be
supplied in order to calculate the extrinsic parameters.

2. Done!: all current changes will be saved.

3. Reset extrinsic to original: the extrinsic parameters will be reset to the
previously saved.

4. Apply new extrinsic settings: the extrinsic parameters will be calculated
from the parameters supplied in field 1.

5. Reset intrinsic to original: the intrinsic parameters will be reset to the pre-
viously saved.

6. Select calibration images: when this button is pressed a new pop-up window
appear, see figure 4.4, where the user can select calibration images for the
current video.

7. Apply new intrinsic settings: the intrinsic parameters will be calibrated from
the supplied calibration images, for information about the camera calibration
see section 3.3.
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(a) The window used for editing the config-
uration file for a video sequence.

(b) The window used when editing the ex-
trinsic and intrinsic camera parameters.

Figure 4.3: Windows when editing a video’s configuration file.

Figure 4.4: The interface when selecting the images to use for camera calibration.

Run Program

When all videos have a valid configuration file the button ”Run Program” can be
used. When this is done a new pop-up appear where the user can choose which
people detector and PoI recognizer that will be used, see figure 4.5. When ”Run
Program” is pressed again the user is asked to select the video file from which the
initial training of the PoI recognizer should be done.

In order to train the PoI recognizer all people that are present in the training video
are detected by the people detector and the user then labels the detection with
the help of the window seen in figure 4.6. The user have three choices for each
image that appear: the detection contains the PoI (”y:PoI”), contains someone
else (”n:Not PoI”) or it is a bad detection (”d:Discard”, the detection contains
only parts of a person or only background). When this is done the PoI recognizer
is trained and the program starts to analyze all the supplied videos in order to
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estimate the chosen PoI time dependent position. The fourth button ”a:Abort”
aborts the program.

Figure 4.5: The window where the user is asked to select which people detector
and PoI recognizer that should be used.

(a) Select label for the current image. (b) Select image to label

Figure 4.6: These are the two main windows when labeling the initial training
data for the PoI recognizer.
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4.1.2 Result Visualization

When the program is finished the result is visualized in 2D. An example of this
can be seen in figure 4.7b. The filtered and predicted 3D positions are visualized
by projecting the positions in the x-, z-plane. For this visualization to be useful
the y-axis is assumed to be the gravitation direction. A black dot correspond to
a position and each dot has a red area indicating the uncertainty of the position.
Preferably the correct position should be inside the red area. In the visualization
all found positions are visualized at the same time and there is no option to select
a certain time interval. All positions have time information but it is not visualized
in any way.

The visualization can be controlled with a mouse with a scroll wheel. The projec-
tion can be moved with the help of the left mouse button and the scaling can be
adjusted with the scroll wheel. To the left there is an indicator showing what the
current scaling is.

The figure 4.7b is the result of position estimations in two views when using ground
truth detections for the people detector and the PoI recognizer, figure 4.7a is the
unfiltered result.

(a) Unfiltered positions from two views.

(b) Filtered and predicted positions from two views

Figure 4.7: Visualization of the person of interests unfiltered, and filtered and
predicted path in 2D.
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4.2 Evaluation Software

In order to be able to evaluate the system and subsystem some softwares were
implemented to log information and evaluate towards the ground truth. Below
these softwares are described.

4.2.1 Logger

The logger is a tool implemented in c++ that can be used to store information
from different locations in the software. The program can store single- and multi-
dimensional variables generating Matlab scripts that generates 2D or 3D plots
depending on settings. The variables can be sent with a description and a title for
the plot.

4.2.2 Ground Truth Extractor

The Ground Truth Extractor was implemented in Matlab with the purpose of
collecting ground truth data both for detection of people but also for identification
of the PoI. When the program starts the user is asked to chose a video file and
then input the name and location for the ground truth file, see figure 4.8a and
4.8b. By default the initial location of the ground truth file is located at the same
place as the video file was located.

(a) Choose video to generate
ground truth from.

(b) Choose name and place for the
ground truth file.

Figure 4.8: Choose video and name and place for the generated ground truth file.

The extraction of the ground truth is controlled by the mouse and the keyboard.
The case sensitive keyboard commands are these:

• c - Continue with next frame.

• u - Undo previous selection. This cannot be done between frames.



34 Implementation

• q - Quit the program, all data until now is saved on hard drive.

Any other key will do nothing.

When extracting the ground truth the left window contains the previous frame
and the right the current. When a new person is marked with the mouse a pop-up
window becomes visible, in that window an identity number is written, see figure
4.9. The identity numbers are used in order to separate people from each other,
this means that a person must keep the same number through all sequences.

Figure 4.9: Mark people in video sequences and give them an identity number.

4.2.3 Ground Truth Loader

The Ground Truth Loader were implemented in c++ and uses the files generated
by the ground truth extractor, see section 4.2.2. After the program has loaded a
ground truth file it can be used for multiple evaluation purposes.

• As People Detector and Person of Interest Recognizer - To evaluate the
surrounding system, e.g. position estimation.

• As People Detector - To evaluate the Person of Interest Recognizer in the
complete system, it’s now independent of the People Detector.

• As Person of Interest Recognizer - To evaluate the People Detector in the
complete system, it’s now independent of the Person of Interest Recognizer.
The detected person that fulfills the correct match criteria, see definitions
1.6, towards ground truth PoI is chosen as PoI.
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• It has the functionality to calculate and store performance measures such
as miss-rate vs. FPPW curves among others, see performance measures in
section 5.2.1. The information is stored in Matlab files using the logger, see
section 4.2.1.





Chapter 5

Evaluation

In this chapter the datasets used for evaluation are presented followed by a pre-
sentation of the evaluation of the people detector and the complete system. In
each evaluation section there is a description of how the evaluation of that part
is designed together with the results. After each result follows a small discussion,
but the overall performance is discussed in chapter 6.

5.1 Datasets

Below all the datasets used to evaluate different parts of the system is presented.

1. INRIA crop [4]: the well known INRIA dataset with the positive images
cropped out so that the persons are centered with a fixed size. Both Gall et
al [20] and Dalal et al [14] have used this dataset to evaluate their detectors.
The evaluation is done in a single scale with the windows defined in section
1.6 and further discussed under performance measures in section 5.2.1.

2. Random Walk Full System: a dataset made for this project and designed to
be used when evaluating the full system. It consists of two cameras observing
a scene according to figure 5.1 (the evaluation is discussed in section 5.3).
The video starts by one person standing in the middle of the scene then two
other enters and all three starts to move around, consistently occluding each
other making the dataset rather difficult. The initial view of the dataset can
be seen in figure 5.2. This dataset is always evaluated over the whole images
and in multiple scales.

3. Random Walk Two: camera two in the Random Walk Full System dataset,
see figure 5.1. This dataset is always evaluated over the whole images and
in multiple scales.
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4. Multi-View training: it is a training dataset made for this project. It consists
of images from seventeen people from four different angles (left-, right-side,
front, and back) and two different viewpoints of the camera. The negative
training images consist of images taken on the background in the room where
the positive images where taken as well as the negative images from the
INRIA training dataset.

714.5
cm

165.0cm

Camera One
Over Floor: 189,5 cm 
Pitch: 15 Degrees

Camera Two
Over Floor: 218,5 cm 
Pitch: 20 Degrees

Figure 5.1: Layout of the Random Walk Full System dataset viewed from above.
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(b) Camera Two.

Figure 5.2: Initial views from Random Walk Full System dataset.
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5.2 People Detector

The evaluation of the people detector is divided into four main parts. The first
part is to try to replicate the results made by the original article [20] on the INRIA
crop dataset [4] with the implemented people detector described in section 3.1.3.
The second is to see how different parameters in training and detection affect the
performance. The third and the last part is the evaluation on the multi-view
and the temporal extension of the people detector respectively. The extensions
are described in section 3.1.4 and 3.1.5 respectively. The different performance
measures used are described in section 5.2.1.

If nothing else is specified the parameters used when training a detector are as
follows:

Parameters: Training

Number of trees, T = 15
Number of patches per tree, PT = 50000
Least number of patches to do a split, N = 20
Maximum depth of tree, k = 15
Number of binary tests, B = 20000
Height of training images, h = 100
Size of patches, ps = 16x16
Feature channels: Ia = LAB

Orientation histograms with 9 bins
|dx|, |dy|, |ddx| and |ddy|

As a remark, the feature channels |dx|, |dy|, |ddx| and |ddy| are the absolute values
of the first- and second order derivatives and are discussed in section 3.1.7.

The parameters for the detection are:

Parameters: Detecting

2D Gaussian filter (Voting space filter) size = 15x15 σ = 3
3D Gaussian filter (Scale filter) size = 1x1x5 σ = 1 (Multi− Scale Option)
Number of scales ns = 5 (Multi− Scale Option)

The scales always have equal spacing and are chosen to cover the variety of scales
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in the dataset. This is according to the training and detection done by Gall et al
[20] when the detector where evaluated on the INRIA crop dataset. What these
parameters are used for is described in section 3.1.2 and 3.1.3 respectively.

5.2.1 Performance Measures

The performance measures defined in this section are used to evaluate the people
detector. The people detector is tested with different thresholds and for every
threshold a performance measure is stored using the logger, see section 4.2.1.

Miss-rate vs. FPPW and Miss-rate vs. FPPI

Miss-rate vs. FPPW and Miss-rate vs. FPPI are common evaluation tools for ob-
ject and people detectors, e.g. by [20][14][15][44]. In the equations below, equation
5.1, 5.2, and 5.3, the Miss-rate, FPPW, and FPPI are defined. In the equations
falseNegatives, falsePositives, and truePositives are the total of all video frames,
images or windows tested for a specific threshold. The miss-rate and FPPW (or
FPPI) are stored for each threshold and then plotted against each other. A refer-
ence value commonly used is the miss-rate when FPPW is 10−4. This evaluation
procedure and reference value is for example used in Dalal et al [14] which is a
commonly cited article on people detection.

Miss-rate = falseNegatives

truePositives+ falseNegatives
(5.1)

FPPW = falsePositives

nrTestedWindows
(5.2)

FPPI = falsePositives

nrTestedImages
(5.3)

When working with sliding window detectors a window is easily comprehensible
but since the detector used in this thesis is patch based it is not as straightforward.
In order to compare with results from sliding window detectors using the FPPW
measure the window can be defined as a sub-image with the same size as the sliding
window detector uses and then let the center pixel in the resulting voting space
correspond to the certainty value. A good detector has a low miss-rate and low
FPPW or FPPI rate.

In this thesis FPPW will use these sub-images and is only used when detecting
in a single scale. FPPI will be used when detecting over the whole image and in
multiple scales.
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Recall vs. 1-Precision

Recall vs. 1-Precision is a common evaluation tool for object detectors„ for ex-
ample by [20][21][40][9]. In the equations below, equation 5.4 and 5.5, the Recall,
and Precision are defined. In the equations the truePositives, falseNegatives, and
falsePositives are the total of all video frames, images or windows tested for a
specific threshold. The recall and 1-precision is stored for each threshold and then
plotted against each other.

Recall = truePositives

truePositives+ falseNegatives
(5.4)

Precision = truePositives

truePositives+ falsePositives
(5.5)

Recall describes how often the detector finds the present people and precision how
much incorrect detections the detector makes in order to find these people. A
good detector has a high recall- and precision-rate.

Miss-rate vs. Threshold

The miss-rate is defined in the same manner as above but instead of storing it
together with the FPPW or FPPI the used threshold is logged. This is used
together with the below described measures to select a threshold that has the best
tradeoff between different abilities.

Height Displacement vs. Threshold

Height Displacement for a detection in a frame is defined as:

HeightDisplacementf,d = min(Height(CorrectDetectionf,d), Height(GroundTruthf,d)
max(Height(CorrectDetectionf,d), Height(GroundTruthf,d)

(5.6)

The height displacement stored is the mean height displacement of all detections
in all the frames. This measurement, among others, is used by the error estimates
in the transformation from detection to global position, see section 3.4. An error
in the height affects the assumed distance between the camera and the estimated
point. If the bounding box is too large the point will be closer and vice versa. The
height displacement ∈ [0, 1] and is preferred to be as close to 1 as possible.
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Centroid Displacement vs. Threshold

Centroid Displacement for a detection in a frame is defined as:

CDispf,d = max


∣∣∣CentroidX(CorrectDetectionf,d)−CentroidX(GroundT ruthf,d)

W idth(GroundT ruthf,d)

∣∣∣ ,∣∣∣CentroidY (CorrectDetectionf,d)−CentroidY (GroundT ruthf,d)
Height(GroundT ruthf,d)

∣∣∣

(5.7)

The centroid displacement stored is the mean value of all detections in all the
frames. This measurement, among others, is used by the error estimates in the
transformation from detection to global position, see section 3.4. An error in the
centroid affects mainly the angle between the camera and the point. The centroid
displacement ∈ [0, 1] and is preferred to be as low as possible.

Channel Importance

This is not a performance measure per say, but it is used to see what feature
channels the people detector, see section 3.1, use in average in order to optimize
the trees. This gives no definite answer whether a specific feature channel is
important or not, but it gives a hint.

5.2.2 Towards Article

When comparing the result with the article the same training procedure as in the
article where applied except that 8900 patches per tree were used instead of 50000.
This was due to time shortage. A reduction of the number of patches per tree may
lead to sub optimized trees that are adapted to fewer training examples instead of
the larger diversity gained when using more patches.

Parameters: Training

Number of patches per tree, PT = 8900

The result is a miss-rate of about 11% at the 10−4 FPPW reference value compared
to the 7% that were the result in the article. A miss-rate of 11% is equal to Dalal
et al’s popular article [14]. This can be seen from figure 5.3. The dataset tested
is the INRIA crop in single scale option. In addition to the performance measure
the channel importance of the forest were calculated, see figure 5.4. How this is
achieved can be seen in section 4.2.3.
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DISCUSSION The reduction in performance compared to the article could prob-
ably be due to the lower number of patches per tree. However the detector works
as well as the HOG detector that were introduced by Dalal et al [14] at the 10−4

FPPW level. Another reason for the difference could be differences in e.g. how
the feature channels are calculated. Gall et al [20] does not specify how they
calculate all the channels, or for that matter how they define the hard examples
during training. How the hard examples and the feature channels are defined in
this thesis can be found in section 3.1. In figure 5.4 it can be seen that all channels
were used almost equally much, this indicates that all channels were useful at least
in the view point of the detector.
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Figure 5.3: The miss-rate vs. FPPW result achieved on the INRIA dataset.
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Figure 5.4: The channel importance of the forest when the detector is trained on
the INRIA dataset.

5.2.3 Parameter Evaluation: Training

In this section some of the different training parameters are evaluated, how these
parameters are used by the detector is described in section 3.1.2. Since training
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with the parameters used by Gall et al [20] take a long time the reference training
done here have some differences. From the training defined in the beginning of
section 5.2 the number of trees is lowered to 6, the trees are constructed with 3000
patches each, and the testing in the nodes were done with 3000 binary tests.

Reference training:

Parameters: Training

Number of trees, T = 6
Number of patches per tree, PT = 3000
Number of binary tests, B = 3000

Since random choices are involved when constructing the detectors there are room
for differences between two training procedures with the same parameters, es-
pecially when using few binary tests per node and few patches per tree. If the
difference is smaller than 1-2% no conclusion can be made unless more tests are
performed in order to get a more statistical support for the conclusion. The 1-
2% limit has been estimated empirically, by doing the same training multiple
times.

The training parameters that have been tested are; the number of trees in the
forest, the split criteria for the nodes, the maximum depth of a tree, the number
of binary tests used in a node, the patch size, what feature channels that were used
as well as the number of bins in the HOG-like feature channels. Many of these
parameters are probably dependent of each other, but it can still be interesting
to see how the detector performs with changed parameters. What parameter that
was changed from the reference can be seen in the figure legend. The dataset
tested is the INRIA crop.

Parameter: T

In this section the performance when varying the number of trees is evaluated.

Parameter: T

Number of trees, T = 3, 6, 9

Since every tree is tested on a subset of all training data and the binary tests
only covers a small subset of all possible comparisons the performance should
increase with the number of trees. What is interesting to see is the rate that the
performance increases with and if the increase stagnates. The reason is that even
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if a higher performance is good, more trees will lead to a lower detection speed, so
there will be a trade of. The result of this test can be seen in figure 5.5.

DISCUSSION In figure 5.5 it is seen that the performance is increased with the
number of trees, but as expected it seems to stagnate.
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Figure 5.5: Performance when constructing the forest with different number of
trees.

Parameter: N

In this section the performance when varying the number of patches in order to
do a split is evaluated.

Parameter: N

Least number of patches to do a split, N = 10, 20, 40

Parameter N is probably dependent on both the number of patches per tree and
the maximum allowed depth of the trees. The reason for this is that if the node
is allowed to split with fewer patches there will be enough patches for the tree
to become deeper but with fewer patches in the leafs. How this would affect the
performance is unknown. The reason for this test is not to try to find a parameter
that always is optimal but instead to look for tendencies that it may exist a best
parameter value for a given setup. The result of this test can be seen in figure
5.6.

DISCUSSION The reference training with its criteria of at least 20 patches in
order to do a split have in this test performed best. However the difference to 40
patches is too small in order to say something definite. There seems to be no ”the
more or the less, the better” tendencies but there could be an optimal value for a
setup. More tests would have to be performed in order to confirm that.
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Figure 5.6: Performance when varies the least number of patches needed in a node
in order to split it.

Parameter: k

In this section the performance when varying the maximum allowed depth of a
tree is evaluated.

Parameter: k

Maximum depth of tree, k = 8, 15, 30

The results when varying the maximum allowed depth of the trees, k, should be
dependent, at least to some extent, to the number of patches per tree and the split
criteria. If k is chosen large enough, k = p, so that no leaves could be constructed
in the maximum depth it should give, more or less, the same result as when k > p.
However if the number of patches per tree is increased so that it is possible to
construct leafs at the maximum depth when k = p but not when k > p the result
may differ. If k is chosen large and N is small together with a small dataset this
could lead to over fitting. According to Gall et al [20] their method is robust to
over fitting, but it is always a risk. The test made here is to see how the detector
performs around the limit where the detector might suffer from over fitting.

If the method would always create balanced trees (the deepest node is at most one
step deeper than the shallowest), k = 8 would be the only one that could have
constructed leafs at the maximum depth, but since that’s not the case k = 15 and
k = 30 could also have leafs at the maximum depth but with lower probability.
The result of this test can be seen in figure 5.7.

DISCUSSION All constructed detectors had some leafs at the maximum depth,
but fewer the deeper the maximum depth was. The result shows no significant
change in performance when changing k. This could indicate that the method is
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stable against over fitting at least with this use of N and PT. A more thorough
investigation where not only k is changed would be needed in order to determinate
that. Additionally a small k would most probably reduce the performance since
the detector would not have time to adapt to the data, but that has not been
evaluated.
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Figure 5.7: Performance when varying the max depth of the trees.

Parameter: B

In this section the performance when varying the number of binary test generated
when optimizing a node in a tree is evaluated.

Parameter: B

Number of binary tests, B = 1500, 3000, 6000

The number of binary tests per node controls the optimization of the trees. The
more binary tests used in a node the more positions in the feature channels may be
tested and the better the split, at least according to the training data. The method
cannot adapt to information that is not present, so if the number of patches per
tree is low and the diversity of the patches is low an increase in the number of
binary test is not always better. If the data has a low diversity many binary tests
may lead for over fitting so that the detector cannot handle the diversity that
image representation of humans produce. The result of this test can be seen in
figure 5.8.

DISCUSSION The results are similar for all choices of number of binary tests.
This could be due to the low number of patches per tree, PT = 3000. Further test
would be needed with more patches per tree in order to evaluate this parameter
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properly. It would also be beneficial to test the extreme points, which is to test
both with very few and very large amount of binary test per node.
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Figure 5.8: Performance when testing different number binary test when con-
structing the trees.

Parameter: ps

In this section the performance when varying the patch size is evaluated.

Parameter: ps

Size of patches, ps = 8x8, 16x16, 24x24

The size of the patches used could be an important parameter, the patch need to
be big enough to extract certain features that makes the person separable from
other objects but not to big so that the optimization get a hard time separating
the patches. Larger patches increase the number of possible comparisons that can
be made and more binary tests may be needed to get a good split. Features that
make a person separable could for example be a leg. In that case a small patch
may only get a part of one leg and that could be mistaken for something else, e.g.
a piece of the backside of a chair. A larger patch that covers more than the width
of the leg makes that patch easier to separate from that of a chair. The result of
this test can be seen in figure 5.9

DISCUSSION The size of 16x16 pixels performs the best according to the test.
This patch size is the approximate size of the heads and large enough to cover the
width of arms and legs (when the positive training data is scaled to be 100 pixels
height as in this case). The patch size of 8x8 pixels can in most cases only cover
one side of arms and legs which may explain the reduced performance. The results
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indicate that the patch size of 24x24 pixels may be too large, the optimization may
not find the good splits.
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Figure 5.9: Performance when using different sizes for the patches.

Parameter: Feature Channels

In this section the performance when varying what feature channels used is eval-
uated.

Parameter: Feature Channels

Feature channels, Ia = Gray,

RGB,

Orientation histogram with 9 bins,

LAB,

|dx|, |dy|, |ddx| and |ddy|,


Orientation histograms with 9 bins
LAB
|dx|, |dy|, |ddx| and |ddy|

Gall et al [20] had chosen LAB [3] features channels together with the absolute
values of the first- and second order derivatives as well as the HOG-like feature
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channels, discussed in section 3.1.7, for their detector. The purpose of this test
is to see how these types of feature channels performs separately and compare
them against normal image representations, RGB and Gray, and lastly see what
performance the combined feature channels that Gall et al [20] had chosen gives.
Most important in the later case is whether the combination gives any improvement
compared to the separated feature channels. The result can be seen in figure
5.10

DISCUSSION The LAB, absolute values of the first- and second order deriva-
tives, and the HOG-like feature channels gives slightly better performance than the
RGB and Gray by themselves but it is nothing compared to the performance when
they are used together. This indicate that they have complementary information
which is wanted.
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Figure 5.10: Performance when using different feature channels.

Parameter: HOG-like feature channels

In this section the performance when varying the number of bins in the HOG-like
feature channels are evaluated.

Parameter: HOG-like feature channels

Number of bins, NB = 3, 9, 15

The HOG-like feature channels by themselves have been investigated further, ac-
cording to Dalal et al [14] who created the HOG features, the more bins you use
the better but it stagnates at 9 bins. The evaluation done here is to see whether
the same can be said about the HOG-like feature channels. The result can be seen
in figure 5.11
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DISCUSSION According to the test the fewer bins the better performance. This
is the opposite of the result of the HOG feature channels. However the fewer the
bins the larger the subset of the possible binary test are tested so perhaps more
binary test may be needed in order to make a fair conclusion. As it is now it seems
like fewer bins performs best and by a good margin.
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Figure 5.11: Performance when using different number of bins for the orientation
histograms.

5.2.4 Parameter Evaluation: Detection

In this section the different detection parameters are evaluated. How the param-
eters are used by the detector is described in section 3.1.3.

Since nearly all of the detection parameters are used when detecting in multiple
scales the Random Walk Two dataset has been used. The detector uses the refer-
ence training from section 5.2.3, headline Parameter Evaluation: Training. Since
the detections in these evaluations are performed in multiple scales it is not only
interesting to see the performance in form of Miss-rate vs. FPPI and Recall vs.
1-Precision but also the height displacement and the centroid displacement since
these effects the 3D position estimation.



52 Evaluation

Parameter: 2D Gaussian filter

In this section the performance when varying the size of the 2D Gaussian filter is
evaluated.

Parameter: 2D Gaussian filter

2D Gaussian filter (Voting space filter) size = 7x7 σ = 1.4,
size = 15x15 σ = 3.0,
size = 29x29 σ = 6.0
size = 45x45 σ = 9.0
size = 75x75 σ = 12.0

The 2D Gaussian filter is used in order to make the approximation discussed in
section 3.1.3 valid. Gall et al [20] uses a filter with σ = 3.0 in order to do this.
The evaluation of this filter is to see whether σ = 3.0 gives the best result or
whether there may exist better choices. The result can be seen in figure 5.12 and
5.13.

DISCUSSION The performance is roughly the same for the filters around σ =
3.0, but when they get bigger there is a performance loss. The height displacement
is better for the smaller filters, especially the σ = 1.4 and σ = 3.0 filters, but the
reverse seems to be the case when looking at the centroid displacement (at least
where they could be compared). The proposed filter, with σ = 3.0, seems to be
one of the best filters. It has a slightly better performance than the other tested
filters and it has one of the better height- and centroid- displacements. σ = 3.0
seems to be a good choice for the approximation.
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Figure 5.12: Performance evaluation when testing the 2D Gaussian filter.
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Figure 5.13: Performance evaluation when testing the 2D Gaussian filter.

Parameter: 3D Gaussian filter

In this section the performance when varying the size of the 3D Gaussian filter is
evaluated.

Parameter: 3D Gaussian filter

3D Gaussian filter (Scale filter) No Filter,
size = 1x1x5 σ = 1.0,
size = 1x1x7 σ = 1.4,

The 3D Gaussian filter were used by Gall et al [20] in order to share information
between voting spaces in different scales. They saw that a correct detection had
high values in nearby scales but noise didn’t, so the purpose of the filter was to
suppress the noise without losing vital information. The test is done with the
purpose of finding out whether this filter improves the result and if performs best
at σ = 1.0, which were the σ used by Gall et al [20]. The result can be seen in
figures 5.14 and 5.15.

DISCUSSION The performance seems to be a lot better when not using a filter
for all performance measures except the centroid displacement where no perfor-
mance difference could be seen. The reason for the lack of improvement is un-
known, but during the evaluation it has been seen that a correct detection has
high values in nearby scales. Perhaps the noise presence have been low when
evaluating the dataset so the filter only suppresses already good detections.



54 Evaluation

10
−2

10
−1

10
0

10
1

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1
3D Filter

FPPI

M
is

s−
ra

te

 

 
Not Used
size = 1x1x5, sigma = 1.0
size = 1x1x7, sigma = 1.4

(a) Miss-rate vs. FPPI.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1
3D Filter

1 − Precision

R
ec

al
l

 

 

Not Used
size = 1x1x5, sigma = 1.0
size = 1x1x7, sigma = 1.4

(b) Recall vs. 1-Precision.

Figure 5.14: Performance evaluation when testing the 3D Gaussian filter.
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Figure 5.15: Performance evaluation when testing the 3D Gaussian filter.
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Parameter: Number of scales

In this section the performance when varying the number of scales searched for
people is evaluated.

Parameter: Number of scales

Number of scales ns = 3, 5, 7

It is perhaps straightforward that an increase in scale density should increase the
performance, but with an increase in the number of scales comes with a computa-
tion cost. The parameter ns has an upper limit, you cannot have more scales in a
resolution interval than the resolution supports. During this test this restriction is
no problem, the number of scales have been chosen so this would not occur. The
result can be seen in figures 5.16 and 5.17.

DISCUSSION The performance has increased with equal steps when using more
scales for all the performance measures except centroid displacement. The centroid
displacement didn’t change much, which is a result that is not especially surprising
since nearby scales often has high values at the same locations as the correct
scale.
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Figure 5.16: Performance evaluation when testing with different number of scales.
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Figure 5.17: Performance evaluation when testing with different number of scales.

5.2.5 Multi-View Extension Evaluation

In this section the multi-view extension is evaluated. The extension is described
in section 3.1.4.

The multi-view extension has been trained on the Multi-View Training dataset
and it has been evaluated on the Random Walk Two dataset. Since the Multi-
View Training dataset is small the result cannot be compared to the result when
using for example the INRIA dataset for training. It can however be compared to
a single detector trained on the combined Multi-View Training dataset from all
the views with the same parameters to see whether it improves the detection in
any way.

Parameters: Training

Number of trees, T = 6
Number of binary tests, B = 3000

Since the dataset is small and has a low diversity there is a risk for over fitting.
The test is to see whether the multi-view training improves the result, but since
there is a risk for over fitting the result may not be reliable. The result can be
seen in figures 5.18 and 5.19.

DISCUSSION The detector trained on the combined views seems to have chosen
detections more or less at random. The detections that were good enough to be
chosen as correct had both the wrong size of their bounding boxes and displaced
centroids. The multi-view did much better but a proper dataset would be needed
in order to fully test this extension.
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(b) Recall vs. 1-Precision.

Figure 5.18: Performance evaluation of the multi-view extension.
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(b) Centroid Displacement vs. Threshold.

Figure 5.19: Performance evaluation of the multi-view extension.
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5.2.6 Temporal Extension Evaluation

In this section the evaluation done on the temporal extension are presented. The
extension is described section 3.1.5.

Since the extension needs a video feed the detector have been tested on the Random
Walk Two dataset. The detector uses the reference training from the Parameter
Evaluation: Training described in section 5.2.3. The reason for the evaluation
done here is to see how this extension affects the performance and if any speed up
is gained. The performance results can be seen in figure 5.20 and 5.21.

DISCUSSION The temporal extension reduce the performance at low FPPI but
have equal results at higher FPPI for this dataset, but it gives a speed up of 30%
which is significant. In other words, depending on the threshold the temporal
extension may reduce the performance to some extent, but it will speed up the
program. Since the training used here gives quite poor performance regardless of
extension or not, it might be interesting to test this extension on a better trained
detector, e.g. the training discussed in 5.2.2. In that case it would be interesting to
look at the possible performance loss around the area of an acceptable miss-rate.
Regarding the speed up, it is of course dependent on the area of moving objects,
as discussed in section 3.1.5, which means that it is dependent on the content of
the video.
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Figure 5.20: Performance evaluation of the temporal extension.
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(b) Centroid Displacement vs. Threshold.

Figure 5.21: Performance evaluation of the temporal extension.

5.3 Complete System Evaluation

The first part of this section describes how the evaluation of the complete system
was performed and how it can be interpreted. The second part presents the results
from the system evaluation together with a minor discussion.

5.3.1 Evaluation Layout

The purpose of the evaluation is both to measure how close the 3D position es-
timates are to the ”truth” and to see how consistent the error estimates of the
3D positions are to the real error. How the 3D position and error estimates are
calculated can be seen in chapter 3.4 and in even more detail in the parallel thesis
[29].

Performance: 3D Position Estimate

The layout for the evaluation is that two cameras observe an area but only one
of them is used to estimate the PoI location. The resulting positions are then
projected into the other camera where the PoI image location is known for all
frames (where he or she is visible). The distance between the projected position
and the centroid of the PoI in that camera is calculated for each frame, and is
called the ”backprojection error”. The error is measured in pixels and is therefore
dependent on the resolution of the camera as well as the distance to the estimated
path. To avoid this a normalization factor is used.

The normalization factor is calculated by calculating the distance, in image co-
ordinates, between the projection of the estimated 3D point and a point shifted
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1 cm from that point in a direction so that a right triangle is formed, see figure
5.22. The unit of the error is now in cm and could be interpreted in the same way
independent on what camera is used. This gives a comparable measure on how
close the 3D position estimates are to the ”truth”.

Figure 5.22: A visualization of the normalization factor calculation

Performance: 3D Position Error Estimate

The second evaluation part is to see how consistent the error estimates of the 3D
positions are to the real error. This is done in the same manner as the above
measure but instead of using a shifting of 1 cm in the normalization the error
estimate is used. This gives an indication of how good the error estimates are.
An error below 1 indicates that the real error is within the error estimates and an
error above 1 means that the estimates are too small. A to small value indicates
that the error estimates may be overestimated.

5.3.2 Evaluation

The evaluations of the complete system are divided in three different parts. The
first part is to test what errors the complete system has when the ground truth
detections is used for both the People Detector and the PoI Recognizer. This gives
a baseline of comparison, i.e. an indication of the minimal error you might expect.
The ground truth is extracted using the software described in chapter 4.2.2. The
second part is to see what increase in error the implemented People Detector will
contribute to and the last part will indicate what errors you might expect from
the final system, including the PoI recognizer implemented by Victor Johansson
in the parallel thesis [29].

The evaluation has been performed on the Random Walk Full System dataset,
and the people detector used is the one discussed in 5.2.2 with the use of 30
scales. The dataset is 1:41 minutes long with a frame rate of in average 15 frames
per seconds where the PoI where observed 1331 times in the ground truth. The
performance has been evaluated with both unfiltered, filtered, and filtered and
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predicted 3D position estimates in order to evaluate the Kalman filter, discussed
in section 3.5.

The height displacement and the centroid displacement discussed in section 5.2.1
are used by the position estimation, see section 3.4, in order to estimate the er-
ror margin. When using ground truth for both the people detector and the PoI
Recognizer, the errors are caused by small deviations because of the manual se-
lection of the bounding boxes. In that case both the height displacement and
the centroid displacement has been chosen to 2%. When using a people detector
the performance of that detector have been used, which during these evaluations
where 10% height displacement and 7% centroid displacement. Other error sources
for the position estimation are e.g. errors in both camera positions and camera
orientations.

Ground Truth People Detector and Ground Truth PoI Recognizer

The result of the evaluation done with the ground truth people detector and ground
truth person of interest recognizer can be seen in figure 5.23, and in figure 5.24
the distribution of the error seen in figure 5.23b is presented. A comparison with
the other two setups is discussed in section 5.3.2, where table 5.1 and figure 5.29
illustrates the differences in performance.

When using the unfiltered positions the mean error correspond to 42.0 cm, the
filtered positions gives a mean error of 41.4 cm, and the filtered and predicted
positions gives a mean error of 41.2 cm. This gives a performance improvement of
1.3% and 1.9 % respectively compared to the unfiltered mean error.

DISCUSSION You might think ground truth would give no error, but the ground
truth is ground truth in the sense of people detection and the PoI recognition and is
not always optimal for the position estimation. The position estimation assumes
that the centroid of the person is located at the centroid of the bounding box,
but this is not always the case. If the person holds an arm out, the bounding
box will enclose that arm in the ground truth and the centroid of the bounding
box will not be the centroid of the person. Moreover the two cameras used in
this evaluation observes the scene at wildly separated views, see figure 5.1, which
makes the centroid displacement seen only at one view at the time and we get a
natural difference in estimated position. The Kalman filter seems to have reduced
this behavior to some extent since we get an increase in performance on both
filtered and predicted positions.

When looking at the error distribution in figure 5.24 it can be seen that the main
body is above 1, which indicates that the errors are underestimated. Some of
the error sources discussed in Victors Johansson’s thesis [29] have been underesti-
mated.
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Figure 5.23: Evaluation result when using ground truth for people detector and
person of interest recognizer.
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Figure 5.24: Distribution of the performance of 3D position error estimate for the
unfiltered, and filtered and predicted positions.
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People Detector and Ground Truth PoI Recognizer

The result of the evaluation done with the people detector and the ground truth
person of interest recognizer can be seen in figure 5.25, and in figure 5.26 the
distribution of the error seen in figure 5.25b is presented. A comparison with
the other two setups is discussed in section 5.3.2, where table 5.1 and figure 5.29
illustrates the differences in performance.

When using the unfiltered positions the mean error correspond to 51.1 cm, the
filtered positions gives a mean error of 45.5 cm, and the filtered and predicted
positions gives a mean error of 51.9 cm. This gives a performance improvement of
11.0% and -1.6 % respectively compared to the unfiltered mean error. During the
evaluation the PoI where observed 59.4% of the possible times.

DISCUSSION The filtered positions give a much better performance than the
corresponding unfiltered positions which indicates that the filter works. However
the predicted positions reduce the performance to the extent that the overall per-
formance is lower, in mean, than the unfiltered. This is not that surprising since
predictions are made where data are unavailable, so unless the data structure is
clear, e.g. the PoI walking on a straight line, the predicted data should give more
errors than data based on observations. A reason for the performance loss could be
that the number of observations is too low or that the estimates are deviating too
much between observations so the Kalman filter cannot perform good predictions.
In this test the PoI where observed 59.4% of the possible times which could be
the reason for the larger mean error compared to the baseline. An observation
made during the evaluation is that the people detector have a hard time detecting
people when they are somewhat occluded and it doesn’t get good detections when
people have their side towards the camera. The INRIA dataset, which was used
for the training of the people detector, has mostly front and back images of people
which could be the reason for the poor result.

When looking at the error distribution in figure 5.24 it can be seen that the main
body is almost completely below 1, which indicates that the errors are well esti-
mated. Since true positions outside the error margin is unwanted, and there still
are some parts of the main body above one, some error source may be underesti-
mated.
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Figure 5.25: Evaluation result when using the people detector and ground truth
for person of interest recognizer.
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Figure 5.26: Distribution of the performance of 3D position error estimate for the
unfiltered, and filtered and predicted positions.
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People Detector and PoI Recognizer

The result of the evaluation done with the people detector and the person of
interest recognizer can be seen in figure 5.27, and in figure 5.28 the distribution of
the error seen in figure 5.27 b is seen. A comparison with the other two setups is
discussed in section 5.3.2, where table 5.1 and figure 5.29 illustrates the differences
in performance.

When using the unfiltered positions the mean error correspond to 91.8 cm, the
filtered positions gives a mean error of 83.4 cm, and the filtered and predicted
positions gives a mean error of 88.0 cm. This gives a performance improvement of
9.1% and 4.1 % respectively compared to the unfiltered mean error. During the
evaluation the PoI where observed 80.6% of the possible times.

DISCUSSION The filtered positions give a much better performance than the
corresponding unfiltered positions which indicates that the filter works. As in the
previous test where the ground truth were used as the person of interest recognizer
the performance is reduced when using the filtered and predicted positions , in
mean, compared to only the filtered positions. The reason for this is discussed in
the section People Detector and Ground Truth PoI Recognizer above.

When looking at the error distribution in figure 5.24 it can be seen that the main
body is almost completely below 1, which indicates that the errors are well esti-
mated. Since true positions outside the error margin is unwanted, and there still
are some parts of the main body above one, some error source may be underesti-
mated.
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Figure 5.27: Evaluation result when using the people detector and person of in-
terest recognizer.
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Performance Comparison

Figure 5.29 and table 5.1 works as a base for the performance comparison presented
in this section. The figure shows the improvement the filtered positions and the
filtered and predicted positions gives to the position estimates compared to the
unfiltered positions and the table shows the improvement and the mean error
of the unfiltered, filtered, and filtered and predicted positions for the different
cases.

The result from the evaluation when using the People Detector and Ground Truth
PoI Recognizer is close to the baseline at least for the filtered positions. However
the lower observation rate, 59.4%, makes the prediction worse. The use of the
People Detector and the PoI Recognizer has a PoI observation rate of 80.6% which
is higher compared to the ground truth as the person of interest recognizer. This
indicates that the person of interest recognizer have made wrong classifications
and/or accepted bounding boxes of the PoI that where to small in order to be
classified as a correct match according to the correct match criteria, for the correct
match criteria see section 1.6. This may be the reason for the unfiltered mean error
being almost twice as big compared to the other evaluations. Despite this it seems
to be enough useful information for the Kalman filter to improve the estimated
positions.
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Table 5.1: Performance comparison between the different complete system evalu-
ation types.

Figure 5.29: Improvement comparison between the different complete system eval-
uation types.





Chapter 6

Discussion and
Conclusions

This chapter contains discussions and conclusions regarding the system. The chap-
ter is divided in three parts, first the people detector (which is one of the main
parts of the system) is treated and then the system as a whole. Lastly some
things are said about what could be done for this application in the future. The
discussion made here is an overall discussion, for a more detailed discussion on
the specific evaluations see chapter 5 where the evaluation done on the system is
presented. Furthermore there is only a brief discussion on the person of interest
recognizer under section 6.2 in this chapter since it is one of the main focuses in
the parallel thesis by Victor Johansson [29].

6.1 People Detector

Cascade detectors have been used before to gain improvement in multi-view de-
tection purpose. In this project it hasn’t been possible to test the effect of the
cascade detector properly since the dataset used is too small. The important as-
pect of multi-view detection is not only to find the people but also enclose them
properly in order to get good position estimates and easier classification for the
recognizer. The detector with the best performance is the one thoroughly trained
on the INRIA dataset, section 5.2.2, but since that dataset mainly have images of
peoples front and back taken at head height the performance in real life scenar-
ios are reduced, especially in situations where people have their side towards the
camera or the viewing angle is to steep.

Since the detector have performed well in situations where only the front and
back views are present, when testing the INRIA crop dataset, the method have
potential. In order for the detector to be useful it needs to be trained, preferably

69



70 Discussion and Conclusions

in cascade or in another multi-view manner, on a large dataset with multiple
view-points of cameras and people and with at least as large diversity of people
appearances as in the INRIA dataset.

The temporal extension has a potential to be useful, since it made a 30% speedup in
the test case. It could possibly remove false positives if static objects with similar
appearance as people where present. In the evaluation the temporal extension
could cause a performance reduction, mainly because of people standing still in
the beginning of the used sequence. This could be avoided if the analysis begins
before the interesting time interval, interval containing the PoI, in order for the
background model to stabilize. The background model used is one of the simplest
there is and it is sensitive to rapid light changes and is dependent on frame rate
and object speed. It works well in the evaluation but it would be better with a
more stable and less parameter sensitive method for background modeling.

6.2 Complete System

When using the ground truth for detection, the PoI path can be estimated with
visually good result, but regardless of this the mean error at 41.2 cm is far from
zero. This means that the position estimates by themselves have errors even if
they are fed with good detections. But since the path can be estimated it falls to
the concussion that it is possible, given a good enough people detector and PoI
recognizer, to track a person’s movement with monocular cameras in the way that
it has been done in this system. A position error of 41.2 cm is enough for the
result to be useful, especially when the main application is to see in what area the
PoI moves. As mentioned in section 1.3 (Purpose and Goals) the thesis main goal
were to implement a people detector made to work in the system. When using the
people detector in the system it gives a mean error of 51.9 cm. It is a bit higher
than the baseline and could be improved but it works in the system. Another goal
where to be able to reduce noise in the position measurements. According to figure
5.29 filtering has improved the result in all tests, which leads to the conclusion
that the noise reduction works. The second goal regarding position estimation
were whether the position of the PoI could be predicted if position data were
unavailable. According to the evaluation the system could predict the positions,
if there are no big gaps with missing data. The more data that are missing, the
larger the positions uncertainty measure will become.

Continuing to the goal of the project, see section 1.3, which was to achieve as high
level as possible in the restriction levels, see table 1.2, defined in the beginning of
the project. Below is a list of the current status of each variable (for variables see
table 1.1) in the restriction levels:

• Color information from cameras: the system only supports the use of color
images (3 channels) - Lowest Demand.

• Color variance between cameras: the system has not been evaluated with a



6.3 Future Work 71

dataset with high color variances between cameras but a low variance works
- Lowest Demand.

• Knowledge of global position and angle of cameras: known - Lowest Demand
(and only option).

• The cameras intrinsic parameters: the system can calibrate the intrinsic
parameters from calibration images taken with the surveillance cameras -
Highest Demand.

• Calibration images: Available - Lowest Demand (and only option).

• Height of person of interest: known with uncertainty measure, position esti-
mates are dependent on an assumption of the height of the person of interest
- Lowest Demand.

• Freedom regarding placement of cameras: have only been evaluated on a
dataset where the cameras have been placed at similar angles. However the
people detector used have been trained on images of people taken at head
height but the cameras used in the evaluation where placed according to
figure 5.1 with an apparent downward angle. This indicates that the system
might work with at least limited freedom regarding placement of cameras. -
Lowest/Highest Demand.

• Sequence where the person of interest is seen: at least one video sequence
available- Lowest Demand (and only option).

According to the restriction levels in table 1.2 the system achieves level 2 or 3 of
the 6 listed, at least for the datasets used in this project. Reaching to a higher level
would be difficult since it would mean that the system would need to handle large
color variance between cameras which is especially difficult for the PoI recognizer.
An even higher level would mean that a method to estimate the PoI’s height would
have to be implemented (or find some other way to get depth information).

As it is now the bottle neck of the system is the detector and the recognizer. As
mentioned above the people detector must become better at locating people that
has their side towards the camera and the recognizer has to reject bad detections
that are of the correct person but perhaps only of the legs. In the evaluation
the use of the detector and the recognizer give useful information, but in a larger
dataset with more cameras, accuracy is even more important. In the dataset used
for the complete system evaluation there are only two cameras and the possible
area of the PoI is limited making the possible errors limited.

6.3 Future Work

Below follows a list of improvements and possible extensions that could be made on
the system in order for it to increase its accuracy and become easier to use.
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• Extended multi-view dataset: construct or find a multi-view dataset with
images of people taken from multiple camera view-points and angles towards
the people, and with people appearances with a large diversity.

• Better background model: change the background model to a proven higher
performing, e.g. Adaptive Mixture of Gaussians [39], and Particle Swarm
Optimization [42], that is less sensitive to changes in lightning and parameter
choices.

• Shadow, lighting, and reflection removal: uneven lighting, shadows, and
reflections may introduce false detections which complicates the situation
for the background model. There exist a number of methods aiming to
reduce and remove uneven lighting, shadows, and reflections, e.g. [30][19][5].
Shadows and reflections have not been a problem in the datasets used for
the evaluation in this project, but for the system to be used in a more
varying environment, e.g. outdoors, reduction and removal of shadows and
reflections may be needed.

• Automatic calibration of camera inner parameters: one goal for this system
is to be user-friendly and to reduce the manual labor. By using automatic
calibration there will be no need to take images of calibration patters of all
cameras used. There exist a number of methods of doing this [6][32], many
of which look at people detections over time and their vanishing points.

• Body height estimation: for the system to be even less dependent of manual
input there are methods for body height estimations, e.g. [10][23]. Whether
these could be used on images from surveillance cameras, which often have
low resolution, will need to be investigated.

• Pose estimation: a usual pose of people walking is with the head slightly
down and this will affect the position estimation if the detection bounding
box becomes smaller. Another and perhaps even more important aspect is
that with a good pose estimation the persons real centroid could be calcu-
lated instead of the centroid of the bounding box, and the position estima-
tion could thereby become more accurate. Some methods trying to estimate
poses from videos and single images [33][8][7][35], and these methods could
by themselves be used as people detectors.

• People detectors: other methods for people detection may be tested and
combined.

• PoI recognizers: other methods for re-identification of the person of interest
may be tested.

• Distortion reduction: many surveillance cameras have at least to some ex-
tent wide eyed lenses and these suffer by barrel distortion. Significant barrel
distortion could reduce the performance of both the detector and the recog-
nizer and in that case it would be interesting to reduce this type of distortion.
Since the intrinsic parameters are obtained by the system this could be done
without too much work but it has not been implemented in the system.
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• Utilize behavioral information: it is more than the appearance of a person
that identifies people; how we walk and interact with other people also gives a
lot of information. In cases where the appearances of two people are similar,
which is likely to happen outdoors in the winter, the gait may be used in
order to separate them [41] [45].

• Utilize overlapping cameras: when cameras are overlapping the combined
information can be used in order to get better position estimates in that
area. There has been work done in this field, e.g. [34].

• 3D result visualization: instead of projecting the 3D position into a plane, a
full 3D visualization could be used. This is extra useful when e.g. there are
surveillance cameras on multiple levels in a building.

• Time adjustable visualization: adds the functionality to follow the person of
interest’s movement trough time. As it is now all positions are visualized at
the same time, which is not user friendly if the application is to be used to
follow a person of interest’s movements.

• Utilize information of the surroundings: adds the functionality to use e.g.
blue prints of buildings to further reduce the possible movements of a person
of interest.
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