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This thesis is written to explore the possibility of generating planet shaped virtual worlds. Today’s
computer games present more and more complex worlds but have yet to show us a complete spherical
world in large scale. The thesis goes in to describing a data structure sufficient for the task as well as
describing how to use the structure.

We evaluate previously done work for planar worlds and use this as a base when defining our new
structure. Since a lot of work has been done in this area for planar worlds there exist several well defined
concepts that can either be used as is or with a few minor changes. But certain parts needs to be replaced
by new concepts since what we want to describe differs much from traditional virtual worlds. The result
is a structure that enables a user to interact in real-time with a planet shaped terrain surface.
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Abstract 
This thesis is written to explore the possibility of generating planet shaped virtual 
worlds. Today�s computer games present more and more complex worlds but have yet 
to show us a complete spherical world in large scale. The thesis goes in to describing a 
data structure sufficient for the task as well as describing how to use the structure. 
 
We evaluate previously done work for planar worlds and use this as a base when 
defining our new structure. Since a lot of work has been done in this area for planar 
worlds there exist several well defined concepts that can either be used as is or with a 
few minor changes. But certain parts needs to be replaced by new concepts since what 
we want to describe differs much from traditional virtual worlds. The result is a 
structure that enables a user to interact in real-time with a planet shaped terrain 
surface. 
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1 Introduction 

1.1 Motivation 
There are several methods to describe virtual terrain but almost all of these methods 
are based on the premise that we want to describe a flat world. A flat world like this 
may indeed have an uneven topology but it lacks the curvature of a real world. This 
means that the world ends with an edge unless it is infinitely large. 
 
If we instead want to describe a planet shaped world and that in real-time, we first 
need to come up with a method that allow us to do this. Virtual worlds are always 
evolving to present more realistic environments and going from planar to planetary 
worlds is a natural and yet extensive step in this process.   
 

1.2 Objective 
The purpose of this thesis is to define a method to enable real-time presentation and 
editing of planet shaped (i.e. oblate spheroid) virtual worlds. The focus will lie on 
handling different level-of-detail of the geometry. To test this method an 
implementation of the same will be made. The implementation will be done in C++ 
using OpenGL (Open Graphics Library, [1]) to draw the graphics for the MS Windows 
platform. 
 

1.3 Delimitations 
The thesis will mainly focus on the geometric representation and secondly on the 
texturing. Textures are important to give computer graphics a more realistic look but 
since texture are put on to the geometry, and not the other way around, we choose to 
focus on the geometric description. 
 
For the geometry part we will only consider a height-field representation. That means 
that the level value for the mesh is a function of the direction from the planet�s centre  
(i.e. one height value per direction). This limitation of the possibility to create certain 
types of terrain will not be an issue since the type of terrain at interest is of the kind 
that can be represented by a function. 
 
To store a huge amount of data we either need large amount of storage space or go 
deep in to compression techniques. In the thesis we assume that the user have 
enough storage space to store created planets and not discuss any compression. 
 
When it comes to texturing we will try to find a sufficient method that works with our 
solution for the geometric part. But the focus will lie on the terrain geometry. 
 

1.4 Overview 
The Background chapter covers some basics computer graphics concepts before 
comparing a couple of papers relevant to terrain computer graphics. The third 
chapter explains how previous concepts can be altered to create a structure able to 
describe ellipsoid shaped virtual world. In the fourth chapter some of the more 
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interesting parts of the implementation are described. The last two chapters prior to 
the references are the result and discussion. 
 
The report is written with people interested of computer graphics in mind. Prior 
knowledge of terrain modelling will make the report easier to follow. 
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2 Background 

2.1 General computer graphic concepts 
Here follows a brief presentation of some basic computer graphic concepts. A good 
book to get more in depth knowledge of 3D Computer Graphics is [2] by Alan Watt. 
 
Rendering. Rendering, in computer graphics, is the concept of transforming a 
digital representation to screen space creating a raster image (i.e. creating an image 
made up by pixels). For the rendering part we will rely on OpenGL, which is a library 
that supplies programmers with functions to render computer graphics. OpenGL also 
enables hardware support. How the rendering is done is a whole other area of 
research that this report will not cover. 
 

 
Figure 2-1 Four examples of different polygons. 

 
Polygons. You can not go that deep in to three dimensional graphics before you get 
in contact with polygons. Polygons (see Figure 2-1) are plane figures closed by three 
or more edges (i.e. three or more points). When creating polygonal models a set of 
these polygons are put together to form a surface called a polygonal mesh (Figure 
2-2). Mostly used is the triangle, and a triangle is often what is specifically meant by a 
polygon. Because of the triangle�s simple shape it is the preferred choice for close to 
all real-time three dimensional applications. Working with polygons, as well as three 
dimensional graphics in general, involves a lot of linear algebra. This since polygons 
is described using vectors. Position, orientation, lighting, scaling etc. is all done using 
vectors, and this is what is driving modern graphical hardware to be focused on 
handling these type of calculation as fast as possible. 
 

 
Figure 2-2 A polygonal mesh. 
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Level-of-detail. Level-of-detail is one of the most, perhaps the most fundamental 
part of real-time visualization of large terrain data sets. Different techniques have 
been considered in numerous of different papers to reduce the amount of data used 
in each frame ([3], [4] and [5]). This because there is a limit how many triangles that 
can be drawn per time unit (what is called fill rate) and how much data the computer 
can handle at the same time, that while keeping a sufficiently high-resolution 
representation for the terrain to look correct. Even though computer graphics 
hardware is evolving quickly there is still a demand for solutions that ease the load on 
the computer. This is not likely to change since next generation hardware is not used 
to produce the same result quicker, but more advanced and fancy graphics at the 
same rate. Figure 2-3 illustrates how a model can be presented in different levels of 
detail. 
 

 
Figure 2-3 Polygonal spheres with different level-of-detail.  

 
View-dependent level-of-detail. Since terrain is such a spatially vast type of 
object, view-dependency can be used to reduce the resolution significantly far away 
from the viewer ([3], [4] and [6]). This while rendering the terrain closer to the 
viewer and/or complex geometry (i.e. hilly terrain) with a higher resolution. Even if 
there is a low amount of occlusion in a scene, the resolution of far away topology can 
be reduced without great visible effect on the result. That is because fewer pixels per 
terrain area are used to display this information. The goal with view-dependency is to 
draw everything in a scene with just enough resolution for the end result to look 
good. Figure 2-4 shows an example of a mesh with higher level-of-detail closer to the 
camera. 
 

 
Figure 2-4 Mesh with view-dependent level-of-detail. 
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2.2 Related work 
Several methods [7], [8], [9] and [10] uses TINs (Triangulated Irregular Networks) 
that produces meshes were triangles are placed to give the best result given certain 
constrains (triangle count, error bounds etc.). Irregular grid meshes are more time 
consuming to create than those of regular grids, especially if we want a view-
dependent level-of-detail. 
 
A TIN method that produces a view-dependent mesh is presented by Hugues Hoppe 
[9]. Hoppe also introduces efficient real-time creation of geo-morphs for smooth 
transition between different resolutions. Vertices are morphed over time to eliminate 
popping in the mesh. Geo-morphing on arbitrary meshes, as in [9], is more complex 
than on regular meshes where all triangles are more evenly shaped. 
 
Another view-dependent real-time TIN method is described by Daniel Cohen-Or et al 
[10]. The TINs used here is created using Delaunay triangulation which creates 
meshes where all triangles angles are kept as close to sixty degrees as possible. Close 
to equilateral triangles facilitate smooth transitions between meshes at different 
resolutions. Since Delaunay triangulation is a computationally heavy algorithm the 
meshes is needed to be created off-line before viewing. TIN meshes are always harder 
to create then regular ones. 
 
There are several articles written about methods to produce a regular mesh with view 
dependent level-of-detail. Losasso et al [3] describes a method that uses several 
clipmaps at different resolutions. Small high-resolution maps are used close to the 
viewer and larger with less resolution is used further away.  Lindstrom et al [4] uses a 
hierarchic structure with dual quadratic trees with vertices. This gives a bottom-up 
model where the mesh is incrementally refined from the most coarse level to a mesh 
adapted for the current view, compared to the incremental decimation technique in 
[3]. Duchaineau et al [6] uses a similar approach to [4] that they call Real-Time 
Optimally Adapting Meshes (ROAM). This method stores right isosceles triangles in a 
dual binary tree. The method is simple and straight forward and also describes how 
to produce a mesh with a predefined number of triangles. 
 

2.3 Selecting method 
None of the reviewed methods handles anything but planar terrain, but there are 
concepts that can be useful. The tree structure simplifies the possibility to use frame-
to-frame coherence to ease the updating of the mesh. Only a few number of nodes is 
needed to be updated each frame. This is of course true for all hierarchical structures, 
but with a regular triangulation splitting and merging of nodes it is possible to do 
with minimum effort. 
 
Because of ROAM�s simple yet powerful structure it is fast and intuitive. And since 
the structure is hierarchic it can easily be used to, from a simple base with a very 
limited number of triangles, incrementally refine the mesh in to a detailed ellipsoid-
shaped planet. That is to create a cube and refine this in to a sphere, compared to 
creating a complete spherical planet and decimate this in to a cube. 
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2.4 ROAM 
Here follows a brief presentation of the ROAM algorithm. The method is first defined 
in [6] by Duchaineau et al. which gives a thorough description. [11] and [12] also 
describes ROAM but gives more detailed descriptions on how to implement the 
concepts. 
 
Bintree triangulation. With ROAM we define one or more binary trees (i.e. 
bintrees), in which every node represents an isosceles right triangle. To increase the 
mesh�s resolution we add two child nodes to every leaf node, this is the same as 
splitting all triangles in two thus doubling the resolution (Figure 2-5). The deeper we 
make the tree the more high-resolution the mesh becomes. It is only the current leaf 
nodes that represent the mesh. The none leaf triangles are not a part of the mesh 
since the two children of every none leaf node replaces their parent. 
 

 
Figure 2-5 Adding child nodes to a bintree node splits triangle in two. 

 
Dynamic continuous triangulation. Splitting or merging of all triangles 
simultaneously gives the same resolution all over the mesh. But if we limit the splits 
to a subset of the triangles we can acquire meshes where the resolution differs over 
the mesh. This enables the use of adaptive level-of-detail that can be used to create 
view-dependent meshes where the resolution is adapted to fit our needs. High 
resolution is used where needed, that is close to the camera as well as to represent 
further away parts of the terrain where the topology changes quickly. 
 

 
Figure 2-6 Diamond shape in ROAM-mesh. 

 
To ensure the continuity of the mesh (i.e. a mesh without holes) we need rules on how 
to split triangles. Two triangles that share a common base is called a diamond, seen in 
Figure 2-6, if one of its triangles is split the other one should be split as well. This to 
prevent T-junctions which can produce holes in the mesh (Figure 2-7). There is one 
case where we can not restrict us to split only diamonds, this is when a triangle base 
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is part of the edge of the mesh. In that case the triangle is simply split on its own. If 
we do not take certain actions to prevent these T-junctions the viewer will see 
through the mesh. This occurs whenever the vertex, that is added when creating the 
T-junction, is moved away from the mean height of the line that was split when 
creating the junction. Even if we try to place the vertex exactly at that point these 
kinds of holes will appear because of rounding errors. 
 

 
Figure 2-7 T-junction causing a hole in the mesh. 

 
Forced split. A situation that can occur when trying to split a triangle is that the 
triangle that shares the base edge is at a lower resolution. This means that the 
triangle to be split is not part of a diamond. We then need to split the neighbouring 
triangle first. This can give raise to a series of recursive forced splits as showed in 
Figure 2-8 to allow the first triangle to be split. Using forced splits and stop splitting 
if a recursive forced split fails ensures us that we never split any triangle that is not 
part of a diamond. 
 

 
Figure 2-8 Recursive forced splits to enable split of grey polygon. 

 
Error metrics. To decide when we are to split a triangle we need a way to calculate 
the error of a certain resolution triangle compared to the next level resolution. Then if 
the error is over a certain threshold value we split the triangle and check the new 
triangles if they have an error level low enough. The error metrics is defined so that 
hilly and/or close by terrain produce higher error levels than plane and/or far away 
terrain at the same resolution, this to minimize the on screen error for the viewer. 
The error values that are assigned to every one of the triangles are calculated using 
the topology of the mesh. Then using the error metrics the distance from the viewer is 
added to give a view-dependent error value. 
 
Split and merge queues. While processing the binary triangle tree all triangles are 
put in to a split queue and all mergeable diamonds are put in to a merge queue. Then 
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either the highest priority triangle is split or lowest priority diamond is merged. This 
is repeated until the optimal mesh is acquired. This method limits the number of tests 
that needs to be done at every update cycle. The triangles topologic error values are 
calculated when a triangle is created (i.e. when four triangles are created by splitting 
a diamond) and they do not change as long as the mesh is not edited. The view-
dependent error values needs to be calculated and recalculated as soon as the viewer 
moves to a new position. This occurs up to every new frame, within a single frame 
however all error metrics stay the same. 
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3 From planar to spherical 

3.1 Needed concepts 
Geometry. The ROAM algorithm works well to define planar worlds, but it is not 
possible to describe spherical worlds. Thus we need to adapt the algorithm to fit our 
needs. We also need to take in to account that large sets of data will be used, therefore 
data needs to be written to and read from secondary memory at the same time as the 
user interacts with the planet. 
 

 
Figure 3-1 Going from a planar height field to a spherical (2D cut). 

 
Figure 3-1 illustrates how the ROAM algorithm compares to what we want. In ROAM 
all vertices is given a vertical elevation value from a base plane. We want to define a 
structure where all vertices is given a height value that describe how far from a 
spherical surface, in the direction of the surface normal, the vertex is to be placed. 
 
As already mentioned in the delimitations we will not look in to other more complex 
representations where the surface mesh is not a function. All vertices are assumed to 
lie on a positive distance from the planets origin. 
 
Texture. We also need a way to texture the surface, this becomes an issue since a 
common high-resolution texture for all the planet is to large to keep in primary 
memory. Instead we need to find a way to ease the load on the memory while 
rendering sufficiently good views of the planet. Also we need a good way to map the 
texture on to the planet. This is a lot harder than in the case of the simple planar 
terrain since we need to map a rectangular shaped texture on an ellipsoid shaped 
world. 
 
Editing. Since we are not looking at creating a planet through some automated 
process using some procedural techniques we also need a way to edit our data. This 
editing process should be simple and intuitive without a demand of any special 
technical experience. The user should be presented with simple drawing tools that 
make it possible to draw directly on the surface. These drawing tools will differ widely 
in what they do; one could raise the ground level while another can change the 
surface type to wheat field, a third could mark out forest areas. 
 
In short it should be simple to edit the planet and the user should edit in a view as 
similar to the final viewing view as possible. 
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3.2 Geometry 
The cube. We want a bottom-up solution where we start with a coarse 
representation which we then incrementally refine to get a model of suitable 
resolution to render. So the first step we need to take is to manually define our lowest 
level-of-detail state. We define a cube made up of eight corners (of course) and twelve 
triangles, illustrated in Figure 3-2. 
 

 
Figure 3-2 Cube representing the lowest level of detail. 

 
This may not look as a planet, but consider a low resolution representation like this 
for a planet that is far away enough just to cover a single pixel on the screen. 
 
When defining the cube we start off with the vertices. We place these on one unit 
distance away from the origin (i.e. the cube has a radius of one unit and is centred 
over the origin). Then all vertices, seen as vectors from the origin, are scaled up with a 
given radius value. That is multiplying all vertex positions with the radius of the 
planet. 
 
Of course other forms than the cube have been considered (e.g. tetrahedron, double 
tetrahedron etc.). But the cube gives the most uniform distribution of triangles as well 
as the possibility to easily subdivide the surface in to quadratic patches. This is why 
we choose to work with the cube instead of any other geometric shape. Also we can 
consider the six sides of the cube as six separate cases for doing ROAM triangulation, 
that with additional changes of course. 
 
Triangles. A triangle is defined by three points. These points are defined before 
creating the triangle, either manually (i.e. when defining the cube) or they are derived 
from two points used in a parent triangle. 
 
We also give the triangle an error value to use when calculating the error metrics. The 
value is used both to validate if the triangle with its sibling is to be merged as well as 
validate if the triangle needs to be split. Two special cases exists, the root triangles 
should never be merged and leaf triangles of the highest possible resolution should 
not be split (i.e. infinitely large and zero error value respectively). 
 
The triangles are what actually make up the surface. Even thought the shape of the 
surface is described by the points the surface would not be a surface without the 
triangles. Just like a pinboard toy where several pins (the points) samples positions 
on a surface, if you draw triangles between the pins then you get a surface where the 
triangles linearly interpolates the depth values between the points. 
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Points. Points are first of all a position in our three dimensional space. But we have 
to extend our definition to cover the functionality we need. First, since we want to use 
geo-morphs, we need to know from which other position a specific point is morphed 
when created, and vice versa. To ease the creation of new points (i.e. splitting 
triangles) as well as manipulation (i.e. editing the planet) we also store a normalized 
direction vector from the origin and a height value. 
  
Every time a height value is read from or written to memory we need a way to know 
which value to read when loading old data as well as where to save an edited one. In 
short, we need to be able to identify all single points uniquely. Figuring out how to do 
this took some time. Actually, coming up with a non-redundant structure was 
probably on its own the problem that took the most time to solve during the thesis. 
The obvious solution, when finally coming that far, is based on that every point in the 
mesh is added when splitting a diamond in two. And the common feature of two 
triangles, which forms a diamond, is the baseline. Thus, if we can identify all lines, 
this can directly be used as an id for the point added when splitting the line in two. 
The four new lines created are each identified by their position in the tree. There are 
eight exceptions to this rule, those are the eight corner points that initially are created 
when setting up the triangle. Figure 3-3 shows how points relate to lines in the 
general case. 
 

 
Figure 3-3 How lines and points correlate. 

 
Resolution. For the planet to look good when viewing it up close it needs to be 
displayed with high enough resolution (i.e. the smallest triangle size needs to be small 
enough). To accomplish this we need to know how many times we are to subdivide 
the triangles. For this we need the function d(s, r) where d is the subdivisions needed, 
s is the size limit and r is the planet radius. This function determines an integer that 
is the number of subdivisions needed and is defined in Chapter 4.3. 
 
 
Water. To have water surfaces we could simply add an extra height value to all 
points which then represents the water level of our world. This solution will also 
prevent unwanted islets and pools due to different resolution in the water mesh and 
the mesh for the solid surface since these two meshes always will be of the same 
resolution. An illustration of how one of these islets could appear is seen in Figure 
3-4. 
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Figure 3-4 Unwanted islet due to difference in resolutions. 

 

3.3 Textures 
The bottom-up approach defined for the geometry of our method is not as easily 
applied on the texturing. Instead we are forced to use a top-down approach using the 
highest level-of-detail to render the next lower one. This gives us two types of textures 
in our representation. The first is generated by putting predefined images together 
according to which surface types the user has applied to the planet. The second type 
is a low resolution rendering of the first or second type (Figure 3-5). 
 

 
Figure 3-5 Textures at different level-of-detail for the same area. 

 
Given a surface library the user will be able to �paint� the surface of the planet with 
different texture brushes. These textures will be combined to form specific textures 
for all areas when needed. That is, when a specific area of the planet is to be drawn in 
high enough resolution, we create a high resolution texture for that area. The high 
resolution texture data is stored by assigning different texture values to all of the 
planet�s points.  
 
From the first type of textures we render new textures with lower resolution. These 
textures are not put in to the general surface library but are stored as a part of the 
specific planet. Textures as these may be created at several levels so that a suitable 
resolution is available to use when rendering the planet at any specific resolution. 
 

3.4 Objects 
Objects like houses, benches and trees etc. that are not a part of the topology could be 
stored in different ways. Either they can be grouped together with textures and then 
appear when a certain texture covers a large enough area. This can be a good method 
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to handle large forest areas where the same type of object appears in several instances 
in some given pattern. Another way to store this information is to keep an index of 
which objects that is situated within a certain area. This method would give the user a 
more precise control of where exactly an object is to be placed. 
 

3.5 Storage 
When our planet is created or changed we want to store all data representing it in 
secondary memory to ease the load on the primary memory as well as storing it for 
later use. We need to divide the data so that we can load only the information needed 
and then load additional parts when necessary. 
 
General information. General information about the planet is such as the radius 
by the equator and the eccentricity (i.e. the square root of one minus the ratio 
between the polar radius squared and the radius by the equator squared). 
Information about the number of levels of triangles representing the planet is also 
considered to be general. The number is set when creating the planet so that the 
longest side of the most high resolution triangle is shorter then a certain threshold. 
All this is information that is needed at all time, whether the user is editing the planet 
or just viewing it while panning over the surface. This information is kept in primary 
memory as long as the planet is open, it is also the data that is first to be created or 
loaded when creating a new or loading a previously stored planet. 
 
Height data. The height values for the planet are to be stored bottom-up in a 
hierarchical structure that allows values to be loaded in to memory when needed. The 
values for points that are added in an early stage of the planet refinement are stored 
earlier in the structure than points that are added at a later stage. 
 
Textures. All textures, but the highest level one, are stored as a part of a specific 
planet. The highest level texture is not stored with the planet but is generated when 
needed out of a set of library textures. Texture coordinates is not stored in secondary 
memory since these coordinates can be derived identically each time needed. 
 

3.6 Editing 
Editing of the data is issued by the user interacting with the planet using the editing 
tools. What needs to be updated depends on which tool that is being used. We need to 
be able to update all different types of data directly so that the user instantly can see 
how the applied changes look on screen. 
 
Points. Points can be changed in three ways. Firstly they can be elevated, secondly 
lowered and third their assigned surface type can be changed in to any other of the 
ones from the surface library. All of these changes are easy to apply as long as the 
point in mind is known and loaded in to primary memory. So we need a method to 
derive which points that are affected as well as a method for how to edit points that 
are not loaded in to primary memory at the point of edit. 
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Figure 3-6 Coverage of two point-trees. 

 
To identify which point or points that the user is manipulating we can use the fact 
that our hierarchical structure for storing points is defined so that one point tree is 
covering either one complete side of the cube or two fourths of two adjacent sides 
(Figure 3-6). Thus if we project the position clicked by the user down onto the cube 
we can then derive which point trees we need to search for affected points. Every 
single point on the cube is covered by two of these trees. If the brush used by the user 
affects a whole region of the planet then up to five trees needs to be searched. 
 
To derive which points that are affected in a particular tree we need to step down 
through the tree and at each level decide to which children we should continue to. 
This method will quickly eliminate a large amount of points that we do not need to 
validate according to if they are affected or not, illustrated in Figure 3-7. 
 

 
Figure 3-7 Traversing point-tree. 

 
So defining how to handle data in primary memory is pretty straight forward. But 
when it comes to data that is currently unavailable things become harder. We can of 
course use the same pattern to decide which points to edit but then we either have to 
load that points from secondary memory or store the change until those points are 
buffered in to primary memory. These two different approaches are illustrated in 
Figure 3-8. 
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Figure 3-8 Applying changes in order directly or dynamically.   

 
The first suggestion to read data from secondary memory when it is to be changed is 
probably easier to implement since no extra structures need to be defined. The 
background thread just need to read the data, change it and then write it back. This 
may however slow things down if large sets of data need to be read and written time 
after time. 
 
To instead keep all changes in memory until the data affected is needed will limit the 
amount of data that needs to be moved back and forth considerably. This however 
will make things more complex. First we need to record all editing input such as 
topology and surface changes, this data may be redundant if the user first elevates an 
area before lowering it again. Secondly we need to keep track of when certain changes 
have been applied so that the same change only is done once and then is removed 
from our record of changes. 
 
Textures. Textures need to be updated as soon as the user changes the type of 
surface on an area of the planet. If the planet has many textures at different 
resolutions then all of these textures that cover the altered area need to be updated. 
However we do not need to redraw all pixels of each texture. We can simply draw 
only the part where the texture is to be changed. So the procedure for updating the 
texture will be to first update the high resolution texture and then move on to 
updating the second highest resolution. This is done by using a patch of the highest 
resolution texture when drawing over a part of the lower resolution. This process is 
done recursively until the texture at every resolution is updated. Updating the 
textures can not be done until all points have been assigned the new surface type. So 
depending on which method used for updating the points the textures will be updated 
either directly or when all updated points have been buffered in to primary memory. 
 
Objects. Objects, which are part of a surface, such as forest trees will be added to the 
drawing pipe line when that surface is being used. Other objects such as houses will 
be explicitly placed by the user. Then the object will be given a certain position as well 
as an orientation. To remove such objects we simply need to delete an entity from a 
list of placed objects. 
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4 Implementation 

4.1 Overview 
The test implementation of the project defined in Chapter 3 will be done in C++ using 
OpenGL for the graphics. In this chapter we will suggest a few solutions for different 
parts of the implementation. The chapter will have conceptual style and a few 
algorithms will be presented using pseudo code. 
 

4.2 Threads 
A thread in computer terms is an entity that runs its own series of instructions, a 
program can consist of one or more parallel threads. We want our solution to have a 
buffer of height values that is kept current at all time. Therefore we will initiate two 
parallel threads, were the first is the main thread that draws the planet and handle 
user input (i.e. user interface), while the other is a background thread that keeps the 
buffer current as well as writing edited values to secondary memory (see Figure 4-1). 
The aim is to conceal all loading of data for the user. 
 

 
Figure 4-1 Background and foreground thread shares data. 

 
Since we want our background thread to load textures for the foreground thread to 
use we must explicitly declare that the two threads are to share such content. When 
programming for MS Windows this is done using the wglShareLists function [13]. 
For the X Windows System there exists such functionality within the GLX library. 
 
Our classes for the planet data needs to be thread safe since both the background 
thread and the foreground thread are to partially access the same data 
simultaneously. 
 

4.3 Hierarchic structure for objects 
Cube. The base object in our hierarchical structure will be the cube. The cube will 
hold twenty-six points, eight of these are the cube�s corner points and the rest are the 
lines between the triangles. For the triangles the cube will have twelve pointers each 
pointing at a root node for one of the triangle bintrees. Additional to the hierarchical 
data we also set a radius and an eccentricity value. All these data will make our cube 
represent a planet. We also add pointers to the split and merge queues. The cube and 
its main members are illustrated in Figure 4-2. 
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Figure 4-2 The cube with point and triangle members 

 
Triangles. The triangle object will be implemented to hold two pointers to child 
triangles. When the resolution is increased new triangles are created and added to the 
current leaf triangles. The mesh tree will be updated by the foreground thread prior 
to every new frame. Apart from the hierarchical data, pointers to the points making 
up the triangle are stored as well as neighbouring information. To use ROAM�s split 
and merge queues we also add pointers to next and previous queued triangles, a 
pointer to the triangles parent is also needed for that. 
 
Lines and points. The lines and points are closely related and will be looked upon 
as a single type of object (point). But this object may appear in two different states. 
The first one is when the only variables set are the height value and the terrain type, 
the second is when both position and the normal are set. The height value is set when 
the background thread buffers data in to memory and the other values when the 
foreground thread adds the point to the mesh. In addition to this, four pointers to 
children points will also be added to the structure. When storing point data in 
secondary memory we will group points together to reduce the number of different 
files that needs to be created and accessed. A file could then contain height values and 
surface values for a point together with the data for its child points and their children 
etc. The number of points stored in a file should be large enough to reduce the 
number of files that the background thread needs to access. On the same time we do 
not want to store too much data in the same file since this forces us to buffer large 
areas that are not of interest. 
 
Textures. Depending on which triangle that is drawn, every point in the mesh will 
have different texture coordinates. However a certain triangle will always be drawn 
using the same texture and texture coordinates. Thus we will assign a certain texture 
as well as texture coordinates to every triangle. The same texture will be used at 
several levels of resolution, this since we want to limit the amount of memory used. 
To know which texture that is to be used we will create a texture stack on which we 
push textures as we traverse the tree. Then we just need to pop the stack to get back 
to the lower resolution texture. When rendering a texture of lower resolution we use a 
predefined number of textures arranged in an n*n matrix and render these in to a 
new texture the first time the texture is created (Figure 4-3). When just a part of the 
area�s texture is altered we do not need to re-render all of the texture but only the 
parts that are changed. Depending on how large n value we define the number of 
different levels of textures will be determined. A larger n will result in a smaller 
number of levels and vice versa. No height field data is used in this procedure since 
we only are interested in the surface colour and not in the topology. 
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Figure 4-3 Creating a lower resolution texture from a 4*4 matrix 

 
Resolution. To know exactly how many levels of resolution needed we implement 
the function mentioned in the last chapter that calculates how many divisions we 
need to apply to get a highest triangle edge length that is below a certain threshold. 
First we define two angle values since all edges are split every second division. Then 
we use the widest angle to calculate the longest edge length. After that the loop is 
initiated and runs until the length drops below or equals the threshold. The initial 
angles are for the triangles highlighted in Figure 4-4. Each angle is defined by two 
vectors pointing out from the origin (i.e. the positions of the corner points). In the 
function we actually use half angles and edges to simplify the calculations. 
 

 
Figure 4-4 The two angles of interest.  

 
Algorithm for determine number of divisions needed: 
{ 
  Let SL = half size limit 
  Let R = planet radius 
  Let D = divisions made, initially zero 
 
  Set A1 = arcsine of 32  
  Set A2 = arcsine of 31  
 
  Set S = R * sine of A1 
 
  While S is larger than SL 
  { 
    If D is uneven 
    { 
      A2 = A2 / 2 
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      S = R * sine of A1 
      Increase D by one 
    } 
    Otherwise 
    { 
      A1 = A1 / 2 
      S = R * sine of A2 
      Increase D by one 
    } 
  } 
 
  D equals number of divisions needed 
} 
 
Geo-morphing. To ensure smooth transactions between different resolutions (i.e. 
to prevent popping) we need to include geo-morphs in our structure. This means that 
instead of just adding points at its actual position we set it in the middle of the line 
which the point is to split and move it over an interpolated line between its birth 
position and its actual position. The point is moved using a transition variable t that 
goes from 0 to 1 where 0 represents the birth position and 1 the actual position. We 
animate t over time. 
 
Geo-morphing for lowering the resolution is a bit trickier since we then need to time 
the merge of the triangles so that t for sure is 1. If the merge is done prior to t 
reaching zero we are most likely to see popping occur. Geo-morphing is not a new 
subject and several ways to do this has been considered, for example [14]. 
 

4.4 Tessellating 
Prior to rendering a frame we need to make sure that the mesh is updated to a 
sufficient resolution. This is done by arranging all splitable triangles (i.e. all leaf node 
triangles that are not of the highest resolution) in a split queue and all mergeable 
triangles in a merge queue. These queues are sorted once each frame since the view 
position may be changed. Then, if any priorities are high enough, the highest 
priorities merges and then splits are executed. 
 
While splitting or merging the two queues are updated to hold all triangles of interest 
and all triangles that are no longer of interest are removed. If a triangle is split it will 
be removed from the split queue and placed in the merge queue and its children 
triangles will be placed in the split queue. There is one exception when a split triangle 
is not placed in the merge queue. When a triangle is split just to make it possible to 
split a neighbouring one, then the split triangle will not be placed in the merge queue 
until the neighbouring triangle is merged. This is done to prevent any T-junctions in 
the mesh. Neighbouring triangles that need to be split are not found using the split 
queue but are found by using the neighbour information in the triangle with high 
split priority. 
  
Algorithm for tessellating terrain: 
{ 
  Let QM = merge queue 
  Let QS = split queue 
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  Sort QM 
  For every diamond (T, TB) in QM 
  { 
    If (T, TB) has low enough priority 
    { 
      Remove (T, TB) from QM 
      Remove (T, TB)�s children from QS 
      Merge (T, TB) 
      Add (T, TB) to QS 
      Add T�s and TB�s parents to QM unless they are of lowest 

level 
    } 
  } 
 
  Sort QS 
  For every diamond (T, TB) in QS 
  { 
    If (T, TB) has high enough priority 
    { 
      Remove (T, TB) from QS 
      Remove (T, TB)�s parents from QM 
      Split (T, TB) 
      Add (T, TB) to QM 
      Add any new triangles to QS unless they are of highest 

level 
    } 
  } 
} 
 
Algorithm for splitting triangle diamond: 
{ 
  Let T = triangle to split 
  Let TB = T�s base neighbour 
 
  If TB is of lower level than T 
  { 
    Split TB if unsuccessful stop splitting  
  } 
 
  Create new point P from baseline 
 
  Create four new child triangles 
 
  Add child triangles to T and TB 
 
  Set points in new triangles 
 
  Update neighbour information for T, TB and child triangles 
 
  Flag T and TB as parents 
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} 

4.5 Buffering 
What we need to buffer are two types of data. Firstly we need to buffer topology data 
which is height values. Secondly we need to buffer surface data, which are surface 
values and specific planet textures. To buffer this data we will program our 
background thread to traverse the point tree and load data from secondary memory 
that is needed in the current frame or likely to be needed in an upcoming frame. 
While doing this, data that is no longer needed will be freed from memory. As can be 
seen in the pseudo code below we run the buffer function on child points before 
testing if the point itself should be removed, doing this will result in that all child 
nodes are removed before their parent. 
 
Algorithm for buffering of data: 
{ 
  Let P = the point to buffer 
  If P is not loaded but needed 
  { 
    Load value to P 
    If texture exists, load it also 
  } 
  If P is loaded and needed 
  { 
    Buffer P�s children if P is not of highest level 
  } 
  If P is loaded but not needed 
  { 
    Remove children from P 
    If texture exists, remove it also 
  } 
} 
 

 
Figure 4-5 Not all points in memory is used in the current mesh. 

 
An advantage of having the background thread only handle points and textures is that 
the foreground thread is alone when handling the triangle trees. The foreground 
thread is then free to remove any triangles without any risk of conflict with the 
background thread. But even if the background thread only removes points that are 
not to be used we will have to check that these points are not used by the foreground 
thread since this can occur if the user moves back and forth over the planet. Figure 
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4-5 illustrates that several points can be loaded in to memory even though they are 
not used in every frame. 
 

4.6 Editing 
To edit our planet we need to read all user input and change data accordingly. One 
fundamental OpenGL function to use in this process is gluUnProject. What this 
function does is to apply an inverse projection on a coordinate in screen space in to 
the coordinates that a specific pixel was originally transformed from. So we can use 
this function to derive which coordinate in our planet space the user is pointing at. 
 
In our case there is really only one type of data that is edited, which is point data. The 
points can be altered in two different ways. Firstly the point�s position can be changed 
by increasing or decreasing the height value. Secondly the surface value can be 
changed from one surface type in to another. 
 
Traversing point trees. To actually edit our data we now need to derive which 
points that lies close to the area which the user wants to interact with. For this we will 
use the structure described in chapter 3.6. So for every point node in the tree we need 
to decide if that point is to be changed and then continue to all of its children that can 
possible be affected as well. 
 
Algorithm to update data when edited: 
{ 
  Let P = point to update 
  Let C = change applied 
 
  If P is within area of C 
  { 
    change P according to C 
  } 
  If any of P�s children can be within C 
  { 
    Change these according to C 
  } 
} 
 
When a point to be edited is found the data is altered according to which tool that is 
being used. When altering the height values of a certain point we also need to alter 
the birth position of its children since we want them to be morphed to the right 
position when triangles are merged. 
 
Textures. Textures are edited implicitly by changing surface values for points. As 
soon as a surface brush has been used on the planet we need to update the texture or 
textures that are being used for the altered area. When the high resolution texture is 
updated we can recursively go through all the lower resolution ones and update the 
altered surface parts. 
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4.7 Optimizations 
Memory handling. Allocation and de-allocating memory to store data can take up 
a lot of work from the computer. Thus optimizing this part will result in more time to 
do other things, like increase the resolution or draw more fancy textures. Since we 
keep a buffer filled with data at all time, which means that a lot of memory allocation 
instruction are carried out, this becomes one of the most important parts to optimize. 
[11] covers this and give good ideas how to handle the allocation and freeing of 
memory in an efficient way. 
 
Culling. When rendering hilly terrain as well as total opaque water surfaces a lot of 
polygons are either partially or completely occluded. These polygons do not affect the 
end result and can therefore be culled from the set of polygons that are to be 
rendered. The check whether or not a polygon is occluded is preferably done using a 
simple test that does not take that long to complete, so a fast method that does not 
cull any visible polygons but may leave some occluded ones is a decent method. Then 
there are polygons that lies outside the line of sight, these can also be culled from the 
polygon set to render. Figure 4-6 illustrates frustum (i.e. view-volume) culling and 
culling of occluded triangles. 
 

 
Figure 4-6 Left: Frustum culling, Right: Occlusion culling. 

 
Triangle fans. To limit the amount of data that is sent to the graphics card every 
frame we can use triangle fans. Triangle fan is a primitive in OpenGL where you 
define a series of triangles in a fan pattern. The number of vertices that you need to 
define is merely n+2 where n is the number of triangles, compared to 3n when 
defining all triangles separately. Figure 4-7 show how a square of four triangles can 
be drawn by specifying only six points. The shape of the mesh is what makes this 
primitive so useful.  
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Figure 4-7 Drawing four triangles using the triangle fan primitive. 
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Vertex shaders. Vertex shaders are small programs that are executed by the 
graphical processing unit. They are used to affect the position of a vertex and can 
speed things up considerably when doing geo-morphing. [14] describes how this can 
be done and in the article the results shown is that doing geo-morphing using vertex 
shaders gives almost the same frame rates as when doing no morphing at all. 
 
Vertex shaders could also be used to put waves on the water. For every frame the 
height value can be updated according to some wave function that takes the point�s 
direction and the current time as input. Since the same points are used for both the 
water and ground surface one could easily check that the waves do not go too deep at 
shallow places. 
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5 Results 
What is described in this report is a possible solution for how to describe a virtual 
world as a height field which has a base with the shape of an oblate spheroid. This 
compared to traditional height fields that are described out from a plane. The 
approach for texturing does not differ much from methods for texturing terrain from 
a planar height field. 
 
Unfortunately the implementation is still under development. The parts that has been 
implemented runs well and shows that the adaptive level-of-detail method for 
presenting the geometry for a planet shaped virtual world as described in this thesis 
works. Three sample images from the implementation are shown in Appendix A. The 
method for applying textures as described in the thesis works in theory but is yet to 
be tested in practice. 
 

5.1 Geometry 
We have defined triangles and points/lines in a way that enable us to describe 
ellipsoid shaped planets. The objects are arranged in hierarchical structures from 
which an adaptive level-of-detail representation can be acquired. 
 
The structure for triangles and points allows us to buffer certain parts of the planet in 
high resolution while keeping lower resolution representations in memory for other 
areas. Height values are loaded in to primary memory according to which direction 
from the planet the view is currently at. Moving the view position to another position 
will render some data unnecessary while other data becomes needed. The 
background thread makes sure that the data of interest is read in to primary memory 
while all other data is removed. If a point has been altered since it was loaded in to 
memory the background thread will save its present data to secondary memory prior 
to removing it from primary memory. 
 
When editing data we use our organized structure to quickly detect which nodes that 
are altered by excluding large hierarchical parts of data from our data set that for sure 
is not altered. The data that is not excluded in this fast process is then validated to 
decide whether or not they are actually affected and, if they are, by how much. A 
point can geometrically be altered in one of two ways, which is being moved up or 
down. 
 

5.2 Textures 
Two types of textures exist. Firstly dynamic textures put together using a set of base 
textures. Secondly static textures that is specific for a certain planet. The static 
textures are renderings of a set of textures of the dynamic type. 
 
Surface information is stored in all of the points representing the planets geometry. 
This surface value corresponds to a surface type in a predefined library. When an area 
of the planet is buffered to the highest level of resolution we use the surface values for 
that area to generate a high resolution texture. This texture is to be used both for 
texturing that certain area when it is displayed in highest resolution as well as 
rendering lower resolution textures. An n*n matrix of high resolution textures is sub 
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sampled to give a one lower level resolution texture. A small n number will give more 
levels of textures then a larger one. As this is still to be tested in practice we can not 
draw any conclusion of how well our solution for textures works. But as we us a 
similar approach to the ones traditionally used this should not pose any problem. 
  

5.3 Level-of-detail 
Both topology and textures are stored in a way that allows us to load data with 
different resolution for different areas. With the possibility to create a terrain mesh 
with progressive level-of-detail we can create the optimal mesh for any given view. 
This with high resolution where needed and lower resolution elsewhere. 
 
The computer will then be able to draw vast areas of terrain displaying up close 
topology with high detail at the same time as we can see all the way to the horizon. 
From this view we can move away from the planet until a complete hemisphere is 
presented in suitable resolution. 
 
In both the extreme cases, down on the ground and in outer space, we can move 
around while the level-of-detail adapts to always present the terrain in suitable 
resolution. This since we remove unnecessary detail and instead spend time on 
buffering new areas at high detail while removing high resolution data for others. 
 

5.4 Real-time 
The concept of using two threads enables an application that interactively can present 
any wanted view of a planet in real-time. After an initial pre-buffering the 
background thread keeps the data in primary memory updated so that the user can 
interact with a seamless planet. Some extra precautions need to be taken when more 
than one thread is using the same data and in our structure the two threads handles 
different data types. 
 
On older and slower computers the error tolerance can be altered so that far away 
terrain is drawn with lower resolution, this to ensure that we get a decent frame rate. 
The region for which to buffer high resolution data can also be scaled to suit the 
current platform. Fast moving applications like flight simulators sets higher demands 
on the application when it comes to buffer larger areas of terrain in high resolution. 
 



 

 27 

6 Discussion 

6.1 Applications 
The application that probably comes first to mind is to use our method to create 
virtual planets for game applications. This will allow gamers to go wherever they want 
without being stopped by visible or invisible walls or signs saying that the edge of the 
world is reached. Parts of the world that the creator does not want to create can be 
left to be represented by a default template of ocean floor or just wasteland. Our 
adaptive level-of-detail representation will enable the user to move across a seamless 
planet without any limits when it comes to were to go. 
 
If a virtual representation of parts of the real world is created these could be used 
either as a place for simulating physical events or to visualise architectural proposals 
prior to decide on which one to approve. Or perhaps one wants to tie this to the world 
of gaming and find out on how short time one can �possible� race to work. Of course 
more sophisticated applications like a seamless geography tool for studying 
individual national regions, countries and different continents may be of more 
beneficial use. 
 

6.2 Pros and cons 
The method described allows us to create virtual worlds without any seams between 
different parts of terrain. There are other methods that successfully hide borders 
between terrain patches but since they use one or more planar height fields they will 
always have an edge to where the height field ends. And since these methods can not 
represent the curvature of a planet, far away terrain need to be drawn at really low 
resolution or be occluded by other terrain or some artificial fog. 
 
However if the user only wants to create a spatially limited virtual world a more 
simple representation can give a sufficient result more easily. The mathematics for 
using our method is also more complex since we use three dimensional vectors 
instead of just using scalars as in traditional methods for describing the offset of a 
point. 
 
The possibilities to represent certain geometry such as caves and cliffs reaching out 
over the ground below are limited, this according to the delimitations that stated that 
we were looking for a simple function representation. The function represents the 
ground surface and the water surface is limited to lie on one level all over the planet. 
 
Describing other types of geometry than terrain can not easily be done without using 
additional types of methods. To describe indoor environments we need to use local 
coordinate systems. This does not cause any problems when we need to alter our 
method but can simply be taken care of by using a local type of description. 
 
Our method is not the best when in comes to describing small patches of terrain but 
when it comes to describing complete planets it is just not possible using any of the 
traditional methods. But our method enable us to do this and in a way that allow real-
time interaction because of adaptive level-of-detail. 
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6.3 Future work 
There are several paths to continue on to improve or extend the work done in this 
thesis. Improvements to our method could be done to create more realistic graphics 
either by allow the user to create more varieties of nature that exists in the real world 
or by enhancing the already present elements. 
 
If the terrain that a user wants to describe is not simply a height field our 
representation will be unable to handle that. One solution would be to implement 
support for separate terrain parts which could be put in to the overall terrain, perhaps 
with support for removing polygons from the primary mesh to allow the creator to 
�dig� in to mountains. This could be a possible solution at least if the number of these 
special cases is limited. 
 
To create more realistic textures for large areas of a single surface type, a procedural 
texture may be considered. Tiling the same texture many times over a large area will 
give a check board like result since the same pixel values are repeated over and over 
again. A procedural texture can also produce extensive patterns that cover large 
terrain areas like mountains with irregular snow patches or a bare mountain wall 
with visible sediment layers. 
 
By extending our work with additional functionality we can make our method useable 
for more applications. For gaming purposes we need to be able to put interactive 
objects in to the world. These objects should not just visually appear in the world by 
also behaving according to their environment. If our data structure were to be used 
together with object-to-terrain collision, it would be a good idea to define some sort 
of patch-tree, were information about which triangles that are present in certain 
areas. This could also help when implementing editing functions to make these faster 
and more efficient. 
 
To use real world data is of course possible using the editing tools to recreate terrain 
from the real world. But if we are to use real world data on a more regular basis or if 
we want to recreate large areas like entire cities or even municipalities, it would 
probably be more efficient to create a tool that automatically converts data from a 
format in which data exists. This could be data from the surveying office or other 
source that have large scale terrain data for the wanted area. 
 

6.4 Conclusion 
We have managed to describe a structure that makes it possible to store virtual 
planets. It also makes it possible to load and render data at adaptive level-of-detail. 
Since the amount of data needed for each frame is so small we can display and 
interact with the planet in real-time. 
 
The structure has some limitations when it comes to what it can describe. As 
mentioned in the delimitations we were only looking for creating a height field 
representation. And since we use the ROAM method, even though it is altered, we can 
only get the optimal mesh representation out of a limited set of meshes. However if 
the �optimal� mesh is not optimal enough we can always increase the resolution so 
that we get a more high resolution mesh which is sufficiently detailed.  
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Compared to a regular planar height field our method is considerable more complex. 
But this is not surprising considering the difference in what our method describes 
compared to others. The data structures that are available in C/C++, because of the 
structure of the computer, suit planar height fields perfectly while we had to put a lot 
more effort in defining how our data is to be stored. Even though our data structure is 
more complex we have managed to describe an organized structure that holds all data 
that we wanted it to. 
 
If it is really worth the extra effort to create a planet shaped virtual world instead of a 
planar does depend on which result we are looking for. If we want a quick and easy 
method to describe a very limited world then it is probably better to stick with an old 
method and put the extra time on making that world look good. But if we want to 
create a complete world where there are no limitations on where the user can go our 
method is a good solution. Virtual planets at different sizes can be created and filled 
with the terrain the user wants to move around in. It can then be presented with 
view-dependent level-of-detail allowing the user to go anywhere. 
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Appendix A 
Sample screenshots: 
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