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Abstract

Interactive visualization of financial data

Joakim Saltin

In this project, a prototype visual data mining tool was developed, allowing users to
interactively investigate large multi-dimensional datasets visually (using 2D
visualization techniques) using so called drill-down, roll-up and slicing operations. 
The project included all steps of the development, from writing specifications and
designing the program to implementing and evaluating it.

Using ideas from data warehousing, custom methods for storing pre-computed
aggregations of data (commonly referred to as materialized views) and retrieving data
from these were developed and implemented in order to achieve higher performance
on large datasets. View materialization enables the program to easily fetch or calculate
a view using other views, something which can yield significant performance gains if
view sizes are much smaller than the underlying raw dataset.
The choice of which views to materialize was done in an automated manner using a
well-known algorithm -- the greedy algorithm for view materialization -- which selects
the fraction of all possible views that is likely (but not guaranteed) to yield the best
performance gain. 
The use of materialized views was shown to have good potential to increase
performance for large datasets, with an average speedup (compared to on-the-fly
queries) between 20 and 70 for a test dataset containing 500~000 rows.

The end result was a program combining flexibility with good performance, which was
also reflected by good scores in a user-acceptance test, with participants from the
company where this project was carried out.
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Sammanfattning
I detta projekt har en prototyp av en programvara för utforskning av multi-
dimensionell data utvecklats. Programmet möjliggör så kallad visuell informa-
tionsutvinning (eng.: visual data mining) genom att visualisera data i tvådi-
mensionella grafer med möjlighet för användaren att enkelt manipulera vilken
vy av data som ska visas, exempelvis genom att borra sig ned i specifika dimen-
sionsvärden (eng.: drill-downs). På så vis kan användaren applicera sin egen
kunskap om området som data kommer ifrån och interaktivt undersöka det med
målet att finna exempelvis intressanta trender eller ovanliga datapunkter. Sådan
information är ofta värdefull för organisationer och företag, och det läggs idag
stora resurser på insamlande och analys av data. Särskilt tydligt blir värdet av
informationsutvinningen när det gäller exempelvis sälj-, marknadsförings- eller
finansdata, då informationen ofta kan användas mer eller mindre direkt för att
öka lönsamhet eller effektivitet, eller minska operationella eller finansiella risker.

Förutom att tillhandahålla flexibilitet i form av interaktionsmöjligheter,
måste ett bra visuellt informationsutvinningsverktyg också erbjuda god pre-
standa, då väntetider i systemet inte får bli för höga så att interaktion omöjlig-
görs. För detta ändamål tillämpades i detta projekt idéer från datalager-ämnet
(eng.: data warehousing), som syftar till effektiv hantering av stora dataset.
Specifikt så implementerades funktionalitet för att i förväg, automatiskt beräkna
sammanfattande värden (så kallade aggregeringar), så att dessa sedan enkelt
kan hämtas eller användas för att beräkna andra värden som tillhör vyn som
ska visas för användaren. På så sätt slipper programmet gå tillbaka till rådata,
vilket kan skapa stor skillnad i svarstid beroende på hur stort rådataset som an-
vänds. Detta visade sig också vara fallet i de prestandatester som genomfördes i
projektet, där svarstider för den största undersökta datamängden kunde kortas
ner med en faktor 20-70 i medeltal.

Förutom prestandan så utvärderades programmet även ur ett användarper-
spektiv i form av ett utvärderingstest med deltagare från företaget där detta
projekt utfördes. Resultatet blev lyckat, med god feedback både vad gäller
användarvänlighet och upplevd användbarhet.
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1 Introduction

1.1 Background
This thesis was done in collaboration with a company in the financial technol-
ogy sector (henceforth referred to as "the company") who are certified experts
in a treasury, risk and asset management system commonly used by central
banks, treasury departments in large companies, asset managers and financial
institutions. This system handles a huge amount of data regarding financial
transactions. In regard to their own add–on software for this system, the com-
pany identified a need to be able to better present the data so that it can be
easily inspected by the user in an interactive fashion.

1.2 Goal
The goal of this thesis was to identify a suitable way to handle and visual-
ize large, multi-dimensional datasets in the scope of visual data mining. The
focus in the investigations was to find a good way to combine flexibility (i.e.
user interactivity and the ability to handle dynamic data) and efficiency; two
properties that are usually contradictory.

These investigations would then be the basis of the major part of this project;
the implementation of a working prototype of a visual data mining program.
Specifically, the program was to be implemented in such a way that it would
enable the user to use so-called drill-down and slice-and-dice approaches to
inspecting the input data.

Finally, to see to what extent the goal was achieved, the prototype was to
undergo an evaluation test with participants from the company.

1.3 Methodology
The project was divided into three main blocks:

• Literature study on interactive visualization techniques and methodology
of handling large data sets optimized for fast retrieval of aggregate data

• Design and implementation of the prototype. This included all steps of
the process, from writing a specification and designing the user interface
to choosing libraries and components as well as writing the code.

• Evaluation of the prototype

1.4 Organization
The rest of this paper is structured as follows: first, theory about relevant top-
ics such as visual data mining, decision support systems, data warehousing and
software engineering is presented (chapter 2). Next, the design of the program
is presented, including specifications, design decisions and an outline of the pro-
gram (chapter 3). Then follows a section about the evaluation; the methodology
as well as the results (chapter 4). Finally, a discussion is presented along with
suggestions for future work (chapter 5).
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2 Theory

2.1 Decision support systems
Today, most organizations – small as well as large – collect vast quantities of data
from their daily operations. However, data in itself does not equal information;
a fact becoming more apparent the more data is collected. This has lead to the
founding of data mining; an area containing methods for extracting information
from data. Without such methods, gathered data collections easily run the risk
of turning into data dumps instead of valuable sources of information. The value
lies in that extracted information can help decision makers in evaluating the
current situation or making projections of the future, with the aim of improving
the organization’s efficiency. A computer system that enables its users to find
useful information from raw data is commonly referred to as a decision support
system (DSS).

Traditional data mining techniques build upon artificial intelligence or sta-
tistical methods, which represents a quantitative approach to extracting infor-
mation. A more qualitative approach is to include the user in the process by
enabling interactive data exploration in the form of information visualization,
thus providing an intuitive yet powerful way of utilizing the user’s knowledge
in the mining process. This is an essential element of most DSS’s, which is es-
pecially useful when little is known about the data, when the exploration goals
are vague or when the data is inhomogeneous or noisy [9]. Perhaps most impor-
tantly, visual data mining requires no understanding of complex mathematical
or statistical algorithms or parameters, while also providing a much higher de-
gree of confidence in the findings [6]. This greatly increases the availability
and the potential value of the data mining process in decision support systems,
since many of the people who use the information (e.g. financial managers or
business strategists) do not have technical backgrounds, but instead have great
business competence and knowledge of the area from which the data is collected,
something which can be used to great effect in the data mining process.

In regards to financial applications, the value of data mining is especially
tangible, since discovered information can often be used straight away to increase
profitability. Examples of such information could be to get a clearer view of what
characterizes valuable transactions or getting more details on risk figures.

Decision support systems and one of their key components – data warehouses
– originated from the industry’s demands for obtaining strategically useful infor-
mation from increasingly large data sets. This search for strategic information
is in turn usually denoted by business intelligence, which is a major area for
many companies today. The never ending quest for increased operating effi-
ciency combined with the rapid increase of generated data means that business
intelligence and all its associated topics are likely to be hugely important areas
also in the future.

2.2 Visual data mining
As described in the previous section, visual data mining is a crucial part of
DSS’s. The mining process usually constitutes three steps: Overview first,
zoom and filter, and then details-on-demand [6]. First, the user needs to get
an overview of the data to be able to identify possible patterns or interesting
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characteristics. Then the user must be allowed to interactively investigate por-
tions of the data from different perspectives in order to investigate different
hypothesis that may have been stated previous to or during the first step. Fi-
nally, the user must be able to drill down into the data to get access to detailed
information.

Visualizations are very useful in all these steps, since the human perception
system is much more effective in extracting information and finding patterns in
graphical representations than in raw data representations (e.g. tables), espe-
cially when the datasets are large, which is ususally the case in real applications.
Visual data mining techniques can be classified by three criteria: the types of
data, the visualization techniques and the interaction techniques used.

2.2.1 Data classification

The datasets are typically made up of a large number of records with several
attributes that correspond to values and information recorded in observations,
measurements or transactions. Each individual attribute can then be classified
as either a measure, which is usually a numerical value, or a dimension, which
can be either categorical or numerical (continuous as in the case of a spatial
dimension or discrete as in the case of a quantity).

The number of attributes determine the dimensionality of the data, some-
thing which has a great effect on which visualization techniques can be used
[6]:

• One-dimensional data: Usually contains two attributes where one de-
notes a measured value and the other a dimension. A typical example is
a time series where a measured value, e.g. temporal data or a stock price,
is stored at each point in time.

• Two-dimensional data: Contains two distinct dimensions and a value
assocated with each pair of dimensions. One example could be measuring
the height over sea-level for a given longitude and latitude. Another exam-
ple could be a grocery store recording the value of all purchases with the
dimensions denoting the time of day and the clerk handling the purchase.

• Multi-dimensional data: Contains more than three attributes. This is
probably the most common type of dataset in decision support systems,
where the data is usually gathered from relational databases that store a
large number (tens to hundreds) of attributes for each record. A typical
example can be a bank that stores a lot of information regarding their
transactions, e.g. the value, the counterparty, the currency used in the
transaction, a time-stamp etc.

2.2.2 Visualization techniques

There are numerous visualization techniques available, and which ones are suit-
able in a given application is determined by the given data – the type and its
dimensionality – as argued in the previous section, and, of course, the users’
ability to interpret the various types of visualizations.

The most commonly used methods are the standard 2D/3D techniques in-
cluding bar charts, pie charts, x-y plots and line graphs. While being very in-
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tuitive and informative, these representations are restricted to low-dimensional
data.

More sophisticated methods have been developed that allow for higher di-
mensionality by applying more or less advanced mapping techniques. One ex-
ample is the parallel coordinate technique which maps the k-dimensional space
to two dimensions by using k parallel axes spread out evenly on the screen and
representing each data element by a piecewise linear segment connected to the
axes, where the position on each axis corresponds to the attribute value in that
dimension.

Another example is applying color mapping to allow for an extra dimension
to be visualized. This is achieved by mapping the value of an attribute to a cer-
tain color space such that each distinct value is represented by a distinct color.
An example is shown in figure 1, where a two-dimensional graph (at the top)
showing the cost of different projects is extended to three dimensions by color-
ing each column according to the distribution of values of another attribute; in
this case the status of activities in each project. One typical application of color
mapping is heat maps, which are commonly used to show temperature informa-
tion of 3D objects, such that the color is set depending on the temperature at
each point. In this way, four dimensions can be shown instead of just three.

Figure 1: A simple application of color mapping. Above: a 2D graph displaying
the cost of individual projects. Below: the same graph, extended with an extra
dimension by the application of a color map of the attribute ’activity status’

Many other techniques exist, but while they do allow for higher dimension-
ality, the advanced features often makes them harder to interpret which reduces
their applicability, since some users may not have the time or the will to learn
new visualization techniques.
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2.2.3 Interaction techniques

An alternative to advanced visualization techniques when attempting to ex-
tract information from high-dimensional data is to provide interaction tech-
niques which allow the user to, using standard 2D/3D charts, browse through
the dimensions by using selections and aggregations. One of the most powerful
aspects of interaction techniques is that it enables the user to apply his or her
knowledge by participating in the mining process, without having to understand
the technicality of data mining algorithms. This is why "interaction is crucial
for effective visual data mining". [9]

Some widespread concepts regarding interaction in decision support systems
are slicing, dicing, drill-downs and roll-ups. Below follows a formal description
of these terms including examples of their use:

• Slicing refers to operations that reduces the dimensionality of the inves-
tigated data set by setting one or more of the dimensions to a specific
value.
Example: A company has several stores that sell a large number of differ-
ent products. When investigating the total sales for one year, the dimen-
sions could for instance be store, product and date. Slicing could then be
to only consider the sales in one of the stores.

• Dicing is an operation that, like slicing, reduces the size of the analyzed
dataset by a selection criterion. The difference from slicing is that instead
of setting a dimension to a certain value, it is constrained to an interval of
values. The dimension is thus not eliminated, but the resulting data set
is reduced in size.
Example: Continuing on the previous example, a dicing operation could
be to only analyze sales during april (i.e. including only sales records with
date > March 31st and date < May 1st).

• Drill-down is an operation that increases the detail level of aggregated
data. Aggregations, in turn, are operations that combine a set of values,
e.g. by summation or taking the minimum or maximum value.
Example: Using the store example again, the sales may have been ag-
gregated by summing all sales for each store. At this aggregation level,
there is no way to find information about sales on different dates or about
specific products (without inspecting the raw data). A drill-down could
in this case be to do a new aggregation on both store and date, thus pro-
viding the user with the opportunity to directly view the total sales of a
certain store on a certain date.

• Roll-up is the opposite of a drill-down, and denotes operations that in-
crease the aggregation level (and thus decrease the detail level) by adding
another dimension to aggregate on.
Example: Continuing again on the previous example, the user may have
total daily sales of each product in each store available (i.e. sales aggre-
gated on store, date and product). A roll-up could then be to combine
this data in order to find the total sales of products by different dates (dis-
regarding which store that sold them) with the aim of finding interesting
sales patterns.
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2.3 Data warehousing
Data warehousing is a concept that originated from the industry’s need to ef-
ficiently extract information from huge amounts of data. The goal of a data
warehouse is to store the data from one or more sources in such a way that key
information can be accessed efficiently. The motivation for this can be easily
seen when you consider the size of most operational databases; it is not un-
common today for companies to have databases containing terabytes of data.
Processing of a query on such a database can potentially take hours, depend-
ing on query complexity and load on the system; especially if data has to be
combined from several sources.

Architecturally, a data warehouse environment is usually set up in two main
layers [1]. The first layer is the source layer, which consists of all sources of
data. For instance, for a company this layer may consist of databases from each
department as well as a number external databases. The second layer is the data
warehouse, which is a centralized information storage. The linking of these two
layers is done by data staging, which is an important process where data is
combined from all sources and stored in the data warehouse. Before the data
can be stored it has to be cleansed; a process that removes any inconsistensies
or gaps in the data and transforms it so that data from all sources is coherent
and ready to be loaded into the data warehouse. Sometimes the processed,
reconciled data is viewed as a separate layer (the reconciled layer), making the
data warehouse a three-layer architecture.

The data warehouse layer, in turn, usually consists of several components:
a primary data warehouse containing all reconciled data, a meta-data storage
(containing information about the data and the sources) and a number of data
marts. The data marts are subsets or aggregations of the data stored in the
primary data warehouse, used in order to provide users with the data they
need in a fast manner. For instance, managers of different departments could
have use of different kinds of data; the financial manager could use a data mart
specialized in financial information while the marketing manager could use a
data mart specialized in sales information.

A well-designed data warehouse will contain data which can be used (directly
or combined with other data as building blocks) to produce answers to complex
analytical queries in an efficient way. Specifically, since analytical queries are
often aggregations which combine large datasets, a data warehouse will usually
contain a large number of pre-calculated aggregations. In this way, the user
can obtain the information by a simple retrieval of a few rows from the data
warehouse (or a data mart) instead of having to wait for the query to be pro-
cessed on the underlying data which could consist of millions of rows, thereby
achieving potentially huge time savings.

A data warehouse is usually viewed as a read-only database; this is because
only data access operations are performed by the user, while any updates to
the data are usually performed when the data warehouse is offline (e.g. during
non-office hours).

2.4 Online analytical processing (OLAP)
As mentioned in the previous section, most data warehouses are designed to
efficiently answer analytical queries. This approach is commonly referred to as
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Online Analytical Processing (OLAP), which is also by far the most popular
approach to exploiting the data from data warehouses. [1]

OLAP systems differ from traditional relational databases – which are so
called Online Transaction Processing (OLTP) systems – in that instead of being
optimized for inserting, updating and retrieving individual records in a multi-
user setting with concurrent transactions, OLAP is optimized for fast access of
aggregated data. [1] [7]

Since aggregations are so frequently used in decision support systems, an-
swering aggregate queries efficiently is a very important topic that is crucial for
good performance in OLAP environments. [8]

In this report, the terms aggregated data and aggregations have so far been
mentioned without much further explanation. Since aggregations are such a
central concept in OLAP, perhaps a proper definition is in place:

Def: Aggregations
An aggregation is an operator that combines a given numerical measure
from points in multi-dimensional data sets and groups them in unique
combinations of values of the dimensions given in a group-by set.
Let the aggregation operator be denoted by α, the data set by D
and the group-by set be G (where G ≼ D). Then, an aggregation
operation has the following dimensionality (dim(∗)) and cardinality
(| ∗ |) properties:

dim(D) ≥ dim(α(D)) = dim(G)

and
|α(D)| ≤ |D|

According to this definition, an aggregation not only combines multiple data
points, but also (possibly) reduces the dimensionality of the data (depending
on the number of grouped dimensions). This means that if the dataset contains
10 dimensions and one million data points, then an aggregation grouped by the
first dimension will return one-dimensional data with a number of data points
equal to all possible dimension values of the first dimension.

Aggregate operators: Definition and classification
The standard aggregate operators are: the sum operator (SUM), the
minimum and maximum value operators (MIN/MAX), the average op-
erator (AVG) and the median operator (MEDIAN).
These can be classified as follows [1]:

• Distributive: SUM, MIN, MAX

• Algebraic: AVG

• Holistic: MEDIAN

Distributive is a property that means that it is possible to divide the dataset
into subsets, apply the aggregation operator on these subsets individually, and
then apply the aggregation operator on the results, and still get the correct
result. This is a property that holds for the sum operator and the minimum
and maximum value operators, but does not hold for the average and median
operators.
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The algebraic property means that it is possible to calculate the aggregate
from partial aggregates if additional information is supplied (so called support
measures); e.g. the number of elements that was aggregated, in the case of the
average operator.

The holistic property means that it can not be calculated from partial aggre-
gates (unless, formally, an infinite number of support measures are supplied).
In the case of the median operator, the whole set must be sorted before the
median can be found, something which by definition is impossible to do using
only subsets.

2.4.1 The dimensional fact model (DFM)

A common way to logically model the data in a data warehouse is the dimen-
sional fact model (DFM), introduced in 1998 by Golfarelli et. al.[1], which is a
way to represent multi-dimensional data and its hierarchies. The DFM consists
of a set of fact schemata, which in turn consist of facts, measures, dimensions
and hierarchies. These can be defined as follows [1]:

• A fact is a concept relevant to a decision-making process, usually depen-
dent on one or more events taking place in the organization. A fact can
be a single attribute or any combination of attributes. Possible examples
are sales figures, financial risk figures or operating costs.

• A measure is a numerical property of a fact, describing a quantitative
aspect relevant to the analysis. An example could be purchases, where
the primary fact is total sales and the measure is the quantity of goods
sold.

• A dimension is a categorical (i.e. finite domain) property of a fact. For
instance, when analyzing financial transactions, dimensions could be the
portfolio and financial instrument involved, the currency, the counterparty
etc.

• A hierarchy is a relation between attributes describing functional depen-
dencies, and is often represented by a hierarchy tree. An example could be
a time hierarchy as shown in figure 2, which shows that if you have a fact
given at specific dates, then you can aggregate the fact per day of week,
month or week. Months, in turn, can be aggregated per quarter, which
can then be aggregated per year. The reason that ’day of week’ is a leaf
node is quite obvious (if you have for instance total sales during Mondays
for the past three years, you can’t combine this with other weekday data
to find, for instance, sales in January). The same goes for ’week’, since
neither months (except for February on non-leap years), quarters or years
are made up by whole weeks.

2.4.2 Implementing OLAP

The dimensional fact model, described in the previous section, represents a
so-called multi-dimensional view of the data in the data warehouse, which is
commonly described by OLAP cubes (see section 2.4.3). There are two fun-
damental ways to implement the OLAP data model: in a multi-dimensional
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Figure 2: A hierarchy tree of time attributes where ’date’ is the root node and
’day of week’, ’year’ and ’week’ are leaf nodes.

setting – called MOLAP (Multi-dimensional OLAP) – where cubes are stored
explicitly, and in a relational schema – called ROLAP (Relational OLAP) –
where several standard 2D tables are linked together. [1]

MOLAP store all cells of the cube in multi-dimensional data structures such
as multi-dimensional arrays. The advantages of this approach is that while being
a very simple representation of the data, it can deliver top performance (in some
cases), since the data structures can be utilized to great effect in OLAP tasks.
For instance; storing each dimension and measure in coherent blocks in memory
will enable very fast calculations of aggregations, a common operation in OLAP.
The major drawback of MOLAP is that it can not handle sparsity since all cells
must be stored explicitly, which means that MOLAP is not particularly scalable
and is therefore not suitable for larger applications with high sparsity.

ROLAP, on the other hand, handles sparsity well by storing only cells that
contain data. This is done by organizing the database according to a so-called
star schema, which consist of a set of dimension tables and one or more fact
tables. Each dimension table correspond to one dimension, and contains all
possible values of that dimension. Each measure to be analyzed is then stored
in a separate fact table that references the dimension tables of interest. Each
row in a fact table contains the aggregated fact value for a certain combination
of dimension values, which are stored in the fact table as foreign keys to entries
in the dimension tables. In this way, each cube cell correspond to a single row
in the fact table, while empty cells need not be stored, ensuring full scaleability
and ability to handle sparse data.

An example of a star schema is shown in figure 3, where each row of the fact
table contains one cell with the the fact value and four cells containing foreign
keys referencing specific values in each dimension table.

One of the basic relational database schema design principles is normalization
(required by the third normal form and Boyce-Codds’s normal form which are
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Figure 3: An example star schema with a fact table containing one measure of
interest (’Value’) and four dimensions, referencing the dimension tables.

common database design guidelines), meaning that hierarchically dependent
attributes are split up into separate, linked tables in order to eliminate the
storage of redundant information. [2]

The star schema violates this principle if there are hierarchies present among
the dimension attributes. To get a schema that better complies with the rela-
tional database design principles, the snowflake schema can be used. It is de-
signed just like the star schema, with the difference that hierarchies are split into
additional tables. Thus, a fact table in the snowflake schema references the di-
mension tables, of which some may reference additional finer-grained dimension
tables.

One of the main points of normalization is to decrease the storage space
by eliminating the storage of redundant information. In traditional relational
database applications, this could make a huge difference when millions of rows
are stored. However, in the case of dimension tables this approach does not make
as big impact, since the normalization introduced in the snowflake schema only
affects the dimension tables, which are usually of negligible size compared to the
fact tables. Also, the added complexity of additional tables may have a negative
impact on query response times due to the additional join conditions. On the
other hand, query times can also be improved when applied only on primary
dimension attributes due to the joins being performed on smaller tables than
in the star schema. The most appropriate schema design thus depends on the
data set and its intrinsic hierarchies. [1]

2.4.3 OLAP cubes

The notion of dimensions was the origin of a commonly used metaphor of cubes
to represent the multidimensional data [1]. In three dimensions, each side of
the cube represents one dimension, and each cell of the cube represents the
aggregated value of the analyzed measure for the dimensions corresponding
to the coordinates of that cell. In more than three dimensions, the graphical
representation is less straight-forward (though possible, for instance by drawing
cells within the cells of the cube), and the term is changed to hyper-cubes.
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An example of an OLAP cube from a possible financial application is shown
in figure 4, where the examined dimensions are ’instrument’, ’date’ and ’port-
folio’. Each cell could then represent the total value of all holdings of a certain
financial instrument in a certain portfolio on a given date.

Figure 4: An OLAP cube consisting of the dimensions ’instrument’, ’date’ and
’portfolio’ . Each cell of the cube corresponds to a fact aggregated on a certain
instrument, date and portfolio.

Using the cube metaphor, the interaction techniques described in section
2.2.3 can be intuitively shown graphically.

Figure 5 shows the effect of doing a roll-up, which lowers the dimensionality
of the resulting set (notice that no individual portfolio cells are left). The figure
also shows the effect of doing a drill-down, which increases the dimensionality of
the resulting set (notice that each original cell contains cells in three additional
dimensions after the drill-down).

Figure 6 shows the effects of doing a slice or a dice operation. The slice
fixates one dimension by setting it to a certain value (in this case, only including
values from one specific portfolio). The dice operation can be considered a
generalization of the slice operation, since it essentially performs several slicing
operations (selecting certain dimension values) at the same time, by including
only an interval of values from each diced dimension (in this case, only values
from two instruments and two of the portfolios are included).

The cube operator

Finding all regular combinations of aggregates (i.e. starting from completely
aggregated data, perform a full drill-down on all dimensions, step-by-step) of
a certain measure is a commonly performed activity in OLAP environments.
In fact, it is so common that a specific SQL operator was proposed for this
task; the so called cube operator [18]. Today, most large database systems have
adopted this cube operator, which is used by adding "WITH CUBE" at the end
of the SQL command. Thus, the SQL syntax:

SELECT <aggregation>, <dim> FROM <source> GROUP BY <dim> WITH CUBE
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Figure 5: Graphical representation of interaction techniques on an OLAP cube
(at the top). The left part shows the cube rolled up on the portfolio dimen-
sion, while the right part shows the hyper-cube resulting from drilling down the
original cube by three additional dimensions.

Figure 6: Graphical representation of interaction techniques on an OLAP cube.
The left part shows the result of applying a slice operation on a certain portfolio,
while the right part shows the result of applying a dice operation on certain
portfolios and instruments

returns the set of aggregations (specified by the expression <aggregation>) for
all combinations of dimension values in the set <dim>. [2]
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Example:
Consider a case where the value of financial transactions (amount) are inves-

tigated in three dimensions with two dimension values each: intrument (’US-
bond’ and ’FX-swap’), portfolio (’Safe’ and ’Risky’) and counterparty (’Some-
Company’ and ’ABank’). Assuming the cube operator is supported, the dataset
in table 1 could then be obtained through the SQL syntax:

SELECT SUM(amount), Instrument, Portfolio, Counterparty

FROM TheDatabase

GROUP BY Instrument, Portfolio, Counterparty WITH CUBE

Σ amount Instrument Portfolio Counterparty
500 US-bond Safe ABank
300 US-bond Safe SomeCompany
100 US-bond Risky ABank
1500 US-bond Risky SomeCompany
1000 FX-swap Safe ABank
1000 FX-swap Safe SomeCompany
2000 FX-swap Risky ABank
900 FX-swap Risky SomeCompany
800 US-bond Safe NULL
1600 US-bond Risky NULL
600 US-bond NULL ABank
1800 US-bond NULL SomeCompany
2000 FX-swap Safe NULL
29000 FX-swap Risky NULL
3000 FX-swap NULL ABank
1900 FX-swap NULL SomeCompany
1500 NULL Safe ABank
1300 NULL Safe SomeCompany
2100 NULL Risky ABank
2400 NULL Risky SomeCompany
3600 NULL NULL ABank
3700 NULL NULL SomeCompany
2800 NULL Safe NULL
4500 NULL Risky NULL
2400 US-bond NULL NULL
4900 FX-swap NULL NULL
7300 NULL NULL NULL

Table 1: The result of a cube operator applied on a case with three dimensions,
each with dimension cardinality two. Each row represent an aggregation of the
measure (Σ amount) over the dimension values given in the columns ’Instru-
ment’, ’Portfolio’ and ’Counterparty’. The cells with value ’NULL’ represent an
aggregation over all dimension values in that dimension.

As can be seen in table 1, a total of 27 rows are returned. The first eight
correspond to what is returned when a standard aggregation operation is applied
(i.e. without the cube operator) with all three dimensions given in the group-
by set. These are also called primary events. What differs the cube operator
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from standard aggregation operators is that it also returns all higher order event
aggregations, corresponding to the final 19 rows in table 1. The highest order
event in this case is the final row, where the amount has been fully aggregated,
meaning that the sum of amount has been calculated for all instruments, all
portfolios and all counterparties.

The point in using the cube operator in OLAP environments is that almost
all possible angles of the analyzed measure is obtained. For instance, the total
value of risky investments is readily accessible by just retrieving the row where
portfolio=’Risky’ and both instrument and counterparty are ’NULL’. In this
way, the same table can be used to answer a vast number of different queries.

As may be deducted from the previous example (which contained only three
dimensions with merely two values each, but still yielded 27 rows), the cube
operator is potentially a hugely time- and memory-consuming operation. It is
not hard to see why; if the number of dimensions is N and the cardinality (the
number of unique values) of each dimension i is ni, then the number of primary
events, M is given by:

M =
N∏
i=1

ni = n1 × n2 × . . .× nN (1)

This quickly grows to a large number of cells. For instance, a case which is
far from unfeasible is investigating ten dimensions with 10 distinct values each,
which by eq. 1 yields 1010 = 10 billion cells.

However, most hyper-cubes in real applications are quite sparse, since many
of the cells represent events that did not occur. 1 If the group-by set is denoted
by G0, then the sparsity S of the cube is given by:2

S = 1− |G0|
M

(2)

where |G0| is the cardinality of the group-by set G0 (the number of unique
combinations of attributes that actually occur in the given data set) and M ,
the maximum possible cardinality, is given by eq. 1.

The previous discussion has only included the primary events. Further prob-
lems regarding the size of data arises when you consider also higher order events
(roll-ups from the primary events). The total number of possible events grow
exponentially with increased cardinality of dimensions. However, since higher
order events are aggregates of lower order events, the sparsity in the primary
events limits the density of secondary and higher order events. This indicates
that the sparsity imposes a practical limit of the total cardinality of all combina-
tions of aggregates (the number of rows that are actually returned by the cube
operator) well below the maximum cardinality. How large this limit is depends
wholly on the input data.

2.4.4 Optimizing OLAP efficiency

As indicated in the previous section, queries generated in OLAP are often im-
possible to perform within reasonable query times if the underlying dataset is

1E.g., Colliat (1996) estimate that the average sparsity in real applications is 80% [1]
2Based on [1]. However, I believe Golfarelli et al. got it wrong by defining sparsity as

|G0|/M , which in my opinion is the density
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too large. This is where data warehouses come into the picture; the results of
cube operators can be calculated in advance and stored in the data warehouse.
The OLAP system can then answer complex queries by simple retrievals from
the data warehouse instead of having to go back to the source data for each new
query, something which may yield significantly faster query response times [4].
This storage of results of aggregate results is called view materialization. 3

The choice of materializing views or to use virtual views (i.e. on-demand
calculations of the data) represents one of the fundamental design choices in
an OLAP system. The virtual view approach is usually preferable when the
underlying data changes frequently, while the view materialization is a powerful
approach when the underlying dataset is large and query performance is critical.
[8]

However, depending on the data, it may not be suitable to materialize all
views due to limitations in available storage space. Another possible limitation is
the cost of maintaining the data warehouse (time-wise). For instance, a common
limitation is that all updates (new aggregation calculations) have to be finished
before the system goes online each morning.

In general, the constraints and requirements can be classified as either system-
oriented, in the form of limited disk space or update time, or user-oriented, in
regard to the query response time. In practice, it is very common in data ware-
house applications to balance user-oriented requirements with system-oriented
requirements by materializing only some views (or parts of views). This can be
done using two different, fundamental approaches; either the data warehouse de-
signers use their or the clients’ knowledge about what types of queries are most
common and then materialize the corresponding views, or a more automated
approach can be adopted.

The reason why it is effective to materialize only some views is that higher
level aggregation data can be constructed using lower level aggregation data.
This means that it can be enough to materialize only the views corresponding
to the lower-level events, since higher-level events can be calculated from these
without the need to go back to the source data. This leads to performance gains
even in queries that reference views that have not been materialized. In most
large database systems, this use of existing materialized view is done automat-
ically by the query optimization engine.4

The question of choosing which views to materialize is often referred to as the
view materialization problem. Formally, the view materialization problem can
be formulated as an optimization problem with the goal of either minimizing
a cost function or meeting a constraint [1]. The selection of the optimal set
of views to materialize is a non-trivial problem; in fact, it is thought to be
NP-complete 5. [17]

Greedy algorithm

View materialization is a much researched topic, and many approaches have
been developed that attempt to optimize system requirements, user require-

3The name comes from the database world where a view represents a virtual table; mate-
rialization is the process of explicitly calculating the contents of that table

4Materialized views were first implemented in Oracle [15], and are also supported in MS
SQL (where they are referred to as indexed views) [11]

5NP-complete means that the problem lacks an efficient solution (i.e. a solution that can
be verified in polynomial time) [16]
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ments or combinations of the two. One approach is the so called greedy algo-
rithm, introduced in [5], which optimizes the query response time subject to
constraints in the available storage space using a linear cost function.

The algorithm takes as input a lattice, which consists of nodes corresponding
to unique group-by sets (i.e. unique combinations of dimensions), such that each
node is a unique view of the data. The nodes are then connected according to
the possible aggregation paths in the lattice, connecting lower-order events to
form higher-order events. Consider for instance the lattice for three dimensions
(A, B and C) shown in figure 7. The highest order event is the node with group-
by set {none}, which means that the measure is aggregated for all values of all
three dimensions at the same time. The second-highest-order events are the
nodes with group-by sets {A}, {B} and {C}, which may be combined to form
the highest-order event. In the same way, the view {B} may be constructed by
combining the view {A,B} and the view {B,C}, and the same procedure holds
for all nodes except the node {A,B,C}, on which all other nodes are dependent.

Figure 7: The lattice of three independent dimensions A, B and C. Each node
represent a unique group-by set corresponding to a specific view.

The relation between nodes in the lattice can be described using dependece
relations:

Def: Dependence relation
Consider two queries (or views, equivalently) Q1 and Q2. Then, if:

Q1 ≼ Q2

we say that Q1 is dependent on Q2, meaning that Q1 can be answered
using only the results of Q2.

The starting point of the algorithm is the primary event view (the node
corresponding to the primary event; the {A,B,C} node in figure 7), which is
referred to as the top view. First, the top view is materialized, since it is needed
to construct the other views (i.e., all other views are dependent on the top
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view). Then, in each iteration, the algorithm chooses to materialize the view
(among those not already materialized) that locally minimizes a cost function.
6 This is then repeated until a stopping condition has been reached, which for
instance could be reaching a given number of iterations or a maximum used
storage space.

The cost function used in [5] is a linear cost model, meaning that the cost of
materializing a view is considered to be linearly proportional to the number of
rows of its parent view.

In the algorithm, the task of minimizing a cost function is replaced by the
equivalent (but numerically more appropriate) task of maximizing a benefit
function.

Def: Benefit function
Let the cost function be denoted by C(v), where v is the candidate view
(such that v is not in the set of materialized views S). Furthermore,
for each view w ≼ v, define the quantity Bw by:

Bw = max(C(v)− C(u), 0) (3)

Then, the benefit function is defined as:

B(v, S) =
∑
w≼v

Bw (4)

By this definition, the benefit of materializing a certain view v is given by
the total benefit of constructing its dependent views from itself rather than the
previous set of materialized views. To be able to use the cost function (and thus
the benefit function), a good way to estimate the number of rows in a table
must be available. The most common approach for estimating view sizes is to
use sampling, which, if used efficiently, delivers a small but representative subset
of the data. One can then obtain an estimate of the view size by materializing
all views on the subset of the data and counting the rows of these views (which
is easily done using the COUNT operator in SQL). If the sample is good, the
estimated view sizes should all be proportional to the actual view sizes, with a
proportionality factor that is approximately the same for all views.

Now, all the elements are in place. Below is the pseudo code for the greedy
algorithm for materialized view selection:

6This approach where the local optimum is chosen at each point is generally referred to as
a greedy strategy; which is why it is called the greedy algorithm
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The Greedy Algorithm
Input:

v - lattice of views,

C(v) - estimate size of each view

B(v,S) - benefit function

S = {top view};

k - number of views to materialize

The algorithm:

for i=1 to k:

select the view v not in S s.t. B(v,S) is maximized;

S = S union {V};

end;

The resulting set S is the greedy selection of views to materialize

2.5 Software engineering
Software development is a rather new engineering discipline, formed in response
to previous problems with projects running late and over budget and delivering
poor software quality. It is widely accepted that software engineering involves a
lot more than just programming; it provides models for the entire software life
cycle and its management, including topics such as requirements and specifica-
tions development, software development methods, team and project manage-
ment as well as methodology for software maintenance and evolution.[3]

2.5.1 The development process

A common view of the software engineering process is the so called waterfall
model, shown in figure 8. The waterfall model identifies the main steps in
software development: requirements, design, implementation, testing and finally
operation and maintenance. [3]

The waterfall model represents a plan-driven approach to software devel-
opment, which means that each phase is planned, implemented and completed
before moving on to the next phase. The main alternative to plan-driven de-
velopment is incremental development, which involves the same steps as in the
waterfall model, only that the steps are repeated in each increment cycle such
that each new increment produces a new version with added functionality.

Perhaps the most commonly used types of incremental methods today are
the so called agile development methods. Agile methods focus on rapid deploy-
ment, at the expense of careful planning of requirements and specifications. The
main motivation for this is that requirements often change because of the ever-
changing environment of business today, meaning that a carefully planned and
implemented software may be outdated even before it is ready to be released.
However, when developing safety-critical systems where a complete analysis of
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Figure 8: The waterfall model of the software development process. Progress
flows from top to bottom (hence the waterfall metaphor). The operation and
maintenance phase often requires going back to previous steps, as shown by the
gray arrows.

the system is required, a plan-driven development approach should be used.
Also, agile methods are generally only suitable for smaller development teams;
for larger-scale projects, a more elaborate planning is usually recommended.

The basic concepts of agile methods are [3]:

• the customer should be involved in the development process by providing
feedback and prioritizing new requirements

• the software should be developed in increments, where the customer spec-
ifies the requirements to be included in each increment

• requirements are expected to change; the system should be designed to
accommodate these changes

• focus is on simplicity, both in the software and in the development process

Many types of agile methods exist, and one of the most popular is extreme
programming (XP). Some of the characteristics of an XP process are that the
increments are very short (a couple of days up to a couple of weeks at most) and
that the customer is heavily involved. Each increment is done by implementing
functionality in regard to a so called ’story card’ (a use case) which is developed
together with the customer such that it encapsulates the desired functionality
in the next increment. In this way, the software is developed in short, frequent
releases which are fully operatable in regard to the current requirements. [3]

2.5.2 Requirements engineering

The requirements specify what the system should (and, possibly, should not)
do. Requirements specifications are made for two fundamental reasons. The
first reason concerns project management – it helps to get a clear overview of
the development process if you have a good specification available, making it
easier to estimate the current project status and to manage the development
resources properly. The second reason is in regards to legal situations, since a
clear specification can be used as a contract defining what the delivered product
should contain.
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There are two main types of requirements: user requirements, which describe
in natural language and graphs what functionality the system should provide,
and system requirements, which describe in detail the required functions, services
and operational constraints of the system.

Furthermore, requirements can be classified as being either functional or
non-functional. Functional requirements state what services the system should
provide and how individual program features should (or should not) behave in
certain situations. Non-functional requirements, on the other hand, relate to
the system as a whole instead of specific functions, and could for instance relate
to demands on system performance, reliability or security. [3]

In general, requirements should be testable, so that it at the end of the
project is possible to objectively determine if they have been fulfilled. Therefore,
it is usually recommended to develop test cases already during the formulation
of the requirements. [3]

2.5.3 Architectural design

Architectural design is an important topic that influences both performance and
maintainability of the system. This means that, in general, the architecture
must be designed so that it complies with the non-functional requirements. [3]

It is generally accepted that the architectural design should be decided at an
early stage. This is because it is generally an extensive (and therefore expensive)
task to change the architecture at later points in the project.

A common way to model the architecture of a system is to use a so called ar-
chitectural view. A popular model is the 4+1 architectural view, which contain
four fundamental views: [3]

• Logical view: shows the key abstractions in the system, which should be
possible to relate to the system requirements

• Process view: shows how processes in the system interact at run-time,
which can be used to draw conclusions on system properties such as per-
formance.

• Development view: shows the program components as they should be
decomposed for development. Useful for developers and managers.

• Physical view: shows system hardware and the distribution of system
components, which is useful mainly for the system engineers.

In general, two notions are common in architectures; separation and inde-
pendence. The reason for this is that these properties allow for changes to be
localized, something which is of great importance especially during maintenance
and evolution of the system. These ideas is the basis of the so called layered
architecture, which divides the system into different layers. The number of lay-
ers is arbitratry, but a generic layered architecture could be as follows: on top
is usually a user interface. Under the user interface is usually a layer that con-
nects the layer below, the core functionality layer, with the user interface. At
the bottom is usually a layer containing system support components such as
interfacing with the operating system and databases.

While the layered architecture contains a good framework for isolating changes,
the different layers provide an abstraction that may degrade performance. If
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performance is critical, a more specialized architecture with merged layers may
be preferred.

Other architectures exist, for instance the repository architecture, which is
commonly used in systems with large amounts of data, and the client-server
architecture, which is commonly used in distributed systems.
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3 Design
In this chapter, the major design decisions of the developed program are pre-
sented. This includes the specification of the program, the design of the system
architecture and the user interface, design decisions on how to handle data
storage and graphics, as well as the design of algorithms handling view materi-
alization.

3.1 Specification
The program specification was made in three parts: user requirements, system
requirements and a use case. These were updated from time to time during the
project, in accordance with agile development notions. The following sections
present the final specification that the program was developed according to.

3.1.1 User requirements

1. The program should be able to import data from a table represented in a
.csv file into a database used by the program

2. The user should, using the attributes given by the imported data, be able
to define his own metrics, which can be either a single attribute or a
combination of several attributes given by an explicit expression (defined
by the user) involving one or more of the operators +, −, / and ∗, as well
as one of the aggregation operators SUM, MIN and MAX.

3. The program should be able to visualize the metrics by one of the following
2D techniques: pie chart, bar chart, line graph

4. The user should, through the GUI, be able to alter the visualizations by

• Drilling down: refining the granularity of the data

• Rolling up: decreasing the granularity of the data

• Slicing and dicing: viewing selections of the data

5. The user should be able to alter the names of the attributes and the title
in the charts

3.1.2 System requirements

1. The program should be implemented in C# and the .NET framework
using Microsoft Visual Studio R⃝

2. It should be possible to export a chart generated by the user to an image
file

3. Average waiting times for queries should not exceed 30 seconds for a
database with 100 000 rows.

4. The program should be written in a flexible way (well-separated modules
such that changes in one place do not affect the whole system) such that
it can be a suitable foundation for future developments
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3.1.3 Use cases

The program is a small-scale system with only one user and no connections to
external systems, which loosens the need for a so called "fully dressed" use case.
The use case was thus written in a more informal way.

Use case:
Importing data, defining a metric and interacting with visualizations

1. The user starts by loading the .csv file in the program, at which point the
program will guess the data type of each attribute (to be used when pop-
ulating the local database), and present the suggestions for the user who
then will be asked to change any wrong suggestions and finally confirm,
at which point the import is performed.

2. The user then proceeds by defining his own metric. This should involve
two steps; defining the measure and selecting the dimensions to aggregate
on; something which is only required if the high-performance algorithm
(see section 3.3.4) is to be used for retrieving data. In this case the user
wants to see the sum of the value of the transactions, which means that the
measure is defined as the amount attribute with the aggregation operator
SUM. The user also chooses instrument type and date as the dimensions
to aggregate on:

Metric expression: SUM(amount)

aggregated by: (instrument_type, date)

3. Next, the user should be able to reach an option through the menu in the
GUI where one or several of the existing metrics can be pre-calculated
in order to reduce query times during visualizations. The chosen metrics
will then be pre-calculated, which will be allowed to take the time it needs
(this could for instance be running during night, after office-hours).

4. When a metric has been defined, the user can start examining the data
visually by adding a plot through the GUI, which then pops up a "plot
menu" where the configurations can be made: type of plot (bar chart, pie
chart, line graph), starting view – complete aggregation or selections on
one or more of the attributes, e.g.:

date<01/01/2012 & instrument_id="FX-SPOT"

This should then show the desired chart on the screen.

5. The user should then be able to interact with the chart by selecting data
points to see the combined value, and then drill down into these by either
double-clicking with the mouse or trough a toolbox option, which prompts
the user to select a new dimension to investigate. The current view should
also be possible to alter through filters defined with operators {=, <>,<
,>}. For instance, the user should be able to add filters such as:

instrument_id<>"BOND-US"

amount>0

date=01/01/2012
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Upon selecting the desired options, the screen should be updated to show
the new view of the data. All previous views in one session should be
displayed at the top of the screen in a "visual browsing history", which
should also be clickable, allowing the user to back to previous views.

3.2 Design decisions
Two of the fundamental design decisions - the development environment and
the programming language - were decided by the company at the start of the
project. The development was to be performed in Microsoft Visual Studio R⃝,
and the program was to be written in C#. All other design decisions were thus
made to comply with these prerequisites.

3.2.1 .NET version

Visual Studio R⃝ is an integrated development environment (IDE) that supports
several programming languages and provides database and system resources
connectivity through the .NET framework. It also includes numerous devel-
opment tools; e.g. a code editor, forms designer for graphical user interfaces
(GUI’s), data explorer for Microsoft SQL Server R⃝ databases, and debugging
and deployment tools, to name a few. It runs on the .NET framework, and
development is intended for Windows systems.

The .NET framework is developed by Microsoft, and was first introduced
in the beginning of the 21st century. It contains extensive function libraries as
well as components that manage the execution of programs. These are together
called the common language runtime (CLR), which is a virtual machine that
handles all aspects of program execution; e.g. data access, automatic memory
management, security and service management. [19]

Each new version of .NET includes added functionality, but backward com-
patibility can be an issue, since applications that are compiled with a certain
targeted runtime can not be run on a system without that runtime version. The
.NET versions ranging from 2.0 to 3.5 all use the 2.0 runtime version, while the
newest 4.0 version uses a new runtime version. Thus, applications developed for
version 4.0 requires the user to have version 4.0 installed. These version issues
can be further complicated if the software is dependent on other applications
developed for other .NET versions. [20]

Although the company has some limitations on the .NET version they can
use due to customer demands, we concluded together that in the development of
the prototype in this project, flexibility and ease of use was of higher importance
than backward compatibility. With this in mind, the newest version of the .NET
framework (4.0) was chosen in order to impose as low restrictions on other
components as possible, although the components that were eventually chosen
(see the following sections) are all supported also in the earlier 3.5 version of
.NET.

3.2.2 Data storage

The handling of data is one the most important aspects of this project. There
are two categories of data in this project; the raw data, which is what is the
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user supplies to the system through the .csv file, and the application data (e.g.
materialized views), which is generated automatically by the program.

The large size of the raw data required the program to use a persistent
data storage form for that data, from which data can be efficiently retrieved.
Thus, for the raw data, the apparent choice was to use a ready-made database
management system, since these already contain efficient methods for storing
and retrieving data. This is also an intuitive choice with a future application in
mind, since the raw data in real applications is likely to be supplied from one
or several external databases.

Though important, performance was not critical in this project. With this in
mind, when deciding how to treat application data, the built-in flexibility and
fast deployment of ready-made database management systems was preferred
over a much less flexible though potentially better performing manually written
in-memory solution.

Choice of database management system

When deciding which database management system to use, three different solu-
tions were examined; Microsoft SQL Server R⃝, which is a full-fledged database,
and two lightweight, embedded databases; Microsoft SQL Compact Edition R⃝
(MS SQL CE) and SQLite. A comparison of different properties for these
database management systems are displayed in table 2.

MS SQL Server MS SQL CE SQLite
Max. DB size 524,258 TB 4 GB 128 TB
Embedded No Yes Yes
Support for views Yes No Yes
Support for materialized
views

Yes No No

Native support for C# Yes Yes No
In-memory No Yes Configurable
Support for x64 architec-
ture

Yes Yes Unstable

License Proprietary Free Free

Table 2: Comparison of relevant properties of candidate database management
systems. [12, 13, 14]

Table 2 shows that MS SQL Server supports huge database sizes and ad-
vanced features such as materialized views. However, since it is not embedded
it can not be included with the program; instead, the user is required to have
access to such a database. This was considered to be too big a drawback, so
the decision was made to use an embedded database, even though these do not
provide support for materialized views (instead, a custom materialized views
solution was implemented; see section 2.4.4). The choice then boiled down to
using either MS SQL CE or SQLite. Table 2 shows that these have similar
properties, the difference being that SQLite have no practical limitation on the
database size, while MS SQL CE provides native support for C# and requires
less configurations in order to get good performance [14].

Since one of the aims of using an embedded database is to keep data in-
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memory to as large extent as possible, the 4 GB limit on MS SQL CE is not
too big an issue, since most personal computers today have 4 GB of RAM or
less. Thus, in this prototype version of the program, this limitation was not
considered too serious. The native support for C#, coupled with better out-
of-the-box performance resulted in the choice of DBMS being MS SQL CE. In
future applications the limitation on database size may however be critical, at
which point a new decision on the DBMS will have to be made.

Database design

After deciding on which database management system to use, decisions must be
made on how to store data in it. The decision on how to store data was made
with data warehouse ideas in mind. Specifically, the storage of application data
was designed to get the characteristics of a data mart, with the aim of delivering
fast access to data relevant to the user.

Since no presumptions were made in this project about what data the user
finds relevant, the database design was made in a dynamic way by letting users
define their own measures of what they want to see. These measures, referred
to as metrics, define the expression to aggregate as well as all dimensions of
interest. This approach is an implementation of the dimensional fact model,
described in section 2.4.2.

A visualization of the database design is shown in figure 9. The attributes
table is created and populated during data import, and contains the names of
all attributes present in the dataset. These attributes are then used as column
names when creating the metric_attributes table.

The metrics table is populated whenever the user defines a metric, which is
done in the program through a user interface where the user is prompted to first
set a metric name, and then define the metric’s fact. This is done by selecting an
aggregation operator and defining the expression to aggregate, which could be a
any combination of attributes, numbers and operators including multiplication,
division, subtraction and addition. In this prototype, the restriction was made to
only include distributive aggregation operators, to simplify the implementation
of materialized views. Thus, only the aggregation operators SUM, MIN and
MAX were allowed.

As can be seen in figure 9, the fact is constituted by an aggregation oper-
ator combined with the expression. The reason for separating the aggregation
operator and the expression is that the high-performance query engine, which
is described in section 3.3.4, answers queries from sub-aggregates using only the
aggregation operator, and not the whole expression, and thus needs access to
which aggregation operator was used.

The expression is stored in a way such that it’s attributes is linked from
the attributes table. This can not be done through foreign keys, since the
expression is not necessarily constituted by a single attribute. Instead, each
attribute is stored as a token (the letter A combined with a number) which is
then interpreted in the code and replaced by the corresponding value from the
attributes table. E.g.,

expression = A1*A4

is interpreted as the first value in attributes multiplied with the fourth value in
attributes.

26



Figure 9: Tables present in the application database. The metrics table holds
all user-defined metrics, which contains a foreign key to the metric_attributes
table, defining which attributes are included in each metric. The expression field
in the metrics table is linked to the attributes table through a dynamic definition
of expressions. The database also contains as many materialized views tables as
there are nodes in all metrics; the number < x > corresponds to a unique _id
in metrics, while < n > corresponds to a unique node number (see section 3.3.3
for details on nodes and materialized views).

The metric definition is then finalized by letting the user select the dimen-
sions to include in the metric. If the queries are answered using materialized
views (see section 3.3.3) through the high-performance query engine, then only
these dimensions will be possible to investigate. All cells in metric_attributes
(except the primary key; _id) are stored as booleans (formally, as bits; 0 de-
noting false and 1 denoting true), where all attributes that are included in the
metric are set to true, and the rest to false. A metric’s attributes is thus ob-
tained by retrieving all column names who’s value is true for the row with _id
given by the the foreign key attributes in the metrics table.

The tables containing the vast majority of the data in the application database
are the materialized views tables (MVmetric_< x >_< n > in figure 9), which
can be regarded as the fact tables, using data warehouse terminology. See sec-
tion 3.3.3 for details on how these are implemented.

This design with materialized views tables is similar to the star schema prin-
ciple in the dimensional fact model, with the difference that the attribute values
are stored explicitly instead of as foreign keys to separate tables. The drawback
of this approach is that a lot more data needs to be stored and that database
integrity risks being compromised with the storage of redundant information.
However, this approach is likely to give better query performance, since no
database table joins (which is a costly function) need to be performed when
retrieving data or calculating new views from the materialized views tables.

27



3.2.3 Data visualization

Two decisions had to be made when it came to the visualization of data; what
visualization techniques to use and how to implement it.

Visualization techniques

Many visualization techniques exist, as described briefly in section 2.2.2. While
advanced techniques provide the opportunity to present many aspects of the
data at the same time, the increased complexity may be repelling for some
users who don’t want to learn new visualization techniques. With this in mind,
I opted for simple 2D visualization techniques such as line graphs, bar charts
and pie charts. Other than being very intuitive for the user, they also have the
added benefit of being available in many ready-made graphics libraries.

However, since the data to be visualized is typically multi-dimensional, the
choice of 2D visualizations means that proper drill-downs can not be done since
such operations increase the dimensionality. This is handled by applying a slice
operation at the same time, which reduces the dimensionality. The combined
effect is a dimension switch combined with a filter that removes all other dimen-
sion values, which can be viewed as a drill-down on the remaining dimension
values. To obtain all results of a formal drill-down, the user can go back to
previous views (through the visual browsing history; a process which can be
viewed as a roll-up) and repeat the drill-down on other dimension values. While
this gives the user less details at once, the approach ensures that it is easy to
use and understand the interaction methods and the resulting visualizations.

Graphics library

With the choice of visualization techniques made in favor of standard 2D tech-
niques, the decision was made to use a ready-made library for creating the
charts, since custom development of such charts would be a case of "re-inventing
the wheel". Several alternatives, commercial as well as open-source, were inves-
tigated, but the clear winner was Microsoft Chart Controls, due to it being:

• Free to use and redistribute

• Easy to integrate into the solution, since it’s built into the Visual Studio R⃝
package

• Flexible – easy to customize the appearance

• Diverse – many types of graphs supported

The requirement of the Chart Controls library is that the program uses .NET
version 3.5 or later.

3.2.4 GUI design

When designing the graphical user interface (GUI), the main goal was to provide
the user with a good overview of the current view and also of previous views,
enabling the user to keep track of exactly where in the data mining process
he or she is. So, at the beginning of the project I made a sketch of a design
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Figure 10: Design sketch of the GUI in the main window in the program. The
main components are: the main chart showing the current view of the data
(a), the visual browsing history showing all previous charts in the current data
exploration session (b), the toolbox with tools for drill-down, filters, plot options
etc. (c), the list of filters applied in the main chart (d), and the panel showing
information about the current user selections in the main chart (e)

(shown in figure 10) that I thought would be suitable for this purpose. The
actual program was then implemented according to this sketch.

In the centre of the screen is the main chart (a in figure 10), which shows
the active chart. By default, the active chart is the latest view of the data.
However, by clicking one of the mini charts in the visual browsing history (b in
figure 10), this chart is activated, and the main chart is updated to show this
previous view of the data. In this way, the user can easily go back and forth
in the browsing history, which should help the user keeping track of what the
current view in the data exploration process shows, and where it came from.
However, if the user manipulates a view that is not the newest, all charts after
that are destroyed, in order to keep the browsing history consistent.

The filters applied in the active view are shown in the filter panel (d in
figure 10).

View manipulation is regarded as changing selections, drilling down or mod-
ifying filters. When doing one of the two latter, the chart’s underlying data
is updated, and a new view is created, sending the old view to the browsing
history.

The toolbox (c in figure 10) contains tools for drill-down, filters, showing
raw data and changing plot options. Clicking these pops up windows with the
relevant options.

The user can select one or more datapoints in the main chart by mouse-
clicks. The current selected labels and the total value is shown in the selection
panel (e in figure 10).
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3.3 Program outline
The program contains a number of classes totalling nearly 10 000 lines of code,
without counting automatically generated Windows Forms Designer code (code
for graphics, generated by Visual Studio R⃝). This section gives a brief summary
of the program’s structure and it’s components.

3.3.1 Architecture

Since the program is quite small, with only one user and no external connections,
the architectural design was not as extensive as it can be in larger applications.
The general idea that I tried to adopt in the development was to use a layered
architecture in order to keep different components as independent as possible.
The resulting architecture (corresponding to the logical view in the 4+1 architec-
tural model) is shown in figure 11, where three distinct layers can be identified:
the user interface (GUI ), an intermediate layer (misc. classes) and a data layer
(data connectivity and databases).

As mentioned previously in section 3.2.2, the application data (AppData.sdf
in figure 11) can be seen as a local data mart, which caches aggregate data from
the data source (LocalDB.sdf in figure 11) and stores it in a way designed for
fast retrieval.

The classes in the GUI layer are so called Windows Forms, which in Visual
Studio R⃝ are automatically created as partial classes such that design code (i.e.
code for graphics) is separated from regular code. Thus, the top layer could
actually be regarded as two layers in one. These are quite entangled though, so
I choose to view them as a single layer.

The data layer could also be regarded as two layers in one; one layer with
the data source (databases) and one layer with contains the interface to the
data (data connectivity). However, all queries in the data connectivity classes
are written in a query language specific to Microsoft database systems (T-SQL).
Because of this, the databases can not be changed to another DBMS without
the need to rewrite parts of the data connectivity classes, which is why I choose
to view these two groups as one layer, and not two.

Figure 11 also shows one group separated from the others; resources. The
files in this group contain global application resources, such as database names,
table names and all string resources. This allows all parts of the program to use
the same source of information, which means that this information can easily
be changed without causing problems with inconsistencies.

3.3.2 Components

The main component of the GUI is the main window (MainWindow.cs); all
other windows are opened from this class. The main window contains a list of
charts, which represent the whole browsing history. These charts are instances
of ChartObject.cs, which is a custom-written class that inherits the chart class
of the Microsoft Chart Controls library.

Each instance of ChartObject.cs contains all parameters related to appear-
ance that are inherited from the Chart Controls library, as well as a number
of instance variables keeping track of all available information about it’s data,
such as the query made to populate it, all filters applied and all current user
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Figure 11: The classes and components of the program, grouped into their
logical layers. The figure represents a logical view of the architecture.

selections. ChartObject.cs also includes methods for querying for data, drilling
down and highlighting user-selected datapoints, to name a few.

The main window also contains one instance of HiPerEngine.cs, which is a
class that handles view materialization and answering queries using materialized
views. For a further explanation of how this is implemented, see section 3.3.3
and section 3.3.4. If the user has chosen to use high-performance settings and
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views have been materialized, the queries are answered by HiPerEngine.cs using
the data in the application database (AppData.sdf) instead of querying the raw
data in the local database (LocalDB.sdf).

The database connectivity classes (AppDataConnection.cs and DBConnec-
tion.cs) contain all functionality needed to create tables, query for data and
inserting data in their respective databases.

3.3.3 View materialization implementation

As previously described, the purpose of materialized views is to calculate and
store results of queries, such that they can be used to speed up queries that
are asked at runtime. However, this feature is unfortunately not available in
light-weight embedded databases. Instead, a simple custom view materializa-
tion functionality was developed in this project, where each view is stored in a
separate table, identified by a unique view number.

This functionality was created with the greedy algorithm for view material-
ization in mind. As such, it supports only simple views containing one expression
and one or more number of attributes in the group-by set, whereas no filters are
allowed. In this way, all views for a given metric corresponds to an OLAP cube,
as in table 1. A metric defines the expression to aggregate and the possible
dimensions (i.e. the attributes that may be included in the group-by set), as
described in section 3.2.2. Also, for simplicity reasons, the implementation only
supports distributive aggregation operators (SUM, MIN or MAX). In order to
accomodate other aggregation operators, or non-linear metric functions, some
support measures would need to be stored along with each view, such that other
views can be computed correctly.

This custom view materialization functionality assumes that the top view
(i.e. the view with the group-by set containing all of the metric’s attributes) has
been materialized, and materializes other views from this or, if available, higher
aggregation level views. This is always the case when the greedy algorithm
has been used, since that algorithm always requires the top view to have been
materialized.

An outline of the view materialization algorithm is described below:
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The view materialization algorithm

Input:

metric

MV - list of materialized views

G - group-by set of the view to materialize

1. Find the view number i corresponding to G

2. If MV contains i; then it has already been materialized.

Otherwise:

3. Generate a list of candidate views CV that can be used

for materializing this view.

4. Select the highest aggregation level candidate view V_k

from CV by looping from i down to 0 and selecting

the first node k that is in the list MV.

5. Materialize V_i by rolling up all dimensions in V_k that

are not in G using the expression defined in

the metric, and store the result. Done!

The numbering of the views in step 1 is done by creating the complete lattice
of nodes (as described in section 2.4.4) and traversing the lattice top-down, left
to right, and numbering each view by the order in which it was reached, starting
from zero (the top view).

The candidate views in step 3 are found by generating all combinations of
group-by sets (from the attributes in the metric’s dimensions) that contain the
dimensions in the view to materialize. Since the top view is always materialized,
there is always at least one candidate view (since the top view can be used to
create all higher-level views).

The numbering of the views guarantees the approach in step 4 to find a view
on the highest possible aggregation level. This is done in order to speed up
the creation of the new view, since this process is dependent on the size on the
underlying view.

The roll-up in step 5 is done by simply querying the table containing Vk

with the expression given by the metric. For instance, if the expression is
SUM(amount), the view to materialize has the group-by set {dim1, dim2} and
the view to create it from is given in tablek, then the query is:

SELECT SUM(amount), dim1, dim2

FROM table_k

GROUP BY dim1, dim2

The result of this query is then gathered into a DataTable object in C#,
the contents of which is then inserted into the right materialized view table.
Inserts into MS SQL CE databases can be done in several ways. I tried three
different approaches; creating a hard coded SQL insert string for each row in
the DataTable, creating a parameterized (pre-compiled) SQL insert string for
each row, and finally by inserting the DataTable directly using a SqlCeResultSet,
which is an updateable database cursor that keeps the database connection alive
throughout the whole input of the table. The time was measured for inserting
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two thousand rows using these three methods, and the results are shown in
table 3.

SQL insert strings parameterized SQL insert strings SqlCeResultSet
50.508 35.203 0.295
49.900 35.375 0.298
59.484 37.681 0.294

Table 3: Time (in seconds) for inserting 2000 rows into the MS SQL CE database
using three different insert methods

As can be seen in table 3, the difference in performance is huge between
the three methods. The database cursor of the SqlCeResultSet was more than
100 times faster than SQL insert strings, which is likely explained by the data
connection being kept alive throughout the whole insert. The SQL insert strings
probably has a significant overhead in communicating with the database, which
would explain the huge difference in performance. Obviously, in light of this
test, the SqlCeResultSet method was chosen for all inserts in the program.

3.3.4 The high-performance query algorithm

As mentioned previously, the choice of using virtual views (on-the-fly queries)
or materialized views is a fundamental design decision of data warehouses. In
my program, I decided to let the user decide this himself, and provide support
for both approaches. This is done by letting the user choose whether or not to
use high-performance settings. If the user decides not to, then all queries are
answered on-the-fly. Otherwise; if the user has chosen to use high-performance
queries and views have been materialized, then the high-performance query
algorithm can be used. It is similar to the view materialization algorithm, in
that it tries to find the highest aggregation level view to gather the result from.

This algorithm requires the same input as the view materialization algo-
rithm, as well as a list of attributes on which filters are applied and a list of
cost estimates for all views. In the current implementation, a linear cost model7
like the one described in [5] is used. To achieve this, the raw data is sampled
randomly (this is done during the data import) so that a small subset of the raw
data is available, and then materializing the views using the sample. 8 Finally,
the cost estimates are given by the number of rows in each of the materialized
sample views.

An outline of the view materialization algorithm is described below:
7The linear cost model assumes that the cost of answering a query is directly proportional

to the size of the underlying dataset
8In my project, I have used samples of size between 500 and 5000 rows, depending on the

size of the raw data. The random sampling of x rows is, in T-SQL, done by the query:
"SELECT TOP(x) FROM ’data’ ORDER BY NEWID()"
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The high-performance query algorithm

Input:

metric

MV - list of materialized views

C - cost estimate of all views

G - group-by set of the view to materialize

F - set of all filtered attributes

1. Find the highest level view V_k that contains the

information needed in the query:

a) V_k must contain the attribute in the group-by set

of the query (G)

b) V_k must contain all dimensions where

a filter is applied (F)

2. If V_k has been materialized, query that view.

Otherwise:

3. Find the view V_j of least cost that is materialized

and contains the information in V_k.

Query V_j

As in the view materialization algorithm, there will always be at least one
materialized view to choose from; the top view.
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4 Evaluation
This chapter describes the evaluation of the program, which was done in order
to obtain an estimate of how useful the program could be. The program was
evaluated in two ways of different perspectives; one performance test and one
user-acceptance test. The first tests the raw performance of the program, which
is important especially when larger datasets are used, while the latter tests more
soft values which determine how users perceive the program and its functionality.

4.1 Performance test
The performance test was done in order to evaluate the effect of using ma-
terialized views when answering queries. The test was done on three different
datasets of different sizes, and was carried out by answering a number of queries
with varying complexities using different degrees of view materialization.

4.1.1 Sample data

Three datasets with different sizes were used in the query performance tests, see
table 4. The datasets were generated randomly by populating each attribute col-
umn using a uniform probability distribution and drawing values from a vector
of values corresponding to that attribute. The attributes and their cardinality
(i.e. number of unique dimension values) are shown in table 5. The two first
datasets were generated fully randomly. The third dataset was created by first
populating 250 000 rows randomly, and then duplicating these rows, which ex-
plains the 50% randomization for this dataset, as shown in table 4. This was
done to imitate real applications, where data patterns are likely to occur such
that some combinations of values occur together more often than they would in
completely random distributions.

Dataset Size (rows) Randomization
1 10 000 100%
2 100 000 100%
3 500 000 50%

Table 4: The three datasets used in the performance test. They were all con-
structed randomly from a set of attribute values (with cardinalities as described
in table 5), though the largest dataset was constructed by copying a dataset of
half the size (thus the 50% randomization).

4.1.2 Test methodology

As described previously, the dimensions must be determined beforehand when
using the greedy algorithm for view materialization. In the performance test, the
metric (describing the expression to aggregate as well as the possible dimensions
on which to aggregate on) used was the sum of the amount, with six dimensions
from the attributes in table 5:
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Attribute Cardinality
amount −

counterparty 26
currency 12

instrument 56
issuer 33
owner 10

portfolio 80
state 19
trader 15

Table 5: The attributes in the datasets

Performance test metric:

SUM(amount)

Dimensions:

counterparty, currency, instrument,

portfolio, state, trader

Using this metric, ten different queries were answered for eight different de-
grees of view materialization (0%, 4%, 18%, 34%, 50%, 68%, 85% and 100%).
In the case of 0% view materialization, the queries were answered using the
raw data, while in the other cases, the queries were answered using the high-
performance algorithm described in section 3.3.4. The views to materialize were
chosen automatically by the greedy algorithm, described in section 2.4.4, imple-
mented with materialized views as described in section 3.3.3. For instance, in
the case of 50% view materialization, the top view was materialized and then
the greedy algorithm chose new views, one by one, up until 50% of all views had
been selected, after which they were materialized.

The queries were of varying complexity, with different combinations of group-
by sets and filtered dimensions, as shown in table 6. This was done in order to
simulate actual usage of the program, where many different queries will need to
be answered. In this way, possible bias due to which view the query is answered
from is reduced, since the queries in table 6 all belong to different views.

The measure in these tests is the time elapsed when answering the queries.
All queries were done five times and the lowest time was chosen, as to avoid any
load imbalance issues.

This process was then repeated for all three datasets described in section 4.1.1.

4.1.3 Results

The measured times in the three cases with different datasets are shown in
figure 17, figure 18 and figure 19 in appendix A.9 More interestingly, the speed-
up (i.e. the performance gain compared to the queries answered without view

9The system used in the tests was a laptop with an AMD Athlon Neo X2 CPU @ 1.60 GHz
and 2 GB RAM
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Query Group-by set Filtered attributes
1 1 -
2 3 6
3 1 2, 3, 5
4 3 1, 2
5 2 4, 6
6 4 1, 5
7 6 1, 2, 3, 4, 5
8 1, 4 -
9 2, 3, 5 -
10 1, 2, 3, 4, 5, 6 -

Table 6: The components of the queries; each number in the group-by set and
filtered attributes columns corresponds to one of the dimensions in the metric.
Queries 1–7 contain a single attribute in the group-by set, while queries 8–10
are more complex and contain several attributes in the group-by set. All filters
were applied as selections of specific attribute values.

materialization) of the queries in the three cases is shown in figure 12, figure 13
and figure 14, respectively.

Figure 12: Plot of the query speed-up for different degrees of view materializa-
tion on the first dataset (10 000 rows).

Figure 12 shows that the performance gain when using materialized views is
quite insignificant when applied on the smallest dataset, with a speed-up ranging
from 0.9 (i.e. a performance loss) to just under 3. The average speed-up is
roughly 1.5 with full view materialization; i.e., queries are answered 50% faster
using full view materialization compared to querying the raw data. However,
as figure 17 shows, this effect is barely noticable due to the query time being so
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Figure 13: Plot of the query speed-up for different degrees of view materializa-
tion on the second dataset (100 000 rows).

Figure 14: Plot of the query speed-up for different degrees of view materializa-
tion on the third dataset (500 000 rows).

low in general for the smallest dataset (averaging below 200 ms).
With a larger dataset, the performance gain start to become a bit more

appearant, with an average speed-up ranging between 5 and 7 for the second
dataset, as shown in figure 13.
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In the largest dataset, the speed-up becomes significant, with an average
speedup between 20 and 70, and in one case (query 8) as large as 250.

A general trend in all three cases is that the largest performance gain is
achieved in the first step, between no view materialization and 4% view materi-
alization. Also, higher degrees of view materialization generates better perfor-
mance, as one could expect.

Another trend that can be noticed when looking at individual queries is that
the speed-up either stays the same or changes significantly between two degrees
of view materialization. The reason for this is that if the view from which the
query can be answered has been materialized, performance gain will be achieved;
otherwise, the performance will not change.

4.2 User acceptance test
The user acceptance test was done in order to evaluate how users perceive the
program, which is a crucial factor in determining the success of the design and
implementation and, ultimately, wether the program has the potential to be
useful or not.

4.2.1 Test methodology

The test was constructed as to evaluate two main perspectives: usability and
usefulness. The first measures the user-friendliness of the program, while the
latter is a measure of the extent to which users can use the program to solve
problems or increase productivity. Both factors are cognitive, meaning that
they depend on each individual user’s perceptions, and can therefore not be
easily measured objectively. Together they make up two of the most important
factors in forming the user’s attitude towards using the program, which in turn
is crucial in determining the success of a program. [21]

The users that participated in the test were all employees at the company
where this thesis project was carried out, and they all have extensive professional
expertise and experience of software. In total, there were eight participants.

The test was carried out as follows: first, users were given a short user
guide describing the basics of the program along with a couple of exercises
where the users where asked to find specific information in the dataset that was
provided. Typically, these exercises required several steps involving drill-downs
and applications of filters. After trying out the program and completing the
exercises (which took approximately 20 minutes), users were asked to fill out a
questionnaire with questions regarding usability and usefulness. The supplied
questions are shown in appendix B, and they were to be answered using a scale
of 1–7, where 1 is the most negative and 7 is the most positive response.

4.2.2 Results

The results of the questions are shown in appendix C, with summarizing results
shown in figure 15 and figure 16.

As can be seen in figure 15, the general opinion on the usability of the
program was quite good, with all questions rated over average (4). The general
user-friendliness was deemed quite good (question 1 and 2) with scores around
5.5, while the most positive response was regarding the interactivity (questions
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Figure 15: The mean and standard deviation of the answers to the questions
regarding usability

3, 4 and 5) with scores around 6. The filter modification feature (question 7) was
the least user-friendly, with a score of 4.4. However, this was also the question
with the highest standard deviation in the answers, showing that different users
interpret this quite differently.

Figure 16: The mean and standard deviation of the answers to the questions
regarding usefulness

Figure 16 shows that the perceived usefulness of the system is also quite
good, with scores ranging from 4.1 to 5.5. The impression of the program
(question 1) and its usefulness in general (question 2 and 3) all got mean scores
of 5.5, showing that the program definitely has the potential to be useful. The
visual browsing history feature was deemed moderately useful, with a score of
4.1. The potential usefulness of view materialization (question 5) gave rise to
varying opinions (as shown by the high standard deviation), but with a mean
score of 4.7, one could presume that it could be valuable in some cases, and
pointless in other cases where performance is good as it is.
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5 Conclusions and future work
In this project, a prototype visual data mining tool was developed with the aim
of providing an intuitive tool that combines flexibility and good performance.

The foundation of data mining is that data is generated and stored in in-
creasingly huge quantities today, putting high demands on how to treat data
and how to analyze it to find interesting patterns. A data mining tool is an ex-
ample of a so called decision support system, which is a system that is designed
to do just this; to retrieve information from data. Extracted information can
then be used to improve the business in regards to, for instance, efficiency and
profitability.

A visual data mining tool differs from traditional data mining approaches, in
that instead of relying on more or less complex mathematical methods, the user’s
knowledge and experience is utilized by including the user in the mining process.
This puts demands on the program in terms of interactivity; the program must
provide sufficiently advanced methods for browsing the data, as well as delivering
adequate performance so that waiting times are kept at a minimum.

Data warehouses are commonly deployed in connection with decision support
systems, and data warehousing provides a good framework for managing large
quantities of data; optimized for efficient retrival of data. This is done by storing
data in a way that is similar to how users retrieve it through queries, which in
decision support systems are usually so called aggregation queries, combining
values from collections of data. Such approaches are commonly referred to
as online analytical processing (OLAP), and differs from traditional database
approaches (online transaction processing – OLTP) which are optimized for
storing data in a multi-user setting with concurrent transactions.

In this project, the storage of data was designed in a way that can be thought
of as a data mart, which is a small-scale data warehouse containing subsets of
the full data warehouse, used in order to provide the user with relevant data in
a fast manner. Specifically, the program implemented in this project supports
the storage of pre-calculated aggregations; so called materialized views. These
views, which are aggregate subsets of the raw data, can the be used to answer
queries in a much faster way than what is possible when querying the raw
data. Also, materialized views can be used when creating higher-level views,
which allows for speed-up also for queries that do not belong to that specific
materialized view.

However, materializing all views is often not feasible in real applications due
to the vast storage space required. Another common constraint is the time to
update the data. Instead, partial view materialization is often adopted. This can
be done by two different approaches; either system experts use their experience
in determining which views are most valuable to materialize, or an automated
method is implemented. One example of such a method is the greedy algorithm
for view materialization (introduced in [5]), which chooses views to materialize
one by one, by locally optimizing a benefit function in each step with the aim of
materializing the set of views that give the optimal a priori performance gain.

This greedy algorithm was implemented in the program, and was then used in
order to materialize a (user-defined) fraction of all possible views. The possible
views to materialize were determined by letting the user define so called metrics,
which contain information about the expression to aggregate as well as the
dimensions on which to aggregate on.
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The performance gain of using view materialization was evaluated through a
performance test, which was based on ten different queries of varying complex-
ity, done on three different datasets of varying sizes. These queries were done
using different degrees of view materialization, ranging from none (i.e. queries
answered using the raw data only) to complete (all views materialized).

On the smallest dataset, which contained 10 000 rows, the speed-up was
modest; ranging from 0.9 (i.e. a performance loss) to 3, with a mean query
speed-up between 1 and 1.5. However, since the query times were so low (ranging
between 70 and 600 ms), any performance gain would not be particularly useful
for the user in this case, since the waiting time for these queries can be regarded
as negligible.

On the medium size dataset, containing 100 000 rows, the speed-up was
larger; ranging from 2 to 20. Although this may seem quite much, the actual
time gained was not that impressive, since queries were answered relatively fast
even without view materialization (between 400 and 6000 ms).

In the case of the largest dataset (containing 500 000 rows), the speed-
up was more valuable. A mean speed-up of 20-70 meant that queries taking
between 2 and 60 seconds could instead be answered in a matter of hundreds
of milliseconds up to a few seconds. Thus, when large datasets are to be used,
then view materialization can provide real performance gain that can make a
noticeable difference in responsibility for the user.

In general, the value of view materialization is highly dependent on the
data and the actual usage. In some applications where the underlying datasets
are huge, then view materialization may be absolutely crucial in order to be
able to investigate the data interactively. On the other hand, if the views are
too large (due to a large number of dimensions and/or dimension values), or
if the queries that are actually asked are seldomly possible to answer using
the materialized views, then the performance gain may not be able to justify
the cost in computation time and storage space required. Whether or not to
use materialized views is thus a decision that should be taken with regards to
what data is available and how the data is used, in order to get a good trade-
off between system waiting times and maintenance costs (in update time and
storage space).

Embedded MS SQL CE databases were chosen for the program’s data storage,
and they delivered good performance with query times of the order of hundreds
of milliseconds for small and medium size datasets. However, it turned out to be
a non-trivial task of how to implement certain operations. One example was the
insertion of multiple rows, which could be done by several different methods with
highly varying performance; the best taking less than 0.3 seconds to insert 2000
rows while the worst took nearly 50 seconds for the same operation. Thus, in
general, a certain amount of trial-and-error was needed in the implementation.

The development was done using a hybrid plan-driven and agile approach.
Since the program to develop was just a small prototype with most of the
functionality belonging to the same module, there was not much need for a
true incremental development approach. Some agile development ideas were
adopted though, for instance in that the requirements were allowed to change
throughout the project and the implementation was made accordingly. Also,
the focus was on fast development, and not on extensive documentation since
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this would probably be somewhat wasted on a prototype.

The developed program met the requirements by including all the specified
functionality as well as delivering sufficient performance (average query waiting
times were around one second for database sizes of 100 000 rows, well below
the specified requirement of 30 seconds). Also, the program was appreciated by
the users, which was shown in the user acceptance test, where both usability
and usefulness were ranked quite highly (average scores of 5.5 and 5.1 out of 7,
respectively).

With this in mind, the developed program must be considered a success.
There are however two main things (besides technical details such as better
error handling and more rigorous testing) that would need to be done in order
to extend the prototype to a real program, so that it could be considered useful
in real applications.

The first is to connect the program to live data sources (e.g. external
databases) instead of simply loading data from a file. In connection with this,
one might also consider off-loading the application data onto fully-fledged, ex-
ternal databases in order to avoid the limitation in storage size that is present
in the embedded database currently used.

The second is to implement support for more general metrics, for instance
non-linear functions and non-distributive aggregation operators, instead of being
limited to distributive aggregation operators, as is the case in the current im-
plementation. The materialized view implementation and the high-performance
query algorithm would have to be extended to support this though, for instance
by including a certain number of support measures with each view so that other
views and answers to queries can be constructed from these.

Another thing that would improve the program would be to include other
visualization techniques besides the current standard 2D techniques. Specifi-
cally, extending the support for more dimensions through 3D charts and color
mapping could be a powerful way to improve the data mining capabilities for
some users.

The greedy algorithm could also be improved by implementing better view
cost estimate methods instead of the current, which materializes views on ran-
dom samples in order to obtain the view size estimates. A number of other
sampling methods exist (see e.g. [22]), which could give a better indication of
which views are most valuable to materialize.
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A Appendix: Performance test results

Figure 17: Plot of the lowest measured query times for different degrees of view
materialization on the first dataset (10 000 rows).

Figure 18: Plot of the lowest measured query times for different degrees of view
materialization on the second dataset (100 000 rows).
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Figure 19: Plot of the lowest measured query times for different degrees of view
materialization on the third dataset (500 000 rows).

B Appendix: User acceptance test questions
Usability

1. How easy/hard was it to learn the program?

2. How would you rate the ease of use once familiar with the program?

3. How easy/hard was it to show specific views of the data (as requested in
the exercises)?

4. How would you rate the program’s overall responsiveness?

5. How easy/hard was it to select data in the charts through mouse clicks
and short-keys?

6. Was the "visual browsing history" feature easy to use?

7. Was the "modify filter" feature easy to use?

Usefulness

1. What was your general impression of the program?

2. Do you think that the program has the potential to be useful to customers?

3. How would you rate the program’s visual data mining capabilities? (i.e.,
how useful is the program when trying to find specific information in the
data set?)
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4. Did the browsing history feature help you keep track of what was being
shown in the current view?

5. Would you consider the view materialization concept to have potential
in practice or is the general on-the-fly query performance in customer
applications acceptable?

C Appendix: User acceptance test results

Question Answers Mean Standard deviation
Usability
1 5, 6, 6, 5, 6, 6, 5, 4 5.4 0.7
2 5, 3, 6, 6, 6, 7, 7, 5 5.6 1.3
3 6, 5, 6, 7, 7, 5, 6, 5 5.9 0.8
4 6, 5, 6, 7, 7, 7, 5, 6 6.1 0.8
5 6, 6, 7, 6, 6, 7, 6, 3 5.9 1.2
6 5, 4, 5, 7, 6, 7, 3, 3 5.0 1.6
7 3, 2, 7, 5, 5, 1, 7, 5 4.4 2.2
Usefulness
1 6, 3, 6, 6, 6, 6, 6, 5 5.5 1.0
2 5, 5, 6, 7, 6, 4, 6, 5 5.5 0.9
3 5, 4, 6, 7, 6, 5, 7, 4 5.5 1.2
4 5, 3, 5, 5, 4, 4, 4, 3 4.1 0.8
5 3, 6, 4, 7, 4, 4 4.7 1.5

Table 7: The received answers to the questions in the user acceptance test. The
questions are given in appendix B. The questions were to be answered on a
scale of 1–7, with 1 being the most negative and 7 the most positive response.
No questions were mandatory, which explains why the last question has fewer
answers. The mean and the standard deviation of each question is also shown.
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