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Abstract: Heterogeneous communication networks with their variety of application de-
mands, uncertain time-varying traffic load, and mixture of wired and wireless links pose
several challenging problem in modeling and control. In this paper we focus on the round-
trip time (RTT), which is a particularly important variable for efficient end-to-end conges-
tion control. Based on a simple aggregated model of the network, an algorithm combining
a Kalman filter and a change detection algorithm is proposed for RTT estimation. It
is illustrated on real data that this algorithm provides estimates of significantly better
accuracy as compared to the RTT estimator currently used in TCP, especially in scenarios
where new cross-traffic flows cause a bottle-neck link to rapidly build up a queue, which
in turn induces rapid changes of the RTT.
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1. INTRODUCTION

Congestion control is one of the key components
that has enabled the dramatic growth of the Internet.
The original idea (Jacobson, 1988a) was to adjust
the transmission rate based on the loss probability.
The first implementation of this mechanism, denoted
TCP Tahoe, was later refined into TCP Reno. This
algorithm (together with some of its siblings) is now
the dominating transport protocol on the Internet. The
throughput and delay experienced by individual users
are depending on several factors, including the TCP
protocol, link capacity and competition from other
users. There are also lower layers that may affect
the achieved delay and bandwidth, particularly if part
of the end-to-end connection is a wireless link, see
(Mascolo et al., 2001; Sarolahti et al., 2003; Cen et
al., 2003; Samaraweera, 1999; Fu and Liew, 2003).
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There exist a few studies of the statistics of network
quantities (Allman, 2000; Allman and Paxson, 2001),
and even estimation of RTT at the link level (Jiang and
Dovrolis, 2002). However, there seems to be less work
on considering RTT estimation from the perspective of
TCP.

The outline of the paper is as follows. In Section 2 a
brief presentation of TCP, and especially the impor-
tance of accurate RTT estimates, is given. This moti-
vates the RTT model and estimation scheme presented
in Section 3. A new algorithm based on a Kalman filter
and change detection is proposed for RTT estima-
tion. In scenarios where new cross-traffic flows cause
bottle-neck queues to rapidly build up, the algorithm
is shown to be particularly useful to track the rapid
changes of the RTT. It gives significantly better accu-
racy compared to the RTT estimator currently used in
most TCP versions.



2. TCP AND RTT

TCP is window-based which means that each sender
has a window that determines how many packets in
flight that are allowed at any given time. The trans-
mission rate is regulated by adjusting this window. For
a network path with available bandwidth b and RTT
τ , the optimal window size is bτ , in the sense that if
all users employ this window there will be no queues
and the link capacities would be fully utilized. Using
loss probability to measure congestion (as in TCP),
means that the capacity of the network cannot be fully
utilized. With necessity, queues have to build up (caus-
ing increased delays) and queues have to overflow
(causing loss of throughput). Several methods to cope
with these short-comings have been suggested. In TCP
Vegas (Brakmo and Peterson, 1995) a source tries to
estimate the number of packets buffered along its path
and regulates the transmission rate so that this number
is low (typically equal to three). One interpretation of
this algorithm is that it estimates the round-trip queu-
ing delay and sets the rate proportional to the ratio
of the round-trip propagation delay and the queuing
delay (Low et al., 2002). Both round-trip delays are
obtained from measurements of the RTT.

Congestion can be indicated in more sophisticated
manners than just dropping packets. In random early
detection (RED) (Floyd and Jacobson, 1993), packets
are dropped before the buffer is full, with a probability
that increases with the queue length. RED can thus
be seen as a way of indirectly signaling the queue
length to the source. In explicit congestion notification
(ECN) the links add information concerning their sta-
tus to the packets. As there is only one bit available in
the packet header for ECN, clever coding is required,
e.g., random exponential marking (REM) (Athuraliya
et al., 2001).

The transmission rate control problem can be solved
in a completely decentralized manner, as was recently
shown in (Kelly, 1997; Kelly et al., 1998). Each source
has a (concave) utility function of its rate. The opti-
mization problem is to maximize the sum of the utility
functions for all sources. It is shown that in order
to solve this problem each source needs to know the
sum of the link prices on the path. The link price
is a a penalty function corresponding to the capacity
constraint. It is a function of the total arrival rate at the
link and can thus be computed locally at each router.
This optimization perspective of the rate control prob-
lem has been taken in a number of contributions. The
developed algorithms can be classified as (1) primal,
when the control at the source is dynamic but the
link uses a static law; (2) dual, when the link uses a
dynamic law but the source control is static; and (3)
primal–dual, when dynamic controls are used both at
the source and the links, see (Liu et al., 2003; Low
and Srikant, 2003) for nice overviews. By appropriate
choice of utility function even protocols not based on
optimization, such as TCP Reno, can be interpreted

as distributed algorithms trying to maximize the total
utility (Low, 2000; Low and Srikant, 2003). TCP Ve-
gas can be classified as a primal–dual algorithm with
the queuing delay as a dynamic link price.

Network state variables such as queueing delays
and RTT are essential for efficient congestion con-
trol, as has been recognized by many researchers,
cf., (Paganini et al., 2003). This has a simple intuitive
interpretation: The ideal window is bτ . Hence, the
more accurate estimates of b and τ that are available,
the closer to the ideal situation it is possible to keep
each flow. It is also clear that when only indirect
measures of congestion can be used, throughput will
suffer somewhat, since queues have to start to build
up in order for the source to detect an increased delay.
The queues can be seen as a way to smooth out the
uncertainties in the bandwidth and RTT estimates. It
follows that one can obtain higher throughput than
TCP Reno, since TCP Reno fills up the bottle-neck
completely before reacting.

3. RTT ESTIMATION

Motivated by the previous discussion on the impor-
tance of accurate RTT estimates, we now take a closer
look at short-range RTT from a statistical perspective.
The raw RTT measurements, obtained from packet
acknowledgements (ACK’s), include delays caused by
transient effects in the network (attributed to short-
lived cross-traffic). The short-lived duration of these
flows means that their contribution to the RTT can be
considered as noise from the point of view of con-
gestion control. It is thus reasonable to filter them
out. In present versions of TCP this is done with a
first-order low-pass filter. The average RTT (averaged
over a few RTT) often makes sudden changes due to
the appearance of a long-lived cross-flow somewhere
along the path. It is then important for the filter to
react quickly to this change, since otherwise buffers
will start to build up with enlarged risk of packet
loss and increased delay as consequences. It is im-
possible with a first-order filter to rapidly adjust to
these changes. This motivates the use of a filter based
on change detection for RTT estimation, as presented
in this section. Before introducing the algorithm, we
present a simple model for RTT. The section is ended
by experimental evaluations.

3.1 Model

Let τ(t) denote RTT at the time the ACK is received at
the source node. Introduce dl,i(t) for the link delay of
link i, dp,i(t) for the corresponding propagation delay,
and dq,i(t) for the queue delay. Suppose the considered
end-to-end connection has m nodes. Then,

τ(t) =
m

∑
i=1

(
dl,i(t)+dp,i(t)+dq,i(t)

)
.
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Fig. 1. Network node model.
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Fig. 2. The principle of change detection.

Assume, for now, that the path through the network re-
mains constant during a session. The propagation and
link delay is fairly constant and thus only contributes
with a bias to the RTT estimate. All the major RTT
dynamics is depending on the evolution of the queue
states along the path.

The simple dynamics of the queue length qi(t) at node
i is a saturated integrator, as illustrated in Figure 1.
Let ci denote the link capacity and ti the time instant
for the packet arrival at node i. Then, RTT at the time
t when the ACK is received is given by

τ(t) =
m

∑
i=1

qi(ti)
ci

+bias,

where the bias term represents the link and propaga-
tion delays.

3.2 Change detection

The RTT measurements have high-frequency charac-
teristics that is desirable to detect. To be able to follow
step changes in the RTT mean value due to increased
network load, new competing traffic flows, or sudden
path changes, more advanced algorithms is needed
than the first-order linear filter currently implemented
in most TCP versions. We propose an adaptive filter
with change detection.

Regard RTT as being composed of a smooth desired
RTT signal together with an additative high-frequency
noise component. We thus model the desired RTT
as a noisy observation of a constant exposed to step
changes in the mean. If we denote RTT by yt and the
desired RTT by xt , we obtain the model

xt+1 = xt +δt vt , δt ∈ {0,1}
yt = xt + et .

The noisy characteristic of RTT is thus captured by
the measurement noise et with variance Re. The step
changes in the desired RTT xt is modeled as the
process noise vt with variance Rv and the discrete
variable δt . If a change occurs at time t, then δt = 1
otherwise δt = 0. To estimate the sequence δN of
instances when a change occurred is a segmentation
problem. The optimal linear estimator is the Kalman
filter which is used to estimate xt . The principle of
change detection is illustrated in Figure 2.

To estimate the sequence δN of instances of changes,
we use a one-sided cumulative sum (CUSUM) al-
gorithm (Gustafsson, 2000). Combining the modi-
fied Kalman filter with the CUSUM algorithm yields
the following adaptive filter, which we denote the
CUSUM Kalman filter:

x̂t = x̂t−1 +Kt(yt − x̂t−1)

Kt =
Pt−1

Pt−1 +Re

Pt = (1−Kt)Pt−1 +δt−1Rv

εt = yt − x̂t

gt = max(gt−1 + εt −ξ ,0)
if gt > h then

δt = 1 % alarm

gt = 0

else

δt = 0

end

The output of the CUSUM Kalman filter is given by
the estimate of the (desired) RTT x̂t . The filter has two
design parameters: the negative drift ξ and the alarm
threshold h. These parameters are tuned to adjust the
sensitivity in the detection procedure. The same values
have been used in all our initial experiments with
satisfying results, so the filter seems fairly robust.
Note that also the variances Rv and Re influence the
filter behavior.

3.3 Experimental evaluation

The objective is to capture the rapid changes that the
RTT undergoes when queues build up when for in-
stance the traffic load increases abruptly. We devel-
oped a modified ping tool to monitor RTT time series.
By sending a dense stream of small packets the RTT
is monitored effectively without affecting the network
load too much. Note that data is not easily obtained
from a TCP session itself, because a rapid traffic load
increase would probably trigger the RTO mechanism
in TCP (which would mean lack of samples during
the transient). Also, if a queue along the path fill up,
packet loss occurrences reduces the TCP sending rate
with more sporadic time series as a consequence. Re-
call that the RTT time in congestion control is often in
fractions of seconds (typically 10−500 ms).

We measured the RTT between KTH and the CAIDA
web site.This path is normally about 20 hops, includ-
ing the Atlantic link. The mean RTT is approximately
190 ms. The sending interval (sampling time) of the
ping tool was 30 ms. According to our measurements,
the path is normally not congested with the result
that the RTT almost shows a deterministic behavior
with a low variance. However, sporadically the traffic
load increased with the result of suddenly increased
and fluctuating queues, which propagated to the RTT.
The proposed CUSUM Kalman filter was used on the
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Fig. 3. Experimental evaluation of the proposed RTT
estimation algorithm on a small change in RTT.

collected data sets. The variances Re and Rv were set to
the variance of the RTT samples. The CUSUM design
parameters were set to ξ = 0.005 and h = 0.05 in all
experiments. This was done manually based on initial
experimentall results.

A detection of a sudden step in the RTT mean value
can be seen in Figure 3. The two upper plots show
the sampled RTT values, together with the output
of the CUSUM Kalman filter and the output of the
conventional TCP first-order filter (with gain set to
0.9 (Jacobson, 1988b)). In the lower plot the test
statistic gt is plotted and the change detection alarm
is encircled. The CUSUM Kalman filter estimate is
smooth, but still manage to detect a mean change as
low as 7 %. Note that the TCP filter is more sensitive to
noise and periodic fluctuations. As the change in mean
is moderate in this example, the TCP filter adapts quite
fast. The RTT mean change is probably a result of an
abrupt change in the traffic load. An additive static
traffic stream as a UDP flow might be the explanation,
but a re-routing inside the network is also a possibility.

In Figure 4 we see a large change in the mean RTT
of about 100 %. Even if the probing packets are sent
with only 30 ms intervals, the RTT measurements do
not capture the queue building up. The result becomes
a step in the RTT measurements. In this scenario the
proposed RTT estimation algorithm reacts after only a
few samples, and is much faster than the filter in TCP.
Note that this time it was no static mean change, but
the queue vanishes after half a second and go down
to its original level. The estimation algorithm reacts
on the reset and adapts almost immediately while the
TCP filter is lagging.

The two given examples show the main features of the
CUSUM Kalman filter: smooth estimates but still fast
adaption when drastic changes occur. In an application
within a transmission protocol, the sampling time is
typically larger and the measurements tend to be more
spiky. The probability of hitting a plateau as in Fig-
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Fig. 4. Experimental evaluation of the proposed RTT
estimation algorithm on a large change in RTT.
Note how well the proposed algorithm (CK filter)
captures the rapid change, while the conventional
filter in TCP (srtt) adjusts much slower.

ure 4 with more than a few samples is then low. By
filtering out such events the RTT estimate could be
kept at the appropriate level.

4. CONCLUSIONS AND FUTURE WORK

In this paper we have studied RTT estimation that
could be suitable for congestion control applications.
Weighting the characteristic of RTT and the applica-
tion of the estimate together we state that the esti-
mation objective is to keep the estimate smooth but
still capture sudden mean changes. A Kalman filter
combined with CUSUM change detection is proposed
and shown to perform well based on experiments with
real data. Long lived rapid changes are detected but
short lived are filtered out as noise. The parameters
of the CUSUM Kalman filter was tuned manually.
Online tuning is an issue to investigate further. In the
paper we have only considered the RTT estimation,
not how the network metric itself should be used prac-
tically in a congestion control algorithm. The optimal
window size, based on information from accessible
implicit information as estimates of RTT and available
bandwidth, will in the future be investigated in parallel
with the development of the estimation procedure.
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