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1 Description of the Code

Here we are investigating scaling of large-scale neural simulations using an ex-
perimental neural simulator (ANSCore) and an experimental code simulating a
model of the neocortical network of the brain (BrainCore).

ANSCore is a newly developed large-scale neural network simulator, used as
a base for a number of ongoing projects. These include models of the mam-
malian olfactory system and for use as the information processing engine in
artificial olfactory systems based on polymer sensors. Parts of it have also been
used for large-scale data analysis [1]. All network communication is performed
using MPI collective functions. Abstract neural network operations, such as
winner-take-all functions across populations of neural units, are implemented
using MPI collective functions and MPI communicators for these specific net-
work parts. This is also used to integrate analysis algorithms of the network
dynamics in a scalable parallel fashion, reducing the need to store vast amounts
of neural activity for separate post-processing analysis.

BrainCore is an experimental code which simulates an abstract Poisson spik-
ing model of the global neocortical network of the brain. It is designed to obey
what is known in terms of the overall structure of the long-range cortico-cortical
connections. As in the brain at large, this connectivity is very sparse – the con-
nection matrix is filled to a fraction of about 10−6. All connections are trainable
using the BCPNN learning rule [2] and network units are adapting. The brain
process we are modeling is cortical associative memory in the form of a recur-
rent attractor memory. The aim is to design a modular network architecture
that can run in real time and scale to arbitrary machine sizes, i.e. that demon-
strates perfect weak scaling. Real time is here defined as learning and recall of
one pattern, and an inner loop execution time of less than 1 millisecond. The
modules, so called ”hypercolumns” or ”macrocolumns” will fit on one process
and the memory and computing demands will be fixed by design. This means



that network connectivity becomes increasingly sparse as the network size in-
creases. Also, the number of in- and outgoing spikes is constant for a module.
The main performance measure is the loop time which should remain at below
one millisecond regardless of the number of cores.

2 Accomplished Objectives

Figure 1 displays scaling behavior of a network simulation using ANSCore com-
prising 65.5 million neural units and 393.2 billion connections. The model tests
the core components of the simulator by associative storage and retrieval of a
set of input patterns in a randomly and sparsely connected recurrent network.
The timing can be broken up in each individual component, displaying behav-
ior as the simulation is scaled up. As the number of processes increases for the
simulated model with a fixed network size, the fraction spent on communica-
tion compared to computation starts to become large, which is responsible for
the slight deviation from linear scaling. Analysis of the network dynamics is
performed by checking the closeness of the network state to memories stored
in the network in each time step. Runs over the full 72 rack system were also
successfully performed, as well as smaller networks using lower number of pro-
cesses with a lower baseline than 64K processes.

BrainCore was tested up to 32K processes already in advance of the workshop.
The aim of the workshop efforts was to show that the design goals of perfect
weak scaling could be achieved on the most parallel machine in the world, JU-
GENE. The memory performance was tested just by during testing stimulating
all hypercolumns except the last one. Then it was checked that the activity
was correctly filled in for that hypercolumn. We stored only a hundred random
patterns (with 1% activity) so the task was fairly simple. It was solved per-
fectly in all reported cases. The network was run in virtual node mode. We
managed to demonstrate weak scaling performance for several large runs, the
largest running on the full machine, i.e. 72 racks with 294912 cores in total.
This amounts to more than 29 million spiking units connected by about 295 bil-
lion trainable connections. Point-to-point communication was used. The loop
time of the inner loop leveled off just a little above 1 millisecond which implies
real time performance (Figure 2). We also recorded the number of spikes sent
and received for a module during operation. This number was close to 47750
for 200 sec run for all our runs. This means that for the largest run more than
14 billion spikes were communicated, which amounts to about 70 million spikes
per second. Due to the network implementation, this corresponds to 100 times
more spikes on a unit-to-unit basis. Since one spike message contains only an
MPI INT this is a very small fraction of the maximum network bandwidth.

We further had the intension to compare scaling performance using collective
communication with the initially developed point-to-point implementation. Due
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Figure 1: Scaling of a memory task of a network comprising 65.5 million neural
units and 393.2 billion connections. Left shows speedup and right displays a
division of where the time is spent in the simulation.

to time constraints this was not achieved. It also remains to optimize the code
using a profiler to get a more precise idea of performance bottlenecks and po-
tential for optimization. We also intend to make the network model somewhat
more complete so that we can run some serious associative memory tests with
it. Additional runs will continue within the DEISA framework within which we
have CPU time on JUGENE.

3 Conclusion

We have successfully scaled up two experimental codes aimed at large-scale
neural simulations to the full system scale of JUGENE. Scaling of core compo-
nents for building a variety of neural models was featured in ANSCore. There
communication was handled by MPI collective calls while the BrainCore model
featured a large homogenous single network and a straight-forward application
in terms of associative memory using point-to-point communication. The re-
sults achieved open up for simulation of neural models of sizes comparable to
real mammalian nervous systems with a much higher complexity than so far
attempted. We will be able to handle spiking communication in models of the
neocortical network as these scales up to sizes of real mammalian brains. Fur-
thermore, our study paves the way for use of extremely scalable brain network
models for information processing of data obtained with e.g. large-scale sensor
arrays. The knowledge gained can also we used to investigate the design of
dedicated hardware.
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Figure 2: Time spent in BrainCore inner loop. The leveling off around 1 mil-
lisecond implies real time performance of simulation compared to a real brain.
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