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Abstract

As the number of IP/Cores in a modern chip grows, demands for a high
capacity and flexible Network-on-Chip also increases. In this project a Multi-
Channel Circuit-Switched NoC is developed, with an efficient search algorithm
as well as a novel flow control protocol that minimizes the buffer size.

In a Circuit-Switched NoC, once a path is established between any two
nodes, data can be sent in a constant latency; this is in contrast with a Packet-
Switched NoC in which packets may be received with different latencies, and
possibly out of order.

Taking advantage of multiple channels between the nodes is another novel
achievement of this project which increases the probability of finding a path
for a traversing packet of data, leading to a significant improvement in the
maximum achievable throughput of the NoC. The design is configurable to
divide each link into single, dual, or quad sub-channels.

The designed NoC is highly flexible in terms of network size (4 × 4 to
128 × 128), channel count (1, 2 or 4) and data bandwidth (16 to 512 bits).
For instance, a single channel 128-bit interconnect in a 4x4 network occupies
0.026mm2 of Silicon per node, in 90nm technology. Operating at 2.0 GHz it is
capable of transmitting up to 256 Gbps per node and consumes approximately
92 fJ/bit.
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Chapter 1

Introduction

System-on-Chip architectures are facing an ever-increasing number of on-chip Pro-
cessing Elements or IP/Cores. The processing elements such as CPU, DSP and
ASICs, memory elements, hardware accelerators, etc. need to communicate. In the
past decade the limitations imposed by shared buses and global wires proved that
these methods suffer from a communication bottleneck[2].

The proposed solution to this bottleneck was to employ on-chip interconnects
and build Networks-on-Chip. An intermediate generation of on chip interconnects,
AMBA bus from ARM for instance, could connect multiple masters to multiple
slaves in a Time Division Multiplexing nature[5]. This type of interconnect would
prevent starvation of a connected module with a fair arbitration process. The same
arbiter would soon grow as the number of resources were increased, limiting the
scalability of this method.

In computer networks many computers are connected together using different
topologies. Similar task was introduced in an on-chip scale as new generations
of IC manufacturing technology allowed for more circuitry to be integrated on a
chip. In addition to significant decrease in length of wires, Networks-on-Chip have
many significant benefits over the traditional interconnect systems, including power
efficiency and performance in terms of traffic throughput of Gigabits per second [2]
[11] [7].

MP-SoC which is the use of Multiple Processors in a SoC, has greatly benefited
from an on-chip network. Tile-64 from Tilera employs 5 layers of inter-core network
to satisfy cache coherency and data communication among the cores. Tile-GX
provides 16, 36, 64 or 100 cores in a single die of silicon[1].

Over the past decade many different NoC architectures have been proposed. In
most of them resources are connected in a mesh, torus, tree or other topologies and
packets are sent from a source node to the destination, via one or more switches on
the way. A Packet-Switched Network shares the basic mechanism of a number
of personal computers that are connected to the Internet.

Although this network enables any node in the network to send and receive
to/from any other node, with acceptable (and architecture-dependent) quality, Guar-

1



2 CHAPTER 1. INTRODUCTION

anteed Throughput is rarely supported. In a Hard Real Time applications where a
guaranteed traffic is essential a PS network is not trusted. According to [4] even if
a rate of 99.9% of packets meet their deadline, a real-time system still can fail. As
described in [11] various wireless applications, such as 3G/UMTS and 4G/LTE can
benefit from a Circuit Switched Network, in which packets are delivered with a
constant delay and guaranteed traffic.

In a CS network, first a path has to be established between the source and the
destination. This resembles to a subscriber making a phone call to another one.
Once the path is set up, the stream of data can be sent over this channel. The
destination receives the flow of data in exactly the same order as the source has
sent. There is no unexpected delay injected between Flits1 on their way.

Related Works
There are many NoC architectures proposed.Among them Nostrum, Proteo, SPIN
fat tree , CLICHÉ, XGFT, Philips Æthernet and Arteris shall be named. While
most of them are Packet-Switched networks, the performance of these and some
other designs have been analyzed in [7]&[6].

SoCBUS is a packet based network introducing a Packet Connected Circuit
feature which locks the channels for a specific connection to support guaranteed
traffic for Hard Real Time applications[9]. Wolkotte et al also have shown that CS
network is preferable over PS for different communication applications, in terms of
power and also silicon area[11].

A high performance CS NoC has also been proposed by [8] which utilizes a folded
torus configuration and claims a fast probing time of 2.2 ns for finding a path in
the network. There, the routing procedure takes place inside every router.

In order to find available channels in a CS NoC, a Hardware Graph Array
(HAGAR) has been proposed in [10] which depends on another network, possibly a
PS, to deliver requests to a dedicated node, namely the “NoC Manager”. Knowing
the status of the CS channels, the manager will then process the address of source
and destination and allocate a path for that request, if available.

In this project a router-based CS NoC is designed with the ability of dividing
channels into sub channels in order to gain a more efficient use of resources as well
a significantly higher chance of finding a path in the Network.

The interconnect switches use a minimal buffer size for storing flits for a single
cycle. Also a simple flow control has been proposed for this network to reduce
buffers at the receiver while adding a second memory location to the interconnects.

Organization
In the following parts of this document the detailed features of the design as well
as the components and their mechanism are described. Later the network is tested

1Flow Control Digits: part of a packet
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in various configurations. The results of simulations are provided in the next part.
The document ends with a conclusion and suggestion for future works.
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university, Sweden. There is another project in parallel an close collaboration which
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capabilities. This degree project began in January 2011 and is expected to finish in
August 2011.

Parts of this project rely on the results from a course work at KTH in 2010. I
must acknowledge Boris Traskov, Arash Shakoei, Manos Komninos and Amir M.
Koonsha for implementation and test of HAGAR. Hardware Graph Array (HAGAR)
is a project from Dresten University [10]. Source code of HAGAR was provided by
Markus Winter and his team, for which we are thankful.





Chapter 2

The Circuit Switched Network

2.1 Features

2.1.1 Improved Search Algorithm

Introduction

In order to transmit data in a circuit-switched network, first a path must be found.
A path is

Path: A set of consecutive channels beginning from Source and ending at the
Destination node of the network.

The length of a path depends on the location of the source and destination
nodes. Once a path is found, a connection is established between the two nodes
and the flow of the data is started. After finishing the data transmission process,
the connection is teared down and the resources are set free.

The whole process can be summarized as:

1. Request from a source node.

2. Find a path according to the request.

3. If found one, Setup the path, otherwise request is rejected.

4. Data is transmitted.

5. Path is torn down after a “Tear Down” request from source. The allocated
channels are free again.

As can be seen in figure (2.1) for a particular source and destination, there exists
many paths. It can be calculated using combinatorial formula that the number of
different paths between two nodes located at (x1, y1) and (x2, y2) in a mesh is N ,
in which ∆x = |x1 − x2|,∆y = |y1 − y2|:

5
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Figure 2.1. 10 paths for a source and destination

Table 2.1. Path count depending on X and Y distance of two nodes

∆x→
∆y ↓

0 1 2 3 4 5 6 7 · · · 15

0 0 1 1 1 1 1 1 1 1
1 1 2 3 4 5 6 7 8 16
2 1 3 6 10 15 21 28 36 136
3 1 4 10 20 35 56 84 120 816
4 1 5 15 35 70 126 210 330 3876
5 1 6 21 56 126 252 462 792 15504
6 1 7 28 84 210 462 924 1716 54264
7 1 8 36 120 330 792 1716 3432 170544
16 1 17 153 969 4845 20,349 74,613 245157 300,540,195

N = (∆x+ ∆y)!
∆x!∆y! (2.1)

An example showing path diversity in a NoC is shown in table (2.1). As shown
here, the number of possible paths grows dramatically as the network gets larger.
Thus a “Path Finder Algorithm” must be able to overcome this problem and find
only One of the possible solutions in a short time. The scalability of such an
algorithm is a matter of interest for the system designers, since we are observing a
growth in the size of Network-on-Chips.
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As discussed in the previous chapter of this document, search algorithms can
be categorized into Serial and Parallel ones. An example of centralized serial
search algorithm is proposed by [10]. In this method a dedicated search node, the
NoC Manager, is employed in the network which keeps track of the status of all
the channels in the network. A source node will then request a path to a certain
destination from the NoC manager. The manager will process the request and find
a path if any exists. In this method:

• Finding a path takes as many cycles as the Hop Distance of the two nodes.
This means that processing time depends on the request.

• Requests are queued. As a result while the first request is being processed,
the second request may come to the manager, but has to wait in a queue,
until it can be processed.

• Requests are sent and received via a network other than Circuit Switched
network itself, most probably a separate Packet-switched network.

The method mentioned above is known as a Centeralized one since, a center
resource solves the problem. One may say that the biggest problem in this solution
might be the scalability. Since the Manager node is a unique resource in the network,
it soon becomes a bottleneck as either the request rate increases or the network size
grows.

Distributed Algorithms

Another scheme in finding a path in a network is to distribute the search capability
among the nodes and make every node aware of the status of the surrounding chan-
nels. Now every node is responsible in the “path finding” process. In this method
the source node processes the request and depending on the direction of the destina-
tion passes the request to a neighboring node, only if the required resource/channel
is available. A search probe is defined as:

Search Probe: A request containing the information about the source and desti-
nation node, which is propagated through the network, searching for a possible
path. A Search Probe is generated at the requesting (source) node and is fi-
nally consumed by the destination node.

In order to find a path using this scheme, each node must be capable of process-
ing requests and allocating resources to a a winner request.

In a network with a rectangular mesh architecture, a request which accepts
only minimal paths, 1 will be redirected to at most two directions. In order to
illustrate this issue an example is here given (Fig. 2.2). Suppose that Node A

1A minimal path is a path with the minimum number of hops between the source and destina-
tion. Usually this number is equivalent to the Hop Distance of the two nodes.
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Figure 2.2. Example: 4x4 network

needs to setup a path to Node B. Since Node B is located to the southern east
of Node A, the produced search probe can go to either the South or the East.
Depending on how the search probe is propagated, different methods and their
properties arise. In a Parallel Search Algorithm the probe is propagated to
both directions simultaneously, hoping that at least one will eventually become
successful. On the contrary, in a Serial Search Algorithm, the probe goes only to
one of the two directions, even if both are available. Only when it becomes apparent
that the first attempt was unsuccessful, the probe is sent to the second available
direction.

Although the performance of both algorithms for small networks 2 may be sim-
ilar, one may argue that as the number of possible paths to be checked increases,
the Serial method lacks performance. As mentioned above, the number of possible
paths for distant nodes grows exponentially. For example in a 16× 16 network, the
maximum hop count between the farthest nodes, top-left to the bottom-right, is 30.
The number of different paths between these two nodes is :

(
30
15

)
= 30!

15! · 15! = 155, 117, 520 (2.2)

the worst successful case is to attempt 155, 117, 519 unsuccessful paths before finding
the last path, hopefully a successful one.

2Let’s say a 4 × 4 network is a small one.
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Parallel Search Method

In order to easily understand this method we use the previous example of Node A,
sending a request to Node B. We assume that the crossed paths shown in figure 2.2,
between { A and n1 }, { n4 and n8 }, { n10 and n14 } are busy prior to Node A’s
request. From Node A’s perspective, there exists only one way to send the search
probe and that is to the East which is towards n4. Node A does this and waits for
a response from n4 which can be either a "Yes" or a "No" reply.

In the next cycle, n4 processes the incoming request and forwards it to the South
direction, since only the southern channel is available. So far the result would have
been the same as a Serial search algorithm. But from n5 on, two possible and free
channels exist. So, n5 forwards the probe to both n9 and n6.

Now the parallel nature of the algorithm is recognized. At this time, both n6
and n9 forward the probe to {n7,n10} and {n10,n13}, respectively. In the coming
cycle nodes n11 and n14 will also get involved, until the probe reaches to its final
destination, noticeably from two directions, and at the same time.

Another node, that received the probe from two different directions, was n10
in the thirds cycle. Proper mechanism must be utilized for this situation which
happens too often. The easiest, and probably the best, method is to choose one of
the two and reject the other. Here, let’s assume that priority of the connections
coming from the West is higher than those coming from the North. As a result n10,
seeing that two identical requests have entered from two sides, rejects the southern
request of n9. This will not matter anymore because later in this method, n11 will
do the same to n10. As you may have noticed a flow of information in a way other
than Source to Destination exists in the algorithm, which will be discussed later.

Keeping to our assumed priority of West over North, Node B will send a "No"
signal to n14 and a "Yes" to n11. Consequently, n13 and n9 will release their channels
as soon as they receive the "No" signal from their neighbors. On the other side of
the story, n11 and later n7, n6 , n5 and n4, having received a "Yes" acknowledgment,
will fix their connections in a way that Node A is connected to Node B.

As seen here, by parallelizing the search process, the search time is lowered
and depends only on the “Hop Distance” of the two nodes, and not the status of
the intermediate channels. This deterministic search time is an advantage over the
serial search algorithm, which might do several attempts before finding a path.

In the section “Design” of this document the implementation of this algorithm
is discussed to the full extent.

2.1.2 Independent Network

As discussed previously, some methods depend on another type of interconnec-
tion network to send the request and then according to the response coming from
that network, connections in the Circuit Switched Network are configured. In this
project, an innovative method is proposed in which the requests are handled within
the same interconnect layer. It is suggested that the channels of circuit switched
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Figure 2.3. Multiple channels

network be used to propagate the request probe throughout the network.
It may seem that this new role will be in conflict with a channels own duty,

which is handling the data. The answer to this criticism is that propagating a
search probe may happen Only when a channel is free. When a channel is busy,
there is no use in sending a search probe to that direction even if it is possible to
do so. This being said, it is possible to Time-Multiplex a channel and use it to
send data in data transmission mode, and send request/probes while not in data
transmission mode.

This enables us to implement a circuit-switched network, independent of other
networks that may or may not be in a System-on-Chip design.

It should be noted that most often the length of search probes are smaller than
the actual Data Flits sent over the network. As a result, it can inferred that only
part of a channel serves the second duty. Meanwhile the rest of the channel is idle.

2.1.3 Multi-channel connections

A major novelty in this project is to implement multiple channels between the nodes.
As depicted in Fig. 2.3 there can be more than one channel between two neighbor
nodes. In this project Single, Dual- and Quad-channel interconnects are described.

Many benefits can be mentioned regarding this proposal. Among them are:

Increased Path Diversity

Having a single channel between any two neighboring node will limit the number
of possible connections in a network. It is clear that when more and more channels
become busy in a network, the chance of finding a path for a new request decreases.
This is because a new path may depend on some channels that are busy at that
moment, satisfying some previous requests.
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By increasing the number of channels between the nodes the network will be
capable of digesting a higher number of requests before becoming congested. In this
project we will support Dual and Quad Channels between nodes, in addition to the
basic Single-channel interconnect.

Increased Application-Specific Flexibility

In a complex System-on-Chip design, there may exist many different resource that
may need to communicate at different speeds or bandwidths. Even a single resource
may need different bandwidth allocations for different tasks.

As an example, let us think of a mobile phone which includes an RF transmitter
and an Audio/Video decoder unit, both connected via a circuit-switched network to
achieve full deterministic packet delay. The bandwidth required to handle a voice
call in this phone is assumed to be less than that of a video call. Thus we prefer to
save the would-be-lost bandwidth of the Transmitter node for any other purpose.
Even if there is no other resource to use this bandwidth the system will gain in
terms of the saved switching power.

By dividing a channel of 128 bits into 4 channels of 32 bits the total number
of wires between any two nodes remains the same 3. On the other hand different
sub-channels can then be used to handle data between different paths of a network.

Multiple Input / Multiple Output

As a direct result of having multiple channels between nodes is that a node can
now have a connection to/from different other nodes. Describing the example in the
previous section, if the Audio and Video decoder of our imaginary mobile phone were
two distinctive resources, with the new configuration we can connect 32 bits of the
RF unit to the audio decoder and the other 96 bits to the video decoder, assuming
that the video signal takes 3 times as much bandwidth as audio. Obviously, with
only one channel, there was no easy way of connecting a device to more than one
other.

2.1.4 Simple Flow Control Protocol:: Freeze/Go

As will be discussed here , a simple flow control is proposed. In this flow control
protocol, relatively large buffers that are required to satisfy an efficient throughput
in the network are distributed among the nodes. As a result the total size of buffers
which is the product of buffers in a single node times the number of nodes, is
decreased by at least an order of magnitude.

What will remain is a smarter use of the memory cells which will be located in
the path of a data connection, instead of only at the ends.

Passing from switch to switch, flits occupy a number of buffers in each switch.
Finally flits are stored in the buffers located in the destination. These buffers are

3Except for a few additional control bits, which will be discussed later.
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critical resources. Their size is important from an architectural point of view. On
the one hand a large buffer size takes a lot of Area and Power, thus it should be
kept to a minimum. On the other hand buffers are essential part of a transmission
and they simplify transactions and improve the capabilities of a network. Without
enough buffers at each resource, it is impossible to reach to the full throughput of
a network.

Flow Control protocol defines how buffers are allocated and the how the flow
of data is managed according to availability of these buffers. There are different
algorithms for flow control, two of which are:

• Credit-Based

• On-Off

Following, a comparison is provided between these two methods and a third
method is introduced. As will be discussed, the main advantage of the new method
is the reduced number of required buffers in the each destination node.

A comparison among different flow control algorithms

Assumptions

There is an M ×N mesh of switches, connecting M.N nodes. Each flit travels the
network at the pace of 1 Hop per Cycle. Backward signals (e.g. Credit or On-Off )
travel back at the same pace. Routes are supposed to be minimal. Any processing
of the signals takes at most 1 cycle.

Credit Based

In this method, the upstream node holds the status of the buffers of the the down-
stream node. This status is the number of available buffer locations, which is the
number of flits that can be sent to the downstream node. As the upstream sends
out every flit, the status is decreased. If the status holds a non-zero value, i.e. there
are available buffers in the downstream, the upstream can continue sending flits. If
this number reaches to zero, the upstream node stops sending further information.

On the other side of the story, the downstream receives flits and puts them
into corresponding buffer locations. As soon as a new buffer location becomes
available, a backward signal “CREDIT” is sent back to the upstream. Whenever
the upstream node receives a Credit, it increases its internal status value. Thus it
knows that another flit can be sent.

In order to reach to the full throughput, the receiver must have a buffer size ,F ,
of bigger than or equal to 2Hmax flits, in which Hmax is the maximum Hop count
for the mesh, that is M +N . Another representation of this formula is in the form
of F ≥ tcrt·b

Lf
, in which tcrt is the credit round trip delay, b is the channel bandwidth

and Lf is the bit length of a Flit.
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According to our assumption channel bandwidth is 11 flit per cycle and flit
length is arbitrary. This changes the lower bound of the buffer size a direct function
of round trip delay, tcrt. Again in our example the maximum round trip delay is
twice the “maximum hop count”, Hmax, one for the way back and one for the way
forward.

Also it should be noted that there exists only a single flit buffer in each switch,
since there is no need to keep more than a single flit at a time. Flits are handed
over to the next switch, in return for a new flit to replace the first flit.

Thus, the total number of buffers needed in each node is 2 ·Hmax +1, the former
being the most significant. For a square mesh of size n × n, this value sums up to
n2 × (2 ·Hmax + 1) = n2 × (4n+ 1) ' 4n3

For a non-square mesh of M ×N , this value is M ·N(2M + 2N + 1).

On-Off

In this method the upstream keeps on sending flits, without counting them. At a
certain point in which the downstream buffer reached beyond Toff , an “Off” signal
is sent back to the upstream. Of course it takes some time for the “Off” signal to
be received at and processed by the upstream node. As a result, the receiver should
have enough buffer to hold the flits that come during this time. Calculations show
that this method needs twice as many as “Credit-Based” to reach to full channel
throughput, while the benefit is less signals to be sent backwards, from downstream
to the upstream.

Minimum buffer size of this method is 4 ·Hmax flits in each node. Similar to the
previous case, there is a single buffer at each switch. The total buffer size sums up
to M ·N(4M + 4N + 1) or n2(8n+ 1) ' 8n3.

Proposed Method: On-Off with Reduces Buffer Size

The need for large buffers in previous algorithms rises due to long "Round Trip
Delay" between the sender and the receiver. The main idea behind this proposed
algorithm is to take advantage of the same long path. The very same switches that
forward flits from source to destination can be modified so that they backlog the
unwanted flits. This idea is further discussed with an example.

To illustrate, we assume that a connection has been established between Node
A and Node B in a NoC. Also we assume that the buffer in the downstream ( Node
B ) is going to be full soon. So far flits #0 to #5 have left the upstream node. As
can be seen in Fig 2.4.1 flit #0 has reached to its destination, and flits #1 to #5 are
stored in the switches 5 to 1.

Note that each switch has two flit buffers. The one on the left is the usual flit-
buffer that holds one flit to forward to it to the next switch, replaced with the new
flit, coming from the previous switch. The buffers on the right are called “Backlog
buffer”. The purpose of this new buffers will be shown later.
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Figure 2.4. Reduced Buffer On-Off Flow Control - An Example

[1] [2]

[3] [4]
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Figure 2.5. Example - Cycles 5 - 9

[5] [6] [7]

[8] [9]

In the next cycle, the downstream node runs out of buffer. Node B signals this
fact to the last switch on the path by sending an OFF signal. In the next cycle,
switch 5 notices this fact and not only does not forward flit #2, but also accepts flit
#3 and stores it in Backlog Buffer. Switch 5 also propagates the OFF signal to the
previous switch, SW 4. Note that Node A and the rest of the switches are working
as usual, not yet noticing the OFF signal sent from Node B.

As the OFF signal propagates backwards in the network, from Node B to A, flits
#6, #8 and #10 are stalled and flits #7, #9 and #11 are backlogged; see Figs 2.4 &
2.5 . This is done until the OFF signal reaches to the upstream node, preventing it
from sending more flits.

We extend the example by assuming that in cycle 5 Node B becomes ready
to accept more flits, thus it sends an ON signal to switch 5. As can be seen, the
ON signal is propagated with the same speed as the previous OFF signal is. While
passing through the switches, ON signal commands the switches to resume sending
flits, starting with the first flit and then the “Backlogged” one.

As can be seen the delay between OFF signal being sent from Node B and the
data flow being actually stopped, can be significantly lowered, if the switches can
backlog the coming flits. In older methods, this delay is the time it takes for the
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Table 2.2. Summary of Minimum Total Buffer Size in the Network (Flits)

Network type Credit Based On-Off Reduced On-Off
M ×N M ·N(2M + 2N + 1) M ·N(4M + 4N + 1) 4M ·N
n× n 4n3 + n2 8n3 + n2 4n2

32× 32 132, 096 = 129K 263, 168 = 257K 4, 096 = 4K

OFF signal to be received by the upstream. Since the receiver nodes of any NoC
should be capable to handle the worst case scenario (M +N hops, the longest path
in a NoC of size M ×N), the buffer size at each node becomes a direct function of
the network size. In this method, the buffer size at the receiver node can be as low
as a single 4 flit location. The switches on the path will then serve as an extended
buffer for the receiver.

Considering the above mentioned discussion, the increased cost is an additional
buffer in each buffer (and extra control logic). On the other hand, the benefit is
orders of magnitude decrease in the minimum buffer size required in each node.

Similar calculation can be done for this method, in anM×N network. Assuming
each node of the NoC has 4 flit buffers, two of which are included in the switch and
the other two are in the resource node, the total buffer size becomes 4(M · N) or
4n2 for a square network.

Table 2.2 summarizes the required buffer size in each of the above mentioned
flow control algorithms.

2.2 Design

2.2.1 Design Flow

In this section we will start by defining the specification and requirements of the
design. The document will then walk the reader towards the final solution proposed
in this project. We are trying to introduce every design step that the designer has
taken while steering the project. Finally we will go through almost every submodule
that has been built in the design, in the hope that the curious and diligent reader
will have no difficulty in understanding the details of the project.

As in every problem, one must begin with the problem description. The goal is
to design an interconnect with the following specifications.

Network: A rectangular N ×M mesh.

Type: Circuit-Switched, in which an output port is connected to an input. Then
Flits will pass from the input to the corresponding output.

4Although it is not very useful.



2.2. DESIGN 17

Figure 2.6. Example: Some network architectures with different channel count

(A)

(B)

(C) (D)

Port Count: Each interconnect has 5 sides, namely North, South, East and West
and the Resource. Each of these sides has an input and an output channel.
Each channel will then be divided into 1, 2 or 4 sub-channel.

Some examples of this reconfigurable network is depicted in Fig 2.6, A-D. In
the first schematic of this figure an interconnection of 8 nodes, configured as 2×4
is shown. In this architecture, between any two neighboring node, there is one
bidirectional channel. Fig.(2.6)B shows a network of 3 by 3, with dual channel
connections. In this architecture, each node has a freedom to choose either one of
the two sub-channels to make a connection, thus more combination of paths are
possible.
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Figure 2.7. The Network

Fig. 2.6C illustrates a 4 by 4 network connected via single-bandwidth channels,
while Fig. 2.6D shows the same nodes, this time connected with a quad-channel
interconnect. The latter is expected to have more flexibility and/or throughput.
Note that none of these pictures show the width of the wires, as it is not the main
matter of interest in this example.

In order to take a closer look at the interconnection network,a simple illustration
of an arbitrary network is provided in Fig.2.7. The network consists of the following
modules:

Resources which are shown in Circles. Each resource can be a processing unit or
any arbitrary IP or module.

Network Interface which is the wrapper around the resource. It translates the
signals of the resource and the interconnect. NI is depicted as small Triangles
between the resource and the interconnect.

Interconnect which is shown in Squares, and consists mainly of a Crossbar Switch.

Channels which are the arrows between any two adjacent interconnects. The
number of actual channels and their bit-width vary, upon user request.
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Figure 2.8. Resource, Network Interface and an Interconnect

Figure 2.9. Single, Dual and Quad Channel Network

For a connection to be set up between two resources, a set of non-occupied
channels is necessary, the number of which is the hop count between the source and
destination node.

Figure 2.8 shows the connection between a resource and the corresponding in-
terconnect. From now on, we assume that the Network interface is integrated inside
the resource, since the focus of this discussion is more on the Interconnect part of
the NoC.

As can be seen in this figure, the interconnect is connected to 5 other mod-
ules, one of which is the resource and the other 4 are the adjacent interconnects.
The switch inside the interconnect is responsible for connecting the resource to the
correct neighboring interconnect.

A new feature in this project is to take advantage of several channels between
the resource and the interconnects. As can be seen in figure 2.9, the number of
channels can be 1, 2 or 4. Later we will discuss that using more channels may
lead to a more flexible network, increasing the chance of successful requests. It will
also be discussed that a connection can use one or more 5 channels to satisfy high
bandwidth requests.

5Either 1, or 2 or 4 channels.
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Figure 2.10. Two Unidirectional Channels

Needless to say is the fact that the complexity of the switch grows quadratically
with the number of channels. Is can be seen that in a Dual- and Quad-Channel
network, the interconnect is connected to respectively 8 and 16 other channels, while
this number was simply 4 in a single channel NoC.

2.2.2 Interface Signals

To view more details, see figure 2.10. As it is shown in this figure each bidirectional
channel consists of two unidirectional channels. These two channels are exactly the
same and have the same interface and signals:

Data Line which can be 32 up to 512 bits wide.

Control Line which is always 2 bits wide.

Response Signal which is again 2 bits.

In order to minimize the number of signals in the design, each of these signals
can serve two purposes, depending the connection phase, which is:

• Search Phase

• Data Transmission Phase

2.2.3 Search Phase

In this phase there is no connection set up, yet. This phase is initiated when a
node intends to set up a connection with a destination, thus sends out a Request.
This request is passed from switch to switch, in the direction of the destination,
looking for a path. Here we call this request a Search Probe. As the search probe
propagates through the network, hopefully, a path is found.
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Figure 2.11. Channel Signals

During this phase, the search probe is put on the 32 Data Line. These wires
consist of :

Source Address : Assuming the biggest network supported in this project is
128 × 128, log2(128) = 7 bits are required to store each coordinate address
of a node, (x, y). As a result, 14 bits are needed at most to store the Source
Address of each Search Probe.

Destination Address : The same discussion is true for the destination address.
Thus at most 14 bits are necessary for this field. It must be noted that as the
dimension of the network gets smaller, the number of address bits in these
two fields are decreased accordingly. For example for a 4× 8 mesh, 2 + 3 = 5
bits suffice for each of source and destination address.

Bandwidth This signal discloses how many channels are requested by the source
node. The following truth table shows different values of this signal. In a
dual and quad channel network, Bandwidth is, respectively, 1 and 2 bits wide,
while in a single channel network this signal is not used at all. This is because
it is meaningless to have request of different bandwidths in a single channel
network.

In a quad channel network 4 combinations of Bandwidth means :

Bandwidth Meaning in a quad channel network
00 Single channel request
01 Dual channel request
10 Three channels are required
11 Quad channel request
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And the single bit in a dual channels network distinguishes the following:

Bandwidth Meaning in a dual channel network
0 Single channel request
1 Dual channel request

Order : If a request takes more than one channel to succeed, then more than one
request is distributed in the network. For example, a connection requesting
the full-bandwidth in a 4-channel NoC, will send out 4 different search probes
through each of the 4 channels it is connected to. In order to be able to
distinguish these requests, which have the same source and destination address
and bandwidth, this field stores a number from 0 to 3. This will indicate that
each particular request belongs to MSB, LSB or other blocks of data.

Thus in a quad channel network Order means:

Order Meaning
00 First part of a request, LSB.
01 second part of a request.
10 Third part of a request.
11 Forth chunk of a request, MSB.

Similar to Bandwidth, in a dual channel network, Order is also reduced to a
single bit:

Order Meaning
0 LSB of a request.
1 MSB of a request.

Valid/Request : The 2-bit Control signal forms a 4 state table as shown below:

[VR] Req= 0 Req= 1
Valid= 0 [don’t care] Tear-Down Request
Valid= 1 Date Valid Search Request

Response signal, will also have different meanings depending on the connection
phase. The following table summarizes this fact.

R1 R0 Name Meaning What to do next ...
0 0 Nothing don’t care. Nothing
0 1 Pending Request is being processed. Wait...
1 0 Ack Path accepted, search successful. Start sending data.
1 1 Nack Path Rejected, search unsuccessful. Try again later.
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2.2.4 Data Transmission Phase

Data Transmission phase begins when a path is successfully found between two
nodes. In this mode the Data line will hold pure Data. The only exception to
this last sentence is a Tear Down Request, which will terminate the connection and
release the channels.

Control bits in this phase are expected to contain [REQ, V ALID] for valid data
flits and [REQ, V ALID] for when the sender is not ready to send data.6

On the other hand, the Response signal will control the flow of the data, ac-
cording to Go/Freeze Flow Control.

Resp[1] Resp[0] Name Meaning
0 0 Nothing Don’t Care
0 1 Send/Go Resume sending data.
1 0 Don’t Send/Freeze Stop the data flow.
1 1 Flush Resend the previous packet.

At the beginning of a connection the transmitter assumes that the receiver is
ready to accept data, i.e. it has enough buffers to accept data. After some time the
receiver may send the signals mentioned above.

Don’t Send/Freeze : This signal is produced by the receiver and is forwarded
by the switches until finally consumed by the transmitter. It will notify the
previous switch or the transmitter that the receiver is not able to accept more
data, most likely due to a buffer getting full. The communication is expected
to pause after such signal is observed at the output.

Send / Go : This signal works the opposite. Also produced by the receiver and
consumed by the transmitter, it will inform the transmitter that more flits are
acceptable.

Flush : This optional command means that there has been a problem in the
communication, thus the transmitter must resend the last packet that has
been, or is just being sent. This feature is useful for having a more robust
connection capabilities. For example if both ends of the connection use a
common error checking algorithm, in case of a detected error, the last packet
can be resent, using minimal feedback signals.

2.2.5 An Example on Finding a Path

In this section we assume that two nodes, (0,0) and (1,1) want to communicate.
First a request is generated in the Network Interface of the Sender node (Fig. 2.12
A). In this figure a request is shown in Red.

The request is then propagated through the network at each cycle. Since the
search probe is propagated in parallel, we observe that the search probe is multiplied,

6This will lead to bubbles in the data pipeline.
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(Fig. 2.12 B). As the request travels, the channels that have previously sent their
requests, change to Pending, which is shown in Yellow, (Fig. 2.12 C).

At the middle hop, the search probes that had diverged, will begin to converge
towards the destination, (Fig. 2.12 D). Finally they reach to final interconnect node
and only one of the possible paths become successful, (Fig. 2.12 E). Other paths
will return to their idle state, once they lose the arbitration at some point.

Once a successful path is found, the sender is informed using the signals in Re-
sponse Line. Fig. 2.12 F and others show how Acknowledge signals travel backwards
in the path, finally establishing the connection.

2.2.6 Communication Protocol

A very straight-forward handshaking protocol is utilized in this project. From the
Network Interface’s perspective, an interconnect unit has 2 sets of the following sig-
nals. One from the Interconnect to the Resource and one in the opposite direction.

• Data

• VR [Valid, Request]

• Acknowledge

VR always sends signals in the same direction of the Data and Acknowledge
works in the opposite direction.

Sender Node

As shown in figure 2.13, a search request begins with a 2’b11 7 signal on VR and
the request (search probe) on Data wire. According to the proposed protocol the
probe signal must be valid on the Data input no later than a “11” on VR.

As seen in the figure, the search probe which is shown as 32’h0000000D is
observed at the input at the same time as the VR signal. At this point the Ack.
signal reads ‘00’ which means that the request has not yet been received the
network interface. Some clock cycles later, Ack is updated to 2’b01 8 , meaning
that the process is “being processed”, the result of the search is yet unknown.

Now the interconnect is searching for a path suitable for that request. This may
take some clock cycles. The exact time is 4 cycles per processing node. Since this
time is variable for different requests, it is not practical to wait for the exact time to
read the response from Acknowledge. If a search process fails to find a convenient
path to the destination, a 2’b11=Fail response will be read from Ack.

In this example, after some clock cycles, Ack happens to be 2’b10 which cor-
responds to a successful search. Thus the sender moves from “Search Phase” to
“Data Transmission Phase”. As seen here the sender write 2’b10 on VR and starts
sending data over Data.

7As shown in Verilog : 2’b11 = A 2-bit value, both one.
81 = Pending
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Figure 2.12. Route Setup Process

[A] [B]

[C] [D]

[E] [F]

[G]
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Figure 2.13. Network Interface to Interconnect Handshaking

Figure 2.14. Interconnect to Network Interface Handshaking

Figure 2.15. Interconnect Cell

Receiver Node

The handshaking protocol between the Interconnecnt and the Network Interface is
exactly the same as the protocol mentioned above. As described in figure 2.14, Data
contains the search probe , 32’h06 here, accompanied by a value of 2’b11 on VR
=[a Valid Request].

Some time after the request is received, Ack must get either 2’b10 as a success
signal, or 2’b11 to report a failure.

In this example, the receiver node has been able to accept the request. As a
result 2’b10 =[2] is put on Ack one clock cycle after the request.

2.2.7 Gray Box :: Inside The System

In this section we will move one step closer to the final project by taking a look
inside the design. Our design cell is a single interconnect unit with 5 sides. Later we
must instantiate a number of these unit cells and connect them in two dimensions
to build a network of them.

A unit cell of the interconnect is described in figure 2.15. As described the
interconnect consists of:
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Figure 2.16. Switch Schematic

Input Port Controller that senses the input of each channel and produces the
necessary internal signals.

Output Port Controller that is connected to the neighboring switch, and coop-
erates with the next interconnect.

A Switch to connect output ports to any arbitrary input.

Controller Unit that analyzes the input and reconfigures the switch accordingly.

The main controller unit is a complex structure that is able to implement the
Parallel Search Algorithm as discussed in the previous sections. The input
and output controllers are connected to the outside world and send/bring signals
to/from other interconnect cells.

Customized Crossbar Switch

A switch is built of a number of Multiplexers that choose a particular input to be
seen at the output. The Schematic of a switch can be seen in Fig. 2.16.

There are many hardware architectures proposed for a switch. Cross bar switches
and Beneš network are two possible solutions for this purpose. A pre-study review
was done during this project to choose the most suitable architecture. As described
in the following table the area per bit rate of a crossbar bar switch was lower than
that of a Beneš architecture. This is a decisive parameter in this design, since among
the modules, the switch consumes relatively the highest chip area.

Type Area per bit
Single Channel 5x5 130
Dual Channel 5x5 200 +50 %
Quad Channel 5x5 330 +150 %
Benes 16x16 (!) 56 × 11 = 654
Benes 32x32 144 × 11 = 1584

It should be noted that a Beneš network is built of smaller switches, each with
2 inputs and 2 outputs. The small switches, once cascaded in the correct order,
can connect the outputs to any of the inputs. This architecture provides input and
output numbers of power of 2 (such as 16 and 32 input/outputs). Since we need
switches that :

• Have 5, 10 or 20 input and output ports
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• Each output should be able to connect to only 4
5 of the inputs

We designed our own customized cross bar switch. After applying logic opti-
mizations, the area per bit for 3 different switch sizes are reported in the table. The
design was done in Verilog hardware description language, and the logic synthesis
in Synopsys DesignVision software.

What is the 4
5 ratio?

In order to explain this, an example is provided. Assume that a request enters an
interconnect from the North input. In order for this request to be satisfied, it needs
to be forwarded to either South, East, West or the Resource output. There is no
use in forwarding a request that comes from North , to North ! This is true for all
directions. As a result each output must have the capability of getting connected
to all other directions.

Exploiting this fact could result in simplifying the switch circuitry.

2.2.8 White Box :: Modules Details

In this section the implementation of the parallel search algorithm is described.
Initially, it is necessary to build some building blocks, out of which it will then be
possible to implement the algorithm.

An Effective Search Algorithm

The following is the summary of the steps needed to process a request and assign
output channels for an input:

1. Read the request from the input

2. Decode the destination address

3. Find out if there are available channels to the corresponding destination

4. If yes, allocate resources, configure the switch and send back an “Ack” signal.

5. Otherwise, send back a “NAck” Signal.

Step 3 of the above algorithm shall be explained as:

3.1 Are the required internal resources available?

3.2 If “Yes” forward the request to the next switch and wait for a response.

3.2 If received an “Ack”, a path is available and unavailable if received a “Nack”.
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Figure 2.17. Race Condition

This algorithm, which does not reflect any obvious sign of parallelism, is the
basic idea behind the designed NoC. It must be able to handle recursive requests,
in which a request from Node A, leads to requests from Node B and probably Node
C.

Race Condition for a Search Probe

As seen in the examples of the previous section, requests are duplicated and prop-
agated through the network. An example of a network that is half-way through its
search process is given in Fig 2.17. This will lead to a situation in which a single
request is copied so many times that some nodes receive the same request from two
sides. Such nodes are marked in the example.

The algorithm must be able to distinguish the identical requests and take the
right action in such occurrence. This is more important in networks with more than
one channel. In a Dual- or Quad-Channel network also the same effect is observed,
i.e. identical requests are received from more than input.

Assume that somewhere in a dual-channel network two identical request are
received at Northern and Western input of an interconnect. As seen in Fig. 2.18
the 4 coming requests are marked with "A" and "B". Due to limited number of
outputs, only two of these 4 requests can win the output ports. In this situation
both "A" requests are identical, thus it does not matter which one wins the first the
first output port, P1. Same point is true for both "B" requests and P2.

An illegal state that must be prevented in this example is that, for example,
Northern "A", wins P1 while Western "A" wins P2. If such a situation occurs,
request "B" has been killed by the wrong arbitration process. If the arbitration
system is aware of the details of the requests, proper mechanism can be employed,
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Figure 2.18. Race Condition, Dual Channel

so that :

A request must never race with itself.

The proposed solution is to look at the source and destination bits of the search
probe as well as the bandwidth and order. Two requests are identical if they are
same chunk of a request and come from the same source and head towards the same
destination.

2.2.9 Equality Check

A comparison unit is then needed to take the request bits and let the system know
if any two of them are identical. Comparators can take a lot of gates. They also
may have chains of gates which may slow down the circuit. In order to avoid
unnecessary comparisons, one should know that the requests coming from opposite
sides can never be equal. So in it useless to check their equality.

A simple way is to compare requests coming from { North and South} to {East
and West}. The design contains a module, named "compunit", which takes two
sets of bit vectors and compares each member of the first group to all of the second
group. The output is a matrix of n× n bits for two sets of n numbers. The width
of these numbers can be configured using parameters.

The Equality Check unit uses the output of the compunit, and using additional
information from the system, decided to whether or not reject a duplicate request.

The additional information stated above indicate whether a request is new or
previously established. It is obvious that only a new request can be rejected.
The priorities are set in a way that East and West requests are preferred to North
and South.

2.2.10 Destination To Direction Decoder

There is a module in the design , named as Destination-to-Direction decoder. This
module inputs all the requests and the address of the node which is a tuple of the
form (x, y). The destination address of all the requests, (xi, yi) is then compared to
the address of the corresponding node (x0, y0).
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The result of this comparison indicates the direction(s) to which the request
must be forwarded:

Destination =



East xi > x0

West xi < x0

South yi > y0

North yi < y0

Same Resource (xi, yi) = (x0, y0)

(2.3)

As it may happen, some requests belong to more than two sides and those are
the search probes that are traveling through the network in a diagonal way.( e.g
South and East simultaneously)

Arbiter

Since the resources of the network is limited and not all the packets are able to
travel to their desired destination, a priority-based scheme must be included in the
design in order to judge, if two or more requests need a unique resource.

Three different arbiters are built in this project, one for each channel count ( i.e
Single, Dual or Quad). In contrast with many other sub-modules that were built
once and used in different architectures with minor modifications, Arbiter had to
be totally rebuilt. This is because the number of competitors and winners in these
three architecture is different:

Single Channel: At most 4 request are competing. One will win.

Dual Channel: At most 8 request are competing. Two will win.

Quad Channel: At most 16 request are competing. Four will win.

For simplicity we will first describe how the smallest arbiter works. The input
of a 4 to 1 arbiter is a bit vector of length 4, namely Request Vector. Each bit
in the request vector represents a request from a particular side, but to the same
direction. For example the 4 requests can be from [North, South, East, West] and
the winner will go to the [Resource].

The output of such a circuit is a Grant Vector, of the same length. Logically,
the request vector can hold at most four “1”s. On the other hand, a grant vector
can hold at most one bit of “1”. According to the priority set by the arbiter, only
one of the requesters is granted and the rest are rejected.

Another input of the arbiter is the status of the channel at stake. All the
mentioned conditions for a request to win is only valid when the channel is idle. If
a channel is busy, it is clear that no coming request will win.

An auxiliary output has been designed for the arbiter whose job is to indicate
“which of the inputs have won the arbitration, if any ?”. This value is later used
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Figure 2.19. Arbiter and Allocator

to allocate the won output to the winning input. This signal is calculated in a
submodule named Allocator.

In general, the bigger arbiters ( 8 to 2 and 16 to 4) are built of larger logic, to
find the first 2 or 4 “1”s in a vector and mark them as winner, and leave the rest
as looser. They also contain 2 or 4 Allocators.

Another type of Allocator submodule has also been built to answer: “If a
request has won an output, which channel of the output is won ?”. This question
is only meaningful for dual and quad channel networks that have more than one
channel. So the arbitration system needs to clarify which of the 2 or 4 channels
must be chosen for communication. This module is named Allocator_In, while
the first introduced allocator is Alloctor_out. The “In” and “Out” extensions are
named after the components for which the allocation data is necessary.

Needless to say is that the arbiter of dual and quad channel networks needs the
status of the 2 or 4 channels before it can make a decision. The schematic of the
arbitration modules are provided.

Input Channel State Machine

This FSM9 is the main means of implementing the search algorithm. In the fol-
lowing, different states of this machine are described. The machine initiates in
"IDLE" state, goes through various search phases and may "Reject" or "Connect"
a request to an output.

9Finite State Machine
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Figure 2.20. The input channel state machine

IDLE This is the beginning state. The machine remains in this state as long as
there is no request seen at the input. A request is sensed to be present by a
"2’b11" value on VR input. A request makes the machine to Init state.

INIT In this state, the request is loaded in the internal registers of the machine.
A combinational circuit, namely the “Equality Check module”, will then start
comparing this request to the other inputs of the system in the same cycle.
The clock of the system must be long enough for this comparison to finish,
before the next state can be determined. If the request is “unique” the next
state would Arbitration, otherwise, a duplicate request is detected and shall
be Rejected. This is called an early reject.
Note that if two identical request enter at the same time, only one of them is
recognized as duplicate, hence has to be rejected ; the other one continues to
the next step.
At the same time the “ Destination to Direction Decoder”, interprets the
requests and finds out to which direction or directions the request intends to
move. This information will then be passed to the Arbiter.

Arbitration and Allocation The system is designed in a way that a new and
non-duplicate request enters the arbitration module in the second cycle after
entering the switch. In this stage the arbitration circuit is deciding whether
or not this request can be granted an output.
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At the end of this state, the arbiter module informs the State machine to enter
one of the following states:

• Search 1 : If the request is granted with only one available direction.
• Search 2 : If the request is granted with two different paths.
• Reject : If there is no available output channel for this request.

A winning request will be assigned to an output automatically by the signals
between the “Arbiter” and the “Output Channel FSM”. This leads to the
request being forwarded to the next switch or switches.

Search 1 Here the request is being forwarded to one of the neighbor switches
or even the resource of than node. The FSM is also listening to the signals
coming from the “Response” wires of that output. This signal indicates the
final result of the search. If an "Ack" is received, the search is successful and
the connection is established. On the contrary a "NAck" will reject the request.
The machine remains in this state as long as none of these have arrived.

Search 2 In this state the search probe has been forwarded to 2 directions and the
machine awaits the signals from these two outputs. At most one of them will
become successful, and the worst case is that both get rejected. Depending on
which one is rejected, machine will enter two different states. In the condition
that both come rejected, the machine will go to the "Reject" state.

Search 2 1f/2f In these two states, depending on which search has been failed,
the machine waits for the other pending request. The second search direction
is the last hope before rejecting the search. Thus the next state from here is
either "Reject" or "Connected".

Connected When machine enters this state, the search phase is over and the data
transmission phase begins. The successful "Ack" is automatically forwarded
towards the original search requester.
In this state the connection from the input to the output is fixed. Every flit
that enters the switch is forwarded to the output at the next clock edge.
The only way to exit this state, other than a whole system reset, is a “Tear
Down Request” at the input. This kind of request releases the resources
dedicated to that connection. A tear-down request is the last flit that the
switches forward before entering the "Idle" state.

Reject If a request is detected to be duplicate, or the arbiter does not accept a
request due to lack of resources, or any of these conditions in the following
switches on the way, the machine enters the "Reject" state. In this state, the
machine sends back the "NAck" signal to the previous switch or resource and
holds the "NAck" until the requester withdraws the request. This is sensed
through the [VR] wires which must hold the "11" value, until a proper decision
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Figure 2.21. Output Channel FSM

is made for the request. The channel is fully released when [VR] returns to
"00" which shows that the requester has received the reject signal.

2.2.11 Output Channel State Machine

Every output is controlled by a state machine with 4 states. As depicted in Fig.
(???) this machine starts in IDLE state. Only in this state, the channel is considered
as available. As soon as the channel is won by a request, the channel becomes
Reserved and is no more available.

IDLE This is the initial state. The output channel remains in this state until a Win
signal is received from the Arbiter of that direction. For a single channel with
5 outputs there are 5 arbiters with 1 Win signal for each direction. Accordingly
for the dual channel, there are 10 outputs, driven by 5 arbiters with 2 outputs
from each of them.

Reserved This state shows that the channel has recently been won by a coming
request. Yet the connection is not fully established, because the connection
needs more channels to complete the path between the source and the desti-
nation. The machine is temporarily is this state unitl either an Ack or NAck is
received from the next switch. The former makes a transition to Connected
while the latter cancels the reservation, going back to IDLE.

Connected If the machine enters this state, a connection has been successfully
established. The machine stays in this state as long as the connection is fixed
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and both ends of the communication are readily active. A Tear Down request
turns the machine to IDLE state again. On the other hand, according the
Go/Freeze Flow Control described in this document, the machine may enter
to the Frozen state.

Frozen If the receiver is not ready to accept more data, the connection will become
Frozen, until the receiver is able to accept more flits. In this case the current
flit that is ready to be passed to the next switch or resource, will be kept,
rather than being sent over. It takes one clock cycle to inform the previous
switches that the connection is freezing. Thus every switch must be able to
hold one extra flit.
After some time the receiver once again becomes ready to accept data and
signals the switches with a "Go" flag. The machine will then output the stored
flits in the same order as receiving them. Finally the machine will enter the
Connected state, resuming normal operation.



Chapter 3

Evaluation and Results

3.1 Evaluation Methodology

In order to realize how the designed architecture behaves in different conditions,
we need to evaluate the performance of the network. Even before performance
evaluation, it is essential to validate the Correctness of the design, i.e. System
Validation. In the following part of the document the validation of the system is
discussed as part of the design methodology, followed by the results of various test
conditions applied to the network.

3.1.1 Validation

System Validation means to verify whether or not a designed system works as
expected. From a hardware designer’s point of view, one must apply test signals
to a device and compare the results to a Golden Model. Variations from Golden
Response are then reported as Errors, and need to be resolved.

As almost any other design, the network designed in this project, was initially
containing mistakes in various levels. The source of an error can be as simple as
forgetting to connect the Clock signal, or can be as sophisticated as a misunder-
standing in the algorithm, which leads to a whole system re-design.

Different severities of design mistakes were experienced during this project.
Those that have been solved, were first detected only after the Validation procedure.
A correctly designed network is expected to :

• Get requests from a source

• Process the request :: find a path in the network

• Give correct acknowledgement signal to both source and destination

• Establish and Tear down a connection

• Deliver the data flits in the correct order and content
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The validation process applied in this project took advantage of System-Verilog
Language and its highly advanced capabilities. Some of the most useful of these
capabilities are Constrained Random Stimuli Generation (CRSG) which enables the
designer to test the system with random signals within a set of predefined conditions.
Since the designed hardware was also described in Verilog, and due to the adequate
compatibility of these languages, the integration of test program and design code
was simple.

Different programs were written in SystemVerilog to test the above mentioned
functionalities. This set of programs tested the system in different level, beginning
from establishing a single path between two neighbor nodes, to a complicated test
that sends thousands of requests according to different traffic patterns.1

If a misbehavior is observed in the functionality of the system, the designer must
first locate the origin of the error. Then according to this source, the right decision
has to be made. Following the waveforms and viewing the internal signals can be
useful in finding this origin. The designer must then modify parts of the code and
reapply the test signals. Usually it takes several iterations of “modification↔ test”
to reach to an acceptable state.

The necessity of validation has led engineers to develop different tools and meth-
ods to facilitate the process. Test programs, together with the hardware codes were
simulated in NCSim from Cadence.2 This software is provided under Royal Insti-
tute of Technology’s license, as well as other software packages used in this project.
Multiple copies of this simulator can be run in parallel to achieve faster data collec-
tion. In this project more than 200 different simulations were run on KTH’s servers,
Subway and Colombiana.

3.1.2 Terminology and Definitions

In order to have a better understanding of the performance of the network, we must
first define the terms under which the behavior of the system is measured.

In a network it is desirable to have the data travel in the shortest time possible.
Thus the Performance of a network is measured in terms of the time it takes to
deliver a certain amount of data. Also a network with a very low traffic usually
behaves different from a heavily loaded network. As a result various test parameters
are applied so that the characteristics of the system are identified.

In order to test the network’s performance, Random requests are injected to the
network. These requests will then find a way to reach to their destinations and will
finally be delivered. The time each of these occurrences happen is recorded and
used to measure the performance.

Primary performance metrics are as follows:

Network Latency (L) : According to [3] the Network Latency of a packet of
1Random and local traffic patterns are of interest in this project. Hot-Spot has also been tested,

even though it is not the main focus.
2Ver. 06.20-s004, Copyright 1995-2008, Cadence Design System. All rights reserved.
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data in a network is measured as the time from the first bit of data being sent
out of transmitter until the last bit is received at the receiver.

Setup Time (TS) is the time it takes to establish a path from a source to a des-
tination. It is defined as the time that a Search Probe exits the source node,
until a Success signal is received by the same node. Since in a busy Circuit
Switched network, a source may need to attempt several times before it is
successful, this additional time span is also included as Setup Time.
In a test with n requests, each request has a setup time of TSi, while the
average setup time is:

TS = 1
n

n∑
i=1

TSi (3.1)

At the same time, the worst case setup time is:

T̂S = max(TSi) (3.2)

Injection Rate (IR) is the rate at which a new request is sent out of a node. In
general if a node achieves n successful requests in time T , the injection rate
is calculated as:

IR = n

T
(3.3)

Another definition which is consistent with the one mentioned above is the
probability of sending a request at a certain time. Statistically these two
definitions are the same, while the first one suggests a simpler implementation
of the test algorithm.

Cycle : or simulation cycle is the hardware system’s clock cycle. In reality a clock
cycle can be a few nanoseconds, but in the simulations we ignore the time unit
(ns) and count only the number of cycles.

Traffic Pattern is a probability distribution of choosing a destination for a par-
ticular source node. For example in a Random Traffic pattern, the proba-
bility is distributed evenly among all the nodes in the network. In contrast,
in Local Traffic the probability of sending a request to the nodes close by is
higher than those far away. In this project a normal probability distribution,
also known as Gaussian distribution is utilized for implementation of the local
traffic.
A Gaussian distribution is indicated with a Mean value and a Standard De-
viation. Since the destination node is a sub-set of a 2-dimensional address
space, two random numbers are generated to introduce a destination address.
The Mean of this 2-dimensional address is the source node. An example of
this probability distribution is depicted in Fig. 3.1. Note that it is illegal for
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Figure 3.1. Gaussian Distribution, used for Local Traffic

(∆X,∆Y ) = Relative address

a node to send a packet to itself. Thus the probability of a node sending a
request to itself is intentionally removed from address space.

Throughput (θ) of a network is the amount of data transferred over a time span:

θ = Data

T ime
(3.4)

In which Data can be represented as bits or flit, and Time can be measured
in seconds or cycles. In almost all the tests in the project Flits per Cycle
was measured. This is the most useful because can later be translated into
the performance of any system with different Flit sizes and/or clock speeds.
Two different varieties of throughput are θn which represents the throughput
of a single node, and the total Network Throughput

θtotal =
∑

θn (3.5)

3.1.3 Simulations Method

In order to test the network, two separate modules were built, namely a Transmitter
(TX) and a Receiver (RX). The Receiver will receive a request if the network was
successful in allocating the required channels to that request and then respond
accordingly. In general the receiver is a simpler module than the transmitter.

The Transmitter is able to send requests to other nodes with configurable pa-
rameters, such as:

• Lifetime (TL)

• Delay between two consecutive requests (TD)

• Number of requests to be sent (N)
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Figure 3.2. Transmitter and Receiver

• Traffic pattern (e.g Random or Local)

For example a 3 × 3 network is tested by instantiating 9 copies of Rx and Tx
modules, as well as 9 interconnects, depiceted as 1 to 9 in Fig.3.2 . The transmitters
will then start injecting traffic into the network with the following algorithm:

1. Wait for a random delay (Initial Delay)

2. Generate a random request :

• Random destination address (According to traffic pattern)
• Random request lifetime
• Random after-request idle time

3. Inject the request into the network

4. Wait for a success signal (end of "setup time")

5. Wait for data to finish (as long as the "Lifetime")

6. Tear down the path

7. Wait for "Idle Time"

8. Repeat from step 2.

At first some simulations were done without the “Initial Delay”. Results showed
that this will inject a burst of traffic into the network, which is neither realistic nor
necessary. Thus an initial random delay was employed to warm up the network
gradually.

The three phases, namely “Setup Phase”, “Data Transmission Phase”, plus the
“Idle Time” are depicted in the figure 3.3. The sum of these phases are the period of
a request. Notice that each new request may have its own setup time, life time and
idle time, while we expect to know their average before or after the measurement.
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Figure 3.3. Injection Rate and Period Demonstration

Period = TS + TD + TL

Prior to the test, the average of Lifetime and Delay are set by the programmer.
The transmitter (Tx) will then generate random numbers within ±30% of this av-
erage. The setup time TS is an unknown that must be measured. Once the test is
over the actual achieved Injection Rate (IR) can be calculated, depending on the
average setup time, (TS), average lifetime (TL) and average delay (TD).

IR = 1
Period

= 1
TS + TD + TL

(3.6)

In which:

TS = 1
n

n∑
i=1

TS = Needs Simulation (3.7)

TD = 1
n

n∑
i=1

TD = Predefined (3.8)

TL = 1
n

n∑
i=1

TL = Predefined (3.9)

3.1.4 Simulation Phases

The Simulation of a NoC 3 can be divided into three different time spans [3]. At the
very beginning the network is completely idle, all the channels are idle. Obviously
at this point the requests are served with a higher success rate than any other
time. This phase is called “Warm Up Phase” in which measuring the network
characteristics is not an appropriate indicator of true network behavior.

Gradually as the network channels are occupied by the incoming requests, the
Channel Utilization factor grows. This factor which is the ratio of the channels
that are busy at a given time or time span, can be used as a measure of network
activity. With a given injection rate and assuming that the network is stable at
that injection rate, the Utilization factor gets saturated.

3or any network
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Figure 3.4. Simulation Phases. Network activity vs. Time

Intuitively one can expect that for a greater injection rate4 the saturation of
Channel Utilization factor happens at a higher value. A stable network delivers
packets within a bounded Latency. An unbounded or ever-increasing Latency is a
sign of an over-loaded or in other words an unstable network.

This steady state is called the measurement phase, since the measured charac-
teristics in this stage are representing the usual behavior of the network.

Assuming that each node sends a limited number of request and then stops, the
network will finally grow back to an idle state. Here we name this phase as “Cool
Down” to be in contrast with warm up. In this phase the remaining requests are
served and since the Utilization factor is less than the measurement phase, some
requests may be served sooner than usual. This invalidates the results from this
stage. Figure 3.4 shows the discussed phases of network simulation.

3.1.5 Simulation Scenario

In order to have the measurements as accurate as possible, we must start measuring
the performance metrics no sooner than the warm up phase begins. Also we must
not take into account the requests served after the steady state phase. To keep the
network inside the steady state, nodes are programmed to inject requests forever,
rather than stopping at a given number of requests. In theory this will keep the
network in the same level of activity for a long time.

On the other hand, only a limited number of request are marked and counted
as samples. As soon as the last sample is served, which happens in the steady state
phase, the simulation shall be stopped. This point corresponds to the green line in
the figure 3.4.

As illustrated in this figure, after the warm up phase, some marked requests
(shown in green) are injected into the network. The number of these requests are

4While the network is still stable.
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limited to n. When each node has sent the predefined n requests it starts to sent
dummy (non-marked) requests, which are shown in gray.

The red arrows represent the marked requests that are served. The network
may also deliver non-marked requests which are not taken into account ; see the
single gray arrow between the two red arrows. As soon as the last marked request
is delivered, the simulation ends. Since the cool down is not part of the simulation,
it is shown as a dashed line.

During the simulation various facts are measured and exported to an external
log file. This log file is processed after the simulation and different criteria are
extracted and calculated afterwards.

3.1.6 Performance Metrics

The following criteria are interesting to be analyzed in this research.

• Setup time vs. Injection Rate

• Setup time vs. Network size (eg. 4x4, 6x6, etc.)

• Throughput vs. Injection Rate

• Maximum Throughput vs. Network Size.

• Silicon Area vs. Network Size

• Power usage of an Interconnect

The result of the above mentioned tests are extracted from over 200 simulations.
Each simulation took from 2 hours to less than a week, while the majority of them
were finished within 10 to 20 hours.

3.2 Simulation results

Unless otherwise stated the simulation results below are for a Random Traffic pat-
tern and a connection lifetime of 10,000.

3.2.1 Actual Injection Rate

As mentioned before, the real injection rate can not be determined until the simu-
lation is completely run and the “Average Setup Delay” is calculated. As shown in
Fig. 3.5, as the idle time TD decreases the Injection rate increases, while having a
saturated behavior in a very low idle time. This saturation is more obvious in Fig.
3.5.b, which relates to a 8× 8 network.
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Figure 3.5. Injection Rate vs. Idle Time

Inj. rate increases as idle time is lowered.
Inj. rate saturates at low idle time.
Y = IR(ppm), X = TD(cycles)

(a) Size = 4x4

(b) Size = 8x8
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3.2.2 Setup Time

The setup time of our proposed search algorithm is deterministic in the sense that
the algorithm searches for a path at a pace of 4 cycles per hop. Three of these cycles
are needed for forwarding a search probe to the next node and the additional cycle
is required for the sending the search result back to the previous switch and/or the
original requester. If a node is unable to setup a path in the first attempt, it needs
to retry. As a result, the actual setup time is sum of a number of unsuccessful
attempts finalized by a successful one.

The first test is to measure the “Path Setup Time” which is then compared
to another method. These set of tests have an average connection lifetime of 50
cycles. As shown in figure 3.6 the average and worst case of setup time, TS and T̂S

respectively, are measured. This figure belongs to a 4× 4 network while the figure
3.7 shows the same information for an 8× 8 network.

As can be seen in Fig. 3.7 as the size of the network grows the centralized
method, HAGAR 5 , can not find the required paths in a timely manner. Obviously
this method has a bottleneck which is observed at an injection rate of above 1000
ppm approximately.

3.2.3 Single Channel Network

The following test measures the rate of accepted traffic (which is the actual injection
rate, taking the setup time into account) as a result of the variable intended injection
rate. In an ideal network which accepts 100% of the injected traffic with zero latency,
the actual injection rate and the intended injection rate are the same. But here,
as seen in figure 3.8 the accepted traffic is equal to the injected traffic only below
a certain rate. Above that rate the network will not accept request with the same
rate as the transmitter intends.

The channel utilization as a function of Injection rate is also shown in Fig. 3.9.
The relation between the two parameters are quite linear, R2 = 0.9998.

In figure 3.10 the relation between the average setup time and channel utilization
is depicted.

3.2.4 Multi Channel Network

The behavior of the network is different as new channels are introduced in the
system. In figure 3.11 the Average and Worst Case setup time of a 4 × 4 network
with single, dual or quad channels are summarized. The same information about a
network of 8× 8 is shown in the figure 3.12.

5The source code of HAGAR NoC Manager was provided by its designers [10]. Then a team of
KTH students integrated HAGAR into a NoC and evaluated its performance. The graphs in Fig
3.6&3.7 have been produced by Boris Traskov, Arash Shakoei, Manos Komninos, Amir Koonha
and Amin Vali from KTH, as part of Design Project course in the SoC Design M.Sc. Program in
November-December 2010.
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Figure 3.6. Average and Worst Case Setup Time, 4x4 Network

X = IR(ppm)

(a) Average

(b) Worst Case

As seen in these figures the addition of the new channels provides the network
with more capacity through decreasing the setup time and increasing the injection
rate as a result.

An example of the channel utilization factor of multiple channel networks are
shown in the next figure. The linear-resembling growth of utilization factor as the
injection rate grows is seen in figure 3.13.

3.2.5 Local Traffic Pattern

In this section the local traffic pattern is applied to the network.
Setup time of various architectures are compared. Figure 3.14.A shows he Aver-

age Setup time of a network with local traffic pattern compared to the same network
with random traffic. Part C through F of the same figure show the same comparison
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Figure 3.7. Average and Worst Case Setup Time, 8x8 Network

Hagar gets unstable above a certain inj. rate.
X = IR(ppm)

(a) Average

(b) Worst Case

for dual and quad channels, respectively.
Average Setup time of a network with local traffic is shown in figure 3.15. Al-

though it is still linear (R2 = 0.991) the shape of the curve is different that that of
Random traffic, figure 3.10.

The Channel Utilization factor versus the injection rate is shown in figure 3.16.
In this figure single, dual and quad channel networks are tested with a range of
injection rates.

3.2.6 Area and Power

The following table summarizes the area of three different architectures. The total
area consists of:
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Figure 3.8. Accepted Traffic vs. Injected Traffic

(a) Lifetime = 50

(b) Lifetime = 10K

Figure 3.9. Channel Utilization (%) vs. Injection Rate (ppm)
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Figure 3.10. Average Setup Time (cycle) vs. Channel Utilization (%)

Figure 3.11. Average and Worst Case Setup Time

4x4 Network

(a) Average

(b) Worst Case
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Figure 3.12. Average and Worst Case Setup Time

8x8 Network

(a) Average

(b) Worst Case

• Switch Area

• Controller

The area of the switch will change according to the bandwidth linearly, while
the controller is not affected by the bandwidth and is almost constant.

Type Single Ch. (1x64) Dual Ch. (2x32) Quad Ch.( 4x16)
Controller 5,700 14,700 57,600
Switch 10,600 13,500 21,600
Total 16,300 28,200 79,200

As can be seen the quad channel network has a complex controller with an area
of almost 3 times larger than a dual channel network, with the same bandwidth.

The design is synthesized using the 90nm technology (TSMC) and the fastest
clock cycle is shown in this table.

Single Ch. Dual Ch. Quad Ch.
Power 13.7 mW 14.0 mW 14.6 mW

Max. Speed 2.0 GHz 1.5 GHz 800 MHz
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Figure 3.13. Channel Utilization Factor vs Injection Rate

(a) Dual Channel

(b) Quad Channel
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Figure 3.14. Local Traffic Pattern. Left = Average, Right = Worst Case

(a) (b)

(c) (d)

(e) (f)
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Figure 3.15. Average Setup Time vs. Channel Utilization, Local Traffic
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Figure 3.16. Channel Utilization Factor vs. Injection Rate

Single Channel

Dual Channel

Quad Channel





Chapter 4

Conclusion

Circuit Switched networks can provide guaranteed throughput and bounded latency
for real-time applications.

A highly configurable Circuit-Switching Network, with multiple channels were
built in this project. The architecture of the design is modular and is coded in
Verilog HDL.

The designed NoC uses the same wires to sent control signals as well as data.
The searching procedure is parallelized and search time is 4 cycles per hop distant
between the sender and the receiver.

As shown in the results section, the advantage of dividing a wide channel into 2
or 4 smaller sub-channels is roughly an order of magnitude increase in injection rate.
For example a 4x4 network experiences a sharp raise of worst case setup at around
1ppm, 10 ppm or 100 ppm for single, dual and quad channel networks, respectively.

A drawback for using multiple channels is the area of the controller. While the
controller of a single channel interconnect occupies an area of 0.006 mm2, the dual
and quad channels grow to 0.015 and 0.058 respectively. This is mainly due to a
complex arbitration process.

Local traffic pattern improves the performance of the network due to less channel
congestion. As a result it is suggested that in a NoC, nodes with high rate of data
exchange be kept as close as possible to achieve a better performance.

In this project, even with a quad channel network, only a single channel used to
send data. A network interface that can drive multi-channel requests is convenient.
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Appendix A

Block Diagram of an Interconnect Cell
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