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Abstract
In this Master thesis a new framework for achieving fault tolerance in mechatronic
systems is studied. The framework is called service-based fault tolerant control and
has the advantage of being completely decentralized and modular and therefore
scales very well to large system sizes.

First, a method is presented for designing the signal-flow architecture of mecha-
tronic systems of real-life size and complexity. The result is a small set of generic
building blocks in the form of design patterns, a concept that has gained widespread
popularity in the field of software architecture.

Best practises are then established for how each of the design patterns can be
extended to support fault tolerance through diagnosis and reconfiguration accord-
ing to the service-based framework. These extended design patterns can be used
either to aid in the construction of new and more complex mechatronic systems or
as a methodology for applying service-based fault tolerant control on large existing
systems.

The presented methods for designing and modelling large-scale mechatronic
systems have the advantages of being applicable to a large class of mechatronic
systems, being easy to apply without expert knowledge, as well as having the
potential for being automated in the future.

Finally, a case-study demonstrates how the new methods can be used to con-
struct a fault tolerance architecture for a real-life automotive system currently
used by Scania CV AB. As a part of this study a mathematical model for the sys-
tem was also constructed and implemented. The model can be used for analysis
during the development phase as well as troubleshooting in a repair workshop.
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Chapter 1

Introduction

1.1 Background
In our everyday lives we are completely dependent on software, hardware and
mechanical systems that work together to solve more or less complicated problems.
One example is modern vehicles that are becoming more and more controlled by
computers. A modern truck can contain thirty or more microcontrollers that
control different parts of the vehicle, such as the fuel injection system or the air
conditioning.

The inclusion of more electronics, sensors and actuators also results in more
parts that may be affected by some kind of fault. These kind of systems often
have to be highly reliable and work all of the time. A failure might affect the
safety of the system, as in the case of a failing breaking system in a truck. Faults
that jeopardise the safety of the system are simply unacceptable. Other types of
failures may be less critical in that they do not affect the safety of the system,
but they can instead lead to great economic losses. A truck that is standing still
and can not be used, will quickly cost the trucking company money in the form
of loss of orders. A high vehicle uptime is therefore a very important property in
the automotive industry today.

One common way to achieve high reliability is to make the systems tolerant
to faults. Abnormal behaviour or other defects of a component needs to be com-
pensated for by designing the system with some kind of redundancy so that small
faults will not lead to the failure of the whole system. The breaking system of
a vehicle usually requires duplication of some hardware parts that are prone to
failure. If the primary part fails, the secondary one will make sure that the breaks
are still effective and an accident can be avoided. Similarly, non-critical errors in
one of the many sensors or actuators in a truck should not lead to an immediate
need of aborting current delivery contracts, and handing the vehicle in for service.
The faults should be detected, and if possible they should be compensated for by
a reconfiguration of the involved subsystem.

Traditionally, both the detection of faults and the reconfiguration is done by
centralized modules. For large systems, however, this approach often lead to very
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2 Introduction

complex diagnostic components and difficulty with modelling the system’s fault
tolerance. This thesis explores a new design method called service-based fault
tolerant control [14], for constructing fault tolerant systems that are completely
decentralized and modular and therefore are believed to scale much better to large
system sizes.

1.2 Purpose
The purpose of this report is to investigate if, and how, the design method of
service-based fault tolerant control is practically applicable to real-life mechatronic
systems that is currently being used in the automotive industry.

1.3 Method
In order to provide a generic method for applying service based tolerant control
to real-life mechatronic systems, we first identify the common building blocks in
the form of design patterns that are used in the signal-flow architecture of such
systems.

These common building blocks are then modelled one-by-one from a service
perspective and it is shown how these blocks can be put together like jigsaw pieces
to form larger and more complex systems. In this way the blocks serve as design
patterns that is otherwise widely used in software architecture.

Apart from aiding the construction of new fault tolerant systems, the design
patterns can also be identified in existing systems as a means to more or less
automatically apply the framework of service-based fault tolerant control to them.

Lastly, the new methodology is evaluated on a real-life system that is currently
being used by Scania CV AB. As a part of this case study a full Bayesian network
model for the system was also created in the software tool GeNIe.

1.4 Contributions
The main contributions of this work are:

• Identification of common building blocks that are used to construct signal-
flow architectures of mechatronic systems and motivations to why they look
like they do.

• Best practices for translating each of the identified building blocks into
service-based architectures in order to provide fault tolerance. These fault
tolerant architectures function as jigsaw pieces in the construction of new
systems.

• A method for applying the theory of service-based fault tolerant control to al-
ready existing mechatronic systems based on identifying the design patterns
used in their signal-flow architecture.
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• An application of the new method on a real-life automotive system. This
case study also shows that, and how, the general theory of service based fault
tolerant control can be applied to systems of real-life size and complexity.

• A Bayesian network for the system of the case study that serves as a math-
ematical model for the fault tolerance properties of the system and provides
possibility for diagnostic analysis and troubleshooting.

1.5 Mechatronic Systems
In this section we explain what kind of systems that we can design and model with
the methods presented in the rest of the report. We do this be defining what we
mean with a mechatronic system, a term that is often used throughout the report
to refer to the type of systems that we are studying.

The mechatronic systems that is examined in this report consists of one or
more control units connected through a network. The control units can take the
form of a large printed circuit board with a microcontroller on it, such as the
Electronic Control Units (ECU) used in the vehicle industry, or it could be a
single microcontroller. Connected to the control units are sensors that measures
some aspects of the environment and actuators to affect the environment.

This is a broad class of systems and could for example be used to model intel-
ligent agents as defined in [15], or for other kinds of autonomous robotic systems.
The methodology can also be used for modelling most control systems used in for
example manufacturing and the vehicle industry.

1.6 Design Patterns
Design patterns have a central role in this report, and in this section we present
the concept and how it is used in later chapters.

The concept of a design pattern gained widespread popularity in 1994 with
the publishing of the foundational book by Gamma et al [10]. The book suggests
generic solutions, or design patterns, to common reoccurring design problems in
software development.

In the book the following description of a design pattern is used:

“Each pattern describes a problem which occurs over and over again
in our environment, and then describes the core of the solution to that
problem, in such a way that you can use the solution a million times
over, without ever doing it the same way twice” [10, p. 2].

Furthermore, a design pattern “names, abstracts, and identifies the key aspects
of a common design structure that make it useful for creating a reusable object-
oriented design”[10, p. 3].

In this report, the same definition of a design pattern as in the above mentioned
book is used, however we will generalize the concept to also allow design patterns
for other problems than those of object-oriented software. In particular, we focus
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on generic solutions to common problems that face an engineer that designs the
functional architecture of a mechatronic system, as well as how to translate these
solutions into general building blocks that can be used to model the fault tolerance
of such a systems.

The generalization of design patterns to other domains than object-oriented
programming is by no means new. The book [10] mentions that the concept was
used already in the late 1970s in the construction and planning of new buildings
and towns, for example.

1.7 Outline of the report
Below is an outline of the chapters of this report.

Chapter 2
This chapter explains the theory behind service-based fault tolerant control
and show how it fits in the general theory for fault tolerant systems.

Chapter 3
In this chapter we identify basic building blocks in the form of design pat-
terns that are commonly used in the signal-flow architecture of mechatronic
systems.

Chapter 4
In chapter 4 we establish best practises for applying the theory of service
based fault tolerant control to the identified design patterns of the previous
chapter. This provides a general method for adding the new framework to a
wide range of new or existing system.

Chapter 5
This chapter contains a case study of how the methods from the previous
chapters can be used to model a real-life system that is currently used in
Scania CV AB.

Chapter 6
Result and conclusions of the work are summarised in this chapter.



Chapter 2

Theory of Service-based
FTC

This chapter explains the theory behind service-based fault tolerant control and
shows how it fits in the general theory of fault tolerant systems. As an important
part of this explanation we define the concept of a service and how it is used in
this report. Lastly in the chapter is a case study of another popular application
of the service concept, Service Oriented Architecture or SOA.

The theory of service based fault tolerant control that is presented in this
chapter is taken from the research paper by Nyberg and Svärd [14].

2.1 Introduction

Figure 2.1 shows a commonly used architecture for fault tolerant control that is
described in Blanke et al [2]. The bottom part of the figure shows a general view
of a controller using a feedback signal in order to control a plant. The plant can be
subject to faults in one or more of its components. The diagnoser detects if a fault
has occurred and if so tries to isolate it, i.e. find which part of the system that is
faulty. Based on this information the reconfiguration manager tries to adjust the
controller so that there is as little loss of performance as possible.

This traditional solution is however centralized and can therefore sometimes
scales less well with increasing system size, since only one diagnoser and recon-
figuration manager is used. Those parts can easily get very complicated for large
systems and it can become difficult to get a clear view of how the faults prop-
agate in the network. The architecture that is described in Nyberg and Svärd
[14] is thought to work better for large-scale systems that have functionality dis-
tributed over several Electronic Control Units (ECUs), since it is modular and
decentralized. This architecture and modelling technique is called service based
fault tolerant control and is based on the service view.

5
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Reconfiguration 

Manager
Diagnoser

Controller Plant

fault

yu
yref

-

Figure 2.1: A common centralized architecture for fault tolerant control.

2.2 The Service View
When we model systems in the service based fault tolerant control framework, we
assume that the system in a first iteration already has been constructed from a
control system point of view, but without any regard for fault tolerance. This
means that we already have enough information at the start to draw a map of the
signal flow between the different hardware- (HW) and software- (SW) modules of
the system.

After we have drawn a graph of the signal flow of the system, the next step is
to consider what the service of each of the modules is. In this report the service
of a component is defined to be the main purpose or objective of the component.
For an analogue sensor this might for example be to deliver a resistance that
corresponds to the temperature of the sensor head. Since the purpose of all the
modules is to provide some kind of service, they are all called service providers.

Which service a component provides is a design choice and several good and
natural options for the service of the same component is often possible, which is
one of the motivations behind the establishment of design patterns later in this
report. The function of each pattern is to provide a “best practise” solution to a
commonly reoccurring design problem. These solutions are given together with a
motivation, so that they can easily be improved on later on.

When all of the services have been decided on, the next step is to add service
dependencies to the service view. The service dependencies represent how faults
propagate in the system. If the failure to provide a service of a component A
affects the risk that the service of another component B will fail too, then we say
that B is service dependent on A. In this case module A is called a supplier to B,
and B is called a customer of A, as seen in Figure 2.2.

In Figure 2.2, each of the boxes represent a HW- or SW-module and the black
single headed arrows represent the signal flow between them. The red double
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Customer

Service Provider

Supplier 1 Supplier 2

Scope

Figure 2.2: A service provider together with its suppliers and customers. Signal
flow is shown with single headed arrows while double headed ones represent service
dependencies.

headed arrows represent the service dependencies. As can be seen in the figure,
the service dependencies does not always have point in the same direction as the
signal flow.

2.3 Service Status
The service of a service provider may be available or not available at any time.
This is described by the service status of a service provider. The service status
is divided into three different service classes which are called nominal (NOM),
disturbed (DIST) and unavailable (UNA). A service that is available will most
of the time have a status of nominal. Sometimes, however, there might be a
need for modelling a service quality with a higher resolution then just nominal or
unavailable. For this purpose the disturbed class can be used. If DIST is used,
then that service class always has a well defined meaning which is agreed upon with
the customer(s) of the service. The meaning of DIST is defined by the engineers
that design the fault tolerance architecture with the help of the experts of the
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involved modules. The DIST service class can, if needed, be extended to several
levels denoted with DIST1, DIST2, DIST3, etc.

2.4 Reconfiguration and Variants

In order to be fault tolerant, a customer needs to keep its service quality as high as
possible even when its suppliers are unavailable or disturbed. This is done through
some kind of reconfiguration of a part of the system, for example by going from
closed control to open if a sensor that is providing feedback becomes unavailable, or
by approximating the value of a physical quantity with the help of a system model
instead of measuring it directly. In our framework, reconfiguration is accomplished
through the use of variants.

A service provider may exist in one or more variants, each of which individually
can deliver the same service, but with different accuracy. The variants typically
use different and possibly overlapping sets of suppliers and this is how the fault
tolerance of the whole system is achieved. Since the variants typically depend on
different suppliers they are also affected differently if there is a fault in one of the
suppliers. As an example, one variant that uses the output of a sensor that becomes
short circuited might totally fail to provide the service (service class UNA), while
another variant that does not use that particular sensor is not affected at all by
the same fault.

The strategy is to always try to use the most appropriate variant at the mo-
ment, i.e. the one that right now can deliver the service with the highest estimated
service quality, a concept which will be explained shorty. In case of a tie, for exam-
ple several variants with the same estimated service quality of DIST, the variant
to use is chosen by a preference relation that is set up in advance by the designer
of the system. The component responsible for choosing the best variant to run at
any given time, in accordance with the rules described, is called a selector.

Figure 2.3 show the concepts of different variants and of the selector. In the
figure Variant 1 is service dependent on both Supplier 1 and Supplier 2, while
Variant 2 is only depending on the service of Supplier 2. Both variants by definition
provide the same service, but the service quality of Variant 2 is most likely most
of time worse since it has to model the output of Supplier 1, instead of actually
receiving it as an input. Due to this the Selector in the figure will probably be
implemented to always chose to use Variant 1 before Variant 2, in case that both
estimate their service status as the same quality. However, if Supplier 1 would
communicate its estimated service quality as UNA or DIST, or if the diagnostic
tests in the service provider would indicate that the value from Supplier 1 can
not be trusted, then the Selector might switch to using Variant 2 instead since it
is unaffected by faults in Supplier 1. This possibility of reconfiguration therefore
makes the whole system more fault-tolerant.
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Customer

Supplier 1 Supplier 2

Variant 1 Variant 2

Service Provider

Selector

Figure 2.3: The concepts of variants and selectors. Variant 1 is service dependent
on both Supplier 1 and Supplier 2, while Variant 2 is only depending on the service
of Supplier 2. This provides fault tolerance to the system if Supplier 1 becomes
affected by a fault. The Selector chooses which of the variants that should be used
at any given moment.

2.5 Service Status Estimation

Apart from delivering its service, each service provider should also give an estima-
tion of its current service status to all of its customers. The idea behind this is, as
we have seen, that customers should be able to reconfigure themselves to keep up
their service quality even in the presence of faults in their suppliers. The suppliers’
estimated service statuses give a customer decision support on when there might
be a need to change the variant to use as well as which that should be chosen.

The estimation of service status is done in one of two different ways: either
without any diagnostic test or with the help of one or more of them. In both
cases the estimated service status of the whole service provider is defined as the
estimated service status of the currently selected variant.

2.5.1 No Diagnostic Tests

If no diagnostic tests are used, then the service status of a variant depends only
on communicated service status of its suppliers. In this case the system designer
decides on a mapping from the possible combinations of estimated supplier service
statuses to a certain service status of the variant.
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2.5.2 Diagnostic Tests
In order to improve the service status estimation, we can add diagnostic tests
to our system. The diagnostic tests are built around common technique such as
calculating residuals, observing the control error for a controller, or any of the
techniques explained in Section 4.1.1.4 and 4.1.2.4 for identifying electrical faults.

Each of the diagnostic tests are placed within the service provider that it
directly influences. In order to keep down the dependencies in the system and to
maintain the modularity, each service provider is only allowed to use information
from within its scope to estimate its service status. The same applies to diagnostic
tests that are only allowed to use information from the scope of the supplier that
they are a part of. The scope of a service provider in Figure 2.2 is defined as:

1. Signals from customers and suppliers

2. Its own signals

3. Estimated service statuses from its suppliers

4. Possibly internal models of a subset of the system

Exactly how the information from the diagnostic tests together with the estimated
service statuses of the suppliers are weighted together to calculate a customers
estimated service status differs from application to application and is a design
choice. Examples can be found in Nyberg and Svärd [14].

2.6 Diagnostic Modelling
A major advantage of using service based fault tolerant control is that it facilitates
diagnostic modelling. A diagnostic model of a system includes all relevant faults
and the symptoms that they cause. It is needed for at least two different main
reasons [14].

The first reason is that it can be used for measuring how fault tolerant the
modelled system really is. During so called analysis, questions are asked to the
model about what kind of symptoms that a given set of faults will cause on the
system. Examples of such questions are if we have a single point of failure that
will make the service status of a certain module become unavailable, or if there is
a need to implement more diagnostic tests to facilitate fault isolation.

The second advantage of having a diagnostic model of a system is that it can
be used for troubleshooting (also called diagnosis). During troubleshooting we ask
questions such as: given a set of diagnostic test results, what is the most likely
faulty component? This is very useful information in a workshop setting when a
mechanic tries to find the root cause of a set of symptoms.

Service based fault tolerant control uses so called Bayesian networks as a math-
ematical tool for diagnostic modelling, both for analysis and for troubleshooting.
Bayesian networks has the advantage of providing a possibility for probabilis-
tic inference as well as the pure logical reasoning that many other mathematical
frameworks support. Due to this it becomes possible to model in greater detail
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than with pure logic, since we can also express uncertainty, for example that a
certain components is more likely than another to fail due to wear and tear, or
that a diagnostic test has a certain risk of giving a false alarm.

2.7 Bayesian Networks
The full specification of a Bayesian network is as follows [15]:

1. A set of random variables makes up the nodes of the network. Variables may
be discrete or continuous.

2. A set of directed links or arrows connects pairs of nodes. If there is an arrow
from node X to Y , X is said to be a parent of Y and Y is a child to X.

3. Each node Xi has a conditional probability distribution P (Xi|Parents(Xi))
that quantifies the effect of the parents on the node.

4. The graph has no directed cycles.

Informally, and in our context of service based fault tolerant control, a Bayesian
network is a directed graph without cycles that models how, and with what like-
lihood, that faults propagate from one service provider to the next. The nodes of
the graph represent service providers while the arcs represent service dependencies.
For each service dependency in the service view, we have a corresponding arc in
the Bayesian network from the service provider to its customer. Each node in the
network also has a probability table that shows the likelihood that failure in one or
more of the suppliers will propagate to effect the service status of that customer.
This can seen as a measurement of how strong each of the service dependencies
are. Apart from containing nodes that represent all of the service providers of the
system, we also add nodes that represent all the diagnostic tests, estimated service
statuses and selectors.

For more information about the theory of Bayesian network and how inference
can be done in such networks, please refer to the excellent introduction in the book
by Russel and Norwig [15]. For an example about how to construct a Bayesian
network from a service view of a system please see the Case Study in Chapter 5.

2.8 Service-based FTC in a General Context of
Fault Tolerant Systems

In this section we discuss how the framework for service based fault tolerant control
fits in the general theory for fault tolerant systems. We focus on how the framework
can be used together with other results from the field of fault-tolerant system
engineering.

According to the reference book by Koren and Krishna [12], fault tolerance is
all about adding and managing redundancy to a system. Redundancy means that
you have more of a resource than what is minimally necessary to do the work at
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hand. This means that you have spare capacity in the system that can be used in
the presence of faults. There are many different types of redundancy that work at
different levels. Below is a short description of the four mayor types according to
[12].

1. Time redundancy: There is enough spare time in the system so that certain
tasks can be allowed to rerun and recovery operations to be performed while
still fulfilling all system requirements.

2. Hardware redundancy: Extra hardware is used to detect failed components
and prevent the whole system from failing.

3. Information redundancy: Extra bits is used in the encoding of information
to enable error detection and possibly even automatic correction.

4. Software redundancy: Multiple different and independent versions of (part
of) the software is used.

In the following subsections we discuss how these four different types of redundancy
relate to, and can be used together with, the theory of service-based fault tolerant
control in order to create highly reliable systems.

2.8.1 Time Redundancy
Systems that exploit time redundancy for fault tolerance often use a concept called
backward recovery. This concept is explained in detail in Elmasri and Navathe
[7]. It means that you roll back the program execution to a previously saved
checkpoint and continue again from there. A checkpoint is a saved state of the
system. Backward recovery is used a lot in transaction based systems such as
ATM:s and database systems.

Transaction systems are based on all-or-nothing semantics. This means that a
transaction, such as a write to a database post, either completes successfully and
all its operations are saved permanently, or the transaction fails and the system
rolls back to exactly the same state as before the transaction had started.

Backward recovery is almost never used in control applications and real-time
systems since they often have very strict timing requirements and therefore seldom
have time to do a roll-back that could not be predicted in advance.

However, one form of time redundancy that is used alot in many mechatronic
systems is to use a watchdog timer. This technique is for example used in the
different ECUs of the vehicle systems that was studied in this report.

The watchdog timer circuit is today usually an integrated part of most micro
controllers and runs in parallel with the CPU. Its function is to automatically
restart the system after a certain time if any piece of the software has hung. This
is implemented by having all software parts periodically report that they are still
running to the watchdog with a predefined time period. Failure to report to the
watchdog in a timely fashion causes it to reboot the system. This is mostly a
protection for software bugs that causes the system to lock up, bugs that are
hopefully temporary and will not happen again on a new set of input data.
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The watchdog concept is working at a higher abstraction level then service-
based fault tolerance control and is completely compatible with it. It can be seen
as a form of time redundancy since it is essentially a roll back of the whole system
to a state where it can hopefully continue on working.

2.8.2 Hardware Redundancy
Hardware redundancy is the property of having more hardware resources than is
minimally necessary to do the job at hand. It is sometimes used together with
variants in the context of service-based fault tolerant control. An example from
the case study is that the temperature of one of the more important fluids are
measured by two redundant temperature sensors that are working independently
of each other. The service provider that delivers the temperature of the fluid uses
two variants where one uses only the first sensor, and the the other uses only
the second sensor. This provides hardware redundancy for faults that affect the
sensors.

Hardware redundancy is however often prohibitively expensive to use and is
therefore otherwise mostly used in safety critical systems, such as the breaking
system of a truck or altitude sensors in airplanes.

2.8.3 Information Redundancy
Information redundancy means that computers use more bits than needed to en-
code information in order to provide fault tolerance. As mentioned, this type of
redundancy can be used either to simply detect that a fault is present, or some-
times also to automatically correct a small error. Information redundancy is used
in many mechatronic systems for example to detect faults that happens in the
transmission of data in a CAN network and sometimes also in the memory sys-
tems.

Information redundancy usually works at a lower abstraction level than service
based fault tolerant control and is completely compatible with it.

2.8.4 Software redundancy
Software redundancy means that you use multiple independent versions of parts or
all of the system software. This technique can be used for two purposes, to protect
against software bugs or to protect against other type of faults in the system, such
as some hardware faults.

2.8.4.1 Protection Against Software Bugs

When software redundancy is used to protect against software bugs it is imple-
mented as several different versions of the same piece of software that provides the
same output from the same set of input. Great care is taken that the different
versions of software is as independently developed as possible to try to make sure
that they have no shared bugs. In practise this is often very difficult and expensive
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to achieve. Different programmers (sometimes from different companies) are usu-
ally used that is not allowed to discuss the program with each other. Other means
to try to make the versions as diverse as possible is to use different algorithms to
solve problems, different sets of specifications and possibly even different compilers
and other tools.

This form of software redundancy is very expensive and almost never used in
the automotive industry, but it is used in some systems that are very safety critical
or that cannot be easily repaired once they are in service. Examples are control
software for nuclear power plants and software used to control space crafts and
satellites.

This kind of software redundancy is similar in function to having two separate
and independent hardware parts working in parallel. However while hardware
redundancy could often be achieved by simply having two identical pieces of hard-
ware working in parallel, achieving effective software redundancy is, as we have
seen, a much harder problem since it requires two programs that are as diverse as
possible.

2.8.4.2 Protection Against Other Types of Faults

The second kind of software redundancy is to have two independent and redundant
pieces of software that provides the same function in the system, but uses different
sets of indata to do it. This is a very frequently used form of redundancy in
mechatronic systems and is often used as two or more different variants in the
context of service-based fault tolerant control.

A common example is to implement two different controllers that provide the
same service but of different quality. One of the controllers might use the feedback
of a sensor to provide closed control, while another redundant controller uses
only open control. If the feedback-sensor malfunctions, the system automatically
reconfigures itself to use the piece of software that uses open control instead. This
is for example used in the pump controller in the SCR system that was studied in
the case study of this report. One variant of the controller uses closed control and
another open control.

Another common example of two different redundant software versions is where
one is dependent on a sensor value, and another one uses a mathematical model
of the system to calculate an approximate value of the same physical quantity.

2.9 Case Study: Service-Oriented Architecture
This section contains an overview of another popular framework based on the
service concept, Service-Oriented Architecture.

Service-Oriented Architecture, or SOA, was for long time a very loose concept
and many different persons and organisations used their own definitions and con-
cepts that were sometimes inconsistent with each other. In 2006 the first attempt
to standardise the concept was made by the “Organization for the Advancement of
Structured Information Standards” (OASIS). Since then at least one more consor-
tium working with standards (The Open Group) has been working on their own
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reference model. However, the reference models are not likely to differ much at
the level of detail that we are interested in here.

OASIS defines SOA in the following way [19]:

“Service Oriented Architecture is a paradigm for organizing and utiliz-
ing distributed capabilities that may be under the control of different
ownership domains. It provides a uniform means to offer, discover,
interact with and use capabilities to produce desired effects consistent
with measurable preconditions and expectations.”

The capabilities are created by persons or companies in order to solve a problem
that they face in their day-to-day business. Often these capabilities also help other
parties with their needs. In distributed computing the need of one node of the
system might very well be met by the capabilities of another, whether or not it
was intended to from the beginning.

One of the advantages with SOA is that it does not have to be a one-to-one
correspondence between one person’s need and the capability that another one
offer. A need might be met by several capabilities acting together and a single
capability can meet several different needs. According to OASIS, the perceived
value of SOA is that it offers a framework built on standards for matching needs
and capabilities and for combining capabilities to address those needs.

An example of this is when a developer that is using SOA, can connect first to
Amazon’s public web-services to get a list of all of their books on a specific topics.
The developer could then make another connection in his program to Google’s
web services to provide more information about a specific book. Note that this is
not by necessity a customer use case that the two major companies had planned
for from the beginning when they chose and implemented their web services. One
of the strengths of SOA is that all of the service providers and customers involved
can function independently and without prior knowledge of each other. They are
often said to be loosely coupled from each other.

SOA is used mainly for organizing a software architecture at a high abstraction
level for systems in an enterprise, or as a standardised way of providing web services
to customers over a public network such as the Internet.

In enterprise architectures the different ownership domains might represent
different departments with vastly different software and computer systems that
needs to communicate with each other. SOA can then act as a middleware layer
for connecting the different systems and departments together through the concept
of services.

For web services on the internet, the service provider might not even know what
customers will connect to it in advance, but provides a standardised interface to its
services and stores the information in a public online database so that the services
can be found.

Some of the most important properties of every implementation of SOA are
[19]:

Service description This part tells possible consumers the function(s) of the
service as well as the real world effect so that the consumer can decide if it
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is of any use for him. It must also be clear what the terms are for using the
service, e.g. if only paying subscribers are allowed to use it.

Visibility The consumer and service provider must be able to find each other in
order to interact. The implementation needs to specify how this should be
accomplished.

Interaction When visibility is accomplished interaction can begin. Interaction
with a service is most often accomplished through the use of message passing.
This is not the only way of doing it, modifying a shared object could for
example be another way. The result of the interaction is a real world effect.

Real world effect The return of a result or the expected change of state of a
shared variable. For example an airline booking system can be used for
showing a list of available flights and for booking a seat. The real world
affect would then be the return of flight information and the change of state
(to being booked) of a common shared variable representing a particular seat
on the right flight.

Each of these major requirements are then in turn broken down into sub-requirements
and concepts of lower abstraction level. The interested reader is refereed to [19]
for more details.

SOA is a framework that defines what the different protocols should be respon-
sible for as well as a common terminology. It does not specify which protocols
should be used to implement it. In this way it is very similar to the OSI reference
model for networking. However, in practise a set of protocols that are so called
web-services are often used for implementing SOA. This is not the only choice
though, and SOA can also be implemented with other technologies that are also
entered around services, such as for example CORBA.

2.9.1 Web-services
Figure 2.4 shows the most common way of implementing SOA, through the help of
web-services. The web-service protocols shown in the figure are also the ones that
are most common at the time of writing this thesis (2011). All of the protocols
encode their data in the form of eXtensible Markup Language (XML). This means
that plain text files are used and parsed, not binary coded information. In some
applications this can sometimes have a negative impact on performance due to the
extra overload of parsing the text files. The benefits of using text files are that
they are easy to extend, that they are humanly readable and that the format has
a greater chance to survive more than a few years.

Figure 2.4 shows a typical implementation of SOA by using web-services. A
typical usage of the web-services might be as follows:

1. The service provider sends a message containing a list of all of its service
descriptions in the form of an XML-coded Web Services Description Lan-
guage (WSDL)-document to the Service broker. The Service broker acts as
a central online database where potential customers can search for service(s)
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Figure 2.4: SOA implemented through the most used web-services

that fit their needs. A small example of how a WSDL document can look
like is shown in Figure 2.5.

2. The service description is added to an XML-database that is often imple-
mented according to the the Universal Description Discovery and Integration
standard. The UDDI works like the Yellow Pages and provides several dif-
ferent possibilities to search and find a service. One could for example query
the UDDI database on all services provided by “Amazon.com”.

3. A potential customer queries the database through a WSDL message and
gets another WSDL document in return containing the URL of the requested
service, together with a machine-readable technical description of the service.

4. With the help of the URL and service description the client can establish a
Simple Object Access Protocol (SOAP)-connection to the service provider
and interact with it, for example booking a seat on a specific flight.

5. The results of the interaction are encoded in WSDL and sent back as the real
world effect. This can also affect a shared state, such as an entry for a specific
seat changing from “free” to “taken” in the airline company’s database.
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<?xml version="1.0" encoding="UT

xmlns="http://schemas.xmlsoap.org/wsd

<definitions name="AktienKurs">

<part name="body" element="xsd:Tra

<soap:address location="http://loc
</port>

<service name="AktienKurs">

targetNamespace="http://localhost/a

<port name="AktienSoapPort" binding

</service>
</definitions>

<message name="Aktie.HoleWert">

…

xmlns:xsd="http://schemas.xmlsoap.or

</message>

Figure 2.5: WSDL example document. (Taken from[1])

2.9.2 Comparison Between Service-based Fault Tolerance
and SOA

One of the conclusions that can be drawn from this overview of service oriented
architecture, is that there is not so many similarities between it and service-based
fault tolerant control, apart from the name. They share some common vocabulary
such as service, service provider and customer, but that is about it. The systems
in service based fault tolerant control are mostly static, while the systems based
on SOA are very dynamic and the connections between service providers and
customers are made at run time. Also the customer and service provider in SOA
does not have to know about each others existence in advance, since there is a
mechanism (the service broker) for customers to look up services in a central
database.

2.10 Summary
In this chapter we define what a service is and talk about the service view, including
the concepts of supplier, service provider and customers. We then discuss how
variants are used in the service-based framework to provide fault tolerance to the
system through the process of reconfiguration. We then show how service-based
fault tolerant control fits in a more general theory for fault tolerant systems, a
theory centred around the concept of redundancy in different forms.

Lastly we do a case study of another framework, called Service Oriented Ar-
chitecture, that is also built around the service concept. Our conclusions from the
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study is that the two frameworks have a few things in common, but mostly are
very different from one another.





Chapter 3

Architectural Design
Patterns for Mechatronic
Systems

During the work with this thesis many reoccurring and general design solutions to
architectural problems was observed. In fact, it was found that almost all of the
signal-flow architecture in the studied systems could be described by using a few
reoccurring patterns of connecting different types of components together.

We did not develop the actual solutions to the architectural problems presented
in this chapter, those are the work of the system architects. What is new is the
way that we have chosen to group all of the different components chains together
into abstract and general patterns of functionality for solving a certain functional
problem.

An example of such a pattern is an analogue sensor that is connected to an
Analogue-to-Digital Converter (ADC). The ADC samples the analogue output of
the sensor and converts it into a series of digital values that can be translated by
a sensor driver to the magnitude of the physical quantity that is being measured.
The signal propagation chain: analogue sensor → ADC → sensor driver is quite
a general pattern of components that is occurring over and over in all kinds of
applications. It does not matter if it is a temperature or a pressure sensor that
is used, nor what kind of ADC that is used. The same design pattern can also
be used in many different kinds of systems and environments, e.g. for measuring
the temperature of the exhaust gases in a catalyst of a truck, or to provide the
distance that an autonomous robot has to a nearby obstacle. It provides a general
solution to the commonly occurring problem of measuring some physical quantity
in the environment that the system acts in. In this way, the problem together with
the solution follows the definition of a design pattern given in Section 1.6.

In this chapter we introduce these design patterns that we have identified
in existing systems and motivate why they are good and general solutions to
commonly occurring problems. The idea is to establish a set of general building

21
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blocks for signal-flow architectures that we in subsequent chapters can apply the
theory of service based fault tolerant control on. These building blocks can be
used in two different ways. The first way is to use them as jigsaw pieces to aid in
the construction of new systems of real-life size and complexity. The second way
is to use them to break down existing signal-flow architectures and automatically
construct a service view of the whole system, as explained in the next chapter.
In this way the design patterns provide a methodology for applying service-based
fault tolerant control to large and complex real-life systems.

This chapter has been organized around each of the observed problems and
describes some commonly occurring solutions for each of those. Each pair of
problem plus solution is grouped as a design pattern and given a name for easier
reference. The problems in this chapter deal with the functionality of the system,
rather than its fault-tolerance. The fault-tolerant properties are instead the subject
of the following chapters.

3.1 Intersystem Communication
Many mechatronic systems today contain functionality that is distributed over
several subsystems that communicates over a network. A high number of network
standards exists, but many of them are based on the same OSI reference model for
networking [5]. We focus on the Controller Area Network (CAN), though other
network standards that are based on the reference model should work similarly on
our level of abstraction.

3.1.1 The CAN bus
Controller Area Network is a widely used communication bus standard in the
automotive industry. It allows for peer-to-peer communication between different
ECUs without a central server or a bus arbiter. The first standard is from 1983
and the current CAN 2.0 standard was published by Bosch in 1991 [3].

CAN 2.0 only specifies layers 1 and 2 of the OSI model (the physical- and data
link layer). However, most of the heavy duty trucks in Europe and the USA use an
extension of the standard known as SAE J1939 that is often refereed to as simply
CAN J1939. CAN J1939 includes CAN 2.0 and specifies the five lowest layers of
the seven layers in the OSI model. Usually CAN 2.0 is implemented completely in
hardware, while all of the higher levels usually are implemented through a software
protocol stack.

3.1.1.1 CAN Hardware Modules and the Physical Bus

The hardware used in CAN 2.0 includes the parts in Figure 3.1. Other nodes on
the bus are connected in the same way. The following list is a short description of
what the different hardware modules do:

• The CPU interprets received messages and decides which messages to send.



3.1 Intersystem Communication 23

CAN transciever

CAN controller

CPU

Border of ECU 

circuit board 

(if not only a µC is used)

Often part

of a microcontroller 

Termination
120Ώ

Termination
120Ώ

CAN Low CAN High

TX queue RX queue

Figure 3.1: CAN hardware modules and physical bus

• The CAN controller stores bits that are received until it has gotten a whole
message, at which time it usually sends an interrupt to the CPU. When
sending, the controller divides the message to be sent into a sequence of bits
and sends them off to the transceiver.

• When receiving, the transceiver converts the difference in voltage levels of
CAN high and CAN low into a binary 0 or 1. When sending, it converts
each bit from the controller into corresponding outputs voltage levels on
CAN high and CAN low according to the standard.

3.1.1.2 CAN J1939 software layers

The purpose of each of the layers 3-5 (network, transport and session) of the
protocol stack is defined in detail by the SAE J1939 specification, which in turn is
based on the corresponding layers of the OSI model for networking. J1939 defines
which modules that should exist and how they should be related to each other.

There are many different ways of dividing the protocol stack and implementing
it. One way would be to simply divide the stack and organize it according to the
different OSI layers. There is simply not a single good answer to this question and
we will not go into that in any more detail.

Although we are not providing a standard way of dividing up the functional
aspects of the CAN J1939 protocol stack, we will still break down the network
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communication later on in Section 4.6 on page 55 in a way that will be suitable for
modelling its fault tolerance properties. In that section we will also generalize the
modelling to other kinds of networks that are based on the common OSI reference
model.

3.2 Observing the Environment
The need for observing some aspect of the environment is very conman in many
kinds of systems, both mechatronic and others. Examples includes an intelligent
agent that uses ultrasound to measure distances to obstacles around it [15], or a
part of a control system that uses a feedback signal in the form of the readings
from a pressure sensor.

Not all the properties of the environment that is useful as input to a system can,
or is practical to, be measured directly with a sensor. For these situations a virtual
sensor can often be used instead. Such sensors are also treated in this section, since
they also serve the purpose of observing some aspect of the environment.

3.2.1 Physical Sensors
The most common way of gaining information about the environment is through
the use of some kind of sensor. A sensor can be defined as a device that measures
a physical quantity and converts it into a signal that can be read and interpreted
by an observer. Any kind of physical property that changes with the magnitude of
the measured quantity can be used to construct a sensor. However, for simplicity
of making an automatic translation of the sensor output by an observer circuitry,
an electrical property is often used in practise.

In this report we have divided sensors into two different main categories and
the following sub-categories.

1. Analogue output sensors

(a) Voltage or current output
i. PWM output
ii. General analogue output

(b) Resistive sensors

2. Digital output sensors, in practise always bus-connected

(a) CAN-connected

These two main categories of sensors are mutually exclusive and cover almost any
kind of sensor that exists on the market. As explained above, in order to be easy to
automatically interpret, the output of a sensor is in general defined in an electrical
unit, usually as a voltage or current output or a change of resistance of the sensor
itself. This output can then either be analogue or digital. Either one could feed
the analogue output forward into one of the pins of the ECU to be sampled by
an ADC there, resulting in the first category of the analogue output sensors, or
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the sensor could itself sample the signal in order to provide a digital interface for
connection which yields the second category of digital output sensors.

The part of the sensor that changes its characteristics as a function of the
measured quantity is due to physics always analogue in nature. However, one can
imagine a sensor that consists only of this analogue part and a built in analogue-
to-digital converter, without any kind of special bus controller. However such a
sensor would require many parallel connection wires to the ECU, one for each bit
in the digital output. If we have a 12-bit ADC built into the sensor, then that
would mean a parallel bus to the ECU requiring 12 wires and using up 12 input
pins on the circuit board. This is very impractical since it uses too much resources,
and is also unnecessary prone to faults due to the many connections that could
fail. It is therefore not used in practise.

However, many sensors today are still sending out a digital value, but in order
to not use up many pins on the ECU, they always contain some kind of bus
controller implementing a standard protocol that is decided upon by both the
sensor manufacturer and the ECU designers. The bus protocol is needed to define
the handshaking or timing specifications, so that the binary bits can be sent using
a serial, or at least much more narrow, bus.

This reasoning leads to our second category of sensors, the bus-connected ones.
In the automotive industry in Europe and the US, the bus standard that is used
will almost always be the CAN 2.0-bus together with its extensions such as the
SAE-J1939 standard. In fact, for most categories of road vehicles CAN 2.0 is
required by law in these parts of the world. In this report we focus on sensors
that uses this standard, but the modelling of other kinds of buses should be very
similar as long as they are based upon the layers of the OSI standard reference
model for network protocols.

Apart from the motivation given above for this division into the different sensor
classes, a small empirical study was also conducted by doing a review of a sensor
product catalogue of one of the main sensor manufacturers for the automotive
industry [11]. The division into our categories was found to be sound and to cover
all of the different sensors encountered in the product catalogue.

3.2.1.1 Design Patterns for Analogue Sensors

The first group of sensors above are those that give an analogue electrical output.
This electrical output always needs to be interpreted by a sensor driver in the ECU
which is specific for that particular sensor model. The driver maps each electrical
value to the corresponding magnitude of the physical quantity being measured.
Without such a function between each electrical value and a physical quantity, the
output of the sensor is meaningless.

The output of the sensor will first have to be sampled from an analogue value
to a digital signal before it can be interpreted by the driver in the control unit.
This is necessary since the software in the ECU only works in the digital domain.
This reasoning yields the main structure of Figure 3.2, for the two architectural
design patterns of analogue sensors.

As we can see in the figure, the voltage output sensor and the resistive sensor
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have to be connected differently to the ECU. We will also see in Chapter 4 that
they need to be treated differently in diagnostic tests and for analysis.

Sensors with Current or Voltage Output .
Name Problem Solution Components
Current or
Voltage sensor

Observe some as-
pect of the envi-
ronment with an
analogue current or
voltage sensor

Connect and in-
terpret a current
or voltage output
sensor

Required: Sensor,
ADC or PWM in,
Analogue sensor
driver

The first class of analogue sensors are sensors that give a voltage or current output
that is a function of the magnitude of the measured physical quantity. The table
above describes the design pattern for such a sensor.

The tables for design patterns in this report are to be interpreted in the follow-
ing way. The first column provides a name for each pattern that is used as an easy
reference to it. The second column states which problem that the design pattern
is intended to solve, while the third shows how the pattern actually solves it. The
fourth and final column shows which different hardware and software components
that make up the pattern. Sometimes a component is not used in all system con-
figurations uses the design pattern, and we therefore state for each module if it is
required or optional.

Figure 3.3 shows the general principle for how the current or voltage output
sensors work and how they are often connected to an ECU. The sensor is shown
as the square to the right in the picture. It is connected to the ECU with three
wires. W1 and W3 deliver power and ground to the sensor, while W2 is used for
the sensor output. The sensor works by delivering a voltage potential on wire W2
that is a function of the magnitude of the measured physical quantity, in this case
temperature. The dashed vertical line shows the border of the electronic circuit
board. The analogue voltage signal on wire W2 is transferred to a pin that is
connected to an integrated ADC inside the microcontroller (sometimes a discrete
ADC on the ECU circuit board is used instead). The processor can then read the
output value of the ADC and decode it in software by using a mapping between
the output voltage of that particular sensor model and a temperature.

A further motivation for why the voltage sensor is connected exactly as in
Figure 3.3, is the ease with which we can then implement diagnostic tests to check
for electrical faults. How this is done is explained in detail later when we describe
the diagnosis of this class of sensors in Section 4.1.1.4 on page 44.

The functioning of a current output sensor is very similar to that of the voltage
output and will not be explained in detail here.

Resistive Sensors .
Name Problem Solution Components
Resistive sen-
sor

Observe some as-
pect of the environ-
ment with a resis-
tive sensor

Connect and in-
terpret a resistive
sensor

Required: Sensor,
ADC, Analogue
sensor driver
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Figure 3.2: Two design patterns for analogue sensors. To the left a design pattern
for a voltage output sensor and to the right one for a resistive sensor. The voltage
output sensor is sometimes constructed to output a square wave that can be inter-
preted by a PWM in-circuit, instead of a normal ADC. A resistive sensor would,
however, never be connected to a PWM, since the change of resistance does not
take on a square wave form. The dashed line represents the boarder of the ECU
(or equivalent) circuit board. Apart from needing to be connected differently to
the ECU, the two different categories also need to be modelled separately from a
fault tolerant perspective, as we will see in Chapter 4.
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Figure 3.3: Connection of voltage output sensors. This design greatly facilitates
the implementation of diagnostic tests for electrical faults

Figure 3.4 shows the working principle of a resistive sensor, i.e. a sensor which
works by changing its resistance as a function of the magnitude of the physical
quantity that is measured. The dashed vertical line represents the border between
the ECU circuit board and the environment that the sensor works in.

The sensor works by voltage division between the pull-up resistor, Rpu, and the
sensors resistance, Rsensor. The ratio of the two resistances is chosen depending
on the exact characteristics of the sensor model and its maximum and minimum
resistance as well as the resistance in the typical measurement interval.

As in the case of the voltage sensor this design also makes it easy to implement
diagnostic tests for electrical faults. When deciding on a value for Rpu, the designer
also has to consider how to implement those tests. Diagnosis of this class of sensors
is discussed in greater detail in Section 4.1.2.4 on page 45.

3.2.1.2 Bus-connected Sensors

The other main class of sensors are those that output a digital value. As explained
in Section 3.2.1, this class of sensors will in practise always implement some bus
standard in order to decrease the number of wires and pins needed for connecting to
an ECU. In the automotive industry in Europe and the US, the CAN 2.0 standard
is almost exclusively used. In order to decrease the scope of this report, we assume
that the bus standard used by the sensor is CAN. However, other bus standards,
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Figure 3.4: Connection of resistive sensors. This design greatly facilitates the
implementation of diagnostic tests for electrical faults

at least those based upon the OSI-model, can be handled in a very similar way.

Design Pattern for CAN-connected Sensors .
Name Problem Solution Components
CAN-
connected
sensor

Observe some
aspect of the
environment
by using a
digital sensor

Connect the dig-
ital sensor to the
CAN bus and in-
terpret the CAN
message

Required: CAN sensor
head, CAN sensor
ECU, CAN controller
and transceiver, CAN
J1938 Message, CAN
signal for the sensor
reading Optional:
Other CAN signals
(e.g. diagnostic data),
CAN sensor driver

The different CAN connected sensors encountered in this study were all smart
sensors that have their own built in diagnostic tests as well as a CAN interface.
They are often physically divided into two separate parts.

The first part is the actual sensor head that changes its electrical properties
in a measurable way according to the magnitude of the physical quantity being
measured. It can for example be a high temperature sensor element that changes
its resistance according to the temperature of the exhaust gases.
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The second part is a sensor ECU that converts the output of the sensor head
into a physical quantity and contains all the logic needed to send and receive CAN
messages. Because the sensor ECU takes care of the decoding of the electrical
output of the sensor head, there is usually not a need for a specific sensor software
driver. Sometimes, however, a driver will still be implemented to provide a filter
function or for adaptation of the sensor to the specific environment that it works
in. Such a driver could also be used to compensate for known changes of the sensor
characteristics due to component ageing.

Figure 3.5 shows a typical connection of a CAN-connected sensor. As men-
tioned earlier, there are many different design choices when it comes to how to
break down the CAN protocol stack into separate software modules. The figure
shows one way of breaking it down that works very well for modelling the CAN-
sensors fault tolerance, as we will see in the next chapter.

The CAN sensor head functions in the same way as the resistive or voltage
output sensors that was treated earlier in this chapter. One can think of the
sensor head as as a standalone analogue sensor that connects to its own sensor
ECU, in the same way that the other analogue sensors connect directly to the
main ECU.

3.2.1.3 Interpreting Analogue Sensor Output

Almost all mechatronic systems used today have some parts that only work with
digital signals. The CPU and memory systems are obvious examples. At the same
time the environment that the sensors and actuators work with is always analogue
in nature, due to physics. This creates an obvious need for converting between the
two forms. This section presents the two main ways of converting the analogue
output of a sensor to a digital signal.

Sometimes a voltage output sensor will be manufactured so that it outputs a
square wave instead of an arbitrary analogue signal. This is sometimes used for
the feedback signal from an actuator, such as an electrical motor, that is itself
controlled by a Pulse-Width Modulated (PWM) signal. The advantage of this
approach is that the feedback signal will then be in the same form as the control
signal to the actuator. It will then be easy to observe the actual results of sending
the control signal to the actuator. The actual rpm of the motor can of course
differ from the requested one due to for example the current load. The output
from the PWM type of sensors can be read by a PWM-in circuit in the ECU or
micro controller.

However, for most analogue sensors there is a need for more exact sampling of
the input to the ECU. The output signal can not be assumed to be of square wave
form, but can take any kind of continuous form that varies with the magnitude of
the physical quantity that is being measured. The sampling of this kind of sensor
output is done with Analogue-to-Digital Converters (ADC).

The following two sections describes the principles of these two different ways
of converting the output of an analogue sensor into digital form.
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PWM in The PWM in circuitry works by monitoring the timing of the rising
and falling edges of the pulse-train that it takes as an input signal. From these
times it can calculate the duty cycle (the percentage of the period that the signal
is high) and period of the input signal. Those values in digital form are then
sent upwards in the system where they can be used as input to the software. In
some micro controller systems, the PWM in (and PWM out) circuits are part of a
second co-processor, a so called Time Processor Unit (TPU), thereby taking load
off from the main CPU.

Analogue-to-Digital Converter The analogue signal that is received by the
ADC is usually continuous both in time and in amplitude. This signal needs to
be sampled into a digital signal which is discrete both in time and amplitude, a
conversion which we want to do with as little loss of information as possible. The
Nyquist-Shannon sampling theorem guarantees that bandlimited signals (i.e. sig-
nals which have a maximum frequency) can be reconstructed perfectly from their
sampled version if the sampling rate is more than twice the maximum frequency.
This result will be a main factor when deciding which ADC to use.

The ADCs used in practise for mechatronic systems are very often included in
the microcontroller that is used.

3.2.1.4 Interpreting CAN-sensor Output

As we have seen, the CAN bus is often used by more advanced sensors, especially
in the automotive industry. CAN sensors are connected and treated just like any
other type of node (e.g. ECUs) in a CAN network.

3.2.1.5 Sensor Drivers

The sensor drivers are software modules that perform a translation from the raw
sensor output to a value of the magnitude of the physical quantity that is being
measured. An example is a sensor that changes its output voltage with the tem-
perature of the surroundings, the driver then implements a function from voltage
output of the sensor to temperature in degree Celsius. In practise, the translation
is often realized through some form of interpolation (e.g. linear) from a calibration
file witch contains sensor output voltage to actual temperature mappings. The
driver is therefore very tightly coupled with a specific sensor model and if the sen-
sor part is later changed the driver have to be rewritten or at least a calibration
file needs to be changed. A big advantage with having specific sensor drivers is
that software like controllers that works at a higher abstraction level do not need
to be changed with the introduction of a new sensor model.

The bus-connected sensors outputs the value of the physical quantity directly
and do therefore not usually need a sensor driver in the ECU. This translation
from an electrical sensor unit to the physical quantity is then implemented by
the sensor vendor and comes preloaded in the software for the sensor ECU and
is abstracted away from the end-user. However, in practise sometimes a sensor
driver is still used in order to filter the signal in some way, or for adaptation and
calibration purposes, or to compensate for the ageing of a sensor.
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3.2.2 Design Pattern for Virtual Sensors

Name Problem Solution Components
Virtual sensor Observe some aspect

of the environment
that is difficult or im-
practical to measure
with a physical sensor

Virtual sensor Required: Sensor

Not all the properties of the environment that is useful as input to a system
can, or is practical to, be measured directly with a sensor. One example could
be the concentration of a solvent in solution that is kept in a tank. This could
be hard to measure directly by a sensor, but could easily be calculated from the
readings of a tank level sensor and knowledge about how much solvent that have
been added to the tank.

In order to solve this problem we use sensor data and knowledge about how
much solvent that we have added, together with a model of how to calculate
concentrations. From this data we could then deduce the wanted property of the
environment.

The class of components that use measured quantities together with estimated
values from models to produce more complex information about the environment
is called virtual sensors.

A Virtual sensor estimates a physical property by using mathematical models
rather than, or sometimes in conjunction with, values from physical sensors. It
can for example calculate a more complex value by combining two sensor readings,
or substitute the value of a non-functional sensor with a modelled value.

A virtual sensor differs from a sensor driver in that it works on a higher ab-
straction layer with signals and models expressed directly in physical quantities like
temperature and velocity, rather than with the conversion of electrical properties
of a sensor.

The design pattern for a virtual sensor is shown in Figure 3.6.

3.3 Affecting the Environment

Most mechatronic systems have a need for not only observing the environment,
but also to affect it in some way. A common way of doing this is to connect
specific actuators to the ECU or directly to a microcontroller. Figure 3.7 shows
a functional design pattern for connecting and controlling an actuator, as well as
receiving direct feedback from it. The rest of this section explains the different
parts of the figure in greater detail.
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Figure 3.6: Virtual sensor design pattern

3.3.1 Design Patterns for Connecting Actuators
Name Problem Solution Components
Actuator Affecting the

environment
Connect and
control an
actuator

Required: Actuator
controller, DAC or
PWM out, Actuator
Optional: Actuator
driver, built-in feed-
back sensor

It might seem like a very difficult task to generalize how to model a generic actu-
ator of a mechatronic system, since it can be of such a huge amount of different
types depending on the application. It could for example be a water pump, a valve
or a robotic arm. However, at a closer look one can observe that a great amount
of different actuators actually have enough in common to be connected and used
in the same, or very similar, ways. This amount also includes the two actuators
encountered in the case study (an injector and a pump). The actuator itself can
then be simply seen as a black box at this abstraction level.

Figure 3.7 shows a design pattern for connecting a generic actuator to an ECU
or microcontroller.

Many, if not most, actuators connected to microcontrollers are controlled through
a PWM signal, which is a very energy efficient and cheap way to control electri-
cal devices like motors from a digital system. All of the actuators studied in the
SCR system are controlled like this. Another option that is sometimes used in
mechatronic systems is to control the actuator through the output of a dedicated
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digital-to-analogue converter. It does not matter which of this two choices that is
used, since they will both be modelled in the same way.

Some actuators come with built in sensor(s) for actuator feedback. It can for
example be for the actual rounds per minute of an electrical motor, as compared
with the requested rpm. The actual rpm will e.g. differ depending on the load that
the motor is currently driving.

The different modules used for the feedback signal is shown in the left part
of Figure 3.7. These built-in sensors are treated exactly like the others, and are
therefore not be discussed any further in this section. The rest of this section
focuses on the untreated right side of Figure 3.7.

3.3.1.1 Actuators

As mentioned above, the actuator itself can be of great many different types de-
pending on the system. The design pattern for actuators abstracts away this
aspect, however, and treats the actuator itself like a black box that simply re-
quires a certain kind of input and that might have built in sensors to provide
feedback to the software that is controlling it.

3.3.1.2 Controlling the Output to an Actuator

PWM out Pulse-width modulation is one of the most common ways of control-
ling inertial electrical actuators like motors from a digital system. It is especially
common with actuators that only has an “on-state” and an “off-state”, though the
PWM can be used with actuators that except an analogue control signal as well.

The PWM works by very quickly switching the power on and off to the device.
Because many actuators, like for example motors, has inertia caused by the move-
ment of the rotor, the actuator does not have time to slow down more than very
little before the power is turned on again. If the on-and-off switching is done fast
enough as compared to the time constants of the actuator, the system behaves as
if it was controlled by an analogue signal that could take on every value between
the digital “on” or “off” levels. If a motor only has an off state of 0 rpm at zero
volt and an on state of 1000 rpm at a maximum of 10 V, then with PWM control
you can often get it to rotate with a speed that varies very little from for a value in
between, e.g. 300 rpm. It is also a very energy efficient way of controlling actuators
with very little energy being wasted in the control circuitry.

The duty cycle of the PWM signal is defined as the ratio between the time when
the output is in the high state, called the on time, and the period of the signal. It
is often expressed as a percentage and the value is used together with the period
to control the actuator. The duty cycle together with the period, or frequency,
defines the square waveform that the PWM should send out. The amplitude of
the high and low state of the waveform are of course also of interest, but they
are often set to specific values and never changed during operation, often to the
voltage of a common power supply and to ground level, respectively.

Digital-to-Analogue Converter A Digital-to-Analogue Converters, or DAC,
is often used together with actuators that offer more possibility for control than
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only two discrete “on” and “off” states. A valve for example might take as input
an analogue voltage signal whose amplitude directly corresponds to an opening
angle somewhere in between fully open and completely closed.

DACs are often used to convert a time ordered series of discrete values to a
time- and amplitude-continuous output signal. Often it is implemented together
with a FIFO queue that stores digital values that should be output by the DAC.
Each of the elements in the queue is then fed to the DAC in that order and at
a predetermined frequency that is measured by an oscillating clock crystal. The
DAC itself, or other circuits after it, then take care of the interpolation process
between different samples in order to output an analogue signal.

The actual conversion process of the DAC can be implemented in electronics
in many different ways, and is not covered in any further detail here.

3.3.1.3 Actuator driver

The actuator drivers control the actuators at a very low abstraction layer. It acts
like a translator from a high level command to the actuator to a representation
that is very specific to how that particular actuator model works. It abstracts away
some of the hardware specifics from upper layers and provides a clean interface to
the hardware. An example of this might be that a controller requests that a valve
should open to a certain angle. This is then translated to a PWM out signal by
the driver, that is very specific to the actual valve that is being used.

If the actuator model is changed, most of the time only the code in the driver
needs to be changed, and not the control software in the application layer. In this
way the functioning is equivalent to that of a device driver for a peripheral, like a
sound card, that is connected to a computer system.

The term actuator driver in this report differs from a actuator controller in
that the former does not make any control decisions on its own, or any significant
changes as to to how the actuator should behave. Instead it simply translates
from one high level representation of how the actuator should behave into another
lower level, and often actuator model specific, representation. Also, as different to
most controllers, it does not in itself use the feedback signal in a control loop. If
a feedback is given from the actuator, it is instead simply forwarded to the next
higher level controller.

This is not a very strict definition, however, and many times the border between
a low level slave controller that uses open control, and an actuator driver is hard
to draw. In most such cases both terms can be used interchangeably without
affecting the design or modelling process.

3.3.1.4 Actuator Controller

The controller for the actuator might in a small system act alone as the top level
controller, or it might in a larger system act as a slave to a master controller that
sends one or more reference signals to it. Controllers are treated in greater detail
in Section 3.4 below.
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3.4 High-level Applications
In this report we have looked primarily at control systems, since the work was
done at a truck manufacturer. However, the modules here could also represent
other kinds of high level applications than controllers. When dealing with other
applications it is however much more difficult to identify standard and general
patterns, since their are simply too many different possibilities. So in this chapter,
only control systems will be covered.

3.4.1 Design Patterns for Controllers
Name Problem Solution Components
Controllers How do we use the

actuators to affect
the environment in
the desired way?

Design and
implement a
control system

Required: One
master controller (a
single controller is
treated like a mas-
ter) Optional: Other
master controllers,
slave controller(s)

Control systems are a vital part of many systems today. In this report we consider
systems that have one or more master controllers and zero or more slaves. A con-
troller that acts completely on its own can be seen as a special case of a master
controller with no slaves.

A slave controller is part of a cascade control system and takes its reference
signals from another controller, called its master. The slave controller can at the
same time act as master for another controller. The slave controller often sends
back some kind of feedback to its master.

The master controller, on the other hand, sends out one or more reference
signals to one (or more) slave controllers (if we do not have a single controller, of
course). It can in turn also be a slave.

The principle relationship between master- and slave controllers is shown in
Figure 3.8. This relationship is important later in the report when we model fault
propagation in the system.

The controllers are usually some of the largest and most complex modules
in the mechatronic systems. They are commonly divided into several different
parts where each is responsible for a certain subtask in the system or a certain
abstraction level. Many of the controllers are directly connected to actuators
that they control, while others only affect the environment indirectly through the
actuators of others. Instead they are simply controlling another controller through
reference values. The different controllers do not even have to reside on the same
ECU.

In the case study, for example, a master controller that works at a high ab-
straction level calculates how much of a certain reactant that needs to be added at
any given time. This is then sent over the CAN-bus to another master controller
whose job is to control the injector for the reactant. The injector in turn can not
function without having the reactant present at its nozzle correctly pressurized.
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Figure 3.8: Design pattern for controllers

The pressure is maintained by a pump, which is controlled by a third controller.
So while the top level controller simply calculates how much reactant that needs
to injected at any given moment, the injection step in turn depends on at least
two other controllers .

3.5 Summary
In this chapter we discuss design patterns for the signal-flow architecture of real-life
mechatronic systems. The chapter is organized around problems that are solved
by different sets of design patterns.

First we examine the problem of intersystem communications. In this sec-
tion we discuss networks that are organized according to the very common OSI-
reference model, with a particular focus on the CAN-bus. We do not give a specific
pattern in this chapter for the CAN-bus, since there are several good design choices
for its signal-flow architecture. However, we will provide a pattern for the CAN-
bus, including the signal-flow, in the next chapter that works very well with our
particular choice of using service-based fault tolerant control as a way of achieving
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fault tolerance.
The second problem is that of observing the environment. Here we discuss de-

sign patterns for the connection and interpretation of voltage- and current output
sensors, resistive sensors, bus-connected sensors and virtual sensors.

The third problem is how to affect the environment. In this section we talk
about how to model a general actuator as a black box and gave a design pattern
for its connection and low level control.

The fourth and final problem is how to use the actuators to affect the environ-
ment in the desired way. Here we introduced the design pattern for controllers,
which we divided into master and slave types.

We also discuss throughout the chapter how the different patterns can be con-
nected together to form large and more complex new systems, as well as a way of
breaking down already existing systems in order to later easily add fault tolerance
to them.



Chapter 4

Design Patterns for
Fault-tolerant Mechatronic
Systems

In Chapter 3 we identified design patterns for the construction of the signal-flow
architecture of a wide range of mechatronic systems. In this chapter we apply the
theory of service based fault tolerant control to those design patterns in order to
establish a best practise for how the different building blocks should be extended
to model their fault tolerance. We also show how the building blocks can be put
together to construct larger and more complex fault tolerant mechatronic systems.
All of the different modelling choices presented in this chapter are our own ideas
and are not taken from existing systems. The chapter is divided according to the
design patterns introduced in Chapter 3, and provides a service based view for
each of the patterns as well as explanations for all the different design choices.

One of the main motivations for this chapter is that people working with service
based fault tolerant systems are provided with a methodology for breaking down
and model large and complex systems and do not have to reinvent the wheel all the
time. Instead they can immediately translate the different design pattern that are
identified in the signal flow graph into a service based view of the system, without
needing much experience or knowledge of the service based framework. Since they
are provided with a written motivation for the extended design patterns, they have
the option of trying to find a new and better translation that better fits the reality
of their system. Clear motivations also make it easier to iteratively improve upon
design patterns, and evolve them with new experience from real life usage.

Another good reason for establishing design patterns is that they provide the
very nice possibility of later on automating the translation from signal flow graph
to service dependency view by using a modelling tool such as for example Modelica
[18]. The program would take the signal flow graph and a set of design patterns
as input, and produce the service dependency graph as output. This automation
problem is however outside the scope of this report and is left for future work.

41
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Figure 4.1: The two design patterns for analogue sensors extended to support fault
tolerance. Black arrows with filled heads represent the signal flow while red arrows
with hollow heads represent service dependencies.

4.1 Extending the two Design Patterns for Ana-
logue Output Sensors to Support Fault Tol-
erance

Figure 4.1 shows how we have chosen to apply the service-oriented framework to
extend the two identified design patterns for analogue sensors to also support fault
tolerance. In the following we will focus on the individual components that make
up the design patterns, not the pattern itself. This is since we need to apply the
theory of service based fault tolerant control on individual HW and SW modules,
not directly to whole patterns at once.
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4.1.1 Sensors with Voltage or Current Output
Sensors that have a voltage or current output are different from bus-connected
sensors in that the output is analogue and needs to be sampled. They also need
to be treated differently from the class of resistive sensors of Section 4.1.2, in
that they require a working connection to a power supply to fulfil their service.
These differences imply that they need to be modelled slightly differently in the
service-oriented framework.

4.1.1.1 Service

The service of this category of sensors is defined as: deliver an electrical quantity
(voltage or current) corresponding to the magnitude of the physical quantity being
measured at the sensor head.

This definition implies that the sensor is service dependent on the wires that
connect it to ground and power. It also means that the sensor is able to provide
its service no matter where it is physically located, a natural decision since most
people would argue that the sensor itself could still function perfectly although it
might for example be removed from the system for testing purposes.

An alternative way to define the service would be to say that it should be to de-
liver voltage corresponding to the temperature at a certain position in the system,
an example that shows the need for having well-defined services that correspond
directly to how most users of the system would intuitively define if a component
is fully working or not. If we define the service as deliver the temperature at the
entrance to the exhaust pipe, then that would mean that the sensor would be
considered failing if it was taken out to be tested outside of that pipe.

4.1.1.2 Suppliers

Suppliers of a sensors with voltage or current output are the wires that serve to
connect it to power and ground.

4.1.1.3 Customers

Customers to this class of sensors are the software drivers that translate the voltage
(current) output from a sensor into a magnitude of the physical quantity that the
sensor measures. This driver always has to exist since the output of a sensor from
this class is very specific to that sensor model and needs to be decoded to be useful.

The analog-to-digital converter that samples the sensor output is not consid-
ered as a customer since it simply takes whatever voltage (current) at its input
pins and samples it. Even if the sensor should not work at all due to being short
circuit, the ADC will still sample the zero volt output of the sensor. That it works
like this is even critical for the diagnostic tests in the software layers above that
check for electrical faults, since they are often implemented as an in-range check
that will detect the zero volt as an output of the sensor that is outside of its
specification.
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4.1.1.4 Diagnosis

One of the main benefits of connecting the sensor as we saw in Figure 3.3 on page
28, is that it makes electrical diagnosis rather easy to implement. In this section we
explain how electric diagnosis of a sensor can be done. This is important since it
affects the service dependencies in the system and also in which software modules
this kind of diagnostic tests fits best. This is then reflected in our modelling. We
refer to Figure 3.3 in the explanations below.

If the power supply voltage line W1 is disconnected then the output of the
sensor will be zero volt which will be sampled and fed to the processor. If W3
suffers a lost connection, than the sensor can, as a standard, be designed in such
a way that the output potential on W2 will always be the power supply voltage,
in this case 5 V.

We always want the input voltage potential to the ADC to be well-defined and
the purpose of a pull-up or pull-down resistance is to make sure that the voltage
that is sampled will be either 5 V or 0 V, respectively, in case that W2 looses
the connection to the sensor. If no resistor is used, then the input to the ADC
is undefined and depends on the implementation technology of the circuit board.
In the figure a pull-down resistance, Rpd, is used to make sure that the ADC will
receive a voltage of zero volt if the wire W2 is disconnected from the sensor due
to a fault.

The working output range of the sensor is often specified by the sensor man-
ufacturer to be around 0.5-4.5 voltage, in case of a 5 V power connection. A
sampled input voltage of for example 0-0.3 V will then be considered a short
circuit to ground, and 4.7-5 V a short circuit to battery, by an electrical fault
diagnostics test in the ECU software. This result can than be traced to a likely
bad connections on the wires W1-W3, as explained in the preceding paragraph.

4.1.2 Resistive Sensors

A resistive sensor works by changing its electrical conductivity as a function of the
magnitude of the physical quantity that is being measured. This class of sensors
includes for example thermistors, that change their resistance according to the
surrounding temperature. They are different from the current or voltage output
sensor in that they do not need a working supply of electricity to provide their
service.

The right side of Figure 4.1 shows the modelling of the design pattern for a
resistive sensor.

4.1.2.1 Service

The service of the resistive sensor is defined as deliver resistance corresponding to
the magnitude of the physical quantity being measured at the sensor head.
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4.1.2.2 Service Suppliers

A resistive sensor does not have any service suppliers. The resistance that it
provides to electrical current does not depend on if it is connected to power and
ground, so it is not dependent on the electrical wires. This can also be seen by
observing that it is possible for a mechanic that is testing if the resistive sensor
is broken to simply check its resistance with an ohm-meter and compare it to its
specification. The sensor can in this case still deliver its service.

4.1.2.3 Customers

The only customer to a resistive sensor is the software driver that translates the
resistance of the sensor into a magnitude of the physical quantity that the sensor
measures. This driver always has to exist since the output of one of this class of
sensors is very specific to the specifications of exactly that sensor model and needs
to be decoded to be useful.

4.1.2.4 Diagnosis

In this section we refer back to Figure 3.4 on page 29 in order to explain how the
diagnosis for electrical faults works for this class of sensors. This is important since
it affects the service dependencies in the system and also in which software modules
this kind of diagnostic tests fits best. This is then reflected in our modelling.

The designers of the connections of a resistive sensor according to Figure 3.4,
makes sure that the resistance of the pull-up resistor never is much less than the
maximum resistance of the sensor. Otherwise the ADC would sometimes receive
a value very close to 5 V even without electrical faults, so such a design choice
would make it very difficult to make accurate diagnostic tests, as explained in the
next paragraph.

As in the case of the voltage output sensors, the design in Figure 3.4 is also
chosen in order to facilitate testing for electrical faults. If any (or both) of the
two wires W1, W2 that connects the sensor to the ECU are disconnected, then
the pull-up resistor makes sure that the voltage potential at the ADC still is well-
defined at a level of 5 V. If, on the other hand, there would be a short circuit
inside the sensor (between W1 and W2), then the voltage potential at the ADC
is 0 V. The diagnostic tests for electrical faults on the sensor could therefore
simply be implemented to check that the value fed to the processor never gets
into the intervals of for example 0-0.3 V or 4.7-5 V. If the value gets into either
of those intervals and stays there during a certain test validation time, then a
corresponding fault is indicated by the test and fed to higher level software to
facilitate fault tolerance and fault diagnostics.

4.1.3 Analogue-to-Digital Converters
Analog-to-digital and digital-to-analog converters are both modelled in a very
similar way.



46 Design Patterns for Fault-tolerant Mechatronic Systems

4.1.3.1 Service and Dependencies

The service of an ADC is defined as: convert the analogue electrical quantity at
the input port into a digital number.

We have chosen this service for the analogue-to-digital converters in order to
make them independent of any service supplier. An option would be to instead
define the service in a way so that the ADC becomes a customer to the sensor
or other component that is sending out the signal, but that would imply that a
failure in the sensor would make the ADC fail too, which would be a bad model
of reality. That the sensor is for example short circuit to ground would most
likely only mean that it would send out a zero value, which can be sampled and
converted to a digital value by the ADC without any problem.

An ADC does not have any suppliers and its only customers are the sensor
drivers in the layer above that convert the output of the ADC into a signal repre-
senting a physical quantity. If no specific sensor driver exists, then the customers
of the ADC are the software modules that use the value of the sampled signals.

4.1.4 PWM In
A PWM in functions by monitoring the time of the rising and falling edges of the
pulse-train that it takes as an input signal. From these times it can calculate the
duty cycle (the percentage of the period that the signal is high) and period time
of the input signal.

4.1.4.1 Service and Dependencies

The service of a PWM in is defined as: deliver the duty cycle of the square wave
signal at the input port. The service might also include delivering the period time
of the input signal if that is unknown to the ECU.

Except for the definition of the service, a PWM in is modelled equivalently to
an analogue-to-digital converters in Section 4.1.3. The modules have no service
suppliers and the only customer is the actuator driver.

4.1.5 Sensor Drivers
As we have seen earlier, a sensor maps the raw sensor output to a value of the
physical quantity that is being measured.

4.1.5.1 Service and Service Dependencies

The service of a sensor drivers is: deliver the value of the measured physical
quantity at the place where the sensor is supposed to be mounted.

An example of this kind of service is to deliver the NOx concentration at the
SCR inlet.

We have chosen to define the service in this way since the software customers of
a sensor driver probably expects the signal from the module to be representative of
some physical property at a specific place in the system. They are interested in a
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specific NOx concentration, not just the concentration anywhere. The alternative
to define the sensor drivers service as independent of where the sensor is positioned
is therefore probably less in line with the expected service of the driver. This also
makes the driver dependent on for example a functioning physical mounting of the
sensor, if this is chosen to be included in the model as a source of faults.

In order to deliver the value of the physical quantity, the sensor driver needs a
working signal flow chain from the sensor as well as a functional sensor itself. This
means that the sensor, the wire connecting it to the ADC (or PWM in) as well as
the ADC itself will be suppliers to the sensor driver. Customers to the driver are
all software modules that directly reads and uses the drivers output signal. Please
refer to Figure 4.1 for an overview of the suppliers and customers of the sensor
driver.

4.2 Extending the Design Pattern for CAN-connected
Sensors to Support Fault Tolerance

4.2.1 CAN-connected Sensors
In Section 3.2.1.2 on page 29, we described the two different parts of a CAN-
connected sensor. In this section we further motivate why the sensor ECU and
the sensor head need to be treated as two different entities when viewed from a
diagnostic perspective. The design pattern for the CAN sensor is also extended in
order to support fault tolerance.

Usually, since a CAN-connected sensor has the functionality on its ECU to
decodes its own sensor head and send the value off as a CAN message, it also
contains some kind of self-diagnostics of its own that needs to be considered when
modelling. Examples of the kind of tests that should be very easy to implement by
a sensor-vendor would be an in-range test to see that the sensor output is within
the bounds of the sensor specification. This test can be used to check for electrical
faults in the same way as described in the diagnostic tests of Section 4.1, since the
sensor head functions exactly like an analogue sensor and can be diagnosed in the
same way by the sensors own ECU.

The CAN functionality as well as the possible self-diagnosis imply that the
sensor ECU should for diagnostic purposes be considered independent of the actual
sensor and should be able to provide its service even if the actual sensor should
for example be short circuited. Due to this a CAN sensor ECU and and its head
should be modelled as two different service providers with no service dependency
between them. The way that they implicitly depend on each other is instead
modelled higher up in the service dependency graph through the CAN-message
and its CAN-signals that the sensor supply sends. The CAN-signal is a customer of
the message since it needs the message for existence. The signal is also dependent
on its source for data, that is the sensor head. The message is in turn dependent
on the sensor ECU that sends it.

Figure 4.2 shows the service view of the design pattern for the CAN-connected
sensors.
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Figure 4.2: Extension of the design pattern for CAN-connected sensors to support
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message is however usually enough to encode all the information sent from a sensor.
Black arrows with filled heads represent the signal flow while red arrows with
hollow heads represent service dependencies. Arrows with both types of heads
means that the signal flow and service dependencies coincide.
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4.2.1.1 Services

The service of a CAN-sensor ECU:s is defined as delivering its CAN message(s)
according to the CAN specification.

A CAN specification must by necessity exist, since the ECU that the sensor
connects to needs to know how to interpret the CAN messages sent by the sensor.
There must be a specification for how to interpret the up to eight bytes that makes
up the actual data of the CAN message. For all the sensors encountered in the
study, it was enough with a single CAN-message to encode all of the information
from the sensor ECU.

The chosen solution of defining its service as simply sending a certain CAN
message makes it independent of the status of the sensor readings so that from a
service point of view it can still function even when the sensor itself is broken.

The alternative to treat the sensor head and the sensor ECU as a single service
provider would lead to the sensor part being broken and therefore logically unable
to diagnose itself in the case of electrical faults on the connecting wire W4 or the
sensor head itself. This would not be a realistic model since it would not capture
the functionality of a real-life sensor.

The alternative to define the sensor ECUs service simply as “deliver the value
of the physical quantity being measured” would make the sensor diagnostic and
CAN functionality seemingly fail in the presence of internal electrical faults or
other problems hampering the sensor readings. On the contrary, the CAN part
can often still function and send out a diagnostic CAN message that there is some
form of electrical fault on the sensor or its connection to the ECU.

The service of the CAN sensor head is to deliver resistance (or voltage/current)
corresponding to the physical quantity being measured. This is the same service
definition as for the other two types of sensors, since the head works identically.

4.2.1.2 Service Suppliers

Service suppliers to the CAN sensor ECU are the wires (W1 and W3 in Figure
4.2) which serves to connect it to ground and battery respectively. Without power
the CAN-messages can of course not be delivered. The service suppliers to the
CAN sensor head depends on if it requires a working power connection or not in
order to deliver its service. This is exactly the same reasoning as for the service
suppliers to the resistive or voltage output categories of sensors. Depending on
this the wires might be service suppliers or not. The CAN ECU will not be a
service supplier since its service is to send out CAN messages, which is something
that the sensor head is not affected at all by.

4.2.1.3 Customers

Customer to a CAN sensor ECU is the CAN J1939 message (or messages) that it
sends out. Since the sensor has its own CAN circuitry that is not shared with any
other component, these messages are specific to the sensor as opposed to messages
containing several different sensor readings. Without a working ECU, the CAN
message(s) would therefore not exist at all, which we reflect in the model.
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Figure 4.3: Extension of the virtual sensor design pattern to support fault tol-
erance. Since the virtual sensors often use values from several physical sensors
as well as modelled data, it is often used to provide extra fault tolerance to the
system through reconfiguration. Which variant that is chosen in this figure will
depend mostly on if we have faults present in the system such as broken sensors.
The value of the variable “A” can here be calculated in several different ways,
providing fault tolerance to the system. Variant 1 is probably the preferred one if
the sensor is fully functioning. Variant 2 and 3 provides extra fault tolerance.

The only customer to the sensor head is the CAN-signal that contains the
decoded sensor readings.

4.3 Extending the Design Pattern for Virtual Sen-
sors to Support Fault Tolerance

4.3.1 Virtual Sensors
As mentioned earlier, a virtual sensors estimates a physical property by using a
mathematical models rather than, or in conjunction with values from physical
sensors. In this section we extend the pattern by applying the theory of service
based fault tolerant control on it.
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4.3.1.1 Variants

Due to its nature of combining several physical sensor values and model data,
a virtual sensor very often have several different variants that can be used for
achieving fault tolerance. Which one that is chosen depends mostly on if we have
any faults present in the system. The value from a broken sensor can for example
be replaced with a modelled value. Figure 4.3 shows a virtual sensor with several
variants that all calculate the value of a variable “A”, but depend on different
service suppliers.

4.3.1.2 Service and Service Dependencies

The service of a virtual sensor is to deliver the value of a pre-determined physical
property.

Suppliers to a virtual sensor are all the sensor drivers that supply input to
the virtual sensor. Often a virtual sensor have several variants that depend on
different subsets of suppliers in order to provide fault tolerance.

Customers to a virtual sensor are the software modules that uses its signal
output.

4.4 Extending the Design Pattern for Actuators
to Support Fault Tolerance

4.4.1 Actuator Modelling
In Section 3.3.1 on page 34, we saw that an actuator often comes with one or
more built in sensors that provide a feedback signal to a controller. This potential
actuator feedback is modelled exactly like if it was sent from any of the normal
types of sensors, and is not discussed in detail again. Instead we focus on the
right side of Figure 4.4, that shows how to model the parts that works together to
calculate and send the control signal down to the actuator.

4.4.1.1 Service

The specific service of an actuator depends partially on the type of component
that we deal with, but also in this case some generalization can be made for most
actuators.

The service of a generic actuator is defined as perform the service according to
the received (PWM) reference signal.

Here “the service” is substituted in each case for the specific job of the actuator,
be it pumping a liquid or changing the angle of a mechanical arm. Also the
reference signal can come from an DAC or a PWM out, it does not matter.

This service was also chosen in order for an actuator to be service independent
from the PWM modulation in the layer above. If no signal at all is given from the
PWM out it can both mean that their is a failure in the circuit and that their is
no need to use the controller at the moment, these can not be distinguished.
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4.4.1.2 Suppliers

Possible service suppliers to the actuator are the connections to battery and
ground, respectively. In order to do its task according to the received reference
signal, an actuator needs to be powered up. Some actuators do not need specific
power connections but are driven directly by the PWM out signal, so these service
suppliers are depending on the system.

Also, there might be other service suppliers to the actuator, like the pump for
the SCR injector system. This service suppliers are however on top of the shared
ones and can easily added when needed to in the translation into the service view.

4.4.1.3 Customers

Most actuators have a specific driver implemented in software or hardware on the
ECU. This is to increase modularity and so that higher level controllers do not
have to deal with the specifics of how to control exactly that model of the actuator
type. If such a driver for the actuator exists than it is a customer to the actuator.
If not, then the higher level software controller is a customer. See Figure 4.4 and
Section 4.4.4 on actuator drivers for details.

4.4.2 PWM Out
As seen earlier in this report, PWM out is a very common interface for controlling
actuators.

4.4.2.1 Service and Dependencies

The service of a PWM out is defined as: deliver power according to the requested
period time and duty cycle

Except for the definition of the service, a PWM out is modelled equivalently as
the digital-to-analogue converters in the last section. PWM outs have no service
suppliers and the only customer is the actuator driver that needs it in order to
control the actuator.

4.4.3 Digital-to-Analogue Converters
DACs are most often used as a way to control some analogue actuator in the
systems studied. Interested readers can also compare to Section 4.1.3 on ADCs
above, since the modelling is very similar.

4.4.3.1 Service and Dependencies

Working in the opposite direction of the ADC, the service of a DAC is defined as:
convert the digital number at the input port into an analogue signal. As with an
ADC, this definition avoids making a DAC service dependent on layers above it.

The DACs does not have any service suppliers. The only customer is the
software module connected directly above it that output the digital signal to be
converted. Please refer to Figure 4.4 for details.
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4.4.4 Actuator Drivers

As we have seen, an actuator driver acts like a translator from a high level com-
mand to an actuator to representation that is very specific to how that particular
actuator model works. It abstracts away some of the model specifics from upper
layers and provides a clean interface to the actuator.

4.4.4.1 Service and Service Dependencies

The service of an actuator driver is to control the voltage (or current) sent to the
actuator according to the received reference signal.

Service suppliers to a driver are the actuator that it controls as well as possible
ADC, DAC or PWM modules that is needed for the driver to control the actuator.
Customer to a driver is the software modules in the layer above that sends the
reference signal for the actuator. This software is often some kind of controller.

4.5 Extending the Design Pattern for Master and
Slave Controllers to Support Fault Tolerance

Figure 4.5 shows the service view of the design pattern for master and slave con-
trollers.
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4.5.1 Slave Controllers
As we saw earlier the slave controller is part of a cascade control system and takes
its reference signals(s) from another controller, called its master. Slave controllers
are always suppliers to their masters. An example from the SCR system is the
pump controller, that gets its reference signal from the adblue injector control.
Depending on how much adblue that should be injected at a certain time the
pump needs to pump with different speeds, thereby increasing or decreasing the
flow of adblue to the injector. A need to inject a high amount of adblue creates
a need for a higher flow from the tank. Failures in the pump control system
therefore lead to failure of the injector control system to function as intended.
We have chosen to model this service dependency by letting the adblue injector
control be service dependent on the pump control.

This is an example of a case when the signal flow goes in the opposite direc-
tion of the service dependency. In our design patterns this direction of service
dependency between a slave controller and a master controller will always be true.

4.5.1.1 Service and Service Dependencies

The exact service of a slave controller depends on the system, but is generally
defined in terms of the task that the corresponding actuator is being used for. It
could for example be to inject diesel into a certain motor cylinder according to the
reference value received by its master.

Service suppliers depend on the exact system, as seen in Figure 4.5. The
corresponding master controller is always a customer to the slave controller.

4.5.2 Master Controllers
A master controller sends out one or more reference signals to a slave controller.
It can in itself also act as a slave to a higher level controller. The case of a single
controller is treated as a special case of a master controller with no slaves.

4.5.2.1 Service and Service Dependencies

The exact service of a slave controller can depend on the system, but will generally
be defined in terms of controlling the corresponding actuator, if one is connected
to it. Otherwise the service is commonly defined as a higher system level goal,
for example to make sure that the released amount of environmental unfriendly
NOx-gases in the exhaust does not become higher then the levels allowed by the
current pollution regulations.

Service suppliers to the master controller includes at least the slave controller.
Customers depends on the specific system.

4.6 Modelling of the CAN System
In this section we give an example of how to design the signal flow architecture as
well as the service view of the SAE CAN J1939 standard. Those were introduced



56 Design Patterns for Fault-tolerant Mechatronic Systems

CAN J1939 

signal 1a

e.g. ”Ambient 

air temp” 

CAN J1939 

signal 2a

CAN 

controller + 

transceiver  

CAN J1939

Message 1  

e.g. ”Ambient 

Conditions”

CAN J1939 

Message 2 

e.g. ”Exhaust 

Conditions” 

W1 CAN

high

W2 CAN

low

CAN bus

Sender of 

Message 1

e.g. J1939 

software in 

another ECU

Source of 

Signal 1a 

e.g. a sensor 

connected to 

another ECU
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work and the extend it to support fault tolerance. Black arrows with filled heads
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dependencies. Arrows with both types of heads means that the signal flow and
service dependencies coincide.

earlier in Section 3.1 on page 22. The division into CAN Controller, CAN message
and CAN signal is one of several possible architectures. Why we have chosen this
one in particular is explained in depth in this section and has to do with how
faults propagate in the system and what kind of diagnostic tests that is usually
performed.

Figure 4.6 shows the architecture for CAN J1939 as well as the service depen-
dencies of the system.

4.6.1 CAN Controllers and Transceivers
The CAN controller and transciever have been modelled as a single module since
the author have strived for simplicity in the modelling and no need have arisen
to model the parts as separate entities. Also, on most systems, the two parts
are integrated into a single CAN chip and it is unlikely that one will fail without
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the other also doing so. If that would still happen it would also likely result in
the whole chip or even the whole system board needing to be replaced. In the
following the CAN controller and transciever module are simply refereed to as a
“CAN controller”.

4.6.1.1 Service

The service of a CAN-controller is defined as: deliver all messages destined for it
on the connected CAN bus.

The Service of a CAN controller is intentionally formulated in order to make
the module service dependent on the wires CAN high and CAN low connecting
it to the CAN-bus. This is since the controller requires a working bus in order
to deliver the messages that are destined for it on the connected CAN bus. The
motivation behind this decision is explained below.

The CAN Controller hardware and/or its software often comes with diagnostic
tests to check for electrical faults like short circuits on the connection to the CAN
bus. When this kind of tests exists then they are most logically placed with the
CAN controller in the chosen way to model the CAN traffic. The author finds
it illogical to connect the tests to the individual CAN-message modules and that
would require a separate test for each possible CAN message, although actually
none of them can fulfil its service if the CAN bus has an electrical faults. Due to
this, an approach was chosen to place the tests for electrical faults on the level
below the messages and together with the controller. The electrical connections
have to be in the scope of the diagnostic tests, so we want to chose the service on
the CAN controller in a way so that it becomes service dependent on the wires.
The chosen modelling becomes a more hierarchical structure with less dependencies
where the messages are dependent on the CAN-controller to function and the CAN
controller in turn is the only component dependent on the electrical connections
to the physical CAN-bus.

4.6.1.2 Service Suppliers and Customers

The wires CAN high and CAN low that connects a controller to the CAN bus are
its only service suppliers. All messages delivered by the controllers are dependent
on it and becomes customers.

4.6.2 CAN Messages
The concept of a CAN message has a clear network theoretical meaning as defined
in the CAN 2.0 standard. A CAN message is in Scanias implementation simply
a collection of (up to) eight related CAN signal values packed together and sent
from the same sender in a single network frame on a CAN bus.

Another advantage of this abstraction is that if an engineer that is using the
model of the system wants to see which information a certain CAN message con-
tains, he or she only has to look it up in the message specification for the CAN bus.
Such a specification needs to exist as otherwise their is no way for the receiving
node to interpret the signals contained in the message from a sender. The receiver
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of course needs to know for example what the units of the signals are, as well as
how the magnitude is encoded, e.g. -127 ℃ to +128 ℃. The modelling principle
chosen is that there always should be an one-to-one correspondence between the
modelled message and the specified message of the same name in the CAN message
specification.

A third advantage of modelling using the concept of a CAN message is that
time-out tests are performed on the abstraction level of a message according to
the J1939 standard. This makes the abstraction a logical place for this kind of
tests that might otherwise be more difficult to place true to the real life function
in models without the message concept.

4.6.2.1 Service and Dependencies

The service of a CAN message has been defined as deliver all messages of a certain
type that is destined to that particular receiver.

The service definition has been chosen in order to make the message service
dependant on its sender. Timeout-checks on the message can then be performed
to check the availability of the source.

Service suppliers to the CAN messages are the source and the CAN controller.
The only customer is the CAN signals contained in the message.

4.6.3 CAN Signals
Each CAN message contains several signals in the data. In the studied systems,
up to eight signals of one byte each was sent with each message. It can for example
be several readings from different sensor or commands/status updates sent from
another ECU. Each CAN signal module represents such a part of the message.

One alternative to using CAN signals would be to skip this layer entirely and
only keep the CAN-messages and let the virtual sensor and application layers be
directly dependent on the sensors or software parts in other ECUs that send out
the specific parts of the CAN-message. This seems to be a rather good solution
too, but keeping the CAN-signals as modules provide us with a very easy way to
more closely and easily model how the CAN J1939 standard requires that some of
the error handling in the system should be done. The J1939 standard requires that
the byte that represent the signal in the CAN message takes on the hexadecimal
values of FF or FE to represent that the source of the signal has some error that
makes it completely non-functioning or that it is missing entirely in the present
system. Apart from these behaviour modes that have to exist for each CAN-signal
according to J1939, a system designer usually also adds several other different
custom byte codes to represent other behaviour modes such as that the signal is
for the moment unstable (as in the case of the NOx upstream sensor).

By having modules in the service dependency graph that represent the signal
entity, it becomes very easy to model this kind of CAN-coded error codes in the
service dependency graph. Simply model the different error codes specified in the
CAN specification for the system at hand, as different service statuses for the
CAN-signals.
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4.6.3.1 Service and Service Dependencies

The service of a CAN signal depends on the actual meaning of the signal. In case
of a sensor reading it can for example be to deliver the NOx concentration at the
SCR inlet. According to the design pattern the service is always chosen so that
the CAN signal is service dependent on the source of the signal.

An alternative choice of service of a CAN signal would be that of a demulti-
plexer: it removes the specific byte that represents a certain signal from a CAN
message. This would make the CAN signal not service dependent on the source of
the signal, e.g. a sensor head of a CAN-sensor.

However, to define the service of all the CAN signals as that of a demulti-
plexer would make all the modules in the application layer that is using the signal
value customers directly to the respective sensors. This was decided against since
it removes some of the advantages of using a hierarchical model. We want the
CAN signal to actually represent a value sent from a CAN sensor and let all the
applications be dependent on the signal itself, for example.

Service supplier to a CAN signal are its CAN message since the former needs
the later for existence. Another supplier is the source of the signal, e.g./ the sensor
head in the case of a CAN-sensor. Customers are all the software modules in the
higher layers that use the signal directly in some way.

4.7 Connecting the Different Design Patterns To-
gether

The different design patterns can easily be connected to each other to form a
service view of a complete larger system. How to connect the smaller models to
larger ones for a whole system is easily identified in the figures throughout this
chapter. Look for how the service dependencies are drawn between the modules
of the different design patterns. One example of this is in Figure 4.4 on page 52.
It shows that when an actuator controller receives a reference value from a master
controller, the signal flow is from the master to the actuator controller, while the
service dependency in this case goes in the opposite direction.

4.8 Summary
In this chapter a set of best practises is presented for adding fault tolerance to the
design patterns which we identified in Chapter 3. These extensions to the design
patterns for the signal-flow architecture include information about the service of
each module in the pattern and a list of its providers and customers.

We also discuss some of the diagnostic tests that are commonly implemented
in the modules. In some cases, e.g. the analogue sensors and the CAN-bus, the
way that the modules diagnostic tests are typically implemented actually affected
how we chose to model the services and service dependencies.

We also show in the various figures throughout the chapter how the different
extended design patterns can be connected together to form larger and more com-
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plex fault tolerant systems. The idea is that the patterns shall be easy to apply
to real-world systems without expert knowledge, as well as provide a translation
from a signal-flow architecture to a service view that is easy to automate in tools
later.



Chapter 5

Case Study: the SCR
System

This chapter shows how we can use the methods form the previous chapters to
model a real-life system that is currently used in the automotive industry. First
a high level description of the studied system is given. After that a typical and
representative part of the modelled system is presented. The rest of the system
is modelled similarly and can be found in a version of this report that is internal
to Scania [13]. A picture of the full Bayesian network that was implemented as a
part of this case study is included in Appendix A, however.

5.1 Selective Catalytic Reduction
One of the main challenges that faces heavy duty truck companies like Scania
today is to decrease the environmental impact of their vehicles. The European
Union has its own set of emissions laws that all new diesel engines introduced into
the market must follow. The current set of emission laws for “heavy duty” diesel
vehicles is called EURO V and entered into force in October 2008 [9]. The next
set of laws, the EURO VI, will apply to all vehicles sold from the beginning of
2014 [8].

One of the main challenges introduced in EURO VI is to reduce nitrogen oxides,
or NOx, emissions to only about one fifth of the current EURO V values. High
NOx emissions contribute heavily to the formation of smog and acid rain and can
also act as a water pollutant.

A very common technique to reduce NOx emissions is called Selective Catalytic
Reduction (SCR). The process works by letting ammonia, NH3, react with the
NOx under high temperature inside a catalyst, NH3 + NOx −−→ N2 + H2O [16].

The ammonia used in Scania’s systems is formed from urea that is dissolved
in water. In Europe this solution is often sold under the trademark "Adblue". In
this report both urea and adblue is used interchangeably to denote this solution.

61
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5.2 System Structure
The SCR system is chosen for this study since it is of a suitable size and is quite
well-documented. This functionality is also distributed between two ECUs, the
Engine Exhaust Control 3 (EEC3) and the Engine Management System (EMS),
which gives a chance to study how such a system can be handled by the service-
oriented framework.

An overview of the SCR system is given in Figure 5.1. The functionality is
divided so that almost all of the sensors and actuators are connected directly to
the EEC3, while the sensor data is mostly used in the EMS.

In order to decrease the emission of NOx gasses, adblue is injected under high
pressure into the exhaust gases by the SCR injector. The object of the adblue
pump is to makes sure that urea is pumped with a constant pressure from the
adblue tank and to the injector. It will also make sure that urea that has not
been injected is returned to the tank for later use. When it has been injected,
the adblue reacts with the NOx-gases inside the SCR catalyst, as described in the
previous section. The idea of the catalyst is to provide a background environment
that greatly facilitates this chemical reaction.

We do not want to inject too much nor too little adblue at any given moment,
since both of these scenarios causes negative effects on the overall performance of
the system. The ideal amount to inject is precisely so much that all of the adblue
is consumed in the chemical reaction with the NOx. At the same time adding
more adblue would not result in a decrease of the NOx gases that the truck emits,
but is likely to result in unwanted urea crystallization in the exhaust system. This
optimal amount of adblue to inject at any given time depends on many factors
that are measured by a set of sensors that are shown in Figure 5.1. The sensors
readings are fed as input data to the control system that calculates how much
adblue that needs to be injected right now. Some examples of the factors that
affect the optimal amount of adblue include:

• Engine data, such as rounds per minute, affects the amount and chemical
composition of the exhaust gases,

• The temperature of the exhaust gases,

• Temperature of the adblue to be injected and

• Current and earlier NOx concentration levels in the exhaust gases before and
after the SCR catalyst

5.3 An Example from the Service View of the
SCR System

Figure 5.2 shows a part of the SCR system. It is responsible for delivering the
value of the NOx concentration right before the catalyst and consists of three
different extended design patterns that are connected together. In the lower left
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Figure 5.1: Overview of the SCR system (based on [4])

of the figure we have used the design pattern for a CAN-connected sensor and in
the lower right that of the CAN-bus. At the top of the figure is the design pattern
that provide the main source of redundancy in this system, a virtual sensor with
two variants. The first variant of the sensor uses a meassured value from a NOx
sensor, and the second uses a modelled value that is sent from the EMS over the
CAN bus.

The three different design patterns are explained in detail below. The example
is representative for how we have modelled the whole SCR system with the help
of the extended design patterns. Due to company secrecy we can not disclose the
full study in this official report. The more detailed case study is anyway mostly of
interest to the engineers at Scania that is directly working with the SCR system.
Interested readers are referred to the author’s version of this report that is internal
to Scania [13].

5.3.1 Real-world Example of the Design Pattern for a CAN-
sensor

In the lower left of Figure 5.2, we identify the design pattern for a CAN-connected
sensor consisting of the following modules:
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Figure 5.2: A part of our service view of the SCR system. It is made up of three
different extended design patterns which are connected together: the CAN-sensor
design pattern, the virtual sensor pattern and the pattern for a CAN-bus.
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5.3.1.1 S1 NOx Upstream Sensor Supply

The NOx upstream sensor supply together with the NOx upstream sensor is bought
from a third party supplier and is treated as a single part number in Scania records.
However, for reasons made clear below, a distinction between the sensor and its
supply needs to be made for diagnostic purposes.

Physically, the sensor supply is an encapsulated circuit board which is perma-
nently connected to the the NOx upstream sensor through a short wire. At the
other end the board is connected through its own dedicated CAN bus to the EEC3
system board. Having two separate parts is a necessity to keep the ECU circuit
board out of the high temperature environment of the exhaust gases.

The NOx sensor supply reads the current output of the NOx sensor and con-
verts it into a parts-per-million (ppm) value for the NOx upstream- as well as the
oxygen gas concentration. This data is then packed together with calibration and
diagnostic information as the message: “Aftertreatment 1 Intake” and is sent to
the EEC3 on the CAN bus. The details of the CAN message is given in the Scania
internal EEC3 CAN communication specification [17].

Service Deliver the CAN message "Aftertreatment 1 Intake" according to the
EEC3 CAN communication specification

Service suppliers W1, W3 provides ground and battery connections, respec-
tively

Customers D1, a CAN message only sent by S1
Tests

T1 Sensor reading stability

T2 Sensor or wire W4 short circuit

T3 Sensor or wire W4 open wire

Variants Only one

Comments The NOx sensor together with its supply form a smart sensor that
is partly able to diagnose its own status. The circuit board with firmware that
forms the sensor supply can for example tell whether there are electrical faults on
the actual sensor and/or the wire that connects it to the circuit board. It can
also say whether the concentration readings are to be considered stable or even
erroneous. For this reasons it is modelled using the design pattern for a generic
CAN sensor as in Section: 4.2.1.

A special case for the NOx upstream sensor is that the NOx-concentration value
from the sensors own ECU is actually being filtered through a special software
driver, L1, for the sensor. The normal case for this category of CAN sensors is
that the communicated value does not need any form of compensation and can be
used immediately as is.

The result of the three built-in tests are communicated through CAN messages
to higher levels that can take appropriate actions. S1 itself only has one variant.
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5.3.1.2 S2 NOx Upstream Sensor

The NOx upstream sensor S2 is treated separately from S1 for diagnostic purposes
as explained in Section 5.3.1.1 above. The modelling of S2 follows the same design
pattern of a CAN sensor as S1.

Service Deliver current corresponding to the NOx concentration at the sensor
head

Service suppliers W1, W3, W4 provides battery and ground connections
Customers E1 - The CAN 1939 NOx upstream sensor signal
Tests None
Variants Only one

Comments Without a working power connection the sensor can of course not
output the corresponding current.

W4 is in fact several electrical conductors bundled together that among other
things supply ground and power to S1, but this can be modelled as a single wire
for the purpose of diagnosis.

5.3.1.3 C1 CAN controller and transceiver “CAN2”

The C1 CAN controller and transceiver connects to the dedicated bus, called
“CAN2” in the documentation, that goes between the EEC3 and the NOx up-
stream sensor supply. It is modelled as in the design pattern of Section 4.6.1

Service Deliver all messages destined to the EEC3 on the CAN2 bus.
Service suppliers Service suppliers for C1 are the wires W2a and W2b, that is

CAN high and CAN low. The RAM connected to the CAN bus for reasons
explained below.

Customers D1, i.e. the “Aftertreatment 1 intake” CAN message.
Tests

T1 Test for electrical faults on CAN-bus connections, i.e. SCTG, SCTB on
W2a/W2b.

T2 CAN-RAM status (good/bad)
Variants Only one.

Comments In the module that is handling the CAN controllers in the present
EEC3 system there is a diagnostic test for electrical faults on the connections to
the CAN-bus. This is a logical place for the test and it was decided to keep it there
by making C1 dependent on the wires. Without this dependency the information
about the electrical faults simply will not be in the scope of C1 and no electrical
fault diagnosis tests could be performed without violating the model principle of
service scope.

Since there is a diagnostic test for failure in the RAM connected C1, it is added
as a service supplier.

Further motivation for the chosen model of the CAN system can be found in
the section dedicated to it: 4.6
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5.3.1.4 D1 CAN J1939 “Aftertreatment 1 Intake” Message

The service supplier D1 is used to model the “Aftertreatment 1 Intake” CAN
message send from the NOx upstream sensor supply.

The main reasons why this way of modelling the CAN-networking was chosen
can be found in the section on the CAN-systems design pattern: 4.6.

Service Deliver all "Aftertreatment 1 intake"-messages sent from the NOx up-
stream sensor supply.

Service suppliers S1 This sensor supply outputs the specific CAN message and
the timeout-checks in D1 are today performed to check for the availability
of the sender S1. C1 also needs to work for the message to exist at all.

Customers E1 and E9, two CAN signals contained in the message
Tests T1, A time out test for the "Aftertreatment 1 intake"-message. This test

will time out if there are faults that are causing package losses on the signal
path from the message sender S2 to D1. The message will also time out if
there is a fault on S1 itself.

Variants Only one

Scania Specific Modelling Considerations In opposite to almost all of the
other software and hardware modules, this service supplier does not have a one-
to-one correspondence with a specific corresponding module in the EEC3 today.
Instead it represents a few software modules brought together from the lower
software layers.

However, the concept of a CAN message is well defined through the CAN 1939
standard, and it is also in this meaning that it is used as a concept in CAN system
specifications documents used in Scania today. A CAN message is in Scanias
implementation simply a collection of (up to) eight related CAN signal values
packed together and sent from the same sender in a single network frame on a
CAN bus.

An advantage of this abstraction is that if an engineer that is using the model
of the system wants to see which information a certain CAN message contains,
he or she only has to look it up in the “EEC3 CAN communication specification”
[17]. There is always a one-to-one correspondence between the modelled message
and the specified message with the same name.

A Scania specific disadvantage is, as mentioned before, that there is not a one-
to-one correspondence between a modelled CAN-message and a certain software
module in the EEC3 architecture. This can potentially lead to some confusion
about in which file the implementation for the module and its tests can be found
and where it should be placed. It is not possible to find a single file that represents
one CAN-message. This can if necessary however be solved in later versions of the
EEC3 architecture, if needed. Also with the high number of software files used
today to implement the CAN standard, a one-to-one correspondence is not a very
practical or elegant solution.
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5.3.1.5 E1 CAN 1939 NOx Upstream Signal

The CAN signal E1 is modelled like a generic CAN-signal as described in Section
4.6.3, except for a small difference in the service. This is due to the fact that the
raw value of the NOx concentration that is sent from the CAN sensor supply S1
is not trusted directly, but is filtered through a special sensor driver before the
signal is used for any calculations in the application layer.

Service Deliver the unfiltered, raw NOx upstream value at the SCR inlet.
Service suppliers D1, the “Aftertreatment 1 intake” CAN message that contain

the signal. S2, the sensor head that measures the NOx upstream concentra-
tion.

Customers L1, the sensor driver that filters the CAN signal before the value is
used in the application layer.

Tests None
Variants Only one

5.3.1.6 E9 CAN 1939 Signals

While E1 delivers the actual sensor reading, there is still a need for some other
signals like diagnostic data that is sent form the sensor ECU S1. In this model, we
have for simplicity grouped these signals together to be represented as the signal
E9.

5.3.1.7 L1 NOx Upstream Sensor Driver

The NOx upstream sensor driver calculates the NOx upstream concentration from
the values delivered by S1 and S2. L1 is modelled according to the design pattern
for sensor drivers in section 4.1.5.

Service Deliver the NOx upstream concentration
Service suppliers E1 and E9, which are signals contained in the D1 CAN mes-

sage and are used in the calculation of the NOx upstream concentration.
Customers Virtual Sensor 1
Tests Short circuit to ground test for wire W1 and W3 that provides power and

ground to the NOx sensor and sensor supply.
Variants Only one

5.3.2 Real-world Example of the CAN-bus Design Pattern
In the lower right of Figure 5.2, we can easily identify the design pattern for a
CAN-bus. The following modules are used in this design pattern:

5.3.2.1 S5 Rest of the EMS System

S5, the rest of the EMS system, acts as a node to represent all of the sensors
connected to the EMS as well as virtual sensor values calculated from mathematical
models of the engine aftertreatment system. These parts do not really have to be
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working in order for other sensors like S7 to work that are connected to outside
control units.

Service Deliver values from all EEC3-relevant sensors and models directly con-
nected to or part of the EMS.

Service suppliers None
Customers E2-E6, the CAN signals that represents values from S5
Tests None
Variants Only one

Comments In E6 S5 is only used in one of the two variants as modeled value.
The other variant instead uses a value directly measured by the sensor S7.

5.3.2.2 S6 EMS CAN-routing

This module represents the ability of the EMS to simply forward CAN frames
sent from outside nodes like the control unit which the ambient air sensor S7 is
connected to. The only part of the EMS system that needs to work for this is the
CAN routing between the so called “Red” CAN bus and the EMS CAN sub bus
(connected to the EEC3 only). The Red CAN bus is one of the main buses that
make up the infrastructure for communication between different ECU:s in Scania’s
trucks.

Service Forward CAN-frames between the Red bus and the EMS sub bus.
Service suppliers None
Customers D2, D3, D4, i.e. the CAN messages that it forwards
Tests None
Variants Only one

5.3.2.3 C2 CAN Controller and Transceiver “CAN1”

The C2 CAN controller and transceiver connects only to the EMS on a dedicated
bus. It does not reside on the same CAN bus that connects the EMS with many
of the other control units in the vehicle.

C2 is modelled in exactly the same way as C1, except that it is a service supplier
to several different CAN messages from more than one sender.

5.3.2.4 D3

The CAN messages D3 is modelled in exactly the same way as the message D1.

5.3.2.5 E2

E2 is modelled exactly like the corresponding part of the design pattern for the
CAN-bus. The service is defined as: Deliver the modelled NOx upstream flow.
Service suppliers are D3, S5 and the only customer is Virtual Sensor 1.
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5.3.2.6 E3 CAN 1939 Signals

This CAN signal is modelled exactly like E2.

5.3.3 Real-world Example of the Design Pattern for a Vir-
tual Sensor

At the top of Figure 5.2, the design pattern for a virtual sensor can be identified.
This is the part that provides the fault tolerance for the whole system of the figure.
It does this by selecting to use either a measured value from the NOx upstream
sensor, or a modelled value received over the CAN-bus from the EMS. In the
unlikely situation that both these variants would fail at the same time, than we
would simply have to visit a workshop as soon as possible to service the truck.

5.3.3.1 Virtual Sensor 1

Virtual Sensor 1 is a virtual sensor that delivers the NOx upstream concentration
expressed in ppm to higher levels. The component has two variants. In the first
the value of the NOx upstream sensor is simply forwarded. In the other a modelled
value from the ECU is used instead. The later can be used in case of a failure of
the NOx sensor. I case of using the modelled NOx value, the virtual sensor also
recalculates the value from the EMS from a massflow in g/sec to a concentration
in ppm.

Service Deliver the upstream NOx concentration from either the sensor or from
a modelled value.

Service suppliers L1 for the variant which uses the physical sensor signal and
E2 and E3 for the variant that signals from the EMS.

Customers Virtual Sensor 2
Tests A diagnostic test to see if the service status of L1 is nominal, if it is a

selector chooses variant 1, else variant 2 is used.
Variants

Variant 1 Use the physical sensor value for the NOx upstream concentra-
tion

Variant 2 Use a modelled value from the EMS and exhaust data

5.4 An example from the Bayesian Network for
the SCR system

Apart from a complete service view of the SCR system, a full Bayesian Network
(B.N.) for the same system is also constructed as a part of this thesis work. The
network is implemented in the software tool GeNIe 2.0 which is developed by the
Decision Systems Laboratory at the University of Pittsburgh [6].

In the following sections, an example shows how a typical part of the Bayesian
network for the SCR system is constructed from its service view. The focus in this
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Figure 5.3: Service view of the SCR inlet exhaust temperature sensor. VA and
VB represent the voltage potentials at the input port to the ADC and at the
output port of the sensor, respectively, and need to be treated differently from a
diagnostic standpoint. The dashed line represents the border of the physical ECU
circuit board.

report is to give an overview and feel for the translation process as well as how a
Bayesian network can be used for the analysis and troubleshooting problems. We
will also look at some particular design decisions that was taken by the author
for the modelling of this particular system. The interested reader can find more
details about the translation process between service view and Bayesian network
in the technical paper by Nyberg and Svärd [14].

5.4.1 The Service View used for the B.N. example
Figure 5.3 shows a part of the SCR system that measures the temperature at
the inlet of the SCR catalyst and then feeds the value to high level application
software. The part is modelled exactly according to the extended design pattern
for a voltage output sensor of Section 4.1.1 on page 43, and details of the different
modelling choices for the service view can all be found there.

5.4.2 Explanation of the Bayesian Network
Figure 5.4 shows the example of last section modelled as a Bayesian Network. A
Bayesian network used for service based fault tolerant control is always divided
up into two different parts. One of the parts is deterministic and represent how
the estimated service statuses propagate in the system. In the figure the green
module called L2 VSSE is an example of this part.
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The second part of the network is represented by the blue boxes in the figure
and represent a stochastic model of how faults propagate in the network. This
part demonstrates how the actual physical system works, rather than only what
we observe via the diagnostics of the system. Since we can not make perfect
diagnostic tests and since we use the concept of scope to increase modularity, a
component might at the same time have one service status in the deterministic
part and a different one in the stochastic. An example from Figure 5.4 is the
service status of the component L2 that might be disturbed due the propagation
of a bias fault in S3, but we are not able to detect this kind of fault with the
present diagnostic tests. Hence the stochastic module L2 is modelled to have a
DIST service status to represent a bias error over a certain magnitude, but the
deterministic module L2 VSSE lacks this state (the present diagnostic tests can
only detect bias errors that lead to output that is outside of the sensors specified
working range).

We might also have situations where a service becomes unavailable due to a
fault without the diagnostic machinery correctly identifying this. In this case the
service provider will continue to estimate its service status as nominal and send
this information to its customers. This can in turn lead to the customers not
changing to another possible variant that is unaffected by the fault.

For more details about this division into a stochastic and deterministic part,
please see the detailed discussion in the end of the report [14]. In the following
sections, the focus will rather be on new modelling choices that was made during
the work on this thesis. The material presented here are for a small part of the
Bayesian network that was constructed, but the ideas should be easy to generalize
to other parts and mechatronic systems.

5.4.2.1 Diagnostic Tests and how to Model Faults

Of particular interest for the function of the Bayesian networks in service based
fault tolerant control are the diagnostic tests. The results of these tests constitutes
the main information that will be used in a workshop setting for isolating faulty
components on a truck that is under service.

In the Bayesian network in Figure 5.4, two different diagnostic tests are im-
plemented. The tests check for short circuits to battery and ground, respectively,
that might effect the sensor. In order to model the tests as true to life as possi-
ble in the Bayesian network, we have to know some details about how they are
implemented at a low abstraction level. This is very important since we need to
model what kind of causes that there could be for each of the tests to be validated
and also the risks of false alarm or missed faults. Without this kind of knowledge,
the Bayesian network would simply be a bad model of reality. This is especially
true when we use the network for troubleshooting in a repair workshop, where we
try to identify a faulty component given information about which diagnostic tests
that have been validated.

The two diagnostic tests residing in the sensor driver L2 are implemented by
checking if the value fed to them from the ADC B1 is within the specified output
range for a working sensor of the type used. The test for short circuit to ground
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will be validated if the value stays between 0 and 0.3V for a certain time specified
by a software parameter. The short circuit to battery test in turn validates in
the same way if the value stays between 4.7 and 5V for some time. As we have
explained earlier, this is a very common type of implementation for a test of
electrical faults affecting sensors. The next questions to ask are what kind of
faults that can cause these two different symptoms of voltage output outside the
sensors specified working range, and which faulty components that can be the root
cause of a validated diagnostic test?

What to Include in the Bayesian Networks A very important modelling
decision is what kind of faults that we want to represent in our model. The
reasoning in this section is based on the service view in Figure 5.3, but it can be
easily generalized.

Our first observation is that the value used by the diagnostic tests residing in
L2 might be affected by a failure in the analogue to digital converter B1. This
component, however, is part of the microcontroller residing on the main circuit
board for the ECU and hardware failures on this level are never individually re-
paired, but instead requires a mechanic to replace the whole circuit board. Almost
all kinds of hardware failure in components residing on the circuit board would
require the same treatment, and therefore they are not individually modelled as
root sources of a failure. It would not provide the mechanic with any extra useful
information to include this level of detail, and failure to B1 can be modelled as a
possible failure in the actual wire or connection points of the wire W6. Software
faults regarding the configuration of the ADC could potentially be fixed individu-
ally, but this kind of bugs are not modelled individually in the current framework
for other reasons. In fact hardware such as driver electronics before the input
port to the ADC is also abstracted away in the model, since it does not add any
extra useful information to model them as entities separate from the main circuit
board. Failure here would also lead to the same action of replacing the whole
circuit board.

Based on past experience of common faults and what kind of components
that can be individually repaired, we consider faults (excluding software bugs) as
occurring in the wired connections between the sensors/actuators and the ECU
circuit board, in the sensors and actuators themselves, on the physical part of the
CAN-bus, or in the mechanical systems that is being controlled. Hardware failures
on the ECU can be identified with enough detail as a failure of the wire or the
connection point between the wire and the ECU circuit board. The connection
point and the wire can in turn be treated as a single part since it is usually
not possible to detect which part that is wrong without a close inspection by a
mechanic.

The voltage potential that is sampled by the ADC and fed to the diagnostic
tests is marked as VA in Figure 5.3. It is however necessary to assume in the
Bayesian network that this potential might be different from VB , the actual voltage
output of the sensor. If not, we would miss the commonly occurring sources of
electrical failures in the wire W7 and its connection points. All possible faults that
are causing VA to be different from VB , as well as faults in B1, are modelled in
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the Bayesian network as an arrow going directly from that wire W7 and into the
two diagnostic tests, since faults here directly affect the input fed to the diagnostic
tests inside L2.

The next question that we need to ask is how we should model the two wires W5
and W7 in the Bayesian network? One option would be to again add arcs from the
two wires and directly into the two diagnostic tests. This is a possible choice but
would be more of a model for a situation where failures in the wires directly would
be connected to the input to the diagnostic tests. Knowing how the diagnostic
tests are implemented, this would be a bad model of reality here since faults in
the sensor or W5, W7 would both only affect the voltage potential at VB and it is
this potential that the tests can react to. The tests can not distinguish faults in
the sensor from faults in the wires W5 and W7 with the current implementation.

In Section 4.1.1.4 on page 44 we explain in detail how electrical faults affecting
each of the wires W5-W7 will influence the output of a voltage output sensor and
it is this knowledge that we want to model in the Bayesian network. In order to
model the real situation as realistically as possible, we have chosen to add two
states to the node representing S3. The two states represent that the output
voltage is not within the sensors working range and has fallen below 0.3 V or
above 4.7. This is exactly what the diagnostic tests detect. The reason for these
states of the so called OUTPUT_HIGH and OUTPUT_LOW (see Figure 5.4 of
the sensor S3 can in turn be due to three different main reasons. Faults might
affecting any of the wires W5 or W7 or the sensor itself might have internal faults.
This is modelled as the three root nodes that are connected to the node S3 in the
Bayesian network.

We always want to have a Bayesian network where all the possible root causes
of any service failures are all being root nodes in the graph, so we add an extra
node “S3 element” that represents the case of faults originating in the sensor itself.
One possible fault inside the sensor might be an electrical short inside to ground
or battery, requiring a replacement component. The output could also be stuck at
the highest or lowest possible in case of a sensor with some mechanical parts (like
the membranes in a typical pressure sensor). This internal faults are described by
adding the states STUCK HIGH and STUCK LOW to the S3_element node. We
have also added a BIAS state to S3_element to represent that the sensor might
have a bias and/or a gain fault. These kind of faults can then with some estimated
probabilities in turn make the sensor output a voltage potential that is biased but
within the range of 0.3-4.7 V, or the faults can make it output a value that is too
high or too low. A bias fault in the sensor itself can in this way make one of the
diagnostic tests fail. An advantage of using a Bayesian network as a mathematical
model, rather than a framework based on only on pure logic, is that we can also
represent uncertainties like the effect of bias or gain faults in our model.

5.4.2.2 Using the Bayesian Network for Analysis

Figure 5.5 shows an example of how a Bayesian network can be used as a tool for
analysis. In the example we want to study the affect of the wire W5 coming loose
due to for example vibrations of the truck. To see this we set as evidence in GeNIe



76 Case Study: the SCR System

that the node W5 has the status “open wire” and then update the network to see
all the inferred results on the other nodes. We can see that this fault leads to the
diagnostic test for short circuit to ground to pass while the other diagnostic test
for short circuit to battery fails with full certainty. We can also see that the top
node, the sensor driver L2, fails its service (service status UNA) of delivering the
temperature in the SCR inlet. The diagnostic system would also correctly detect
this failure as shown by the green node L2 VSSE, that represent the estimated
L2:s service and have turned to the status of Unavailable.

If we want to study the special case (only) a single fault in W5, we would also
have to set all the other root nodes to status “Ok”. This can be done quickly
through writing a script in GeNIe.

5.4.2.3 Using the Bayesian Network for Troubleshooting

In this scenario of troubleshooting we assume that the truck comes in for service
to a workshop due to the symptoms of an unidentified failure in one or more com-
ponents. The mechanic in the workshop connects his laptop to the truck and data
containing results for all the diagnostic tests in the system is then downloaded to
his laptop. A new generation of Scania’s workshop software program will inter-
nally contain a copy of the Bayesian network and in that graph the status of the
nodes representing the diagnostic tests are updated. Now assume that the test
result that was transferred from the truck concerning our part of the network is
that the short circuit to ground test has failed and the short circuit to battery test
has passed. Figure 5.6 shows the result of inference in the Bayesian network when
these two test results have been set as evidence. We can see that the root cause
of the problem is most likely W7, followed by W6 and possibly also the sensor S3
itself. If S3 is the failing component, then this is likely due to a problem such as
an internal short circuit that causes it to output a voltage very close to the ground
level. We can also see that the diagnostic tests actually might have reacted to a
bias error in the sensor that have caused the sensor to output too low voltage.
As can be seen in the figure, the probability of the last scenario is 1% according
to the status of node S3_element. This is a conditional probability based on the
knowledge that the diagnostic test has been validated, i.e. P(“S3 has a bias fault”
| “The short circuit to ground test has failed”).

The output presented to the mechanic from Scania’s workshop software would
be to first check the wire W7 and its connections for a possible disconnection,
secondly to check the wire W6 and finally, if no other problem is found, to examine
sensor S3 itself. Exactly how the information is presented in terms of interface
and if other things like the difficulty level of checking the different components is
to be taken into account when deciding on a plan of action, is left for later work.

In general, the failing component(s) given a set of diagnostic test results (a
symptom) is found by examining all the root nodes of the Bayesian network when
the test results have been set as evidence. Start by the nodes that has the highest
calculated probability of a status other then “OK”
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Figure 5.5: An example of how a Bayesian network can be used for analysis. In this
case the effects of the wire W5 having to open wire problem, e.g. due to vibrations,
is examined. Of particular interest is that the service of this whole part of the
system will fail completely in case of this fault (node L2 becomes UNA). One can
also see that this fault is detectable by the second diagnostic test.
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Figure 5.6: An example of how the Bayesian network can be used for troubleshoot-
ing in a workshop setting. Scanias workshop software is fed information from the
truck that diagnostic test 1 has failed and test 2 have passed. In the Bayesian
network these two pieces of information is set as evidence and the network is up-
dated. In the result we can see that the most likely reason for the test results is
that wire W7 has disconnected with a 54% probability., e.g. due to vibrations.
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5.4.3 A Short Evaluation of GeNIe
As mentioned earlier, the full Bayesian network is implemented in the software
tool GeNIe 2.0 which is developed by the Decision Systems Laboratory at the
University of Pittsburgh [6]. The tool is provided free of charge and updates the
network very fast, even when using analytical inference methods (i.e. without
using any of the many provided heuristic methods). To test the scalability of the
tool and its usefulness for larger sized ECUs, the Bayesian network for the SCR
system (about 180 nodes and 280 arcs) is copied five times and all the graphs are
then connected together in a series. Even with this new large network no delay for
the inference calculations in GeNIe is observed on a five year old PC. Another big
advantage is that the tool also is available as a C++ class library called SMILE.

The main observed disadvantage of using GeNIe in its current version 2.0 is
that the sub-model system really needs some polishing. It is for example very
difficult to get a good overview of how the different nodes inside the sub-models
are connected together over the borders of the sub-models, and it is also very
cumbersome to change and add connections between the parts. To not use sub-
models is also in practise not an option for larger sized networks, as it quickly
becomes too cluttered on the screen to work in only one single layer.

One interesting option that needs to be evaluated is to use the SMILE library,
with its powerful statistical inference engine, together with an established mod-
elling program from another software company.

5.5 Summary
In this chapter we present a case study that was conducted in order to test the
methodology provided in the previous chapters on a real-world example. The
system that we model is the Selective Catalytic Reduction architecture that is
used today in Scania CV AB. We discuss that the main purpose of the SCR
system is to decrease the environmental unfriendly emission of NOx-gases from
the vehicles by letting liquid urea react with engine exhaust inside a catalyst.

The case study also gives an overview of the different ECUs, sensors and ac-
tuators of the system as well as a small but representative example of how three
different extended design patterns can be connected together to form a fault tol-
erant part of a real-world system.

Finally, we looked at a representative part of the Bayesian network that was
constructed in this thesis work. We talked about the general parts and explained in
detail how faults and diagnostic tests are represented in the B.N. We also gave an
example of how the network can typically be used for analysis and troubleshooting.





Chapter 6

Conclusions and Future
Work

6.1 Conclusions
This study demonstrates that it is possible to use service-based fault tolerant
control to model systems of real-life size and complexity. This was done by giving
a generic method for constructing the fault tolerance architecture of such a system
from a given signal-flow architecture and by testing the method with a case study
of a system that is currently used in Scania CV AB.

In order to provide a generic method for applying service based tolerant control
to real-life mechatronic systems, we first identify common building blocks in the
form of design patterns for the signal-flow architecture of such systems. We also
provide motivations to why we consider the patterns to be general and applicable
to a large set of mechatronic systems, and why they are good choices as design
patterns, for example that they make it easy to implement diagnostic tests.

These design patterns are than extended one-by-one to support fault tolerance
through the framework of service-based fault tolerant control and it is shown
how these blocks can be put together to form larger and more complex systems.
Another advantage of this approach is that the patterns can also be used to aid
in the construction of new systems, both to construct parts of the signal-flow
architecture, and for applying the service-based framework.

Another advantage of the usage of the extended design patterns is that people
working with service based fault tolerant systems do not have to reinvent the
wheel every time and come up with their own ad-hoc solutions to design problems.
Instead they can immediately translate a certain signal flow from the functional
graph into a service based view of the system, without needing much experience
or knowledge of the framework.

Since they are provided with a written motivation for the most current design
patterns, they have the option of trying to find a new and better translation that
better fits the reality of their system. Clear motivations also make it easier to
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iteratively improve upon design patterns, and evolve them with new experience
from real life usage.

Another good reason for establishing design patterns is that they provide the
interesting possibility of later on automating the translation from signal flow graph
to service dependency view by using a modelling tool. The program would take
the signal flow graph and a set of design patterns as input, and produce the service
dependency graph as output.

Finally, a case-study demonstrated how we can use the new general methods
to construct a fault tolerance architecture for a real-life automotive system that is
currently being used by Scania CV AB. The case study also included the construc-
tion and implementation of a Bayesian network that can be used as a mathematical
tool for analysis as well as troubleshooting.

6.1.1 Summary
For easier reference the most important results from this work are summarized
below:

• We showed that the design method of service-based fault tolerant control
can be applied to a real-life size mechatronic system.

• A small set of building blocks has been identified in Chapter 3 that we believe
can be used to construct large parts of most mechatronic systems.

• These building blocks can be modelled individually according to service
based fault tolerant control and connected together to form larger and more
complex systems, or they can be used to model existing systems.

• These presented methods for designing and modelling large-scale mecha-
tronic systems have the advantages of being applicable to a large class of
mechatronic systems, easy to apply without expert knowledge, as well as
being possible to automate in the future.

• A practical example demonstrated how a mathematical tool called a Bayesian
network can be used for analysis and troubleshooting of mechatronic systems.

6.2 Future Work
Below is a list of suggestions for future work in this field:

• Implement the service based fault tolerant control in C-code for the SCR
system that is modelled in the case study chapter.

• Evaluate the different tools (such as Modelica etc) that can be used to model
the signal-flow architecture of mechatronic systems. Implement a program
that can take the C-code of a part of the system and, if possible, return a
service view in the native representation of a chosen tool.
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• How shall we model state machines in the service based framework? Imple-
ment and test a system that can handle this concept.

• Investigate if there are cases where there still is a need to have one or more
central diagnostic modules. This could possibly be the case for systems
where a diagnostic test does not seem to naturally belong to a single module
and where the test results directly affects several different components.

• Provide methods for gathering statistical data that can be used to set realistic
probabilities in Bayesian networks.

• Give interview methods and forms that can be used to gather expert data to
be used in the Bayesian network. As far as possible, standardise probabilities
so that they can be re-used.

• Evaluate the different tools (such as Modelica etc) that can be used to model
the signal-flow architecture of mechatronic systems. Implement translations
from the chosen tool to another one that can handle the Bayesian networks
and back again (if not a single tool can be used).

• Automate the process of translating a given signal-flow architecture of a
mechatronic system to a service view and a Bayesian network of the same
system.
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Appendix A

One Layer View of the
Complete Bayesian Network

This appendix contains a view of the complete Bayesian network as implemented in
the software tool GiNIe 2.0. Working in this way using one layer quickly becomes
prohibitively cluttered though, and division into sub-models becomes necessary
for larger systems. The network was manually organised from the sub-model
organisation just for this picture. The nodes can in practise only be shown in
icon view when working in a single layer, since viewing them in the most often
preferred bar chart view becomes way to cluttered. This means that it is much
harder to set evidences and view results of inference.
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