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Abstract
High-level information fusion is a research field in which methods for achieving
an overall understanding of the current situation in an environment of interest
are studied. The ultimate goal of these methods is to provide effective decisionsupport for human or automated decision-making. One of the main proposed
ways of achieving this is to reduce the uncertainty, coupled with the decision,
by utilizing multiple sources of information. Handling uncertainty in high-level
information fusion is performed through a belief framework, and one of the
most commonly used such frameworks is based on Bayesian theory. However,
Bayesian theory has often been criticized for utilizing a representation of belief
and evidence that does not sufficiently express some types of uncertainty. For
this reason, a generalization of Bayesian theory has been proposed, denoted as
credal set theory, which allows one to represent belief and evidence imprecisely.
In this thesis, we explore whether credal set theory yields measurable advantages, compared to Bayesian theory, when used as a belief framework in
high-level information fusion for automated decision-making, i.e., when decisions are made by some pre-determined algorithm. We characterize the Bayesian and credal operators for belief updating and evidence combination and
perform three experiments where the Bayesian and credal frameworks are evaluated with respect to automated decision-making. The decision performance of
the frameworks are measured by enforcing a single decision, and allowing a set
of decisions, based on the frameworks’ belief and evidence structures. We construct anomaly detectors based on the frameworks and evaluate these detectors
with respect to maritime surveillance.
The main conclusion of the thesis is that although the credal framework
uses considerably more expressive structures to represent belief and evidence,
compared to the Bayesian framework, the performance of the credal framework
can be significantly worse, on average, than that of the Bayesian framework,
irrespective of the amount of imprecision.
Key words: High-level information fusion, belief framework, credal set theory,
Bayesian theory
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Sammanfattning
Högnivåfusion är ett forskningsområde där man studerar metoder för att uppnå en övergripande situationsförståelse för någon miljö av intresse. Syftet med
högnivåfusion är att tillhandahålla ett effektivt beslutstöd for mänskligt eller
automatiskt beslutsfattande. För att åstadkomma detta har det föreslagits att
man ska reducera osäkerhet kring beslutet genom att använda flera olika källor
av information. Det främsta verktyget för att hantera osäkerhet inom högnivåfusion är ett ramverk för att hantera evidensbaserad trolighet och evidenser
kring en given tillståndsrymd. Ett av de vanligaste ramverken som används
inom högnivåfusion för detta syfte är baserad på Bayesiansk teori. Denna teori
har dock ofta blivit kritiserad för att den använder en representation av evidensbaserad trolighet och evidenser som inte är tillräckligt uttrycksfull för att
representera vissa typer av osäkerheter. På grund av detta har en generalisering av Bayesiansk teori föreslagits, kallad “credal set theory”, där man kan
representera evidensbaserad trolighet och evidenser oprecist.
I denna avhandling undersöker vi om “credal set theory” medför mätbara
fördelar, jämfört med Bayesiansk teori, då det används som ett ramverk i högnivåfusion för automatiskt beslutsfattande, dvs. när ett beslut fattas av en algoritm. Vi karaktäriserar Bayesiansk och “credal” operator för updatering av evidensbaserad trolighet och kombination av evidenser och vi presenterar tre experiment där vi utvärderar ramverken med avseende på automatiskt beslutsfattande. Utvärderingen genomförs med avseende på ett enskilt beslut och för en
mängd beslut baserade på ramverkens strukturer för evidensbaserad trolighet
och evidens. Vi konstruerar anomalidetektorer baserat på de två ramverken
som vi sedan utvärderar med avseende på maritim övervakning.
Den främsta slutsatsen av denna avhandling är att även om “credal set theory” har betydligt mer uttrycksfulla strukturer för att representera evidensbaserad trolighet och evidenser kring ett tillståndsrum, jämfört med det Bayesianska ramverket, så kan “credal set theory” prestera signifikant sämre i genomsnitt än det Bayesianska ramverket, oberoende av mängden oprecision.
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Chapter 1

Introduction
Information fusion aims to provide decision support regarding some environment of interest based on information that has been gathered from the environment, e.g., sensor measurements. One of the main problems often encountered
when constructing such a decision support is determining the unknown state
of some specific part of the environment. In many real-world situations, the acquired information does not deterministically reveal the true state of the environment in which one is interested, i.e., there exists some uncertainty regarding
the state. In such cases, it is necessary to interpret the information as evidence
that affects one’s belief for different possibilities of the true state.
The problem of managing belief and evidence, for a set of possibilities of
the true state of some environment, is the main task of a belief framework.
Thus far, the main belief framework that has been used in information fusion is
based on Bayesian theory (Bernardo and Smith, 2000). However, such a framework relies on the assumption that one can always reflect one’s belief through
a single probability function, something that has been strongly criticized (Walley, 1991). In particular, when the state space is discrete, which is the common
case in high-level information fusion, one can argue that a discrete probability function, used in Bayesian theory for such cases, fails to adequately reflect
the information that one’s belief is based on (Walley, 1991). Therefore, an extension to Bayesian theory has been proposed, referred to as credal set theory
(Levi, 1983; Walley, 1991; Cozman, 1997, 2000, 2005), which allows one to
express belief in terms of a convex set of probability functions, also known as a
credal set (Levi, 1983). The basic idea of such an extension is that one can then
use the “size”, or imprecision, of the set to reflect the amount of information
that one’s belief is based on (Walley, 1991).
Even though credal set theory is attractive from a philosophical viewpoint,
the question of whether or not there exist measurable advantages in utilizing
such a theory as a belief framework in high-level information fusion for the
purpose of automated decision-making, i.e., when a pre-determined algorithm
performs the decision making, has so far been unsettled. In this thesis, we pur1
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sue the goal of settling this issue by empirical evaluating credal set theory with
Bayesian theory when used as belief frameworks in high-level information fusion for automated decision-making.

1.1

List of Publications

We here list the publications that the thesis is based on. For all the publications
on this list, Ronnie Johansson and Sten F. Andler are co-authors in the role
of advisors. Since publications 3 and 10 on the list constitute joint work with
researchers other than the advisors, we specifically state the contributions of
the author with respect to these publications.
1. Alexander Karlsson, Ronnie Johansson, and Sten F. Andler., Characterization and Empirical Evaluation of Bayesian and Credal Combination
Operators, Submitted to the Journal of Advances in Information Fusion
• This article includes material from papers 2 and 5 on the list and is
also based on the results of paper 4. The article constitutes a compilation of the papers where the Bayesian and credal combination
operators are now characterized and empirically evaluated in the
same article. The article also contains some new material and offers
a unified terminology of the material in the original papers.
2. Alexander Karlsson, Ronnie Johansson, and Sten F. Andler, An Empiricial
Comparison of Bayesian and Credal Combination Operators, The 13th
International Conference on Information Fusion, 2010
• In this paper (Karlsson et al., 2010b), we perform two experiments
that contain different levels of risk, and in which we measure the
performance of the Bayesian and credal combination operators by
using a simple score function that measures the informativeness of
a reported decision set. We show that the Bayesian combination operator, performed on centroids of operand credal sets, outperforms
the credal combination operator when no risk is involved in the decision problem. It is also shown that if a risk component is present
in the decision problem, a simple cautious decision policy for the
Bayesian combination operator can be constructed that outperforms
the corresponding credal decision policy. This paper forms the basis
for Chapter 7. The International Conference on Information Fusion
is the primary forum for research on information fusion. The paper was accepted for presentation at a special session on imprecise
probability (“Information Fusion by Imprecise Probabilities”).
3. Christoffer Brax, Alexander Karlsson, Sten F. Andler, Ronnie Johansson, and Lars Niklasson, Evaluating Precise and Imprecise State-Based
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Anomaly Detectors for Maritime Surveillance, The 13th International
Conference on Information Fusion, 2010
• In this paper (Brax et al., 2010), we extend the State-Based approach to anomaly detection by introducing precise and imprecise
anomaly detectors using the Bayesian and credal combination operators, where evidences over time are combined into a joint evidence. Imprecision is used to represent the sensitivity of the classification regarding an object being normal or anomalous. We evaluate
the detectors on a real-world maritime data set containing AIS data
recorded at the Swedish west coast. The results show that the credal
detectors perform slightly better than the corresponding Bayesian
detectors. This paper forms the basis of Chapter 8. The author and
Christoffer Brax have made equal contributions to this publication.
The author has been involved in the design of Bayesian and credal
evidences and experiments that evaluate the detectors. Furthermore,
the author has contributed with knowledge about how the Bayesian
and credal combination operators can be utilized in order to combine evidences over time.
4. Alexander Karlsson, Ronnie Johansson, and Sten F. Andler, An Empirical
Comparison of Bayesian and Credal Set Theory for Discrete State Estimation, International Conference on Information Processing and Management of Uncertainty in Knowledge-Based Systems (IPMU), 2010, Communications in Computer and Information Science, Volume 80, ISSN
1865-0937
• In this paper (Karlsson et al., 2010a), we present an experiment
where we compare a total of six different methods for automated
decision-making when a single decision has to be made; three based
on Bayesian theory and three on credal set theory. The results show
that Bayesian updating performed on centroids of operand credal
sets significantly outperforms the other methods. We analyze the result based on the degree of imprecision, position of extreme points,
and second-order distributions. This paper constitutes the basis for
Chapter 6. The paper was accepted for presentation at a special session on imprecise probability (“SIPTA session on imprecise probability” where SIPTA is “The Society for Imprecise Probability: Theories and Applications”).
5. Alexander Karlsson, Ronnie Johansson, and Sten F. Andler., On the Behavior of the Robust Bayesian Combination Operator and the Significance of Discounting, The 6th International Symposium on Imprecise
Probability: Theories and Applications (ISIPTA), 2009.
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• In this paper (Karlsson et al., 2009), we characterize the credal operator (referred to as the robust Bayesian combination operator in the
paper, as it was called when introduced by Arnborg (2004, 2006))
in terms of imprecision and conflict. We extend Walley’s notion of
degree of imprecision (Walley, 1991) and introduce a measure for
degree of conflict between two credal sets. We then propose a new
discounting operator for credal sets, which can be used whenever
intervals of reliability weights are available. We prove that the operator can be computed by utilizing the extreme points of these intervals and operand credal sets. This paper forms the basis for Chapter
5. The ISIPTA symposium is the primary forum for research on imprecise probability.
6. Alexander Karlsson, Ronnie Johansson, and Sten F. Andler, An Empirical Comparison of Bayesian and Credal Networks for Dependable HighLevel Information Fusion, The 11th International Conference on Information Fusion, 2008.
• In this paper (Karlsson et al., 2008b), we present an experiment that
compares Bayesian theory (in the form of a Bayesian network) to
credal set theory (in the form of a credal network) when the conditional probability tables are based on limited statistical information. Two ways of selecting an optimal action based on a credal set
were evaluated: the Γ-maximin decision schema and the maximum
entropy distribution. The material from this paper is not directly included in the thesis, since we later significantly revised the design of
the experiment. This revised version of the experiment can be found
in paper 4 on this list, which forms the basis for Chapter 6. Hence,
this paper can be regarded as preliminary work for Chapter 6.
7. Alexander Karlsson, Ronnie Johansson, Sten F. Andler. Imprecise Probability as an Approach to Improved Dependability in High-Level Information Fusion, The International Workshop on Interval/Probabilistic Uncertainty and Non-Classical Logics (UncLog), 2008, Advances in Soft Computing, Volume 46, ISSN 1860-0794
• This paper (Karlsson et al., 2008a) is partly based on paper 9 on
this list, but with an extension in which we explicitly argue that
credal set theory (in this article the term imprecise probability was
used instead) as a belief framework in high-level information fusion,
satisfies certain dependability requirements while Bayesian theory
does not. Chapter 4 is based on this paper.
8. Alexander Karlsson, Evaluating Credal Set Theory as a Belief Framework
in High-Level Information Fusion, Technical Report HS-IKI-TR-08-003,
School of Humanities and Informatics, University of Skövde, 2008
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• This report (Karlsson, 2008) constitutes a thesis proposal in which
we present a problem statement, a research question, and a number
of objectives with a corresponding methodology. Chapter 4 is based
on this report.
9. Alexander Karlsson, Dependable and Generic High-Level Information
Fusion - Methods and Algorithms for Uncertainty Management. Technical Report HS-IKI-TR-07-003, School of Humanities and Informatics,
University of Skövde, 2007.
• In this report (Karlsson, 2007), which constitutes a research proposal, we provide an overview of high-level information fusion from
an uncertainty management perspective. Furthermore, we elaborate
on dependability with respect to belief frameworks in high-level information fusion by utilizing a dependability taxonomy. Guidelines
for interpreting reliability, robustness and stability with respect to a
belief framework in high-level information fusion are presented. In
addition, we argue that more research concerning dependable belief
frameworks for high-level information fusion is needed. Chapter 4
is based on this report.
10. Henrik Boström, Sten F. Andler, Marcus Brohede, Ronnie Johansson,
Alexander Karlsson, Joeri van Laere, Lars Niklasson, Maria Nilsson,
Anne Persson, and Tom Ziemke. On the Definition of Information Fusion as a Field of Research. Technical Report HS-IKI-TR-07-006, School
of Humanities and Informatics, University of Skövde, 2007.
• This paper (Boström et al., 2007) proposes a definition for information fusion as a research field. The definition is utilized in Chapter
2. The author has been involved in the discussion regarding the definition.

1.2

Outline of Thesis

The thesis is organized as follows: in Chapter 2, a general overview of the research field of information fusion is followed by a focus on high-level information fusion. We identify two main issues that need to be addressed in high-level
information fusion: (1) belief updating and (2) evidence combination. Last, in
Chapter 2, we depict automated decision-making.
In Chapter 3, we elaborate on the main tool, denoted as a belief framework, for solving the two issues that we identified in the previous chapter. An
overview of some common belief frameworks that have been utilized in highlevel information fusion is provided. This is followed by a detailed description
of how Bayesian and credal set theory can be composed as belief frameworks
for solving the belief updating and evidence combination issues.
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In Chapter 4, we argue that credal set theory as a belief framework for highlevel information fusion can represent a specific type of uncertainty, denoted
reducible uncertainty, in a more convincing way than Bayesian theory. Based
on this line of reasoning, a research question and a number of objectives for the
thesis are presented.
In Chapter 5, we present a number of measures that we use for characterizing the behavior of the Bayesian and credal frameworks in terms of imprecision
and conflict. A number of simple examples are provided for this purpose. In
addition, a way of accounting for the reliability of information sources (e.g.,
sensors) is described and exemplified.
In Chapter 6, we are interested in exploring if there exist any advantages in
utilizing credal set theory for belief updating when a single decision is needed.
An experiment that compares credal set theory with Bayesian theory with respect to such a single decision is elaborated on in detail.
In Chapter 7, we design an experiment for the purpose of evaluating Bayesian and credal set theory when a number of sources report evidences regarding
some unknown state and where there exists a conflict among these sources. In
the experiment, we allow a decision set as output. We consider two cases, one
with a risk component and one without.
In Chapter 8, we evaluate the Bayesian and credal belief frameworks with
respect to a real-world application scenario, namely, anomaly detection within
maritime surveillance. Bayesian and credal anomaly detectors are constructed
on the basis of the corresponding belief frameworks. We design an experiment,
where we introduce anomalies in real-world data, which we then use to evaluate the anomaly detectors.
In Chapter 9, we describe research which have addressed a research question somewhat similar to the one presented in Chapter 4.
Finally, in Chapter 10, the main conclusions that can be drawn from the
thesis are discussed. We state the contributions and provide some ideas for
future research.

Chapter 2

High-Level Information Fusion
Information fusion is a research field mainly concerned with exploiting information, most often from different types of sources, in order to improve
decision-making. The research field can be divided into two parts: low and
high-level information fusion. Most of the research, so far, has concerned lowlevel information fusion, e.g., signal processing, while high-level information
fusion, where the main aim is to obtain an understanding of the current situation, has been comparatively uncharted.
In this chapter, we elaborate on high-level information fusion. The chapter is
organized as follows: in Section 2.1, we provide an overview of information fusion and define what low and high-level information fusion constitutes. In Section 2.2, we explain how uncertainty is related to high-level information fusion.
In addition, two main issues are identified within high-level information fusion,
denoted as belief updating and evidence combination, which are described in
Section 2.3. This is followed by an elaboration on automated decision-making
in Section 2.4. Finally, in Section 2.5, a summary of the chapter is provided.

2.1

Information Fusion

The research field of information fusion (IF) can be defined as follows (Boström
et al., 2007):
“Information fusion is the study of efficient methods for automatically or semi-automatically transforming information from different sources and different points in time into a representation that
provides effective support for human or automated decision-making.”
Although this definition is quite broad, the main goal is clear, namely to find
representations that enable good decisions to be made. In addition to the above
definition, there are a number of conceptual models that state the main focus
of different subfields of IF. The most commonly used such a model is the JDL
(Joint Directors of Laboratories) model, shown in Figure 2.1, which depicts
7
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Low-level IF
Level 0
Signal/Feature
Assessment

High-level IF

Level 1
Entity
Assessment

Level 2
Situation
Assessment

Level 3
Impact
Assessment

Human or automated
decision making

Environment
of interest

Level 4
Process
Assessment

Figure 2.1: The revised JDL model, adapted from Steinberg and Bowman (2009)

these sub-fields as a set of functions, which (somewhat misleadingly) have been
denoted as “Levels”. Let us describe the different sub-fields of IF on the basis
of the various different versions of the JDL model that have been proposed
(Steinberg and Bowman, 2009; Steinberg et al., 1999; Llinas et al., 2004). Each
level is exemplified with a scenario from maritime surveillance (Brax et al.,
2010).
• Level 0 – Signal/Feature Assessment. The main concern at this level is to
detect a signal that corresponds to a physical entity in the environment
and to extract features from this signal based on sensor measurements.
In our example domain of maritime surveillance, this level can, for instance, concern detecting signals corresponding to vessels based on radar
measurements.
• Level 1 – Entity Assessment. The main problem, at this level, is to estimate
the state of a single entity based on the signal and features from Level
0. In our maritime surveillance domain, where the entities are different
types of vessels, the states of interest are usually position, velocity, and
heading. The typical problem here is filtering the obtained measurements
from noise in the environment. Hence, the main techniques used at this
level are different types of filtering algorithms (see e.g., (Arulampalam
et al., 2002)).
• Level 2 – Situation Assessment. The main concern in Situation Assessment
is to estimate states that in some sense constitute a higher-level description of the current situation. Exactly which states constitute such a description is largely dependent on the type of decisions one can perform in
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order to affect the environment of interest. The main difference between
the states one is interested in at this level, in comparison to the former,
i.e., Level 1 – Entity Assessment, is that the states are at a higher level of
abstraction and usually not directly measurable (Hinman, 2002). For this
reason, these states are most often discrete, which should be seen in contrast to the states at Level 0 and Level 1, which are typically continuous.
In our example scenario of maritime surveillance, one common approach
for situation assessment is to perform what is referred to as anomaly detection (see e.g., (Brax et al., 2010)). The basic idea is that one builds a
model of what is considered to be normal and, based on this, identifies
which vessels that differ from this normal behavior, i.e., which vessels are
anomalies. The idea behind this is that anomalous vessels can potentially
be involved in various criminal activities such as smuggling.
• Level 3 – Impact Assessment. The main issue at this level is assessing how
different decisions affect the environment of interest. Based on the former
level, i.e., Level 2 – Situation Assessment, one evaluates which decision
that is most likely to achieve a certain goal. In our example scenario of
maritime surveillance, such a decision can, for instance, concern dispatching the coast guard to investigate anomalous vessels.
• Level 4 – Process Assessment. The aim of this level is to adjust parameters of the fusion process, e.g., parameters in different types of algorithms, in order to achieve optimal performance with respect to the goal
of the fusion process. In maritime surveillance, these parameters may, as
an example, concern thresholds that determine the sensitivity of anomaly
detectors.
Let us further categorize the above levels into two main categories of IF, which
we will call low-level information fusion and high-level information fusion:
Definition 2.1. (Low and High-level information fusion) Low-level information fusion (LLIF) refers to Levels 0 and 1 in the JDL model, while high-level
information fusion (HLIF) refers to Levels 2 and 3.
We regard Level 4 – Process Assessment – to be related to all of the levels
and have therefore chosen not to include it in our definition of HLIF (cf (Llinas
et al., 2004)). It should be noted that there is no sharp line between LLIF and
HLIF. However, when reading through the literature on HLIF (Steinberg, 2009;
Das, 2008; Steinberg and Bowman, 2009; Pavlin and Nunnink, 2006; Das and
Lawless, 2002; Rogova et al., 2006, 2005; Svensson, 2006) one can see some
common characteristics. As already stated, in LLIF, the main issue is to determine states that can be physically measured (Hinman, 2002), while in HLIF,
these states are typically not directly measurable, i.e., the states are more abstract in nature. The reason for considering such types of states in HLIF is that
the aim is to obtain an overall understanding of the current situation. Such an
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understanding is often named situation awareness, defined by Endsley (2000)
in the following way:
"Situation awareness is the perception of the elements in the environment within a volume of time and space, the comprehension of
their meaning and a projection of their status in the near future."
In the above citation, the term “elements” is equivalent of entity in the JDL
model. Let us now concentrate on HLIF throughout the remainder of this chapter.

2.2

Uncertainty

From the JDL model, in the previous section, we see that the word “estimation” appears in both of Level 2 – Situation Assessment and Level 3 – Impact
Assessment, suggesting that there are cases for which particular states of an
environment cannot be determined with certainty, i.e., there exists uncertainty
regarding the states. In fact, reducing uncertainty has been identified as one of
the main goals of an information fusion system (Bossé et al., 2006). The reason
for the presence of uncertainty in HLIF is most often due to the inability to
make direct observations of some of the states one is interested in (Arnborg,
2006).
Let us denote any generic state of some aspect of the environment of interest
by a discrete random variable X, i.e., a variable for which we are uncertain
about the true instantiation. Let the set of possible instantiations of X, usually
referred to as a state space or possibility space, be denoted by ΩX , where ΩX
is discrete and finite, and let x ∈ ΩX . Assume that there exists some other
variable Y which is observable in the environment and which relates to X in
the sense that if one has observed y (i.e., y is the true instantiation of Y ) then
some information has been gained about X. If there is a deterministic relation
between X and Y , then one can eliminate the uncertainty regarding X by an
observation y. If this strong relation does not hold, which is usually the case
in HLIF, one needs to find alternative ways of utilizing the observation. One
common way of doing so is to interpret the observation y as being evidence
for some states in the state space ΩX , which affects one’s belief regarding X
(Halpern and Fagin, 1992). This is the basis of what we will refer to as a belief
framework, which we will further elaborate on in Chapter 3.
There are many ways of categorizing different types of uncertainty (see
(Jousselme et al., 2003) for an overview). Let us focus on two main such categories, relevant for the belief frameworks that we consider in the thesis, namely:
(1) irreducible and (2) reducible uncertainty (Parry, 1996; Oberkampf et al.,
2004; O’Hagan and Oakley, 2004). As the name suggests, irreducible uncertainty cannot be eliminated, regardless of the amount of information one has
obtained about the environment where the uncertainty is present. Irreducible
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uncertainty is also known as aleatory uncertainty, and can be considered as inherent randomness in the environment. A common way to handle this type of
uncertainty is to utilize a probability function (which we define in the following
section) as a representation of one’s belief.
Reducible uncertainty (Parry, 1996; Oberkampf et al., 2004; O’Hagan and
Oakley, 2004), on the other hand, can be reduced if more information is obtained about the environment one is interested in. This type of uncertainty is
therefore also known as epistemic uncertainty, which means uncertainty due to
a lack of knowledge or information. Handling reducible uncertainty is not as
straightforward as in the case of irreducible uncertainty. For example, a probability function as a representation of one’s belief has often been criticized for
not being able to adequately reflect reducible uncertainty (Walley, 1991) (we
will elaborate more on this aspect in Chapter 4).

2.3

Belief and Evidence

The term Belief (see e.g., (Bernardo and Smith, 2000; Finetti, 1990; Walley,
1991)) is fundamental when dealing with uncertainty within HLIF. Belief is expressed via a mathematical structure that we will refer to as a belief structure
throughout the thesis. The most obvious example of such a structure is the commonly used probability function. One’s belief regarding some random variable
X is affected by evidence, e.g., an observation that reveals something about X.
We will use the term evidence structure for the mathematical structure used to
represent evidence. Without going into further detail on the different types of
belief and evidence structures, we here define two main issues (Halpern and
Fagin, 1992): (1) belief updating and (2) evidence combination, when dealing
with uncertainty in HLIF.

2.3.1

Belief Updating

Assume that one is interested in determining the value of a random variable X.
Let α(X) denote our belief regarding the true state of X, where α(X) is formulated in terms of some belief structure. Now, assume that one is able to determine the state of another random variable Y to be y, i.e., y is an observation
from the environment of interest. Let βX (y) denote the evidence, formulated
in some evidence structure, provided by y with respect to X. Then in order to
account for this new piece of evidence, one needs to define an operator that
takes α(X) and βX (y) as operands and returns new belief α (X) (Halpern and
Fagin, 1992; Bernardo and Smith, 2000). Put in another way, the belief before
obtaining the observations y, i.e., α(X), should be updated to new belief α (X)
that takes the evidence provided by y into account. Let us formally define such
an updating as belief updating:
Definition 2.2. (Belief Updating) Belief updating is defined as the determination of belief α (X) given belief α(X) and evidence βX (y), where α(X) and
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α (X) are formulated in the same belief structure and βX (y) in some evidence
structure, and where y ∈ ΩY is an observation.

2.3.2

Evidence Combination

Consider the same setting as in the case of updating, i.e., we want to determine
the state of some random variable X. Assume that there exist two random
variables Y1 and Y2 which we have been able to determine to y1 and y2 , and
which constitute evidence βX (y1 ) and βX (y2 ) with respect to X. In such cases,
it can be desirable to combine both evidences into a joint evidence (Halpern
and Fagin, 1992; Shafer, 1976), denoted βX (y1 , y2 ), which one can then later
use to update one’s belief. Let us formally define such a construction of a joint
evidence as evidence combination:
Definition 2.3. (Evidence Combination) Evidence combination is defined as the
determination of the joint evidence βX (y1 , y2 ), based on evidences βX (y1 ) and
βX (y2 ), where all evidences are formulated in the same evidence structure.
The combination of evidence is suitable in environments where a number
of different sources exist and one does not want to take the prior belief of the
sources into account, i.e., the sources are only “evidence providers” for some
random variable. One important issue that needs to be addressed when evidences are combined, is to what extent they are independent. As an example,
if two sources report evidences, formulated in the same way and based on the
same observation, the joint evidence, based on the sources’ evidences, will be
incorrectly biased towards some state because one has double counted the actual evidence.

2.4

Automated Decision-Making

As mentioned earlier, the overall purpose of IF is to support human or automated decision-making (Boström et al., 2007). In this thesis, we only consider
automated decision-making, i.e., no human is involved in the actual decision
process. Instead the decision is made by a pre-determined algorithm. In HLIF,
such an algorithm should naturally be based on the belief α(X) or joint evidence βX (y1 , y2 ) within the belief framework being used. We will only consider
automated decision-making regarding a discrete random variable X where we
allow a set of states D ⊆ ΩX , denoted as a decision set, as output from an
algorithm. Naturally, if the decision set D is singleton and contains the true
state, such a decision set is more preferred than if it were non-singleton and
contained the true state. However, even if the latter is the case, such a decision
set is still more preferable than a set that does not contain the true state at all.
Let us now formally define automated decision-making based on HLIF:
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Definition 2.4. (Automated Decision-Making) Automated decision-making, based on high-level information fusion, is defined as the determination of a decision set D ⊆ ΩX by an algorithm that utilizes the belief or evidence structure
within the belief framework.
Note that a non-singleton decision set D can be used as an indication of
a lack of information for deciding on a single state (Walley, 1991). In such
cases, depending on the application at hand, one can consider “gather more
information” as an option in order to obtain a singleton decision set. In this
thesis, however, we will not consider this option, i.e., we assume that as much
information as possible have already been gathered or that further information
is not possible to gather due to some constraint (e.g., a real-time constraint on
implementing a decision).

2.5

Summary

In this chapter, we have elaborated on high-level information fusion based on
the JDL model. We highlighted that one of the problems within high-level information fusion is being able to deal with uncertainty. Consequently, uncertainty was elaborated on by depicting two main types, namely irreducible and
reducible uncertainty. We highlighted the important concepts of belief and evidence, and their relation with each other and with uncertainty. Two main issues
were identified within high-level information fusion: (1) belief updating and (2)
evidence combination. In belief updating, we want to update our prior belief
when new evidence from the environment has been obtained, while in evidence
combination, we want to formulate a joint evidence, based on independent
pieces of evidence. In addition, the meaning of automated decision-making has
been defined with respect to high-level information fusion, i.e., when an algorithm returns a decision set using the belief framework’s belief or evidence
structure.

Chapter 3

Belief Frameworks
In the previous chapter, we identified two main issues that need to be dealt with
in high-level information fusion: belief updating (Definition 2.2) and evidence
combination (Definition 2.3). The main tool for resolving these issues is a belief
framework consisting of structures to represent belief and evidence as well as
operators to carry out belief updating and evidence combination.
In this chapter, we elaborate on how Bayesian and credal set theory can
be used as a belief framework in high-level information fusion. The chapter is
organized as follows: in Section 3.1, an overview of existing theories commonly
used as belief frameworks within high-level information fusion is presented. In
Section 3.2 and 3.3, we elaborate in detail on how Bayesian and credal set
theory can be utilized as a belief framework in high-level information. Lastly,
in Section 3.4, we provide a summary of the chapter.

3.1

Overview of Belief Frameworks

There exist two main theories that are commonly utilized as belief frameworks
in high-level information fusion (HLIF): Bayesian theory (Bernardo and Smith,
2000) and evidence theory (also known as Dempster-Shafer theory) (Shafer,
1976). The main difference between these two theories lies in the belief (and
evidence) structure. In Bayesian theory, the belief structure is represented by
a singleton probability function, while in evidence theory the corresponding
structure, denoted as a mass function, is a structure that is equivalent to a set of
probability functions (Arnborg, 2004, 2006). For this reason, evidence theory
belongs to a family of theories commonly referred to as imprecise probability
(Walley, 2000).
Although the literature on evidence theory in the IF community is extensive, the theory has not become the standard framework in the same sense as
Bayesian theory. We think there are two main reasons for this. The first is that
there is a lack of guidelines for how the mass functions should be constructed.
The second reason concerns the large number of combination operators, i.e.,
15
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operators for evidence combination, that have been proposed. Combination
operators have usually been introduced to counteract counter-intuitive results
of other operators, for some particular example, e.g., Zadeh’s example (Zadeh,
1984).
The belief framework that we focus on in this thesis, i.e., credal set theory,
also belongs to imprecise probability, since it is based on sets of probability
functions. The reason for focusing on credal set theory is mainly because it
constitutes a straightforward generalization of Bayesian theory to imprecise
probability. In fact, using singleton sets in credal set theory is equivalent to
Bayesian theory.

3.2

Bayesian Theory

Bayesian theory (Bernardo and Smith, 2000; Gelman et al., 2004) is one of
the most commonly used theories for a belief framework in HLIF. It is based
on two basic assumptions: the belief structure should be a probability function,
and what is referred to as Bayes’ theorem should be utilized for belief updating.
As we will reveal in Section 3.2.2, Bayes theorem can also be utilized in order
to perform evidence combination. Let us formally define what constitutes a
probability function (Råde and Westergren, 1998):
Definition 3.1. (Probability Function) A probability function p(X) for a discrete random variable X with a state space ΩX satisfies the following axioms:
p(∅) = 0
p(ΩX ) = 1

(3.1)
(3.2)

(A, B ⊆ ΩX ) ∧ (A ∩ B = ∅) ⇒ p(A ∪ B) = p(A) + p(B) .

(3.3)

Representing belief by a probability function is often depicted by using a
betting situation regarding X (Finetti, 1990; Walley, 1991). The basic idea is to
define a gamble g(X) that is dependent on the true value of X, i.e., an uncertain
reward. As an example, let us define a simple gamble g(X), ΩX = {x1 , x2 },
where:

1 if x1 is the true state of X
g(X) 
.
(3.4)
0 otherwise
Probability as a reflection of belief regarding X can now be interpreted as the
fair price p(g(X)) for which one is willing to both sell and buy the gamble g(X).
Obviously, if we possess strong evidence for x1 and own the gamble g(X), then
we should only be willing to sell it for a price p(g(X)) close to one since we
“expect” to obtain a reward of one from it, i.e., the probability p(g(X)) is high.
Moreover, if there exists strong counter evidence against x1 and we do not own
the gamble g(X), then it is only reasonable to buy the gamble g(X) for a low
price p(g(X)) close to zero, since we “expect” to receive a zero reward from it.
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Note that since g(X) ∈ {0, 1}, it is only reasonable to buy or sell the gamble for
a price p(g(X)) ∈ [0, 1], hence, p(g(X)) assumes a probability value. We can
now construct the following probability function as a reflection of our belief
for X:
p(x1 ) = p(g(X))
p(x2 ) = 1 − p(g(X)) .

3.2.1

(3.5)

Belief Updating

Before deriving Bayesian belief updating, the concept of a joint probability
function needs to defined. Let X and Y be random variables over state spaces
ΩX and ΩY , respectively. If one wants to formulate a probability function over
the join state space:
(3.6)
ΩX×Y  ΩX × ΩY ,
one can do so by using the following definition:
Definition 3.2. (Joint Probability Function) The joint probability function over
the state space ΩX×Y is defined as:
p(X, Y )  p(X|Y )p(Y ),

(3.7)

where p(X|Y ) is a probability function over ΩX conditioned on Y .
By using Definition 3.2, we can derive Bayesian belief updating, commonly
known as Bayes’ theorem (Bernardo and Smith, 2000):
p(X, y)
p(y)
p(y|X)p(X)
=
p(y)
p(y|X)p(X)
= 
p(y, x)

p(X|y) =

(3.8)

x∈ΩX

p(y|X)p(X)
.
= 
p(y|x)p(x)
x∈ΩX

Bayesian belief updating can now be defined (Bernardo and Smith, 2000):
Definition 3.3. (Bayesian Belief Updating) Bayesian belief updating is defined
as:
p(y|X)p(X)
,
(3.9)
p(X|y)  
p(y|x)p(x)
x∈ΩX
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where p(X|y) is referred to as the posterior probability function, p(y|X) as the
likelihood function, and p(X) as the prior probability function.

Let us comment on the case when the denominator x∈ΩX p(y|x)p(x) = 0.
The case implies that the prior and likelihood are such that at least one of
them is zero for every x ∈ ΩX , which is exceptional in any properly modeled
system. The exact way of dealing with such an exceptional case is application
dependent (however, one way that can always be used to resolve such a problem
is by utilizing the Bayesian discounting operator, which we will describe in
Section 5).
Let us map Definition 3.3 to Definition 2.2 that describes the different
components involved in belief updating. The probability functions p(X) and
p(X|y), representing our prior and posterior belief are mapped, in a straightforward way, to α(X) and α (X), respectively. Therefore the likelihood function p(y|X) must be representing the evidence provided by y, i.e., it is mapped
to βX (y) in Definition 2.2. Note that there is no requirement that:

p(y|x) = 1,
(3.10)
x∈ΩX

hence, the evidence structure used in Bayesian theory is not in general a probability function.

3.2.2

Evidence Combination

We here utilize Bayes’ theorem in order to derive an operator for Bayesian
evidence combination. The derivation has been inspired by Arnborg (2004,
2006). Assume that two sources have determined the random variables Y1 and
Y2 to y1 and y2 , respectively. Then, if one wants to perform belief updating
based on y1 and y2 , one can utilize Bayes’ theorem in the following way:
p(y1 , y2 |X)p(X)
p(X|y1 , y2 ) = 
.
p(y1 , y2 |x)p(x)

(3.11)

x∈ΩX

We see that the posterior belief p(X|y1 , y2 ) is affected by evidence in the form
of a joint likelihood function p(y1 , y2 |X). Now, before we can derive an operator for Bayesian evidence combination, it is necessary to elaborate on the
important concept of independence between random variables (Bernardo and
Smith, 2000):
Definition 3.4. (Independence) The random variables X1 and X2 are said to be
independent of each other if the following holds:
p(X1 , X2 ) = p(X1 )p(X2 ) .

(3.12)
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Similarly, X1 and X2 are said to be conditionally independent given X3 , if:
p(X1 , X2 |X3 ) = p(X1 |X3 )p(X2 |X3 ) .

(3.13)

Intuitively, independence between variables means that knowing one of them
does not affect our belief regarding the other. By using Definition 3.4, we can
now define the meaning of independent evidences. The same definition has previously been utilized in order to define distinctness of evidences in variants of
evidence theory (Smets, 2006).
Definition 3.5. (Bayesian Independent Evidences) Two pieces of evidence in
the form of likelihood functions, i.e., p(y1 |X) and p(y2 |X), are independent
iff Y1 and Y2 are conditionally independent given X (see Definition 3.4), i.e.
p(Y1 , Y2 |X) = p(Y1 |X)p(Y2 |X).
One can now simply derive a method for Bayesian evidence combination from
the above definition by:
p(y1 , y2 |X)  p(y1 |X)p(y2 |X) .

(3.14)

The above equation is a valid Bayesian method for performing evidence combination according to Definition 2.3, since the evidence structure, i.e., a likelihood function, is the same for both p(yi |X), i ∈ {1, 2}, and the joint evidence
p(y1 , y2 |X). However, it can be convenient to transform the joint evidence into
the same structure as in the case of belief updating, i.e., a probability function,
since the same algorithm for both belief updating and evidence combination
can then be used. Furthermore, if one has made a long series of observations
y1 , . . . , yn , the joint evidence p(y1 , . . . , yn |X)  p(y1 |X) . . . p(yn |X) monotonically decreases (with the exception p(y1 |x) = . . . = p(yn |x) = 1 for some state
x ∈ ΩX ), which can be a problem when implemented in an operational system.
Let us therefore elaborate on how one can transform Equation (3.14) into a
form that uses probability functions solely:
p(y1 , y2 |X)p(X)
p(X|y1 , y2 ) = 
p(y1 , y2 |x)p(x)
x∈ΩX

p(y1 |X)p(y2 |X)p(X)
= 
p(y1 |x)p(y2 |x)p(x)
x∈ΩX

p(y1 |X)
p(y2 |X)


p(X)
p(y1 |x)
p(y2 |x)
=

x∈ΩX

⎛

x∈ΩX

(3.15)
⎞ .

 ⎜ p(y1 |x)
⎟
p(y2 |x)
⎜ 

p(x)⎟
⎠
⎝
p(y1 |x)
p(y2 |x)
x∈ΩX
x∈ΩX

x∈ΩX
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Let us introduce the following notation:
p(yi |X)
p̂(yi |X)  
,
p(yi |x)

(3.16)

x∈ΩX

i.e., p̂(yi |X), i ∈ {1, 2}, are normalized likelihood functions. We then obtain
that the right hand side of Equation (3.15) is equivalent to:
p̂(y1 |X)p̂(y2 |X)

p(X)
p̂(y1 |x)p̂(y2 |x)

p̂(y1 |X)p̂(y2 |X)p(X)
x∈ΩX

= 
.
p̂(y1 |x)p̂(y2 |x)
p̂(y1 |x)p̂(y2 |x)p(x)

p(x)
x∈ΩX
p̂(y1 |x)p̂(y2 |x)
x∈ΩX

(3.17)

x∈ΩX

Equations (3.15) and (3.17) reveal that the joint likelihood function p(y1 , y2 |X)
yields the same posterior belief as the expression:
p̂(y1 |X)p̂(y2 |X)

,
p̂(y1 |x)p̂(y2 |x)

(3.18)

x∈ΩX

i.e., p(y1 , y2 |X) and the above expression constitute equivalent evidences. Based
on this line of reasoning, we can now define Bayesian evidence combination
(Arnborg, 2004, 2006):
Definition 3.6. (Bayesian Evidence Combination) Bayesian evidence combination is defined as:
p̂(y1 |X)p̂(y2 |X)
p̂(y1 , y2 |X)  
,
p̂(y1 |x)p̂(y2 |x)

(3.19)

x∈ΩX

where p̂(yi |X), i ∈ {1, 2}, are independent evidences in the form of normalized
likelihood functions (i.e., probability functions).
Note that p̂(yi |X), i ∈ {1, 2}, and p̂(y1 , y2 |X) use the same evidence structure,
i.e., a probability function, thus satisfying Definition 2.3.

3.2.3

Generalization – The Bayesian Operator

From Definitions 3.3 and 3.6, we see that both definitions are based on the
same basic operator, i.e., an operator that normalizes the product of two functionals. Let us define this basic operator as the Bayesian operator (Arnborg,
2004, 2006):
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Definition 3.7. (Bayesian Operator) The Bayesian operator is defined as:
f1 (X)f2 (X)
ΦB (f1 (X), f2 (X))  
,
f1 (x)f2 (x)

(3.20)

x∈ΩX

where fi : ΩX → [0, 1], i ∈ {1, 2}.
Note that the operator is associative and commutative. One important property of the Bayesian operator is that it can be computed recursively, if several
operand functions are available. This is particularly attractive from an information fusion perspective where one most often obtains operands at different
points in time (e.g., evidences based on sensor measurements).
Theorem 3.1.
ΦB (ΦB ( . . . ΦB (f1 (X), f2 (X)) . . . ,
f1 (X) . . . fn (X)
fn−1 (X)), fn (X)) = 
f1 (x) . . . fn (x)

(3.21)

x∈ΩX

Proof. The proof is by induction. Let us introduce the following shorthand
notation:
f1:n (X)  ΦB (ΦB (. . . ΦB (f1 (X)f2 (X)) . . . , fn−1 (X)), fn (X)) .
The base case:

f1 (X)f2 (X)
f1:2 (X) = 
,
f1 (X)f2 (X)

(3.22)

(3.23)

x∈ΩX

holds by Definition 3.7. Let the induction hypothesis be:
f1 (X) . . . fn−1 (X)
.
f1:n−1 (X) = 
f1 (x) . . . fn−1 (x)

(3.24)

x∈ΩX

We need to show that such assumption implies:
f1 (X) . . . fn (X)
.
f1:n (X) = 
f1 (x) . . . fn (x)

(3.25)

x∈ΩX

We have that:
f1:n−1 (X)fn (X)
f1:n (X) = 
.
f1:n−1 (x)fn (x)
x∈ΩX

(3.26)
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By using the induction hypothesis in Equation (3.24), the right hand side of
Equation (3.26) becomes:
f1 (X) . . . fn−1 (X)

fn (X)
f1 (x) . . . fn−1 (x)
x∈ΩX



x∈ΩX

f1 (x) . . . fn−1 (x)

fn (x)
f1 (x) . . . fn−1 (x)

f1 (X) . . . fn (X)
= 
.
f1 (x) . . . fn (x)

(3.27)

x∈ΩX

x∈ΩX

By Equations (3.23) – (3.27), the proof is complete.

3.2.4

Automated Decision-Making

The Bayesian approach to automated decision-making, as defined by Definition
2.4, is simply to select a state for which there exists no other state with a higher
probability, i.e., select a state from the following set:
DB (p(X))  {xi ∈ ΩX : (∀xj ∈ ΩX )(p(xi ) ≥ p(xj ))} ,

(3.28)

where DB (p(X)) is an operator that returns the set of all optimal states with
respect to a probability function p(X).

3.3

Credal Set Theory

Credal set theory (Cozman, 1997, 2000, 2005; Levi, 1983) is a generalization
of Bayesian theory, in which one acknowledges that there might be more than
one reasonable function to represent belief and evidence. As a consequence, one
is allowed to adopt a closed convex set of such functions1 , commonly referred
to as a credal set2 . Let us start with the definition of a closed set of likelihood
or probability functions (Råde and Westergren, 1998).
Definition 3.8. (Closed Set) Let G(X) be the set of mappings from ΩX to the
unit interval [0, 1], i.e.:
G(X)  {g(X) : (∀x ∈ ΩX )(g(x) ∈ [0, 1])} .

(3.29)

Let us define the set:
B(g(X), )  {h(X) : ||g(X) − h(X)|| < ,
g(X), h(X) ∈ G(X)},

(3.30)

1 The reason for adopting a convex set, instead of any finite point set, is because upper and lower
bounds on marginal probabilities are equivalent for the point set and convex-hull of the point set.
2 We slightly abuse terminology here by also denoting a convex set of likelihood functions as
a credal set. In previous papers (Cozman, 2000, 2005), one has only used the term, credal set, to
mean a convex set of probability functions.
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where  ∈ R+ and || · || is the Euclidean norm, i.e:
||g(X)|| 



(g(x))2 .

(3.31)

x∈ΩX

Let F (X) ⊆ G(X), i.e., F (X) can be a set of probability or likelihood functions. Then F (X) is closed iff:
(∀g(X) ∈ G(X))(∀ > 0)((B(g(X), ) ∩ F(X) = ∅)∧
(B(g(X), ) ∩ F(X) = ∅)) ⇒ g(X) ∈ F(X),

(3.32)

where F (X) denotes the complement of F (X).
A convex set of probability or likelihood functions is defined as (Råde and
Westergren, 1998):
Definition 3.9. (Convex Set) Let F (X) ⊆ G(X) where G(X) is defined by Equation (3.29). Then F (X) is convex iff:
(∀f1 (X), f2 (X) ∈ F(X))(∀λ ∈ [0, 1]) ⇒
λf1 (X) + (1 − λ)f2 (X) ∈ F(X) .

(3.33)

By using the above definitions, we are now ready to define credal sets (Cozman,
1997; Levi, 1983):
Definition 3.10. (Credal Set) A credal set F c (X) is a closed convex set of probability functions, denoted P(X), or a closed convex set of likelihood functions,
denoted P(y|X).
Similarly to the Bayesian case (see Section 3.2), one can explain the representation of belief by a credal set in a betting context. Assume that we have the
same gamble as defined by Equation (3.4), i.e., g(X). Then, in contrast to the
Bayesian case where it was necessary to specify a fair price p(g(X)), i.e., a
single probability, one here relaxes such a requirement by allowing a set of reasonable prices, i.e., a set of probabilities (Walley, 1991). Now, if we own the
gamble g(X), we can specify a lower limit p↓ (g(X)) on a price for which we
are willing to sell the gamble g(X), i.e., an upper probability. Furthermore,
we can specify an upper limit p↑ (g(X)) on a price for which we are willing
to buy the gamble g(X), i.e., a lower probability. Note that there is an interval [p↑ (g(X)), p↓ (g(X))] of prices where our behavior in terms of buying and
selling g(X) is undetermined. A credal set can now be constructed by:
P(X) =

p(X) : p↑ (g(X)) ≤ p(x1 ) ≤ p↓ (g(X)), p(x2 ) = 1 − p(x1 )

. (3.34)
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We see that the interval [p↑ (g(X)), p↓ (g(X))] completely determines the “size”
of P(X), i.e., the imprecision. The idea behind the imprecision is that it reflects
some lack of information necessary to determine a fair price3 (Walley, 1991).
One important concept within credal set theory is the convex hull of a set
(Andréasson et al., 2005):
Definition 3.11. (Convex Hull) Let G(X) be defined by Equation (3.29) and
F (X) ⊆ G(X). Then the convex hull of F (X), denoted CH(F (X)), is the
smallest convex set that contains F (X).
When the set F (X) in the above definition is finite, the convex hull can be
explicitly expressed as:
 n
n


λi fi (X) :
λi = 1, |F(X)| = n,
CH(F (X)) =
i=1

i=1



(∀i ∈ {1, . . . , n})(λi ≥ 0, fi (X) ∈ F(X))

(3.35)
.

By utilizing the convex hull, we can define a particular type of credal set denoted
as a credal polytope (Andréasson et al., 2005):
Definition 3.12. (Credal Polytope) A credal polytope F p (X) ⊆ G(X) is defined
as:


(3.36)
F p (X)  CH g1 (X), . . . , gn (X) ,
where {g1 (X), . . . , gn (X)} ⊂ G(X) is a finite set and where G(X) is defined by
Equation (3.29).
An interesting feature of a credal polytope is that it has a finite number of
extreme points where an extreme point is defined as follows (Andréasson et al.,
2005):
Definition 3.13. (Extreme Point) An element f (x) ∈ F c (X), where F c is a
credal set, is called an extreme point of F c (X) if f (x) = λf1 (x) + (1 − λ)f2 (x),
λ ∈ (0, 1) then f (x) = f1 (x) = f2 (x).
Definition 3.14. (Set of Extreme Points) Let E(F c (X)) denote the set of all
extreme points of the credal set F c (X).
It can be shown (Andréasson et al., 2005, Lemma 3.13) that the set of extreme
points of a credal polytope can be found in the finite point set on which it is
based, i.e., if we have a credal polytope:


(3.37)
F p (X)  CH g1 (X), . . . , gn (X) ,
3 In addition to this interpretation of imprecision, there also exists what is referred to as the
sensitivity interpretation, also known as robust Bayesian theory (Berger, 1985, 1994; Insua and
Ruggeri, 2000). The main idea in robust Bayesian theory is to study the sensitivity of the posterior
with respect to small perturbations of the likelihood and prior.
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then the following holds:


E(F p (X)) ⊆ g1 (X), . . . , gn (X) .

(3.38)

Since the set {g1 (X), . . . , gn (X)} is finite, it follows that the credal polytope
has a finite number of extreme points. This property of a credal polytope, i.e.,
that the set E(F p (X)) is finite, is attractive because (Andréasson et al., 2005,
Proposition 3.14):
(3.39)
F p (X) = CH(E(F p (X))),
i.e., it suffices to maintain a finite number of extreme points in order to represent the credal polytope. In this thesis, we only consider credal sets in the form
of credal polytopes.
Lastly, let us elaborate on one particular credal set which we will refer to
as a probability simplex, and denote by P ∗ (X). The probability simplex is the
credal set that contains all probability functions for a given state space ΩX , i.e.:
Definition 3.15. (Probability Simplex) A credal set P ∗ (X) defined over a state
space ΩX , where |ΩX | = n, is referred to as a probability simplex, denoted by
P ∗ (X), iff:



∗
p(x) = 1 .
(3.40)
P (X) = p(X) : (∀x ∈ ΩX )(0 ≤ p(x) ≤ 1),
x∈ΩX

Geometrically, the probability simplex P ∗ (X) with |ΩX | = n
be thought of
can
n
as the intersection of a hypercube [0, 1]n and a hyperplane i=1 xi = 1 where
xi denotes the ith component of x ∈ Rn . The probability simplex is equivalent
to the following credal polytope:

P ∗ (X) = CH {p1 (X), . . . , pn (X)} : (∀i, j ∈ {1, . . . , n})(
i = j ⇒ pi (xj ) = 1,
i = j ⇒ pi (xj ) = 0,

xj ∈ ΩX )} .

3.3.1

(3.41)

Belief Updating

Belief updating in credal set theory is a straightforward generalization of the
Bayesian counterpart, where one utilizes credal sets instead of a single probability and likelihood functions. In order to enforce a posterior that is a credal
set, it is necessary to utilize the convex hull. Credal belief updating can be defined as (Arnborg, 2006; Cozman, 1997):
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Definition 3.16. (Credal Belief Updating) Credal belief updating is defined as:

P(X|y)  CH ΦB (p(y|X), p(X)) :

(3.42)
p(y|X) ∈ P(y|X), p(X) ∈ P(X) ,
where ΦB is the Bayesian operator (Definition 3.7), P(X|y) is the posterior
credal set, P(y|X) is a credal set of likelihood functions, and P(X) is a credal
set of prior probability functions.
Note that the operator is a point-wise version of the update operator in Bayesian theory (Definition 3.3), i.e., if all credal sets in Definition 3.16 are singleton,
the results are equivalent to Bayesian belief updating.

3.3.2

Evidence Combination

Similarly to credal belief updating, credal evidence combination is a straightforward generalization of the Bayesian counterpart. Independent evidences in
the form of credal sets rely on the notion of strong independence (Couso et al.,
2000):
Definition 3.17. (Strong Independence) X and Y are strongly independent iff
each p(X, Y ) ∈ E (P(X, Y )) can be expressed as p(X, Y ) = p(X)p(Y ), where
p(X) ∈ P(X) and p(Y ) ∈ P(Y ). Similarly X and Y are strongly conditionally independent given Z iff p(X, Y |z) ∈ E (P(X, Y |z)) can be expressed as
p(X, Y |z) = p(X|z)p(Y |z), ∀z ∈ ΩZ , where p(X|z) ∈ P(X|z) and p(Y |z) ∈
P(Y |z).
The definition reveals that strong independence is defined in terms of the definition of independence used in Bayesian theory (Definition 3.4). We can now
define what it means that two pieces of evidence, in the form of credal sets, are
independent:
Definition 3.18. (Credal Independent Evidences) Two pieces of evidence in
the form of credal sets of normalized likelihood functions, i.e., P̂(y1 |X) and
P̂(y2 |X), are independent iff Y1 and Y2 are strongly conditionally independent
given X.
We are now ready to define credal evidence combination, i.e., a way of combining independent credal evidences P̂(y1 |X) and P̂(y2 |X) into a joint evidence
P̂(y1 , y2 |X) (Arnborg, 2004, 2006):
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Definition 3.19. (Credal Evidence Combination4 ) Credal evidence combination
is defined as:



P̂(y1 , y2 |X)  CH ΦB p̂(y1 |X), p̂(y2 |X) :
p̂(y1 |X) ∈ P̂(y1 |X),


p̂(y2 |X) ∈ P̂(y2 |X) ,

(3.43)

where ΦB is the Bayesian operator (Definition 3.7) and P̂(yi |X), i ∈ {1, 2}, are
independent evidences in the form of credal sets (closed convex sets of normalized likelihood functions).

3.3.3

Generalization – The Credal Operator

We see that both credal belief updating and evidence combination (Definition 3.16 and 3.19) have the same basic appearance. Both operators apply the
Bayesian operator on all members of operand sets and, as a last step, the convex hull is applied. We can therefore generalize these methods in the same way
as when we defined the Bayesian operator (Arnborg, 2004, 2006):
Definition 3.20. (Credal Operator) The credal operator is defined as:





ΦC F1p (X), F2p (X)  CH ΦB f1 (x), f2 (x) :
f1 (x) ∈ F1p (X),


f2 (x) ∈ F2p (X) ,

(3.44)

where Fip (X) ⊆ G(X), i ∈ {1, 2}, are credal polytopes and where G(X) is
defined by Equation (3.29).
Note that the operator is both associative and commutative. Now, let us elaborate on how the credal operator can be computed. Clearly, the operator cannot
be implemented directly from Definition 3.20, since Fip (X), i ∈ {1, 2}, are infinite sets. The key to being able to compute the credal operator is the following
theorem (Karlsson et al., 2009) (The theorem was implicitly mentioned in Arnborg (2006), without proof, and explicitly stated in Arnborg (2004), but only
a “proof hint” was provided. The corresponding theorem has been stated and
proven for the continuous case (Noack et al., 2008, Theorem 2)):
4 Arnborg (2004, 2006) called Equation 3.43, without the inclusion of the convex hull, as “the
robust Bayesian combination operator”(he mentions in the discussion following his definition that
the convex hull should be utilized).
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Theorem 3.2. Let Fip (X), i ∈ {1, 2}, be credal polytopes. Then

 

 

.
ΦC F1p (X), F2p (X) = ΦC E F1p (X) , E F2p (X)

(3.45)

Proof. The proof is inspired by Noack et al. (2008, Theorem 2). First note that:
 


 

(3.46)
ΦC E F1p (X) , E F2p (X) ⊆ ΦC F1p (X), F2p (X)
is trivial. Assume that:
 


 

ΦC E F1p (X) , E F2p (X) ⊂ ΦC F1p (X), F2p (X) .

(3.47)

Then there must exists at least one:

such that:



u(X) ∈ ΦC F1p (X), F2p (X)

(3.48)

 
 

u(X) ∈
/ ΦC E F1p (X) , E F2p (X) ,

(3.49)

where u(X) has the following form:
f1 (X)f2 (X)
u(X) = 
,
f1 (x)f2 (x)

(3.50)

x∈ΩX

and where f1 (X) ∈ F1p (X) and f2 (X) ∈ F2p (X), where at least one of f1 (X)
and f2 (X) is not an extreme point. We can express f1 (X) and f2 (X) as:
f1 (X) =
f2 (X) =

m

i=1
n


λi vi (X)

(3.51)

αj wj (X),

(3.52)

j=1
p
wj (X) ∈ E(F2p (X)), λi ≥ 0, αj ≥ 0, 1 ≤ i ≤ m,
where vi (X) ∈
1 (X)),
E(F
m
n
1 ≤ j ≤ n, i=1 λi =
j=1 αi = 1, and where there exists at least one
λi ∈ (0, 1) or αj ∈ (0, 1). By using Equations (3.51) and (3.52) in Equation
(3.50), we obtain:
m 
n


u(X) =

λi αj vi (X)wj (X)

i=1 j=1


x∈ΩX

⎛
⎞ .
m 
n

⎝
λi αj vi (x)wj (x)⎠
i=1 j=1

(3.53)
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Let us introduce the following notation:

λi αj
vi (x)wj (x)
γi,j 

x∈Ω


x∈ΩX

X
⎛
⎞ .
m 
n

⎝
λi αj vi (x)wj (x)⎠

(3.54)

i=1 j=1

We can now rephrase u(X) in Equation (3.53) as:
u(X) =

m 
n


vi (X)wj (X)
γi,j 
.
vi (x)wj (x)
i=1 j=1

(3.55)

x∈ΩX

Since:
 
 

vi (X)wj (X)

∈ ΦC E F1p (X) , E F2p (X) ,
vi (x)wj (x)

(3.56)

x∈ΩX

and γi,j ≥ 0,

m n
i=1

γi,j = 1, we get (cf Equation (3.35)):
 
 

u(X) ∈ ΦC E F1p (X) , E F2p (X) ,
j=1

(3.57)

which is a contradiction.
By Theorem 3.2, we know that it suffices to utilize the extreme points of the
operand credal polytopes and since we know by Equation (3.38) that the polytope has a finite number of such points, we have obtained a feasible way of
computing the credal operator.
From Theorem 3.2, we know that utilizing the extreme points of the operand
credal polytopes suffices. Furthermore, since we know by Equation (3.38) that
a polytope has a finite number of such points, we have obtained a feasible way
of computing the credal operator.

3.3.4

Automated Decision-Making

In contrast to Bayesian theory, there is often no straightforward way to determine a singleton decision set based on a credal set (Cozman, 1997). The reason
for this is the caution regarding conclusions induced by the credal set. If we
generalize the Bayesian way of automated decision-making (Equation (3.28)),
taking into account that there now exists a set of possibilities for a probability
function, we obtain:

DB (p(X)),
(3.58)
DC (P(X)) 
p(X)∈P(X)
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where DB (p(X)) is defined by Equation (3.28). We see that unless all probability functions p(X) ∈ P(X) agree on some state being the most probable,
additional states are likely to be included in the decision set, compared to the
Bayesian counterpart. In order to still be able to obtain a singleton decision set
in such cases, it can often been found in the literature (see e.g., (Arnborg, 2006;
Cozman, 1997)) that a single representative probability function p(X) ∈ P(X)
should first be selected by some selector operator Υ(P(X)) and used as a basis
for determining a singleton decision set in the same way as in the Bayesian case.
Definition 3.21. (Selector Operator) A selector operator Υ is defined as:
Υ : ΩP ∗ (X) → P ∗ (X),

(3.59)

where ΩP ∗ (X) denotes the state space of credal sets with respect to the probability simplex P ∗ (X) (Definition 3.15).
By utilizing a selector operator for a credal set, we can construct a decision set
in the same way as in the Bayesian case, i.e.:
DB (Υ(P(X))) .

(3.60)

The idea of utilizing selector operators, as a last step before decision-making,
is very similar to what has previously been proposed in a variant of evidence
theory (Shafer, 1976), called the transferable belief model (TBM) (Smets and
Kennes, 1994). The idea in TBM is that one should maintain as much representational ability from the belief and evidence structures as long as it is not
necessary to implement a decision. We will further elaborate on different types
of selector operators in Chapter 6.

3.4

Summary

In this chapter, we have elaborated on how Bayesian and credal set theory
can be utilized as belief frameworks in high-level information fusion. We described how these theories can be used for solving belief updating (Definition
2.2) and evidence combination (Definition 2.3), as elaborated upon in the previous chapter. The main difference between the frameworks is that in Bayesian
theory single functions are utilized to represent belief and evidence, while in
credal set theory one utilizes closed convex sets of such functions, i.e., credal
sets. We highlighted that within each framework the same basic operator is
used for belief updating and evidence combination. In belief updating, one uses
prior belief and evidence as the operands, while in evidence combination one
uses independent evidences. We also elaborated on how one can use the belief
frameworks for the purpose of automated decision-making.

Chapter 4

Problem Definition
It is crucial to be able to handle uncertainty in high-level information fusion.
We have presented two main belief frameworks, based on Bayesian theory and
credal set theory, which both can be utilized for this purpose. In this chapter,
we motivate and present the research question and objectives of the thesis. The
chapter is organized as follows: in Section 4.1, we motivate why credal set
theory is an interesting belief framework for high-level information fusion. An
example based on this motivation is provided in Section 4.2. We then present
a research question in Section 4.3, objectives in Section 4.4, and our research
methodology in Section 4.5.

4.1

Motivation

As previously mentioned, reducing uncertainty has been proposed as one of the
main goals for a HLIF-system (Bossé et al., 2006). Since we now know from
Section 2.2 that such uncertainty is referred to as reducible uncertainty, it is
important for the belief frameworks to be able to capture this type of uncertainty. In fact, we have argued that such a property of a belief framework can
be considered to be a dependability requirement when used in HLIF (Karlsson,
2007; Karlsson et al., 2008a). Assume that we want to solve belief updating
or evidence combination by using the Bayesian belief framework. Let X be the
random variable of interest. Now, from the definition of the Bayesian operator
(Definition 3.7), we know that we need to specify functions f1 (X) and f2 (X)
that are either a prior p(X) or a likelihood function p(y|X) and use them as
operands for the operator, i.e., ΦB (f1 (X), f2 (X)). The pair f1 (X) and f2 (X)
can be interpreted as a Bayesian model Mξf1 (X),f2 (X) regarding the variable
X given the available information ξ about the environment of interest (e.g.,
domain knowledge or old data). Now let us assume that the available information ξ about the environment is scarce, i.e., there is plenty of reducible uncertainty. The question then is how should one choose a single Bayesian model
Mξf1 (X),f2 (X) that reflects this fact? In principle, many reasonable Bayesian
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models can be adopted with respect to the given available information ξ (Walley, 1991). However, Bayesian theory dictates that a single such model should
be used for posterior calculations, irrespective of the appearance of ξ, i.e., irrespective of the amount of reducible uncertainty.
Now, instead of deciding on a single Bayesian model Mξf1 (X),f2 (X) for the
above case, let us use all Bayesian models that are reasonable with respect to
the available information ξ, i.e., we use a set of Bayesian models:
MξF p (X),F p (X) 
 1

2

Mξf1 (X),f2 (X) : f1 (X) ∈ F1p (X),
(4.1)
f2 (X) ∈ F2p (X) ,

where Fip (X), i ∈ {1, 2}, are credal polytopes (Definition 3.12). This is the basic
concept of credal set theory, i.e., to perform posterior calculations for a set of
Bayesian models. Hence, the main reason for adopting sets of functions instead
of singletons is that one wants to model some lack of information regarding the
environment of interest, i.e., when ξ is not sufficiently informative to single out
a single Bayesian model (Walley, 1991). Let us concretize this line of reasoning
with an example.

4.2

Example – Object Recognition

Assume that we want to implement an object recognition algorithm for a robot
(see e.g., (Besl and Jain, 1985)), i.e., the goal is for the robot to recognize an
object that resides in front of it. In order to achieve this, we have equipped
the robot with two types of sensors: a camera and a microphone (we assume
that the objects of interest produce some type of sound). Naturally, using both
sensors to perform the recognition should yield a better result than only using
one. For instance, if the object is positioned at an unfamiliar angle from the
robot, yielding uncertain output from an image analysis algorithm, this can be
compensated for by the output from a pattern matching algorithm performed
on the signal from the microphone.
Let the unknown object be denoted by X with a corresponding state space
ΩX . Assume that we use some low-level fusion technique to extract a feature
from each of the signals of the sensors. Let the state space for the features extracted from the signals of the camera and microphone be denoted by Y1 and
Y2 , respectively. Further assume that we have performed a number of experiments where we have put an object in front of the robot and observed which
features y1 ∈ ΩY1 and y2 ∈ ΩY2 that are extracted from the sensor signals.
We start by elaborating on how Bayesian theory can be used in order to
let the robot decide on an object x ∈ ΩX based on the sensor readings. Since
the features are extracted from different types of signals, we can assume that
Y1 and Y2 are conditionally independent given the object X. Hence, if we can
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construct evidences p̂(y1 |X) and p̂(y2 |X), then they are independent and we
can therefore use the Bayesian combination operator ΦB to combine these into
a joint evidence p̂(y1 , y2 |X). Now, by using a Bayesian statistical model referred
to as the Dirichlet model (Heckerman, 1997; Bernardo and Smith, 2000), we
can construct non-normalized evidences by:
p(z|X)  

n(z|X) + 1
n(z|X) + |ΩZ |

,

(4.2)

z∈ΩZ

where z is any of y1 or y2 and ΩZ any of ΩY1 or ΩY2 , and where n(z|X) is a
function (of X) that returns the number of times a specific feature z has been
extracted given an object x ∈ ΩX . The evidences can now be normalized:
p(z|X)
,
p̂(z|X) = 
p(z|x)

(4.3)

x∈ΩX

and used as operands in the Bayesian operator (Definition 3.7) in order to obtain a joint evidence p̂(y1 , y2 |X), i.e.:
p̂(y1 , y2 |X) = ΦB (p̂(y1 |X), p̂(y2 |X)) .

(4.4)

Finally, based on the joint evidence, the robot can decide on the object by utilizing the Bayesian decision schema in Equation (3.28), i.e., DB (p̂(y1 , y2 |X)).
Consider the same approach but where one instead utilizes credal set theory.
The difference here lies in the way evidences are constructed. Instead of utilizing
the Dirichlet model, which was the case when we used Bayesian theory, we
utilize the corresponding imprecise model, denoted as the imprecise Dirichlet
model (Walley, 1991, 1996). The difference between this model and the former
is that one utilizes the imprecision, i.e., the “size” of a credal set, as a way of
reflecting the amount of information that the evidences are based on. By using
the imprecise Dirichlet model, we can construct evidence P(z|X) by:


n(z|x)
≤ p(z|x) ≤
P(z|X)  p(z|X) : (∀x ∈ ΩX ) 
n(z|x) + κ
z∈ΩZ

n(z|x) + κ

n(z|x) + κ



(4.5)
,

z∈ΩZ

where, again, z is any of y1 or y2 and ΩZ any of ΩY1 or ΩY2 , and the parameter κ
determines how the imprecision of the set P(z|X) is affected by the sample size,
i.e., by the available information. Note that when the sample size increases, i.e.,
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reducible uncertainty decreases, then the imprecision of P(z|X) also decreases
since the lower and upper bounds for each p(z|x) in Equation (4.5) converge
(Walley, 1991, 1996), i.e:
⎞
⎛
lim


z∈ΩZ

n(z|x)



⎜
n(z|x) + κ ⎟
⎟=0 .
⎜  n(z|x)
− 
⎠
⎝
n(z|x) + κ
n(z|x) + κ
→∞
z∈ΩZ

(4.6)

z∈ΩZ

Hence, the imprecision, i.e., the “size” of the set P(z|X), reflects reducible
uncertainty. Now, we can obtain a normalized version of P(z|X) by1 :
⎧
⎫
⎪
⎪
⎪
⎪
⎨ p(z|X)
⎬

P̂(z|X) 
: p(z|X) ∈ P(z|X)
.
(4.7)
⎪
⎪
⎪
p(z|x)
⎪
⎩
⎭
x∈ΩX

Lastly, we can utilize the credal operator in order to obtain the joint evidence:
P̂(y1 , y2 |X) = ΦC (P̂(y1 |X), P̂(y2 |X)) .

(4.8)

Based on the joint evidence, the robot can now make a decision regarding the
object X by utilizing the credal decision schema in Equation (3.58), yielding the decision set DC (P̂(y1 , y2 |X)). In contrast to the Bayesian decision set
DB (p̂(y1 , y2 |X)), the credal decision set is more likely to be non-singleton, i.e.:
!
!
!
!
(4.9)
!DC (P̂(y1 , y2 |X))! > 1 .
Such sets indicate that the robot does not possess enough information to distinguish between the objects in DC (P̂(y1 , y2 |X)). Depending on the scenario, a
non-singleton decision set can be valuable if it excludes some possibilities and
still contains the truth. As an example, assume that the object in front of the
robot is x1 and there can only be five different objects to choose from, i.e.,
ΩX = {x1 , . . . , x5 }. Then if the robot has constructed the non-singleton decision set:
DC (P̂(y1 , y2 |X)) = {x1 , x3 },
(4.10)
such a set should naturally be more valuable than a singleton decision set that
does not contain the truth, e.g., a Bayesian decision set:
DB (p̂(y1 , y2 |X)) = {x3 } .

(4.11)

that when no experiments at all have been conducted, i.e., (∀x ∈ ΩX )(∀z ∈
ΩZ )(n(z|x) = 0), P̂(z|X) is equivalent to the probability simplex P ∗ (X) (Definition 3.15). The
probability simplex contains probability functions with probabilities equal to zero which should in
general be avoided (Bernardo and Smith, 2000, Section 2.4). Walley (1996) defined the imprecise
Dirichlet model by using limits, however, one can derive the model without using limits, which
yields a small value  ∈ R+ that guarantees that P̂(z|X) does not reside on the boundary of
P ∗ (X).
1 Note
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In certain cases, one might want that the robot should decide on an object even
if the decision set is non-singleton. Such a behavior can then be implemented
by utilizing a selector operator (Definition 3.21).

4.3

Research Question

Although credal set theory is attractive from a philosophical viewpoint, i.e., using a set of Bayesian models in order to reflect the available information (Walley, 1991) corresponding to reducible uncertainty, the question still remains;
does the theory yield measurable advantages when used as a belief framework
in HLIF for the purpose of automated decision-making? Based on this line of
reasoning, we formulate the following research question and hypothesis for the
thesis:
• Research Question: Is it beneficial to use credal set theory instead of
Bayesian theory as a belief framework in high-level information fusion
for the purpose of automated decision-making, i.e., when a decision set
is determined by some pre-determined algorithm?
– Hypothesis: Due to the limited representational abilities to reflect
reducible uncertainty by the belief and evidence structures used in
Bayesian theory, the theory can optimistically understate the actual
uncertainty involved in the decision problem, which on average implies a lower score with respect to some score function, related to
decision quality, compared to credal set theory.

4.4

Objectives

We here present our main objectives for the thesis work. The term “frameworks” below refers to Bayesian and credal set theory as belief frameworks in
HLIF.
O1 Characterize the behavior of the frameworks’ operators.
O2 Empirically evaluate the performance of the frameworks’ operators with
respect to some score function related to decision quality.
O3 Empirically evaluate the performance of the frameworks’ operators for
different degrees of imprecision of operand credal sets.
O4 Empirically evaluate the performance of the frameworks’ operators with
respect to a specific application scenario.
These objectives are addressed in the following chapters. In the conclusions, we
elaborate on the fulfillment of the objectives.
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4.5

Research Methodology

Let us elaborate on our research methodology for fulfilling the objectives presented in the former section. We first approach objective O1 in an exploratory
study (Cohen, 1995, Section 2) where we study the behavior of the operators
for some examples of different characteristics. The idea is that the fulfillment of
this objective results in an understanding of the operators which enables us to
effectively analyze the results of the empirical evaluations in objectives O2 −O4 .
For the empirical evaluations in objectives O2 − O4 , we are inspired by the
research philosophy of Popper (2002), in particular that of falsifiable hypothesis. The empirical evaluations will be designed according to the following form:
1. Define Bayesian and credal methods based on the corresponding frameworks.
2. Define score functions that measure the decision performance of the methods with respect to a specific problem instance.
3. Gather the score from each score function and method when applied on
a large number of simulated problem instances.
4. Approximate the expected score over all the problem instances by using
the gathered results from the previous step.
Based on the above list, we can formulate a falsifiable hypothesis by a statement
such as:
Method A performs better than method B with respect to expected
score C.
In order to determine “better” in such statements, we will use statistical hypothesis testing or confidence intervals (Cohen, 1995).

Chapter 5

Characterization of Bayesian
and Credal Operators
The main difference between Bayesian and credal set theory lies in the belief
and evidence structures, and consequently, in their respective operators for performing belief updating and evidence combination. In the previous chapter, it
has been argued that the structures used in credal set theory can enable one to
express reducible uncertainty in terms of a set of Bayesian models (i.e., in terms
of imprecision).
In this chapter, the differences between the Bayesian and credal operators
are characterized. We present a measure for the degree of imprecision of a
credal set and introduce measures for the degree of conflict between two credal
sets and probability functions. Several examples that characterize the behavior
of the Bayesian and credal operators are presented. We further introduce Bayesian and credal discounting operators that suppress a source with respect to reliability weights. For the credal discounting operator, we allow one to specify the
reliability weights imprecisely by an interval. We also highlight the importance
of using such weights whenever additional information about the reliability of
a source is available.
The chapter is organized as follows: in Section 5.1, we elaborate on how
one can visualize probability functions and credal sets. In Section 5.2, the differences between Bayesian and credal belief updating are elaborated on. This
is followed by a depiction of Bayesian and credal evidence combination, in
Section 5.3. Finally, in Section 5.4, we provide a summary and the main conclusions of the chapter.

5.1

Visualization of Probability Functions

Let us elaborate on a convenient way of visualizing belief and evidence structures in cases where the state space consists of three elements. This type of
visualization is used throughout the chapter to characterize the behavior of the
37
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Bayesian and credal operators (such a visualization is commonly used within
the imprecise probability community, e.g., Walley (1991)). Assume that ΩX =
{x1 , x2 , x3 }. Then, the probability simplex P ∗ (X) geometrically constitutes the

denotes the ith
intersection of a cube [0, 1]3 and plane 3i=1 xi = 1 where xi √
component of √
x ∈√R3 , i.e., the equilateral triangle with side 2 (and consequently height 3/ 2) seen in Figure 5.1. The probability simplex for this case
can also be expressed as the convex hull of extreme points (1, 0, 0)T , (0, 1, 0)T ,
and (0, 0, 1)T , where (x, y, z)T  (p(x1 ), p(x2 ), p(x3 ))T (cf Equation (3.35)).
Each corner of the triangle represents an extreme point of P ∗ (X) and each

p(x2) = 1

3
2

0

p(x1) = 1
0

p(x3) = 1
2

Figure 5.1: Probability simplex P ∗ (X) where ΩX = {x1 , x2 , x3 }

point in the triangle represents a probability function. As an example, the center of the triangle, indicated with a cross, is the uniform distribution over ΩX .
The closer a specific point is to one of the corners of the triangle, the higher the
probability for the respective state.

5.2

Belief Updating

We here elaborate on belief updating using the Bayesian and credal operator
(Definition 3.3 and 3.16). Let us start with Bayesian belief updating.

5.2.1

Bayesian Belief Updating

Consider Bayesian belief updating as defined in Definition 3.3. We see that the
operands consist of a prior probability function p(X), describing our prior belief before any observations have been made, and a likelihood function p(y|X)
as a representation of the evidence provided by the observation y ∈ ΩY . The
prior and likelihood function represent all information necessary to be able to
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calculate the posterior probability function, reflecting our belief after an observation y ∈ ΩY has been made. Now, since the visualization procedure described
in Section 5.1 only applies to probability functions, we will normalise the likelihood function (cf Equation (3.15)). Such normalization does not have any
effect on the posterior probability function, since:
p(y|X)p(X)
p(X|y) = 
p(y|X)p(X)
x∈ΩX

(5.1)

p̂(y|X)p(X)
,
= 
p̂(y|X)p(X)
x∈ΩX

where p̂(y|X) denotes a normalized likelihood function, i.e.:
p(y|X)
.
p̂(y|X) = 
p(y|x)

(5.2)

x∈ΩX

Let us now elaborate on an example of Bayesian belief updating. Consider Figure 5.2 where the operands in the form of a prior and normalized likelihood
functions have been depicted in 5.2(a) and the result of performing Bayesian
updating is shown in Figure 5.2(b). In Figure 5.2(a), it is seen that the prior

p(x2) = 1

3

0

p(x2) = 1

3

2

2

p(x1) = 1
0

p(x3) = 1
2

(a) p(X) (circle) and p̂(y|X) (square)

0

p(x1) = 1

p(x3) = 1

0

2

(b) p(X|y)

Figure 5.2: Prior probability function p(X), normalized likelihood function p̂(y|X) and
posterior probability function p(X|y) after observation y.

probability function equals the uniform distribution. Such a prior is commonly
used in Bayesian theory as a way of reflecting that one does not possess any
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information about X and that one therefore should not prefer any particular
state in ΩX (Bernardo and Smith, 2000, Section 5.6.2) (this can also be seen in
the figure, since the distance to each of the corners is equal). Since the normalized likelihood function is closest to the corner representing state x2 , one must
conclude that the observation that generated the likelihood function constitutes
evidence for that state. Now consider the result of applying the Bayesian operator on these operands, shown in Figure 5.2(b). We see that the posterior
probability function is exactly the same as the (normalized) likelihood function
in Figure 5.2(b), i.e., the posterior is completely determined by the normalized
likelihood function when the prior is the uniform distribution. Now, if we were
to use the posterior for decision-making, we would be able to obtain a singleton decision set DB (p(X|y)) = {x2 } after just one observation. In the following
section, such behavior is contrasted with the behavior of credal belief updating.

5.2.2

Credal Belief Updating

Before elaborating on credal belief updating, we need to define a measure for
the degree of imprecision of a credal set. Remember that we argued loosely
in Section 4.2 that the “size” of a credal set can be thought of as the amount
of imprecision. Walley (1991, Section 5.1.4) has introduced a measure for the
degree of imprecision of a state xi ∈ ΩX :
Definition 5.1. (Degree of Imprecision of a State) The degree of imprecision of
a state x ∈ ΩX is defined as:
Δ(x, P(X))  max p(x) − min p(x) .
p∈P(X)

p∈P(X)

(5.3)

However, the measure does not capture the imprecision of a credal set since it
only operates on single events. Let us therefore introduce a measure that captures the imprecision of the complete credal set and which is based on Walley’s
measure (Karlsson et al., 2009):
Definition 5.2. (Degree of Imprecision of Credal Set) The degree of imprecision
of a credal set P(X) is defined as:
I(P(X)) 

1 
Δ(x, P(X)) .
|ΩX |

(5.4)

x∈ΩX

The above measure can be thought of as the average degree of imprecision of
the states within the state space ΩX . The optimization problems involved in
I(P(X)) are convex, hence, the solutions can be found by iterating through
the extreme points (Andréasson et al., 2005, Theorem 4.12).
Now consider the same case as the one we had for Bayesian belief updating
in Section 5.2.1, i.e., there is no information concerning X. Instead of adopting
the uniform distribution as a prior, as in the case for Bayesian belief updating,
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one here adopts a credal set with a high degree of imprecision, to reflect that
there is plenty of reducible uncertainty that can be eliminated if more information were to be obtained. However, one should avoid adopting the entire
probability simplex P ∗ (X), since that set includes zero probabilities which, in
general, should be avoided in Bayesian theory (Bernardo and Smith, 2000, Section 2.4), and thus also in credal set theory. Now assume that one has adopted
the prior credal set P(X) seen in Figure 5.3(a) as the prior belief regarding
X. The set is similar to the probability simplex; the extreme points only differ
slightly from the extreme points of P ∗ (X).
Now let us expand an equilateral triangle from the single likelihood function that we used in the Bayesian case, seen in Figure 5.3(a), and then apply
the credal operator on these operands. The result is seen in Figure 5.3(b). In
contrast to the Bayesian case, Figure 5.2(b), we see that the posterior credal set
remains, in principle, unaffected by the updating, i.e., I(P(X)) ≈ I(P(X|y)).
From a perspective of automated decision-making, each state in ΩX can be
regarded as, more or less, equally reasonable, due to the high amount of reducible uncertainty. In fact, the credal decision set is equal to the state space,
i.e., DC (P(X|y)) = ΩX . Hence, based on just one observation, no conclusive
results can be obtained regarding X. This should be compared to Bayesian belief updating where a single observation sufficed to obtain a singleton decision
set.
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(a) P(X) (circles) and P̂(y|X) (squares)

0

p(x1) = 1
0

p(x3) = 1
2

(b) P(X|y) (circles)

Figure 5.3: Prior credal set P(X), credal set of normalized likelihoods P̂(y|X) and
posterior credal set P(X|y) after observation y.

Now assume that we implement a number of updates using the same likelihood function as in 5.3(a), i.e., we set the prior to the posterior and update with
respect to the credal set of normalized likelihood functions. Let us iterate such
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an update process five times. The fifth update is shown in Figure 5.4. In the figure, one can see that the resulting credal set has only been slightly affected. The
credal decision set is still equal to the state space. In fact, nine iterations of updates are required in order to obtain a single decision set DC (P(X|y)) = {x2 },
seen in Figure 5.5.

p(x2) = 1

3

0

p(x2) = 1

3

2

2

p(x1) = 1

p(x3) = 1

0

0

p(x1) = 1

p(x3) = 1

0

2
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(b) P(X|y)

Figure 5.4: Prior credal set P(X), credal set of normalized likelihood functions P̂(y|X)
and posterior credal set P(X|y) for the fifth update iteration.
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Figure 5.5: Prior credal set P(X), credal set of normalized likelihood functions P̂(y|X)
and posterior credal set P(X|y) for the ninth update iteration.
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Evidence Combination

Let us now explore the behavior of the frameworks’ operators with respect to
evidence combination.

5.3.1

Bayesian Evidence Combination

We start by an elaboration on the concept of conflict by assuming that two
sources, e.g., sensors, express evidences via normalized probability functions
p̂(y1 |X) and p̂(y2 |X) and that we want to combine these with the Bayesian operator. In such cases, it can be interesting to define some measure that describes
to what extent the evidences, or sources, agree with each other. Intuitively, if
the two normalized likelihood functions are placed in different corners of the
probability simplex P ∗ (X), then the functions represent the strongest possible
conflict, since they constitute the strongest possible evidence for different states.
This line of reasoning suggests the following definition of degree of conflict between p̂(y1 |X) and p̂(y2 |X) (Karlsson et al., 2009):
Definition 5.3. (Bayesian Degree of Conflict) The degree of conflict between
two normalized likelihood functions p̂(y1 |X) and p̂(y2 |X) is defined as:
ΓB (p̂(y1 |X), p̂(y2 |X)) 

||p̂(y1 |X) − p̂(y2 |X)||
√
,
2

(5.5)

where || · || denotes the Euclidean norm and where the denominator constitutes
the diameter of the set P ∗ (X) (the diameter of a credal set is found in the set of
distances between extreme points (Eggleston, 1958, Theorem 12)), i.e.:
max∗

pi (X)∈P (X)

max∗

pj (X)∈P (X)

||pi (X) − pj (X)||

=

√
2 .

(5.6)

Let us start with the example seen in Figure 5.6 where there is only a minor
conflict among the sources. We see that since both evidences suggest x2 as the
most probable, the joint evidence in Figure 5.6(b) is reinforced for this state.
Now, consider a case where there is a strong conflict among the sources, shown
in Figure 5.7. Both sources have provided evidences which state that x3 is unlikely to be the true state of X. However, there is a strong disagreement, i.e.,
conflict among the sources, regarding the states x1 and x2 . The combination of
these two evidences, seen in Figure 5.7, results in a joint evidence that is close
to the uniform probability function over {x1 , x2 }, i.e., we cannot single out a
best choice between these two states (however, x3 is still highly unlikely due to
the distance to that corner).

5.3.2

Bayesian Discounting Operator

In cases where a strong conflict is present among the sources that provide evidences, as in the last case of the previous section, it can be beneficial to ac-
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Figure 5.6: p̂(y1 |X), p̂(y2 |X), and p̂(y1 , y2 |X) when a low degree of conflict is present.
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Figure 5.7: p̂(y1 |X), p̂(y2 |X), and p̂(y1 , y2 |X) when a high degree of conflict is present.

count for the sources’ reliability. If one has obtained information regarding the
sources’ reliability, e.g., in terms of sensor quality, then it would be reasonable
to compensate for this information prior to the combination. Intuitively, if a
source is less reliable, then that source should have less effect on the end result,
i.e., the joint evidence should be less influenced by such a source. Accounting
for the reliability of a source is commonly referred to as discounting in the
literature (Shafer, 1976). Discounting with respect to the Bayesian operator is
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performed by transforming an operand evidence into a “more uniform” probability function, since the uniform probability function will not have any effect
at all on the joint evidence1 (Karlsson et al., 2009):
Definition 5.4. (Bayesian Discounting Operator) The Bayesian discounting operator for a normalized likelihood function p̂(y|X) with state space ΩX is defined as:
ΨB (p̂(y|X), w)  wp̂(y|X) + (1 − w)pu (X),

(5.7)

where w ∈ [0, 1] is a reliability weight, describing a degree of reliability for the
discounted source, and pu (X) is the uniform distribution over ΩX .
Let us now revisit the example in Figure 5.7 but where we have obtained the
following reliability weights for the sources:
w1 = 0.85
w2 = 0.95 .

(5.8)

Let us introduce the following short-hand notation:
p̂wi (yi |X)  ΨB (p̂(yi |X), wi ),

(5.9)

where i ∈ {1, 2} and:
p̂w1 ,w2 (y1 , y2 |X)  ΦB (ΨB (p̂(y1 |X), w1 ), ΨB (p̂(y2 |X), w2 )) .

(5.10)

The result of applying the Bayesian discounting operator with the reliability
weights in Equation (5.8) is shown in Figure 5.8. In contrast to the former
case, where no discounting was performed, we see that because the first source
is slightly more unreliable, the result is less influenced by that source. This can
be seen in the figure, since the resulting probability function is closer to the
corner p(x2 ) = 1 than p(x1 ) = 1.

5.3.3

Credal Evidence Combination

Assume that two sources provide evidences in the form of credal sets P̂(y1 |X)
and P̂(y2 |X), i.e., closed convex sets of normalized likelihood functions, and
that we want to combine these into a joint evidence, i.e., P̂(y1 , y2 |X), with the
credal operator. Consider the concept of conflict between sources. Similar to
the Bayesian case, the degree of conflict between P̂(y1 |X) and P̂(y2 |X) should
be related to some distance between the evidences, which in this case are credal
sets. Indeed, there is a distance measure for general closed convex sets, which
1 Arnborg (2004) has adopted another interpretation of discounting. We have based our interpretation of discounting on evidence theory (Shafer, 1976), i.e., that a discounted operand should
have less effect on the end result.
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Figure 5.8: p̂w1 (y1 |X), p̂w2 (y2 |X), and p̂w1 ,w2 (y1 , y2 |X).

goes under the name of Hausdorff distance (Irpino and Tontodonato, 2006).
Let us therefore define a degree of conflict between two credal sets of normalized likelihood functions by using the Hausdorff distance (Karlsson et al.,
2009):
Definition 5.5. (Credal Degree of Conflict) The degree of conflict between
credal sets P̂(y1 |X) and P̂(y2 |X) is defined as:
ΓC (P̂(y1 |X), P̂(y2 |X)) 

H(P̂(y1 |X), P̂(y2 |X))
√
,
2

(5.11)

where the denominator constitutes the diameter of the probability simplex
P ∗ (X) (see Definition 5.3), || · || denotes the Euclidean norm, and H is the
Hausdorff distance defined by:
→
−
H(P̂(y1 |X), P̂(y2 |X))  max H(P̂(y1 |X), P̂(y2 |X)),
(5.12)

−
→
H(P̂(y2 |X), P̂(y1 |X)) ,
→
−
where H is the forward Hausdorff distance defined by:
−
→
H(P̂(y1 |X),P̂(y2 |X)) 
min

max

p̂(y1 |X)∈P̂(y1 |X)

p̂(y2 |X)∈P̂(y2 |X)

||p̂(y1 |X) − p̂(y2 |X)||

(5.13)
.
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→
−
The complexity of H is O(|E(F p )| |f ac(F p )|), where f ac denotes the set of
faces (geometrically equivalent to the number of surfaces of the polytope) of the
polytope (Irpino and Tontodonato, 2006). First note that if the credal evidences
P̂(y1 |X) and P̂(y2 |X) are singleton, the credal conflict measure reduces to the
Bayesian conflict measure. Also note that if the evidences P̂(y1 |X) and P̂(y2 |X)
are equivalent, we obtain a conflict of zero, i.e.:
P̂(y1 |X) = P̂(y2 |X) ⇒ ΓC (P̂(y1 |X), P̂(y1 |X)) = 0 .

(5.14)

Lastly, if the evidences contain extreme points from the probability simplex and
that the intersection of these sets of extreme points of the operands are empty,
then we have a maximal conflict, i.e.:
"
#
E(P̂(y1 |X)) ⊆ E(P ∗ (X)) ∧
#
"
E(P̂(y2 |X)) ⊆ E(P ∗ (X)) ∧
(5.15)
"
#
E(P̂(y1 |X)) ∩ E(P̂(y2 |X)) = ∅
⇒ ΓC (P̂(y1 |X), P̂(y2 |X)) = 1 .
Let us start with an example where there is a low degree of conflict between
the sources, shown in Figure 5.9. The operand credal sets in Figure 5.9(a) have
been constructed by expanding an equilateral triangle around the operands in
Figure 5.6(a). From the figure we see that both sources essentially agree on the
state x2 as being most probable. Therefore the combined evidence P̂(y1 , y2 |X)
is reinforced for the state x2 , as shown in Figure 5.9(b). Note that P̂(y1 , y2 |X)
preserves the property of not favoring any of the states x1 and x3 .
Consider an example where evidences are strongly conflicting, seen in Figure 5.10 (a similar example has been presented by Arnborg (2004)). Since the
sources express the same degree of imprecision, we refer to the conflict as balanced. We see that the resulting joint evidence has a high degree of imprecision.
Note that it is the combination of the lower right extreme points of the operand
credal sets that is the cause of the lower right extreme point of the joint evidence; a case that has similarities with the well-known Zadeh’s (counter) example for Dempsters’ combination rule (Zadeh, 1984). The reason for such
behavior is that the extreme points componentwise suppress each other for the
states x1 and x2 .
Let us consider another type of conflict that can appear in the credal case,
which we will refer to as an unbalanced conflict since it is mainly due to differences in imprecision. An example of this is seen in Figure 5.11, where one
of the sources expresses a credal set that is highly imprecise, i.e., similar to the
probability simplex2 (there is a small distance between the extreme points of the
2 Arnborg (2006) denotes the probability simplex P ∗ (X) as “total scepticism”, since such a set
is impossible to affect.
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Figure 5.9: P̂(y1 |X), P̂(y2 |X), and P̂(y1 , y2 |X) when a low degree of conflict is present.
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Figure 5.10: P̂(y1 |X), P̂(y2 |X), and P̂(y1 , y2 |X) when a balanced conflict is present.

credal set and the extreme points of the probability simplex which cannot be
seen from the figure), and the other source expresses a credal set that constitutes
strong evidence for the state x2 . Since the highly imprecise credal set contain
probability functions that constitute strong (Bayesian) evidence for each of the
states in ΩX , such a credal set is not significantly affected by other operands,
unless these contains probability functions that are considerably stronger.
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Figure 5.11: P̂(y1 |X, P̂(y2 |X), and P̂(y1 , y2 |X) when an unbalanced conflict is present

5.3.4

Credal Discounting Operator

Consider discounting with respect to the credal operator. Instead of using a single reliability weight, we here allow one to express such weights imprecisely3
by a convex set of reliability weights W, i.e., an interval. If we generalize the
Bayesian discounting operator to the credal case, we obtain a discounting operator that point-wise discounts each function in the credal set with respect to
each reliability weight in W (Karlsson et al., 2009):
Definition 5.6. (Credal Discounting Operator) The discounting operator for a
credal set P(X) given an interval W ⊆ [0, 1] of reliability weights is defined as:
ΨC (P̂(y|X), W)  CH ΨB (p̂(y|X), w) :
(5.16)
w ∈ W, p̂(y|X) ∈ P̂(y|X) ,
where ΨB (p̂(y|X), w) is the Bayesian discounting operator (Definition 5.4).
The discounting operator collapses a credal set point-wise towards the uniform
distribution. The following theorem allows computation of the credal discounting operator (Karlsson et al., 2009):
Theorem 5.1.
ΨC (P̂(y|X), W) = ΨC (E(P̂(y|X)), E(W))
3 Imprecision

in reliability weights was inspired by Troffaes (2006).

(5.17)

50

CHAPTER 5. CHARACTERIZATION OF OPERATORS

Proof. First note that:
ΨC (E(P̂(y|X)), E(W)) ⊆ ΨC (P̂(y|X), W),

(5.18)

is trivial. Assume that:
ΨC (E(P̂(y|X)), E(W)) ⊂ ΨC (P̂(y|X), W) .

(5.19)

Then there must exists at least one u(X) ∈ E(ΨC (P̂(y|X), W)) such that:
u(X) ∈
/ ΨC (E(P̂(y|X)), E(W)),

(5.20)

where u(X) has the following form:
u(X) = wp̂(y|X) + (1 − w)pu (X),

(5.21)

where w ∈ W, and p̂(y|X) ∈ P̂(y|X), and where at least one of w and p(y|X)
is not an extreme point. There are three cases:
Case 1 – p̂(y|X) ∈ E(P̂(y|X)), w ∈
/ E(W):
We know that w = λw1 + (1 − λ)w2 where w1 = w2 , w1 , w2 ∈ E(W), λ ∈ (0, 1).
We get:
u(X) = wp̂(y|X) + (1 − w)pu (X)
= pu (X) + (λw1 + (1 − λ)w2 )(p̂(y|X) − pu (X))
= pu (X) + λw1 (p̂(y|X) − pu (X))+
(1 − λ)w2 (p̂(y|X) − pu (X)) + λpu (X) − λpu (X)
= λ(pu (X) + w1 (p̂(y|X) − pu (X))) + (1 − λ)pu (X)
+ (1 − λ)w2 (p̂(y|X) − pu (X))

(5.22)

= λ(pu (X) + w1 (p̂(y|X) − pu (X)))
+ (1 − λ)(pu (X) + w2 (p̂(y|X) − pu (X)))
= λ(w1 p̂(y|X) + (1 − w1 )pu (X))
+ (1 − λ)(w2 p̂(y|X) + (1 − w2 )pu (X)) .
Hence u(X) ∈ ΨC (E(P̂(y|X)), E(W)) (cf Equation (3.35)), which is a contradiction.
Case 2 – p̂(y|X) ∈
/ E(P̂(y|X)), w ∈ E (W):
n
We
n know that p̂(y|X) = i=1 αi p̂i (y|X), where p̂i (y|X) ∈ E(P̂(y|X)), αi ≥ 0,
i=1 αi = 1, and where there exists at least one αi ∈ (0, 1).

5.3. EVIDENCE COMBINATION

51

We get:
u(X) = w

+
−
=

 n

i=1
 n

i=1
 n



αi p̂i (y|X)


αi (1 − w)pu (X)

αi (1 − w)pu (X)

i=1
 n




(5.23)

αi (wp̂i (y|X) + (1 − w)pu (X))

i=1

+ (1 − w)pu (X) −
=

+ (1 − w)pu (X)

n


 n



αi (1 − w)pu (X)

i=1

αi (wp̂i (y|X) + (1 − w)pu (X)) .

i=1

Hence u ∈ ΨC (E(P̂(y|X)), E(W)) (cf Equation (3.35)), which is a contradiction.
Case 3 – p̂(y|X) ∈
/ E(P̂(y|X)), w ∈
/ E(W):
Similar to Cases 1 and 2, we have that:
w = λw1 + (1 − λ)w2
n

p̂(y|X) =
αi p̂i (y|X),

(5.24)

i=1

We get:

u(X) = (λw1 + (1 − λ)w2 )

n



αi p̂i (y|X)

(5.25)

i=1

+ (1 − (λw1 + (1 − λ)w2 ))pu (X) .
From Case 1 we know that the above equation is equivalent to:


  n

αi p̂i (y|X) + (1 − w1 )pu (X)
u(X) = λ w1
i=1



+ (1 − λ) w2



n

i=1


αi p̂i (y|X)


+ (1 − w2 )pu (X)

(5.26)
.
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From Case 2 we know that the above equation is equivalent to:

 n

αi (w1 p̂i (y|X) + (1 − w1 )pu (X))
u(X) = λ
i=1



+ (1 − λ)

n



αi (w2 p̂i (y|X) + (1 − w2 )pu (X))

(5.27)
.

i=1

Hence u(X) ∈ ΨC (E(P̂(y|X)), E(W)) (cf Equation (3.35)), which is a contradiction. Since all possible cases lead to contradictions we must conclude that:
ΨC (P̂(y|X), W) = ΨC (E(P̂(y|X)), E(W)) .

(5.28)

Let us now revisit the examples with a strong conflict, presented previously.
Assume that the following reliability weights, centered around the Bayesian
weights found in Equation (5.8), have been obtained for the case defined by
Figure 5.10:
W1 = [0.80, 0.90]
W2 = [0.93, 0.98] .

(5.29)

Let us also here introduce some short-hand notation:
P̂Wi (yi |X)  ΨC (P̂(yi |X), Wi ),

(5.30)

where i ∈ {1, 2} and:
P̂W1 ,W2 (y1 , y2 |X)  ΦC (ΨC (P̂(y1 |X), W1 ), ΨC (P̂(y2 |X), W2 )) .

(5.31)

The results of applying the discounting operator are shown in Figure 5.12. We
see that there is a significant difference, in terms of imprecision of the joint
evidence, compared to the non-discounted case in Figure 5.10(b).
Let us also revisit the example shown in Figure 5.11. Assume that one has
obtained the following reliabilities concerning the sources:
W1 = [1.00, 1.00]
W2 = [0.75, 0.80] .

(5.32)

The result of discounting the sources with respect to these weights is seen in
Figure 5.13. The lower bound of W2 will, in this case, not have any effect since
P̂(y2 |X) is centered around the uniform distribution.
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Figure 5.12: P̂W1 (y1 |X), P̂W2 (y2 |X), and P̂W1 ,W2 (y1 , y2 |X).
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5.4

Summary and Conclusions

In this chapter, the behavior of the Bayesian and credal operators has been characterized through a number of examples. We extended Walley’s (Walley, 1991)
notion of the degree of imprecision in order to operate on credal sets. For evidence combination, measures for the degree of conflict for both the Bayesian
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and credal operators were introduced. We explored the behavior of the Bayesian and credal operators in a number of examples where different degrees of
conflict between the operands were present. It was demonstrated that when a
strong conflict is present, the joint evidence can be highly imprecise (see Figures
5.10 and 5.11). For such cases, we argued that it can be beneficial to take into
consideration additional information about the sources’ reliability. We therefore introduced discounting operators that can be utilized whenever such information is available. We showed that the credal discounting operator can be
computed by utilizing the extreme points of the operand credal set and interval
of reliability weights. We also showed that the operator can have a significant
impact on the joint evidence (see Figures 5.12 and 5.13).
Both the Bayesian and credal discounting operators have been defined so
that they are consistent with the underlying paradigm in their corresponding
theory, i.e., the Bayesian discounting operator takes a single reliability weight
as an argument while the credal one takes a convex set of reliability weights, i.e., an interval. Hence, the Bayesian operator assumes that a precise reliability weight can always be formulated, while imprecision is allowed in the
credal case. Moreover, the credal discounting operator preserves the intuitive
paradigm of being a point-wise version of the Bayesian counterpart, i.e., the
operator discounts each probability function within the credal set, with respect
to each reliability weight in the convex set of such weights.

Chapter 6

Bayesian Versus Credal
Operator – Belief Updating
Thus far, research concerning empirical evaluation with respect to the decision
performance of utilizing Bayesian and credal set theory has been scarce, leaving
the importance to applications of the latter theory undetermined. Moreover, we
argue that existing evaluations (e.g., (Zaffalon and Fagiuoli, 2003; Corani and
Zaffalon, 2008)) have been implemented with a bias towards credal set theory,
since a non-singleton decision set resulting from a credal decision schema has
most often been compared to a singleton decision set resulting from a Bayesian
decision schema (we will elaborate more on this in Section 9.2). In such cases, it
has been sufficient for the true state to be present in the non-singleton decision
set from the credal decision schema in order for the output to be regarded
as correct, thus, in a sense, one has “hidden” uncertainty in the output by
imprecision. We argue that if the comparison between Bayesian and credal set
theory is to be regarded as fair, then there are two main ways for this to be
achieved:
1. construct the decision set on the basis of the same type of structure, i.e.,
either a probability function, or a credal set (e.g., by applying a selector
operator on a credal set, as explained in Section 3.3.4).
2. utilize a score function that takes the cardinality of the decision set into
account, in the sense that if a non-singleton set is reported containing
the true state, then a lower score is obtained compared to a singleton set
containing the truth.
In this chapter, alternative 1 in the above list is explored for a scenario of
belief updating. The chapter is organized as follows: in Section 6.1, we present
an experiment that compares Bayesian and credal set theory where decision
sets are constructed on the basis of a single probability function. The result of
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the experiment is presented and analyzed in Sections 6.2 and 6.3. Lastly, we
provide a summary and the main conclusions of the chapter in Section 6.4.

6.1

Experiment

Let us use a simple state space, i.e., |ΩX | = 2. The reason for choosing such a
low dimension is that we can then sample both credal sets and functions without using a number of approximation methods needed in higher dimensions.
Suppose that we need to formulate a prior and a likelihood function, but we
have insufficient information to do so in a precise way, i.e., we report operand
sets P(X) and P̂(y|X). Furthermore, let us assume that the semantics behind
the reported sets are that one is equally willing to perform reasoning based
on any function within the sets, i.e., there is an implicit uniform second-order
distribution over each of the sets. Consider utilizing Bayesian theory. Since the
Bayesian operator dictates single functions as operands, it is necessary to select representative functions from the sets to utilize for updating. Hence, let
us use some selector operators (see Definition 3.21) to choose such representative functions, which can often be found in the literature, e.g., (Arnborg, 2006;
Cozman, 1997): (1) the centroid Υc (P(X)), defined as:
Υc (P(X))  EUn(P(X)) [P(X)],

(6.1)

where Un(P(X)) denotes the uniform distribution over P(X), (2) the maximum entropy function Υe (P(X)), defined as:



Υe (P(X))  arg
sup
p(x)ln(p(x)) ,
(6.2)
−
p(X)∈P(X)

x∈ΩX

and (3) sampling a function from the uniform distribution over the credal set,
denoted Υu (P(X)):
Υu (P(X)) ∼ Un(P(X)) .
(6.3)
We can now define the following Bayesian methods:
puB (X|y)  ΦB (Υu (P(X)), Υu (P̂(y|X)))
pcB (X|y)  ΦB (Υc (P(X)), Υc (P̂(y|X)))
peB (X|y)

(6.4)

 ΦB (Υe (P(X)), Υe (P̂(y|X))) .

Note that since we have assumed an implicit uniform distribution over the
operand sets, pcB (X|y) represents a method that utilizes the expected value of
the operand set, i.e., the centroid.
Now, in contrast to Bayesian theory, updating based on the sets P(X) and
P̂(y|X) is straightforward in credal set theory; simply use the credal operator
ΦC . However, we are now likely to obtain a non-singleton decision set due to
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the posterior imprecision. Thus, we here utilize the selector operators on the
posterior credal set instead, i.e.:
puC (X|y)  Υu (ΦC (P(X), P̂(y|X)))
pcC (X|y)  Υc (ΦC (P(X), P̂(y|X)))
peC (X|y)

(6.5)

 Υe (ΦC (P(X), P̂(y|X))) .

Now, let the “true” prior and likelihood functions, i.e., functions formulated under the condition of a large amount of information, exist in P(X) and
P̂(y|X). This means that the posterior truth, denoted by pt (X|y), must exist in
ΦC (P(X), P̂(y|X)). Furthermore, let us assume that the truth in each operand
set is distributed in the same way as our semantics behind such reported sets,
i.e., the true function is uniformly distributed over each set. We will utilize two
score functions that measure the performance of the methods with respect to
pt (X|y). First consider a score function that measures the accuracy1 :

1 if DB (p(X|y)) = DB (pt (X|y))
sa (p(X|y), pt (X|y)) 
,
(6.6)
0 otherwise
where p(X|y) is any of the methods in Equation (6.4) or (6.5). In order to be
able to discriminate the performance of the different methods at a finer level,
we also use a loss function known as the Brier loss (Brier, 1950):

(p(x|y) − pt (x|y))2 .
(6.7)
sl (p(X|y), pt (X|y)) 
x∈ΩX

Let us sample n true posteriors, denoted p1t (X|y), . . . , pnt (X|y), by sampling
from the uniform second-order distributions over the operand sets, and then
applying the Bayesian update operator, i.e., each posterior sample pit (X|y), i ∈
{1, . . . , n}, has been obtained by the following expression:
pit (X|y)  ΦB (Υu (P(X)), Υu (P̂(y|X))) .

(6.8)

By drawing a large number of samples, we can obtain an approximation of the
expected score of the methods in Equations (6.4) and (6.5):
n

1
s• (p(X|y), pit (X|y)),
E[s• (p(X|y), pt (X|y))|P(X), P̂(y|X)] ≈
n i=1

(6.9)

where s• denotes any of the functions in Equation (6.6) or (6.7). Now, for each
problem instance (P(X), P̂(y|X)) we can rank2 each method in Equations (6.4)
1 Accuracy in this setting can be thought of as a performance measure with respect to the “best
guess”. If pt (X|y) or p(X|y) is uniform, we evaluate sa (p(X|y), pt (X|y)) by sampling.
2 The average rank is used in case of a draw.

58

CHAPTER 6. BAYESIAN VERSUS CREDAL BELIEF UPDATING

and (6.5) with respect to the expected scores in Equation (6.9) (i.e., the best
method receives rank one, the second best rank two etc.). Let Ra (p(X|y)) and
Rl (p(X|y)) denote the rank for any of the methods in Equations (6.4) and (6.5),
with respect
$ to Equation% (6.6) and (6.7), respectively, given a specific problem
instance P(X), P̂(y|X) . By uniformly sampling a large number of problem
$
%
instances 3 , Pi (X), P̂i (y|X) , i ∈ {1, . . . , m}, we can obtain an approximation
of the expected rank, over all such instances, with respect to each of the score
functions, i.e.:
m

1  i
EUn(Ω
[R
(p(X|y))]
≈
R (p(X|y)),
•
P(X) )
m i=1 •

(6.10)

where Ri• (p(X|y)) denotes
% respect to Equation (6.6) and (6.7),
$ the rank, with
for a sampled instance Pi (X), P̂i (y|X) , and where the subscript Un(ΩP(X) )
indicates that the sampling of credal sets has been performed with respect to
the uniform distribution over the state space of all credal sets for X, denoted
by ΩP(X) . However, sampling operand credal sets uniformly from ΩP(X) might
not do the credal operator justice, since there are considerably more credal sets
with a low degree of imprecision than a high, resulting in a bias to the former. Therefore, we also sample operand credal sets with respect to the uniform
distribution over the degree of imprecision, denoted UnI (ΩP(X) ). The corresponding expected ranks with respect to this form of sampling is denoted by
EUnI (ΩP(X) ) [R• (p(X|y))].
Method

EUn(ΩP

X

)

[Ra (·)]

EUn(ΩP

X

)

[Rl (·)]

puB (X|y)

3.489

3.853

pcB (X|y)

3.086

1.449

peB (X|y)

3.511

3.925

puC (X|y)

3.715

4.288

pcC (X|y)

3.190

2.574

peC (X|y)

4.010

4.912

Table 6.1: Expected rank for the methods defined in Equations (6.4) and (6.5) where
sampling of operands has been performed from Un(ΩPX ).

3 Since |Ω | = 2, uniformly sampling a credal set can be implemented by sampling from an
X
equilateral triangle where the base represents the centroid and the height the imprecision.
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Results

The average rank of each method, where m = 106 (see Equation (6.10)) and
n = 102 (see Equation (6.9)), is shown in Tables 6.1 and 6.2. A Friedman test
(Demšar, 2006) on the 5%-level, where the average rank is compared over all
m = 106 instances, is passed for both of the sampling methods and score functions, hence the differences in ranks are significant. A post-hoc Nemenyi test
(Demšar, 2006) on the same level, where one determines which methods are
significantly better or worse than others, is passed for all comparisons. Therefore, we conclude that the Bayesian method utilizing the centroid of the credal
operands, i.e., pcB (X|y), significantly outperforms the other methods. Note that
the corresponding credal method, i.e., pcC (X|y), is the second best method.
Method
puB (X|y)

EUnI (ΩP ) [Ra (·)]
X
3.529

EUnI (ΩP

pcB (X|y)

2.931

1.597

peB (X|y)

3.555

3.497

puC (X|y)

3.831

4.573

pcC (X|y)

3.104

2.697

peC (X|y)

4.050

4.398

X

)

[Rl (·)]

4.239

Table 6.2: Expected rank for the methods defined in Equations (6.4) and (6.5) where
sampling of operands has been performed from UnI (ΩPX ).

6.3

Analysis of Results

Consider the level plot in Figure 6.1, where the degree of imprecision of the
operands is shown on the x and y-axis, and where the intensity indicates the expected rank EUnI (ΩP(X) ) [Rl (·)|I(P(X)), I(P̂(y|X))] for pcB (X|y) and pcC (X|y).
From the level plots, it can be seen that the performance of pcB (X|y) and
pcC (X|y) is, to a large extent, uniformly distributed with respect to imprecision (the corresponding level plots for the accuracy have a similar appearance,
except that the intensity is lower). A degradation of the performance of pcC (X|y)
is revealed when one of the operands has a high degree of imprecision. In such
cases, the extreme points of one operand credal set have a tremendous effect on
the other operand through the credal operator, since the points are close to the
boundary of the probability simplex P ∗ (X) (Definition 3.15). Consider Figure 6.2 where the expected Brier loss has been plotted, given the minimum
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(a) pcB (X|y)

(b) pcC (X|y)

Figure 6.1: Level plot with intensity according to expected rank conditional on
the degree of imprecision of the operands where the operand credal sets have
been sampled from the uniform distribution over the degree of of imprecision, i.e.,
[Rl (·)|I(P(X)), I(P̂(y|X))] for pcB (X|y) and pcC (X|y). The bar on the
EUn (Ω
)
I

P(X)

right hand side of each plot depicts how the level of intensity is mapped to the expected rank. The x-axis shows I(P(X)) and the y-axis shows I(P̂(y|X)). The degree
of imprecision on each axis has been discretized into one hundred bins.

distance from an operand to the boundary of the probability simplex, i.e.,
[s (·, pt (X|y))|γ(P(X), P̂(y|X))] for pcB (X|y) and pcC (X|y), where:
EUnI (Ω
) l
P(X)

γ(P(X), P̂(y|X))  min

min

pj (X)∈E(P ∗ (X))

||pi (X) − pj (X)|| :
(6.11)

pi (X) ∈ E(P(X)) ∪ E(P̂(y|X)) ,
where || · || is the Euclidean norm. From the figure, we see that in cases where
there exists an operand with an extreme point close to the boundary of the simplex, it is clearly beneficial to use the Bayesian method pcB (X|y). The reason for
this is that pcB (X|y) suppresses the effect of such an operand on the posterior,
since it uses the centroid and such a point is closer to the uniform distribution than the extreme point. The credal operator, on the other hand, performs
posterior calculations on the operand’s extreme points which then significantly
affects the posterior extreme points and thus also the posterior’s centroid.
Let us further analyze the result of the experiment by exploring the methods
pcB (X|y) and pcC (X|y) for a single problem instance P(X) and P̂(y|X):


P(X) = λ(0.1, 0.9)T + (1 − λ)(0.4, 0.6)T : 0 ≤ λ ≤ 1
(6.12)


P̂(y|X) = λ(0.3, 0.7)T + (1 − λ)(0.7, 0.3)T : 0 ≤ λ ≤ 1 .
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6.2:
EUn (Ω
[sl (·, pt (X|y))|γ(P(X), P̂(y|X))]
(y-axis)
I
P(X) )
γ(P(X), P̂(y|X)) (x-axis) for pcB (X|y) (solid line) and pcC (X|y) (dashed line)
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(a) P(X) and P̂(y|X)

1.2

1.4

0.0

0.2

0.4

0.6

0.8

1.0

1.2

1.4

(b) P(X|y)

Figure 6.3: Second-order distribution (approximated with 107 samples discretized into
∗
100
 the x-axis is the probability simplex P (X) =
 bins)T over P(X) andTP̂(y|X) where
λ(1, 0) + (1 − λ)(0, 1) : 0 ≤ λ ≤ 1 . The dashed line shows the expected value (approximated) with respect to the second-order distribution. The cross shows the selected
operand functions and result of pcB (X|y), and the circle indicates the result of pcC (X|y).

The operands and the result after updating are shown in Figure 6.3, where an
approximation of the second-order distribution over the truth has also been
plotted (remember that we sampled the truth uniformly from the operands).
From the figure, it is evident that the second-order distribution over the poste-
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rior credal set can become considerably skewed and in such cases the centroid
is clearly not a good approximation of the expected value of the second-order
distribution, i.e., E[pt (X|y)|P(X), P̂(y|X)]. We also see that pcB (X|y) is a better
estimate, compared to the centroid, of the expected value of the second-order
distribution over the posterior credal set.

6.4

Summary and Conclusions

We have studied the performance of six different methods with respect to automated decision-making based on a probability function; three which are Bayesian and three based on credal set theory. An experiment was performed using
expected ranks with respect to accuracy and Brier loss and it was found that
Bayesian updating performed on centroids of operand credal sets significantly
outperforms the other methods. We have analyzed the result based on the degree of imprecision, position of extreme points, and second-order distributions.
Principally, our results suggest that if sources choose to express imprecision
for the prior and likelihood, and such imprecision can be interpreted as a uniform distribution over the operands, then such information can be sufficiently
summarized by centroids of the credal operands. At first, such a result may
appear somewhat provocative, since the credal operator has been specifically
designed to represent and maintain imprecision. However, the operator has not
been designed to preserve any information about the second-order distribution,
and such information seems essential since the second-order distribution over
a posterior credal set can be considerably skewed.

Chapter 7

Bayesian Versus Credal
Operator – Evidence
Combination
In the previous chapter, we compared the decision performance between Bayesian and credal set theory when the decision set was constructed on the basis
of the same type of structure. We obtained results that showed that Bayesian theory significantly outperformed credal set theory under such a condition.
The question remains, however, does credal set theory performs well when it
is allowed to output a non-singleton decision set based on a credal set? Furthermore, is it possible to construct a non-singleton decision set based on the
posterior in Bayesian theory, which is of equally good, or better, quality than
the credal decision set?
The answers to these questions are explored in this chapter via an experiment that is based on a scenario where multiple sources report evidences with
respect to some unknown state, i.e., evidence combination. In the experiment,
we motivate the usage of a non-singleton decision set by a risk component, i.e.,
a decision set that does not contain the true state yields a considerable negative
cost.
The chapter is organized as follows: in Sections 7.1 and 7.2, we elaborate
on the design and result of an experiment that involves no risk component in
the decision problem. We present an experiment and results where a risk component does exist, in Sections 7.3 and 7.4. Finally, in Section 7.5, a summary
and main conclusions of the chapter are provided.

7.1

Experiment – No Risk

Let us begin with a scenario that does not contain a risk component in the sense
that there is no cost in reporting an erroneous decision set, i.e., a decision set
63
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that does not contain the true state. Assume that we are interested in determining the state of a random variable X with a state space consisting of three
possible states, i.e., ΩX = {x1 , x2 , x3 }, and that we base our decision regarding X on n sources that provide us with evidences regarding X in the form of
strongly conditionally independent normalized likelihood functions, i.e., credal
sets, P̂(y1 |X), . . . , P̂(yn |X). Assume that the true state of X is x2 . Obviously,
if we have selected the sources well, a majority of these will provide us with
credal sets P̂  (X) that constitute evidence for the truth solely, i.e.:
p̂ (y|X) ∈ P̂  (y|X) ⇒ x2 = arg max p̂ (y|x) .
x∈ΩX

(7.1)

Such a type of credal set is completely contained in the region with vertical
lines shown in Figure 7.1. Let us assume that there is a possibility of obtaining

p(x2) = 1

3
2

0

p(x1) = 1
0

p(x3) = 1
2

Figure 7.1: The probability simplex P ∗ (X) partitioned into evidence region (vertical
lines) and counter-evidence region (horizontal line) with respect to the true state x2 .

a counter evidence P̂  (y|X) with respect to the truth from some of the sources,
i.e.:
(7.2)
p̂ (y|X) ∈ P̂  (y|X) ⇒ x2 = arg max p̂ (y|x) .
x∈ΩX



The counter evidence P (X) is completely contained in the region with horizontal lines shown in Figure 7.1. The imprecision of the credal evidence and
counter evidence can be considered as a second-order uncertainty with regard
to the strength of an evidence in the form of a probability function (i.e., a
Bayesian evidence). Let us assume that the sources have no reason to favor any
probability function in the credal evidence, i.e., the sources are indifferent with
regard to the probability functions.
Now, consider the case where we want to combine all the evidences obtained from the sources into a joint evidence. In the Bayesian case, since we
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p(x2) = 1

3

0

p(x2) = 1

3

2

2

p(x1) = 1
0

p(x3) = 1
2

(a) P̂i (y|X) and EUn(P̂(y |X)) [P̂(yi |X)],
i
i ∈ {1, 2}

0

p(x1) = 1
0

p(x3) = 1
2

(b) P̂(y1 , y2 |X) and p̂(y1 , y2 |X)

Figure 7.2: The example shows the probability simplex P ∗ (X) where one operand constitutes evidence for the true state x2 and the other counter evidence for the true state (in
this case evidence for x1 ). The dashed lines show the decision regions of the state space.
The extreme points of the credal operands P̂(yi |X), i ∈ {1, 2}, and joint credal evidence P̂(y1 , y2 |X) are depicted by filled circles. The centroid of P ∗ (X) and P̂(y1 , y2 |X)
is depicted by a cross. The joint Bayesian evidence p̂(y1 , y2 |X) is indicated by an unfilled
circle.

cannot apply the ΦB operator on the operand credal sets, we need to select a
single representative probability function from each operand to be utilized for
the combination. Since the sources are indifferent with regard to the probability functions in the operand credal sets, we can assume an implicit uniform
second-order distribution over the sets. It is therefore reasonable to utilize the
expected value of this distribution as a representative function, i.e., the centroid
distribution. Consequently the following joint Bayesian evidence is obtained:
p̂(y1 , . . . , yn |X)  ΦB (ΦB (. . . ΦB (Υc (P̂(y1 |X)), Υc (P̂(y2 |X))),
. . . , Υc (P̂(yn−1 |X))), Υc (P̂(yn |X))),

(7.3)

where the selector operator Υc (P(X)) is (Equation (6.1)):
Υc (P(X)) = EUn(P(X)) [P(X)],

(7.4)

where Un(P(X)) denotes the uniform distribution over P(X) (i.e., Υc (P(X))
gives the centroid distribution of P(X)). In the credal case, the joint evidence
is obtained in a straightforward way by utilizing the ΦC operator:
P̂(y1 , . . . , yn |X)  ΦC (ΦC (. . . ΦC (P̂(y1 |X), P̂(y2 |X)),
. . . , P̂(yn−1 |X)), P̂(yn |X)) .

(7.5)
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Based on the Bayesian and credal joint evidences, we now want to make a
decision regarding the true state of the variable X. In the Bayesian case, this is
simply performed by reporting the most probable state(s) (Equation (3.28)):
DB (p̂(y1 , . . . , yn |X)) =
{xi ∈ ΩX : p̂(y1 , . . . , yn |xi ) ≥ p̂(y1 , . . . , yn |xj ), ∀xj ∈ ΩX } .

(7.6)

Remember that the above Bayesian decision set is likely to be singleton as long
as a posterior calculation has been made (i.e., as long as one combination has
been performed). In the credal case, however, depending on the degree of imprecision reported by the sources, it is quite likely that the decision set is nonsingleton (Equation (3.58)):

DB (p̂(y1 , . . . , yn |X)) . (7.7)
DC (P̂(y1 , . . . , yn |X)) =
p̂(y1 ,...,yn |X)∈P̂(y1 ,...,yn |X)

Unless all probability functions within P̂(y1 , . . . , yn |X) agree on the most probable state, the decision set is non-singleton.
Let us also explore the credal centroid method from the previous chapter,
i.e., the credal operator ΦC is used to construct the joint evidence and the centroid distribution is used for decision-making in the same way as in the Bayesian
case, i.e.:
(7.8)
DCc (P̂(y1 , . . . , yn |X))  DB (Υ(P̂(y1 , . . . , yn |X))) .
An example of using the different decision schemas that we have described
is shown in Figure 7.2. In Figure 7.2(a), we see that one of the sources has
reported a quite strong evidence for the truth x2 , while the other source has
reported a counter evidence for this state (an evidence for x1 ). Figure 7.2(b)
shows the results of the Bayesian and credal methods. We see that:
DB (p̂(y1 , y2 |X)) = {x2 }
DC (P̂(y1 , y2 |X)) = {x1 , x2 }
DCc (P̂(y1 , y2 |X))

(7.9)

= {x2 } .

Note that the centroid of the joint credal evidence differs from the joint Bayesian evidence.
Now, a decision set D ⊆ ΩX that contains two states where one of them is
the true state, i.e., x2 , should obviously be less valued compared to a decision
set that is singleton with the true state. Moreover, a decision set that is equivalent to the state space is clearly non-informative about X, since we have already
modeled the set of possibilities for X by ΩX . Hence, such a decision set is not
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regarded to be of any value. Based
score function for our experiment:
⎧ 1
⎪
⎪
⎨ |D| ,
sψ (D) 
0,
⎪
⎪
⎩
−ψ,

on this reasoning, we adopt the following

if x2 ∈ D, D = ΩX
if D = ΩX
Otherwise

.

(7.10)

Note that ψ models a risk component. As stated at the beginning of this section,
we first explore the performance of the methods when no risk is involved in the
decision problem, hence, we instantiate the score function with ψ = 0, i.e.,
s0 (D).
Now, let the probability for the event that a source reports an evidence for
the truth (i.e., x2 ) be denoted by β. Note that if we sum the degree of conflict
for both the Bayesian and credal conflict measures (Definitions 5.3 and 5.5) for
all n − 1 combinations, i.e.:
Γ1:n−1

•

n−1


Γi• ,

(7.11)

i=1

where Γi• denotes the conflict in the ith combination, then we expected Γ1:n−1
•
to increase when β monotonically decreases in the interval [0.5, 1], i.e., the total
amount of conflict among the sources decreases. The experiment can now be
defined by the following step-wise description:
1. Sample the number of sources n ∼ Un([5, 10])
2. Sample the probability of obtaining an evidence for the true state β ∼
Un([0.7, 0.9])
3. Sample evidences P̂(y1 |X), . . . , P̂(yn |X) where the probability of sampling an evidence P̂  (yi |X) (Equation (7.1)) for the truth is β . and 1 − β
for a counter evidence P̂  (yi |X) (Equation (7.2)), i ∈ {1, . . . , n}.
4. Calculate joint evidences p̂(y1 , . . . , yn |X) and P̂(y1 , . . . , yn |X).
5. Calculate decision sets DB (p̂(y1 , . . . , yn |X)), DC (P̂(y1 , . . . , yn |X)), and
DCc (P̂(y1 , . . . , yn |X))
6. Calculate the score sψ (·) for each decision set in the previous step.
7. Repeat m = 105 times
Let us elaborate on the implementation of the above description. In step three,
we sample evidences by first deciding, utilizing β, if a specific source should report an evidence or a counter evidence for the truth. We then sample a centroid
from the corresponding region (see Figure 7.1), uniformly. Given the centroid,
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we sample imprecision by considering the distance from the centroid to the
corner points of an equilateral triangle, on the condition that all corner points
should reside in the same evidence region. Hence, the credal operands that we
sample are all equilateral triangles (simplices) completely contained in the evidence or counter-evidence region with respect to the truth. Credal sets of this
form can be obtained by interval constraints on marginal probabilities.
Method
DB (p̂(y1 , . . . , yn |X))
DC (P̂(y1 , . . . , yn |X))
DCc (P̂(y1 , . . . , yn |X))

E [s0 (·)]
0.93 ± 0.002
0.85 ± 0.002
0.92 ± 0.002

Table 7.1: Expected score E [s0 (·)], with 95% confidence intervals,
DB (p̂(y1 , . . . , yn |X)), DC (P̂(y1 , . . . , yn |X)) and DCc (P̂(y1 , . . . , yn |X)).

Method
DB (p̂(y1 , . . . , yn |X))
DC (P̂(y1 , . . . , yn |X))
DCc (P̂(y1 , . . . , yn |X))

s0 (·) > 0 (%)
|·|= 1 |·|= 2
92.8
0.0
78.1
13.1
91.6
0.0

s0 (·) = 0 (%)
|·|= 1 |·|= 2 |·|=3
7.2
0.0
0.0
1.8
0.4
6.6
8.4
0.0
0.0

Table
7.2:
Distribution
of
the
cardinality
DC (P̂(y1 , . . . , yn |X)) and DCc (P̂(y1 , . . . , yn |X)).

7.2

for

for

DB (p̂(y1 , . . . , yn |X)),

Results

The results of the experiment are shown in Tables 7.1 and 7.2. We see that
the expected score of the Bayesian method DB is clearly better than the credal
method DC . This means that the credal method does not optimally isolate the
cases for which the Bayesian method performs poorly, since we then would
have expected a higher score for the credal method. This is seen in the table,
since in 21.9% of the cases the credal method outputs a non-singleton set, while
the Bayesian method only outputs an erroneous singleton decision set in 7.2%
of the cases. The credal method outputs a decision set of no value (i.e., x2 is
not in the decision set or ΩX is reported) in 8.8% of the cases. In fact, even
if we would let the credal method obtain a reward of one in cases where two
states are reported and one of them is the truth, the credal method would still
perform worse than the Bayesian method (78.1%+13.1% = 91.2% compared to
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92.8%). Also note that the Bayesian method DB performs better than the credal
centroid method DCc , however, the difference is not as great compared to the
former case.

7.3

Experiment – Risk

One argument that one might have for using the credal method DC is that even
though it cannot optimally isolate the cases where the Bayesian method DB performs poorly, it can still be an interesting choice when there is a risk component
in the decision problem, i.e., reporting an erroneous decision set is coupled with
a considerable negative cost. Indeed, if we use the result in Table 7.2, we see
that the Bayesian method reports an erroneous decision set in 7.2% of the cases,
while the credal method only makes erroneous reports in 1.8% + 0.4% = 2.2%
of the cases. Hence, if we would have set ψ = 10 in the score function in Equation (7.10), we would have obtained E [s10 (DB (p̂(y1 , . . . , yn |X)))] ≈ 0.21 for
the Bayesian method and E[s10 (DC (P̂(y1 , . . . , yn |X)))] ≈ 0.76 for the credal
counterpart. However, when a risk is incorporated in the decision problem,

p(x2) = 1

3
2

γ

γ

γ
0

p(x1) = 1
0

p(x3) = 1
2

Figure 7.3: An example of the cautious Bayesian method in Equation (7.12) where δ =
0.2. The parameter δ imposes decision regions√
by planes
that are parallel to the (proper)
√
faces of the simplex with a distance γ = δ( 3/ 2). The horizontal lines depict the
decision region for ΩX , the vertical lines depict {x1 , x2 }, and lastly the region with
skewed lines depicts {x2 }.

cases clearly exist, when using the Bayesian method, for which one would not
simply output the single state that maximizes the probability, e.g., whenever
the joint Bayesian evidence p̂(y1 , . . . , yn |X) is close to the uniform distribution.
δ
Let us therefore modify DB to a cautious Bayesian method DB
in the following
way:
δ
(p̂(y1 , . . . , yn |X))  {x ∈ ΩX : p̂(y1 , . . . , yn |X) > δ},
DB

(7.12)
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where δ ∈ [0, |ΩX |−1 ]. The method partitions the probability simplex into decision regions, depicted in Figure 7.3. Note that a high value of δ yields a less cau0
(p̂(y1 , . . . , yn |X)) =
tious method and vice versa and that when δ = 0 then DB
ΩX for all joint evidences p̂( y1 , . . . , yn |X). Also note that when δ = |ΩX |−1 we
still have decision regions that are non-singleton.
Now let us use the same simulation settings as in the previous experiment
(Section 7.1), but where we now introduce a risk component by setting ψ = 10,
yielding a score function s10 . We perform the simulation for a set of values of
the parameter δ ∈ [0, |ΩX |−1 ] to see if parameters exist that cause the cautious
Bayesian method to outperform the credal method.
Method
0.02
DB
(p̂(y1 , . . . , yn |X))

DC (P̂(y1 , . . . , yn |X))

E [s0 (·)]
0.69 ± 0.006
0.62 ± 0.010

Table 7.3: Expected score E [s0 (·)], with 95% confidence intervals,
0.02
(p̂(y1 , . . . , yn |X)), DC (P̂(y1 , . . . , yn |X)) and DCc (P̂(y1 , . . . , yn |X)).
DB

Method
0.02
DB
(p̂(y1 , . . . , yn |X))
DC (P̂(y1 , . . . , yn |X))

s10 (·) ≥ 0 (%)
|·|= 1 |·|=2 |·|=3
69.6
22.1
7.1
77.9
13.2
6.7

Table
7.4:
Distribution
of
the
cardinality
DC (P̂(y1 , . . . , yn |X)) and DCc (P̂(y1 , . . . , yn |X)).

7.4

for

for

s10 (·) < 0 (%)
|·|=1 |·| =2
0.7
0.5
1.8
0.4
DB (p̂(y1 , . . . , yn |X)),

Results

The results are shown in Figure 7.4. The cautious Bayesian method outperforms
the credal method when δ ∈ [0.005, 0.07]. Let us explore the cautious Bayesian
method at its peak performance, which occurs approximately at δ = 0.02. The
result of this parameter value is seen in Tables 7.3 and 7.4. The cautious Bayesian method tends to output a non-singleton set more often than the credal
counterpart. However, the Bayesian method only reports an erroneous decision
set in 0.7% + 0.5% = 1.2% of the cases compared to 1.8% + 0.4% = 2.2% for
the credal case and due to the high risk component this yields a better score for
the Bayesian method. Note that since δ is quite low and the cautious Bayesian
method outputs a singleton decision set in 69.6% + 0.7% = 70.3%, we can conclude that the joint Bayesian evidence p̂(y1 , . . . , yn |X) is close to some corner
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Figure 7.4: The solid line shows the cautious Bayesian method DB
(p̂(y1 , . . . , yn |X)) and
the dashed line the credal method DC (P̂(y1 , . . . , yn |X)). The x-axis depicts δ and the
y-axis E [s10 (·)]. Confidence intervals on the 95%-level are also shown.

of the probability simplex in a majority of the cases. This is quite natural since
we have assumed that a majority of the sources output evidence for the true
state x2 (β ∈ [0.7, 0.9]). Let us further study the sensitivity of the parameter δ,
by exploring how a parameter set for δ changes with respect to the risk for the
case where the cautious Bayesian method outperforms the credal method (in
the sense that 95% confidence intervals for each method are non-overlapping),
shown in Table 7.5. The table indicates that when there is a low risk, i.e.,
δ
outperforms DC are quite large.
ψ ∈ {0, 2}, the parameter sets for δ where DB
When the risk increases, i.e., ψ ∈ {4, 10}, the parameter sets become considerψ
0
2
4
6
8
10

δ
[0.05, 0.33]
[0.04, 0.33]
[0.03, 0.14]
[0.02, 0.10]
[0.01, 0.08]
[0.01, 0.07]

δ
Table 7.5: The table shows the cautious Bayesian parameter δ in DB
(p̂(y1 , . . . , yn |X))
for different risks ψ. The intervals for δ depicts the region for which
δ
(p̂(y1 , . . . , yn |X)) outperforms DC (P̂(y1 , . . . , yn |X)) with respect to E [sψ (·)] and
DB
where the 95% confidence intervals are non-overlapping for the methods.

72

CHAPTER 7. BAYESIAN VERSUS CREDAL EVIDENCE COMBINATION

δ
ably smaller. In addition, we see that DB
with δ = 0.05 performs better than DC
irrespective of the risk ψ.

7.5

Summary and Conclusions

We have presented two experiments that evaluate the Bayesian and credal operators for evidence combination. In both experiments, the sources report credal
sets where the sources’ second-order beliefs over the sets are imagined to be
uniformly distributed. For the Bayesian operator, we have utilized the expected
value of the reported credal set, i.e., the centroid, to obtain the joint evidence.
The operators have been evaluated using a simple score function that gives a
reward corresponding to the informativeness of the joint evidence and a loss according to a specified risk. In the first experiment, we showed that in scenarios
with no risk component, it is clearly beneficial to utilize the Bayesian operator
instead of the credal correspondence. This is true even if one were to maintain
imprecision by using the credal operator and lastly utilizing the centroid for
decision-making. However, this difference in performance was not as clear as
in the previous case. Nevertheless, the latter results show that nothing is gained
by maintaining imprecision and then using the centroid for constructing the
decision set. By using the result from this experiment, we concluded that if a
large risk component is present, the credal method is preferred, due to a lower
number of erroneous decision sets. However, we introduced a simple cautious
Bayesian method, using a single parameter that partitions the probability simplex into regions corresponding to different decision sets, and we showed that
such a method can outperform the credal correspondence. One potential problem with the cautious Bayesian method is that one needs to choose an appropriate parameter value. However, we showed that there exist values for which
the method outperforms the credal method for a set of risk components.
In essence, our results tell us that if there is no risk component in the scenario of interest, then one should use the Bayesian operator, even if the sources
choose to report imprecision via credal sets. Furthermore, if a risk component
does exist in the scenario, then one should use the cautious Bayesian method
that we introduced. Hence, for both cases, it is sufficient to utilize a single
probability function and the Bayesian operator to represent respectively combine evidences. From the perspective of computational complexity, these are
indeed positive results, considering that the number of extreme points of the
joint credal evidence, in the worst case, can grow exponentially with the number of combinations.

Chapter 8

Application Scenario –
Anomaly Detection
In this chapter1 , we explore the performance of Bayesian and credal set theory
with respect to a real-world application scenario, namely, anomaly detection
for maritime surveillance. The goal of anomaly detection is to sort out objects
within the environment that are different from other objects, i.e., anomalous
objects (Tan et al., 2006). In maritime surveillance, one wants to detect anomalous vessels since this can be an indication of various types of criminal activities,
such as smuggling. We introduce Bayesian and credal anomaly detectors, using
the Bayesian and credal operators, which we evaluate with respect to anomaly
detection for maritime surveillance.
The chapter is organized as follows: in Section 8.1, we elaborate on the
general idea of anomaly detection and depict an approach, denoted as StateBased Anomaly Detection (Brax et al., 2008a,b; Brax and Niklasson, 2009a,b;
Brax et al., 2009), upon which we will base our Bayesian and credal anomaly
detectors. In Sections 8.2 and 8.3, the Bayesian and credal anomaly detectors
are described. Moreover, an experiment and results of a comparison between
the detectors are presented in Sections 8.4 and 8.5. Lastly, in Section 8.6, we
provide a summary and main conclusions of the chapter.

8.1

State-Based Anomaly Detection

The central principle of anomaly detection is to first build a normal model,
based on observations from the environment of interest, and then use it to
detect objects whose behavior differs from what one would expect according to
the model (Portnoy et al., 2001). The main issue when constructing an anomaly
1 The chapter is based, in its entirety, on an equal collaboration between the author and Christoffer Brax (Brax et al., 2010).
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detector is to maintain a low false alarm rate and, at the same time, a high
detection rate of true anomalies.
One approach to anomaly detection is the State-Based Anomaly Detection
(SBAD) approach (Brax et al., 2008a,b; Brax and Niklasson, 2009a,b; Brax
et al., 2009), which is based on a discrete state representation. Assume that
we have discrete random variables Y1 , . . . , Yn where each Yi , i ∈ {1, . . . , n},
represents different types of states of an object of interest. As an example, Yi
can denote the heading of an object where ΩYi = {north, south, east, west}.
By constructing the multivariate variable:
Y = Y1 × . . . × Yn ,

(8.1)

i.e., a random vector, we can obtain a multivariate description of the current
state of an object. As an example, Y can contain random variables for the
current position and heading. Now, by utilizing a training data set ζ, consisting
of m tracks:
%

$
(8.2)
ζ  y1i , . . . , ylii : i ∈ {1, . . . , m} ,
where li denotes the number of observations in track i, we can build normal
models that capture different aspects of normality of objects. The first type of
such a model, denoted by poc (Y ), captures the normality of observing an object
in a specific state y ∈ ΩY by utilizing the relative frequency of state occurrences
over all tracks, i.e.:
n(Y )
poc (Y )  
,
(8.3)
n(y)
y∈ΩY

where n(Y ) is a function that returns the number of occurrences of an observation y ∈ ΩY over all tracks in ζ. Another aspect of interest that can be captured
by a normal model is transitions between states Yk , Yk+1  where Yk and Yk+1
denote two consecutive time steps from the same track:
ptr (Yk , Yk+1 ) 

n(Yk , Yk+1 )

,
n(yk , yk+1 )

(8.4)

yk ,yk+1 ∈ΩY ×Y

where n(Yk , Yk+1 ) is a function that returns the number of observed transitions yk , yk+1  ∈ ΩY ×Y .

8.2

Bayesian Anomaly Detector

Consider the case where we receive a new observation from an object and that
we want to construct the corresponding evidence regarding whether or not the
object is normal or an anomaly. Let p(Z) be any of poc (Y ) (Equation (8.3))
or ptr (Yk , Yk+1 ) (Equation (8.4)). Intuitively, the less probable, with respect
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to the normal model p(Z), it is to observe a specific z, the stronger evidence
for anomaly. Let us introduce a random variable X for an object to be anomalous or normal, i.e., we have a state space ΩX = {a, n} (a – anomaly or n –
normal). Based on this line of reasoning, we can construct evidence p̂(z|X),
corresponding to an observation z ∈ ΩZ , in the following way:
⎧
T − p(z)
⎪
⎪
ϕa
if p(z) < T
⎪
⎨0.5 +
T
p̂(z|a) 
p(z) − T
⎪
(8.5)
⎪
ϕn otherwise
0.5 −
⎪
⎩
max p(z) − T
z∈ΩZ

p̂(z|n)  1 − p̂(z|a),
where ϕa and ϕn are parameters that model the maximum strength of an evidence for anomaly respectively normality, and where T is a threshold that
constitutes the limit between normality and anomaly. The mapping in Equation (8.5) is illustrated in Figure 8.1. We see that when we have not made any
max p(z)
z∈ΩZ

0

T

1

0.5 + ϕa

0.5

1

0.5 − ϕn

0

p(z)

p̂(z|a)

Figure 8.1: Mapping from p(z) to p(z|a)

observations at all in the normal model, we have the strongest possible evidence
for anomaly and vice versa for normality. It can be somewhat counterintuitive
to think of an observation z as constituting evidence for normality. However,
if one wants an object to be able to “recover” from an anomalous state, such a
modeling approach is necessary. The threshold T is a parameter that can be set
with respect to the application at hand in order to adjust the sensitivity of the
detector.
Now, at each time step i, we obtain an observation zi , yielding a sequence
of observations z1 , . . . , zk , which we can use in Equation (8.5) to obtain corresponding evidences p̂(z1 |X), . . . , p̂(zk |X). These evidences can be used as
operands for the Bayesian operator in order to update our prior belief p(X)
to posterior belief p(X|z1 , . . . , zk ):
p(X|z1 , . . . , zk )  ΦB (ΦB (. . . ΦB (p(X), p̂(z1 |X)),
. . . , p̂(zk−1 |X)), p̂(zk |X)) .

(8.6)
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Anomaly Classification

Let p̂(z|X), p̂(z1 , . . . , zk |X), and p(X|z1 , . . . , zk ) denote evidence, joint evidence, and posterior belief, respectively, based on the normal models in Equations (8.3) and (8.4). The question then is when should a certain object be
classified as an anomaly by a detector? In principle, such a classification can be
performed by utilizing a decision schema based on a threshold μ according to:

{a} if p(a|z1 , . . . , zk ) ≥ μ
μ
DB (p(X|z1 , . . . , zk )) 
.
(8.7)
{n} otherwise
Such a decision schema is not only dependent on the parameter μ, but also on
the maximum possible strengths ϕa and ϕn . Consider, for example, an object
that has generated a large number of normal observations followed by only
a few anomalous ones. In such a case, the posterior probability for normality, before the anomalous observations are taken into account, will be high.
Whether or not one classifies the object as an anomaly in this situation depends on all the parameters ϕa , ϕn , and μ. For this reason, we propose that
the parameters should be set jointly, with respect to the application at hand, by
determining the number of extreme anomaly evidences, i.e., an evidence of the
form p̂(z|a) = 0.5 + ϕa that one requires, starting from the prior belief p(a), in
order to classify the object as an anomaly. Furthermore, in order to guarantee
a certain level of reactivity of the detectors over time, it is necessary to limit the
posterior belief p(a|z1 , . . . , zk ) for anomaly to a minimum that is equal to the
prior belief p(a), i.e.:
min

z1 ,...,zk 

p(a|z1 , . . . , zk ) ≥ p(a),

(8.8)

∀k ∈ N+ and all tracks z1 , . . . , zk . The procedure is exemplified in Figure 8.2.
In the figure, we see that if we want an object to be classified as an anomaly after eight extreme anomaly evidences, given that the prior evidence p(a) = 0.01,
we need to set ϕa ≈ 0.2. When ϕa has been set using our proposed method,
it is also necessary to consider the maximum strength of an evidence for normality, i.e., ϕn . The question that needs to be addressed when choosing such
a strength is to what extent one wants a normal observation to influence one’s
belief regarding normality. This can be modeled by considering a ratio between
strengths ϕa and ϕn .

8.3

Credal Anomaly Detector

One potential problem with the Bayesian anomaly detector, introduced in the
previous section, is that the threshold T needs to be specified precisely. Such
precise threshold is a sharp border of what observations that constitute evidence for anomaly or not, and one may not be comfortable with such sharpness. Moreover, since the posterior belief is updated over time, based on the
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Figure 8.2: The figure depicts different choices of the parameter ϕa where μ = 0.9 (upper
dashed line). The x-axis shows the number of updates and the y-axis shows the posterior
belief p(a|z1 , . . . , zk ). The lower dashed line shows the prior belief p(a) = 0.01

evidences, small variations in the thresholds can potentially have a significant
impact on the posterior belief, which, in the end, can lead to different classifications of an object. For this reason, let us adopt an interval of thresholds T
instead, i.e., we allow for imprecision in the threshold. We denote the lower and
upper bounds in such an interval by T ↑ and T ↓ , i.e., T ∈ [T ↑ , T ↓ ]. Consider
Figure 8.1, which shows the mapping between an observation and the corresponding evidence. Now, instead of using the single threshold T , let us use each
threshold in the interval [T ↑ , T ↓ ] to obtain evidences. From the figure, we see
that the interval yields a set of evidences that is closed and convex, i.e., a credal
set P̂(z|X) such that:
P̂(z|X)  {p̂(z|X) as in Equation (8.5) : T ∈ [T ↑ , T ↓ ]} .

(8.9)

Similarly to the Bayesian case (Equation (8.6)), these evidences can be used as
operands in the credal operator in order to update the prior belief P(X) to
posterior belief P(X|z1 , . . . , zk ), i.e.:
P(X|z1 , . . . , zk )  ΦC (ΦC (. . . ΦC (P(X), P̂(z1 |X)),
. . . , P̂(zk−1 |X)), P̂(zk |X)) .

(8.10)

Note that since the credal evidences P̂(z|X) and prior belief P(X) in the above
equations are intervals (|ΩX | = 2), i.e., there are only two extreme points,
computation of the ΦC operator is easily performed.
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8.3.1

Anomaly Classification

Let us use the centroid distribution for classifying an object as anomalous or
normal by using the same method as in the Bayesian case, i.e.:
μ
(Υc (P(X|z1 , . . . , zk ))),
DCc,μ (P(X|z1 , . . . , zk ))  DB

(8.11)

where Υc is the selector operator for the centroid distribution (Equation (6.1)),
i.e.:
Υc (P̂(X|z1 , . . . , zk )) = EUn(P(X|z1 ,...,zk )) [P(X|z1 , . . . , zk ))] .

8.4

(8.12)

Experiment

In order to evaluate the performance of the Bayesian and credal anomaly detectors, we design two experiments using real-world maritime AIS (Automatic
Identification System) data (Eriksen et al., 2006), where we introduce anomalies in some tracks.

8.4.1

Data Sets

The data set contains 2888 tracks, corresponding to three weeks of AIS data,
recorded along the Swedish west coast. We divide the data set into a training
set, used for building the normal models in Equations (8.3) and (8.4), with 80%
of the data, i.e., 2310 tracks, and an evaluation set with 20% of the data, i.e.,
578 tracks. In order to reduce the amount of data, we sample observations from
the original data set with a distance of at least 200 meters (Laxhammar et al.,
2009) and discretize the tracks into multivariate states Y consisting of states:
position, velocity and heading. The position of the vessel is discretized by using
45 by 45 cells where each cell is 304 by 198 meters; the velocity is discretized
into bins corresponding to limits 3, 15, 25 (knots); and lastly, the heading is
discretized into eight bins corresponding to: south, southeast, etc..

8.4.2

Design

The aim of the experiment is to evaluate the Bayesian and credal anomaly detectors’ ability to detect anomalies in the form of a sequence of anomalous
observations. Assume that we know the true class, i.e., anomaly or normal, of
the tracks in the test data set. We can then use this information to evaluate the
performance of our detectors by using the precision and recall score functions,
denoted sp and sr , respectively, defined as:
sp (D) 
sr (D) 

nta (D)

nta (D) + nfa (D)
nta (D)

nta (D) + nfn (D)

(8.13)
,

(8.14)
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where D ⊆ ΩX is a decision set and where nta (D) denotes the number of tracks
correctly classified as anomalous, nfa (D) denotes the number of tracks misclassified as anomalous and nfn (D) is the number of tracks misclassified as normal.
Note that an optimal detector yields a decision set D where sp (D) = sr (D) = 1.
Now, due to the possibility of anomalies in the training data, we need to
adjust the sensitivity of the detectors in order to detect these anomalies in the
test data. In essence, a normal model p(Z) induces an ordering:
z i ≺ z j ⇔ p(z i ) < p(z j )

(8.15)

among observations z ∈ ΩZ where i, j ∈ N+ are ordinal numbers (i.e., if
z i ≺ z j then i < j) and where N+ denotes the set of positive natural numbers.
Such an ordering can be used to determine the sensitivity of the detectors by
setting the threshold T (see Equation (8.5)) to p(z σ ) where z σ has ordinal
number σ. For instance, if we set T = p(z 3 ), observations with lower ordinal
numbers, i.e., z 1 and z 2 , constitute anomaly evidences (see Equation (8.5)).
Now, let us assume that ten consecutive observations, which we have not
seen before, constitute an anomaly. On the basis of this assumption, let us first
elaborate on our choice of parameters for the Bayesian detectors. Since we now
have defined what we regard to be an anomaly, we need to make sure that
our choice of parameters forces our detectors to detect such an anomaly. Let
μ = 0.9 (Equation (8.7)) and since we do not expect an object to be anomalous
we set the prior belief p(X) to:
p(a) = 0.01
p(n) = 0.99 .

(8.16)

We can then set the evidence strength parameter ϕa , by using the approach
described in Section 8.2.1, by solving:
ΦB (ΦB (. . . ΦB (p(a), p̂(z1 |a)), . . . , p̂(z9 |a)), p̂(z10 |a)) = μ,

(8.17)

where:
p̂(zi |a) = 0.5 + ϕa ,

(8.18)

∀i ∈ {1, . . . , 10} (remember that we have already set the prior belief p(a) =
0.01). Let us also set the maximum evidence strength for normality according
to ϕn = ϕa . Note that our method of setting the maximum evidence strength
ϕa guarantees that we classify an object as anomalous when ten consecutive
observations, not previously seen, are obtained. Hence, we have constructed a
classification schema that is coherent with our definition of what constitutes an
anomaly. Let us explore the performance of the Bayesian detectors by:
T = p(z σ ),

(8.19)
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where σ is varied according to σ ∈ {0, 5, 10}. Now let us base the credal detectors on the Bayesian counterparts by using lower and upper ordinal numbers
σ ↑ and σ ↓ , corresponding to lower and upper thresholds:
 ↑
T ↑ = p zσ
(8.20)
↓
T ↓ = p(z σ ),
centered around σ ∈ {5, 10} for the Bayesian case, i.e.:
σ↑ = σ − η
σ ↓ = σ + η,

(8.21)

where η ∈ N+ . We explore the performance of the credal detectors by varying
η in the above equation according to η ∈ {1, . . . , 5}. Lastly, let us set the prior
belief P(X) to be equivalent to the Bayesian prior belief (Equation (8.16)), i.e.,
a singleton prior credal set:
P(X)  {p(X) : p(a) = 0.01, p(n) = 0.99} .

(8.22)

Remember that we have introduced two types of anomaly detectors, one for
each normal model, i.e., poc (Y ) (Equation (8.3)) and ptr (Yi , Yj ) (Equation
(8.4)), for which we can obtain the following Bayesian decision sets (Equation
(8.7)):
0.9
(p(X|y1 , . . . , yk ))
DB
0.9
(p(X| y1 , y2  , . . . , yk−1 , yk )),
DB

(8.23)

and the following credal decision sets (Equation (8.11)):
DCc,0.9 (P(X|y1 , . . . , yk ))
DCc,0.9 (P(X| y1 , y2  , . . . , yk−1 , yk )) .

(8.24)

Let us classify a vessel as anomalous based on the above sets according to:
⎧
0.9
⎪
⎨{a} if (DB (p(X|y1 , . . . , yk )) = {a})∨
0.9
0.9
&B
D

(DB
(p(X| y1 , y2  , . . . , yk−1 , yk ) = {a})
⎪
⎩
{n} otherwise
⎧
(8.25)
c,0.9
⎪
⎨{a} if (DC (P(X|y1 , . . . , yk )) = {a})∨
&C0.9 
D
(DCc,0.9 (P(X| y1 , y2  , . . . , yk−1 , yk ) = {a}) ,
⎪
⎩
{n} otherwise
i.e., whenever one of the detectors has classified the vessel as anomalous.
Now, in order to simulate anomalies according to our definition, we construct a new test data set where we introduce anomalies by perturbing ten
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consecutive observations from some random start position. We perform the
skewing of each point according to Figure 8.3, i.e., we use the mean normal
of the two neighboring line segments where the maximum skewing distance
is ω = 500m (points two to ten in the sequence are skewed on the basis of
the previously skewed points). We construct anomalous and normal data sets
p2
n̄
n1

n2
p2

p3

p1
Figure 8.3: The point p2 becomes skewed to new point p2 = tn̄ where n̄ is the mean
unit vector of n1 and n2 and where t ∼ Un([−ω, ω]).

based on the evaluation set (see Section 8.4.1). For the anomalous data set, we
uniformly sample 200 tracks from the evaluation data set, with replacement,
and then introduce an anomaly in the tracks by uniformly sample a point from
the track and skew ten consecutive points, as previous described. If the sampled
point from the track is among the last nine points, we omit the track from the
anomalous data set. This sampling schema yielded 164 anomaly tracks. For the
normal data set, 166 tracks was uniformly sampled (with replacement) from
the evaluation data set but where no skewing was performed2

8.5

Results

Let us define three main parameter settings, denoted ϑ1 , ϑ2 , and ϑ3 , shown in
Table 8.1, which summarizes the way in which we explore the performance of
the detectors (Equations (8.19) and (8.20)). The results with respect to these
settings are shown in Table 8.2. For the credal anomaly detectors, the optimal
value on the upper and lower thresholds T ↑ and T ↓ for the parameter settings
ϑ2 and ϑ3 (for ϑ1 the credal
and
$
% Bayesian detectors
$
%were the same because
η = 0) was found to be σ ↑ , σ ↓ = 1, 9 and σ ↑ , σ ↓ = 5, 15, respectively.
2 The reason for the discrepancy between the number of anomalous tracks, i.e., 166, and normal
tracks, i.e., 164, is that we resampled the anomalous data set, in order to explore the behavior of
the detectors with respect to skewing process, but maintained the normal data set. Since we omitted
a non-deterministically number of tracks when constructing the anomalous data set, this yielded a
small discrepancy in the number of tracks.
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Detectors
& 0.9
D

ϑ1

ϑ2

ϑ3

σ=0

σ = 10

σ = 15

& 0.9
D
C

η=0

η ∈ {1, . . . , 5}

η ∈ {1, . . . , 5}

B

Table 8.1: The table shows three parameter settings ϑ1 , ϑ2 , and ϑ3 which are used to
explore the performance with respect to precision and recall.

Detectors
& 0.9
D
B
& 0.9
D
C

sp (·)

sr (·)

ϑ1

ϑ2

ϑ3

ϑ1

ϑ2

ϑ3

0.91

0.88

0.85

0.30

0.98

0.98

0.91

0.92

0.88

0.30

0.97

0.98

Table 8.2: Precision sp (·) and recall sr (·) for the parameters settings ϑ1 , ϑ2 , and ϑ3 .

We see that the precision of the credal anomaly detectors is slightly better than
the Bayesian counterpart and that the performance with respect to recall is
more or less the same. Parameter setting ϑ1 is clearly a sub-optimal setting
for both the Bayesian and credal detectors due to the low recall. Although the
results between the Bayesian and credal anomaly detectors only differs slightly,
there are tracks where the classification is clearly sensitive to the choice of T in
Equation (8.5), resulting in large intervals for the posterior belief. An example
of this is shown in Figure 8.4, where we have used the following shorthand
notation:
P ↑ (X|y1 , . . . , yk ) 
P ↓ (X|y1 , . . . , yk ) 

8.6

min

p(X|y1 , . . . , yk )

max

p(X|y1 , . . . , yk ) .

p(X|y1 ,...,yk )∈P(X|y1 ,...,yk )
p(X|y1 ,...,yk )∈P(X|y1 ,...,yk )

(8.26)

Summary and Conclusions

Based on the State-Based Anomaly Detection approach, we have introduced
Bayesian and credal anomaly detectors. An experiment was performed where
anomalies were introduced by skewing a number of consecutive points. The
results showed that the credal anomaly detectors performed slightly better than
the corresponding Bayesian detectors. The results also showed that the recall
for both of the detectors was low without increasing the sensitivity by using the
threshold that determines what constitutes anomalous and normal evidences.
One interesting application for the credal anomaly detector is when there
is a human operator involved in the decision process. For such cases, it may
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Figure 8.4: Example of the posterior belief p(a|y1 , . . . , zk ) (line with squares),
P ↑ (a|y1 , . . . , yk ) (lower line) and P ↓ (a|y1 , . . . , yk ) (upper line) based on the normal
model poc (Y ) (Equation (8.3)). The x-axis shows the time steps and the y-axis shows
the probability of the posterior belief. The centroid of P(a|y1 , . . . , yk ) is also shown.
The dashed line shows the threshold μ = 0.9.

be preferable for the operator to utilize the imprecision as a way of obtaining
information about the reliability of classifications. In essence, when an operator
determines a set of thresholds for the credal anomaly detectors, the operator
also agrees to use a set of detectors to perform the classification. If all these
detectors classify the object as an anomaly, then the operator can, in a sense,
rely on such results more than if there is only a subset of detectors that do
so. As an example, when the posterior of the Bayesian detector, corresponding
to the upper threshold of a credal detector, reaches a strength that yields an
anomaly classification, the operator can inspect the amount of imprecision and
act accordingly.

Chapter 9

Related Work
Thus far, research that has specifically aimed to empirically compare the performance of Bayesian and credal set theory has been scarce. Nevertheless, there
is research that bears some resemblance to ours. The goal of this chapter is
to elaborate on how our research differs from others that have addressed a
research question with some degree of similarity to ours.
The chapter is organized as follows: in Section 9.1, we first describe research that has addressed tracking by sets of probability density functions. In
Section 9.2, we depict an approach to classification using credal sets. Lastly, in
Section 9.3, we elaborate on the differences of an aggregation and combination
problem.

9.1

Tracking

The tracking problem is commonly addressed within low-level information
fusion. The problem can be defined as the estimation of a continuous state
θk ∈ Rn based on sensor measurements ωk (Arulampalam et al., 2002):
θk = gk (θk−1 , vk−1 )

(9.1)

ωk = hk (θk , wk ),

(9.2)

where vk−1 denotes process noise and wk denotes measurements noise. The
problem can be solved by Bayes’ theorem for the continuous case:
p(θk |ω1:k ) =

p(ωk |θk )p(θk |ω1:k−1 )
,
p(ωk |ω1:k−1 )

(9.3)

where p(·|·) are density functions (see further (Bernardo and Smith, 2000)).
Recently, there have been a number of publications (Antonucci et al., 2009;
Klumpp and Hanebeck, 2009; Benavoli et al., 2009; Noack et al., 2009, 2008)
which have addressed the tracking problem by utilizing sets of posterior probability densities (instead of the single posterior p(θk |ω1:k )). These publications
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also contain some example or experiment where the imprecise tracker, in the
above sense, has been compared to a precise tracker. The experiments typically
show that the imprecise tracker captures the true track by expected lower and
upper bounds of the set of posterior density functions, irrespective of different
types of disturbances, while the corresponding precise tracker can be significantly affected by these disturbances.
The main difference between the aforementioned research and ours is that
we have restricted ourselves to a discrete state space. Hence, we use probability (mass) functions instead of densities. Furthermore, we have not considered
filtering of noise in the sense of Equations (9.1) and (9.2). The reason for such
a restriction is that the purpose of utilizing a belief framework in HLIF is not
to filter noise from some directly measurable state (Hinman, 2002). Instead,
such a framework should be used to determine states that are “high-level” in
nature, e.g., whether a certain object is anomalous or not. These type of states
are typically discrete. For this reason, we have not made any assumptions in
our experiments that the state of interest is measurable in the sense of Equation
(9.2).

9.2

Classification

A classifier can be described as an algorithm that takes a tuple instance:
y1 , . . . , yn  ,

(9.4)

as input and returns a state x ∈ ΩX , i.e., the class, as output (Mitchell, 1997).
A classifier is usually constructed by a training algorithm that uses a set of
instances where the true class is known for each such instance, i.e.:
%

$
(9.5)
x1 , y11 , . . . , yn1 , . . . , xm , y1m , . . . , ynm  .
The idea is that, based on these training instances, a classifier can be built that
can be used to classify new tuples y1 , . . . , yn  for which the true class x is
unknown.
There are a number of publications that concern classifiers which are based
on credal sets of probability functions (Corani et al., 2009; Corani and Zaffalon, 2008, 2007a,b; Zaffalon, 2002; Zaffalon and Fagiuoli, 2003). These
types of classifiers, denoted as credal classifiers, differs from traditional ones,
since they are allowed to output more than one class. The credal classifiers are
based on different variants of the imprecise Dirichlet model (IDM) by Walley
(1996), which we briefly described in Section 4.2. The basic idea of the IDM
is to adopt a set of prior Dirichlet densities and perform Bayesian updating on
each of these with respect to a multinomial likelihood, yielding a set of posteriors. The IDM can then be derived by calculating the expected value of each of
these posterior densities, yielding a credal set over the class variable X. In order
to evaluate the performance of credal classifiers, one usually compares what is
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referred to as set accuracy, i.e., the number of times the true class is included
in the set output of a credal classifier, with the ordinary accuracy measure of a
Bayesian classifier. The main argument for utilizing a credal classifier is that it
performs well, with respect to set accuracy, on instances for which the Bayesian
counterpart performs poorly.
There are two main differences between the research concerning credal classifiers and our research. Firstly, credal set theory as we have defined it, also
allows for sets of likelihood functions so that evidences can be expressed imprecisely. This is not the case for credal classifiers using the IDM. Secondly, in
contrast to the evaluations of credal classification, we have based our evaluations on either (1) a decision set based on the same type of structure or (2) a
score function dependent on the cardinality of a decision set.

9.3

Aggregation and Combination

In this thesis we have addressed the problem of combining multiple pieces of
evidence, also known as the combination problem (Karlsson et al., 2009), via
the Bayesian and credal combination operators. It must be emphasized that this
problem, although similar, is different from the aggregation problem where one
utilizes an aggregation operator in order to find a common agreement among
sources (Torra and Narukawa, 2007, Section 1.1). Typically, if an aggregation
operator is applied to two identical operands, the result will be the same as
the operands, since it represents a “perfect agreement” among the sources. If
we consider the same scenario using a combination operator instead, the result
usually represents stronger evidence in comparison to any of the operands, since
both sources agree on some state, i.e., the result is different from the operands.
Several researchers have addressed the aggregation problem by using imprecise probability either in the form of credal sets or other representations (see,
e.g., (Moral and del Sagrado, 1997; Nau, 2002; Troffaes, 2006)), however,
the combination problem has been an overlooked area in the case of general
credal sets (in the form of polytopes). Combination of evidences in the form of
so-called mass functions, has been thoroughly studied within evidence theory
(Shafer, 1976), mainly via some variant of Dempster’s rule. However, it has
been shown (Arnborg, 2004, 2006) that the results of Dempster’s rule and the
credal combination operator1 , where mass functions has been transformed to
a particular type of credal sets, can be disjoint.

1 Arnborg

(2004, 2006) denotes this operator as “the robust Bayesian combination operator”.

Chapter 10

Summary and Conclusions
In this chapter we describe the main conclusions that can be drawn from the
thesis. The contributions of the thesis are highlighted in Section 10.1 and ideas
for future research are presented in Section 10.2.

10.1

Contributions

We center the discussion of the contributions of the thesis around the objectives
and research question presented in Chapter 4. We first describe how each of the
objectives has been fulfilled by the contents of the thesis, and then, based on
the results of fulfilling the objectives, elaborate on an answer to the research
question.

10.1.1 Objective O1
The first objective of the thesis concerned the characterization of the belief
frameworks’ operators:
O1 Characterize the behavior of the frameworks’ operators.
The objective is fulfilled by Chapters 5, 6, and 7. In Chapter 5, we introduced
measures for the degree of imprecision and conflict, which we then used to
characterize the behavior of the operators in a number of different types of
examples (containing different degrees of imprecision and conflict). From the
examples, it was evident that a highly imprecise credal operand has a significant
impact on the posterior result. We therefore introduced a discounting operator
for credal sets that can discount an operand credal set with respect to a closed
convex set of reliability weights (an interval). We proved that the discounting
operator can be computed by using the extreme points of the operand credal
set and set of reliability weights. Hence, it preserves the “point-wise” Bayesian
paradigm that is the basis for credal set theory. The discounting operator has
three properties that makes it unique (Destercke, 2010): (1) it can discount any
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credal set (i.e., it is not restricted to a particular type of credal set), (2) a credal
set can be discounted with respect to a set of reliability weights, i.e., one can
express reliability imprecisely, and (3) a discounted credal set can be reversed
to its original form, if the set of reliability weights, used for the discounting, is
known.
In Chapter 6, we conducted an experiment in which we compared the decision performance by forcing a singleton decision set from the posterior credal
set. In the analysis of the result, we found that a Bayesian decision schema
where one applies the Bayesian operator on centroids of operand credal sets,
significantly outperformed all credal decision schemas. We also found that the
reason for these results were due to the fact that the Bayesian decision schema
yielded a better approximation of the expected value of the second-order distribution over the posterior credal set. We also showed that the performance of
the credal operator deteriorates when the extreme points of the operand credal
sets are close to the boundary of the probability simplex.
In Chapter 7, we conducted an experiment where a number of sources reported evidences regarding the true state. In contrast to the former experiment
described, we allowed non-singleton decision sets. The results of the experiment
clearly show that the credal operator overestimates imprecision. This is because
the same decision schema as in the previous case, i.e., applying the Bayesian operator on the centroids of operand credal sets, outputs an erroneous decision
set a fewer number of times, on average, compared to the number of times the
credal correspondence outputs either a non-informative (i.e., outputs the state
space as a decision set) or erroneous decision set.

10.1.2 Objective O2
The second objective concerned empirically evaluating the frameworks’ operators with respect to automated decision-making:
O2 Empirically evaluate the performance of the frameworks’ operators with
respect to some score function related to decision quality.
The objective has been fulfilled by the contents of Chapters 6, 7, and 8. In Chapter 6 we used two score functions, namely, accuracy and Brier loss. For both of
these functions, applying the Bayesian operator on centroids of operand credal
sets significantly outperformed all other decision schemas where the credal operator was used.
In Chapter 7, a score function was used that modeled the informativeness
of a reported decision set and a risk component. We considered two cases, one
where a risk was present and one without a risk. When no risk component was
present in the decision problem, the Bayesian operator, applied on centroids of
operands, clearly outperformed the credal correspondence. When a risk component was present, a simple cautious Bayesian decision schema, where one
divides the probability simplex into regions corresponding to different decision
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sets, outperformed the credal decision schemas. Hence, for both of the cases, a
Bayesian decision schema, using centroids of operands, outperformed the credal
decision schemas.
In Chapter 8, we used the precision and recall score functions in order to
compare the performance between our introduced Bayesian and credal anomaly
detectors. The anomaly detectors were evaluated by introducing anomalies
in real-world data from the maritime domain. The results of the experiment
showed that the credal anomaly detector performed slightly better than the
Bayesian correspondence.

10.1.3 Objective O3
The third objective was to explore how decision performance is affected by
different degrees of imprecision of the involved operand credal sets:
O3 Empirically evaluate the performance of the frameworks operator’s for
different degrees of imprecision of the operand credal sets.
The objective has been fulfilled by Chapters 6, 7, and 8. In Chapter 6, we
showed that the performance of the Bayesian operator was, more or less, equal
irrespective of the degree of imprecision in the operand credal sets (see Figure
6.1(a)). For the credal operator, a performance degradation was observed in
comparison to utilizing the Bayesian operator, when a high degree of imprecision was present in the credal operands (see Figure 6.1(b)).
In Chapter 7, we sampled credal sets in the form of evidences or counter
evidences with respect to the true state. The sampling schema used here was
to first sample a centroid with respect to the uniform distribution, and then,
conditional on the centroid, sample the imprecision uniformly in the form of an
equilateral triangle that was completely contained in a decision region. Hence,
the sampled evidences, in the form of credal sets, contained different degrees of
imprecision.
In Chapter 8, different degrees of imprecision of the operand credal sets
were constructed as a consequence of imprecision in the threshold of a credal
anomaly detector (see Section 8.3).

10.1.4 Objective O4
The final objective was to empirically evaluate the belief frameworks with respect to an application scenario:
O4 Empirically evaluate the performance of the frameworks’ operators with
respect to a specific application scenario.
The objective is fulfilled by Chapter 8 where we constructed Bayesian and
credal anomaly detectors. The detectors use discrete normal models to construct evidences with respect to normality or anomaly. We used real-world track
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data from the Swedish west coast, where we introduced anomalies in the data
by skewing a number of consecutive track points, for performing the evaluation. For the credal anomaly detector, we used the centroid distribution for
classifying an object as normal or anomalous. The results show that the credal
anomaly detector performed slightly better than the Bayesian anomaly detector.

10.1.5 Research Question
The thesis has addressed the following research question:
• Research Question: Is it beneficial to use credal set theory instead of
Bayesian theory as a belief framework in high-level information fusion
for the purpose of automated decision-making, i.e., when a decision set
is determined by some pre-determined algorithm?
The following hypothesis was stated for the research question:
• Hypothesis: Due to the limited representational abilities to reflect reducible uncertainty by the belief and evidence structures used in Bayesian
theory, the theory can optimistically understate the actual uncertainty involved in the decision problem, which on average implies a lower score
with respect to some score function, related to decision quality, compared
to credal set theory.
Let us summarise the results with respect to the research question and the stated
hypothesis:
• In Chapter 6, we measured decision quality by using two different score
functions, accuracy (where accuracy was calculated by using the state
that constituted the “best guess”) and Brier loss, with respect to a true
posterior probability function. Three selector operators were utilized to
force a singleton decision set from the credal posterior. Irrespective of
the score function, it was found that utilizing the Bayesian operator on
centroids of the operand credal sets significantly outperformed all credal
methods.
• In Chapter 7, we measured decision quality by utilizing a simple score
function that reflected the informativeness of the reported decision sets
and which modeled a risk component. It was found that when no risk
was present in the decision problem, utilizing the Bayesian operator was
clearly beneficial because the credal operator overestimated imprecision,
which led to a large fraction of non-informative decision sets (a decision
set that is equivalent to the state space). We also found that when a risk
component was present in the decision problem, the cautiousness of the
credal method can be beneficial due to the large negative cost of an erroneous decision set. However, we introduced a simple way of constructing
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non-singleton decision sets based on a joint Bayesian evidence, which we
denoted as a cautious Bayesian method, and showed that such a method
outperformed the credal method. In conclusion, we showed that the cautious Bayesian method was insensitive to the choice of the parameter that
determined the level of cautiousness.
• In Chapter 8, we introduced Bayesian and credal anomaly detectors,
which we then empirically evaluated by using a real-world maritime data
set. Anomalies were inserted in the data by perturbing a number of consecutive points in some of the tracks in the data set. For the evaluation,
two score functions were utilized, precision and recall. The results indicated a slightly better performance of the credal anomaly detector.
The first two results in the above list imply that it can clearly be beneficial
to utilize the Bayesian belief framework instead of the corresponding credal
framework. However, the third result shows that the credal framework can
perform better than the Bayesian framework with respect to a particular application scenario (anomaly detection for maritime surveillance). Hence, we
cannot generally conclude that one of the belief frameworks performs better
than the other.
The main conclusion that we infer based on the results is that even though
the credal framework uses considerably more expressive structures to represent
belief and evidence, compared to the Bayesian framework, the credal framework’s performance can be significantly worse, on average, than that of the
Bayesian framework, irrespective of the amount of reducible uncertainty that
is modeled by imprecision. This means that the credal belief framework should
not be used for the purpose of more expressive belief and evidence structure
solely, even if a considerable amount of reducible uncertainty has been identified.
We propose that one should perform empirical evaluations, similar to ours,
in order to establish whether there exists advantages of utilizing credal set theory instead of Bayesian theory as a belief framework with respect to the application at hand. Indeed, if such evaluations reveal that the Bayesian framework performs equally well or better than the credal framework, then one saves
considerable computational expense, considering that the number of extreme
points, of a posterior credal set, in the worst case grows exponentially with the
number of applications of the credal operator. If it is not possible to perform
any empirical evaluations with respect to the application at hand, we propose
that one uses the Bayesian belief framework. This is because the experiments
in Chapters 6 and 7 show that it is clearly beneficial to utilize the Bayesian
belief framework over the credal framework, while the experiment in Chapter
8 indicates a weaker performance gain when using the credal framework.
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10.2

Future Directions

We state a number of directions for future research in the following:
• In this thesis we have considered the case of automated decision-making,
i.e., when there exists some pre-determined algorithm that performs the
decision-making. Hence, a natural question is whether utilizing credal set
theory could be beneficial when the decision is performed by a human
decision maker. As an example, one can perform real-world case studies
with the Bayesian and credal anomaly detectors, introduced in Chapter
8, where human operators are involved in the decision process for classifying an object as anomalous or normal. One potential benefit of utilizing
the imprecision of the credal anomaly detector, as stated in Section 8.6,
is that the human operator can use imprecision as a way of obtaining
information about the reliability of a classification.
• In Chapter 6, we showed that an imagined second-order distribution over
the posterior credal set can be considerably skewed. None of the selector
operators that we have considered in this thesis takes this second-order
distribution into account. Hence, a direction for future research is to explore the possibility of constructing such a selector operator. Conceptually, this can be achieved by calculating the second-order distribution,
integrate over each singleton decision region (i.e., a region for which a
particular state is the most probable state), and return the state corresponding to the region with most probability mass. Computationally, one
needs some approximation schema to implement the above approach.
• Throughout the thesis, we have assumed that there is an implicit uniform
second-order distribution over the operand credal sets. Such an assumption seems reasonable when each pair of prior and likelihood is considered to be a possible Bayesian model that one is equally willing to adopt.
However, there are other reasonable possibilities for second-order distributions over the credal operands, for which it could be interesting to
perform similar evaluations as those performed in this thesis. For example, one can assume that the second-order distribution is a non-uniform
Dirichlet distribution (Bernardo and Smith, 2000).
• Another interesting topic for future research is to empirically compare
the belief frameworks for specific types of credal sets, in particular mass
functions (used as the fundamental structure in Evidence theory (Shafer,
1976)). A mass function can easily be transformed into a credal set (Arnborg, 2006). By using mass functions, one can also include evidence theory as a belief framework to be empirically compared with the Bayesian
and credal frameworks.
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• In conclusion, exploring how the credal discounting operator in Definition 5.6 can be utilized to account for the reliability of sources that report
operand credal sets, is also considered to be an important topic for future
research. This includes evaluating different modeling strategies for obtaining the reliability weights.

Bibliography
Niclas Andréasson, Anton Evgrafov, and Michael Patriksson. An introduction
to continuous optimization. Studentlitteratur, Lund, Sweden, 2005.
Alessandro Antonucci, Alessio Benavoli, Marco Zaffalon, Gert de Cooman,
and Filip Hermans. Multiple model tracking by imprecise markov trees. In
Proceedings of the 12th International Conference on Information Fusion,
2009.
Stefan Arnborg. Robust Bayesianism: Imprecise and paradoxical reasoning.
In Proceedings of the 7th International Conference on Information fusion,
2004.
Stefan Arnborg. Robust Bayesianism: Relation to evidence theory. Journal of
Advances in Information Fusion, 1(1):63–74, 2006.
M. Sanjeev Arulampalam, Simon Maskell, Neil Gordon, and Tim Clapp. A tutorial on particle filters for online nonlinear/non-Gaussian Bayesian tracking.
IEEE Transactions on Signal Processing, 50:174–188, 2002.
Alessio Benavoli, Marco Zaffalon, and Enrique Miranda. Reliable hidden
markov model filtering through coherent lower previsions. In Proceedings
of the 12th International Conference on Information Fusion, 2009.
James O. Berger. Statistical decision theory and Bayesian analysis. Springer,
1985.
James O. Berger. An overview of robust Bayesian analysis. Test, 3:5–124, 1994.
José M. Bernardo and Adrian F. M. Smith. Bayesian Theory. John Wiley and
Sons, 2000.
Paul J. Besl and Ramesh C. Jain. Three-dimensional object recognition. ACM
Computing Surveys, 17(1):75–145, 1985.

97

98

BIBLIOGRAPHY

Éloi Bossé, Adel Guitouni, and Pierre Valin. An essay to characterise information fusion systems. In Proceedings of the 9th International Conference on
Information Fusion, 2006.
Henrik Boström, Sten F. Andler, Marcus Brohede, Ronnie Johansson, Alexander Karlsson, Joeri v. Laere, Lars Niklasson, Maria Nilsson, Anne Persson,
and Tom Ziemke. On the definition of information fusion as a field of research. Technical Report HS-IKI-TR-07-006, School of Humanities and Informatics, University of Skövde, 2007.
Christoffer Brax and Lars Niklasson. Enhanced situational awareness in the
maritime domain: An agent-based approach for situation management. In
SPIE Security, Defence + Sensing 2009, 2009a.
Christoffer Brax and Lars Niklasson. An approach for increased supply chain
security by using automatic detection of anomalous vehicle behaviour. In
Modelling Decisions for Artificial Intelligence, 2009b.
Christoffer Brax, Rikard Laxhammar, and Lars Niklasson. Approaches for
detecting behavioural anomalies in public areas using video surveillance data.
In SPIE Europe Security + Defence 2008, 2008a.
Christoffer Brax, Lars Niklasson, and Martin Smedberg. Finding behavioural
anomalies in public areas using video surveillance data. In The 11th International Conference on Information Fusion, 2008b.
Christoffer Brax, Lars Niklasson, and Rikard Laxhammar. An ensemble approach for increased anomaly detection performance in video surveillance
data. In The 12th International Conference on Information Fusion, 2009.
Christoffer Brax, Alexander Karlsson, Sten F. Andler, Ronnie Johansson, and
Lars Niklasson. Evaluating precise and imprecise state-based anomaly detectors for maritime surveillance. In The 13th International Conference on
Information Fusion, 2010.
Glenn W. Brier. Verification of forecasts expressed in terms of probability.
Monthly Weather Review, 78:1 – 3, 1950.
Paul R. Cohen. Empirical Methods for Artificial Intelligence. The MIT press,
1995.
Giorgio Corani and Marco Zaffalon. JNCC2: the Java implementation of the
naive credal classifier2. Technical Report IDSIA-09-07, Dalle Molle institute
for Artificial Intelligence, 2007a.
Giorgio Corani and Marco Zaffalon. Naive credal classifier 2: a robust classification for small and incomplete data sets. Technical Report IDSIA-08-07,
Dalle Molle institute for Artificial Intelligence, 2007b.

BIBLIOGRAPHY

99

Giorgio Corani and Marco Zaffalon. Learning reliable classifiers from small
or incomplete data sets: The naive credal classifier 2. Journal of Machine
Learning Research, 9:581 – 621, 2008.
Giorgio Corani, Cassio P. De Campos, and Sun Yi. A tree augmented classifier
based on extreme imprecise Dirichlet model. In 6th International Symposium
on Imprecise Probability: Theories and Applications, 2009.
Inés Couso, Serafín Moral, and Peter Walley. A survey of concepts of independence for imprecise probabilities. Risk Decision and Policy, 5:165–181,
2000.
Fabio Cozman. Decision Making Based on Convex Sets of Probability Distributions: Quasi-Bayesian Networks and Outdoor Visual Position Estimation.
PhD thesis, The Robotics Institute, Carnegie Mellon University, 1997.
Fabio G. Cozman. Credal networks. Artificial Intelligence, 120:199–233,
2000.
Fabio Gagliardi Cozman. Graphical models for imprecise probabilities. International Journal of Approximate Reasoning, 39:167–184, 2005.
Subrata Das. High-Level Data Fusion. Artech House, 2008.
Subrata Das and David Lawless. Trustworthy situation assessment via belief
networks. In Proceedings of the 5th International Conference on Information Fusion, 2002.
Janez Demšar. Statistical comparisons of classifiers over multiple data sets. The
Journal of Machine Learning Research, 7:1–30, 2006.
Sébastien Destercke. A new contextual discounting rule for lower probabilities.
In Proceedings of International Conference on Information Processing and
Management of Uncertainty in Knowledged-Based Systems, 2010.
Harold Gordon Eggleston. Convexity. CUP Archive, 1958.
Mica R. Endsley. Theoretical underpinnings of situation awareness: a critical
review. In Mica R. Endsley and D. J. Garland, editors, Situation awareness
analysis and measurement. Lawrence Erlbaum Associates, 2000.
Torkild Eriksen, Gudrun Høye, Bjørn Narheim, and Bente Jensløkken Meland.
Maritime traffic monitoring using a space-based AIS receiver. Acta Astronautica, 58:537–549, 2006.
Bruno De Finetti. Theory of Probability, Volume 1. John Wiley & Sons, 1990.
Andrew Gelman, John B. Carlin, Hal S. Stern, and Donald B. Rubin. Bayesian
Data Analysis. Chapman & Hall, 2004.

100

BIBLIOGRAPHY

Joseph Y. Halpern and Ronald Fagin. Two views of belief: Belief as generalized
probability and belief as evidence. Artificial Intelligence, 54:275–317, 1992.
David Heckerman. Bayesian networks for data mining. Data Mining and
Knowledge Discovery, 1:79–119, 1997.
Michael L. Hinman. Some computational approaches for situation assessment
and impact assessment. In Proceedings of the 5th International Conference
on Information fusion, 2002.
David Rios Insua and Fabrizio Ruggeri, editors. Robust Bayesian Analysis.
Springer, 2000.
Antonio Irpino and Valentino Tontodonato. Cluster reduced interval data using
Hausdorff distance. Computational Statistics, 21:241–288, 2006.
Anne-Laure Jousselme, Patrick Maupin, and Éloi Bossé. Uncertainty in a situation analysis perspective. In Proceedings of the 6th International Conference
on Information fusion, 2003.
Alexander Karlsson. Dependable and generic high-level information fusion methods and algorithms for uncertainty management. Technical Report HSIKI-TR-07-003, School of Humanities and Informatics, University of Skövde,
University of Skövde, Sweden, 2007.
Alexander Karlsson. Evaluating credal set theory as a belief framework in
high-level information fusion for automated decision-making. Technical Report HS-IKI-TR-08-003, School of Humanities and Informatics, University
of Skövde, 2008.
Alexander Karlsson, Ronnie Johansson, and Sten F. Andler. Imprecise probability as an approach to improved dependability in high-level information
fusion. In Proceedings of International Workshop on Interval/Probabilistic
Uncertainty and Non-Classical Logics (UncLog), Advances in Soft Computing, Volume 46, ISSN 1860-0794, 2008a.
Alexander Karlsson, Ronnie Johansson, and Sten F. Andler. An empirical comparison of Bayesian and credal networks for dependable high-level information fusion. In Proceedings of the 11th International Conference on Information Fusion, 2008b.
Alexander Karlsson, Ronnie Johansson, and Sten F. Andler. On the behavior of
the robust Bayesian combination operator and the significance of discounting. In 6th International Symposium on Imprecise Probability: Theories and
Applications (ISIPTA), 2009.

BIBLIOGRAPHY

101

Alexander Karlsson, Ronnie Johansson, and Sten F. Andler. An empirical comparison of Bayesian and credal set theory for discrete state estimation. In
Proceedings of the International Conference on Information Processing and
Management of Uncertainty in Knowledge-Based Systems (IPMU), Communications in Computer and Information Science, Volume 80, ISSN 18650937, 2010a.
Alexander Karlsson, Ronnie Johansson, and Sten F. Andler. An empiricial comparison of Bayesian and credal combination operators. In The 13th International Conference on Information Fusion, 2010b.
Vesa Klumpp and Uwe D. Hanebeck. Bayesian estimation with uncertain parameters of probability density functions. In Proceedings of the 12th International Conference on Information Fusion, 2009.
Rikard Laxhammar, Göran Falkman, and Egils Sviestins. Anomaly detection in
sea traffic - a comparison of the Gaussian mixture model and the kernel density estimator. In The 12th International Conference on Information Fusion,
2009.
Isaac Levi. The enterprise of knowledge. The MIT press, 1983.
James Llinas, Christopher Bowman, Galina Rogova, Alan Steinberg, Ed Waltz,
and Frank White. Revisiting the JDL data fusion model II. In Proceedings of
the Seventh International Conference on Information Fusion, 2004.
Tom M. Mitchell. Machine learning. McGraw-Hill, 1997.
Serafín Moral and José del Sagrado. Aggregation of imprecise probability.
Technical report, Department of Computer Science and Artificial Intelligence,
1997.
Robert F. Nau. The aggregation of imprecise probabilities. Journal of Statistical
Planning and Inference, 105:265–282, 2002.
Benjamin Noack, Vesa Klumpp, Dietrich Brunn, and Uwe D. Hanebeck. Nonlinear Bayesian estimation with convex sets of probability densities. In Proceedings of the 11th International Conference on Information Fusion, 2008.
Benjamin Noack, Vesa Klumpp, and Uwe D. Hanebeck. State estimation with
sets of densities considering stochastic and systematic errors. In Proceedings
of the 12th International Conference on Information Fusion, 2009.
William L. Oberkampf, Jon C. Helton, Cliff A. Joslyn, Steven F. Wojtkiewicz,
and Scott Ferson. Challenge problems: uncertainty in systems response given
uncertain parameters. Reliability Engineering & System Safety, 85:11–19,
2004.

102

BIBLIOGRAPHY

Anthony O’Hagan and Jeremy E. Oakley. Probability is perfect, but we can’t
elicit it perfectly. Reliability Engineering & System Safety, 85:239–248,
2004.
Gareth W. Parry. The characterization of uncertainty in probabilistic risk assessments of complex systems. Reliability Engineering & System Safety, 54:
119–126, 1996.
Gregor Pavlin and Jan Nunnink. Inference meta models: Towards robust information fusion with Bayesian networks. In Proceedings of the 9th International Conference on Information fusion, 2006.
Karl Popper. The Logic of Scientific Discovery. Routledge, 2002.
Leonid Portnoy, Eleazar Eskin, and Salvatore J. Stolfo. Intrusion detection with
unlabeled data using clustering. In ACM Workshop on Data Mining Applied
to Security, 2001.
Lennart Råde and Bertil Westergren. Mathematics Handbook for Science and
Engineering – BETA. Studenlitteratur, 1998.
Galina L. Rogova, Peter D. Scott, and Carlos Lollett. Higher level fusion for
post-disaster casualty mitigation operations. In Proceedings of the 8th International Conference on Information fusion, 2005.
Galina L. Rogova, Peter D. Scott, Carlos Lollet, and Rashmi Mudiyanur. Reasoning about situations in the early post-disaster response environment. In
Proceedings of the 9th International Conference on Information fusion,
2006.
Glenn Shafer. A Mathematical Theory of Evidence. Princeton University Press,
1976.
Philippe Smets. Analyzing the combination of conflicting belief functions. Information Fusion, 8:387–412, 2006.
Philippe Smets and Robert Kennes. The transferable belief model. Artificial
Intelligence, 66:191–234, 1994.
Alan N. Steinberg. Foundations of situation and threat assessment. In Handbook of Multisensor Data Fusion, Second Edition. CRC Press, 2009.
Alan N. Steinberg and Christopher L. Bowman. Revisions to the JDL data
fusion model. In Martin E. Liggins, David L. Hall, and James Llinas, editors,
Handbook of Multisensor Data Fusion, Second Edition. CRC Press, 2009.
Alan N. Steinberg, Christopher L. Bowman, and Franklin E. White. Revisions
to the JDL data fusion model. In Belur V. Dasarathy, editor, Proceedings of
SPIE - Sensor fusion: Architectures, Algorithms, and Applications III, volume 3719, 1999.

BIBLIOGRAPHY

103

Per Svensson. On reliability and trustworthiness of high-level fusion-based decision support systems: basic concepts and possible formal methodologies.
In Proceedings of the 9th International Conference on Information Fusion,
2006.
Pang-Ning Tan, Mickael Steinbach, and Vipin Kumar. Introduction to Data
Mining. Addison-Wesley, 2006.
Vicenç Torra and Yasuo Narukawa. Modeling Decisions. Springer, 2007.
Matthias C.M. Troffaes. Generalizing the conjunction rule for aggregating conflict expert opinions. International Journal of Intelligent Systems, 21:361–
380, 2006.
Peter Walley. Statistical Reasoning with Imprecise Probabilities. Chapman and
Hall, 1991.
Peter Walley. Inferences from multinomial data: learning about a bag of marbles. Journal of the Royal Statistical Society. Series B (Methodological), 58:
3–57, 1996.
Peter Walley. Towards a unified theory of imprecise probability. International
Journal of Approximate Reasoning, 24:125–148, 2000.
Lofti A. Zadeh. Review of books: A mathematical theory of evidence. AI
Magazine, 5:81–83, 1984.
Marco Zaffalon. The naive credal classifier. Journal of statistical planning and
inference, 105:5–21, 2002.
Marco Zaffalon and Enrico Fagiuoli. Tree-based credal networks for classification. Reliable Computing, 9:487–509, 2003.

Publications in the series
Örebro Studies in Technology
1.

Bergsten, Pontus (2001) Observers and Controllers for Takagi
– Sugeno Fuzzy Systems. Doctoral Dissertation.

2.

Iliev, Boyko (2002) Minimum-time Sliding Mode Control of
Robot Manipulators. Licentiate Thesis.

3.

Spännar, Jan (2002) Grey box modelling for temperature 		
estimation. Licentiate Thesis.

4.

Persson, Martin (2002) A simulation environment for visual
servoing. Licentiate Thesis.

5.

Boustedt, Katarina (2002) Flip Chip for High Volume and Low
Cost – Materials and Production Technology. Licentiate Thesis.

6.

Biel, Lena (2002) Modeling of Perceptual Systems – A Sensor
Fusion Model with Active Perception. Licentiate Thesis.

7.

Otterskog, Magnus (2002) Produktionstest av 			
mobiltelefonantenner i mod-växlande kammare. Licentiate Thesis.

8.

Tolt, Gustav (2003) Fuzzy-Similarity-Based Low-level Image
Processing. Licentiate Thesis.

9.

Loutﬁ, Amy (2003) Communicating Perceptions: Grounding
Symbols to Artificial Olfactory Signals. Licentiate Thesis.

10.

Iliev, Boyko (2004) Minimum-time Sliding Mode Control of
Robot Manipulators. Doctoral Dissertation.

11.

Pettersson, Ola (2004) Model-Free Execution Monitoring in
Behavior-Based Mobile Robotics. Doctoral Dissertation.

12.

Överstam, Henrik (2004) The Interdependence of Plastic 		
Behaviour and Final Properties of Steel Wire, Analysed by the
Finite Element Metod. Doctoral Dissertation.

13.

Jennergren, Lars (2004) Flexible Assembly of Ready-to-eat Meals.
Licentiate Thesis.

14.

Jun, Li (2004) Towards Online Learning of Reactive Behaviors in
Mobile Robotics. Licentiate Thesis.

15.

Lindquist, Malin (2004) Electronic Tongue for Water Quality
Assessment. Licentiate Thesis.

16.

Wasik, Zbigniew (2005) A Behavior-Based Control System for
Mobile Manipulation. Doctoral Dissertation.

17.

Berntsson, Tomas (2005) Replacement of Lead Baths with
Environment Friendly Alternative Heat Treatment Processes in
Steel Wire Production. Licentiate Thesis.

18.

Tolt, Gustav (2005) Fuzzy Similarity-based Image Processing.
Doctoral Dissertation.

19.

Munkevik, Per (2005) ”Artificial sensory evaluation – 		
appearance-based analysis of ready meals”. Licentiate Thesis.

20.

Buschka, Pär (2005) An Investigation of Hybrid Maps for Mobile
Robots. Doctoral Dissertation.

21.

Loutfi, Amy (2006) Odour Recognition using Electronic Noses in
Robotic and Intelligent Systems. Doctoral Dissertation.

22.

Gillström, Peter (2006) Alternatives to Pickling; Preparation of
Carbon and Low Alloyed Steel Wire Rod. Doctoral Dissertation.

23.

Li, Jun (2006) Learning Reactive Behaviors with Constructive
Neural Networks in Mobile Robotics. Doctoral Dissertation.

24.

Otterskog, Magnus (2006) Propagation Environment Modeling
Using Scattered Field Chamber. Doctoral Dissertation.

25.

Lindquist, Malin (2007) Electronic Tongue for Water Quality
Assessment. Doctoral Dissertation.

26.

Cielniak, Grzegorz (2007) People Tracking by Mobile Robots
using Thermal and Colour Vision. Doctoral Dissertation.

27.

Boustedt, Katarina (2007) Flip Chip for High Frequency 		
Applications – Materials Aspects. Doctoral Dissertation.

28.

Soron, Mikael (2007) Robot System for Flexible 3D Friction Stir
Welding. Doctoral Dissertation.

29.

Larsson, Sören (2008) An industrial robot as carrier of a laser
profile scanner. – Motion control, data capturing and path
planning. Doctoral Dissertation.

30.

Persson, Martin (2008) Semantic Mapping Using Virtual Sensors
and Fusion of Aerial Images with Sensor Data from a Ground
Vehicle. Doctoral Dissertation.

31.

Andreasson, Henrik (2008) Local Visual Feature based
Localisation and Mapping by Mobile Robots. Doctoral Dissertation.

32.

Bouguerra, Abdelbaki (2008) Robust Execution of Robot
Task-Plans: A Knowledge-based Approach. Doctoral Dissertation.

33.

Lundh, Robert (2009) Robots that Help Each Other:
Self-Configuration of Distributed Robot Systems.
Doctoral Dissertation.

34.

Skoglund, Alexander (2009) Programming by Demonstration of
Robot Manipulators. Doctoral Dissertation.

35.

Ranjbar, Parivash (2009) Sensing the Environment:
Development of Monitoring Aids for Persons with Profound
Deafness or Deafblindness. Doctoral Dissertation.

36.

Magnusson, Martin (2009) The Three-Dimensional NormalDistributions Transform – an Efficient Representation 		
for Registration, Surface Analysis, and Loop Detection.
Doctoral Dissertation.

37.

Rahayem, Mohamed (2010) Segmentation and fitting for 		
Geometric Reverse Engineering. Processing data captured by a
laser profile scanner mounted on an industrial robot.
Doctoral Dissertation.

38.

Karlsson, Alexander (2010) Evaluating Credal Set Theory as
a Belief Framework in High-Level Information Fusion for
Automated Decision-Making. Doctoral Dissertation.

