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ac Acetylation 
bp Base pair 
ChIP Chromatin immunoprecipitation 
DNA Deoxyribonucleic acid 
H Histone 
IgG Immunoglobulin G 
K the amino acid ‘lysine’ 
kb kilo base pairs 
me1/2/3 mono/di/tri-methylation 
MNaseI Micrococcal nuclease I 
NGS Next-generation sequencing 
PCR Polymerase chain reaction 
RNA Ribonucleic acid 
SNP Single nucleotide polymorphism 
TSS Transcription start site 





 

 13 

Introduction 

The human genome consists of over 3 billion base pairs [1] and would be 
around 2 meters long if uncoiled and laid out. Each human somatic cell 
contain all this in its nucleus which is only around 5 µm across [2]. To put 
these numbers in perspective, eukaryotic cells are typically 10-100 µm in 
diameter [2], and if the cell shape is approximated with a sphere this gives 
that the same volume as a single drop of water would fit around 100 million 
cells, with a combined length of almost 200 million meters – close to 5 laps 
around the earth or half way to the moon.  
 

During the last decades, measurement techniques of investigating various 
properties of genomes have undergone a revolution. Also, the computational 
analyzes of high throughout biological data has literately gone from the 
experimentalist using spreadsheet software to high performance computer 
centers with bioinformatics specialists. Recent advances in genome-wide 
data generation hardware [3-4] enable more or less hypothesis-free 
measurements which often result in data containing more information than 
needed to answer the original hypothesis of the prime investigator. Data is 
shared in the research community through public databases [5-7] leading to 
unprecedented resources which can be used to answer other biological 
questions than originally proposed. The ENCODE consortium [8] is an 
example of a massive project where all data is publically available without 
restriction. The ENCODE project e.g. aims at finding functional elements in 
the human genome for a limited numbed of cell types. This means that for 
certain cell types and conditions, huge amounts of data is available and since 
this data is produced under controlled conditions it is possible to combine 
resources from different laboratories and platforms. This has opened up new 
possibilities in the bioinformatics field where publically available data can 
be used to answer hypotheses generated outside of the life scientist’s 
laboratory.  
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Cellular organization 
 
The human body contains more than 200 different cell types. With a few 
exceptions like gametes or red blood cells, each of these contains two 
complete copies of the same genetic blueprint, the same DNA 
(deoxyribonucleic acid) sequence. Excluding the sex chromosomes, one 
copy of each chromosome originates from the father and the other from the 
mother. The properties of the different cells types are determined to a large 
degree by which parts of the genome that is active, i.e. genes that are 
transcribed into proteins. For most genes, both copies (alleles) are active, but 
for some genes or regions, either the paternal or maternal allele is imprinted, 
i.e. silenced, and thus not active at all [9]. The other genes are active or silent 
depending on other, more flexible, control mechanisms. The DNA molecule 
itself is a negatively charged macromolecule consisting of 2 polynucleotides 
each made up from millions of nucleotide monomers. Each of these 
monomers consists of a sugar-phosphate backbone and a nitrogenous base. 
There are four different nitrogenous bases; cytosine (C), thymine (T), 
adenine (A) and guanine (G). Physical properties of the five-carbon sugar 
molecule in the backbone restrict the way the backbone is connected, the 
carbons are numbered and the only possible connectivity is given between 
carbon number 3 and 5. Therefore a polynucleotide has two distinct ends 
called the 5´ end and the 3´ end. Furthermore, the nitrogenous bases form 
base pairs (bp), T only pairs with A and C only pairs with G. Finally, the 
DNA is formed by two polynucleotide strands that have opposite 5’ - 3’ 
direction and bound together via base pairing. The DNA wraps like an old-
fashioned telephone cord forming a double helix.  The extreme compaction 
needed to fit the DNA in the nucleus of the cell is achieved in multiple 
stages [10]. First, approximately 147 bases of DNA are wound around a 
protein structure called the nucleosome. The nucleosome consists of eight 
positively charged histone proteins, two each of histones H2A, H2B, H3 and 
H4. This protein structure was first proposed as recently as 1974 [11]. A fifth 
histone type, H1, binds between the nucleosomes aiding the compaction 
further. This so-called “beads on a string“-structure is packaged into levels 
of more compacted fibers, chromatin, before folding into a structure called 
the chromosome (Figure 1A). 
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Figure 1. A. Nucleosome aided compaction of the DNA into chromosomes. B. 
Schematic representation of 4 types of histone modifications (acetylation, 
ubiquitination, methylation and phosphorylation).  Adapted by permission from 
Macmillian Publishers Ltd: Nature, (Felsenfeld and Groudine, Volume 421(6921) 
p448-453) copyright 2003.  

 
The human genome contains around 20 thousand protein coding genes 

scattered over 22 pairs of chromosomes 1 to 22 and then the sex 
chromosomes X and Y. Men have one of each of the sex chromosomes and 
women two copies of the X chromosome. The protein coding genes are 
divided into non-coding parts, introns, and coding parts, exons. The exons 
contain the code that is transcribed in the cell nucleus by the RNA 
(ribonucleic acid) polymerase II into messenger-RNA (mRNA) and later 
transported out of the nucleus, read in triplets, so-called codons, by the 
ribosome and translated into a chain of amino acids. This chain of amino 
acids, or peptide, is folded into a three dimensional structure – the protein. 
This process of reading and translating the DNA into proteins is known as 
the central dogma of biology [12]. A protein-coding gene starts with a 
transcription start site (TSS) which is followed by alternating exons and 
introns. A typical human gene is around 10 kilo base pairs (kb) long and has 
around 10 exons and a typical exon is around 140-150 bp long, which means 
that the majority of the DNA that constitutes the gene is not coding and the 
majority of the genome is not protein coding genes. In fact, only about 2 % 
of the human genome is coding for proteins. A single gene often codes for 
several proteins and by using combinations of exons the resulting protein 
will contain different amino acids and be able to perform different tasks (e.g.  
[13-14]). These different versions of a gene are known as gene transcripts 
and the resulting products are different protein isoforms. The 20 thousand 
human genes correspond to over 140 thousand such transcripts [1]. The 
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process of concatenating the exons into a complete transcript is called 
splicing and is outlined in Figure 2. The elimination of introns and specific 
exons, splicing,  is performed by the spliceosome; a massive complex 
containing hundreds of proteins [15]. The constitution and function of the 
spliceosome is not fully known. The vast majority of eukaryotic introns end 
and start with specific sequences, AG and GT. These acceptor- and donor-
sites constitute an invariant part of a signal by which specific subunits of the 
spliceosome can recognize the intron-exon boundaries [16]. On the mRNA-
level, there are also exonic and intronic splicing enhancers (ESEs and ISEs) 
and silencers (ESSs and ISSs) [17-18]. These are short (6-8 nucleotides) 
sequence motifs that can be bound by proteins that further guide the splicing 
process. Recently, it has been suggested that in a given cell type, sequence 
information alone is enough to distinguish constitutively spliced exons from 
alternatively spliced exons [18]. However, this sequence based system for 
splicing is not sufficient since different protein isoforms are produced by 
different cell types [19], and so the cell needs to regulate the splicing 
through a system not locked into the sequence itself. These epigenetic – 
meaning not encoded in the DNA as such - mechanisms are not the sole 
answer [20], but several DNA-binding proteins and chromatin remodelers 
have been shown to be important and recently, post translational 
modifications to the histone proteins have been shown to, at least partly, 
regulate exon inclusion/exclusion [21-25] in gene transcripts. 

 
 

 
 

Figure 2. In the left panel, the classic textbook model of splicing is depicted where 
all processing of the mRNA is done post-transcriptional. To the right is an 
illustration of the co-transcriptional model where the mRNA is processed during 
transcription. Adapted with permission from KORNBLIHTT A R et al. RNA 2004; 
10:1489-1498, Copyright 2004 by RNA Society.  
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Transcriptional regulation on chromatin level 
 
Even though the DNA is tightly packaged into chromatin, certain parts of the 
DNA are still accessible to the transcriptional machinery. In addition, the 
regulation of transcription is highly dynamic and can change rapidly with 
e.g. exposure to drugs. The nucleosomes themselves are not positioned 
randomly across the DNA. Surrounding the TSS there is a clear pattern with 
a nucleosome-free region just upstream of the TSS (5’) followed by several 
positioned/phased nucleosomes immediately downstream (3’) of the TSS.  
This phenomenon is conserved in such diverge organisms as  yeast [26] and 
human [27]. The nucleosome pattern around the TSS changes with the 
transcription level, or expression, of the gene and there is a less organized, 
more uniform, distribution of nucleosomes around the TSS of silent genes 
than in genes that are highly transcribed. The nucleosome-free regions in the 
promoters allow for other types of sequence specific transcriptional 
regulating proteins such as transcription factors to access, recognize and bind 
to the naked DNA [28]. In addition to the well-positioned nucleosomes at the 
TSS almost every internal (not first in the transcript) exon has a well 
positioned nucleosome [22, 29-30]. The only exons not having a well 
positioned nucleosome seem to be very short exons (less than 50 bp) or 
exons that are part of highly transcribed genes [22].  
 

The tails of individual histone proteins in nucleosomes can carry specific 
modifications of certain amino acids. These modifications are added and 
removed by enzymes that are either targeted against specific modifications 
on specific locations or that have a more broader aim and dispersion pattern 
and target multiple locations and affect several modifications [31]. To date, 
at least eight different modifications to the histone tails including 
phosphorylations, methylations (me) and acetylations (ac) have been 
characterized on over 60 locations along the histone tails [32]. Some of these 
modifications and the locations on which they act are shown in Figure 1B. 
These modifications, or the histone code, are a major part of the epigenetic 
status of the DNA and contribute significantly to the transcriptional status of 
a gene [32-34]. Several methylations around the TSS have been shown to be 
repressing transcription (i.e. histone 3 lysine 27 di- or trimethylation 
(H3K27me2/3), H3K9me2, H3K9me2/3 and H4K20me3) or to be positively 
correlated with transcription (i.e. H3K27me1, H3K4me1/2/3, H3K9me1, 
H3K79me3, H4K20me1) on a gene level [33]. On the other hand, all 
acetylations correlate positively with expression albeit in different locations 
over the genes [34]. Some of the modifications can co-exist on the same 
nucleosome whilst some are mutually exclusive. In addition, a single 
modification does not usually determine the final transcription level of the 
gene, but rather combinations of the histone modifications [35]. One histone 
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modification can be required around the TSS for initiation of transcription 
and another over the gene body in order for the transcription to continue.  
 

Conceptually, splicing can be achieved in two ways, either post-
transcriptional or co-transcriptional. The classical textbook model is post-
transcriptional where the whole mRNA is first transcribed and then the 
introns and, possibly, some exons are removed. Recently, the co-
transcriptional model has been proposed [36-38] where inclusion/exclusion 
of certain exons into the mRNA is decided before the whole mRNA is 
transcribed. The differences between the classical textbook model and the 
co-transcriptional model are shown in Figure 2 above. The co-transcriptional 
model puts the spliceosome close to the DNA during transcription and it thus 
has the possibility to read and recognize the histone code. Recently, we and 
others have revealed transcription-independent nucleosome positioning over 
all exons and implicated histone methylations in more detailed splice-
regulation such as inclusion/exclusion of exons into specific transcript of a 
gene [21-25, 29-30, 39].  Alternative splicing, where specific exons can be 
included or excluded in favor of others, is a dynamic process which can 
change the constitution of the transcribed mRNA in response to e.g. drugs or 
even stress [40-42]. 

Experimental data 
The biological data used in this thesis comes from two types of experiments: 
measurements of transcription levels and protein-DNA interaction sites. The 
former conducted using microarray based techniques and the latter using 
massively parallel sequencing, or next generation sequencing (NGS). 
Although transcription can accurately be measured using NGS based 
techniques it is still (today) more expensive and depending on the need, 
array-based information might be quite sufficient. 

Selecting specific protein-DNA interactions 
When measuring protein-DNA interactions the basic idea is to obtain the 
DNA regions where the protein of interest is bound. The data used here is 
based on DNA that was enriched for a specific protein interaction using two 
different methods, selection of protein-bound DNA by antibody or digestion 
of non-bound DNA using enzymes. In the first case, the protein-DNA 
interaction is fixed, or cross-linked, in the living cell using formaldehyde 
ensuring that the proteins cannot detach from the DNA and then sheared, i.e. 
cut into small pieces of typically around 100-300 bp using e.g. sonication. 
The DNA fragments bound by the investigated protein can then be separated 
by immunoprecipitation using an antibody targeted against the protein. The 
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procedure is called chromatin immunoprecipitation (ChIP) and is 
summarized in Figure 3. As outlined in the previous section, the human 
transcriptional machinery produces a large variety of proteins in the cells and 
it is thus vital that the antibody is as specific against the targeted protein as 
possible. If not, only a fraction of the resulting interactions actually 
correspond to true binding sites of the investigated protein. In most cases 
though, a large fraction of the material after the separation step, still 
corresponds to regions bound by other proteins. The fraction that does 
contain the sought protein-DNA interaction is, however, enriched compared 
to the background. In the second case, digestion enzymes such as 
micrococcal nuclease I (MNaseI) are used. The MNaseI enzyme effectively 
digests DNA that is not bound by nucleosomes. This approach is 
nevertheless not flawless as the enzyme does not cleave randomly in the 
DNA but much rather 3’ of A or T than C or G [43]. Although this bias is on 
an 1-bp level and is thus not detectable on an array-based experiment, in the 
case of NGS-data there are indeed per-bp-differences at specific genomic 
locations such as just 3’ of exons where the intronic acceptor site (AG) lies 
on the border of positioned nucleosomes.  

 

Crosslink
Sonicate

MNaseI digest

IP

ChIP-DNAInput DNA

Crosslink
Sonicate

MNaseI digest

IP

ChIP-DNAInput DNA

 
Figure 3. ChIP outline. Starting from the living cell, the DNA bound to proteins or 
wrapped around nucleosomes is extracted from the cell nuclei. The DNA can then 
be enriched (ChIP-DNA) for a specific protein by pulling down that DNA using a 
protein specific antibody or, used as background (Input DNA) without enrichment.  
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Control experiments 
The purification steps of any experiment, most often, do not completely 
remove the background noise. Enrichment in the data not due to the 
investigated protein-DNA interactions is likely to give rise to false positives 
in the downstream analysis. These false positives are sometimes not 
distinguishable from true positives using statistical models [44]. A better 
estimate of the background than a statistical model can be obtained by 
sequencing a sample excluding the selection of specific proteins using 
antibodies. This type of control experiment is often referred to as ‘input’, see 
Figure 3. Alternatively, genomic DNA can be used to assess the background 
distribution of fragments over the genome. Depending on the specificity of 
the antibody used in the ChIP-step and physical properties of the protein, not 
only the sought proteins are extracted. In order to estimate the enrichment in 
the sample due to unspecific protein interactions the analysis can be repeated 
using unspecific antiserum with no antibodies against proteins in the 
investigated organism. Examples of such approaches could be to use mouse 
or rabbit immunoglobulin G (IgG) in an experimental setup where human 
data is examined. Albeit not primarily intended, these control experiments 
also capture technical biases in the data pipeline. If the control experiments 
are produced in the same settings and further processed/analyzed in the same 
way as the chromatin immunoprecipitated data, any technical biases of the 
pipeline are then present in both data sets and can possibly be addressed 
downstream using computational approaches.  

DNA microarrays 
What nowadays is an off-the shelf method of measuring such diverse things 
as mRNA transcription on both gene and exon level, protein-DNA 
interaction or DNA methylation started as a break-through work in 1995 [45] 
where complementary DNA (cDNA) was printed on a glass microscope 
slide. These printed cDNA spots could then catch, or hybridize with, 
corresponding DNA synthesized from Arabidopsis thaliana mRNA. The 
synthesized DNA sequences had been labeled fluorescently which allowed 
the amounts of DNA caught by each spot to be quantified using a laser with 
a wavelength exiting the fluorescent compound and the emitted light 
subsequently detected using a CCD camera. In addition, genes showing 
differential transcription levels between root and leaf tissue were detected by 
competitively hybridizing those two samples simultaneously against the 
same array. The two samples had been prepared using fluorescent 
compounds that were excited at different wavelengths and so different 
amounts of hybridized material on the same probe could be read. In that first 
work, 48 unique genomic features were printed on the glass slide. As a 
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contrast, one of the commercial array vendors now offers a slide probing 
over 1.6 million 60-mers on a single 25x76 mm slide.  
 

Today, the customization level of the manufacturing step of microarrays 
is so flexible that the investigator can choose what genomic feature the array 
should measure. Some producers even offer sets of so-called tiling arrays 
where back-to-back probes cover almost the whole investigated genome.  
Although the detail and throughput of the current arrays is extreme the 
underlying idea is not much different from the first 48-feature array: decide 
what to measure, design genome-unique probes and finally construct the 
array.  
 

Albeit an easy concept, the microarray based technologies suffer from 
many biases and error sources. Firstly, the location of the probes determines 
what is measured. Traditionally the gene expression microarrays placed the 
probe in the 3’ end of a gene, i.e. in the end of the transcript. If the gene used 
a shorter un-annotated transcript then this could be missed and the 
expression of the gene would then be underestimated. Secondly, in the two-
channel setup the two different fluorescent labeling molecules (dyes) are of 
different sizes and have slightly different affinities which could lead to an 
array-wide bias towards, for instance, higher expression. This can be 
addressed by repeating the experiment with swapped dyes and then 
computationally correcting for any detected biases. Many other forms of 
possible error sources exist from wet-lab (raw material extraction, labeling, 
hybridization etc) to signal generation (scanning, image processing, and 
signal quantification). Several correction and normalization schemas for 
micro array data have been constructed that are able to address many of 
these errors and biases.  

Next generation sequencing 
An alternative to array-based techniques is to use next generation sequencing 
where the actual sequence of the fragments is read instead of hybridizing 
against pre-fabricated short sequences. Just like in the case with micro 
arrays, the hypothesis is that a reasonably short fragment is enough to define 
a unique location in a genome. Having read the short sequences the next step 
is then to map, or align, these short sequences against a reference genome to 
determine their locations. These main steps are similar if the original input is 
reverse transcripts of mRNA (RNA-seq) or resulting fragments from 
immunoprecipitated protein-DNA interactions (ChIP-seq) 
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Producing the data 
At present, there are three major companies providing commercial hardware 
for NGS: Illumina/Solexa, ABI/SOLiD and Roche 454. The 454 stands out 
from the other two by providing fewer but longer fragment reads, on average 
400 bp. Both the Illumina and ABI machines output in the order of hundreds 
of gigabases of sequences with individual reads of around 35-100 bp in 
length depending on settings and need. The main difference between the two 
is that the ABI machine reads every template base twice and outputs so-
called ‘color space’ reads which can later be transformed into standard DNA 
sequences. On the Illumina machine, each base is read once and the output is 
standard DNA sequences. Although each of these platforms works in 
different ways, the overall steps preparing the samples and the sequencing 
are similar. The input DNA needs to be extracted and purified from the 
living cell as previously discussed. These DNA fragments are then 
optionally size-selected by separation of the fragments using DNA 
electrophoresis in a gel. Typically, fragments of 150-250 bp are selected 
since that interval resembles a reasonable stretch of sonicated DNA that a 
protein would bind to. Specific primers are then ligated to the fragments 
depending on application, one such being sequencing many samples 
simultaneously. This is achieved using so-called barcodes where a short 
specific synthetic piece of DNA-sequence is ligated to each fragment 
allowing sequences originating from different samples to be separated 
computationally at a later stage. The individual fragments that are to be 
sequenced are amplified (copied) using polymerase chain reaction (PCR) 
and depending on platform this is done either on the slide or on beads 
dispensed in an emulsion before placing the beads on the slide.  
 

On the Illumina platform, the sequencing is done by adding fluorescently 
labeled nucleotides which are modified so that only one can be added at a 
time. These modified nucleotides then base pair with the first available 
position on the template DNA. Any such addition is monitored using 
sensitive detectors that determine which of the four bases that has been 
incorporated. The modification that prevents additional elongation is 
subsequently removed and the cycle is repeated. The reading of the sequence 
is done differently on the ABI platform. Here every base is read twice in a 
sliding window approach and 4 fluorescent colors are used to detect pairs of 
nucleotides. The resulting sequence is then given in ‘color space’ which can 
be translated back into regular DNA sequences using a translation schema. 
The Roche 454 uses a third approach where several instances of a single 
nucleotide (A, T, C or G) are allowed to base pair with the template, that is, 
stretches of the same nucleotide can be read in one cycle. Any such addition 
results in a reaction that emits a light signal proportional in strength to the 
number of added nucleotides. The typical raw output from these platforms is 
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a series of very high definition images which are then computationally 
processed into sequence readouts of each individual template. Since the 
underlying technologies are different between the platforms, performance 
comparisons are not straightforward. The sequencing error rate, for instance, 
is one such performance measurement: Illumina reads have a higher error 
rate towards the end of the read than in the start because of the underlying 
chemistry whilst the error-rate curve over the reads from the ABI platform is 
saw-tooth shaped due to the way the bases are read.  

 
In addition to these three platforms, a new generation of machines (e.g. 

Helicos, Pacific Biosciences) is on the way which does not rely on the PCR 
amplification step, so-called single molecule sequencing. This circumvents 
any possible amplification biases and requires much less volumes of starting 
material. Additional technologies are under development with the potential 
of dramatically increased throughput. This has to be accompanied by 
improved ways to store and analyze sequence data.  

Biases and error sources 
Ideally, a RNA-seq experiment counts the number of transcripts in the cell 
and a ChIP-seq result is simply the number of molecules that where bound to 
a given region. However, although the NGS techniques are generally 
accepted to contain less noise and to have a larger dynamic range then 
microarray based solutions [46], NGS is not flawless. Apart from the wet-lab 
error sources such as uneven PCR amplification of the input fragments or 
problems with primer/adaptor ligations, several other downstream error 
sources deserve attention. A major step in NGS experiments is the alignment 
of the reads to a reference genome. Usually, only fragments that align to a 
few or even single locations in the genome are considered to be valid and 
kept for further analyses. Since individual bases of the sequenced reads can 
be missing or misread and that any genome carry single point mutations 
(SNP) not necessarily reported in the reference genome, the alignments are 
done allowing a certain number of mismatches between the fragments and 
the reference sequence. The base composition of the reference genome itself 
is not random and often contains many repetitive sequences and certain 
combinations of sequences that are more common than others. All this taken 
together gives a bias in the possibility of aligning reads to the reference 
genome. This so-called mappability differs between regions in the genome 
and it is thus more likely to assign reads to certain regions than others. Some 
of the error sources described above can be detected and addressed using 
computational approaches but some cannot be as easily addressed without 
control experiments [44]. Examples of such anomalies are shown in Figure 4 
below. 
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Figure 4. ChIP-sequence data anomalies. (a) Very high read densities at single 
locations, (b) large areas with increased enrichment in background read density and 
(c) background read densities with similar distribution as true DNA-interaction sites.  
Positive and negative tag counts in (b) and (c) represent fragments aligned to the 
sense and antisense strands respectively. Adapted by permission from Macmillian 
Publishers Ltd: Nature Biotechnology, (Kharchenko et al, Volume 26 (12), p1351-
1359), copyright 2008. 

Nucleosome and histone modification data generation 
All the nucleosome and histone modification NGS data used here have been 
produced on the Illumina platform. The nucleosome data [27] was produced 
from MNaseI digested chromatin and so the expected fragment length is 147 
bp (mononucleosome). Ideally, this means that for every short fragment that 
aligned to the sense strand of the reference genome one expects a fragment 
aligning on the anti-sense strand 147 bp downstream of the first one. Any 
such pair much further apart or much closer is likely due to noise or 
technical bias as discussed above. However, depending on the constitution of 
the nucleosome this length can vary [47]. Also, if two nucleosomes are 
tightly packed together the MNaseI might not digest the DNA between these 
nucleosomes, the linker DNA, and then the resulting fragment will be 
roughly 300 bp long instead. The histone modification data [33-34] was also 
produced by MNaseI digestion of the chromatin and then purified using 
specific antibodies. The resulting fraction was then run on an electrophoresis 
gel and fragments of around 150-200 bp were cut out for sequencing.  
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Public data 

The measurements 
Researchers today are required to make all relevant data public at the time of 
publication [48], and there are initiatives for especially large-scale projects 
to share the data even prior to publication [49]. In addition to the researcher 
posting data on their individual channels, many journals require the data to 
be deposited in publically available repositories such as the NIH databases 
[6-7] or the EBI ArrayExpress [5]. This has many benefits as the data is 
searchable and accompanied by standardized descriptions of how the 
samples was prepared and how any additional downstream processing was 
carried out. These protocols are standardized for microarray based 
techniques [50] and are currently being drafted for NGS data [51]. This type 
of information is crucial to have, especially if data sets are combined from 
different laboratories and platforms. Knowing how the data was primarily 
processed sometimes allow different data sets to be compared after some 
additional pre-processing such as normalization. 

The knowledge 
An important resource is the annotation of the data, both information about 
probe locations in relation to genes and their coordinates but also in relation 
to other genomic features such as protein coding gene centred details (TSS, 
exon locations, promoter regions), other transcribed entities (e.g. micro RNA 
or small nuclear RNA), locations of SNPs or repetitive regions in the 
genome. The sequence context is also important; could there, for instance, be 
biases due to evolutionary conservation or GC-content? For array data the 
locations of the probes is usually stored separately from the experimentally 
measured data. The probe locations, or other types of annotations, are then 
connected to the raw data via unique identifiers. The human reference 
genome is not complete and the exact genomic coordinates changes between 
major releases of the assemblies. It is therefore very important to have all the 
annotation resources in compatible versions. Some of the public annotation 
resources offer to download old versions of their databases and some does 
not why it might be appropriate to download local copies of entire databases 
which can be stored with a time stamp for future reference. Throughout this 
work, local copies of the Ensembl [1] databases have been used as the main 
sources of annotations. The Ensembl repositories provide complete copies of 
older versions of the databases which allowed us to complement older local 
versions if the projects required additional annotation sources. 
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Bioinformatics 
 
In a paper [52] published in 2003 the authors outline the role of 
bioinformatics over the last few decades going from managing information 
in primary resources such as sequence databases to storing and managing 
biological knowledge providing understanding of function and utilities at 
molecular, cellular and organism level. The bioinformatics of the future 
would provide a complete computer representation of the cell with 
“understanding of basic principles of the higher complexity of biological 
systems”. Although a part of bioinformatics still concerns depositing and 
retrieving data in efficient ways, and connecting sources of knowledge to 
new data, I think bioinformatics tools and methods of today can be used to 
deduct basic principles of complex biological systems without having a 
complete computer representation of the cell. 
 

Throughout the duration of the work behind this thesis, the number of 
data points needed to qualify for a ‘high throughput’ platform has increased 
thousand folds. The increase of data points has forced the introduction of 
better representations of the signals and has allowed for more detailed 
hypothesis testing and modeling. Still, however, many of the underlying 
bioinformatics techniques and approaches continue to be valid, albeit 
requiring much stronger computational resources. 

Data representation 
There is no universally best file format for storing data, and depending on 
the application, the most appropriate storage format varies. If data is to be in 
human readable formats then a flat format such as spreadsheet or raw ASCII 
text is perhaps most useful. If read-access using programs or scripts is 
prioritized then a binary representation of the data is preferable over flat 
files. When raw-data is stored, all meta-data such as quality scores for 
microarray probes or detailed alignment information for NGS fragments 
should be included. For downstream analysis all this information might not 
be needed and for NGS data a so-called pile-up representation of the 
fragments is often sufficient and in this case the meta-data can be omitted 
which saves storage space. Since the existing platforms for both microarray 
and NGS data produce raw data in different formats, there is a need for 
common file-formats that provide common starting ground for downstream 
analysis. In the case of NGS data, frequently used file formats for fragments 
are the tab-separated GFF and BED formats and the SAM/BAM [53] 
formats which allows to store the meta-data as well. Many tools have been 
developed in the community to directly process and, for instance, annotate 
these files [54]. Some also offers functionality to convert to and from the 
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different formats although all directions are not possibly since the meta-data 
might not be present. 

Statistics 
The measured data points in life science experiments are usually too many to 
be handled manually and computational tools are thus employed to extract 
the most interesting events or general behaviour. This can be differentially 
expressed genes or exons, an over-representation of certain functional 
annotations within a subset of genes compared to the genome or analysing 
NGS fragment pileups (peaks). 

Hypothesis testing and p-values 
Many of the computational tools developed in the bioinformatics community 
base their selection process on statistics, i.e. assuming that the data points are 
distributed in a certain way and then selecting events that are unlikely to be 
due to noise or random factors. This particular methodology is called 
hypothesis testing where a so-called null hypothesis (H0) is used to model 
the background or noise. This model can either be a single distribution or a 
more complex statistical framework based on mixtures of distributions. The 
latter is conceptually appealing as it makes sense to use one distribution for 
the true events and another for the (supposedly) more or less random noise. 
The null hypothesis, H0, is then tested for each data point (di) and a statistical 
measure, the p-value, can be calculated. Often one is interested in detecting 
values much greater or much smaller than the expected and then the p-value 
is the sum of probabilities of observing values at least as extreme as di by 
chance. The p-value of 0.023 in Figure 5A represents the outcomes in the grey 
shaded area under the curve. Finally, given a certain significance level, α, H0 is 
either accepted or rejected in favour of some alternative hypothesis H1. 

Multiple hypothesis correction  
Pure chance stipulates that a certain proportion of the data points will fall so 
far from the expected value that they will be considered significant at the 
given significance level α. With the high number of data points being 
analysed today this can be a substantial proportion of the significant 
observation which is why multiple hypothesis correction of the p-values is 
carried out. Different types of correction methods exist but some of the most 
commonly used is the Bonferroni-correction where the p-values are simply 
multiplied with the number of tests performed and the false discovery rate 
(FDR) [55] where the significance is adjusted by restricting the number of 
expected false positives above the chosen significance level. It is important 
to remember that neither of these corrections change the ranking of the 
results, but instead aim at lowering the proportion of selected events that are 
caused by random events. 
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Figure 5. A. An observation at the grey line will have a p-value of 0.023, that is the 
sum of the probabilities of less likely (higher, shaded grey) outcomes. B. Outcome-
frequencies when rolling a dice; for a fair dice the outcome is uniformly distributed. 
If the hypothesis is that the frequencies are normally distributed around the expected 
value (3.5) then the outcome ‘6’ is much more frequently observed than expected. 

Testing the test 
When using the frequentists approach with a predefined distribution the 
results are - corrected or not - not more reliable than how well the underlying 
distribution fits the observed data. If the data is evenly distributed and H0 is 
based on the normal distribution then a much too large proportion of the data 
points will appear significant. One such case is illustrated in Figure 5B 
where the outcome of a fair dice is modelled by a normal distribution. This 
erroneous model will conclude that there are far too many 1’s and 6’s in the 
observed data. The opposite case is also easily imagined, where too few 
significant observations are detected. It is therefore essential to make sure 
that the data fits the model; this can be done using so-called goodness-of-fit 
tests. It is important to remember though, that these tests are often designed 
to answer the same type of question originally outlined above, i.e. how 
unlikely it is that the observed data do not fit the assumed distribution. 

Machine learning 
 
Machine learning is a collective name for techniques where computers are 
employed to try and learn patterns or concepts from subsets of the observed 
data, the training sets. The performance of the system is assessed using a 
different subset of the data, the test set. Usually each of the observations is 
represented by several features, or attributes. Some of these may be 
continuous measurements such as temperature and some may be discrete 
such as presence/absence of a chemical. Broadly, there are two types of 
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machine learning approaches, unsupervised and supervised. In the 
unsupervised case the system tries to find distinct classes or groups among 
the observations based on the attributes of these. One example of this is, for 
instance, clustering. In the supervised case, it is known a priori to which 
class or group each data points belongs and the system tries to find which, or 
which combinations of, attributes and values that can distinguish the classes 
from each other. 

Feature selection 
In a perfect world we would be able to measure everything for each data 
point. This, however, might be contra-productive since more attributes will 
augment the computational demands and require the system to evaluate and 
consider attributes that might just contain noise. Even with smaller data sets 
every measured variable might not be contributing so much to the decision 
or might even be irrelevant why feature selection should be carried out. 
Basically, the attributes that contributes most to the decision should be kept 
and the other discarded and this can be done using two major techniques. 
The first is based on filtering the attributes on, for instance, correlation with 
the decision. The second is called wrapper-based and this process involves 
many repetitive steps where subsets of attributes are evaluated using a 
complete machine learning step itself as evaluation. In short, feature 
selection is an art and it is really a research field of its own. 

Understanding the model 
Depending on the application, the ultimate purpose of a decision system can 
be quite different. In some cases the only thing that matters is to get the 
answer right and in other cases, it is instead, understanding which of the 
attributes, and how these contribute to the different classes that is important. 
Consider, for instance, gene expression measurements in relation to cancer, 
knowing if the patient has, or is likely to develop, cancer is of course 
important, but more important for treatment might be knowing which genes, 
and in what context, that contributes to the condition. In the latter case, 
machine learning algorithms that keep the features intact is much easier to 
interpret than methods that either rely on transforming the feature space by 
e.g. principle component analysis (PCA) [56] or that use weighed 
combinations of the attributes i.e. neural networks. Examples of methods 
that keep the variables intact are decision tree-based methods such as 
random forest [57] or rule based methods such as rough sets [58]. It should 
be noted, that all the above methods rely on combinations of the attributes, 
the important difference lies in how the original feature space is handled. 
Keeping the original feature space can come with a cost; imagine a toy 
example with a chess board where the square colours are the decisions with 
the row and column numbering as attributes. If the row and column numbers 
are added, all even sums are on black squares and odd sums are on white. A 
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rule based system with intact feature space would need one rule per square; 
“IF row number is 1 and column number is 1 THEN the square is black” and 
so on for the other squares. 

Unsupervised methods 
As touched upon above, the unsupervised methods aim at discover groups of 
similar patterns in the attributes of the data. One way of doing this is to 
group, or cluster, the data based on how similar the attribute vectors are. 
Data points with similar attribute values are considered to be closer to each 
other than data points that have very different values. Clustering methods 
can be divided into two major approaches, top down or bottom up. K-means 
is a well spread method from the first category. In k-means ‘k’ clusters 
(numbered 1,2, … ,k) are randomly placed in the feature space and for each 
data point, di, the distance to these are calculated and di is then assigned to 
the closest cluster. The cluster centre, or centroid, is re-computed based on 
all data points assigned to a cluster and the process is repeated until no data 
point changes its cluster assignment. In the bottom-up approach each data 
point represents a cluster of its own and these clusters are then merged. The 
most frequently used bottom-up technique is probably agglomerative 
hierarchical clustering which continues to merge similar clusters until one 
single cluster is created. The merges are usually displayed as a tree-structure 
(dendrogram) with the original data points as leaves [59]. Common to all 
clustering methods is the need for a similarity measure and depending on 
how this calculation is carried out the results can be very different. Also, if 
the attribute values represent coordinates on a map, then a Euclidian distance 
is intuitively appropriate, but if the same decision table includes temperature 
at these locations the Euclidian distance is less intuitive. 

Supervised methods 
In any supervised setting, the class labels of the data must be known and the 
objective is to construct a system that is able to separate the classes from 
each other based on the attributes of the observed data points. A decision 
system contains precisely these two parts, a representation of the measured 
attributes and for each of these a classification or group label. In this work, 
two main types of supervised learning have been applied; decision trees and 
rule based classifiers on the one hand and regression based on the other. 
 

Decision trees partition the feature space into rectangles or boxes based 
on discrete values in the data. The chess board is a good analogy in a two 
dimensional case; in higher dimensions (i.e. more than three attributes for 
each data point) the space is partitioned into hypercubes. More complex 
decision surfaces are constructed by using combinations of these partitions. 
Conceptually, a decision is made by a consecutive set of yes/no choices 
based on the values of the attributes of the data until all ambiguities in terms 
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of class belongings are resolved. Note however, that learning each example 
in the training set often leads to overfitting of the system to the training 
examples and subsequently poor performance on test data. This can be 
circumvented by halting the learning process when the system performs 
‘good enough’ on the training data. 
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Figure 6. A. Example of a decision tree, the outcomes (decisions) are in the leaves 
and the direction taken in the branches of the tree is determined by yes/no questions 
on the attributes. B. Schematic representation of a rough set. The set defined by the 
thick black line is rough as it cannot be completely contained within the equivalence 
classes (represented by boxes). The shaded areas (light and dark grey) represent the 
lower approximation and the upper approximation respectively. 

 
Each of the yes/no choices leads to a branch in the tree and the decision is 

the leaves of the tree, many leaves can have the same decision yet the paths 
through from the root to the leaves are different. In the chess-board example 
above, a tree using only the row and column numbering could have 64 
leaves and a branch choice could be “Is the row number 1?” If instead the 
row and column numbers modulo 2 where used, 3 internal nodes and 4 
leaves would suffice (Figure 6A). In that case, we couldn’t read out from the 
model precisely which squares that were given which colour. Broadly, 
decision trees are constructed iteratively by partitioning the data on the 
attribute-value pair that best separate the classes from each other. 

 
Rule based classifiers are similar to decision trees in the sense that the 

feature space is portioned into distinct areas based on a discrete 
representation of the attributes and a path from root to leave in the decision 
tree can be directly translated into a rule. This is also a main difference, 
whereas the trees look at one attribute-value pair at a time – one yes/no 
choice – a rule based classifier such as rough sets takes several pairs into 
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account simultaneously. In rough set theory, every data point is compared to 
the others and deemed indiscernible from one another or not, data points that 
are not separable by the values of their attributes are said to belong to the 
same equivalence class. A concept, or decision, is then represented by its 
overlap with the equivalence classes. In most cases there will be equivalence 
classes with members whose decisions are both inside and outside of the 
concept. The equivalence classes whose members all lay inside is called the 
lower approximation and the equivalence classes with at least one member 
inside are called the upper approximation (Figure 6B). This split of 
equivalence classes can occur because of the discretization of the attributes 
and a possible continuous concept. Next, reducts are introduced which are 
minimal sets of attributes so that the indiscernibility between data points 
with different decisions are maintained across the equivalence classes. As 
with decision trees, too specific reducts will overfit the system to the training 
data which is why ‘good enough’ reducts are sought. Many different 
approaches exist for this step e.g. the genetic algorithm or approximate 
reducts which might require 90 % of the data points to be discerned from 
other decision classes. Finally rules can be generated from the reducts by 
translating the attribute-value pairs and coupling them with the decision(s) 
associated with the data points in the underlying equivalence classes. In this 
work, an implementation of the rough-sets framework called ROSETTA 
[60] was used. 

 
A different type of supervised machine learning is co called linear 

regression, which does not require discrete variables. Instead, the response 
variable is modelled as a constant, the intercept, plus a weighted 
combination of the values of the attributes. A small real world example 
could be the time (response variable) passed before a heat source warms 
water to the boiling point. The intercept in this case is then the temperature 
of the water in the beginning, and the variables could be the temperature of 
the heat source used and the air-pressure in the room. Although influencing, 
the air-pressure will not be as important for our experiment as the heat 
source and so the air-pressure will be given a lower weight. If, on the other 
hand, this experiments was carried in settings close to vacuum, then this 
particular variable would be considered more important. The aim of the liner 
regression system is to make a prediction of the response variable as 
accurate as possible. That is minimizing the difference, or residual, between 
the predicted output value and the observed. One of the most popular 
methods is the least squares approach where the coefficients of the linear 
combinations are chosen so that the square of the residuals are as small as 
possible. These coefficients are found by representing the whole equation 
system as matrices which is then solved using linear algebra. This solution 
involves a matrix inversion step and can be both computationally expensive 
and require a lot of memory. 
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Performance measurements 
As touched upon above, the performance of any machine learning system 
should be evaluated on a set of examples previously unseen by the system.  
For scarce data, this can be done in an iterative fashion using e.g. leave-one-
out cross validation where a proportion of the data is set a side for validation. 
This process is then repeated with another subset being left out, meaning that 
in the end, all examples in the data have been used in the evaluation process 
but not used for training at the time they were used for evaluation. The 
evaluation is done with a specific class in mind, and an example classified 
correctly to this class is a true positive (TP) while an example not belonging 
to this class but classified as such is a false positive (FP). The same 
terminology is used for the examples not belonging to the current class i.e. 
true negative (TN) and false negative (FN). Several different measurement 
of performance can be calculated and some examples are; accuracy, which is 
simply the ratio of the examples correctly classified, sensitivity which is the 
fraction of correctly classified positive examples (TP/(TP+FN)) and 
specificity which is the fraction of negatively classified examples 
(TN/(TN+FP)). Depending on the underlying application, different types of 
misclassifications are worse than others. If, for instance, the system is 
designed to predict susceptibility to a severe disease, it might be better to 
collect all true positives and some false positives rather than missing some 
that might be susceptible (false negatives). If the certainty threshold for 
assigning to a specific class is varied, all examples can in one extreme be 
picked and in the other none will be picked.  By varying such a threshold 
and calculating sensitivity and specificity, the so-called receiver operating 
characteristic (ROC) [61] can be plotted out. This gives an easily interpreted 
depiction of the performance of the system and the trade off between false 
positives and false negatives under different thresholds. Sometimes the area 
under the ROC curve (AUC) is reported as a performance measure. AUC = 1 
means perfect discrimination between the two classes and a system with 
AUC = 0.5 performs equal to a randomized selection. 

Visualization 

Combined view: footprints 
In most cases, the measured biological data correspond to events that occur 
in many places throughout the genome. It is often valuable to plot out the 
average signal over several similar genomic features in order to appreciate 
the behaviour of the measured variable. Such plots are called footprints since 
they represent the average trace of the signal at given locations. Although the 
footprints provide a good overview at a genomic level of a measured signal, 
they are indeed an average which might not be a representative picture of 
what the signals look like in individual locations. An illustrative toy-example 
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is a footprint displaying two adjacent peaks as in Figure 7. In the extreme 
case half of the ingoing genomic locations might have one of the peaks and 
the other half the other but never both. The combined average will display 
two (lower) adjacent peaks. To circumvent this misinterpretation, a so-called 
heatmap showing a condensed view of all individual ingoing signals can be 
constructed and accompany the footprint. For clarity the individual signals 
can be ordered so that similar patterns lie on consecutive rows and the split 
pattern can easily be detected. 

 

 
Figure 7. Footprints and heatmaps. All panels are based on the same data. To the left 
are heatmaps of individual observations, the topmost is not sorted  whilst the bottom 
heatmap is split based on which peak that is present. The footprints to the right 
depicts the average signal (top) over all the individual signals (rows in the heatmap) 
and in the bottom, the two different peaks that are present in the signal are clearly 
visible. The double-peak in the top row is never present in any of the individual 
examples as can be seen bottom row. Yellow areas in the heatmaps represent higher 
signals and in blue areas no signal is present. 

Displaying numbers and overlaps 
A typical biological experiment often results in various lists, each 
representing e.g. a set of genes or genomic regions with a certain property. 
These can be, for instance, regions bound by a specific protein or genes 
displaying different responses when exposed to a chemical or drug. An 
intuitive way of displaying such sets and their relations in terms of overlaps 
is to use so-called Venn-diagrams. These were made popular by John Venn 
in the late 1880s and first formalized by Euler as early as 1763 in a letter 
[62]. Usually sets are represented in these diagrams by circles. Although 
conceptually similar, the two types of diagrams (Venn and Euler) differ in 
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how empty sets are displayed. These diagrams give an immediate sense for 
the proportion of features that have the same property and if the areas of the 
circles are drawn in proportion to the sizes of the sets the interpretation is 
even more direct. One should be aware, however, that is it not always 
mathematically possible to construct such weighted versions using circles 
and sometimes the interpretation can be flawed. When more than 3 or 4 sets 
are being displayed simultaneously the figures can also be very hard to grasp 
and interpret. The different categories discussed here are exemplified in 
Figure 8. 
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Figure 8. Venn diagrams. (A) Proportional Venn diagrams where the sizes of the 
circles are drawn with respect to the size of the sets. (B) Diagram showing all 
possible intersections between 4 sets. (C) False Venn diagram of 4 sets, although a 
nice symmetrical representation, not all set intersections are visualized. For instance, 
there is no surface representing only the intersection between ‘set c’ and ‘set b’. 
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Aims 

The field of bioinformatics has a major role as bridging biology with 
computational methods. This provides many challenges in both adapting 
methods to a biological context and to develop new tailored applications that 
can explore new hypothesis in biology. The specific goals of the work in this 
thesis are:  

 
 
i. Providing infrastructure for fast and accurate processing of next 

generation sequencing data. 
 

ii. Using publically available data, investigate the role of the 
nucleosomes and histone modifications in relation to transcriptional 
regulation, not only at or around transcriptional start sites, but over 
every exon. 
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Methods and Results 

This thesis is based on the methods and results from four individual papers. 
Paper I describes a platform independent storage and retrieval system for 
producing aggregated NGS signal plots over a large number of genomic 
locations. Paper II presents a novel method to normalize NGS data against 
experimental background, i.e. control experiments such as Input or IgG or a 
combination thereof. Papers III and IV performs high throughput re-analyses 
of publically available NGS data sets and presents novel biological insights. 

Paper I 

Background 
The next generation sequencing data hardware platforms produce data in 
different formats and with different properties. As described in the 
introduction above, specificities of the various NGS platforms introduce a 
need for individual representations of the raw data coming from the primary 
analysis, the sequencing of the fragments. The secondary analyses i.e. 
quality filtering and alignment of the fragments to a reference genome, also 
needs to be addressed in a platform specific manner. The reads produced by 
ABI should e.g. be aligned in ‘color space’ and not translated back to DNA 
until the last stage while Illumina reads are aligned to the reference genome 
directly. Many NGS aligners are available, not only the ones provided by the 
hardware manufacturers themselves (i.e. Corona/Bioscope for ABI or 
ELAND for Illumina), but also developed in the bioinformatics community 
(e.g. [63-65]) each with different approaches and benefits – and 
unfortunately, often with different output formats. Lately, efforts have been 
made to produce results in common file formats, e.g. the SAM/BAM format 
[53] which is simplifying downstream analysis such as peak-finding. In this 
format each individual fragment is reported individually, accompanied by 
detailed information on genomic location, the original sequence readout and 
(possible) mismatches compared to the reference genome at the aligned 
location. With the fragments in this format, pleasing visualizations of single 
genomic locations with a detected SNP can be produced and several such 
programs are available (e.g. [66-68]). If on the other hand general 
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phenomena on a genomic scale are investigated, such as a particular histone 
modification pattern over TSS’s at highly transcribed genes, a representation 
of each individual fragment requires heavy computations. Given one such 
location, the fragments within a certain distance of this site must be found in 
the file and then combined counts of the fragment overlaps calculated. In this 
case, the detailed information on quality scores and reference mismatches is 
not used and thus need not be stored. 

 
With this in mind, we decided to design and implement a system which 

was optimized against search and retrieval of a pre-compiled pileup 
representation of, primarily, NGS data but also any genomic data that could 
be represented by a single number per base pair. 

Data 
The data used in this paper was collected with two objectives in mind; i) the 
data needed to be rich enough to provide statistically stable measurements of 
computation times and ii) that allowed for relevant analysis to be carried out. 
At the time the manuscript was written, one of the most comprehensive NGS 
data sets was the MNaseI-digested nucleosome data produced by Schones et 
al [27]. This data consists of over 150M sequenced reads and was produced 
on the Illumina platform. A second data set was downloaded from the 
example data collection available from the SOLiD Software Development 
Community website [69]. This RNA-seq data consists of around 175M 
aligned fragments and was used together with data on the uniqness of the 
genome, the so-called mappability. The mappability of the genomic 
sequence itself is an important factor in the alignment process for next 
generation sequence data. Less unique regions in a genomic sense are likely 
to receive fewer reads since reads that align to too many genomic locations 
are excluded. The mappability used here was constructed from a wig-file 
representation of the Broad alignability track exported from the UCSC 
genome browser [70]. This data was generated as part of the ENCODE 
project [8]. All annotations of gene starts and exon locations were taken 
from the Ensembl [1] databases. 

Methods 
The program suite was implemented in C/C++ and relies on a binary 
representation of the pileup signal. Separate binary files are created per 
chromosome for reads that were aligned to the sense and antisense strand of 
the reference genome. Since the length of the original fragments in the 
MNaseI digested case was known – around 147 bp of DNA is wrapped 
around each nucleosome – a combined pileup signal was also created with 
each sequenced read prolonged to 147 bp. Each position in the genome was 
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represented in the binary file without gaps which allows for directly 
positioning a file pointer to the desired location when reading from the 
binary file. We constructed binary files for each chromosome separately and 
the structure of one such file is outlined in Figure 9. 

 

000011122223332221111Offset = 10 000011122223332221111Offset = 10

10..19
14..23

17..26

 
Figure 9. The binary-file structure as implemented by the SICTIN programs. The 
first number (Offset) in the file specifies the coordinate of the first data point. Each 
subsequent data point in the file represents the number of overlapping fragments at 
that genomic position. 

Results 

 
The binary file solution designed in this work represents each nucleotide in 
the genome. This introduces overhead in disc-usage as many locations in the 
genome is not covered at all e.g. the centromeres or regions that cannot be 
uniquely mapped to the reference genome by alignment software because of, 
for instance, repetitive sequences. Still, using 4 bytes per position, human 
data can be represented (sense, antisense and combined) using just under 17 
Gb of disc – independently of how many reads that were sequenced.  As a 
comparison, the bed-file version of the RNA-seq data used in this work used 
12 Gb of disc. Using our representation we were able to quickly access the 
nucleosome data repeatedly at hundreds of thousands of genomic locations. 
This allows for rapidly exploring a large number of hypotheses in the data 
taking full advantage of the hypothesis-free measurements provided by the 
NGS data. 

 
In particular, we re-investigated the nucleosome patterns around TSS and 

found that the phasing seen in a combined footprint does not generally 
reflect the nucleosome positioning on the individual level (Figure 10A). 
Instead, the majority of the individual regions seem to contain only one or 
two strongly positioned nucleosomes anywhere in the region. We also 
filtered the TSSs selecting those that were in a so-called bidirectional 
conformation [71] and extracted the signals centered on the midpoint of each 
such bidirectional pair. In concordance with previous results, the nucleosome 
signal displays a clear bimodal pattern around a nucleosome depleted region 
(Figure 10B). Furthermore, the same pattern as around high-expressed genes 
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with single, rather than several phased, nucleosomes was found to be 
present. Based on these observations and the fact that  as many as 50 % of 
the human promoters might be in a bidirectional conformation, including 
mRNAs and spliced ESTs (expressed sequence tag) [71], it is likely that 
much of the observed nucleosome signal upstream of the TSSs is due to 
genes in a bidirectional conformation. 

 

 
Figure 10. The nucleosome signals centered on TSS in highly transcribed genes (A) 
and in genes in bidirectional conformation (B). The color coding in the different 
parts of the heatmaps correspond to the colors of the bottom footprints. The 
footprints drawn in black are the averages over all the data. 

We also investigated the role of the mappability of the reference genome 
compared to RNA-seq data. The average mappability score and RNA-seq 
read counts over all human exons was collected and grouped based on RNA-
seq counts. The immediate conclusion is that there is a significant over-
representation of regions with low mappability scores among the exons that 
had low RNA-seq counts. In fact, around seven thousand exons that would 
be considered silent when looking at the RNA-seq data alone, had an 
average exon mappability score of zero. This implies that for those exons, 
we cannot distinguish between no transcription and technical artifacts of the 
NGS pipeline. Note however, that for the majority of the silent exons, there 
where no difference in mappability score distribution compared to the 
genome average. 
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Paper II 

Background 
Even though the NGS technologies have higher sensitivity and dynamic 
range [46] compared to microarray based measurements, the unwanted 
fragments that arise from, for instance, the ChIP-steps of the wet-lab 
procedures still remains and cannot always be detected by statistical methods 
[44]. The solution to these problems is to perform control experiments and 
deduce true positives from false positive by comparing the two data sets.  It 
is not clear, however, how this deduction should be carried out. One intuitive 
approach would be to either subtract the control signal from the ChIP-signal 
or look at fold changes. In the first case, one would first have to normalize 
the reads according to the total number of aligned reads (global 
normalization) to put the counts from both experiments on a comparable 
scale. Subtracting these relative profiles from each other is, however, 
assuming that each experiment has the same level of enrichment over the 
whole range of measured value and that non-specific interactions is affecting 
equally throughout the entire genome. If no other preprocessing is done, one 
must also assume that the signals overlap precisely at the same locations, 
which might not be the case – especially not when using an unspecific 
antibody. Any division based approach, such as fold changes, run into 
problems when the denominator is zero and it is also unclear what to do 
when a sequencing depth normalized denominator is less than 1. This will 
inflate the value of the nominator and introduce uneven variance throughout 
the measurements depending on the starting values. 
 

For microarray data, many non-linear normalization schemas have been 
developed, one of the most popular being so-called LOESS normalization 
[72]. This type of non-linear normalization has recently been adapted to 
NGS data [73] but contained a 1kb binning step that destroyed the fine 
resolution of the data. That particular application was designed for detecting 
differentially expressed genes and in that case the resolution issue is not that 
severe. For experiments that fine-map protein-DNA interactions, a 1kbp 
resolution is not sufficient and is in fact quite comparable to the resolution of 
early microarrays. Different types of control experiments also measure 
different types of errors and systematic biases, why it is desirable to be able 
to normalize against multiple control experiments simultaneously whilst 
maintaining as high resolution as possible. The normalization should ideally 
also treat different levels of enrichment independently, e.g. extremely 
enriched repetitive regions need a different model compared to regions with 
low levels of enrichment. 
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The solution strategy present in this work is based on linear regression 
modeling the ChIP-signal against one or more control experiments. The 
residuals of the model, i.e. the parts of the ChIP-signal that cannot be 
explained by enrichment in any of the control experiments, are kept and 
regarded as true positives. 

Data 
The data used in this paper was publically available ChIP-seq data (Input, 
Mouse IgG and a sequence specific transcription factor Max) from the 
Snyder lab (Yale) [74]  in the ENCODE project [8] for HeLaS3 cells. The 
data was downloaded from the ENCODE repositories from the UCSC 
genome browser [75]. We also worked on in-house generated simulated 
data. 

Methods 

Preprocessing 
The best indicator of the border of the DNA-fragments that was pulled down 
in the ChIP-step is the 5’ and 3’ ends of the aligned reads. For reads aligning 
to the sense strand this is the 3’ end and for reads on the anti-sense strand the 
5’ end. Since the starting DNA-material here was sheared using sonication, 
the borders of the interacting DNA fragments will not be fixed to a single 
genomic coordinate in the cell population, but rather fluctuate over a certain 
number of bases depending on the type of sonication used and if size 
selection of the sonicated fragments was done. It is unlikely that the control 
experiments will have the exact same shearing as the ChIP-experiment and 
so we chose to use a smoothing approach where the 5’ and 3’ starts were 
averaged in a sliding window setting with a window width of 11 base pairs 
(centre +/- 5 bp). This reduces the resolution of the ingoing data, but allows 
us to compare the 5’ and 3’ signals of the ChIP with the same kind of signals 
from the control measurements. Since the fragments are averaged over a 
small window, and to reduce computations we sampled the averaged signal 
every 5th base pairs and used that signal as input to the regression step. 
Additional benefits of analysing the 5’ and 3’ signals only and separately are 
that we do not have to take the read length into account nor estimate the 
average e.g. sonicated fragment size. 

Normalization by regression 
Having prepared the signal as described above, we used linear regression to 
model the sense and antisense of the ChIP signal separately from 
corresponding parts of the Input and IgG measurements. The regression was 
done using the R-language [76] which has built in support for linear 
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regression. The model was fitted minimizing the errors using the least 
squares approach. Our strategy assumes that the parts of the ChIP-signal that 
cannot be modelled by the control experiments contain the true positives and 
so the residuals of the model were kept. A per-base-pair signal was then 
rebuilt from the residuals filling in the gaps with averages. The resulting 
signals then contained 5’ and 3’ positions corresponding to true interaction 
events. The result on simulated data can be seen in Figure 11. In order to be 
compliant with downstream analysis tools we rounded this signal into whole 
numbers and wrote out pseudo-reads in the BED-file format. The pseudo-
reads were written with the same length as the original data. 
 

 
 

Figure 11. Results of applying the normalization strategy on simulated data. The top 
three panels represent (from top to bottom): the simulated read signal, the fragment 
starts and the re-sampled smoothed fragment start signal used in the normalization 
step. The next three panels are for a simulated control signal, and the two bottom 
panels are the resulting re-created per-bp-signal after normalization. 

Evaluating the results 
The strategy was applied to two data sets, one simulated and one real data 
set. The simulated data was used as illustration of the process. The real data 
set measured binding site of a sequence specific DNA binding protein, a 
transcription factor called Max. This transcription factor preferentially binds 
to a DNA motif known as an E-box: 5’-CACGTG [77].  We evaluated the 
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performance of the normalization strategy by first detecting peaks using one 
peak-detector [78] that could use control experiments as a background model 
and another one, FindPeaks [79], that uses a control model with properties 
similar to the strategy presented here for filtering the processed peaks. The 
filtering step is based solely on the maximum peak height. We then selected 
a fixed window around each peak centre and calculated the fraction of the 
detected peaks that contained the expected E-box. The peak-detection was 
done in three ways; i) using only the raw data, ii) the raw data with 
background and finally iii) using normalized data without providing 
background data to the peak finders. 

Results 
We applied our normalization strategy to data from human chromosome 1. 
The results in terms of number of peaks detected and the fraction of these 
that contained the expected motif is summarized in Table 1 below. The 
peaks detected from raw data alone or using either of the controls as 
background contain a much smaller fraction of regions with E-boxes than the 
peaks detected in data after normalization. There were also very high 
number of peaks detected in the raw data sets, one of the peak finders 
reported 24 thousand peaks and the other 342 thousand peaks in 
chromosome 1 alone. Using the normalized data, these numbers dropped to 
1.1k and 2.4k. Since the peak detectors could not handle multiple control 
measurements simultaneously, we compared the performance of normalizing 
against either or both of the control experiments. 

 

Table 1. Results from the normalization strategy applied to real data. The number of 
peaks detected in each data set varies greatly depending on background used or if 
the data has been normalized or not. The percentage of peaks containing the E-box 
(5’-CACGTG) in each data set is also indicated. 
  SISSRs  findPeaks4 

Data 
set 

Control Nr. 
Peaks 

with 
motif 

Nr. 
Peaks 

with 
motif 

Max none 24517  5% 342505 2% 

IgG none 88043 1% 406922 1% 

Input none 93067 3% 408307 1% 

Max IgG as background/compare 3325 12% 4387 10% 

Max Input as 
background/compare 

4083 8% 4360 11% 

Max Normalized with IgG 1106 25% 2387 16% 

Max Normalized with Input 1082 26% 2367 16% 

Max Normalized with IgG & 
Input 

1076 26% 2366 16% 
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In brief, without any background or normalization the fraction of peaks 
detected in the ChIP-data that contain the expected motif is only 2-5 %, quite 
comparable to the control experiments themselves (1-3 %). Using the control 
experiments as background this fraction increases to 8-12 %. Starting from 
normalized data the fraction raises to 16-25 % which is 5-8 times higher than 
in peaks detected using only the ChIP-data.  Interestingly, when considering 
only the top scoring regions from each Max-data set, i.e. with or without 
background correction or normalization, the fraction of regions that 
contained the expected E-box was similar suggesting that the regions not 
picked up after normalization could contain a higher proportion of false 
positives. 

Paper III 

Background 
 
The final remark made by Yuan et al [26] in 2005 “It will be interesting to 
determine whether the accessible transcription factor binding sites, highly 
positioned nucleosomes, and stereotyped promoter architecture found in 
yeast chromatin will be conserved features of metazoan chromatin.” did 
prove to be interesting. Yuan and colleagues used high resolution tiling 
arrays to determine the nucleosome landscape in baker’s yeast (S.cerevisiae). 
Using NGS data, the positioned nucleosomes around TSS found in that 
paper was later confirmed to be present in both yeast [80] and other 
metazoans such as the nematode C.elegans [81-82] and the primate 
H.sapiens [27]. It is intriguing, however, that while yeast genes generally are 
not organized into exons and introns - genes of higher metazoans are. Later 
studies did not investigate the nucleosomes around exons but continued to 
focus on TSSs and discovered different nucleosome patterns depending on 
transcriptional status of the genes. At the same time as the nucleosomes 
themselves where studied, ChIP-seq experiments were done on histone 
modifications in mouse (M.musculus) and human [33-34, 83]. These histone 
methylation and acetylations was correlated to gene expression in relation to 
the TSS and, in some cases, to the distribution over the whole gene body. In 
particular, the H3K36me3 distribution over genes has been characterized as 
highly enriched over the gene body of expressed genes and to correlate well 
with expression of these genes [84-85]. 

 
From a computational perspective, the role and positioning of 

nucleosomes in relation to intron-exon junctions has also been studied. 
Suggestions have been made [86-88] that the exonic sequences and intron-
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exon junction region contain sequence information that promote nucleosome 
positioning compared to the neighboring intronic regions and that 
nucleosomes positioned over the intron/exon junctions could be a part of a 
protection mechanism against, for instance, mutations of the canonical splice 
sites [88]. When these computational studies were conducted, there was no 
genome-wide data on nucleosome positions and most of that work was 
carried out using models based on sequence composition alone. 

Data 
The results in this paper was based on publically available NGS data on 
nucleosome positions in H.sapiens [27] and C.elegans [81], histone 
methylations in H.sapiens [33] and M. musculus [83] and acetylations in 
H.sapiens [34]. We also used gene expression [89] and exon expression [90] 
microarray data available for the same human cell type as the NGS data and 
finally mouse gene expression microarray data [83]. The expression for 
mouse was measured in the same cell type as the NGS data. All annotations 
where taken from the human and mouse Ensembl databases [1]. 

Methods 

Storage and partitioning 
We downloaded all nucleosome and histone modification data sets and 
stored them in the binary format described in Paper I. The signals for the 
footprints were extracted using the same system, and these signals were 
sequencing depth normalized to an expected level of 1x coverage genome-
wide. 

 
High-expressed genes were defined as genes with an expression level 

above one standard deviation over the mean expression level. The medium- 
and low-expressed genes were determined by ensuring the same number of 
genes in each group. For these two categories, the lowest- and midmost 
expressed genes were chosen, respectively. For the exon-expression related 
analyses, we categorized the internal exons of highly expressed genes into 
high- medium- and low-expressed exons using the above procedure 
according to the overall exon-expression distribution. For all exons in highly 
expressed human genes, we calculated the fold change (log2) between the 
expression of each exon and the average exon expression of the 
corresponding gene. These log2 values were then interpreted as indicators of 
exon-exclusion (negative) or exon-inclusion (zero or positive) events. 



 

 47 

Correlating histone modifications to exon expression 
Starting from high, medium and low expressed internal exons in highly 
expressed genes and the average histone modification signal over individual 
exons, we calculated the fold-change of the high and low expressed exons 
over the medium expressed.  We considered the histone modification as 
being above (labeled ‘1’) or below (labeled ‘-1’) the medium level 
(labeled ‘0’) if the magnitude of the fold change was greater than 0.25 in 
either direction. Furthermore, we required the histone modification signals to 
be significantly higher than the signals in the following intron. This gave us 
four classes of functional characterization of histone modifications in 
relation to exon inclusion in high expressed genes. The classes were i) 
positively correlated to expression (1,0,-1), ii) negatively correlated to 
expression (-1,0,1), iii) on-off (1,0,0) and iv) constant (0,0,0). 

Results 
By combining and re-mining publically available data sets we increased the 
level of detail in the nucleosome landscape.  

Firstly, we concluded that well positioned nucleosomes are located over 
nearly all internal exons, i.e. not first in the gene. This pattern was found in 
all but the most transcribed genes, which is coherent with previous 
knowledge [91]. Thus, there is a clear difference between the patterns at 
internal exon and the first exons (TSS) where lowly transcribed genes do not 
display well positioned nucleosomes. We also investigated if the length of 
the internal exons affected the patterns and found that there are no positioned 
nucleosomes for exons shorter than 50 bp and for exons that are longer than 
500 bp there are multiple positioned nucleosomes. In addition, in these long 
exons, the nucleosomes seem to be positioned with the intron/exon and 
exon/intron junction rather than anywhere within the exon. This pattern was 
observed in both human (H.sapiens) and worm (C.elegans), two organisms 
that has been evolving separately for a very long time, suggesting a very 
basic mechanism with early origin.  Recently, the same pattern has also been 
observed in the human malaria parasite, P.falciparum [92] and Japanese 
killifish, O.latipes [93]. 

 
Secondly, we investigated the different histone modifications over exons 

and found that H3K36me3, H3K79me1, H2BK5me1, H3K27me1, 
H3K27me2 and H3K27me3 not only correlate with exon expression, but 
have a more quantative role in the expression of specific exons in general, 
and in high expressed genes in particular. This suggests that the histone 
modifications are involved in the splicing process. We also showed that 
throughout the gene body, the H3K36me3 levels are significantly higher 
over the exon than the following intron even though the level increases over 
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then gene as a whole. This pattern was found in both human and mouse and, 
in fact, the H3K36me3 level increase correlate well with the distribution of 
exons in the gene body. 

Paper IV 

Background 
During the last years, a number of studies have investigated the role of 
histone modifications in relation to gene and exon expression and indirectly, 
splicing (c.f. [21-25, 29-30, 39]).  These studies analyzed single histone 
modifications over the exons and correlated them to exon expression. 
Hon et al [23] also found that H3K36me3 is preferentially enriched towards 
the 5’ end of exons. Note that all analysis on human histone methylation is 
based on the same publically available data [33]. During the work carried out 
in Paper III we noted that for some subclasses of exons there seemed to be 
equally well positioned nucleosomes just up- or downstream of the exon as 
over the exon. This observation led us to investigate if histone modifications 
on these flanking nucleosomes could have an effect on the transcriptional 
status of the exon. The flanking patterns were not visible in genome-wide 
footprints. 
 

In genome-wide biology, we are more interested in finding general 
patterns and mechanisms rather than drawing conclusions from individual 
observations. Having a large number of observations such as all human 
internal exons and a reasonable number of data points for each of these 
observations, all available histone modifications in this case, a natural way 
of acquiring knowledge is by representing the data using a decision system. 
If we are able to model the outcome, i.e. exon expression, as a consequence 
of the values of the observed data points, i.e. histone modifications, then we 
can learn what general mechanism that govern the outcome from the trained 
decision system. In this work, we chose to represent each of the 38 
publically available histone modifications signals as present or absent not 
only over internal exons but also in intronic regions flanking the exons. This 
gave us 114 attributes for each of the internal exons in the human genome. 

 
If a model is to be truly human interpretable, it must not contain too many 

attributes and it cannot be of a black-box type such as neural networks where 
the attributes are not preserved. If, for instance, the model consists of linear 
combinations of histone modifications with a set of new attributes like 
“0.4*H3K36me3 + 0.2*H2BK5me1 + 0.4*H4K9ac” then the biological 
interpretation is difficult. 
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Data 
The data used in this paper was publically available NGS data on 
nucleosome positions, 21 histone methylations, 17 acetylations [27, 33-34] 
and microarray data on exon expression [90] in a type of human white blood 
cells, CD4+ T-cells. We also used publically available NGS data generated 
within the ENCODE-project [8] for 9 histone modifications in human 
umbilical vein endothelial cells (HUVEC), human embryonic kidney cells 
(NHEK) and human immortalised myelogenous leukaemia cells (K562) [94-
95]. The data sets were downloaded from the ENCODE repositories from 
the UCSC genome browser [75]. We also used microarray data on exon 
expression available for these cell types [96-97]. All annotations where taken 
from the human Ensembl databases [1]. 

Methods 

Pre-processing the data 
In this work, we used a crude present/absent (1/0) discretization of the 
histone modifications. We considered three regions; preceding, on or 
succeeding the exon. The classification into present/absent was based on 
whether or not the total pile-up of sequence reads prolonged by 150 base 
pairs was above a cut-off in any part of the investigated region. The cut-off 
was calculated individually for each histone modification based on a 
Poisson-distribution of the sequenced reads with a significant threshold of 
α=0.05. The lambda used in the Poisson-distribution was taken as the mean 
number of aligned reads per base pair in the genome assuming that 80 % of 
the human genome is mappable by NGS techniques. 

 

We required each exon to be at least 50 base pairs and that both the flanking 
introns were at least 400 base pairs to ensure that there were no overlaps 
between regions flanking consecutive exons in any transcript. The closest 20 
base pairs to the exons were excluded from the search to minimize signal 
‘spill’ between the regions (Figure 12) In total, 100’457 internal exons 
fulfilled our criteria on length for both exon and flanking introns. For each of 
these we collected and discretized all 38 histone modifications in the 
previously described regions resulting in a total of 114 attributes. These 
observations were coupled with their corresponding exon expression. The 
exon expression was characterized into low (lowest 20 %), high (highest 
20 %) and medium (remaining 60 %). The final decision table excluded the 
exons from the sex chromosomes as they do not come in two copies as does 
the autosomes. 
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Exon

180 bp 180 bp20 bp 20 bp

SucceedingPreceding

cut-off

absent (0) present (1) present (1)

Exon

180 bp 180 bp20 bp 20 bp

SucceedingPreceding

cut-off

absent (0) present (1) present (1)

 
Figure 12. Schematic representation of the investigated regions around each internal 
exon and the discretization into present/absent of a histone modification signal over 
the regions. 

Feature selection 
We applied a Monte Carlo based feature selection [98] to the constructed 
decision table. This feature selection is based on randomly selecting subsets 
of the attributes and, using only these, create decision trees to evaluate the 
performance of the selected attributes. Here, in all 10’000 trees were built 
and the attributes were ranked according to their contribution to the 
decisions. We selected the 25 top ranked attributes for further calculations. 

Building the models 
The complete model was built using the 25 highest ranked attributes from 
the feature selection step. We also built a validation model using all three 
regions from the 9 histone modifications that were common between all four 
cell types (see Data above). We generated rule-based model of exon 
expression using rough set theory. The ROSETTA system [60] was used to 
train the models and derive the rules. In order to prevent overfitting of the 
model to training data we used approximate reducts as implemented by the 
Johnson-reducer. For the training sets, around 11 thousand objects from each 
expression class were randomly selected ensuring equal distribution of 
decisions. 

Measuring performance of the model 
For both models, we calculated the complete model accuracy and specific 
AUC values (5-fold cross validation) for each of the decision classes. We 
also calculated the predicted accuracy for a rule assuming that the histone 
modifications were independent with respect to the exon expression and that 
they were used individually rather than combined. 
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Results 
The primary model was trained on the 25 highest ranked attributes from the 
Monte Carlo feature selection step and interestingly, for almost every histone 
modification the attributes corresponding to regions before or after the exons 
was ranked higher that the attribute corresponding to the region centred over 
the exon. The final model consisted of 1’462 rules that covered 58 % of the 
selected exons. The AUC was 0.86 for both the high and low expressed exon 
classes and 0.52 for the middle class. The validation model consisted of 706 
rules with an average accuracy in the four cell types of 0.59. This value is 
based on selecting from three classes and if random predictions were made 
the average accuracy would be 1/3 since we ensured equal distribution of the 
decision classes. We also calculated the expected accuracy for individual 
rules assuming that the attributes were used independently and found that 
71 % of the rules performed better than expected in all cell types. 41 % of 
the rules had a percentage point gain over the expected accuracy of more 
than 20 in all cell types. Since the validation models perform well on data 
that was produced in different cell types, by different labs and under 
different conditions, we concluded that the discovered mechanisms are 
general to the cellular machinery. 
 

In summary, we reported two major findings, firstly the histone 
modifications that contribute to the transcriptional status of an exon is not 
only located on the exons but also before and after. Secondly, we show that 
by looking at specific combinations of histone modifications we can improve 
the prediction of transcriptional status compared to looking at the 
modifications one at a time. 
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Discussion and Conclusions 

Biology 
 
In this thesis we have contributed to the biological knowledge of 
transcriptional regulation on both gene and exon level. In Paper I we refined 
the picture of nucleosome positioning around transcription start sites of 
highly transcribed genes in human and concluded that the patterns seen on 
average are seldom or never repeated at individual locations. In Paper III we 
further investigated the nucleosome positioning in metazoans using 
publically available data. We found that over exons, irrespectively of 
transcriptional levels, there are well positioned nucleosomes. It is tempting 
to speculate what mechanisms position these nucleosomes. Previous models 
of nucleosomes positioning have focused on, for instance, periodicity in 
sequence, but in my opinion, it seems strange to encode both the protein 
sequence and a nucleosome positioning signal in the same exonic DNA-
sequence. It seems natural to instead have non-positioning signals 
immediately flanking the exon. Nature and evolution does not always choose 
what we humans think is the most reasonably model and future research will 
undoubtedly shed more light on this. 

 
In addition to these positioned nucleosomes, we and others expanded the 

analysis of histone modifications and started to relate these to exon 
transcription levels and splicing. Previously, those analyses had almost 
exclusively been coupled to gene transcriptional levels and focused around 
transcription start sites or over the whole gene body. In Paper III we showed 
that H3K36me3, for instance, is always increased over exons compared to 
introns and that the average gene-body profile correlated well with how the 
exons are distributed within the gene. 

 
We continued to investigate the histone modifications in relation to exon 

expression in Paper IV and showed that combinations of histone 
modifications are better predictors of expression levels than single. We also 
found that these modifications do not always reside on nucleosomes 
positioned over the exons, but also before or after. In our work, the 
information conveyed by these flanking nucleosomes contributed to the 
expression status of the exon to a higher degree then the modifications over 
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the exon. From a mechanical point of view this makes sense. In the co-
transcriptional splicing model, the decisions of whether or not to include a 
specific exon are made ‘on-the-fly’ by the protein complexes travelling 
along the DNA and information contributing to this decision could then be 
read at multiple points.  

 
I don’t think that the histone modifications alone define the splicing 

patterns, but these findings have added a large set of tools to the splicing 
toolbox, and it is clear that splicing is not guided by sequence alone. It could 
even be so that we are only monitoring parts of the system and that the 
crucial mechanism for splicing is partly dependent on sequence signals and 
histone modifications but is yet itself to be discovered. 

Computational 
The computational tools developed in this thesis have been focused at 
facilitating the analysis of next-generation sequencing data. In Paper I we 
implemented a storage and retrieval system that allowed us to quickly probe, 
and average, genomic signals at hundreds of thousands of locations. Once 
the NGS data has been converted to a binary representation of the 
corresponding pile-up signal, footprints centred on basically any genomic 
feature such as TSS, exon/intron junctions, regulatory elements or open 
chromatin can rapidly be generated. This means that the investigator can 
truly take advantage of the hypothesis free measurements that the NGS 
technology provides. The representation was used as starting points for the 
analysis carried out in Paper III and Paper IV. We also implemented parsers 
to several of the common formats used for whole genome data which allows 
a user to download any data track from e.g. the UCSC genome browser and 
compare this data with in-house generated data using a common interface. In 
Paper I we investigated the role of the mappability of the human genetic 
sequence in relation to RNA-seq data and could conclude that technical 
biases play an important role for calling, especially, silent events. 

 
The NGS technology is still in its infancy and the hardware development 

of the sequencing platforms is faster than the development of analysis tools. 
Many of the error sources such as unspecific protein interactions in the 
ChIP-step are not resolved by a sequencing platform upgrade but have to be 
dealt with in the downstream analysis. For the more mature microarray 
technology several normalization and quality filtering procedures have been 
developed, but these are not automatically applicable to NGS data, mainly 
due to the much higher resolution sought in NGS settings. In Paper II we 
attempted to address several types of biases in NGS data by developing a 
high-resolution normalization schema based on regression. The main idea 
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was to take advantage of control experiments such as IgG or Input that 
should accompany every ChIP-seq investigation, and model the ChIP-signal 
as a linear combination of one or more control experiments. The part of the 
ChIP-signal that was not modelled by the control experiments was then 
assumed to be due to true interactions between the protein and the DNA. As 
both the control experiments and the ChIP signals were aligned against the 
same reference genome, biases due to mappability of that genome would 
have a comparable effect in both types and then indirectly addressed. As 
shown in Paper I, problems due to very low mappability will not be handled 
as no signal would appear in either the ChIP or control and further 
algorithms will have to be constructed for these regions. This particular 
problem could also possibly be addressed by having longer reads to start 
with. These longer reads could then span the problematic region and be 
properly aligned to a reference genome. 
 

In the beginning of this thesis, I started out with remarking that recent 
developments in genome-wide data generation hardware, today, often results 
in more data than the original investigator can analyze. Given the publishing 
climate in the biological field, with fierce competition, the data also needs to 
be promptly published before another group publishes similar results. This 
means that there are huge amounts of data that is being rapidly shared in the 
research community - sometimes with some restrictions even prior to 
publication - through public databases. The main papers in this thesis have 
all strictly been using publically available data and annotation databases and, 
with exception to Paper II, new hypothesis have been posed and new 
biological findings have been reported. 
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Sammanfattning på svenska 

Den mänskliga arvsmassan består av mer än 3 miljarder parade molekyler, 
så kallade baspar. Varje baspar består av två nukleotider som binder till 
varandra. Det finns bara fyra olika nukleotider; adenin (A), tymin (T), 
cytocin (C) och guanin (G).  A kan bara binda med T och C kan bara binda 
med G.  Det är dessa baspar som utgör DNA-molekylerna. Hos människan 
är DNA-molekylerna ordnade i så kallade kromosomer och vi har 2 par 
vardera av kromosomerna 1-22 plus könskromosomer, X och Y. Män har en 
av varje könskromosom och kvinnor har två kopior av kromosom X. 
Omkring 2 % av vårt DNA kodar för proteiner som behövs i rätt mängd på 
rätt plats för att cellen ska fungera. Den genetiska koden läses av och 
kopieras (transkriberas) till så kallat budbärar-RNA, transporteras ut från 
cellkärnan och översätts (translateras) till aminosyror som i sin tur bygger 
upp proteinerna. Det mänskliga genomet innehåller ungefär 20 tusen gener, 
men dessa har en snillrik uppbyggnad av kodande (exoner) och icke-
kodande (introner) delar. Exonerna inom en och samma gen kombineras ofta 
ihop på olika sätt och ger på så vis upphov till olika varianter (isoformer) av 
det resulterande proteinet. Denna process kallas för alternativ splitsning och 
exakt hur urvalet av exoner går till är inte helt kartlagt. En del information 
ges av DNA-sekvensen själv och en del är så kallad epigenetisk, dvs. inte 
kodad direkt i sekvens utan består av andra interagerade molekyler, t.ex. 
proteiner som binder in till DNAt. Även om nästan alla drygt 200 olika 
celltyper (t.ex. muskler, lever, hud) i kroppen innehåller information om alla 
gener och proteiner så används inte alla gener samtidigt i en enskild celltyp. 
Olika gener används i olika celler, på olika sätt och under olika 
förutsättningar. 
 

Om det gick att plocka ut en komplett DNA-molekyl ur en mänsklig 
cellkärna så skulle den vara ungefär två meter lång. Den molekylen får ändå 
plats i cellkärnan som är omkring 5 μm i diameter. För att ge lite perspektiv 
på den skillnaden i storlek så skulle den sammanlagda DNA längden från så 
många celler som får plats i en vattendroppe räcka 5 varv runt jorden. Hur 
får då DNAt plats i cellkärnan? DNA-molekylerna packas ihop i flera steg, 
först viras ungefär 150 baspar runt ett proteinkomplex, nukleosomen. 
Nukleosomen består i sin tur av två kopior av fyra olika proteiner, histonerna 
H2A, H2B, H3 och H4. DNA-molekylen och nukleosomerna kan då liknas 
vid ett pärlhalsband som sedan packas ihop ytterligare till en struktur som 
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kallas kromatin som i sin tur viks ihop till kromosomer. Trots att DNAt är så 
hårt packat i cellkärnan så kan delar av det ändå transkriberas och 
regleringen av transkriptionen är dessutom dynamisk och kan förändras 
snabbt, till exempel vid exponering för läkemedel, kemikalier eller om vi blir 
stressade. De olika histonerna i nukleosomen bär på olika kemiska 
modifieringar som har stor inverkan på hur en gen läses av. En del 
modifieringar är nödvändiga för att en gen ska kunna läsas av 
överhuvudtaget och andra kan stänga av gener helt. 
 

Nya metoder för att mäta var i genomet som nuklesomerna sitter och 
vilka av histonerna som är modifierade har ökat vår förståelse för 
epigenetikens roll i transkriptionsregleringen. Dessa nya mätmetoder, 
baserade på sekvensering, producerar enorma mängder data. Med dessa data 
kommer nya möjligheter men även nya problem gällande lagring, åtkomst, 
analys och modellering. Mycket av den tidigare forskningen på området har 
undersökt t.ex. en specifik histonmodifierings roll i en gens aktivitet och 
tidigare har det visats att nuklosomerna sitter i specifika mönster kring 
genstarter beroende på hur aktiva olika gener är. 

 
I den här avhandlingen har vi utvecklat verktyg och metoder för att kunna 

hantera och analysera storskaliga genomiska data (Paper I & Paper II). Vi 
har även kombinerat stora mängder data producerat utanför vår grupp men 
som gjorts tillgängliga för allmänheten (Paper III & Paper IV). Genom att 
återanalysera dessa data med annat fokus än de forskargrupper som 
producerat datat har vi genererat goda biologiska resultat. Vi har visat att det 
sitter nukleosomer centrerat över i stort sett alla exoner, i så pass skilda 
organismer som mask och människa (Paper III). Dessa välplacerade 
nukleosomer har även specifika modifikationer (metyleringar) på histonerna 
som stämmer väl överrens med transkriptionsnivåerna för exonen. Vi fann 
att vissa histonmodifieringar stämmer för splitsmönster som inkluderar ett 
exon och andra för sådana som exkluderar ett exon (Paper III). Sammantaget 
ger det ett nytt signaleringssystem som bidrar till förståelsen för hur 
alternativ splitsning regleras. Slutligen, i Paper IV, byggde vi vidare på 
resultaten från Paper III och visade att kombinationer av histonmodifieringar 
bättre kan förutsäga ett exons transkriptionsnivå än enskilda. Vi visade även 
modifieringarna inte alltid bara sitter på nukleosomerna just över exonet men 
även på välplacerade nukleosomer före eller efter. I vår studie, fann vi 
dessutom att den informationen som fanns just bredvid exonet var viktigare 
för transkriptionsnivån än modifieringen över exonet. 
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