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Linköping University, SE-581 83 Linköping, Sweden
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Abstract

For small integrated CMOS digital chips that communicate via ana-
log signals the size and the cost of the AD-converters is a problem. An
integrated CMOS AD-converter that could be built into the chip would
solve this problem. In a CMOS process, the manufacturers only guaran-
tee a very low accuracy of the recistances. The components of the ADC
is therefore very inaccurate. The purpose of this report is to present a
method for identification of the errors in the ADC and to perform simu-
lations that evaluate the method. The estimated values can then be used
in the chip to compensate for the errors in the ADC.
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1 Introduction

In an analog-to-digital converter (ADC) the requirement on good accuracy in
the resistors are normally very high since the accuracy on the digital signal
depends on the resistors. When an ADC is implemented on a CMOS chip,
the parasite resistances of the wires are used as resistors. The resistances in
these wires have very low accuracy, it might vary up to 50 percent from the
nominal value on different chips and up to 1 percent on one chip. But an ADC
can be made very small and cheap in CMOS, therefore it is interesting to use
this technique. To avoid the increasing errors in the digital signal we have to
identify the actual values of the resistances, or equivalently, the actual levels in
the ADC. The purpose of this report is to introduce a method for identification
of the levels in the ADC and to evaluate the performance of this method, both
in convergence time and in accuracy.

2 The ADC

The AD conversion is done by comparing the unknown analog signal to known
levels in a resistance ladder, [2]. To get an accuracy of n bits in the digital signal
2n resistors is required in the ADC, figure 1.
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Figure 1: Resistance ladder of a 2-bits ADC

The digital value is found by first comparing the analog signal to the refer-
ence level in the middle of the resistance ladder. If the analog signal is smaller
than that reference level it is compared to the reference level in the middle of
the lower half of the ladder, and if it is larger than the reference level in the
middle it is compared to the reference level in the middle of the upper half of
the ladder etc. until the correct value is found. The correct value will then be
the closest reference level smaller than the analog value. Such an n-bit ADC
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will give a digital value with n correct bits as long as the reference levels are
correct. If this is the case the transfer function of the ADC, from the analog
input to the digital output, will look like the plot to the left in figure 2. If a
rectangularly distributed signal is used as input to this ideal ADC, a histogram
of the output will look like the plot to the right in figure 2. Here the histogram
is flat as it should be with a rectangularly distributed input.
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Figure 2: To the left: The transfer function of an ideal ADC. To the right: A
histogram of the output when the input is rectangularly distributed

If there are errors in the reference levels the transfer function will be incorrect
as in the plot to the left in 3. Now the histogram will not be flat, as seen in the
plot to the right in figure 3, since the length of the intervals between the levels
are different.
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Figure 3: To the left: The transfer function of an ADC with errors. To the
right: A histogram of the output when the input is rectangularly distributed

To correct the histogram a decoder that maps the digital levels onto the true
levels in the ADC is used, see the left plot in figure 4. The histogram will now
again become flat, but with different lengths of the intervals, see the plot to the
right in figure 4.
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Figure 4: To the left: The transfer function of the decoder. To the right:
A histogram of the output from the decoder when the input is rectangularly
distributed

3 Identification method

The values of the resistances is dependent of temperature and might change
with time. Therefore it is not enough to calibrate each ADC once when it is
manufactured. Instead we have to update the estimates during normal usage
of the ADC. Then we have to use the actual signals that are converted in the
ADC to adaptively identify the levels of the ADC. We assume that the prior
distribution of the analog input signal is known.

3.1 Mapping from analog input to digital output

In this report we assume that the ADC spans the interval from zero to one,
any other range is just a rescaling. We will first look at an n-bit ADC without
sub-ranging. The analog input is ut and the digital output is yt, see figure 5.

u(t) y(t)
ADC

Figure 5: The ADC model

The mapping from analog input to digital output in an ideal ADC is de-
scribed by

yt =
b2nutc

2n
(1)

where b·c denotes the integer part. In a real ADC there are errors in 2n −
1 of the levels (the first level is ground). We use a parameter vector Θ =
[θ1θ2 . . . θ2n−1]T to describe the errors in the levels. Each θi is the relative error
in the distance between level i− 1 and level i, so the actual reference levels are:
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2n , . . .
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2n , . . .
2n−1+

∑2n−1

i=1
θi

2n . The analog signal is then mapped
onto the nearest lower level.

3.2 Identification signal

The values of resistors in the ADC change with temperature and with time.
Therefore we have to use the signals that is used in the application for the ADC
for the identification. The input signal is not measurable but the distribution
of the signal must be known. So far we assume Gaussian distribution. (This is
the case for example in an application where the input signal is a sum of many
sinusoid carriers with different frequency. The sum of those signals is then
approximately Gaussian according to the central limit theorem.) The ADC is
placed so that the mean of the input is in the middle of the ADC and the ADC
ranges over the interval [−5σ, 5σ] where σ is the standard deviation of the signal.

3.3 Identification algorithm

The identification is based on the statistical properties of the signals. It is
only histograms of the signals that are used for the identification and no signal
values at any certain time. A measured histogram hm(k) is calculated from the
output of the ADC. hm(k) is the number of samples at level k − 1 in an ADC
without sub-ranging. In a two-step sub-ranging ADC hm(k) is the number of
samples on level bk ·2−n2−1c at step one and on level k modulo 2n2 at step two,
where n2 is the number of bits in step two. hm(K) is then normalized so that∑

k hm(k) = 1. An expected histogram, ĥ(k, θ), parameterized with respect to
the errors θ is calculated. ĥ(k, θ) is the theoretical number of samples in each
level assuming Gaussian input. For an ADC with Gaussian input the expected
histogram is:

ĥ(1, θ) = Φ(10(
1 + θ1

2n
− 0.5)) (2)

ĥ(k, θ) = Φ(10(
k +

∑k
i=1 θi

2n
− 0.5))

− Φ(10(
k − 1 +

∑k−1
i=1 θi

2n
− 0.5)) if k = 2, . . . , 2n − 1 (3)

ĥ(2n, θ) = 1− Φ(10(
2n − 1 +

∑2n−1
i=1 θi

2n
− 0.5)) (4)

where Φ(·) is the cumulative normal distribution function. When the correct
parameters θ are plugged in to the formula above the two histograms hm(k)
and ĥ(k, θ) should be identical. The identification algorithm should therefore
minimize the distance between these histograms. This distance can be measured
in several ways. The most natural approach is the mean square error:

V1(θ) =
∑
k

(hm(k)− ĥ(k, θ))2 (5)

There is however a drawback with this function in this case. Since the input
is Gaussian with ±5σ at the edges of the ADC, the probability density is very
small near the edges. This means that there will be very few samples for small
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and large values of k. Therefore a large error in these levels will hardly influence
the loss function, V1(θ), at all. Another approach is to study the relative error
instead. This will give a weighted mean square error function:

V2(θ) =
∑
k

(
ĥ(k, θ)
hm(k)

− 1)2 (6)

With this loss function all errors will have equal influence. There is a drawback
with this loss function too. If there is too little data in the measured histogram
it will be very inexact near the edges but it will still influence the loss function
equally much. This may cause large errors in the estimated levels near the
edges. Both these loss functions will therefore be evaluated to find out which
is the most suitable. To find the minimum a combination of Newton’s method
and the steepest descent method is used, see e.g. [3] or [1]. At each iterate
both a Newton step and a steepest descent step is calculated with backtracking
line-search [1]. The method that gives the smallest value of the loss function at
each iteration is chosen. Since it is hard to compute the derivatives analytically,
especially for the sub-ranging ADC, finite difference approximations are used
instead. The step-length for the finite difference approximation is chosen to
ε1/3, where ε is the machine precision, as suggested by [3]. The iterations are
stopped either if the loss function is small enough or if it stops decreasing.

3.4 Convexity

Both the steepest descent algorithm and the Newton algorithm require that the
criterion functions are convex. This requirement is not fulfilled for any of the
two criterion functions 5 or 6. That is easily seen by the fact that they do not
go towards infinity anywhere, see theorem 1.

Theorem 1 A convex function f : R2n → R+ cannot have an upper bound if
it is not constant.

Proof 1 Assume that there is an x0 such that f(x0) = 0 (otherwise the function
f(x) − minx f(x) can be studied). For a convex function f(θx + (1 − θ)y) ≤
θf(x) + (1 − θ)f(y) for x, y ∈ R and 0 ≤ θ ≤ 1. Assume that f is bounded
and let a = limt→∞ f(tx0). Then f(θx0 + (1 − θ)tx0) → a when t → ∞ but
θf(x0)+(1−θ)f(tx0)→ (1−θ)a < a for θ < 1 which contradicts the assumption
of convexity.

V1(θ) =
2n∑
k

(hm(k)− ĥ(k, θ))2 ≤
2n∑
k

(hm(k)2 + ĥ(k, θ)2) ≤ 2 ,since (7)

2n∑
k

h(k)2 ≤ (
2n∑
k

h(k))2 ≤ 1

V2(θ) =
2n∑
k

(ĥ(k, θ)/hm(k)− 1)2 =
2n∑
k

1
hm(k)2

(ĥ(k, θ)− hm(k))2 ≤ (8)

1
(mink hm(k))2

2n∑
k

(ĥ(k, θ)− hm(k))2 ≤ 2
(mink hm(k))2
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We can also observe local minima in projections of the criterion functions
on lines, see figure 6 and7.
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Figure 6: Local minimum in V1(θ)
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Figure 7: Local minimum in V2(θ)

Fortunately these algorithms often work well even if all conditions are not
fulfilled. The simulations in section 4 show that they usually work for the ADC
model.

4 Simulations

For evaluation of the different loss functions, V1(θ) and V1(θ), we have to use
an objective measurement so that we can compare two different loss functions.
We also need a function that gives some physical interpretation of how good
the estimate is. For this purpose we have chosen the root mean square error
(RMSE).

f =

√∑
t(u

θ̂
t − uθ

0

t )2√∑
t(yt − uθ

0

t )2
(9)
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Where yt is the output from the ADC without compensation for the errors, uθ
0

t

is the output when the ADC is compensated with the true parameters and uθ̂t is
the output when the ADC is compensated with the estimated parameters. This
is a measure of how much the quantization error due to erranous parameters is
decreased.

4.1 Convergence time

To study how many iterations the algorithm needs to converge, we have done
Monte Carlo simulations for ADC’s with between 1 and 5 bits precision. For
each ADC 20 simulations have been done. Each simulation has been done with
the true parameters randomly distributed in the interval [−0.1, 0.1]. The ADC
has been simulated with an input signal of length 106. At the edges of a 5 bits
ADC, the probability for a sample hit is of the order Φ(−5+10/32) = 1.4 ·10−6.
Simulation of ADC’s with higher precision than 5 bits would therefore require
much more data to get accurate results because of the low probability of getting
a sample in each interval. The simulation times would, however, become too long
with more data. The convergence is sometimes very slow, therefore the median
number of iterations is a better measure of the performance than the mean.
Figure 8 shows the median number of iterations for convergence. In this plot
we can see that the algorithm with loss function V2(θ) converges significantly
faster. To get approximate upper and lower bounds on the number of iterations
the maximum and minimum number of iterations are also shown in figure 9
and 10 respectively. These plots confirms that the second algorithm converges
faster. It is also more stable since the maximum value is of the same order as
the median.
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Figure 8: The median number of iterations for convergence as function of the
number of bits in the ADC, solid line: V1(θ), dashed line: V2(θ)

4.2 Performance

The performance is evaluated with the measure 9. This function is calculated
in Monte Carlo simulations as in section 4.1. The median of the function over
20 simulations is shown in figure 11 and the maximum and minimum is shown
in figure 12 and 13 respectively.
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Figure 9: The maximum number of iterations for convergence as function of the
number of bits in the ADC, solid line: V1(θ), dashed line: V2(θ)
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Figure 10: The minimum number of iterations for convergence as function of
the number of bits in the ADC, solid line: V1(θ), dashed line: V2(θ)
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Figure 11: The median of the performance function as a function of the number
of bits in the ADC, solid line: V1(θ), dashed line: V2(θ)
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Figure 12: The maximum of the performance function as a function of the
number of bits in the ADC, solid line: V1(θ), dashed line: V2(θ)
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Figure 13: The minimum of the performance function as a function of the
number of bits in the ADC, solid line: V1(θ), dashed line: V2(θ)
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At first sight it is hard to say which one of these two algorithms that is
the best since V1(θ) gives better minimum performance and V2(θ) gives better
maximum performance. At a closer look, however, we see that f is always
smaller than one when V2(θ) is used which is not the case when V1(θ) is used.
This means that the parameters sometimes converges to something that is worse
than not compensating the errors att all when V1(θ) is used.

4.3 Convergence of the parameters

Another interesting measure is the distance between the estimated parameters
and the true parameters. For a small ADC the errors in the parameters are of
the same order of magnitude for all the parameters and for both the algorithms.
This can be seen in figure 14 that shows the convergence of the three parameters
in a 2 bits ADC with V1(θ) as criterion function and in figure 15 that shows the
same but with V1(θ) as criterion function. These two signals are generated with
the same input signal and the same parameters θ.
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Figure 14: The convergence of the parameters in a 2-bits ADC with V1(θ) as
criterion function
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Figure 15: The convergence of the parameters in a 2-bits ADC with V2(θ) as
criterion function
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For a larger ADC, however the difference is much bigger. Already for a 4
bits ADC we can see that the second algorithm is both much faster and more
stable, see figure 16 and 17. In both these plots we also see that the magnitudes
of the parameter errors are more spread. This is due to the low excitation of
the levels near the edges of th ADC.
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Figure 16: The convergence of the parameters in a 4-bits ADC with V1(θ) as
criterion function
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Figure 17: The convergence of the parameters in a 4-bits ADC with V2(θ) as
criterion function

4.4 Robustness

To examine the robustness of the method, we have made simulations where the
input signal to the ADC is disturbed with noise uniformly distributed between
-0.05 and 0.05. These simulations show that the algorithms still converge to
something better but the improvement is much smaller than for the undisturbed
system, see figure 18.
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Figure 18: The median of the performance function with disturbed input signal
as a function of the number of bits in the ADC, solid line: V1(θ), dashed line:
V2(θ)

5 Conclusions

We have presented a method for identification of the errors in the levels in a
CMOS ADC. Simulations show that the method work well, at least for ADC’s
with one resistance ladder. So far we have only evaluated the results with
Gaussian input signals, but the method is easily extendible to any known a
priori distribution. The next step will be to extend these results to sub-ranging
ADC’s.
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