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Abstract 
 
 
Embedded microcomputers are used in a wide range of applications nowadays. 
Avionics is one of these areas and requires extra attention regarding reliability and 
determinism. Thus, these issues should also be born in mind in addition to per-
formance while evaluating embedded microcomputers. 

This master thesis suggests a framework for performance evaluation of two mem-
bers of the PowerPC microprocessor family, namely the MPC5554 from Freescale 
and the PPC440EPx from AMCC, and analyzes the results within and between 
these processors. The framework can be generalized to be used in any microproces-
sor family, if necessary. 
 
Apart from performance evaluation, this thesis also suggests a new terminology by 
introducing the concept of determinism levels to be able to estimate determinism 
issues in avionics applications more clearly, which is crucial regarding the require-
ments and working conditions of this very application. Such estimation does not 
include any practical results as in performance evaluation, but rather remains theo-
retical. Similar to Automark™  used by AutoBench™  in the EEMBC Benchmark 
Suite, we introduce a new performance metric score that we call ”Aviomark”, and 
we carry out a detailed comparison of Aviomark with the traditional Automark™  
score to be able to see how Aviomark differs from Automark™  in behavior. 
 
Finally, we have developed a graphical user interface (GUI) which works in paral-
lel with the Green Hills MULTI® Integrated Development Environment (IDE) 
in order to simplify and automate the performance evaluation process. By the help 
of the GUI, the users will be able to easily evaluate their specific PowerPC proces-
sors by starting the debugging from MULTI IDE. 
 
 
 
 
 
 
Keywords: Microprocessor, Avionics, PowerPC, Performance Evaluation, Deter-
minism, Automark™ , Aviomark, EEMBC, Green Hills MULTI, IDE, GUI  
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Sammanfattning 
 

 

Inbyggda mikrodatorer används numera i ett brett spektrum av applikationer. 
Avionik är ett av dessa områden samt kräver extra uppmärksamhet när det gäller 
tillförlitlighet samt determinismämnen. Därför bör man beakta dessa ämnen 
utöver prestanda vid utvärdering av inbyggda mikrodatorer. 

 

Detta examensarbete föreslår en inramning för prestandautvärdering av två 
medlemmar av PowerPC mikroprocessor familjen, nämligen MPC5554 från 
Freescale och PPC440EPx från AMCC, samt analyserar resultaten inom och 
mellan dessa processorer. Imramningen kan generaliseras till att användas i någon 
mikroprocessor familj vid behov. 

 

Utöver prestandautvärdering, så föreslår det här examensarbetet också en ny 
terminologi, genom att införa begreppet om determinism nivåer för att kunna 
uppskatta determinismfrågor i flygelektronik applikationer tydligare, vilket får 
avgörande betydelse när det gäller krav och arbetsförhållanden för just denna 
applikation. Sådan uppskattning ingår inte några praktiska resultat som i 
utvärdering av prestanda, utan det är snarare teoretiska. Liksom Automark™  som 
används av Autobench™  i EEMBC Benchmark Suite, introducerar vi en ny 
prestandamått, som vi kallar "Aviomark", och utför en detaljerad jämförelse av 
Aviomark med traditionella Automark™  betygpoäng för att kunna se hur 
Aviomark skiljer sig från Automark™  beteende. 

 

Slutligen har vi utvecklat ett grafiskt användargränssnitt (GUI) som fungerar 
parallellt med Green Hills MULTI® Integrerad Utvecklingsmiljö (IDE) för att 
simplifiera och automatisera utvärderingsprocessen. Med hjälp av detta program 
kommer användarna enkelt att kunna utvärdera sina speciella PowerPC 
processorer genom att starta debugging från MULTI IDE. 

 

 

Nyckelord: Mikroprocessor, Avionik, PowerPC, Prestandautvärdering, 
Tillförlitlighet, Automark™ , Aviomark, EEMBC, Green Hills MULTI, IDE, 
GUI  
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1. Introduction 
1.1. Background 

The increasing levels of complexity and concurrency in microprocessors 
have resulted in growing demand for performance evaluation apart from the tradi-
tional functional testing. In earlier designs, performance validation requirements 
were minimal due to relatively simple micro-architectures, most of which were 
von-Neumann models. However, it is nowadays common among modern super-
scalar microarchitectures to see more advanced and complex features such as mul-
tiple instruction dispatch and out–of–order, pipelined execution. Most of these 
microarchitectures support speculative execution, based on branch prediction. The 
presence of (multi–level) cache misses is even more difficult to account for. Thus, 
predicting the correct (expected) execution time for even a simple test case can be 
quite difficult. These have all made performance testing more challenging but at 
the same time more valuable to system engineers, both at the hardware and soft-
ware level.  

SAAB Avitronics in Jönköping is a leading supplier of Avionics and Elec-
tronic Warfare Systems and it has been developing and integrating avionics for 
both military and commercial aircrafts, with a full spectrum of modular avionics 
and mechanical systems with a wide range of products, mainly for avionic applica-
tions, including e.g. utility and mission computers, control computers, hydraulic 
actuators, electric motors and motor controllers. Many of these products include 
embedded microcomputers. 

 This thesis work has been carried out under supervision and guidance of 
“Centre of Excellence: Computers” department of SAAB Avitronics in Jönköping, 
which is a centralized resource for computer design within SAAB Avitronics and 
SAAB. 

1.2. Embedded Systems 
Embedded systems are special-purpose computer systems with a combina-

tion of computer hardware and software, designed especially for target applica-
tions. In contrast to general-purpose computers which run multiple tasks, embed-
ded systems perform only a narrow range of pre-defined tasks [1]. Their name 
comes from being usually embedded as part of a larger complete device including 
hardware and they are not directly visible to users [2]. 

Embedded systems are tightly constrained by design metrics such as cost, 
size, performance and power [2]. They can employ general-purpose, application-
specific or single-purpose processors depending on the application being used. 
They are often resource-limited e.g. they employ no hard drives, may have power 
limitations,  run built-in application-specific software instead of user selected pro-
grams and the hardware/software is pre-integrated for usage in the target applica-
tions without human intervention. 

In contrast to general-purpose computers which use just a very few proces-
sor architectures, fairly large number of basic CPU microarchitectures are used in 
embedded systems. ARM and x86 have been the most frequently deployed, each 
at roughly 30 percent as well as PowerPC and MIPS with fairly smaller shares [1].    
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They implement Von Neumann or Harvard architectures, RISC as well as 
non-RISC or VLIW. Typical word lengths vary from 4-bits to 64-bits and beyond 
(128 bits in the new generation of processors) although the most typical ones are 
32/64 bits wide. 

Some embedded systems include an embedded operating system (OS), 
which can either be a very small OS that was developed specifically for use with 
embedded systems, or it can be a stripped down version of system that is com-
monly used on general-purpose computers [1]. If the application intended for the 
embedded system requires real-time constraints, then a real-time operating sys-
tem (RTOS) is used. Popular embedded RTOS in the market today are Embed-
ded Linux, LynxOS, OS-9, OSE, VxWorks, Windows CE and Windows XP Embed-
ded. Many embedded systems are so specialized, however, that they do not require 
any need for operating system since the whole logic can be implemented as a single 
program code stored in memory. 

Many embedded systems are safety-critical and therefore have to be de-
pendable. Avionics is an example of extremely safety-critical systems at least par-
tially controlled by software. Dependability covers reliability (probability that a 
system will not fail), maintainability (probability that a failing system can be re-
paired within a certain time period), availability (probability that system is availa-
ble), safety (property that a failing system not cause any harm) and security (prop-
erty that confidential data remains confidential) [3].  

Most embedded systems require real-time response and they usually have 
real-time constraints to achieve these issues. They form the basis of so-called post-
PC era, where information processing is moving away from PCs to embedded sys-
tems. 

1.2.1. Debugging 

Debugging is the process of identifying the root cause of an error and cor-
recting it by simulating the target device i.e. the embedded microcomputer board, 
and running it on a host computer [5]. The findings from VDC's 2005 Embed-
ded Systems Market Statistics report [6] indicate that approximately 40% of em-
bedded development projects run behind schedule. Debugging is generally accepted 
as the most time consuming and costly phase of the development process with 
some estimates putting the debug cost as high as 50% of the total development 
cost [5]. 

Three main debugging techniques have emerged in attempt to address the-
se limitations [6]. These are:  

ROM Monitor : A piece of code executes on the target system where the 
Debugger  running on the host PC communicates via a dedicated port on the tar-
get and sends commands to monitor the debugging process and returns response 
from the target system. 

In-Circuit Emulator (ICE): ICE replaces the target’s microcontroller in-
circuit and emulates its functionality by providing full visibility into the inside of 
the “emulated” microcontroller, which is connected to the host PC and typically 
controlled by a Debugger as in ROM monitor. 

 

http://www.vdc-corp.com/embedded/reports/06/br06-02.html
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On-Chip Debug: Because of the costs of ICEs, semiconductor vendors 
have started integrating dedicated debugging hardware into their chips. The on-
chip debug circuitry typically interfaces to the outside world through a JTAG in-
terface which is the most popular standard used. The user’s PC interfaces to the 
target via a JTAG emulator connected to the host PC. 

On-chip debugging can offer run-time control functionality including pro-
gram download, go/step/halt, memory/register access and breakpoints [6]. Recent 
implementations of on-chip debug have also started to offer real-time trace func-
tionality. In our project, we are using the Green Hills SuperTrace™  probe 
which features real-time trace functionality.  

1.2.2. BIOS vs. Boot loaders 

When power is first applied to a PC, a software program called BIOS 
(Basic I /O Software) immediately takes control of the processor. BIOS is a 
complex set of system configuration software routines that have low-level details of 
the hardware architecture and initializes the hardware, especially the memory 
subsystem [7]. 

BIOS software cannot be stored in volatile memory, because basic 
initialization instructions, or boot code, must be present when the computer is 
turned on. This is because the CPU must be able locate the boot code quickly so 
that it can prepare itself to accept input from the user or load a program from an 
input device when power is first applied to an embedded microcomputer. This 
startup sequence is called booting. 

To ensure that the boot code is ready at power-up, a non-volatile memory 
called read only memory (ROM) exists. ROM can be used to store both 
programs as well as any data that must be present at power-up and immediately 
accessible. 

However, in avionics applications, the use of mechanical moving parts in 
embedded systems is avoided. Such embedded systems are designed to perform 
tasks for years without any errors, thus reliability is of extreme importance. As a 
result, solid-state parts like Flash memories are used and unreliable mechanical 
components such as disk drives are avoided [8]. In such embedded systems, the 
software program that does the same function as BIOS in a regular PC is called 
boot loader. Boot loaders initialize critical hardware components such as SDRAM 
controller, I/O controllers, graphics controllers, initializes system memory as a 
preparation to pass the control to the OS, and allocates system resources to 
peripheral controllers [7]. If the embedded systen uses commercial-off-the-shelf 
(COTS) platform, then bootloaders are included on the board. 

Software contained in ROM is also known as firmware. As its name 
implies, ROM can only be read but not written. Firmwares are developed for 
embedded systems that do not have disk drives. They are burned on ROMs or 
Flash memories, as explained before. 

 
Complex embedded systems such as those in avionics systems contain a 

relatively small quantity of ROM to hold the basic boot code that then loads the 
main operating software into RAM for execution. Figure 1-1 shows how ROM 
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and RAM complement each other in a typical embedded microcomputer 
architecture. 

1.3. Avionics 
Electronic devices and systems that are used in aviation are commonly 

referred to as avionics.   
 
 
 
 
 
 
 
 
 

Figure 1-1: Interaction of ROM, RAM and I/O with the CPU in embedded system [9] 

The cost of digital avionics hardware is high; it can cost about 30-50% of 
the total aircraft fly-away cost. But most importantly, avionics systems have to be 
reliable. 

A digital avionics system architecture can be central (signal conditioning 
and computations take place in one or more embedded computers with sensor and 
command signals transmitted over data buses), distributed (where multiple 
processors throughout the aircraft are assigned computing and real-time by 
executive software as a function of mission phase and/or system status) or federated 
(each major system shares input and sensor data from a common set of hardware 
often sharing their computed results via data bus) [10]. Older systems used to 
employ federated architecture, whereas current technologies implement 
distributed. 

Development of an avionics system follows familiar systems engineering 
flow from definition and analysis of the requirements and constraints at increasing 
level of detail, through detailed design, construction, validation, installation and 
maintenance [10].  As explained earlier, avionics operate in real time and perform 
mission and life-critical functions. These two aspects make avionics system design 
and verification challenging for embedded system engineers. 

Although avionic systems perform many functions, there are three elements 
common to most systems: data buses which are the signal interfaces for data 
communication, controls and displays which are necessary for the crew to 
interface with the aircraft, and power which is the life cell of avionics hardware. 

The generic process in a typical avionics system are signal detection and 
pre-processing, signal fusion, computation, control/display information generation 
and transmission and feedback of response to control/display information, 
depending on the characteristics of the application the avionics system is to be 
used [10]. 

Standards play an important role in avionics. Military avionics are partially 
controlled by various standards such as MIL-STDs or DOD-STDs for packaging, 
environmental performance, operating characteristics, electrical and data interfaces 
and other design-related parameters. In Europe, the European Organization for  
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Civil Aviation Equipment (EUROCAE) [11] develops performance 
specifications and other documents exclusively dedicated to the aviation 
community. EUROCAE documents are widely referenced as a means of 
compliance to European Technical Standard Orders (ETSOs) and other 
regulatory documents. 

The commercial air transport industry also uses voluntary standards created 
by Airlines Electronics Engineering Committee and published by Aeronautical 
Radio Inc. (ARINC) and it defines the form and function of airline avionics 
[12]. 

Many modern tactical aircrafts employ digital avionics systems with 
federated, centralized or distributed avionics architectures that share data via 
interconnecting data buses. Thus, data buses are the key to integrated avionics 
architectures. Table 1 below  summarizes the major features of the most 
commonly used system buses:  

 
Table 1: Comparison of well-known avionics data buses [12] 

ARINC standards are used on over 10,000 aircrafts worldwide  and cover 
items such as electronic installation guidance, airborne distance measuring 
equipment, heading and altitude sensors, electronic chronometer systems,  
barometric altitude rate computers, control/display interfaces, flight data 
acquisition and recording systems, as well as analogue and discrete data converter 
systems [13, 14]. 

Aircraft power is generally of two types: 28 V (DC) and 115 V (AC) with 
400 Hz frequency, but 270 V (DC) is also used on military aircrafts [10] and it is 
of poor quality when compared with power of other electronics hardware. Under 
normal conditions, there can be transients up to 100% of the supply voltage and 
power interruptions of up to 1 second. This poor quality is very significant in 
safety-critical avionics hardware, poorly affecting the reliability of the system. 

1.4. Embedded Systems in Avionics 

1.4.1. Functionalities 

Typical embedded avionics systems are flight control systems (fly-by-wire 
controls, auto pilot), engine control systems e.g. Full Authority Digital Electronics 
Controls (FADEC), flight avionics systems (navigation communications, cellular 
communication systems), image display systems, WLAN routing systems, 
electronically controlled tranmission systems and tactical sensor systems (e.g. radar 
and electronic warfare). 
 

Bus Name Word length (bits) Bitrate Transmisson mode 

MIL-STD-1533 20 1 MB/s Wire 

DOD-STD-1773 32 1 or 20 MB/s Fiber-optic 
ARINC 429 32 12.5 or 100 KB/s Wire 
ARINC 629 20 2 MB/s Wire or fiber-optic 
ARINC 6590 32 100 MB/s Wire 
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As can be seen from the the range of these applications, embedded systems 
are widely used in avionics industry. However, embedded systems in avionics 
require a different approach than those in general purpose applications due to the 
special requirements of an avionics application. These requirements are 
summarized in the following sections. 

1.4.2. Determinism 

Most embedded systems that exist in application domains such as avionics 
have to satisfy hard real-time constraints. In addition to satisfying these 
constraints, embedded systems in avionics also have to be deterministic. 
Determinism is defined as the predictability of a system behavior even under 
extreme operating conditions.  A deterministic system is a system where behaviour 
of the system is predictable in every detail, in contrast to non-deterministic 
(stochastic) systems where system behaviour is affected by random inputs [15]. 
Thus, the response patterns of a deterministic system and the progress it makes to 
produce that response can be precisely known in advance. 

Three reasons can lead to non-determinism: (1) randomness, where the 
data access involves some “probability” of locating the data e.g. as in memory 
hierarchy (especially caches); (2) data coherency problems, either because the 
system has multiple processors writing to the same data at the same time where the 
precise order in which each processor writes its data will affect the result, or a 
mechanism that may lead to such problems exists in the system e.g. copy-back 
caches or write buffers (3)  hardware errors that cause the state of the system to 
change in an unexpected way, triggered by some unexpected external disturbance 
such as radiation or heat.  

1.4.3. Timing 

Hardware enhancements available in embedded systems feature caches, 
deep pipelines, and various kinds of speculation mechanisms to improve the 
average-case performance; however this can lead to disastrous timing 
predictability. Thus, there exists a critical tradeoff between the average-case 
performance of the avionics system and the sufficient timing guarantees of the 
system.  

Even though the system’s average-case behavior has improved, its worst-
case performance may still have deteriorated. Even if the worst case performance 
is sufficient, the provable bound may be too imprecise due to less predictable 
components. Hence, a system with good average-case, but with poor worst-case 
performance or low predictability will not be certifiable in such systems [16]. 

An important part in the design of hard real-time systems is the worst-case 
performance of the system. If we can know the worst-case performance of the 
system, we can make sure that that we still meet the hard real-time constraints 
even in such case, thus satisfying determinism in a safety-critical application like 
avionics. 

Although timing of events are extremely important in embedded systems 
used in avionics applications, they are also the largest cause of non-determinism,  
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including memory accesses, cache fills/hits/misses, multiple clock domains and 
clock jitter in silicon [17]. 

1.4.4. Reliability 

Reliability is another major issue for embedded systems in avionics 
applications. In some cases embedded systems are expected to recover by 
themselves if an error occurs e.g. when the system is not able to safely shut down, 
or it is inaccessible to repair as in space systems or the system must be kept 
running for safety reasons as in aircraft navigation and single-engine aircrafts.  

As the capability and complexity of embedded systems increases, so does 
the challenge of ensuring they perform reliably.  Such challenge becomes even 
more complex when these systems are charged with performing multiple tasks or 
running a range of different software applications [18]. 

Hardware reliability refers to the ability of hardware to perform its 
functions for some period of time and is usually expressed as mean time between 
failures (MTBF) [19]. Hardware failures can occur due to various reasons mainly 
related to physical environment such as heating of the electronic components or 
cracking of solder joints in components or radiation of particles. Software 
reliability differs from hardware reliability in the sense that it reflects the design 
perfection rather than manufacturing perfection and that the high complexity of 
software is the major contributing factor of software reliability problems [20].  

A significant amount of the total cost of aircrafts is due to the information 
processing equipment including flight control systems, anti-collusion systems, 
pilot information systems etc. Thus, reliability is of extreme importance in 
avionics embedded systems. 

1.4.5. Radiation 

A further issue for embedded systems used in avionics applications is the 
endurance to susceptibility to charged particle radiation e.g. directly from sun (in 
case of spacecrafts) or indirectly from air e.g. in case of aircrafts. The space 
radiation which contains energetic particles such as protons and ions can cause 
anomalies in digital avionics onboard satellites, spacecraft, and aerial vehicles 
flying at high altitude [21]. Such phenomenon can lead to temporary or 
permanent failures in hardware which cannot be undone and which can lead to 
fatal consequences.  

One of the adverse effects of space radiation on avionics is a transient error 
known as single event upset (SEU). There are two main types of SEUs: single 
event functional interrupts (SEFI) and recoverable upsets. A SEFI typically can 
hang a system or cause a microcircuit to enter into a hung state permanently, such 
as with the upset of a critical register in a processor, which then can only be 
cleared by a system reset or power cycle; whereas a recoverable upset temporarily 
prevents a microcircuit from operating in its nominal state, but the microcircuit 
can recover over time without additional user intervention [22]. In either case, 
there is no permanent destruction to any microcircuit. Project Galileo by NASA 
[23] was aimed to study the planet Jupiter and its moons (launched on 
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18.10.1989, arrived at Jupiter on 7.12.1995 and mission terminated on 
21.9.2003). During Galileo’s closest approach to Jupiter, which was determined 
to be the “most critical phase of the mission” by NASA, the energetic particles of 
sulphur and oxygen were a great threat to Galileo. These heavy ions are capable of 
penetrating the delicate electronics in the spacecraft and causing a stored computer 
bit to change its value [24]. This phenomenon is called as bit flip.  

In case of a bit flip, The SEU does not result in a damaged device, however 
the SEU induced data error propagates through the run-time operational flight 
program, causing erroneous outputs from a flight-critical computer system [21]. 
Typical solutions for bit flips are Error Correcting Coding (ECC), periodic memory 
scrubbing (refreshing of data contents in the memory location) and triple voting 
(three physically separated and independent memory banks or processors are voted 
by a triple voted controller. so that the three processors’ data and instruction 
contents can be flushed to memory and reset, and all three units can continue 
operations) [22]. 

1.5. Hardware Architecture Scheme for Avionics Em-
bedded Systems 

1.5.1. CPU 

The processors that are commonly used on avionics embedded 
microcomputers are MPC5554, MPC8378 (MPC8349), MPC8548, MPC8641, 
MPC8245 from Freescale and PPC440EPx from AMCC.  All processors rely on 
the PowerPC architecture with e200z6, e300, e500, e600, G2 and 440 cores 
respectively. 

1.5.2. Primary Memory 

Primary memory is based on the DDR2 SDRAM  technology with 512 
/1024 MB memory size with error-correction code (ECC), not built into the 
memory but rather generated by the CPU and stored in an extra DRAM 
integrated circuit (IC) which provides fault redundancy in the data transfers.  

Initially there exists no data in the primary memory; but as the system 
boots up from the non-volatile flash memory, the application is copied to the 
primary memory so that the processor can keep on communicating with the 
necessary data through the primary memory. 

1.5.3. Non-volatile Memory 

The non-volatile memory is only used during the initial system boot up 
and thus is not of primary importance from performance point of view. The 
memory technology employed in the non-volatile memory is most often of NOR 
Flash type. 
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1.5.4. Parameter RAM (PRAM) 

Parameter RAM (PRAM) holds certain pieces of information where it is 
useful for quick access such as variables/parameters used by the CPU and thus has 
a relatively smaller size.  Since it is a non-volatile memory, it can be used to store 
information required even when power to the system is lost.  The reason for not 
storing this information in DRAM is that it is individual (like serial number, 
logging data) and that it is non-volatile. 

1.5.5. Communication Interfaces 

The processor has to communicate with several other units inside and 
outside the board: memory units, network, I/O, graphic boards etc.  This 
communication is done through buses.  Many bus technologies have emerged 
during the last years, with different implementations for various applications 
needs, but they have been unable to match the increase in performance in the 
CPU and memory units. 

 In the later chapters of this thesis, further details about each component 
mentioned above will be given (excluding communication interfaces). 

 
Figure 1-2: A typical CPU board for avionic applications (Source: SAAB Avitronics) 

1.6. Thesis Objectives 
In order to evaluate and verify designs of SAAB Avitronics, it is often 

required to run performance tests on the computers and verify different trade-offs 
affecting computer performance through these tests. There has been carried out 
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testing already in SAAB Avitronics, however such tests were limited for being one-
dimensional, i.e. only a portion of performance influencing parameters were tested 
for, mostly the cache memory (enabling/disabling and write policy in particular). 
The main objective of this thesis work is to provide SAAB Avitronics a multi-
dimensional approach regarding performance evaluation of embedded 
microprocessors so that they can have a deep knowledge of how performance can 
be affected by certain parameters, enabling them to take into account while 
designing their future projects. 

Using this approach, the next objective of this project is to evaluate as 
many processor boards as possible from a pre-determined set of processors and see 
how different performance parameters can affect their performance and to 
compare their performances between each other as well. Another objective is to 
search benchmarks availables and of free use, then propose the most suitable for 
avionics systems and use it in the present work.   

After setting up a suitable evaluation procedure and fulfilling the three 
main objectives, the final objective of the thesis is to automate this process and 
make it as easy as possible for SAAB Avitronics to use for future processors when 
needed. 

1.7. Thesis Scope 
This thesis focuses on the CPU-cache memory-primary memory triangle 

of an overall typical avionics embedded microcomputer, thus I/O interfaces and 
performance of such interfaces are not considered in this thesis. Furthermore, 
under normal circumstances, an embedded real-time operating system (RTOS) is 
loaded in advance to the avionics board for initializing hardware setup prior to the 
execution of the application program. However, any RTOS issue is also neglected 
in this thesis. Finally, only performance aspects that rise from hardware are 
considered, thus any software issue such as compiler optimization techniques is 
also excluded. 

1.8. Thesis Layout 
Organization of the thesis is formed under five main chapters, which are as 

follows: 

Second Chapter handles the necessary theoretical background, presenting 
the concepts and theory behind real, practical implementations and applications. 
These concepts include (as in the very order presented in this thesis) 
superpipelined and superscalar execution, branch prediction, speculation, memory 
hierarchy and memory technologies. PowerPC-specific architecture 
implementation is presented by the end of this chapter.  Instead of giving a pure 
theoretical point of view, we concentrate on constructing the link between these 
concepts and the real world applications so that the readers can understand the 
thesis results and conclusions much more easily and clearly. 

Third Chapter explains benchmarking concepts along with a list of most 
commonly featured benchmark programs and performance evaluation metrics 
used to estimate performance in embedded microcomputers.  

Fourth Chapter presents the methodology developed and executed during 
performance evaluation. A closer insight into evaluation metrics with the chosen 
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benchmarks is shown here in more detail. Green Hills MULTI® Integrated 
Development Environment (IDE) is brieafly introduced followed by illustrative 
examples of typical configuration scripts and setup scripts and how they are used. 

Fifth Chapter presents the results obtained during the execution of the 
tests, including comparisons between processors and configurations within each 
processor itself. 

Sixth and final Chapter is about conclusions, contributions and future 
work. 

Four appendices are added at the end of the thesis in order to give the user 
a deeper knowledge than presented in the thesis.  This also provides the thesis to 
be freed from unnecessary details that could make reading complex otherwise. If 
readers feel that they need more information about the topics covered in this 
thesis, they can jump to the relevant appendix to get a deeper insight.  

Appendix A gives a detailed comparison of the microarchitectures of the 
two processors used in this thesis, the PPC440EPx from AMCC and the 
MPC5554 from Freescale.  

Appendix B gives a detailed register list of the PPC440EPx and the 
MPC5554 covering all important parameters from performance point of view.  

Appendix C provides detailed information about all the sixteen algorithms 
that are present in AutoBench™  benchmark and that are used in this thesis to 
evaluate performance of the two processors. 

Finally, Appendix D provides readers a manual for the graphical user in-
terface (GUI) designed for the thesis work. 
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2. Embedded Microprocessors and 
Memories 

2.1. CPU 
The central processing unit (CPU) is the physical heart and brain of the 

entire computer system and it is responsible for handling all instructions and data 
it receives from other hardware components in the computer board and software 
programs running on the computer system. 

CPU connects to devices such as memory and I /O via data and address 
buses and both can be referred to as the microprocessor bus. A 32-bit micropro-
cessor, capable of operating on up to a word of 4 bytes at a time, can have a data 
bus that is 128, 64, 32, 16, or 8 bits wide. The exact data bus width is implemen-
tation-specific and varies according to the intended application of the micropro-
cessor. A narrower bus width means that it will take more time for the processor to 
communicate with the same quantity of data, compared to a wider bus width [25]. 
In practice, the bus clock speed is often slower than the CPU clock speed, which 
creates a bottleneck. 

CPU is usually the most expensive component in the hardware, so selection 
of the right clock speed is essential, for both its cost and the effects explained be-
fore. Thus, all possible factors affecting the performance of CPU and the overall 
system have to be considered. 

CPU also contains the L1 cache and peripheral bus controllers such as 
CAN, FlexRay, SPI or I2C. It may or may not have a floating point unit (FPU), 
either as a part of its execution units or attached externally as a coprocessor via 
auxiliary processor interface (APU). Thus, their effect on overall performance 
should also be considered. However, in our project I/O is completely out of the 
thesis contents, thus we only concentrate on the FPU. 

Until now, software developers used to count on clock speed as a way of 
ensuring response times rather than investing time in finding other performance-
enhancing approaches for embedded software; however nowadays the technology 
has started to slow down, giving glimpses that Moore’s law could be disobeyed 
[26] as other embedded system components such as memories, caches, peripheral 
devices and buses have started to make faster progress compared to microproces-
sors.  

CPU core development has recently slowed down because of a simple phys-
ical limit: power. As processors have become more deeply pipelined and increas-
ingly superscalar over the past two decades, typical high-end microprocessor power 
boosted from less than a watt to over 100 watts.  

The CPU chip manufacturing industry is currently in the middle of a simi-
lar massive shift in the processor manufacturing field [27]. Instead of trying to get 
more speed out of a single processor, the multi-core architecture is becoming 
more and more popular where four to eight cores “divide and conquer” the load. 
This way, all cores can run much slower than they would alone, and by working 
together, the total "throughput" of the processor is increased. 

 

http://www.computerhope.com/jargon/h/hardware.htm
http://www.computerhope.com/jargon/s/software.htm
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The future of multi-core processors should be able to deliver symmetrical 
multiprocessing on a chip e.g. when one core is processing a calculation, another 
might be fetching data from memory or sending instructions to the memory [27].  

Cache memory and bus architecture along with the CPU datapath is the 
major focus of our thesis. 

2.2. Clock Speed 
Every computer contains an internal clock that regulates the rate at which 

instructions are executed and synchronizes various components of embedded 
computers. It takes different number of clock cycles for the CPU to execute each 
instruction, depending on the processor’s instruction-set architecture (ISA). 

The faster the clock speed, the more instructions the CPU can execute per 
second, thus the more performance it has; however the digital circuitry underneath 
has to make transition from 0 to 1 (or vice versa) at a faster rate, increasing the 
power consumption of the chip and thus heat produced in the chip (mostly inside 
the driving transistors). 

The clock rate of a CPU is normally determined by the frequency of an os-
cillator crystal. If high performance is desired in the application, instead of reduc-
ing the clock speed in order to save power, a phase-locked loop (PLL) clock con-
trol circuit can be implemented inside the CPU chip. The PLL allows the proces-
sor to operate at high internal clock frequency derived from a low-frequency clock 
input; thus reducing the electromagnetic interference (EMI) generated by the 
system and also eliminating the need to add additional oscillators to a system. 

As system clock frequencies are increasing rapidly, maintaining control over 
clock becomes more and more challenging. In addition to generating the various 
clocks for the CPU, the clock generator must also provide clocks for the peripheral 
interfaces such as PCI, CAN, SPI or I2C and even DMA controllers.  

PLL-based clock generators provide a cost effective solution for generating 
various frequencies that are required in today's system and meeting the demand 
for tighter specifications of important parameters like skew and jitter [28]. They 
are, however, inherently noise-sensitive and they may require expensive, high-
quality external components to implement a loop-filter in the PLL [29]. 

Subramanian et al. show that it is possible to achieve higher performance in 
superscalar processors by dynamically varying the operating frequency during run-
time past worst case limits [30]. Their experimental results show that an average 
performance gain up to 57% across all benchmark applications is achievable by 
dynamic clock frequency tuning. 

Clock speed is only one measure of computer power, but it is not always di-
rectly proportional to the performance level. Clock speed is not a good measure of 
computing power because there are many other factors to consider when compar-
ing the performance of microcomputers such as bus speed, clock rate of RAM, 
memory hierarchy, cache associativity, replacement policy, write policy and alloca-
tion policy, memory data-width, primary memory technology and size, presence of 
a floating point unit and so forth.  The internal architecture of the CPU, the bus 
architecture, and the nature of the instruction set all make a difference. In some 
applications, the amount of random access memory (RAM) is important, too [31].  

 

http://www.webopedia.com/TERM/C/computer.html
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Furthermore, depending on the application, clock speed may not affect the 
overall system performance due to limitations in hardware. Even if we have a 
higher clock speed, we could still have poorer performance e.g. if buses are slower 
or memory access time is extremely high.  

Another factor is the clock drifts in the system. As clock speed increases 
compared to peripheral devices and other external components, synchronization 
becomes a challenge in the system.  

The internal architecture of a CPU has as much to do with a CPU's per-
formance as the clock speed, so two CPUs with the same clock speed will not nec-
essarily perform equally [32]. On the other hand, excessive clock speed can be det-
rimental to the operation of a computer. As the clock speed in a computer rises 
without upgrades in any of the other components, a point will be reached beyond 
which a further increase in frequency will render the processor unstable [31]. 

As a result of all the factors explained, clock rates should not be used alone 
when comparing different microcomputers or different microprocessor families. 
Benchmark software should be used instead since clock rates can be very mislead-
ing because of the variation of amount of work different processor chips can do in 
one cycle. 

Main factors regarding performance in addition to clock speed are ex-
plained further in later chapters of this thesis. 

2.3. Microarchitecture 

2.3.1. Superpipeline vs. Superscalar 

The potential parallelism among instructions is referred to as instruction-
level parallelism (ILP) and in order to increase the performance of the CPU, we 
have to find ways to increase the ILP as much as possible in the processor microar-
chitecture. There is a wide range of techniques for extending basic pipelining con-
cepts by increasing the ILP with two general hardware approaches to exploit po-
tential ILP in an embedded computer: Superpipelining and Multiple Issue. 

Superpipelining is achieved by increasing the depth of the pipeline to 
overlap more instructions. However, in order to get full speed-up, the added extra 
pipeline stages should be balanced so that they are of same length [32]. In super-
pipelining, due to nature of pipelining, each stage operates at a multiple of base 
clock frequency. As a result, in an n-degree superpipelined processor compared to 
the base simplescalar processor, the new cycle time is 1/n times that of the sim-
plescalar and operation latency becomes n minor cycles; but 1 major cycle instead 
of n major cycles. The issue latency, on the other hand, becomes 1/n clock cycles 
instead of 1[34]. The speed-up achieved using n-degree superpipelining with N 
number of instructions and k number of pipeline stages is [33]: 

 
 

푆(1,푛) =
푇(1,1)
푇(1,푛)

=
푘 + 푁 − 1

푘 + 푁 − 1
푛

=
푛	(푘 + 푁 − 1)
푛푘 + 푁 − 1

 

 

http://www.webopedia.com/TERM/C/architecture.html
http://www.webopedia.com/TERM/C/clock_speed.html
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Here, T refers to the total execution time of each configuration, whereas S 
is the speed-up achieved with that configuration. The first term in parentheses 
shows the degree of superscalar execution (how many instructions can be executed 
in parallel) and the second term shows the degree of superpipelining (number of 
extra stages added). Thus, T (1, 1) refers to the execution time of base sim-
plescalar processor while T (1, n) is the execution time of superpipelined proces-
sor with degree n and k stages (but only single issue) and T (m, 1) is the execution 
time of superscalar configuration with degree m. Obviously as N∞, Sn.  

Superpipelining suffers from many aspects, though. First of all, it is limited 
by speed of logic and frequency of unpredictable branches. In addition to this, 
stage time cannot productively grow shorter than inter-stage latch time; thus there 
is a limit for number of stages [35]. Another point is that the longer pipeline re-
sults in higher penalty for stalls and flushes.  

Multiple issue, on the other hand, provides multiple pipelines operating 
concurrently in the datapath so that multiple instructions can be launched in each 
pipeline stage. Multiple issue machines are divided into two categories: static mul-
tiple issue or VLIW (Very Long Instruction Width) and dynamic multiple 
issue or superscalar.  The VLIW architecture uses the compiler to assist with in-
struction issue and handling hazards (loop unrolling, instruction reordering etc.); 
whereas the super-scalar architecture utilizes different instruction issue policies 
and multi-pipeline scheduling techniques [36].  

The speed-up achieved using an m-degree (or m-issue) superscalar archi-
tecture with N number of instructions and k number of pipeline stages is [33]: 

 

푆(푚, 1) =
푇(1,1)
푇(푚, 1)

=
푘 + 푁 − 1
푁
푚 + 푘 − 1

=
푚(푘 + 푁 − 1)
푁 + 푚(푘 − 1)

 

 
Here, as m∞, Sm.  In order to achieve higher performance, the two ar-

chitectures can be combined, forming a superscalar superpipeline. The speed-up of 
such architecture is multiplication of the individual speedups of the two architec-
tures. In common usage, when we talk about a superscalar processor, we generally 
also include superpipelining, i.e. most superscalar processors also include superpi-
pelining, forming a “superpipelined superscalar” processor or simply a superscalar 
processor.  

ILP can further be increased by using a combination of various techniques 
such as look-ahead execution, register renaming, branch prediction, out-of-
order execution (OOOE) or speculation. These concepts are briefly explained 
in the following sections. 

2.3.2. Look-ahead Execution 

Superscalar processors can look-ahead in the instruction stream to identify 
dependencies (i.e. to determine which instructions can be issued in parallel) and 
which instructions are ready to execute, using an instruction look-ahead window 
(ILW). The set of instructions considered in a certain moment forms the window 
of execution (WOE) which provides a full set of instructions that may be simul-
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taneously considered for parallel execution. Once instructions have been initiated 
into this window of execution, they are free to execute in parallel, and are subject 
only to data dependence constraints [37]. 

2.3.3. Out-of-Order-Execution (OOOE) 

Superpipelined superscalar processors employ out-of-order execution 
(OOOE) due to the fact that in-order issue pipelines stop if decoding detects a 
conflict. Here, out-of-order execution refers to the execution of instructions based 
on “data flow” rather than the actual program order. Doing so, instead of stalling, 
CPU can further look-ahead and work on sections of code that do not have de-
pendencies [38]. This is done with the help of ILW. When CPU finishes decoding 
an instruction, it places it in the ILW.  As long as the window is not full, the CPU 
can continue to fetch and decode new instructions. 

The most popular OOOE algorithm is the Tomasulo’s Algorithm, which 
was implemented originally for the floating-point unit (FPU) of IBM 360/91 in 
1967 and it is still widely used by IBM PowerPC although it has been over 40 
years since its introduction. 

In Tomasulo’s Algorithm, execution begins with instruction fetch. Next, in 
the decoding stage, fetching can continue as long as the operands are available. 
These first two steps are exactly similar to those in the regular in-order processor. 
After decoding, instructions and the operands are passed to temporary buffers 
called reservation stations (RS). This stage is called issue.  

RSs are the central data structure of the Tomasulo scheduling algorithm 
and they act as a queue for the instructions; they lie between the decode/issue stage 
and the functional units, and they provide temporary buffering before execution. 
Before instructions start execution in the functional units (FUs), they are stored 
in reservation stations and wait until all of the operands to be ready.  

Reservation stations are responsible from holding source registers and des-
tination registers (and whether they are available), operation results and state of 
instructions (waiting or executing) [39]. They can be centralized (in this case they 
are called dispatch buffers) or decentralized. When results are computed, they are 
sent to the particular RS waiting for these specific results, and they are buffered 
until it is safe to put the result into register or memory.  

Instructions are passed to RSs even if hazards cannot be prevented in ad-
vance, which is in contrast to the in-order machine, which stalls in this case. As 
soon as all operands are available, the instruction is passed from RS to the FU. 
This stage is called dispatch and is done without obeying the program order of the 
instructions [40, 41]. 

After the FU has finished the execution, RSs can get data as soon as it is 
available, without the need to wait for the data to be written back to memory or 
registers, via a special bus called the common data bus (CDB), as long as the re-
sult is available. This stage is called completion. A simple circular FIFO buffer 
called the reorder buffer (ROB) keeps the original program order of the instruc-
tions after instruction issue.  

Data dependencies can still occur in OOOE. 
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The solution to this is to use register renaming, which is the process of al-
locating registers dynamically by hardware, and associating them with the values 
needed by instructions at various points in time. A pool of architectural registers is 
held and where the dynamically allocated registers are mapped to physical regis-
ters. 
 
 

 
 
 
 
 

Figure 2-1: General Structure of OOOE mechanism with ROB [39] 

Even though OOOE helps exploiting of ILP and covering latencies such as 
cache miss and hardware to use more than the number of architectural registers, it 
has drawbacks of its own such as requirement of a complex hardware architecture 
and scheduler and extra hardware due to need of RSs and ROB at the end of the 
execution. This extra hardware cost in particular, is noteworthy especially in avi-
onics applications, because it results in higher power consumption, which can be 
fatal when safety-critical avionics system hardware (flaps or wheels) needs to fed 
with power during temporary power shortage or permanent failure. Since instruc-
tions retire in-order, OOOE with ROB doesn’t contradict with determinism or 
predictability issues, just as in-order-processors. 

Figure 2-2: Centralized (a) vs. Decentralized (b) Reservation Stations [40] 
Another drawback with OOOE is that high-performance processors that 

employ OOOE spend a significant portion of their execution time on the incor-
rect program path even though they employ complex branch prediction algo-
rithms [42]. Even though memory references generated on the wrong path do not 
change the architectural state of the processor, they affect the arrangement of data 
in the memory hierarchy. Mutlu et al. [42] show that these references significantly 
affect the IPC (instructions per cycle) performance of a processor and that the er-
ror in the IPC increases with increasing memory latency and instruction look-
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ahead window size. They add that L2 cache pollution is found to be the most sig-
nificant negative effect on these wrong-path references.  

2.3.4. Speculation 

Exploiting more ILP requires overcoming the limitation of control-
dependent hazards. With branch prediction, CPU is allowed to continue issuing 
instructions past a branch based on a prediction and these fetched instructions do 
not affect CPU since they get squashed on misprediction. Speculation, on the oth-
er hand, refers to executing control-dependent instructions even if we are not sure 
whether they should be executed or not [43]. In this case, the CPU guesses about 
outcome of instruction and starts executing it based on the guess. If the guess is 
incorrect, execution is simply aborted. Thus, instead of just fetching the instruc-
tions and decoding them, we also execute the instructions based on the prediction 
of the branch in an out-of-order fashion as soon as their operands are available.  

Speculative execution is usually integrated along with OOOE and branch 
prediction to achieve higher ILP and avoid hazards in the pipeline. 

Speculated instructions execute and generate results; but a question rises 
whether they should they be allowed to be write back their results [44]. The solu-
tion is that speculated instructions are not allowed to perform register/memory 
updates. They are only allowed to perform write-back when they become non-
speculative. This stage is referred to as instruction commit. Another question 
rises, however, regarding where to store the instructions and their results between 
execution completion and instruction commit since instructions may finish execu-
tion before committing. The answer is already given by the OOOE mechanism 
i.e. the reorder buffer (ROB) holds the results of such instructions, re-orders in-
structions after execution, thus providing in-order commit. It also provides means 
to roll back the values of both registers and the memory to their correct values up-
on a misprediction, and also to communicate speculatively calculated values to the 
new uses of those values [45]. 

After instructions complete execution and commit, they are retired so that 
the resources they have used in the pipeline can further be allocated to other in-
structions waiting for execution in the decoding stage. 

To sum up, speculative execution combines three main concepts: dynamic 
branch prediction to choose which instruction to execute, speculation to allow con-
tinuation of execution before resolving control dependencies along with capability 
of undoing effects of misprediction, and dynamic scheduling to deal with schedul-
ing of different combinations of instructions. 

Speculation has problems of its own, though. In multiple-issue machines, 
the processor must be able to commit multiple instructions from the ROB result-
ing in the need of more registers, which requires more renaming; thus resulting in 
increased hardware complexity and cost. The processor also has to know how 
much speculation it has to make (how many branches deep to speculate, what to 
do on a cache/TLB miss or cache interference due to incorrect branch prediction). 

Traditional register file management mechanisms in superscalar processors 
de-allocate a physical register only when the next instruction with the same desti-
nation architectural register commits. Ergin et al. propose two complementary 
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techniques for de-allocating the register immediately after the instruction produc-
ing the register’s value commits itself, without waiting for the commitment of the 
next instruction with the same destination [46].  Their proposed techniques are 
shown to outperform traditional register allocation schemes. 

2.3.5. Branch Prediction 

Even if the CPU solves data hazards, control hazards can still exist in the 
pipeline. A typical solution, as in the case of data hazards, would be to insert bub-
bles to the pipeline and stall conflicting instructions by simply inserting NOPs 
into the pipeline through the control logic and stalling the execution of instruc-
tions [47]. If the number of stall cycles is equal to the number of pipeline stages, 
then the operation of putting bubbles along the whole pipeline is called flushing 
the pipeline. This, however, increases the latency of the instruction and degrades 
performance. To avoid such conditions, a mechanism called branch prediction is 
used. As can be understood from its name, this scheme basically refers to assuming 
the outcome of a branch instruction (whether or not the branch will be taken, not 
where to branch) and continuing to fetch instructions and just rolling back the 
changes if prediction comes out to be wrong [47].  

The CPU can attempt to predict whether or not a branch is taken before all 
information necessary to determine the branch direction is available and then 
prefetch the instructions down the predicted path. If the prediction is correct, 
performance is improved because the branch target instruction is available imme-
diately, instead of having to wait until the branch conditions are resolved. If the 
prediction is incorrect, then the instruction unit (IU) in the CPU core flushes all 
predicted path instructions, and instructions are issued from the correct path [48]. 
Only prefetched instructions (which were fetched from addresses down the 
“wrong” path of the branch) must be discarded, and new instructions are fetched 
from the correct path [49]. Thus, instead of flushing the pipeline, we only flush in 
the case of misprediction, which prevents unnecessary stalls in the pipeline, and 
improves performance. 

The branch processing unit (BPU) in the CPU core receives the branch 
instructions from the instruction fetch unit and performs look-ahead operations 
on conditional branches and tries to resolve them early in the pipeline. Instruc-
tions issued beyond a predicted branch do not complete execution until the 
branch is resolved, preserving the programming model of sequential execution. If 
any of these instructions are executed in the BPU, they are decoded but not issued 
[48]. 

There are two basic branch prediction schemes depending on whether they 
are done statically at compile time (called static branch prediction) or dynamical-
ly according to the behavior of branches (called dynamic branch prediction). 

2.3.5.1. Static Branch Prediction 
Static branch prediction schemes predict branches statically by examining 

the program behavior and using profile information gathered from previous runs 
of the program [50]. Thus, predictions are made only at compile time and are 
usually carried out by the compiler. Thus, branch prediction is only know before 
program execution [51]. 
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There are two types of static branch prediction based on whether the 
branch is assumed to be taken or not taken. In the former case, branches are al-
ways predicted as taken and the corresponding instruction in the branch target is 
fetched instead of the sequential one; whereas in the latter case branches are always 
predicted not taken and the sequential instruction is fetched instead. In both cases, 
the CPU speculatively fetches and decodes instructions following the branch target 
address and if the prediction turns out to be wrong, then it simply flushes the 
pipeline to get rid of the speculative instructions by converting them to NOPs and 
clearing the pipeline registers. Thus, the pipeline is stalled only if the prediction is 
wrong [47]. 

2.3.5.2. Dynamic Branch Prediction 
Dynamic branch prediction schemes use branch run-time execution history 

to make predictions and they have been shown to achieve higher prediction accu-
racy than static branch prediction schemes [51]. 

2.3.5.2.1. Branch Prediction Buffer (BPB) 

Also called branch history table (BHT), branch prediction buffer (BPB) is 
a fixed-size table that maps from program counter (PC) values to branch target 
addresses [52]. 

When the instruction is being fetched, current PC value is searched in the 
table for an entry equal to it. If a matching entry is found (called a BHT hit), we 
know for sure that it is a branch instruction and even the target of that particular 
branch instruction. After the branch has been resolved, the BHT is updated. If the 
branch is encountered for the first time, a new entry is created simply once it is 
resolved [53]. The performance of the prediction depends on the accuracy of the 
predictor and the cost of misprediction (usually in clock cycles). BHT can only 
predict the branch direction, but not the branch target.  

2.3.5.2.2. Branch Target Address Cache (BTAC) 

 Branch target address cache (BTAC) is a variation of BHT; but instead of 
storing only the address of the branch target, it also stores the code of the branch 
target instruction. This eliminates the need to fetch the target instruction from 
either the instruction cache or from the primary memory, thus improving the per-
formance compared to BHT. 

2.3.5.2.3. Branch Target Buffer (BTB)  

BPB (or BHT) contains prediction about whether the next branch to be 
taken or not taken; but it does not supply the target PC value. Branch target buff-
er (BTB) is a special cache that can hold the instruction address as well as the pre-
dicted target address for every branch instruction. The CPU control unit looks up 
the BTB during the fetch stage and provides the target PC value even before the 
instruction is found to be a branch instruction. 

2.3.5.2.4. One-Level (Bi-modal) Predictors 

Bimodal branch predictors take advantage of the fact that a branch can ei-
ther be taken or not taken. Thus, the history table is indexed by the lower bits of 
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the branch instruction address and the history information is stored using just 1-
bit. (0 = not taken and 1=taken). The bit is simply inverted on misprediction.  

2.3.5.2.5. Two-level Predictors  

Yeh and Patt [54] have recognized that using two levels of tables instead of 
the bimodal predictor’s single table allows predictors to recognize repetitive pat-
terns and that by changing the configuration of the two history tables, different 
types of history patterns could be tracked. 

The first type of configuration is called a local predictor, which bases its 
prediction on the history pattern specific (or local) to the current branch.  The 
branch address is used to index the first history table (BHT).  The value stored in 
the BHT represents the direction taken by the most recent n branches whose ad-
dresses map to this entry, where n is the length of the entry in bits [55]. Local 
branch predictors consider only the patterns of the current branch.  

The second type of configuration is called a global predictor, which takes 
advantage of other recent branches to make a prediction, using the pattern of the 
most recent m branches to make a prediction.  This type of configuration uses on-
ly a single entry for the BHT.  This entry (m bits in length) holds the taken/not-
taken history of the last m branches in the program and it is used to index the 
BHT.  A single shift register records the direction taken by the most recent n con-
ditional branches and it is updated with the recent history of every branch execut-
ed, and uses this value to index a table of bimodal counters [54].  

This scheme, by itself, is only better than the bi-modal scheme for large ta-
ble sizes, and is never as good as local prediction. It is called global since branch 
history is global to all branches. 

Global predictors take advantage of the fact that the direction taken by the 
current branch may depend strongly on the direction of other branches [55]. In 
this scheme, we only change the prediction if only misprediction occurs twice, 
adding a hysteresis to the prediction decision. 

2.3.5.2.6. Correlating Predictors 

Correlating predictors take into consideration that recent branches are 
probably correlated and that the behavior of recently executed branches affects the 
prediction of the current branch [56]. Thus, they are global predictors unlike one-
level and two-level predictors. They utilize saturation counters in the way that when 
the counter value is greater than or equal to the half of the maximum count value, 
the branch is predicted to be taken; otherwise the branch is predicted to be not 
taken. 

2.3.5.2.7. Tournament Predictors  

Tournament predictors are multi-level predictors that combine two or 
more branch prediction schemes and they take into account that different predic-
tion schemes may perform best for different branch scenarios. 

Such predictors use an n-bit saturating counter to choose between various 
predictors.  They are thus called hybrid predictors since they can use a combina-
tion of local and global branch predictors, one based on global information and 
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another on local information, combined with an n-bit saturating counter to func-
tion as a selector. 

2.3.5.2.8. Conclusions 

Even though dynamic branch predictors are more accurate and result in 
better performance, dynamic branch predictors require additional fully associative 
cache(s) to store the branch address and/or target address in the BTB /BPB and to 
store local/global branch history in two-level correlating /tournament predictors, 
which adds to the hardware complexity, thus increasing the power demand in 
hardware and also degrading the determinism in the system. Such special caches 
for dynamic branch prediction are also highly susceptible to charged particle radia-
tion in avionics applications such as in aircrafts. Thus, static branch prediction is 
preferred over dynamic branch prediction in avionics applications. 

Integrating branch prediction into speculation, microprocessors can execute 
the program “speculatively” down a particular branch direction even before the 
outcome of the branch is known. Even though branch prediction techniques have 
accuracies over 90%, many instructions can still be executed unnecessarily from 
the wrong path. One side effect of this is that unnecessary data may be placed in 
the L1 cache, evicting data that may be needed again (and thus causing a cache 
miss). 

Bahar et al. [57] suggest using main cache to accommodate misses that are 
most likely on the correct path, and implementing an additional speculative buffer 
for misses that have a high probability to be from a misspeculated path. They 
show that implementing such extra hardware along with a L1 data cache can im-
prove performance by up to 4%, while using a buffer along with L1 instruction 
cache can improve performance by up to 25%. 

2.3.6. Prefetching 

Prefetching is one of the well-studied techniques to hide memory latency 
[58] and it refers to bringing instructions and data before CPU requests them, 
while handling other cache misses; assuming that prefetched items will be refer-
enced soon. Prefetching can be done either by the CPU via hardware or by compil-
er via software; or a combination of both. 

Typical software prefetching methods allow the compiler to use its static 
knowledge of a program’s behavior to generate prefetch instructions; whereas typi-
cal hardware prefetching methods can observe the dynamic nature of a program, 
and work by either exploiting spatial locality, or by keeping track of the access pat-
terns for earlier accesses [59]. Loops are typical targets for software prefetching. 
When implementing prefetching, either by hardware or by software, the instruc-
tion unit (IU) has to make sure that the cost of prefetching is always less than the sav-
ings in reduced misses. 
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2.4. Floating Point 
IEEE 754 is the most common standard for representing floating point 

numbers. Established in 1985 as a uniform standard for floating point arithmetic, 
IEEE 754 is supported by all major CPUs. It defines two different formats with 
different precisions: single and double precision. Single precision is 32 bits wide 
and consists of a sign bit (1 bit), exponent (8 bits) and mantissa (23 bits); whereas 
double precision is 64 bits wide and consists of a sign bit (1 bit), exponent (11 
bits) and mantissa (52 bits) [60]. Double precision also uses more space, allowing 
greater magnitude and greater precision. Other than that, it behaves just like single 
precision. Intel’s math coprocessor also uses a third, higher precision called ex-
tended precision which consists of a sign bit, exponent (15 bits) and mantissa (63 
bits), leaving 1 bit wasted. 

Floating point operations in the CPU can be done either by a separate re-
served functional unit called the floating point unit (FPU), or by external hard-
ware coprocessors interfacing the auxiliary interface unit (APU) found in the CPU 
interface. 

In systems where there is no dedicated hardware for floating point opera-
tions, compiler can implement floating-point emulations; this is the case with the 
MULTI® and GCC compiler.  However, compilers may need specific hardware 
integer units, and run-time libraries support, which can make the system non- 
portable. 

2.5. Memory Hierarchy 
Embedded CPU boards contain basically one or more of the following 

units: CPU, primary memory, peripheral interface buses to communicate with 
external hardware (I/O) and network interconnections (such as Ethernet). 

A small memory component is located within the CPU chip; which is 
called the cache memory.  Cache memory can have more than one level, called L1, 
L2, L3, etc., where L3 is a subset of L2 and L2 is subset of L1, and L1 is a subset 
of primary memory (outside the chip). Figure 2-3 shows a typical memory hierar-
chy structure that can be found in an embedded computer system. 

Data (or instructions) requested from the instruction unit in the CPU are 
searched first in the highest level of hierarchy, i.e. the L1 cache. If they are not 
found there, the search continues in the lower levels of the hierarchy, i.e. L2 cache 
and so on. If the requested data cannot be found in the cache memory, the cache 
controller(s) request(s) the data from the lower level of hierarchy, down to the 
lowest level in the hierarchy i.e. the primary memory. 

L1 cache is the fastest unit in the memory hierarchy because it is imple-
mented almost always using SRAM technology, allowing a faster reading of data 
although it occupies more space and is more expensive. Primary memory, on the 
other hand, is made of slower DRAMs, which are cheaper and which have more 
capacity, and thus are the choice for memory storage chips. However, Hundal and 
Oklobdzija [61] show that a combination of SRAM-DRAM in an on-chip cache 
memory gives optimal organization for fast access and high density. For more de-
tail regarding these memory technologies, refer to section 2.8. about memory 
technologies. Caches work closely to the CPU, and the hit time in this level influ-
ences the performance of the CPU most. The disadvantage of this small and fast 
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cache level is that it has a significant “miss rate”, which is the percentage of misses 
out of the total of memory references from the CPU.    

 
 
 
 
 
 
 
 
 
 
 

Figure 2-3: Memory hierarchy 

Decreasing the miss rate is possible by increasing the size of the cache, 
which is exactly what L2 cache level does. L2 is of bigger size, thus it decreases the 
miss rate, but increases the hit time. This is because it includes more comparators 
to be able to find the requested information inside the cache, thereby increasing 
the hardware cost. L3 follows the same philosophy of L2, and is occasionally need-
ed.         

The time it takes for the CPU to load and/or store data and instructions is 
crucial when defining the clocks per instruction (CPI) performance, as those 
memory references mean an important percentage of instructions in a common 
program. CPU performance (mainly clock speed) has had experience an increase 
of about 60% yearly, but this does not mean that the processor efficiency has in-
creased at the same rate. This is because all references to memory going outside the 
chip are dependent on the “access time” particular to that primary memory chip.  
Primary memory technology has had an increase in performance of about 7% a 
year in the last 25 years; which has created a performance “gap” between the clock 
speeds of the CPU and the primary memory. Nowadays primary memory access 
time is about 100 times slower than SRAM memories inside the processor. As this 
gap increases, the role of the memory hierarchy becomes more and more crucial 
[62]. 

Two metrics associated with memory hierarchy are latency and band-
width. They are uniform and specific to a particular component of the memory 
hierarchy. Latency is often expressed in processor cycles or in nanoseconds, where-
as bandwidth is usually given in megabytes per second or gigabytes per second. In 
practice, the latency of a memory component is the time it takes to fetch one unit 
of transfer (typically a cache line). As the speed of a component depends on its 
relative location in the hierarchy, the latency is not uniform; it increases while 
moving from higher to lower levels in hierarchy. On the other hand, bandwidth is 
a measure of the asymptotic speed of a memory component, which reflects how 
fast large bulks of data can be moved in and out. Just as with latency, the band-
width is not uniform. Typically, bandwidth decreases the further as we move away 
from the CPU [63]. 
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2.6. Cache Memory 
Cache memory is a hardware component located close to the processor, 

usually in the same chip, whose objective is to supply the CPU with instructions 
and data in the shortest possible time, faster than the primary memory. If the pri-
mary memory holds large blocks of data to be sent to the processor, the data is put 
simply into the cache so that the entire data don't have to travel as far as from the 
primary memory to CPU; but rather from cache to CPU, so that they can be ac-
cessed much quicker. The travelling time of data also depends on the bus speed 
and the data-width as well as the memory speed. 

Cache is a small memory unit divided into lines (or blocks) with each line 
containing at least one word from the primary memory, where words are 32 bit 
long. In PowerPC architecture, this is also the length of instructions; while cache 
lines are eight words in length. 

Cache includes tags to identify which block of the primary memory is in 
each cache slot along with a valid bit to check if the required cache block (or line) 
is valid or not. During the search of the required line in the cache, the tag of the 
required line is compared with all the cache lines, and if a match is found, it re-
sults in a cache hit; otherwise in a cache miss. How this comparison is carried out 
depends on the mapping algorithm of the cache. 

Communication between CPU and cache memory is done through bus-
based communication. The most common implementation uses the Harvard no-
tion of having separate buses to fetch data and instructions (but usually considered 
as a single logical bus). The von-Neumann notion of having a single cache to hold 
both instructions and data is also possible. The latter case is called unified cache, 
whereas the former is called split cache. 

Cache memory, especially the L1 cache, is usually physically located on the 
processor. The advantage of this is the speed scale with the CPU clock.  Thus, la-
tency of caches is expressed in processor clock cycles, instead of nanoseconds. On 
some processors, on-chip caches do not always run at the clock speed of the CPU. 
Instead, they operate at a clock rate that is an integer quotient (1/2, 1/3 etc.) of 
the processor clock.  

Most programs do not access all the code and data uniformly, but repeat 
for certain data choices. To exploit such property, working principle of caches rely 
on the principle of locality. According to this principle, when a location is ac-
cessed, the same location or a nearby location is likely to be accessed again soon.  

Caches implement two basic concepts of locality: temporal locality and spa-
tial locality. Software typically accesses small parts of memory at any given time, 
and does this repeatedly.  The fact of accessing the same location over time is 
called temporal locality; while the fact that a program tends to access adjacent 
locations in memory is called spatial locality. 

Temporal locality is the goal when cache is organized in sets, as in set-
associative caches, so data being allocated in the cache from the primary memory 
will not be discarded with the arrival of new data.  The replacement would happen 
if many real memory locations are assigned to the same cache location.  An organi-
zation in “sets” gives the chance to select another place in the same set to new data 
that otherwise would have replaced the previous data; in this way particular cache 
data can stay there longer time. 
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Spatial locality is applied by fetching adjacent data from memory after 
fetching the requested data word, so subsequent requests from CPU could hit in 
the cache. When data is in the form of instructions, then this is called speculative 
instruction fetching. Typically up to three cache lines are filled up speculatively 
after a miss in cache (as in the PPC440EPx).  

The size of a cache line uses the concept of spatial locality also.  Containing 
more than one word in a cache line is referred to as multiword cache lines. When 
a miss occurs, the target word and adjacent words will be fetched from primary 
memory, thus preventing future misses; however increasing the miss penalty as 
cache line size increases. The time to find a word in the cache will increase as 
comparators will be needed to select the right word inside the cache line.  Having 
larger cache lines decreases the miss rate but increases the hit time. Defining the 
size of each cache line is thus a trade-off. 

If a required instruction or data is found in cache, then the contents are 
made available to the instruction unit (IU) and the processor continues execution 
normally, this is called a hit. The time used in a hit event is called hit time and 
the percentage of cache hits out of the total of memory references from the CPU is 
called the hit ratio. 

However, when the required data is not found in the cache, we talk about a 
miss, where cache controllers present a request to the primary memory. The time 
it takes to fetch data or instructions from the primary memory is called the miss 
penalty, and the percentage of misses out of the total of memory references from 
the CPU is called the miss ratio, which is simply (1-hit ratio). 

There can be 3 types of misses in the cache memory, which are defined by 
the 3C’s law [64]:  

1. Compulsory misses occur due to the fact that the first access to a block is 
not in the cache, so the block must be brought into the cache anyway.  

2. Capacity misses occur if the cache cannot contain all the blocks needed 
during execution of a program, due to blocks being discarded and later re-
trieved.  

3. Conflict misses occur if block placement strategy is set-associative or di-
rect- mapped, since a block can be discarded and later retrieved if too many 
blocks map to the set.  

Cache contains instructions and/or data that CPU needs for execution; 
however these are stored in cache only temporarily. CPU always asks for a specific 
cache block with a virtual address, it is the memory management unit (MMU)’s 
duty to translate it into the physical address of the block contained in a specific 
cache address. Virtual memory will be explained more detailed in section 2.7. 

Important parameters of cache design are cache size, mapping function (as-
sociativity), replacement algorithm, write policy, block size and number of caches 
(or memory levels in the hierarchy). Each of these parameters will be discussed in 
detail in the following sections in detail. 

Caches can use bus snooping, where cache monitors the memory bus for 
others addressing memory at locations that are being held in the cache. When the 
cache controller detects some other process (probably I/O) writing into the main 
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memory location that is being held in the cache, it invalidates the corresponding 
cache line so that main memory and the cache can be synchronized. 

On a cache miss, the CPU has to request the data from the primary 
memory. The time it takes to reach primary memory, i.e. the average memory 
access time (AMAT) depends on hit time, miss ratio and miss penalty: 

퐴.푀.퐴. 푇 = 퐻푖푡	푡푖푚푒 + 푀푖푠푠	푟푎푡푒	푥	푀푖푠푠	푝푒푛푎푙푡푦 

Thus, performance of the system can be increased effectively by reducing 
the values of these parameters.  The techniques for doing so are listed below: 

 Reducing miss penalty: Priority to reads over write on a miss, Early restart 
&  Critical word first, Non-blocking caches, Sub-block placement, Multi-
level caches, Merging write buffers 

 Reducing miss rate: Larger line size and block size, Higher associativity, 
Larger cache size, Victim caches, Trace caches, Hardware and software 
prefetching, Compiler optimizations (Code re-arrangement, Data re-
arrangement, Loop Interchange, Loop fusion, Blocking and Merged arrays) 

 Reducing hit time: Simple and small caches, Pipelining of write hit stages 
and Fast writes on misses via small sub-blocks. 

The most important techniques and/or the ones that can be configured in 
our project (mainly via software) are explained in the following sections. 

2.6.1. Line Size 

Increasing the line size helps to reduce compulsory misses; however con-
flict misses increase since cache will have less number of lines with larger line size. 
If capacity is small, capacity misses can also increase. At the same time, larger line 
size increases miss penalty (need to get more data), hit time (need to read more 
data from cache and larger multiplexer to CPU) and conflict misses (smaller num-
ber of blocks) [65]. Increase in miss penalty usually outweighs decrease in miss 
rate, making this method not preferable. 

Instead of increasing line size, cache lines can be further broken down into 
sub-blocks. Sub-block placement scheme enlarges block size while dividing each 
block into smaller sub-blocks, omitting the need to load full block on a miss. Val-
id bits are included per every sub-block to indicate status and only one sub-block 
is fetched on a cache miss instead of the full block. Sub-block placement is usually 
combined with early restart &  critical word first [66]. 

2.6.2. Cache Size 

Increasing cache size reduces capacity misses; but results in potentially 
larger hit time and higher cost /power. It also steals resources from other units (es-
pecially for on-chip caches) and it results also in diminishing returns, i.e. double 
cache size never results in double performance. 
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Unfortunately it is not possible to see the influence of cache on perfor-
mance in our project since the corresponding register in the processor has been 
predefined as read-only. 

2.6.3. Associativity 

There are fewer cache lines than memory blocks in cache memory, so an 
algorithm is necessary for mapping memory words coming from main memory 
into cache lines, for determining which memory block is in which cache line. The 
mapping function determines how this procedure is done. There are three ways 
to do such mapping: direct-mapping, set-associative mapping or fully-associative 
mapping. 

Direct mapping is the simplest one, where every word in the primary 
memory is assigned a single place in cache memory (defined by the lower signifi-
cant bits of its address). With this method, many words in the primary memory 
compete for the same cache location.  This mapping is simple and limits com-
plexity of the control logic and allows shorter clock cycles. It also has the lowest 
cost, but there is always a fixed location for given block. If a program accesses two 
blocks that map to the same line repeatedly, cache miss ratio becomes very high 
(called thrashing). The problem with such mapping is severe trashing of the 
cache, which means data elements that are soon needed are overwritten and it can 
degrade performance severely, especially when multiple arrays are involved, since it 
forces many replacements which leads to misses on every array index access. 

The fully-associative way, on the other hand, allows data to be stored at 
any place in the cache memory, which is impractical for caches with more than a 
few dozen locations, as it would require additional hardware and will not provide 
considerable further reduction in the miss rate.  Another inconvenient characteris-
tic of fully-associative mapping is that selecting the block to replace will require 
additional algorithms and hardware, which would not be necessary in the case of 
direct mapping. Since a cache block can be in any location in the cache with fully-
associative mapping, it also has the poorest determinism &  predictability behavior, 
which is very important in avionics applications. Besides, since we need to search 
all the entries in the cache simultaneously as the block can be in any location, the 
necessary parallel comparator hardware is very expensive. Thus, except the TLBs 
in the virtual memory system and small-sized caches, this mapping is not com-
mon. 

An n-way set-associative mapping is the most used mapping function, 
which is a compromise between direct and fully-associative mapping, where the 
cache memory is divided into sets, with each set consisting of n cache lines.  Every 
word in the primary memory has “n” possible places within a set to be allocated, 
in other words n-set associative works as fully associa tive inside a set.   

The n-way set-associative method allows cache management to select the 
optimal organization of the cache where the number of lines in a cache sets reduc-
es the miss rate without increasing excessively the hardware. Disadvantage of the 
n-way set-associative organization is that selecting the line to be replaced requires 
replacement algorithms and additional hardware that would not be necessary in 
the case of direct mapping. 
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Figure 2-4: 128 KB two-way set-associative cache [25] 

Figure 2-4 shows a 2-way set associative cache with extra hardware that is 
needed to locate the requested address in the cache; four comparators and one 
multiplexer are used.  This creates delays and increases the hit time.  

In set-associative caches, increasing the degree of associativity reduces con-
flict misses; but this comes in expense of larger hit time. Hardware complexity also 
increases.  

Unfortunately it is not possible to see the influence of associativity on per-
formance in our project since the corresponding register in the processor has been 
predefined as read-only. 

2.6.4. Early Restart & Critical Word First 

If the line size is large, then processor has to wait for the whole transaction 
to make another access to memory. This results in high miss penalty.  

Early restart refers to the way that as soon as the requested word of the line 
arrives, it is sent to CPU so that it can continue execution; whereas critical word 
first refers to the means of requesting the missed word first from memory and 
sending it to the CPU as soon as it arrives; therefore allowing the CPU to contin-
ue execution while filling the rest of the words in the line. Combining these two 
approaches is beneficial in caches with large line size. 

2.6.5. Non-blocking Caches 

Early restart still waits for the requested word to arrive before CPU can 
continue execution. For machines that allow OOOE using Tomasulo type of con-
trol (e.g. PowerPC), CPU should not stall on cache misses. Non-blocking caches 
allow data to continue to supply cache hits during a miss (called hit under miss). 

Suppose the first instruction in the instruction cache stream is a miss and 
the second one is a hit [67]. Normally, although second instruction should be able 
to access the word in cache, it has to wait due to miss penalty of the first instruc-
tion to re-fetch the word from main memory. In dynamic scheduling, a stalled 
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instruction does not necessarily block the subsequent instruction, so second in-
struction can pass the first instruction. 

To support such scheme, miss buffers are added in addition to write buff-
ers between the cache and the main memory to store the missing cache lines from 
main memory until they are transferred to the cache by the cache controller [67]. 
This scheme is extensively used in high performance computer systems.  

 
 
 
 
 
 
 

Figure 2-5: Hit under miss [67] 

2.6.6. Multi-level Caches 

Increasing size of the cache can result in slower access. Instead, a second 
larger cache between first cache and main memory can be introduced to the 
memory hierarchy.  With only single level, bus access to memory is slow; thus 
most embedded microcomputers have at least 2 levels of cache. External L2 cache-
is incorporated on the same processor chip and is typically built with fast SRAM 
technology, using a separate data bus. Performance improvements depend on hit 
rates of each cache.  With L2 cache on-board, L3 cache can improve performance 
just as L2 can improve over L1 alone. One drawback is that multi-level caches re-
quire complicated replacement algorithms and write policies. 

Incorrect branch predictions and inaccurate prefetch requests result in 
memory references that are not needed by correct execution and useless speculative 
memory references. These useless references may deteriorate processor perfor-
mance since they cause cache pollution and contention in bandwidth as well as 
hardware resources [69]. If L2 cache exists in the memory hierarchy, this negative 
performance impact of speculative references becomes visible. This is because a 
speculative L2 miss allocates a cache block in both L1 and L2 caches (like a non-
speculative L2 miss) and useless speculative blocks occupy entries in both cache 
levels, which leads to pollution in both cache levels. In this case, a method called 
cache filtering can be used, using L1 cache as a filter to filter out the speculatively 
fetched block which is not referenced by a non-speculative instruction while it is 
in the L1 cache.  

However, this method requires hardware enhancements which come in the 
cost of hardware complexity such as an extra speculative bit in each L1 cache block 
that is set when the L2 miss was marked speculative in miss buffer and reset if an 
instruction that accessed the cache block is retired. The bigger L1 cache size is, the 
more effective this method becomes [69]. 

 
 
 
 



 Embedded Microprocessors and Memories  

31 
 

2.6.7. Simple and Small Caches 

Since hit rate is typically very high compared to miss rate, any reduction in 
hit time is magnified to significant gain in cache performance. This is important 
because hit time affects the clock rate of CPU (if on-chip caches are used). 

2.6.8. Unified vs. Separate Caches 

The concept of separate caches for data and instructions comes from the 
Harvard architecture proposals, which suggest separate memory locations and 
bus accesses for data and instructions, as opposed to simple memory units combin-
ing data and instructions in the older von-Neumann architecture.  Bus interfaces 
from cache to primary memory are separated and dedicated in the Harvard archi-
tecture.  This separation is due to bandwidth traffic reasons, and due to the fact 
that they may have different control features. 

Presence of separate data and instruction caches allows greater flexibility of 
management for the memory hierarchy, transferring the complexity of the opera-
tion to the pipelined CPU, where each memory access has its own physical re-
source and own dedicated bus for parallel access. This separated architecture helps 
to avoid stalls in the CPU.  It also has a higher access rate for given cache size be-
cause cache is automatically balanced between instructions and data. Another ad-
vantage is the ease of implementation since only one cache needs to be imple-
mented; the other one would be identical. Furthermore, each cache can be opti-
mized for its own pattern of locality, however requiring complex design especially 
in control hardware in split caches. 

For small and complex electronic devices, however, power and performance 
requirements may lead to the choice of a unified cache instead, keeping separate 
translation tables, though.  

Instructions and data have different patterns of temporal and spatial locali-
ty. Having separate instruction and data caches offer possibility of significant in-
crease in the cache bandwidth [70]. There is an expense, however, that a unified 
cache with same size as sum of sizes of split instruction and data caches gives lower 
effective miss rate [71]. 

In unified cache, the ratio of instruction to data and working set of ele-
ments changes during execution of program and is adapted to by the replacement 
strategy. Such adaptation is not possible in split caches. Besides, unified cache de-
creases hardware complexity since it needs a single bus connection to access in-
structions and data, however in split cache we need two memory busses (two 
complete sets of memory address and data lines), one to each of the caches, in-
creasing hardware complexity. 

Current trend favors split caches and makes it useful especially for supersca-
lar machines with parallel execution of instructions and prefetching of predicted 
instructions, since split cache eliminates contention for cache between instruction 
fetch/decode unit and the execution unit (when accessing data) and helps to keep 
the pipeline full because the execution unit will block the fetch/decode unit oth-
erwise [72]. The two approaches (split and unified caches) can also be merged to 
form a hybrid memory hierarchy where L1 cache is split whereas L2 is unified, as 
shown in Figure 2-6: 
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Figure 2-6: Unified (to the left) and separate (to the right) cache architectures 

2.6.9. Write Policy 

Write issues of CPU are in many ways more complicated than read issues, since 
writes require additional work beyond that for a cache hit e.g. writing the data 
back to the memory system [72]. We can classify the behavior of writes depending 
on whether the write is a hit or a miss. 

When CPU needs to perform a write and the write hits in the cache 
memory, then changes can either be done at the cache level only or both at the 
cache level and the primary memory level (or at a lower level in the memory hier-
archy). In the latter case, updating primary memory can be postponed until the 
line has to be replaced.  This way of proceeding is called write-back or copy-back.  
When cache lines leave the cache unit, depending on the replacement algorithm, 
data contained within itself will update the primary memory in the respective ad-
dress only if the data have been changed while staying in the cache, which is sig-
naled by a dirty bit contained in each cache line.  Thus, cache keeps the data item 
locally and only writes the value to the primary memory if and only if the value 
reaches the end of the replacement list and must be replaced.  
 

Copy-back caches require space for the dirty bits in cache. CPU also has to 
be careful with tracking coherency of the evicted value from the cache until it 
reaches memory, which increases the latency for evicting the dirty blocks. Ad-
vantage of such write policy is that it doesn’t load bus traffic much since there is 
no need to repeat writes to slow memory for repeated write accesses; however it 
requires allocation of a cache block. 

Another alternative of exchanging data between primary memory and cache 
memory on a write hit is write-through. In this case, cache memory forwards the 
write request from CPU to memory but cache must also check to see whether an 
item is in the cache.  If so, the cache must update its copy, and keeping a copy, it 
forwards the write operation to the underlying memory, avoiding memory coher-
ency problems. This behavior could affect badly the clocks-per-instruction (CPI) 
of the CPU (refer to section 3.4.1.2. for CPI) if it has to wait for completion of 
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the write-through before proceeding with execution. (Refer to section 2.6.11. 
about write-buffers for further details).  By using non-blocking caches, we can en-
able memory update without stalling the processor, by a careful management of 
the bus communication with the primary memory. 

Write-through caches are simpler to implement and they are used mainly 
in applications where data is seldom re-written by the processor. They also result 
in increased bus traffic since data have to be written to primary memory every 
time they are written to cache also (primary memory accesses are much slower 
compared to cache accesses)[73]. Read misses cannot result in writes and no allo-
cation of a cache block is needed. Write-through caches are almost always com-
bined with write buffers so that CPU doesn’t need to wait for slow memory. 

2.6.10. Allocation Policy 

Write miss policies include three semi-dependent variables. First, writes 
that miss in the cache may or may not have a line allocated in the cache, which is 
called the allocation policy determining when a new cache entry is to be allocat-
ed. There are two possible choices:  modifying in primary memory and store this 
updated data into cache, which is called write-allocate, and making changes just 
in primary memory and avoid transferring it into cache memory, which is known 
as no-write allocate. In no-write-allocate policy, when reads occur to recently 
written data, they must wait for bringing the entire line to the cache [72]. In gen-
eral, write-through caches use no-write-allocate, whereas copy-back caches use 
write-allocate. 

Second, writes that miss in the cache may or may not fetch the block being 
written. A cache that uses a fetch-on-write policy must wait for a missed cache 
line to be fetched from a lower level of memory hierarchy, while a cache using no-
fetch-on-write can proceed immediately. 

Third, if direct-mapped write-through cache is used, data can be written 
concurrently with tag check, which is called write-before-hit. If tags do not 
match, this means data is corrupted, as data from the “wrong” block have just 
been written into it [72]. 

2.6.11. Write Buffers 

If a store instruction misses in the data cache and no-write allocate is set, 
then the memory line will not be stored in the cache; it will be modified in the 
primary memory instead.  If write-through mechanism is active, then the store will 
write data into primary memory directly whether the access hits in the cache or 
not, and whether the allocate bit is set or not.  If a cache line fill is requested at the 
same time by the cache controller, then the cache controller’s request to data bus 
has to wait for the entire write transaction to primary memory to be completed. In 
a store miss with write-through policy, writing to the primary memory implies a 
performance penalty for every access, and an increase in the bus traffic, thus mak-
ing the cache controller wait for long time. The CPU, at the same time, may wait 
for the cache line waiting to be filled by the cache controller, thus causing CPU to 
stall its current execution. 
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To avoid such conditions, FIFO structures called write-buffers are used 
between cache memory and primary memory so that the store operation is not 
written directly to primary memory; but buffered in write-buffers and that suc-
ceeding cache fill operations can execute in a pipelined fashion without having to 
wait for store. After the line has been written to cache memory, the word in the 
write buffer can be copied-back to primary memory. Thus, write buffers help to 
reduce write stalls of the CPU. In this way, CPU can continue immediately after 
write data is placed in the buffers. Write-buffers have in-general multi-entries, i.e. 
when one word is written to memory; another word can be buffered into the 
write-buffer.  

In a write-through cache without write buffer, the processor must complete 
the main memory bus transaction every time it performs a write. This causes the 
CPU to suffer from bus delays. In the buffered case, the processor writes the data 
to cache at the same time it writes the data and address to write buffer (but not to 
system bus) during write operation. The processor then continues cache access, 
while cache controller simultaneously downloads contents of the write buffer to 
main memory. This significantly improves effective write memory cycle time.  

The use of write buffers can nearly remove performance differences be-
tween write-through and copy-back. As will be seen from results chapter, enabling 
write buffers improves performance about 15% in write-through configuration, 
but still remains 45% worse than copy-back. With a certain configuration, proba-
bly with another processor from PowerPC family, it could be possible to improve 
write-through even more closed to copy-back. In PowerPC architecture, write-
buffers are renamed as store buffers. 

Write buffers can also be used profitably with copy-back caches, where the 
read miss simply replaces the dirty block. Normally, the dirty block is written di-
rectly to memory and then read is done. In case of write-buffers, the dirty block is 
copied into write buffer and then read is done followed by the write. CPU stalls 
less since it restarts as soon as the read is done. 

In order to achieve higher performance, depending on the architecture, 
CPU can also use store-gathering, which refers to gathering two or more write 
accesses to memory into just one memory access. The disadvantage of gathering 
write buffers is that they can cause CPU stalls when they are competing with a 
cache miss for the bus use, when the buffer is full, or when it contains the updated 
data needed by a load.  The buffer deepness is designed according to avoid stalls 
and reduce the miss penalty. 

Another concept to achieve higher performance with write buffers is merg-
ing write buffers, where new written data into an existing block in the write buff-
er are merged; reducing stalls due to write buffer being full.  

This scheme improves the memory efficiency since multi-word writes are 
usually faster than writing one word at a time [74]. 

As explained before, write buffers can efficiently increase CPU perfor-
mance; however they cause their own set of problems.  They can lead to potential 
coherency problems where the processor has to check the write buffer as well as 
the cache to maintain coherency between cache and memory. Imagine a stack 
push followed shortly by a pop; where push is a write miss which has not been yet 
written into the cache [75]. Naturally, pop will also suffer a read miss. Even if 
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write buffer is only single level deep, there is a possibility that data from push will 
not have made into primary memory before execution of pop. If no care is taken, 
pop will read the stale data in the primary memory before it is updated with 
pushed data, resulting in cache coherency problems.  A solution would be to disal-
low cache to perform a line update until write buffer contents have been loaded to 
memory or to always update missed line on write miss; but problem gets even 
trickier in multi-level write buffers in memory hierarchy. Write buffers must either 
be entirely depleted before cache can continue with line update or they must satis-
fy data requests from CPU [75]. 

Another problem is that write-through caches with write buffers offer read-
after-write (RAW) conflicts with main memory reads on cache misses. A RAW 
hazard happens in the pipeline when CPU tries to access a memory location that is 
being updated, but has not finished the updating process yet. This happens in the 
instruction pipeline when a load follows a store operation and they try to access 
the same memory location in primary memory. If store operation does not finish 
updating that location before read instruction starts fetching the data, then the 
CPU will get stale data, which can cause problems in the pipeline and stall the 
CPU. If we simply wait for write buffer to empty, this might increase read miss 
penalty. Instead, CPU could check write buffer contents before read; if no con-
flicts are present, the memory access is allowed to continue. This method is re-
ferred to as priority to writes over reads.  

2.6.12. Replacement Policy 

Cache replacement policy is a major design parameter of any memory hier-
archy because efficiency of the replacement policy affects both the hit rate and the 
access latency of a cache system. The higher the associativity of the cache, the 
more vital the replacement policy becomes [62]. 

The contents of the cache memory are controlled by the replacement algo-
rithm. The simplest hardware implementation is the “round robin” policy, where 
cache lines are replaced in a circular order without any priority, which works fine 
for small associative caches. Common replacement algorithms used in cache archi-
tectures are summarized as follows: 

i. LRU (Least Recently Used) policy replaces cache locations that have not 
been used for long periods of time. It yields higher performance because, 
according to the spatial locality concept, the most recently used items are 
more likely to be requested next. The “least recently used” replacement 
policy (LRU) ensures this. The disadvantage of LRU is that it requires 
complex hardware implementations, this complexity increases rapidly with 
associativity.   

ii. Random replacement policy, where allocation of blocks is spread uni-
formly, and candidate blocks are randomly selected with no regard to 
memory references or previous selections. 

iii. FIFO (First-in-First-out) policy, where the line which has been in the 
cache for longest time is removed. 
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iv. MRU (Most Recently Used) policy, where, in contrast to LRU, most re-
cently referenced items are discarded first. 

v. LFU (Least Frequently Used) policy, where there is a counter counting 
how often a cache block is used with the ones being least often are discard-
ed first.   

vi. PLRU (Pseudo LRU) policy which uses a probabilistic scheme where al-
most always discards one of the least recently used items is sufficient. 

LRU, PLRU and FIFO algorithms are the most common ways to increase 
the cache hit ratio. The choice of the replacement policy depends, besides the as-
sociative size, on the particular needs of the application and it can significantly 
affect performance in the memory hierarchy. Suppose that the L2 cache decides to 
evict an LRU block; one or more blocks at L1, possibly not LRU, can be evicted, 
therefore affecting the hit rate of level and the overall performance [76].  

Reineke et al. [76] investigate the predictability of four prominent cache 
replacement policies: LRU, PLRU, MRU and FIFO. They show that no policy 
can perform better than the LRU, with other policies (PLRU, MRU, and FIFO), 
performing considerably worse. 

Determinism is one of the crucial criteria of an avionics application and 
choosing LRU may not be enough to satisfy such criteria. If extreme predictability 
is concerned, such as a safety critical application in the system, designers can even 
disable the cache completely, bypass it and access primary memory directly even in 
the expense of performance loss.  

Unfortunately it is not possible to see the influence of replacement policy 
on performance in our project since the corresponding register in the processor has 
been predefined as read-only. 

2.6.13. Cache Locking 

As explained before, the reason for having a cache memory is to close the 
performance gap between the processor and the primary memory, which is jeop-
ardized by the non-deterministic behavior of caches.  Contents inside the cache are 
replaced constantly depending globally in some algorithms.  

Different cache lines are requested again by the processor with different 
frequencies, some of them are never requested again, this depends on the particu-
lar needs of the program. The replacement policy takes care of memory manage-
ment in a cache level manner.  Cache locking offers a control tool at a cache line 
level; it is a mechanism to prevent the contents of the cache from being overwrit-
ten. Insuring that some data will not be removed from cache is important when 
deadlines and predictability are important, as in the case of avionics applications. 

For example, the PPC440EPx core divides both instruction and data caches 
into three separate regions called the normal, transient and locked segments. Nor-
mal lines behave as normal, whereas the transient region is used to make sure that 
only a limited number of ways are used for cache lines from memory pages that are 
identified as being transient in nature [77]. The locked lines in the cache is pro-
hibited to be accessed by the regular program code, they are dedicated to a specific 
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portion of code which may be of vital importance to the application and thus 
must be prevented from interfering with the other regular code segments.  Every 
portion is defined by two register values, floor and ceiling values.  Only normal 
and transients regions are allowed to overlap.  

When the entire cache is locked, data for read hits within the cache are 
supplied to the requesting unit in the same manner as hits from an unlocked 
cache. Similarly, writes that hit in the data cache are written to the cache in the 
same way as write hits to an unlocked cache [77]. However, any access that misses 
in the cache is treated as a cache-inhibited access (i.e. the access attempt will be 
propagated to the lower level in memory hierarchy). When the cache has been 
unlocked, all entries (including invalid entries) are available.  

Way-locking, on the other hand, refers to locking only a portion of the 
cache, and it is accomplished by locking ways within the cache [78]. Unlike entire 
cache locking, invalid entries in a locked way are accessible and are available for 
data replacement. 

2.7. Virtual Memory (VM) 
Although not considered as deeply as caches in our project, virtual memory 

is to be mentioned briefly for the reasons of integrity and for introducing the TLB 
and MMU basics for the reader to understand the conclusions and results of this 
project more clearly, as well as for explaining the basics of the protection mecha-
nism in the CPU architecture.  

The working principle of virtual memory relies on the fact that addresses 
for storage locations usually do not fit in the available physical memory space. Cer-
tain portions of data and instructions can be temporarily stored on secondary stor-
age, which is usually a disk. However, disk storage is not used in avionics applica-
tions due to the fact that they are very poorly endurable to physical environments, 
heat and especially radiation. Alternative technologies for secondary storage will be 
explained in section 2.8.  

The “physical” memory contains only the active portion of the virtual space 
address space can be divided into fixed size (pages) or variable size (segments) 
blocks. The basic unit of transfer between virtual memory and physical memory is 
a page, where the primary memory is divided into pages. A page is conceptually 
like a cache block and the size of a page can be fixed or variable, depending on the 
CPU architecture, mainly the memory management unit (MMU). A page can 
reside anywhere in main memory, or on the secondary storage. Like cache, there is 
a need to know what page is where in memory. Thus, similar to the concept of 
tags in the cache, a page table in the virtual memory for mapping pages to physi-
cal memory locations that reside in the primary memory.  

Each CPU process keeps its own page table and each page table entry con-
tains the frame number of the corresponding page in main memory. For more 
efficiency, multi-level page tables or inverted page tables can also be used to 
save the amount of memory needed. 

If physical memory is completely used up, but another process needs to 
run, or a running process needs more data, the RTOS running on the embedded 
microcomputer can move the page out of the memory to the swap space to make 
room for the new page. The selection of the page that has to move out is con-
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trolled by the RTOS and it is characterized by the replacement policy as in the 
cache memory.  The CPU always uses virtual addresses when it needs to do a read 
or write, thus these addresses must be mapped into the physical primary memory.  
This mapping is called address translation and it is carried out by the MMU in-
side the CPU, and it is quite costly. Therefore, in order to speed-up the translation 
process, the translated addresses are stored as entries in a structure called transla-
tion-look-ahead-buffer (TLB).  

The TLB is nothing more than a cache which holds the frequently used 
translations in the virtual memory. CPU can only operate on data and instructions 
that are mapped into the TLB. If this mapping is not present, i.e. if the desired 
memory address cannot be found in the TLB, then a page fault occurs (similar to 
a cache miss), and the page containing that memory section must be loaded from 
the secondary storage into the primary memory, which is a costly operation. The 
larger a page, the more effective capacity the TLB has. 

In addition to compensating the burden of small and limited amount of 
physical memory, the other role of the virtual memory is to allow efficient and safe 
data sharing of the memory among multiple programs or multiple processes in an 
application program, which is referred to as protection. 

Protection is a way to control and handle memory accesses. The main 
purpose of memory protection is to prevent a process from accessing a certain 
block of memory that has not been allocated to it. It can be done through segmen-
tation, paging, or both. Unlike a typical desktop or mainframe application where 
VM is mainly used for its first role (because usually such applications require larger 
address space than available in the physical memory), in a typical real-time avion-
ics application such as High Lift or Motor Control which are the subject of this 
thesis, the VM is used rather for protecting the memory segments to make sure 
that data or instructions that are important or accessed often are not overwritten 
by another process or section of code in the same application. Protection is usually 
carried out by segmentation. 

Segmentation is the process of dividing the physical memory into segments, 
where each segment usually contains a block of program’s data and/or instructions 
along with important portions of the application program (e.g. procedures, arrays, 
stacks etc.). A process may execute while its current instructions and referenced 
data lie in segments of main memory so that they are not overwritten by other 
processes running in parallel. 

A segment is associated with the information indicating where the segment 
is located in memory. It may also have a flag indicating whether the segment is 
present in main memory or not. If the segment is not present in the main 
memory, an exception is raised, and the OS will read the segment into memory, 
from the secondary storage into the primary storage.  

The information indicating where the segment is located in memory might 
be the physical address of the first location in that segment, or the address of a 
page table for that segment if the segmentation is implemented with paging. The 
MMU is responsible for translating a segment and offset within that segment into 
a memory address and manages segmented memory differently than page memory. 

 
 

http://en.wikipedia.org/wiki/Process_(computing)
http://en.wikipedia.org/wiki/Page_table
http://en.wikipedia.org/wiki/Paging
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Figure 2-7: Data movement in the memory hierarchy, including the virtual memory 
The simplest scheme for implementing memory protection in segmenta-

tion is memory protection keys. Here, a protection key is associated with each 
process and if protection key of the CPU and the requested memory block are the 
same, the process is allowed to access that segment in the primary memory. 

2.8. Memory Technologies 

2.8.1. Volatile Memory 

Primary memory is a volatile memory, which never contains data when in-
serted into the embedded system prior to execution. Instead, the system writes 
data to and reads from the primary memory during its execution. 

Fault detection is a major concern in military systems. For memory sys-
tems, parity checking is normally used. Error correction schemes are also possible 
and are commonly used in military avionics because available memory density is 
decreased by the size of the error correction logic and extra signal lines. For exam-
ple, 7 bits are needed for a 32 bit word to provide single bit and dual error correc-
tion [79]. 

2.8.1.1. Random Access Memory (RAM) 
Writing to a RAM is as fast as reading from it in contrast to ROM; but the 

internal structure of a RAM is somewhat more complex than ROM. Each word is 
stored in the memory, which consists of a number of memory cells depending on 
the size of the memory, and each memory cell contains 1-bit (thus they are also 
called bit cells). 

2.8.1.2. Asynchronous SRAM 
Static RAM (SRAM) uses a pair of inverters as a memory cell. Unlike 

DRAM, it doesn’t require refreshing. Even if the noise during the read operation 
degrades the value stored in the cell, the inverter pair restores the value back to 
normal. 

Writes are performed whenever the write enable (WE*) signal is held low. 
The desired address and data must be stable before asserting WE* (as specified by 
the setup time) and WE* should be removed while address and data remains stable 
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(as specified by the hold time). Otherwise, the write may corrupt an undesired 
memory location.  

Unlike an EPROM, but like flash memory, the data bus is bidirectional 
during normal operation. As soon as the writes are completed, the microprocessor 
should release the data bus to the high-impedance state. When output enable 
(OE*) is asserted, the SRAM begins driving the data bus and the output follows 
the data contents at the locations specified on the address bus. 

SRAMs have higher cost and higher density than DRAMs. However, the 
internal structure of the memory is simpler, which results in faster access time than 
DRAMs. SRAMs are used widely in cache memories for fast access and also as 
primary memory in portable equipment where low power consumption is im-
portant.  

Two major drawbacks of DRAM make SRAM the proper choice for avion-
ics applications. The first one is the power quality on aircraft systems. Switching 
from ground to aircraft power, switching power buses, electrical transients and 
similar effects results the input power to an avionics computer to be very noisy. 
This causes DRAMs in avionics microcomputers to switch off for small periods of 
time, making memory contents unreliable. The second drawback is radiation 
hardness. DRAM has been shown to be very susceptible to charged particle radia-
tion which often comes from chemical elements from the device package is made 
up of, inducing random logic errors in the memory 

Figure 2-8: SRAM write operation [25] 

2.8.1.3. Synchronous SRAM (SSRAM) 
Like DRAM, high-performance SRAM has transitioned to a synchronous 

interface to gain performance improvements, however there exists a trade-off be-
tween access latency and clock speed. 

Unlike asynchronous SRAM, the synchronous SRAM can provide ability 
to transfer a burst of data from a series of sequential addresses, providing data 
from multiple address locations with the association of a single address. The burst 
is defined by starting addresses along with the burst length where the clocked logic 
serially reads out an entire row or part of it.  

After the first data value is output based upon address, data values in suc-
cessive locations are output without needing to change address bus [25]. The burst 
transfer capability is very helpful in cache block transfers, thus SSRAMs are exten-
sively used in cache memories. 

Two basic types of SSRAMs are flow-through and pipelined. Flow-
through devices register only the input signals and are therefore able to return read 
data immediately after the requested address is registered on a rising clock edge, 
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whereas pipelined devices register both the input and output signals, encountering 
an added cycle of latency when returning the read data. 

 
 
 
 
 

 

 

Figure 2-9: Flow-through vs. pipelined SSRAM reads [25] 

2.8.1.4. Asynchronous Dynamic RAM (DRAM) 
DRAMs store the bit as presence or absence of charge on a capacitor. The 

capacitor holds the charge for a limited time as charge gradually drains away. 
Reading a bit destroys the bit value stored on capacitor, so data word must be re-
stored after each read. Even when DRAM is not read, the contents must still be 
refreshed every few milliseconds. The refresh overhead is about 3-4% of theoretical 
maximum processing available and it is a small price to pay for large capacity [80]. 
DRAMs utilize only single transistor per bit, thus they have low cost and high 
density. They are predominantly used in embedded systems as primary memory 
where a large amount of low cost memory is needed [81]. 

A DRAM address is presented in two parts: a row and a column address. 
The row and column addresses are multiplexed onto the same set of address pins 
to reduce package size and cost. First the row address is loaded (i.e. strobed) into 
the row decoders via row address strobe (RAS*), followed by the column address 
via column address strobe (CAS*) [105]. The read data propagates to the output 
after a specified access time. Write data is presented at the same time as the col-
umn address, because it is the column strobe that actually triggers the transaction, 
whether it is a read or a write operation [25]. 

A combination of the multiplexed row and column addressing scheme plus 
presence of large memory arrays with complex sense and decode logic cause 
DRAM to have significantly slow access time [25]. 

 

 
Figure 2-10: DRAM read and write operation [25] 
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2.8.1.5. Synchronous DRAM (SDRAM) 
As system clock frequencies are increased, conventional DRAM devices 

with asynchronous interfaces have started to limit the overall system performance 
since they have associated pulse width and signal-to-signal delay specifications that 
are tied closely to the characteristics of their internal memory arrays. Consequent-
ly, when maximum bandwidth is desired at high clock frequencies, these specifica-
tions have become difficult to meet. Thus, it becomes easier to design a system in 
which all interfaces and devices run synchronously so that inter-face timing be-
comes an issue of meeting setup and hold times, and functional timing becomes 
an issue of sequencing signals on discrete clock edges [25].  

Synchronous DRAM (SDRAM) functions like an asynchronous DRAM 
array; however it is surrounded by a synchronous interface on the same chip in 
order to exploit advantages mentioned before.  

Rather than implementing a DRAM-style asynchronous interface, the 
SDRAM’s internal state logic operates on discrete commands presented to it. 
There still exist RAS* and CAS* signals, but they function synchronously as part 
of other control signals to perform commands rather than simple strobes. 

In SDRAM, the clock enable (CKE) must be high for normal operation 
and the data mask signal (DQM) provides a way to selectively mask individual 
bytes from being written or being driven during reads [25].  

Reading an SDRAM requires first activating the desired row in the desired 
bank, by asserting activate (ACTV) command, which is performed by asserting 
RAS* for one cycle while presenting the desired bank and row addresses, and then 
issuing the read (RD) command.  

However, the memory controller has to wait a number of cycles that trans-
lates into the DRAM array’s row-activate to column-strobe delay time.  The RD 
command is performed by asserting CAS* and by presenting the desired bank se-
lect and column address along with the auto-precharge (AP) flag. The AP flag 
tells the SDRAM to automatically pre-charge the activated row upon completion 
of the requested transaction, which returns the row to a quiescent state and also 
clears the way for another row in the same bank to be activated in the future [25]. 

Once the controller issues the RD command, it waits a predetermined 
number of clock cycles before the data is returned by the SDRAM. This delay is 
known as CAS latency (CL). Once the CAS latency has passed, data is allowed to 
flow on every clock cycle, for as long as the specified burst length [25]. 

 
Figure 2-11: Four-word SDRAM burst write with DQM disable & DQM 

masking [25] 
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SDRAM can provide very high bandwidth in applications that exploit the 
technology’s burst transfer capabilities. The burst length is often of the same 
length as the cache line in order to utilize cache accesses more efficiently. 

2.8.1.6. DDR SDRAM 
Conventional SDRAM devices transfer one word on the rising edge of each 

clock cycle. At any given time, there is an upper limit on the clock speed that is 
practical to implement for a board-level interface. 

When this level of performance proves insufficient, double data rate 
(DDR) SDRAM devices can nearly double the available bandwidth by transferring 
one word on both the rising and falling edges of each clock cycle and by having an 
internal data path twice the width of the external data bus [81]. Instead of supply-
ing a 2× clock to the SDRAM for its DDR interface, a pair of complementary 
clocks, CLK and CLK*, are provided that are 180° out of phase with each other.  

2.8.1.7. DDR2 SDRAM 
DDR2 operates at an external data bus with twice the clock rate. This is 

achieved by operating the memory cells at half the clock rate (one quarter of the 
data transfer rate), rather than at the clock rate as in the original DDR. Conse-
quently, a DDR2 device operating at the same external data bus clock rate as a 
DDR device provides the same bandwidth but with higher latency, resulting in a 
higher performance.  

Like all SDRAM implementations, DDR2 also stores memory in memory 
cells that are activated with the use of a clock signal to synchronize their operation 
with the external data bus. Like the DDR technology, DDR2 cells transfer data 
both on the rising and falling edge of the clock.  

The key difference between DDR and DDR2 is that in DDR2 the bus is 
clocked at twice the rate of the memory cells, so four bits of data can be trans-
ferred per memory cell cycle. Thus, without changing the memory cells them-
selves, DDR2 can effectively operate at twice the data rate of DDR [82].  

2.8.1.8. DDR3 SDRAM 
DDR3 SDRAM, an improvement over DDR2 SDRAM, has the ability to 

transfer data with twice the data rate of DDR2 (I/O at 8× the data rate of the 
memory cells it contains), thus enabling higher bus rates and higher peak rates 
than earlier memory technologies. 

There is no corresponding reduction in latency, as that is a feature of the 
DRAM array and not the interface. In addition, the DDR3 standard allows for 
chip capacities of 512 megabits to 8 gigabits, effectively enabling a maximum 
memory module size of 16 gigabytes. It should be emphasized that DDR3 is a 
DRAM interface specification; the actual DRAM arrays that store the data are the 
same as in any other type of DRAM, and have similar performance [83]. 

2.8.1.9. DDR4 SDRAM 
The successor to DDR3, the DDR4 is the next generation of the DDR 

SDRAM technology, and it is expected to be introduced in 2012 and to run at 
clock speeds significantly greater than 1 GHz, requiring operating voltage of just 
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1.2 volts, following previous trends for DDR development [84].  The initial 
DDR4 speed grade is expected to be 1.6GHz [85]. 

2.8.1.10. IRAM 
In 1997, a new RAM technology called intelligent RAM (IRAM) was de-

veloped at University of California, Berkeley, which integrated the microprocessor 
and the DRAM primary memory into a single chip. Such implementation was 
claimed to bridge processor-memory performance gap via on-chip latency 5-10 
times, and bandwidth 100 times as well as improve energy efficiency 2-4 times 
(due to lack of a DRAM bus) [86]. 

The first IRAM chip, VIRAM1, came out in October 2002. The design 
was fabricated by IBM, who manufactured the wafers in June 2003. Although 
initially IRAM proposals focused widely on tradeoffs between CPU and DRAM, 
over time IRAM research came to concentrate only on vector instruction sets. 

2.8.2. Non-volatile Memory 
Non-volatile memories can retain the stored information even when they 

are not powered. Every stored-program microcomputer requires some form of 
non-volatile storage to store the initial program that runs when the computer is 
powered on or otherwise begins execution (a process known as bootstrapping or 
booting). ROM and successor technologies such as flash are crucial in embedded 
systems for such purposes. 

2.8.2.1. Read-Only-Memory (ROM)  
ROMs are non-volatile memories that can be read but cannot be written. 

ROMs can be either re-programmable (PROM ) or non-programmable (OTP 
ROM ). PROMs can be re-programmed using either masking techniques or by 
blowing the connections (called fuses) in the infrastructure. 

Since data stored in ROM cannot be modified (at least not very quickly or 
easily), it is mainly used to distribute firmware, the software used in embedded 
systems. The firmware is developed for embedded systems that do not have disk 
drives (e.g. avionics embedded systems).  Such embedded systems are designed to 
perform tasks for years without any errors. Thus, solid-state parts like flash memo-
ries are more reliable than those of moving ones such as buttons, switches and disk 
drives. 

Boot ROMs are often able to load the boot loader or diagnostic program 
via serial interfaces like UART, SPI and USB. This feature is often used for system 
recovery purposes when for some reasons usual boot software in the non-volatile 
memory gets erased. This technique could also be used for initial non-volatile 
memory programming when there is clean non-volatile memory installed and 
hence no software is available in system yet. 

2.8.2.2. EPROM 
EPROM (electrically programmable ROM) uses a MOS transistor as the 

programmable component. Reading an EPROM is much faster than writing since 
it doesn’t require such programming procedure. EPROMs are no longer used in 
industry. 

 

http://www.berkeley.edu/
http://iram.cs.berkeley.edu/Pics/final_chip.gif
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2.8.2.3. EEPROM 
EEPROM (electrically erasable programmable ROM) was developed to 

eliminate the time-consuming procedure of exposure to UV light (of EPROMs) 
for erasing and re-programming the memory cells. An EEPROM is both read and 
written electrically and can only be erased by applying a suitable electrical voltage 
to the device; thus requiring only seconds compared to minutes of EPROM. 
However, the erase/write cycle is slow; but it is typically performed on large blocks 
of memory instead of at bit or byte level [81]. They have higher cost; but better 
write ability and storage permanence than EPROMs. 

EEPROM is used for software loads, diagnostic test results and other soft-
ware elements essential to embedded microcomputer operation. It is important for 
storing low level primitives such as boot loaders, interrupt handlers and diagnostic 
software for each avionics module [81].  

2.8.2.4. Flash 

Flash is an extension of the EEPROM developed in late 1980s. It has the 
same floating gate principle as EPROM/EEPROM; however large blocks of 
memory can be erased at all once rather than just one word at a time as in a tradi-
tional EEPROM. A block is typically several thousand bytes large. 

Flash is the most commonly used non-volatile storage technology in avion-
ics systems. Since access time is much slower than volatile memories, it is used 
only for non-volatile storage. Any code stored such as diagnostics code or main 
programs must be copied to volatile memory at system start-up for proper execu-
tion performance. 

The fast erase ability can improve performance of embedded systems signif-
icantly where large blocks of data must be stored or read in high speed, such as 
during bootstrapping in an embedded system. A drawback is that writing a single 
word in flash memory may be slower than in EEPROM since an entire block will 
need to be read, the word within that block will have to be updated and the entire 
block has to be written back. Flash can offer access times and densities similar to 
those of DRAM since it also uses a single transistor and employs large blocks of 
transfer. There are two kinds of flash memory technology available today: NAND 
and NOR, which have different construction principles and characteristics.  

2.8.2.5. NOR vs. NAND Flash 
In NOR flash, memory cells are connected in parallel to bit lines, allowing 

cells to be read and programmed individually and enabling the device to achieve 
random access with short read times [88]. A NOR flash device has relatively long 
erase and write times, however it provides a full address and data bus, allowing 
access to any single memory location [89]. 

NAND flash devices were developed after NOR devices and their cells are 
connected in series (like a NAND gate), which prevents cells to be read and pro-
grammed individually – they must be read in series. These devices therefore have 
faster erase and write times and require a smaller chip area (allowing greater stor-
age densities and therefore lower costs-per-storage-bit). The endurance of NAND 
flash device is also ten times that of NOR flash device. However, the I/O interface 
of a NAND flash does not provide a random-access external address bus [89]. Da-
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ta must be read on a block-wise basis (typical blocks of hundreds of bytes to kilo-
bytes), which is very problematical as processors need random-access to the 
memory in order to execute programs located there. It’s also not possible to linear-
ly address the NAND flash.  

Historically, the NOR flash technology has been the storage medium of 
choice for holding executable code, such as power-on boot loaders and BIOS 
software. The relatively fast access times and the ability to linearly address the flash 
memory within a system memory space encourage its use for code storage applica-
tions. NAND flash devices, which have relatively slower access times, and a non-
linear interface, have typically not been used for storing code – they have instead 
emerged as a disk-like repository for application data. Their higher density and 
superior write performance make them well-suited for platforms that require large 
amounts of data storage [90]. 

For a system that needs to boot out of a flash device, if read latency is an is-
sue, NOR flash is the answer. However, for storage applications, the higher densi-
ty and high programming and erase speeds make the NAND flash the best choice. 
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2.8.3. Memory Technologies Timeline 

 

Figure 2-12: Memory Technologies Timeline 
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2.9. PowerPC 

2.9.1. Background 

PowerPC or PPC is the abbreviation for Power Performance Computing 
and it is a RISC architecture created by the Apple–IBM–Motorola Alliance 
(AIM) formed in 1991. Originally intended for PCs, PowerPC CPUs have be-
come also popular among embedded processors. PowerPC architecture is based 
predominantly on IBM's earlier POWER architecture, which was introduced in 
1990. The original POWER microprocessor was one of the first superscalar RISC 
implementations.  

IBM was working previously on a single-chip POWER microprocessor, 
called the RSC (RISC Single Chip), and in early 1991 they realized that their de-
sign could potentially become a high-volume microprocessor across the industry 
[91]. 

The first product of the POWER architecture was the PowerPC 601 (re-
leased in 1992) which was based on the RSC. The second generation included 
PPC 603 and 604. The 603 was notable because of its very low cost and power 
consumption. The first 64-bit implementation of the family was the PowerPC 
620.  

In 2004, Motorola exited the chip manufacturing business by launching its 
own semiconductor business as an independent company called Freescale Semi-
conductor. Similarly, IBM also exited the embedded processor market by launch-
ing its own line of PowerPC products to form Applied Micro Circuits Corpora-
tion (AMCC). Eventually, in 2005, Apple announced that they would no longer 
use PowerPC processors in Macintosh computers, favoring Intel processors in-
stead. 

IBM sooner developed a separate product line called the "4xx" line focusing 
on the embedded market, including the 401, 403, 405, 440, and 460. While the 
4xx series of embedded processors was underway inside IBM, the PowerQUICC 
line was the result of work inside Motorola.  

For the automotive market, Freescale Semiconductor implemented a large 
number of variations called the MPC5xx family such as the MPC555, built on a 
variation of the 601 core, called the 8xx. In 2004, the next-generation 55xx devic-
es were launched for the automotive market, which used the newer e200 series of 
PowerPC cores. 

The IBM-Freescale alliance is currently replaced by an open standard or-
ganization called Power.org, which operates under IEEE. The PowerPC specifica-
tion is now handled by Power.org where IBM, Freescale, and AMCC are all 
members. PowerPC and POWER processors are now jointly marketed as the 
Power Architecture.  

PowerPC processors are estimated to be in 50% of the world’s automobiles 
and they run on four of the world’s top five fastest supercomputers and forty-four 
of the top hundred, and they are the dominant processor architecture in major 
embedded markets [92]. 

 

http://en.wikipedia.org/wiki/Microprocessor
http://en.wikipedia.org/wiki/Superscalar
http://en.wikipedia.org/wiki/PowerPC_600
http://en.wikipedia.org/wiki/1992
http://en.wikipedia.org/wiki/PowerPC_600
http://en.wikipedia.org/wiki/Freescale_Semiconductor
http://en.wikipedia.org/wiki/Applied_Micro_Circuits_Corporation
http://en.wikipedia.org/wiki/2005
http://en.wikipedia.org/wiki/Intel


 Embedded Microprocessors and Memories  

49 
 

2.9.2. Architecture 

The PowerPC is designed based on RISC principles, and it implements a 
superscalar architecture. The architecture exists in both 32-bit and 64-bit imple-
mentations.  

The common pipeline stages for all PowerPC implementations are as fol-
lows: 

1. Fetch: Fetch the instruction from the instruction buffer. Depending on im-
plementation, multiple instructions can be sent from I-cache to instruction 
queue every cycle. 

2. Decode: Decode each fetched instruction.  

3. Issue: Determine when an instruction can be dispatched to the appropriate 
execution unit (EU). Depending on the OOOE implementation, at the end of 
issue stage, operands are generally latched to the EU’s reservation station. 

4. Execute: EUs execute the instruction. Execution time is different for specific 
instruction types and EU types (simple integer, complex integer, branch, load-
store, floating-point etc.). Usually, renamed registers notify completion stage 
and if exists, results are buffered in completion queue. 

5. Complete: Track which instructions have finished execution and can be re-
tired. 

6. Write-back: Results are written to appropriate register/memory section from 
renamed register. 

Today, there are two active branches of the PowerPC architecture family 
tree, the PowerPC AS architecture and the PowerPC Book E architecture. Spe-
cifically, the PowerPC Book E architecture, referred to as Book E, is a collabora-
tion between IBM and Motorola for the special requirements of the embedded 
market  and it offers support for both 32-bit and 64-bit implementations, with the 
64-bit implementations having support for full 32-bit compatibility with the Pow-
erPC applications [93]. 

The PowerPC architecture uses instructions that are four bytes long and 
word-aligned and it has native support for byte (8-bit), half-word (16-bits), word 
(32-bit), and double-word (64-bit) data types. PowerPC implementations can also 
handle string operations for multi-byte strings up to 128 bytes in length. For misa-
ligned data accesses, alignment support varies by product family, with some taking 
exceptions and others handling the access through one or more operations in the 
hardware.  

The default endianness for most PowerPC processors is big endian, but 
this can be modified via software. Book E is endian-neutral, as the Book E archi-
tecture fully supports both accessing methods.  

PowerPC's application-level registers are broken into four main classes: 
general purpose registers (GPRs), floating point registers (FPRs), floating 
point status and control register (FPSCR), and special purpose registers 
(SPRs).  
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With software support, PowerPC floating-point arithmetic is fully com-
pliant with the ANSI/IEEE-754 specification. Both single-precision and double-
precision floating point formats are supported in all arithmetic/comparison opera-
tions and specific floating-point exception classes can be enabled or disabled for 
supporting a trapping environment [93]. 

The PowerPC architecture has no notion of a stack for local storage i.e. 
there exist no push or pop instructions; and no dedicated stack pointer register 
defined by the architecture.  

Each PowerPC processor includes one or more fixed point unit (FXPU) 
for computations with integers and memory addresses; one or more floating 
point unit (FPU) for computations with floating point values; a branch pro-
cessing unit (BPU) for executing all conditional and unconditional branches, 
calls, system calls, and conditional move and logical operations; cache controllers 
to handle access to main memory; direct memory access (DMA) to isolate direct 
memory accesses from I/O and a memory management unit (MMU) for address 
translation.  

Figure 2-13: PowerPC architecture 
The PowerPC register set differs from one computer architecture to anoth-

er and is usually a combination of general-purpose and special purpose registers. 
The CPU fetches instructions from memory, reads and writes data from and to 
memory, and transfers data from and to peripheral devices. 

The instruction unit (IU) is responsible for maintaining the fetch pipeline 
and for dispatching instructions and storing the instruction that is required to 
process the data. IU contains the branch processing unit (BPU) which receives 
branch instructions from the sequential fetcher in IU and resolves the conditional 
branches as early as possible using both static and dynamic branch prediction, try-
ing to achieve a possible zero-cycle branch penalty by avoiding stalls in the pipe-
line; and the fetch unit (FU) to fetch the instructions from the pipeline as well as 
the instruction buffer that holds the queue of instructions ready for execution.  

Instructions are loaded from the instruction queue (IQ) in the instruction 
unit, whose size depends on the processor model. The instruction fetch unit con-
tinuously loads as many instructions as the space in the IQ allows. After fetching, 
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instructions are forwarded to their corresponding execution units by the help of 
the dispatch unit (DU). 

Instructions are dispatched through an issue queue. If space is available, af-
ter decoding instructions supplied by the instruction queue, source/target oper-
ands are renamed and dispatched to the appropriate issue queues.  

The processor architecture may also contain a completion unit (CU). As 
explained in section 2.3.4 about speculation, the CU is responsible from tracking 
instructions from dispatch through execution, and then retires &  completes them 
in program order; with the help of a completion queue to correctly order comple-
tion of instructions [94]. 

Various types of execution units (EUs) depending on the processor core 
model execute the instructions and compute the results. Typical EUs are floating 
point unit (FPU), branch unit (BU), integer unit (IU) and load/store unit 
(LSU).  Depending on the processor model, IU can also have additional complex 
integer unit (CIU) and/or an auxiliary processing unit (APU) for further at-
tachment of external hardware coprocessors, mainly floating point units (FPU). 
Similarly, the BPU can contain a BTB, BPB or BTAC depending on the processor 
core. 

The memory unit is responsible for handling the virtual memory, which is 
carried out by the memory management unit (MMU) and TLBs located in the 
MMU, interfacing L1 cache for transferring information/data to/from the CPU 
via managing cache controllers and communicating with the core interface unit in 
order to access primary memory. Depending on the processor core, memory unit 
can contain additional line fill buffers to speed-up the cache access, miss buffers 
to reduce the miss penalty, push buffers to reduce the latency for requested new 
data on a cache miss (in case of copy-back), a completion unit (in case of 
OOOE) to hold the committed instructions, store buffers to defer the pending 
write misses or writes marked as write-through. All of these additional features 
provide significant performance enhancement. 

The core (bus) interface unit (CIU or BIU) is responsible for communi-
cation with the peripheral devices, mainly the primary memory. Similarly, it can 
employ a touch load buffer to allow an instruction stream to prefetch data from 
the primary memory prior to a cache miss. 

The load/store Unit (LSU) is an interface between the data cache and the 
general-purpose registers (GPRs). LSU is directly coupled to the data cache and 
provides all of the logic required to calculate effective addresses, provides sequenc-
ing for load/store multiple operations, and interfaces with the core interface unit. 

Data line fill buffers (DLFBs) are used for loads as well as cacheable data 
stores.  Stores are allocated here so loads can access data from the store queue im-
mediately, not waiting for the data to be written to the cache [94]. Same is valid 
for instruction line fill buffers (ILFBs). Instructions are typically fetched from 
the L1 instruction cache; but if caching is disabled, instructions are fetched from 
the the ILFB instead. 

As loads reach the LSU, they try to access the cache. On a hit, the cache re-
turns the data. On a miss, the LSU allocates an entry in the load miss queue 
(LMQ) and a DLFB entry.  
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The LSU then queues a bus transaction to read the line. If the subsequent 
load hits, the cache returns the results. If the subsequent load misses, the LSU al-
locates a second LMQ entry and, if the load is to a different cache line than the 
outstanding miss, it allocates the second DLFB entry and queues a second read 
transaction on the bus [94]. 

2.9.3. The PPC440EPx and MPC5554 in Real Life 

MPC5554 is used in various application areas, but mainly in automotive 
industry, in applications such as multipoint fuel injection control, electronically 
controlled transmission, direct diesel injection (DDI) and gasoline direct injection 
(GDI); and also in avionics industry such as turbine control [95]. 

PPC440EPx is used mainly in consumer applications including digital 
cameras, video games and internet appliances, office automation products such as 
laser printers and storage and networking products such as RAID controllers, 
routers, ATM switches, cellular base-stations and network cards [96]. 

Detailed information regarding these two processors can be found in ap-
pendices A and B attached at the end of the thesis. 
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2.9.4. PowerPC Timeline 

 
Figure 2-14: PowerPC Timeline 
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3. Benchmarking and Performance Evaluation 

3.1. Background 
Benchmarking is a means of measuring performance against a standard, or 

a given set of standards and benchmarks are standardized programs run on a com-
puter to estimate its performance [97]. Performance-based design has made 
benchmarking a critical part of the design process [98] in the way that benchmark-
ing allows designers to test the system to be designed before delivery to the market 
and to observe possible faults or lacks in the system behavior even before the im-
plementation, thus saving cost and time in the overall design process effectively.  

As benchmarking can be used to evaluate different systems and compare 
them in terms of performance, it can also be used to evaluate the same system that 
is to be used in different applications with regard to performance. Since applica-
tion domain of embedded systems is very large, benchmarking process must be 
able to cover most of these fields, which makes it a great challenge [99]. Thus, we 
need a way to characterize potential application fields and categorize them into 
groups where each group of applications has similar characteristics. (This forms 
the basis of EEMBC and MiBench benchmarks) 

Benchmarking is done with the help of benchmark programs which are 
software programs that estimate the performance of the system via a certain algo-
rithm defined by the benchmark program. Benchmarking exists for various appli-
cation fields such as DSP, automotive, general performance (e.g. desktop comput-
ers, graphics cards), telecommunication etc. In order make sure that we are using 
the appropriate benchmark for the target system, we should first determine which 
application domain we want to evaluate the system for. 

Benchmarking of embedded systems is trickier and more difficult than a 
regular desktop computer or workstation.  This is because embedded systems have 
a large number of instruction set architectures (ISA), making it difficult to port 
the benchmark to run on all ISAs [99]. Furthermore, the domain of embedded 
systems is diverse. Thus, the benchmark must be able to refer to most of the appli-
cation fields, which creates a great challenge.  

There have been some efforts to characterize embedded workloads, most 
notably the suite developed by the EDN Embedded Microprocessor Benchmark 
Consortium (EEMBC). This consortium has recognized the difficulty of using 
just one suite to characterize such a diverse application domain and has produced a 
set of suites that model typical workloads in five embedded markets. 

The dominant programming language used in embedded system bench-
marks is C as in embedded systems; but embedded system compilers usually im-
plement various extensions to the standard C language. Since each of embedded 
systems programs is written for a specific compiler and a specific hardware plat-
form, the compiler has to mimic the C variants used by several different compilers 
[100]. 

There are four main classes of instructions in the instruction mix of a 
benchmark program: control (unconditional and conditional branches), integer, 
floating point and memory (load and store). On the other hand, embedded system 
applications vary depending on their focus. There are control intensive programs 
which have a much larger percentage of branch instructions; computation intensive 
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applications which have a larger percentage of integer or floating point ALU oper-
ations and I/O applications which depend on how data is manipulated during its 
transfer [99]. 

Thus, benchmarks can further be divided into three categories depending 
on the application category they have been intended for (i.e. control benchmarks, 
computation benchmarks or I/O benchmarks). Since it is very difficult to fit exist-
ing benchmarks solely into one category, it is a better idea to take a combination 
of these criteria (such as control-computation benchmarks or control-I/O bench-
marks).  

Another useful way to categorize benchmarks is whether they are synthetic, 
or application based. A synthetic benchmark is created with the intention to meas-
ure one or more features of a system, processor, or compiler and it may try to 
mimic instruction mixes in real world applications [101]. However, they are not 
related to how that feature will perform in a real application. 

Application-based or "real world" benchmarks use the code drawn from re-
al algorithms or full applications and they are more common in system-level 
benchmarking requirements [101]. 

When we talk about benchmarks, we consider two basic properties of the 
benchmark programs: static and dynamic. Static properties are the properties that 
can be determined by analyzing the source code of a program, without executing it 
[102]. Thus, they are measured prior to execution. A typical example would simp-
ly be the worst-case execution time (WCET) analysis since it is performed by stati-
cally analyzing the code. 

In contrast, dynamic properties are determined by observing the execution 
of the program in the specific processor. They are relevant only when comparing 
processor performance. 

The optimal benchmark program for a specific application is the one who 
is written in a high-level language, portable across different machines, and easily 
measurable as well as having a wide distribution [102].  

3.2. Classical Benchmarks 

3.2.1. Whetstone 

Whetstone was the first intentionally written benchmark software to meas-
ure computer performance and it was designed to simulate floating point applica-
tions. It contains a large percentage of floating point data and instructions, a 
number of very tight loops along with fairly small instruction caches and a high 
percentage of execution time (approximately 50%) is spent in mathematical li-
brary functions [102].  

The benchmark is very simple, consists of nine small loops, having ex-
tremely high code locality (100% hit ratio can be expected even for fairly small I-
caches), three of which execute via procedure calls; three loops carry out floating 
point calculations, two functions, one assignments, one fixed point arithmetic and 
one branching statements where the dominant loop usually accounts for 30% to 
50% of the time [103].   

The majority of its variables are global and the test will not show up the 
advantages of architectures such as RISC, where the large number of processor 
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registers enhances the handling of local variables [102]. Thus, the tests can only 
reference a small amount of data which fit in the L1 cache, thus L2 cache and 
memory speed have no influence on Whetstone performance. A large number of 
global variables is used instead of few local variables, thus a compiler that uses 
global variables as register variables will boost Whetstone performance [97]. Whet-
stone originally measured computing power in units of kilo-Whetstone instruc-
tions per second (kWIPS), but this was later changed to millions of Whetstone 
instructions per second (MWIPS). 

3.2.2. Dhrystone 

Dhrystone was an intention to measure the performance of computer sys-
tems, not embedded processors, and with a focus on integer performance only. 

In contrast to Whetstone, it contains no floating point operations and a 
considerable percentage of time is spent in string functions [104], making the test 
very dependent upon the way such operations are performed (e.g. by routines writ-
ten in assembly language). It contains hardly any tight loops, so in the case of very 
small caches, the majority of instruction accesses will be misses. However, the situ-
ation changes radically as soon as the cache reaches a critical size and can hold the 
main measurement loop [105].  

The benchmark was originally written in ADA; but the C version of 
Dhrystone is the one mainly used in industry. The original Dhrystone benchmark 
is still used to measure CPU performance today. The Dhrystone code is dominat-
ed by simple integer arithmetic, string operations, logic decisions, and memory 
accesses intended to reflect the CPU activities in most general purpose computing 
applications [106]. 

Dhrystone’s result is determined by measuring the average time it takes a 
processor to perform many iterations of a single loop containing a fixed sequence 
of instructions that make up the benchmark [106]. Dhrystone measures perfor-
mance in terms of DMIPS, or Dhrystone MIPS/MHz. 

Advantages of Dhrystone are its compactness, wide availability in the pub-
lic domain, and simplicity to run. However, the DMIPS score actually reflects the 
performance of the C compiler and libraries, probably more so than the perfor-
mance of the processor itself and customers have to be dependent on processor 
vendors to quote accurate Dhrystone scores. 

Dhrystone code is very compact; occupying just 1-1.5 kilobytes of com-
piled code and because of its small size, memory access beyond the cache is not 
exercised [106]. However, almost all processor cores are embedded with cache 
memories nowadays, therefore the overall memory hierarchy, and the way that the 
memory is managed heavily affect system design and performance in reality. In 
this sense, Dhrystone fails to take systems with such large memory subsystems, 
including processors and systems with L1, L2, and L3 caches and also fails to take 
into account any of the RISC computing enhancements such as superscalar/super-
pipeline architecture, availability of sophisticated floating point processor units 
inside main processors, VLIW processors, optimizing compilers, multitasking, or 
any large real-time embedded applications. 
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Following its release, Dhrystone succeeded in giving an alternative bench-
marking tool to vendors’ literal MIPS ratings; however as mentioned above, it is 
not a particularly good predictor of real world performance, especially for complex 
embedded systems. 

More recent benchmark initiatives, such as those offered by EEMBC [107], 
provide a variety of benchmarks designed to test a range of application domains. 

3.2.3. SPEC Benchmarks 

SPEC (Standard Performance Evaluation Corporation) benchmark 
suites [108] are often used to evaluate the performance of programming tools, in-
cluding those used for embedded systems programming. It is a CPU-intensive 
benchmark for evaluating processor performance of workstations and has four 
generations: CPU92, CPU95, CPU2000 and CPU2006. SPEC characterizes a 
workload for general-purpose computers by providing a self-contained set of pro-
grams and data divided into separate integer and floating-point operations. 

However, SPEC fails to address embedded system benchmarking require-
ments and is only applicable to desktop computers. A study by Engblom investi-
gates why SPEC benchmark is not appropriate for embedded systems; with the 
application areas being telecommunications, vehicle control, and home &  con-
sumer electronics and concludes that there is a need for benchmarks that are more 
representative for embedded systems [100]. The study points out that embedded 
systems benchmarks need to address characteristics of embedded programs. 

3.2.4. EEMBC Benchmarks 

In the 1990s, new innovations in hardware architecture drove a need for 
benchmarks based on real applications as RISC became embedded. VLIW became 
more practical using advanced compiler technology [104]. As a result, Embedded 
Microprocessor Benchmark Consortium (EEMBC) was formed. EEMBC's 
goal was to bring real-world, application-based benchmarks to the world. EEMBC 
code specifies over 35 separate benchmark kernels, divided into 5 application spac-
es: automotive/industrial, consumer, networking, office automation and telecom-
munications. The EEMBC benchmark suite is an attempt to provide the embed-
ded systems world with an equivalent of the desktop systems’ SPEC benchmarks. 

All processor scores are available on the EEMBC website, for free [107]. 
Currently EEMBC has over 180 scores available for free on its website, and has 
gained a huge amount of support over the years, including the PowerPC architec-
ture.  EEMBC is an open process and consortium for members to resolve disputes, 
express opinions, vote, and include new benchmarks into new versions [104]. 

EEMBC code also includes application-specific benchmarking tools such as 
Java benchmarks, digital entertainment benchmarks for MPEG-2 decode, MPEG-
2 encode and MPEG-4 decode, voice over internet protocol (VoIP) and cryptog-
raphy benchmarks. There is even benchmark available for multi-core processors, 
the MultiBench™  and for power consumption, the EnergyBench™ . 
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Unfortunately, the EEMBC benchmarks, unlike SPEC, are not readily ac-
cessible to academic researchers because of the high cost of joining the consortium 
[107]. 

3.2.4.1. Automark™ 
EEBMC proposed Automark™ , which is a coefficient obtained from the 

benchmark results, as a combination of numbers (geometric mean) that offers a 
single parameter of comparison and that expresses the performance of the target 
processor for a set of benchmarks.  In this way, we can run several different tests 
on a processor and summarize the performance with a single number, which is 
very practical when comparing the performance between various processors or be-
tween the different configurations of a single processor.  More detailed explanation 
is presented in the methodology chapter.  

3.2.5. MiBench 

MiBench is a set of 35 embedded applications for benchmarking purposes. 
Following EEMBC’s model, these benchmarks are divided into six suites with 
each suite targeting a specific area of the embedded market:  automotive and in-
dustrial control, consumer devices, office automation, networking, security, and 
telecommunications. All programs are available as standard C source code and 
hence they are portable to any platform that has compiler support. This bench-
mark has many similarities to the EEMBC suite as described on their official web-
site [10], but MiBench is composed of freely available source code unlike the 
EEMBC benchmark suite.  

3.3. CoreMark™ 
Since its formation, EEMBC has been seeking alternative benchmark soft-

ware that can be used instead of Dhrystone to measure the performance of em-
bedded processors better, especially due to Dhrystone’s susceptibility to compiler 
optimizations and its lack of memory operations, while the processor hardware, 
memory architecture, compiler and linker optimizing options all affect the 
benchmark score [110].  

Although EEMBC has produced a group of well-respected benchmarks 
covering categories such as automotive, consumer, multimedia, networking appli-
cations, Dhrystone is still widely quoted. EEMBC has recently released its first 
free, openly-available embedded systems benchmark [111], CoreMark™  as a re-
placement for Dhrystone. Based on EEMBC's various benchmarks targeting dif-
ferent embedded segments, CoreMark™  1.0 offers a generic benchmark for pro-
cessor cores that is more reliable than Dhrystone [112]. 

CoreMark™  focuses on exercising a processor’s basic pipeline structure, 
basic read/write operations, integer operations, and control operations [110]. 

The problem with EEMBC’s current benchmark suite is the publication 
process. EEMBC members may not publish a score unless it has been certified by 
EEMBC. Because certification costs money, processor vendors are not motivated 
to certify their scores unless they achieve industry leadership, slowing down the 
number of published scores in recent years [113]. 



Benchmarking and Performance Evaluation 

59 
 

CoreMark™  aims to solve this problem by eliminating the certification re-
quirement and offering the benchmark source code openly. CoreMark™  results 
can be generated and published by any vendor and customer. EEMBC has set up a 
specific website [111] for the distribution of CoreMark™  source code and the 
publication of scores.  

CoreMark™  workload consists of matrix manipulation that can exercise se-
rial and parallel MAC and math operations, linked-list manipulation to exercise the 
use of pointers, state machine operations to exercise data dependent branches in the 
pipeline and a CRC (Cyclic Redundancy Check) function [110]. It is not like the 
traditional EEMBC benchmarks; however, for example, it does not show the im-
pact of memory, I/O, and application specific functions [113]. 

3.4. Performance Evaluation Metrics 

3.4.1. Classical Metrics 

In order to understand the aspects of computer system performance, first 
we need to determine which aspects are interesting and useful to measure [115]. 
The set of values used to describe performance of a computer system is referred to 
as performance metrics. 

3.4.1.1. Execution time and CPU time 
Since we are mainly interested in how quick a particular program is execut-

ed, the fundamental performance metric of a computer system is naturally the ex-
ecution time, which is the time required to execute a program or task in the pro-
cessor. However, without a precise and accurate measure of time, it is not possible 
to analyze any performance metric. 

Thus, CPU time is used to describe the total time the processor spends on 
executing a program along with the clock time (CT) which is the duration of 
every clock pulse. 

The number of CPU clock cycles for executing a job is called the cycle 
count (CC), and the time it takes for the CPU to execute a job is simply:  
 

퐶푃푈	푇푖푚푒 = 퐶퐶	푥	퐶푇 = 퐶퐶	푥	
1
푓 

 
Here, CT is the cycle time and f is the clock frequency. 

3.4.1.2. Clocks per Instruction (CPI) 
It is much easier to count the number of instructions executed in a given 

program instead of counting the number of CPU clock cycles needed for execut-
ing that program. Therefore, the average number of clock cycles per instruction 
(CPI) has been used as an alternate performance metric [114]: 
 

퐶푃퐼 = 	
퐶푃푈	푐푙표푐푘	푐푦푐푙푒푠	푓표푟	푡ℎ푒	푝푟표푔푟푎푚

퐼푛푠푡푟푢푐푡푖표푛	푐표푢푛푡  
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 퐶푃푈	푡푖푚푒 = 퐶푃푈	푐푙표푐푘	푐푦푐푙푒푠	푓표푟	푡ℎ푒	푝푟표푔푟푎푚	푥	푐푙표푐푘	푟푎푡푒  
 

Thus,  

퐶푃푈	푇푖푚푒 = 	
퐼푛푠푡푟푢푐푡푖표푛	퐶표푢푛푡	푥	퐶푃퐼

퐶푙표푐푘	푅푎푡푒  

We know that the ISA of a processor includes mainly ALU, branch and 
load/store instructions. If the CPI of each instruction class is defined in the ISA, 
then we can compute the overall CPI as [114]:  

퐶푃퐼 = 	
∑ 퐶푃퐼	(푖)	푥	퐼(푖)
퐼푛푠푡푟푢푐푡푖표푛	푐표푢푛푡 

Here, I(i)  is the number of times an instruction of type i is executed in the 
program and CPI(i) is the average number of clock cycles needed to execute such 
instruction. 

Since CPI and instruction count both reflect ISA of a processor, it is not 
healthy to use CPI solely when comparing two processors since it can be mislead-
ing. 

3.4.1.3. MIPS 
Million instructions per second (MIPS) is another performance metric 

that has attracted attention in recent years and it is defined as follows: 

푀퐼푃푆 = 	
퐼푛푠푡푟푢푐푡푖표푛	푐표푢푛푡

퐸푥푒푐푢푡푖표푛	푡푖푚푒	푥	10 =
퐶푙표푐푘	푟푎푡푒
퐶푃퐼	푥	10  

One has to be careful when comparing performance of two computers with 
different ISAs. This is because the MIPS value doesn’t track execution time. Be-
sides, a RISC processor might have a high MIPS rating where each instruction 
does less useful work, which leads to incorrect evaluation [114]. 

3.4.1.4. MFLOPS 
 

Million floating point instructions per second (MFLOPS) has also been 
used as a measure for computer performance, and it is defined as: 

푀퐹퐿푂푃푆 = 	
푁푢푚푏푒푟	표푓	푓푙표푎푡푖푛푔	표푝푒푟푎푡푖표푛푠	푖푛	푎	푝푟표푔푟푎푚

퐸푥푒푐푢푡푖표푛	푡푖푚푒	푥	10  

Like MIPS, MFLOPS is also not a proper measure of performance since 
the set of floating-point operations may not be consistent across machines and 
therefore the actual floating-point operations will vary from machine to machine.  

3.4.2. Arithmetic and Geometric Performance Mean  
Performance evaluation metrics are quite challenging since wrong choice of 

the metrics can be deceiving on performance evaluation, as well as wrong estima-
tion of application workload.  
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The performance of a microcomputer regarding one particular program 
might not be interesting to look at. Instead, the use of arithmetic and geometric 
means are more appropriate to summarize performance regarding benchmark pro-
grams [114]: 

퐴푟푖푡ℎ푚푒푡푖푐	푚푒푎푛 = 	
1
푛

퐸푥푒푐푢푡푖표푛	푡푖푚푒  

			퐺푒표푚푒푡푟푖푐	푚푒푎푛 = 퐸푥푒푐푢푡푖표푛	푡푖푚푒  

Here, execution timei is the execution time for the i'th program and n is the 
total number of programs in the set of benchmarks [114]. 

3.4.3. Iterations per Second and Total Run Time 
In computing, solution of a problem is often based on performing the same 

steps repeatedly until a certain condition is satisfied, i.e. performing the same cal-
culations in loops so that every calculation will be an approximate of the final so-
lution. Each approximation is referred to as an iteration, and the number of times 
each operational cycle can be repeated in a second is called iterations per second. 
In programming, such iterations are carried out by loops in the program code.   

The EEMBC AutoBench™  algorithms consist of several loops which carry 
out a specific function depending on the characteristic of that algorithm. For ex-
ample, in angle-to-time conversion (a2time) algorithm, there exists a loop where the 
loop reads a previous real-time counter value from the test data file and subtracts it 
from the current counter value to determine the time between teeth edges. The 
loop continues to execute until the tooth counter is reset to zero by the specific 
requirement of the algorithm (refer to Appendix C for details). Thus, every time 
a2time algorithm executes the loop, it is said to have completed an “iteration” of 
the algorithm.  

Every EEMBC algorithm consists of several iterations, depending on the 
type and nature of that algorithm. Typical values in the EEMBC AutoBench™  are 
100, 200, 3000, 10000, 50000, 100000 and 200000. However, it is not im-
portant how many iterations the target processor spends in order to execute that 
algorithm, it is rather important how many iterations the processor executes every 
second. This is because number of iterations is fixed for every algorithm and inde-
pendent of the processor to be tested, thus what is important is how much time it 
takes for that specific processor to finish executing the algorithm, which is called 
the total run time.  

Total run time is not considered in our thesis, because it is appropriate 
when the WCET of the tasks in the avionics application is known so that we can 
judge whether the processor is capable of meeting the hard real-time requirements 
of the avionic application. Thus, we skip total run time and concentrate on itera-
tions per second to be able to healthily compare performance of the processors. 
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3.5. Related Work 
 

Considering embedded systems in avionics systems, only three previous 
studies were found during our research. In the first one, Johan Dahlberg briefly 
describes the special requirements for a computer board for use in space. In partic-
ular, he focuses on component selection and discusses the ways of mitigating the 
soft and hard errors and presents an implementation for a low-cost, relatively high 
performance computer that would work in the harsh space environment in his 
master thesis [115]. 

Amin Shahsavar covers the NFFP project at Ångström Aerospace Corporation 
(ÅAC) in Uppsala, Sweden in his master thesis. The goal of the project is to, with-
in the project span of three years, define and design a modular, robust and reliable 
avionics architecture based in micro-technology for UAV’s (Unmanned Aerial Ve-
hicles), with collaboration from SAAB Aerosystems and their UAV helicopter Skel-
dar. He first defines the ÅAC Modular Architecture (AMA) and then covers how 
it can sustain controlled flight with the help of different sensors and Kalman filters 
[116]. 

Finally, Wade Duym examines the effects of digital avionic systems on the 
survivability of modern aircrafts in his postgraduate thesis. He explored survivabil-
ity advantages and disadvantages present in the digital avionics system architecture 
designs [117]. 

Some further studies were found with a focus on the PowerPC architecture 
in particular. W. Pfeiffer develops a performance model for loops and kernels lim-
ited by memory access, where his obtained model parameters are specific to IBM 
Power3 processor family [118]. Diep et al. presents an instruction-level perfor-
mance evaluation of the 620 micro-architecture and develops a performance simu-
lator using the VMW (Visualization-based Micro-architecture Workbench), which 
could accurately model the micro-architecture down to the machine cycle level 
[119]. 

Oana Florescu explains and implements optimizations for the current im-
plementation of the compiler for the PowerPC architecture in her thesis, allowing 
it to increase the possibility of exploiting the instruction parallelism available in a 
program. She covers both register allocation and instruction scheduling [120]. 

Finally, Liang and Iqbal propose and implement an open-source bench-
mark, OpenMPBench, based on multiprocessor embedded system, selecting some 
computation intensive algorithms from MiBench, based on single processor sys-
tem in order to cover most computing feature for embedded processor. They also 
select algorithms that are parallelized in order to suit these algorithms to run on 
embedded processors [121]. 

As can be seen from the previous work carried out by various researchers, 
there have been work that just focus on either performance evaluation in general 
(many especially on Intel architecture) or on PowerPC architecture considering 
the old cores such as POWER3 and 6xx (as can be seen from the PowerPC time-
line one can easily see that they are more than ten years old). No similar work has 
been found so far that combines both and that focuses performance evaluation in 
PowerPC architecture in particular. 
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4. Methodology 
The process followed to analyze the target processors can be formalized 

with an algorithm as a result of the experience gained in this thesis work, and once 
some decision has been assumed, basically about the hardware environment and 
software tools for the experiments. 

4.1. Hardware Configuration 
In our project, we use the Green Hills MULTI® Integrated Develop-

ment Environment (IDE), which is the MULTI debugger integrated with the 
Green Hills compiler.  The processor board is connected via the Green H ills Su-
perTrace™ probe, which is connected with USB to the PC and with JTAG (for 
debugging) to the processor board and Das U-Boot (Universal boot loader), 
which is used to load the boot loader and initiate the connection to the PC for 
loading the code into the RAM on the processor board. However, boot loading is 
disabled when U-Boot is launched since we are not interested in the whole hard-
ware but only focusing on the CPU internals and the CPU-memory relationship 
in particular. U-Boot is to be only used with the PPC440EPx. Figure 4-1 shows 
the typical hardware setup including the processor board for the AMCC 
PPC440EPx processor board, the EP440CX. 

 

 
Figure 4-1: Hardware configuration of the project 

4.2. Software Tools 

4.2.1. MULTI Environment 
Green Hills MULTI® IDE provides the MULTI debugger software that 

provides the developing environment interface.  MULTI can access the processor’s 
registers, change their configuration and execute the code in the processor’s core 
without the help of an operative system. MULTI gives an appropriate experi-
mental environment for performance tests. 
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MULTI has been in use in SAAB Avitronics where this work has been per-
formed, so it has been our tool -by default- to access the processor’s internal com-
ponents and to debug the processors. 

4.2.2. Benchmarks 
Benchmark programs proposed by the Embedded Microprocessor Bench-

mark Consortium (EEMBC) have become a public de facto standard in the auto-
motive, consumer electronics, automation and telecom industries.  Automotive 
application algorithms are the most similar to avionics applications, thus Au-
tomark™  scores have been used for evaluation at SAAB Avitronics. Besides, it is 
free, open source, and has a support of a community on-line and it is constantly 
being updated. 

Evaluating the performance of a processor in real time conditions would 
need a benchmark that could simulate a real time application, where several tasks 
compete for execution in the processors core, which could calculate the worst time 
execution time (WCET) for each task;  however such free benchmark does not 
exist  in the market currently.  Recently EEMBC has released Coremark™  which 
focuses in evaluating the processors core performance. Coremark™  is worthy in 
future research but is not part of this thesis. 

The automotive benchmark suite is a set of sixteen algorithms that test dif-
ferent particular operations that execute between the processor and the primary 
memory, such as basic floating point operations, matrices, FIR filter, power width 
modulations etc. (refer to Appendix C for detailed information). Every benchmark 
algorithm consists of a code that includes loops to repeat a set of particular instruc-
tions and gives the result in terms of iterations per second (iter/sec), which is our 
raw data for the experiments.  We use this parameter to measure the performance 
of processors with respect to various configurations. 

EEMBC uses the Automark™  score, which represents a single-number fig-
ure of merit, calculated by taking the geometric mean of the sixteen individual 
algorithm results, divided by a constant number (307.455, normalization factor 
reference number) [107]:  

√푎	푥	푏	푥	푐	푥	푑	푥…
307.455  

Here a, b, c, d etc. are the results for every algorithm benchmark where n is 
the total number of algorithms (which is sixteen in this case) 

In addition to Automark™ , we also calculate another performance metric 
that we call Aviomark, which is a proposal we present in this thesis and which is 
similar to Automark™  with one difference:  it gives different weights to every al-
gorithm, opposed to Automark™  where every algorithm is of equal weight 
(100/16=6,25%). These weights are determined in collaboration with SAAB 
Avitronics, based on two typical applications used in SAAB Avitronics: High Lift 
(flaps for plane wings) and Motor Control.  These two applications have a differ-
ent workload demand from the CPU. These weights were provided by SAAB 
from real applications and have been used to form the Aviomark scores Aviomark 
HighL and Aviomark MotorC, which allow further comparison of performance 
between processors in our thesis in addition to Automark™  scores. In order to 
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understand the behavior of Aviomark, a detailed comparison with the traditional 
Automark™  is carried out in the results chapter. 

The performed experiments rely on obtaining the iterations per second val-
ue for every benchmark and for every configuration. Calculation of the Au-
tomark™  and Aviomark values are based on the iterations per second values.  The 
methodology of the work will be presented in sections 4.3 and 4.4 which explain 
the whole testing procedure and the data processing activity. 

4.2.3. GUI 
We have also developed and tested a graphical user interface (GUI) which 

helps with the processing of data during the experiments. The name of the GUI is 
called PPC-Tester and it is an executable file that creates the script files that 
MULTI® will run when changing configuration of the processor and executing 
benchmarks in the target processor, depending on the choice of the user. The GUI 
waits for results from MULTI and processes the raw data in order to calculate the 
Automark™  and Aviomark values and displays them to the user. 

Figure 4-2 gives a glimpse of the GUI. It has a collection of processors in 
the upper selector, where each processor provides the options available for configu-
ration, for example write policy, branch target etc. The GUI also gives the option 
to select one or more benchmarks from the automotive benchmark suite to run in 
the processor. It asks the user to choose an external name for the script to be creat-
ed; however it assigns an internal name according to configuration that is called 
“descrip”. These two names together with Automark™  and Aviomark values are 
shown in the bottom table when the results are processed. 

 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 4-2: GUI for file management 

The GUI creates the files to be executed by MULTI which are of “.rc” type 
and prepares another kind of files for MULTI, which are of “.mbs” type and 
which create a button layout in MULTI to simplify the evaluation process and 
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execution of scripts for users. In this layout, every configuration is assigned a but-
ton (color and letter) that appears in MULTI. The buttons are selected by the user 
when creating the script in GUI. 

The GUI processes the data in an Excel file and scans outputs from MUL-
TI. The final version of the Excel file is accessible directly by the users, where they 
can construct graphs that explain processor performance in detail. The GUI can-
not do this automatically however; it has to be done manually by the user. The 
GUI can only show the calculated Automark™  and Aviomark values.  For more 
details about the GUI, please refer to Appendix D. 

4.3. Tasks for evaluation of a board 
We present in Figure 4-3 a proposal for the tasks to follow while evaluating 

a new processor. This proposal is based on our experience during the thesis work. 
The flowchart in Figure 4-3 is general, thus our GUI is not shown as a part 

of it. It presents the approximate amount of time each activity is likely to take.  
The time every step of the process could take depends on the complexity of the 
processor under study and the unexpected hardware/software problems that could 
appear mainly due to hardware.  We have considered ourselves a medium level 
expertise in PowerPC architecture while considering the time it takes for each step.  

The flowchart also points out that there are some time-demanding activi-
ties, particularly the “study of processor’s manuals” activity.  This is because a cor-
rect understanding of the processor components and determining potential con-
figuration layouts is crucial while designing the test cases. The experiments are 
assumed to confirm the expected performance, giving numerical expressions for it; 
for example it is expected that a processor running without cache memory will be 
slower than the same processor with cache memory in use. The experiments are 
supposed to confirm this assumption and provide numerical values of this perfor-
mance differences.   

The last step in this process, “process results values into meaningful 
graphs”, demands an important time and deep understanding of the processor as 
well. This could be automated to some extent, but manual work would still be 
required because every processor has its own particular architectural issues to be 
analyzed. 

4.4. The Methodology for Board Evaluation 
We present another flowchart here that shows actions and tools used dur-

ing the experiments. This is described as a series of steps, as shown in Figure 4-4.  
First step:  This step is based on the study of the manuals and data sheets, 

and takes about half of the total time, as we had to go back many times to manual-
ly check the registers. In this step, we define the important parameters and possi-
ble configurations for the target processor that could affect the performance. 
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Figure 4-3: Tasks for evaluation of a board 
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Figure 4-4: Proposed methodology for board evaluation (informal UML format) 

Depending on the board, some configurations may need to be verified by 
the switches on the board, for example the clock frequencies. In this case, an oscil-
loscope is needed to verify the clock frequency; a descriptive manual of the board 
is helpful too.  Furthermore, some processors require more than one register to be 
changed in order to change the configuration, as well as checking the functioning 
of registers before the second step. 

Second step: This step includes the preparation of different potential con-
figurations, along with the possible number of configurations and the order of 
performance in each configuration that is expected. Determinism is first consid-
ered here.  A number of twenty to fifty configurations are reasonable, but this 
could be bigger, depending on the processor core.  These configurations would be 
stored in an Excel file that is of a suitable type for the GUI.  
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Third step: This step is the preparation of the designed test cases. Using 
the GUI, written scripts and files are created. 

Fourth step: Execution of the test cases by running scripts on MULTI® 
with the debugger connected to the board. 

Fifth step:  Data processing that the GUI executes and the experiment re-
sults it gives. 

Sixth step:  Analysis of results and construction of appropriate graphs that 
would explain the performance achieved by the particular processor. 

4.5. Illustrative Examples 
To show the work that is done at register and file levels, we present some il-

lustrative examples for different file types. 

4.5.1. Script Files: “.rc” 
The “.rc” files are composed by a series of commands specific to the MUL-

TI® IDE. MULTI executes a burst of commands using the script type “.rc”.  In 
the first part of script in the figure below, the registers are set. For example, cache-
enable and copy-back mode are set in the line: 

eval $L1CSR0=0x00100003 

The register used in this case is L1CSR0, and the value assigned to it is 
0x00100003.  For more information about the registers please refer to Appendix 
B.  

This script also defines the algorithms that will run with this configuration. 
In this example two benchmarks are considered: “basefp01” (floating point) and 
“tblook01” (table look up and interpolation).  The script command “debug” runs 
these algorithms by pointing to the location of their executable files.  For more 
information about the algorithms of the EEMBC AutoBench™ , please refer to 
Appendix C. 

The script “.rc” also defines the name, location and format of the output 
file from MULTI.  In this example the given name is: CB_B0_000.  These names 
are chosen by the user in the GUI and they should be carefully chosen to express 
the contents of the results. 

4.5.2. Setup Files: “.mbs” 
The “.mbs” files used in MULTI® create a set of buttons that are linked to 

the “.rc” scripts.  This is done to facilitate a proper and error-free execution of the 
experiment.  MULTI environment allows up to 20 buttons to display at a time, 
thus configurations are organized in groups of 20 buttons each.  These files are 
created by the GUI and look as in Figure 4-6.  In this example, a button with a 
green letter D is being associated to the script “CB_01_000”.  

In MULTI, it is needed to create a connection to these setup files, which 
has to be done manually by the user. Once the setup file has been connected to 
MULTI environment, script files can be run through the buttons.   

They have the appearance as shown in Figure 4-7. Here, the button with 
the red letter AQ has been associated to the script “NC_B0_111”, which means 
branch prediction has been disabled and all the buffers have been turned off, thus 
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 this configuration is expected to give the poorest performance. 

Figure 4-5: Script file type “.rc” 

Figure 4-6: Script file type “.mbs” 

Figure 4-7: MULTI environment with buttons for Copy-back (yellow) and No-
cache (red) configuration for the MPC5554 processor 
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4.5.3. MULTI output files: “.txt” 
The “.txt” files contain the results of the experiment and they look as in 

Figure 4-8 below: 

Figure 4-8: Multi output file type “.txt” 

The iterations per second value is one of the values shown for each bench-
mark run.  Sometimes, during execution with MULTI®, hardware errors pop-up 
and give missing lines in this file. In this case, the GUI will signal an error, but a 
visual inspection of these “.txt” files will locate the reason of errors. Once the loca-
tion of the error is identified, the corresponding benchmark should be run again, 
by modifying the “.rc” script file to run just that particular benchmark.  The bene-
fit to run small groups of benchmarks is fewer probability of obtaining errors.  
Every benchmark takes approximately one minute in average to execute, thus a set 
of sixteen benchmarks linked to one button would take approximately fifteen to 
sixteen minutes to execute.  We have noticed that hardware errors, when they ap-
pear, pop-up around the sixth minute. A useful solution, depending on the board, 
is to divide the benchmark set into two groups of eight each. 
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5. Results 
5.1. AMCC PPC440EPx 

We have determined the following performance parameters for this processor: 

5.1.1. Performance Parameters 

5.1.1.1. Force Full Flush (FFF) 
When the FFF bit is set, cache controllers always flush the entire cache lines, howev-

er when it is reset, cache controllers flush only as much data as necessary [122]. When a 
data cache line is flushed, the type of request made to the data write bus interface depends 
upon which dirty bits associated with the line are set, and the state of the FFF bit. FFF is 
mostly reset to zero, where the controller minimizes the size of the transfer. Thus setting 
this bit is expected to degrade the performance. 

5.1.1.2. Line Alignment 
If line alignment bit is reset, cache controllers do not raise any alignment exception 

on integer storage access instructions, regardless of alignment. However, when it is set, an 
alignment exception occurs on integer storage access instructions if data address is not on an 
operand boundary [122].  The alignment of the operand effective address of some storage 
access instructions may affect performance. Misalignments cause an alignment exception to 
occur, which may degrade the performance. 

5.1.1.3. Store Gathering 
Store gathering refers to gathering of memory write operations, especially the ones 

caused by separate store instructions that specify locations in either write-through or cach-
ing-inhibited storage, into one simultaneous access to memory. If set, store accesses that are 
handled as if they were caching-inhibited (due to their being both a miss in the data cache 
and being indicated as SWOA) may be gathered [122]. Store accesses that are only written 
into the data cache do not need to be gathered, because there is no performance penalty 
associated with the separate accesses to the array. 

5.1.1.4. Store-Without-Allocate (SWOA) 
If SWOA is set, then if the access misses in the data cache, the line will not be allo-

cated (read from memory), and instead the byte[s] being stored will be written directly to 
memory. Similarly, if SWOA is not indicated, the cache line will be allocated and the 
cacheable store miss will result in the cache line being read from memory [122]. 

For cacheable store accesses that are also write-through, the store data will also be 
written directly to memory, regardless of whether the access hits in the data cache, and in-
dependent of the SWOA mechanism. For cacheable store accesses that are not write-
through, whether the data is written directly to memory depends on both whether the ac-
cess hits or misses in the data cache, and the SWOA mechanism.  

If the access is either a hit in the data cache or if SWOA is not set, then the data will 
only be written to the data cache, and not to memory. 
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Similarly, if the cacheable store access is both a miss in the data cache and SWOA is 
set, the access will be treated as if it were caching inhibited and the data will be written di-
rectly to memory, but not to the data 
cache (since the data cache line is neither there already nor will it be allocated) [122]. Thus 
setting SWOA is also expected to degrade the performance. 

5.1.1.5. Speculative Threshold and Speculative Count 
The PowerPC Book-E Architecture permits implementations to perform specula-

tive accesses to memory, either for instruction fetching or for data loads. A speculative ac-
cess is defined as any access that is not required by the sequential execution model. 

The instruction-cache controller (ICC) of PPC440EPx provides a speculative 
prefetch mechanism which can be configured to automatically prefetch a burst of up to 
three additional lines upon any fetch request which misses in the instruction cache. 

The speculative count bit in the PPC440EPx core specifies the number of additional 
cache lines (from 0 to 3) to speculatively prefetch upon an instruction cache miss [122]. If 
this field is non-zero, upon an instruction cache miss, the ICC will first check the cache to 
see whether the additional lines are themselves already in the cache. If not, then the ICC 
will present a fixed-length burst request to the instruction PLB interface, requesting the ad-
ditional cache line(s). 

Another field, the speculative threshold bit, specifies a threshold value that is used to 
determine whether the speculative burst request should be abandoned prior to completion 
as a result of a change in direction in the instruction stream (such as a branch or inter-
rupt)[122].  

We assign the maximum value of three to speculative threshold in WTL and CBH 
scripts to force the cache controllers to prefetch the maximum value of three lines on an I-
cache miss, which in turn degrades the performance significantly since the bus is busy fetch-
ing three lines instead of just a single line provoked by the sequential execution model.  

5.1.1.6. Cache Locking 
In the scripts we estimated to give high performance, we separated the cache into 

equally divided three regions that have been explained in section 2.6.13., where each region 
uses 33% of the entire cache lines. To estimate the importance of each cache in a split cache 
structure, the best way is actually to disable the caches separately; however the PPC440EPx 
core does not provide any means for such configuration. In order to have a similar behavior, 
instead of disabling one of the caches entirely, we just leave a single line free in the specific 
cache we are interested in, whereas keeping the other cache unchanged (33% locking same).  

Normally in the applications of SAAB Avitronics, caches are either kept enabled or 
disabled. Even if cache locking is to be used, important sections of program code such as 
interrupt service routines (ISR) or important variables are locked so that they will not be 
permitted to be replaced by regular code or data. We are locking cache in the PPC440EPx 
just to compensate the inability to disable caches separately. 

5.1.1.7. Branch Target Address Cache (BTAC) 
Since both structures are accessed during the fetch of the branch (before the calculat-

ed target address can be obtained), this results in reduced branch latency. In the 
PPC440EPx core, BTAC can be disabled by resetting the corresponding bit, which is ex-
pected to degrade the performance. 
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5.1.1.8. Floating Point (FP) 
Floating point operations in PowerPC processors can either be executed by a specific 

hardware floating point co-processor or by the compiler through emulation of the floating 
point operations. The latter case obviously degrades the performance since instead of a ded-
icated hardware performing the floating point instructions, the integer and complex integer 
execution units will be handling the emulated instructions, thus delaying the actual integer 
instructions they are supposed to execute, interfering with the original instruction stream. 

5.1.2. Configurations  

After defining the potential registers that are significant from the performance point 
of view, we came up with a total of 22 setup scripts that we executed in the AMCC 
PPC440EPx processor core. Table 2 shows each setup script along with a brief comparison 
of the parameters used in each script. 

The scripts are divided into two main categories depending on whether they use 
write-through or copy-back write policy. These can be seen from the beginning of the name 
of the scripts, where WT denotes the former and CB denotes the latter type of write policy. 
This is followed by a letter which denotes the expected performance aspect of the script pri-
or to execution; H denotes higher performance whereas L denotes lower performance. 

The parameters we have determined in the PPC440EPx core are Force-Full-Flush, 
Line Alignment, Store Gathering, Store-Without-Allocate (SWOA), Speculative Count, 
Speculative Threshold, Cache Locking, Branch Target Address Cache (BTAC), Write Poli-
cy and Floating Point respectively. A brief explanation of the impact of each parameter is 
explained in the following sections. 

5.1.3. Determinism 

As mentioned earlier in this thesis, determinism is a crucial issue in avionics applica-
tions. It is defined as the predictability of a system behavior even under extreme operating 
conditions. 

In avionics applications, it is possible to choose embedded system hardware with 
more determinism than better performance, especially where unexpected execution flow 
may result in fatal consequences. In addition to the performance point of view we explained 
in the preceding section, we now try to add the determinism point of view to the case. 
However, such view does not include any practical results, but rather remains theoretical. 

To have a better glimpse of the concept, we introduce a term called “determinism 
levels”. The determinism level specifies how deterministic each configuration is depending 
on the setting of parameters explained. The higher the determinism level is, the more de-
terministic that configuration is.  

In order to have a clear understanding of the determinism levels, we emphasize the 
following points: 

i.  Disabling the cache entirely yields the best determinism 

Disabling both caches entirely obviously results in the poorest performance among 
all configurations, however if extreme predictability is required, such as in a safety critical 
application in the system, it is better to disable the cache completely and bypass it and ac-
cess the primary memory directly. 
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Table 2: Configuration scripts for the AMCC PPC440EPx processor 

This increased determinism is due to the working principle of cache memory (ran-
dom access to most recently used memory locations). 

We can never be 100% sure that the required data word is in the cache or not, since 
working of cache relies on probabilistic manner of buffering the most recently used memory 
words. By disabling the cache, however, we can make sure where the requested word is 
(which is the primary memory), even though it comes with the cost of severe performance 
loss. 

ii. Write-through is always more deterministic than copy-back  

This is because in write-through caches, upon a write miss, every time a line is writ-
ten to cache memory, it is written to primary memory too, which makes sure that there is 
always a “fresh” copy in the primary memory. However in copy-back caches, the data word 
is kept locally in the cache and it is written to primary memory if and only if the corre-
sponding cache line is dirty and has to be replaced. This mechanism makes write- through 
caches better in terms of determinism. This increases the bus traffic and degrades the per-
formance, compared to copy-back mechanism, though. 

iii. Cache locking improves determinism  

By locking the cache, we improve the determinism of the processor core. This is be-
cause the cache will now have a certain portion, operating with a limited number of lines 
instead of being able to access all the lines. By reducing the number of free lines available, 
we guarantee that the requested words will be written to the primary memory instead of the 
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cache memory. The more we lock the cache, the higher determinism level we land at. Con-
sequently, WTIDLOCK and CBIDLOCK will result in the best determinism after 
NOCACHE, since both caches are left only one line free in these configurations. 

iv. Locking the I-cache gives better determinism than locking the D-cache 

Since PowerPC is a RISC processor which is instruction-intensive rather than data 
intensive (instruction fetching is more important than data read/write), the CPU will be 
busier fetching from the I-cache than the D-cache; thus locking the I-cache will yield better 
determinism than locking the D-cache. Therefore, WTIDLOCK and CBIDLOCK are fol-
lowed by WTILOCK and CBILOCK and then by WTDLOCK and CBILOCK in terms 
of determinism. 

v. Speculative execution degrades determinism 

As explained before, speculative execution provides the processor to execute control-
dependent instructions even when it is not sure if they should be executed, by guessing the 
outcome of a control instruction and based on the guess, start executing it. This “guessing” 
mechanism is not deterministic at all, since we again introduce a probabilistic mechanism of 
execution. By adding speculation to PPC440EPx core, we force it to prefetch three addi-
tional lines from the primary memory on cache miss. This degrades determinism as well, 
since bus traffic is increased. 

vi. Store-Without-Allocate (SWOA) improves determinism 

Similar to disabling the cache, as explained in the SWOA parameter, enabling 
SWOA improves determinism only in the copy-back case. When the write misses in the 
cache in this case, then the cache is bypassed and data is written directly to primary 
memory. 

vii. BTAC degrades determinism 

Branch target address cache (BTAC) improves the branch prediction accuracy, 
which gives a better performance, however since it is a small cache memory holding the re-
cent branches in the instruction pipeline, it adds a random probabilistic pattern (we never 
can know whether that branch address will hit in BTAC or not, resulting in poor determin-
ism. 

viii. Force Full Flush degrades determinism  

When the appropriate bit is set, cache controllers in the PPC440EPx always flush 
the entire cache line even if it is not necessary. This obviously degrades the performance at 
first glance, since each requested line has to be written back to cache again after flushing. In 
a similar manner as cache disabling and SWOA, since the processor will be busier with 
cache operations, this again results in poor determinism (Note: This happens only if appli-
cation executes any flush operation). 

If we sum up all the points together, we result in the order of determinism as shown 
by Figure 5-1 among all configurations. 

It is important to mention that even though SWOA should make WTL and CBL 
more deterministic, the joint degrading effect of FFF, BTAC and speculation makes them 
result in a poorer determinism compared to WTH and CBH. 

 



Results: AMCC PPC440EPx 

77 
 

Besides, even though WTL and CBL have their branch prediction turned off, since 
the BTAC cache is not as big as the CPU cache (eight locations only), the speculation 
mechanism outweighs the positive effect of BTAC, resulting in a poorer determinism than 
WTH and CBH. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 5-1: Determinism levels in PPC440EPx 
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5.1.4. Performance 

5.1.4.1. Automark™  

5.1.4.1.1. Clock Frequency 

 
Figure 5-2: Effect of clock frequency (Automark™) 

Shifting the clock frequency from 666 MHz to 533 MHz degrades the performance 
about 25% independent of the configuration, which is roughly the ratio between these two 
frequencies. Under normal conditions, if the instruction mix consisted heavily of loads and 
stores, then the CPU would have to access primary memory also heavily, which would de-
crease the CPU utilization, resulting in a ratio much less than 25%.  

However, we see that this is not the case here because Automark™  utilizes all the six-
teen algorithms in a symmetrical manner; each algorithm is of equal weight in calculating 
the Automark™  grade. Some algorithms use heavily loads and stores and some not (see Ap-
pendix C), thus such symmetry cancels this effect. Unfortunately, it is not possible to 
change the bus frequency keeping the clock frequency constant, so we cannot investigate the 
effect of the bus frequency. 

5.1.4.1.2. Cache Locking 

 
Figure 5-3: Effect of cache locking in write-through case (Automark™) 
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Figure 5-4: Effect of cache locking in copy-back case (Automark™) 
From the graphs above,  it can be seen that leaving even one line available in either 

of the caches improves the performance significantly compared to completely disabling the 
entire cache. With the CPU running at 666 MHz, having one line of I -cache in use is 4.6 
times better for the write-through configuration and 6.2 times better for  the copy-back 
configuration, whereas having one line of D-cache in use is 6.6 times better for the write-
through configuration and 10,1 times better for the copy-back configuration.  

When the clock frequency is reduced to 533 MHz, having one line of I -cache in use 
is again 4.6 times better for the write-through configuration, but 6.4 times better for the 
copy-back configuration; whereas having one line of D-cache in use is 7 times better for the 
write-through configuration and again 10.1 times better for copy-back. 

We can conclude that shifting clock frequency from 666 MHz to 533 MHz does not 
change the relative amount of performance loss of the write-through configuration when 
the I-cache is locked compared to when it is disabled; and it also does not change the 
relative amount of performance loss of  the copy-back configuration when the D-cache is 
locked compared to when it is disabled.  

Similarly, even if we leave one line available in both caches, at 666 MHz 
performance remains 3.48 times better in write-through and 4.4 times better in copy-back; 
and at 533 MHz 3.51 times better in write-through and 4.28 times better in copy-back 
compared to disabling both caches. The reason for such phenomenon is that when the 
cache is disabled, load instructions will always result in a miss, forcing the CPU to access 
the primary memory all the time and initiating a read request using the PLB bus. However, 
since cache controllers are disabled, the data transfer will not be in burst. If the CPU 
requests another word from the primary memory which is within the vicinity of the first 
requested word, since we cannot speculate without cache controllers, the two words will be 
transferred one by one instead of a burst. Thus, even when we have one line free and the 
cache has to replace this single line all the time, burst transfer plus speculative execution 
makes it much faster than the case with disabled cache.  

Another important observation here is the difference of impact between disabling the 
data cache and disabling the instruction cache. In the latter case (when only one line is free 
in the I-cache), performance impact is more significant than the same case in the D-cache 
(when only one line is free in the D-cache). As mentioned before, instruction part of cache 
is more decisive for the performance in RISC architecture, which means the PPC440EPx 
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core is busier with fetching instructions than loading or storing data, so this observation is 
as expected. The impact of leaving one line in the D-cache affects copy-back and write-
through similarly, though. 

5.1.4.1.3. Hardware vs. Software FP 

Figure 5-5: Hardware vs. Software FP (Automark™ 666/166 MHz) 

Figure 5-6: Hardware vs. Software FP percentage comparison (Automark™ 666/166MHz) 
When we switch from hardware coprocessor to software emulation, performance 

degrades about 30% in write-through and 35% in copy-back as well as when the cache is 
disabled. This is as expected since execution units will be busier executing the emulated 
instructions in addition to their own dedicated integer/complex integer/branch instructions, 
which means that utilization of the cache memory will increase. Instead of buffering only 
those dedicated execution unit instructions, cache will now be busier with storing also the 
emulated floating point instructions.   

Another observation is that the amount of loss is same in the configuration where 
cache is disabled (NoC) and when copy-back is used (CBH). The write-through 
configuration experiences less performance loss compared to these two.  
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Thus, copy-back is found to be more sensitive to the switch from hardware to 
software FP. This is because write-through already writes a copy to  the primary memory 
simultaneously as to the cache, but copy-back has to check every time if the target line is 
dirty and if it has to be replaced. This extra control requirement makes the copy-back cache 
to be more sensitive to emulating floating-point operations. 

5.1.4.2. AvioMark for High Lift 

5.1.4.2.1. Clock Frequency 

Figure 5-7: Effect of clock frequency (Aviomark HighL) 
As in the Automark™ case, the shift from 666 MHz to 533 MHz degrades the 

performance by about 25%. 

5.1.4.2.2. Cache Locking 

Figure 5-8: Effect of cache locking in the write-through case (Aviomark HighL) 
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Figure 5-9: Effect of cache locking in the copy-back case (Aviomark HighL) 
If we do a similar analysis as in Automark™ , with the CPU running at 666 MHz, 

having one line of I-cache in use is 3.9 times better for the write-through configuration and 
4.98 times better for the copy-back configuration, whereas having one line of D-cache in 
use is 7.4 times better for the write-through configuration and 11.7 times better for the 
copy-back configuration.  

When the clock frequency is reduced to 533 MHz, having one line of I -cache in use 
is this time 3.9 times better for the write-through configuration, however again 5.2 times 
better for the copy-back configuration; whereas having one line of D-cache in use is 7.88 
times better for the write-through configuration and again 11.7 times better for the copy-
back configuration. 

We can conclude that shifting clock frequency from 666 MHz to 533 MHz does not 
change the relative amount of performance loss of the copy-back configuration when the I-
cache is locked compared to when it is disabled; and does not change the relative amount of 
performance loss of the write-through configuration when the D-cache is locked compared 
to when it is disabled. This behavior is exactly the reverse compared to Automark™ . 

Similarly, even if we leave one line available in both caches, at 666 MHz 
performance remains 3.33 times better in the write-through configuration and 4.22 times 
better in copy-back; and at 533 MHz, 3.39 times better in the write-through configuration 
and 4.07 times better in the copy-back configuration compared to disabling both caches.   

When we compare locking the I-cache with locking the D-cache, we see that in 
Automark, locking the I-cache yields about 30% worse performance compared to locking 
the D-cache in write-through and 39% worse performance in copy-back; whereas these 
values become 47% in write-through and 50.5% in copy-back when Aviomark HighL is 
used. Thus we can conclude that locking the I-cache is more effective in terms of 
performance compared to locking the D-cache from Aviomark HighL point of view. This 
phenomenon becomes more significant when we use Aviomark HighL, since the 
performance difference between locking the I-cache and locking the D-cache is bigger in 
Aviomark HighL than Automark™ . 
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5.1.4.2.3. Hardware vs. Software FP 

 
 

Figure 5-10: Hardware vs. Software FP (Aviomark HighL 666/166 MHz) 

 

Figure 5-11: Hardware vs. Software FP percentage comparison  
(Aviomark HighL 666/166 MHz) 

When we switch from hardware coprocessor to software emulation, the performance 
degrades about 30% in write-through and 40% in copy-back as well as when the cache is 
disabled (just 5% more than Automark™ ). Thus, we can conclude that switching from 
hardware FP to software FP affects Automark™  and Aviomark HighL similarly.  
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5.1.4.3. Aviomark: Motor Control 

5.1.4.3.1. Clock Frequency 

Figure 5-12: Effect of clock frequency (Aviomark MotorC) 
As in Automark™  and Aviomark HighL, shifting the clock frequency from 666 

MHz to 533 MHz degrades performance again about 25%. 

5.1.4.3.2. Cache Locking 

Figure 5-13: Effect of cache locking in write-through case (Aviomark MotorC) 

Figure 5-14: Effect of cache locking in copy-back case (Aviomark MotorC) 
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If we do a similar analysis as in Automark™ , with the CPU running at 666 MHz, 
having one line of I-cache in use is 3.82 times better for the write-through configuration 
and 4.93 times better for the copy-back configuration, whereas having one line of D-cache 
in use is 7.7 times better for the write-through configuration and 13 times better for the 
copy-back configuration.  

When the clock frequency is reduced to 533 MHz, having one line of I -cache in use 
is again 3.82 times better for the write-through configuration, however 5.15 times better for 
the copy-back configuration, whereas having one line of D-cache in use is 8.19 times better 
for the write-through configuration and again 13 times better for the copy-back 
configuration. 

We can conclude that shifting clock frequency from 666 MHz to 533 MHz does not 
change the relative amount of performance loss of the copy-back configuration when the I-
cache is locked compared to when it is disabled; and does not change the relative amount of 
performance loss of the write-through configuration when the D-cache is locked compared 
to when it is disabled. This behavior is exactly the reverse compared to Automark™  and 
same as in Aviomark HighL. 

Similarly, even if we leave one line available in both caches, at 666 MHz 
performance remains 3.3 times better in the write-through configuration and 4.27 times 
better in the copy-back configuration; and at 533 MHz 3.36 times better in the write-
through configuration and 4.11 times better in the copy-back configuration compared to 
disabling both caches.  

When we compare locking the I-cache with locking the D-cache, we see that in 
Automark™ , locking the I-cache yields about 30% worse performance compared to locking 
the D-cache in write-through and 39% worse performance in copy-back; 47% in write-
through and 50.5% in copy-back when Aviomark HighL was used. These values become 
51% in write-through and 63% in copy-back when Aviomark MotorC is used. Thus we can 
conclude that the locking I-cache is more effective in terms of performance compared to 
locking the D-cache from Aviomark point of view than Automark™ , and more important 
in Aviomark MotorC than in Aviomark HighL. 

5.1.4.3.3. Hardware vs. Software FP 

 

 

Figure 5-15: Hardware vs. Software FP (Aviomark MotorC 666/166 MHz) 
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Figure 5-16: Hardware vs. Software FP percentage comparison  
(Aviomark MotorC 666/166 MHz) 

When we switch from hardware coprocessor to software emulation, the performance 
degrades about 10% in write-through and 40% in copy-back and when the cache is disa-
bled. In this case, we see that the change in write-through is the least among all the three 
benchmark scores. Thus, we can say that choosing the write-through policy in the motor 
control application gives better stability when hardware floating point is disabled. As a re-
sult, it will be the best choice if in the application floating point hardware is desired to be 
off, e.g. because of its power cost or radiation non-durability. 

5.1.4.3.4. Basic Floating Point 

 
Figure 5-17: Percentage of performance loss with Software FP 

The results in this section were obtained when only the basic floating point algo-
rithm in the EEMBC benchmark was executed. This can give a better understanding of the 
response of different configurations since the hardware will be executing purely floating 
point instructions, whereas before only a portion of the workload was floating point opera-
tions. Obviously, this will force the configurations to give worse performance than they did 
in the Hardware vs. Software FP section. 
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Figure 5-18: Hardware vs. Software FP (for Basic Floating Point algorithm) 
It can be seen that the configurations intended for high-performance i.e. CBH and 

WTH experience less degradation in performance when software emulation is used in the 
basic floating algorithm, along with the configurations where the D-cache is locked only. 
This is because only in CBH and WTH we are enabling store gathering and disabling 
SWOA. Floating point operations are arithmetically dominated operations where majority 
of the workload is loads and stores instead of control operations like branches.  

Thus, these two parameters are very effective on performance if memory transfers are 
to be heavily used. Locking the D-cache will again yield better performance compared to 
locking instruction cache, since the processor will be busier in fetching floating point in-
structions than actually executing those instructions and writing back their results. 

5.1.4.4. Aviomark vs. Automark™ 

 

Figure 5-19: Aviomark vs . Automark™ (533 MHz clock and 133 MHz bus frequency) 
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Figure 5-20: Aviomark vs. Automark™ (666 MHz clock and 166 MHz bus frequency) 

Estimating performance in terms of Aviomark instead of the traditional Automark™ 
changes the benchmark score drastically, from 495 to 1309 in  the high lift application and 
1381 in the motor control application when processor runs at 666 MHz. This trend is simi-
lar in both 666-166 and 533-133 MHz cases. This is due to the calculation algorithm of the 
benchmark score. Both Automark™  and Aviomark use a geometric mean of results of the 
sixteen AutoBench™  algorithms, however they assign different weights to different algo-
rithms. This shouldn’t mean that Aviomark gives better performance result, it is just a 
means of measuring performance mathematically, as a result, when measuring performance, 
one should stick to either Automark™  or Aviomark and compare results in just that man-
ner. 

 
Figure 5-21:  Aviomark vs. Automark™ for cache locking in the write-through case 
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Figure 5-22: Aviomark vs. Automark™ for cache locking in the copy-back case 

 
Figure 5-23: Relative performance loss of the three main configurations with software FP 

Percentage of performance loss in Aviomark HighL is more in copy-back than write-
through when we switch from hardware coprocessor to software emulation (40% in copy-
back and 33% in write-through). In the MotorC case, the difference between performance 
loss in write-through and copy-back widens, with 27% in copy-back and 11% in write-
through, however HighL is still more sensitive to switching from HW to SW FP.  

5.1.4.5. Conclusions 
Performance results are obtained as expected before executing the test scripts. As ex-

pected, the best configuration in terms of performance is found as CBH. Write-through 
gives better determinism than copy-back, but it is 40% slower in iterations per second basis.  
This is shown in Figure 5-24, where all configuration performances are expressed in per-
centage of the highest performance. 

When cache memory is completely disabled, this results in the poorest performance 
with about 95% performance loss. Furthermore, the value obtained using Automark™  
(495) is about 14% lower than the official value given by EEMBC organization on their 
website (575). This is due to the potential difference between configurations, especially the 
locking and write policies, as well as compiler optimization techniques, which is not includ-
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ed in this thesis.  It is not possible to know the exact configuration that EEMBC uses to 
execute their own tests, but we can say that the results are fairly similar.  

In both HighL and MotorC, the 666-166 MHz configuration gives better perfor-
mance than the 533-133 MHz configuration with or without the hardware coprocessor. 

Finally, we see that Aviomark MotorC is the least affected when moving from hard-
ware to software FP; whereas Aviomark HighL is the most affected when using Software FP 
instead of hardware FP, even more affected than the Automark™ . 

 

 
Figure 5-24: PPC440EPx configurations from lowest to highest performance  

(Automark™ 666/166 MHz) 
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5.2. Freescale MPC5554
As in the PPC440EPx, after deciding which registers are significant from 

performance perspective, we ended up with a total of 40 setup scripts and executed 
them in the Freescale MPC5554 processor core. Table 3 shows every setup script 
along with a brief comparison of the parameters used in each script.  

On the contrary to the PPC440EPx, the MPC5554 core does not support 
software emulation of floating point operations, thus such issue was not taken into 
consideration while evaluating the MPC5554 core. Besides, even running with 
hardware coprocessor FPU, MPC5554 has support for only single-precision unlike 
the PPC440EPx. 

As can be seen from Table 3 below, there exist differences between the pa-
rameters chosen for performance point of view between the PPC440EPx and the 
MPC5554. Except branch prediction enable/disable and write policy parame-
ters, we do not have any of the PPC440EPx parameters in MPC5554. We focus 
more on buffers instead in this processor. Regarding branch prediction, instead of 
the BTAC in PPC440EPx, we have a BTB implementation this time. 

Table 3: Configuration scripts for the Freescale MPC5554 processor 
 
As in the PPC440EPx, the scripts are divided into two main categories, de-

pending on whether they use write-through or copy-back write policy. These can 
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be seen from the beginning of the name of the scripts, where WT denotes the 
former and CB denotes the latter type of policy. This is followed by a letter which 
denotes whether branch prediction is enabled (B1) or disabled (B0) and three bits 
which indicate the status of push buffers, store buffers and streaming (these terms 
will be explained in more detail in the next section). In order to observe the im-
pact of each parameter, we use all the Boolean combinations of the three bits alt-
hough it costs running 2x2x5 =20 more combinations. 

To sum up, the parameters we have determined as performance-impacting 
in the MPC5554 core are Store Buffer, Push Buffer, Streaming, Branch Target 
Buffer (BTB) and Write Policy respectively. A brief explanation of the impact of 
each parameter is explained in the following sections. 

5.2.1. Performance Parameters 

5.2.1.1. Branch Target Buffer (BTB) 
In order to resolve branch instructions, improve the accuracy of branch 

predictions and to reduce cost and power, the e200z6 core in MPC5554 instruc-
tion unit (IU) includes a branch processing unit (BPU) with a dedicated branch 
address adder and an 8-entry branch target buffer (BTB) which performs branch 
target prefetching and which supports single-cycle execution of successfully pre-
dicted branches [123]. 

A BTB entry is allocated whenever a branch resolves as taken and the BTB 
is enabled. Branches that have not been allocated are always predicted as not tak-
en. BTB entries are allocated on taken branches using a FIFO replacement algo-
rithm [123]. 

The e200z6 core does not implement static branch prediction defined by 
the PowerPC Book E architecture. When BTB prediction disabled, no hits are 
generated from the BTB and no new entries are allocated.  

5.2.1.2. Streaming 
I-cache misses can be reduced by bringing more than one consecutive 

memory block on a miss. Instead of putting additional unrequested blocks into 
the cache, they are placed in instruction stream buffers if streaming is used. The 
same can be applied to D-cache with data stream buffers having similar function 
as instruction stream buffers. However, there is not any detailed information 
about how streaming mechanism works in the MPC5554 core, thus the evaluation 
of this parameter will be quite experimental. 

5.2.1.3. Store Buffer 
As explained in section 2.6.11, PowerPC architecture renames write buffers 

as store buffers.  In a CPU core that has store buffers, store operations are not 
written directly to primary memory but they are instead buffered so that succeed-
ing cache fill operations can execute in a pipelined fashion without having to wait 
for store, which improves the performance significantly. 

To maximize performance, the e200z6 core of MPC5554 implements a 
store buffer which contains a FIFO that can defer pending write misses or writes 
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marked as write-through and can buffer as many as 8 words (32 bytes) for this 
purpose [123].  

When the store buffer is enabled and the processor performs a write to a 
bufferable area, cacheable store operations that miss the cache or that are marked 
as write through are placed in the store buffer, and the CPU access is terminated 
while CPU continues execution. The write buffer then performs the external write 
in parallel with the next instruction to execute. If the store buffer is full (either 
because there are already eight words of data in the buffer or because there is no 
slot for the new address) then the processor is stalled until there is sufficient space 
in the buffer. If the write buffer is disabled or the CPU performs a write to an un-
bufferable area [122], the processor is stalled until the write buffer empties and the 
write completes externally, which may require synchronization and several external 
clock cycle. 

The store buffer is always emptied before a cache line push to avoid 
memory consistency issues. The store buffer is available even if the cache is disa-
bled [122]. 

5.2.1.4. Push Buffer 
Recalling from section 2.6.11., the main memory read cycle can be initiat-

ed directly upon a read miss. At the same time while cache is waiting response 
from main memory, the evicted line is loaded into an outgoing write buffer, called 
push buffer in the PowerPC architecture. As soon as main memory data is availa-
ble and the evicted line is completely copied to write buffer, main memory data is 
forwarded to CPU and copied into the cache as a line replacement simultaneously. 
Once the replacement is complete, CPU can continue to operate with the cache 
while the write buffer copies its contents to main memory in the background. This 
whole process improves the performance of the CPU. 

In addition to store buffers, the e200 core of MPC5554 also implements 
push buffers, which reduce latency for requested new data on a cache miss by 
temporarily holding displaced modified data while the new data is fetched from 
memory. It contains 32 bytes of storage (one displaced cache line). 

If a cache miss displaces a modified line and the push buffer is enabled, the 
line-fill request is immediately forwarded to the external bus. While waiting for 
the response, the current contents of the modified cache line are placed into the 
push buffer. Upon completion of the line-fill transaction (burst read), the cache 
controller generates the appropriate burst write bus transaction to write the con-
tents of the push buffer into memory [122]. 

In the disabled push buffer case, modified line replacement is performed by 
first generating a burst write transaction and copying out the entire modified line 
starting with the double word in the modified line corresponding to the missed 
address. Upon completion of the modified line write [122], a line fill is requested 
beginning with the critical double word (miss address). The processor termination 
is withheld until the store buffer is flushed of all entries, the push buffer is emp-
tied, and the store completes to memory. 
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5.2.2. Determinism 

As with the PPC440EPx, we again use the determinism levels, which in-
dicate how deterministic each configuration is depending on the setting of param-
eters explained. (Recall that the higher the determinism level is, the more deter-
ministic that configuration is).  

In order to have a clear understanding of the determinism levels, we em-
phasize the following points in the MPC5554 case: 

i. Disabling the cache entirely yields best determinism 
ii. Write-through is always more deterministic than copy-back  
iii. Branch Prediction degrades determinism 

These three points are the same as in 440EPx. In addition to these, we now 
come up with two more points: 

iv. Streaming degrades determinism 

By utilizing streaming, we actually increase the involvement of cache 
memory in the overall memory hierarchy because by doing so we avoid the access-
es to primary memory as much as possible. In this manner, streaming can be 
thought as the opposite of cache locking, where we decrease the involvement of 
cache and increase primary memory accesses. Since we can never be 100% sure 
that the required data word is in the cache or not (based on the fact that working 
of cache relies on probabilistic manner of buffering most recently used memory 
words), streaming will degrade the determinism in the system. 

v. Store and Push Buffers “may” degrade determinism 

Store and push buffers are implemented to achieve high performance in the 
CPU architecture. Their working principle rely on basic data buffering i.e. a small 
and usually fully-associative memory used to temporarily hold data while it is be-
ing moved from one place to another. Thus, it only speeds up the movement pro-
cess between the two places, so it does not affect the overall determinism. 

However, there is a risk of memory coherency by implementing such buff-
ers. Another problem is that write-through caches may induce RAW conflicts with 
main memory reads on cache misses. If the load operation that executes in parallel 
or after the store operation finishes before the contents of these buffers have been 
copied to primary memory, than the CPU will get the stale data in primary 
memory, which is not yet updated by the store operations which may lead to po-
tential problems especially if the application is a hard real-time safety-critical ap-
plication, such as the motor control and high lift application we cover in this the-
sis. Thus, even though they increase performance, they “may” be preferred to be 
disabled for security purposes. 

As explained in section 1.4., data coherency problems are one of the three 
major factors that degrade determinism in a system. We cannot know in advance 
whether there will be such problem for sure or not, because it is completely ran-
dom probability that the loads will finish before stores, thus we conclude that store 
and push buffers will “probably” degrade determinism. 
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As can be seen from below, the worst performance configuration with the 
cache turned off (all the buffers along with branch prediction also turned off) gives 
actually the best determinism. This portrays the trade-off between determinism 
and performance very clearly. 

 
 
 
 
 
 
 
 

 
 
 
 
 
 

 
 
 
 
 
 
 
 
 

Figure 5-25: Determinism Levels in MPC5554 
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5.2.3. Performance 

5.2.3.1. Automark™ 

 
Figure 5-26: Increase of Performance with buffers, streaming and BTB (Automark™) 

In Figure 5-26, values are expressed in percentages. 0% indicates the per-
formance of the configuration (CopyBack, WriteThrough or NoCache) without 
any buffer or BTB, thus the percentages shown in the figure are variations related 
to this value.    

As can be seen from above, store buffer shows the most increase in perfor-
mance in both copy-back and write-through configurations, which is as expected. 
On the other hand, push buffer has a very small influence on the copy-back con-
figuration and no influence at all on write-through (which is as expected). This is 
probably because the cache lines are used often by the CPU so they are not actual-
ly evicted from cache, since push buffer holds evicted dirty lines. Besides, the algo-
rithms are probably using stores more heavily than loads; that is why push buffers 
have much less effect than store buffers. Furthermore, store buffer has a greater 
size than the push buffer (eight entries instead of one). We do not know the de-
tailed data flow in memory hierarchy so we can only guess the reasons behind this 
behavior. We believe that push buffer shall affect performance more in a data-
intensive real application.  Streaming, on the other hand, is not showing any effect 
on performance in any of the configurations.  Freescale does not give further de-
tails about the streaming mechanism and how it is implemented in the e200 core, 
thus we cannot make healthy conclusions regarding the influence of streaming on 
performance. 

An interesting conclusion is the degrading effect of buffers on performance 
when cache is turned off. Such phenomenon occurs in the case where the instruc-
tion flow contains consequent store operations and the cache is disabled, so now 
they will have to wait in the write buffer’s FIFO queue instead of being written 
directly to primary memory. This explains the negative sign of the performance 
improvement with cache turned off while store buffers are on. 

BTB shows influence on the performance in copy-back and write-through 
configurations like the BTAC in PPC440EPx, and results in the highest impact on 
the NoCache configuration. 
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It is interesting to mention that a combination of buffers and BTB do not 
necessarily add up to performance when combined, in fact store buffer decreases 
the performance when cache is disabled, as explained before. This is because the 
purpose of using store buffers is to hide the cache operation from main memory 
access. Now, data coming from CPU shall be unnecessarily buffered in a FIFO. 
Although e.g. consequent stores could be performed simultaneously, now they 
have to wait in the FIFO queue, wasting time and performance. Furthermore, a 
combination of store and push buffers do not sum up arithmetically but their per-
formance increases (e.g. in the write-through case since push buffers, by operation 
never affect write-through accesses). 

 

Figure 5-27: A detailed look into the effect of buffers and BTB by using the  
Automark™ grades 

Figure 5-28: A detailed look into the effect of buffers and BTB by using Automark™ 
grades as a percentage compared to the highest performance configuration 

The graphs above show the relative performance difference between the 
configurations, in an ascending order. In this order, buffers and write policy are set 
accordingly.  The best configuration is again copy-back, with all buffers and BTB 
on, which has an Automark™  score of 69.88. EEMBC website does not show 
results for this specific processor, the closest one to this is the 555, from the 55x 
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family, which has an Automark™  score of 16. The ratio (4.4) matches the official 
values from Freescale MPC55xx family datasheet where the ratio is about 5. 

In the write-through configuration, the performance is 30% of the highest 
performance copy-back configuration. This increases up to 40% when the buffers 
and the BTB are activated. The impact of the write policy is much more in the 
MPC5554 core (60% less in write-through with store buffers) than in the 
PPC440EPx (40% less in write-through with store buffers). Enabling BTB im-
proves NoCache by 20%. 

5.2.3.2. Aviomark 

Figure 5-29: Increase of Performance with buffers, streaming and BTB  
(Aviomark HighL) 

 
Figure 5-30: Increase of Performance with buffers, streaming and BTB  

(Aviomark MotorC) 
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Figure 5-31: A detailed look into the effect of buffers and BTB by using the 
Aviomark HighL grades 

Figure 5-32: A detailed look into the effect of buffers and BTB by using Aviomark 
HighL grades as a percentage compared to the highest performance configuration 

Figure 5-33:  A detailed look into the effect of buffers and BTB by using the 
 Aviomark MotorC grades 
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Figure 5-34: A detailed look into the effect of buffers and BTB by using Aviomark 
MotorC grades as a percentage compared to the highest performance configuration 

5.2.3.2.1. General Conclusions 

With cache turned on, store buffers have slightly more effect in Aviomark 
than in Automark™  (more effect on MotorC than on HighL). With the cache 
turned off, store buffers actually degrade the performance, with performance loss 
twice in Automark™  than Aviomark. However, the percentage of performance 
loss is below 1%, thus we can say that the degrading effect of store buffers is al-
most negligible in both Aviomark and Automark™  with the cache turned off, and 
the Aviomark score only improves via BTB with the cache turned off. 

With the cache turned off, BTB has much more influence on performance 
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the BTB is more in Aviomark this time than in Automark™ . Thus, we can say 
that branch prediction influences Automark™  and Aviomark differently depend-
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In Aviomark, best configuration is still copy-back with all the buffers and 
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back cache is used. Write-policy also changes the influence of branch prediction in 
addition to whether cache is on or off. 

5.2.3.2.2. Detailed Conclusions 
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With write-through configuration, the performance is 34% of the highest 
performance copy-back configuration.  This increases up to 46% when buffers and 
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score changes less. 
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The NoCache configuration yields 97% loss of performance compared to 
copy-back (almost the same as in Automark™ ) but 43% compared to write-
through with store buffer. Enabling BTB in Aviormark HighL improves NoCache 
only by 8% within itself and only 0.22% compared to the higher performance 
configurations. These are both much lower compared to Automark™  i.e. turning 
the cache off effects Automark™  and Aviomark HighL almost the same. However, 
in Automark™ , one can conclude that it shows improvement, thus one has to be 
careful when selecting which scale to use. 

As can be noticed from the graphs shown above, the best configuration still 
remains copy-back with all buffers and BTB on, which has an Aviomark MotorC 
score of  242.17, which is the highest score obtained among Automark™  and the 
two Aviomarks (26% higher than Aviomark HighL and  245% higher than Au-
tomark™ ). 

5.2.3.2.2.2. Aviomark MotorC 

With write-through configuration, the performance is 35% of the highest 
performance copy-back configuration.  This increases up to 49% when buffers and 
BTB are activated. Both values are about 5% higher compared to Automark™ , 
but the effect of buffers and BTB increase a further 3% in Aviomark MotorC 
compared to HighL. 

NoCache yields again 97% loss of performance compared to copy-back but 
48% compared to write-through with store buffer. On the other hand, enabling 
the BTB in Aviomark MotorC improves the NoCache configuration only by 7% 
within itself and only improves 0.17% compared to the higher performance con-
figurations. These are both much lower compared to Automark™  and slightly 
lower than Aviomark HighL also i.e. turning the cache off effects Aviomark Mo-
torC same as HighL. However, in Automark™  one can conclude that it shows 
improvement, thus one has to be careful when selecting which scale to use. 

5.2.3.3. Automark™ vs. Aviomark 
To be able to compare MPC5554 healthily with PPC440EPx, we use the 

same methodology in comparing Automark™  and Aviomark i.e. we compare the 
two best configurations of write-through and copy-back and the worst configura-
tion, namely NoCache. 

As the highest performance among all possible configurations, Aviomark 
gives a value of 242.17 in MotorC and 178.03 in HighL,  which are 3.47 and 
2.54 times greater the value of Automark™ . This proportion is similar in all con-
figurations, except write-through. 

Write-through experiences more performance loss in Automark™  when the 
write policy is changed, which means that in Aviomark there is less change in per-
formance between copy-back and write-through configurations. 

Automark™  gives a value of 69.88 in MPC5554 and 495 in PPC440EPx 
(666 MHz). Aviomark scores in 5554 are 3.47 (MotorC) and 2.54 (HighL) times 
greater the value of Automark™  (in PPC440EPx running at 666 MHz, these rati-
os were 2.78 in MotorC and 2.64 in HighL) when copy-back cache is used; 4.15 
(MotorC) and 2.87 (HighL) times greater than Automark™  when write-through 
cache is used (in PPC440EPx running at 666 MHz, these ratios were 2.68 in Mo-
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torC and 2,72 in HighL); 2.39 (MotorC) and 1.99 (HighL) times greater than 
Automark™  when cache is turned off (in PPC440EPx running at 666 MHz these 
proportions were 2.54 in MotorC and 2.60 in HighL). This implies that the Avi-
omark scores are more closed to each other in PPC440EPx than in MPC5554, 
both of which are still much higher than Automark™ . Besides, while the MotorC 
score is always much higher than the HighL score in MPC5554, it stays quite less 
than HighL in the PPC440EPx. 

 

 

Figure 5-35: Automark™ and Aviomark comparison of the two best and the worst 
configurations in MPC5554 

Figure 5-36: Performance comparison in percentage between  
Automark™ and Aviomark 

This does not mean, however, that performance is better with HighL or 
MotorC, as explained before; these are just means to measure performance. Thus, 
one should stick to either Automark™  or Aviomark while measuring perfor-
mance. 
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5.2.3.4. MPC5554 vs. PPC440EPx 

 

 

Figure 5-37: MPC5554 vs. PPC440EPx performance comparison (Automark™) 
 
 

 
 

Figure 5-38: MPC5554 vs. PPC440EPx performance comparison in percentage 
 (Automark™) 
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Figure 5-39: MPC5554 vs. PPC440EPx performance comparison (Aviomark HighL) 

 

 
Figure 5-40: MPC5554 vs. PPC440EPx performance comparison in percentage (Avi-

omark HighL) 
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In copy-back configuration (CBH), the PPC440EPx core running at 666 
MHz is found to be 7 times faster in Automark™ , 7.35 times faster in HighL and 
5.7 times faster in MotorC than the MPC5554. In write-through configuration 
(WTH), these ratios become 10.6 in Automark™ , 10 in HighLift and 6.87 in 
MotorC; and 12.65 in Automark™ , 15.36 in HighL and 11.64 in MotorC when 
cache is turned off (NoC). If we look at the ratio of these values from write-
through to copy-back, we see that this ratio is 1.53 in Automark™ , 1.36 in HighL 
and 1.2 in MotorC. Thus, we can conclude that write policy affects all the three 
benchmark scores almost the same. 

Figure 5-41: MPC5554 vs. PPC440EPx performance comparison (Aviomark HighL) 

Figure 5-42: MPC5554 vs. PPC440EPx performance comparison in percentage 
 (Aviomark MotorC) 
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In the NoC configuration, Aviomark HighL and MotorC are changing 
about 2.1 times more compared to the CBH configuration (1.8 with Au-
tomark™ ),  and about 1.6 times more compared to WTH (1.5 with 
Automark™ ). Thus, we can conclude that Aviomark is more sensitive to turning the 
cache off than Automark™ , and this sensitivity is higher when copy-back cache is 
turned off. 

5.2.4. Effect of Memory Technology: SRAM vs. FLASH 

In order to give a deeper insight into how the memory technology is im-
portant from the performance point of view, we have used the data from SAAB 
Avitronics obtained from previous tests run by using the NOR Flash memory in-
stead of using the SRAM.  

The SRAM is divided into two parts: one part integrated with the CPU 
core (64KB) and another part available as external memory (512KB) which was 
used in our tests as the primary memory. 

The data is limited to only two of the sixteen algorithms found in the 
EEMBC benchmark suite: Basic Floating Point and Bit Manipulation. 

Since Aviomark is suggested as an alternative way of grading performance, 
we only perform the comparison using the Automark™  grades. 

As can be seen from the figures below, when the cache is disabled, while 
doing pure floating point operations, there is not any difference at all between 
SRAM and flash, however while using bit manipulation algorithm, SRAM starts 
to perform faster than the flash. This difference is due to the nature of the two 
algorithms, because while doing floating point operations, the CPU is most of the 
time busy with calculation, reading from and writing to registers rather than ac-
cessing the primary memory. 

 

 

Figure 5-43: FLASH vs. SRAM in Basic Floating Point (Automark™) 
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However, bit manipulation algorithm heavily utilizes arrays and loops in 

the benchmark code compared to direct computation in the basic floating point 
algorithm, which means that it accesses primary memory to fetch the loop coun-
ters, array indices and temporary variables from there much more frequently. 
Thus, the effect of primary memory technology becomes more obvious. 

 
Figure 5-44: FLASH vs. SRAM in Bit Manipulation (Automark™) 

 
Figure 5-45: Ratio of performance of SRAM to the FLASH (Automark™) 
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means that the CPU cache plays an important role in balancing between the CPU 
and the primary memory and the system is much more sensitive to the type of primary 
memory used when cache is turned on. With cache turned off, there is much less 
difference as a result of the memory technology effect. 
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6.  Conclusions and Future Work 
 

The following conclusions express the findings of the present work and the 
contributions we propose in the field of performance evaluation. 

6.1. Conclusions 
The main goal of this thesis is to evaluate various processor boards for avi-

onics applications. Two processors from the PowerPC family (PPC440EPx and 
MPC5554) have been evaluated. A methodology for performance evaluation of 
embedded microprocessors (in particular PowerPC) has been proposed and the 
amount of time it would take to analyze a new processor along with the steps has 
been suggested while evaluating the target processor. 

We have focused on hardware parameters that processors allow us to modi-
fy via internal registers in the two processors mentioned; with the register settings 
defined according to different configurations for performance. A summary of the 
configurations and findings are presented here. 

Regarding the PPC440EPx processor, performance results consider a value 
of hundred points in percentage to the highest performance configuration and also 
the relative performance loss compared with the other configurations. Such sum-
mary of Automark™  results is shown in Figure 6-1, where register settings are pre-
sented for every configuration and result.    

 

 
Figure 6-1: PPC440EPx configuration summary and Automark™ results 

Regarding the MPC5554 processor, we follow the same approach as in 
PPC440EPx. Corresponding Automark™  results are shown in Figure 6-2, where 
the first two configurations corresponds to configurations without cache memory,  
and the last four shows the effect of write-through and copy-back modes com-
bined with store buffer and push buffer.    
 

Figure 6-2: MPC5554 configuration summary and Automark™ results 
After a study of the standard benchmarks that are available and free for use, 

we have chosen and used a set of algorithms from EEMBC, which is the automo-
tive benchmark suite AutoBench™ , since it is the closest application to avionics. 
This benchmark suite evaluates processor performance with respect to sixteen dif-
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ferent processor workloads. However, they are not real time benchmarks which 
would ideally yield an accurate processor performance for avionics; they rather 
provide comparison criteria among configurations. EEMBC was the benchmark 
suite which has already been in use at Saab Avitronics, thus our methodology al-
lows performing comparisons with the previously evaluated boards there. 

6.2. Contributions 
The main contributions achieved by this thesis work are listed as follows: 

1. Aviomark: Using the EEMBC Benchmarks we have developed and proposed a 
new benchmark score called “Aviomark”. This score is based on weighted coef-
ficients that represent a typical avionics application workload; it gives different 
weights for each of the sixteen automotive algorithms. Two applications were 
considered: High Lift which is carried out on the plane wings, and Engine 
Control; that resulted in two corresponding coefficients: “Aviomark HighLift” 
and “Aviomark MotorC”. 

2. Methodology for Performance Analysis: Another contribution proposed in 
this work is a methodology for performance evaluation of microprocessors.  
This is particularly applicable for PowerPC processors, and considers the 
MULTI IDE environment for performing the evaluation. 

3. GUI : We have also developed a graphical user interface (GUI) that could help 
future performance evaluation tasks. This tool helps to avoid manual errors 
and makes file management easier during experiments and data processing. 

4. Determinism Levels: The analysis of the performance of an embedded system 
in a safety critical application such as avionics has produced an interpretation 
of “determinism” in our work. According to this, a configuration (or system) is 
said to be more deterministic when it gives more predictability in the execution 
time of its tasks, regardless of its performance. Determinism is a means to 
measure the reliability of the system.  Another consideration is the consistency 
of data at any given time. Based on this, a system is said to be more determinis-
tic when it presents more consistent data between the system components, par-
ticularly between CPU and the memory hierarchy. We have classified the con-
figurations we used in evaluation also regarding their deterministic behavior 
and concluded that faster configurations are generally less deterministic. 

6.3. Future Work 
There are many interesting areas where the project work can be extended:  

1. Processor Portfolio: Two processors were analyzed in this thesis work. Evalua-
tion of the remaining processors from PowerPC family is a fundamental future 
work that could provide deeper results about PowerPC architecture, particular-
ly about the influence of multi-level cache and advanced pipeline implementa-
tions. 

2. Multi-Core: A new and popular trend in microprocessor architecture is the 
multi-core implementation. Future microprocessors are expected to consist of 
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dedicated cores for different tasks. In our thesis work, only single-core proces-
sors have been taken into account. Evaluation of multi-core processor(s) would 
probably require updating the methodology, tools and benchmarks used in the 
evaluation, though. 

3. Coremark™ : Performance evaluation of PowerPC processors using Core-
mark™  is expected to be performed in the future as it would give deeper in-
sight about the microarchitecture. Comparing Coremark™  with Automark™  
as well as the Aviomark coefficients would reveal new correlations to analyze. 

4. Real Time Benchmark: A real time benchmark could be objective of an inter-
esting and challenging future work. A real time algorithm has to consider 
competing tasks for use of the processor core, periodic and non-periodic tasks 
and priority management and define safety thresholds for avionics workloads. 

5. Software optimizations: In real applications, the performance is influenced 
also by the compiler optimization tools and other software aspects beyond the 
hardware. In this thesis, we have considered hardware aspects such as memory 
hierarchy and microarchitecture only. Influence of software methods on per-
formance is thus another fundamental future work. 

6. Performance Analysis Tools:  The tools and the methodology used can be 
enhanced in the future. The graphical user interface or another similar applica-
tion could be integrated in MULTI® debugger for example, allowing faster 
and more reliable execution of experiments. 
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Appendix A: Processor Architecture Com-
parison 

A detailed comparison of the microarchitectures of the two processors used 
in this thesis work, AMCC PPC440EPx and Freescale MPC554, are explained in 
the following table. The table covers aspects such as CPU design parameters, cache 
performance parameters, core performance parameters, cache parameters, periph-
erals and environmental parameters. 

 

 

  LOW PERFORMANCE MEDIUM PERFORMANCE 
 PROCESSOR MPC5554 PPC440EPx 

 VENDOR Freescale AMCC 

 Function   

 Processor Gen-
eration e200z6 PPC440 Core 

 Data Bus 32-bit 32-bit 

CPU CPU Core Fre-
quency 

132 MHz / Clocked from Frequency-
Modulated PLL (FMPLL) 400 - 667  MHz 

 Process 0,13 µm 0.18 µm (CMOS Cu-11) 

 Power Consump-
tion 0,65 - 1,44 W (Typical) 1,69 - 2,2 W (Typical) 

Design CPU Core Volt-
age 1,5 V 1,8 V 

 I/O Voltage 3,3 - 5 V 0 - 3,6 V 

Parameters Power Architec-
ture Support 

32-bit Book-E Enhanced PowerPC Archi-
tecture full compliance (FP instructions 
are not supported. They are trapped, 

while FP operations can be emulated by 
software. 

32-bit Book-E Enhanced PowerPC 
Architecture full compliance (64-bit 
operations of the architecture & FP 
operations are not supported. They 
are trapped, while FP operations 
can be emulated via software) 

 Package 416-PBGA (27x27mm) / Lead-free com-
pliant 

680-TEPBGA(35x35mm) / Lead-
free compliant 

 Temperature 
range -40°C - 125°C -40°C - 125°C 

 Floating Point 
Support 

Embedded vector and scalar FP APU 
(Single Precision) / Signal Processing 
Engine Auxiliary Processing Unit (SPE 

APU) interface for 32-bit IEEE-754 (Sin-
gle-Precision) / Single precision in hard-
ware and double precision with software 

library 

Auxiliary Processing Unit (APU) 
interface for 32-bit IEEE-754 (Single 
Precision / Double Precision), Pipe-
lined with 5 stages with 2 MFlops/Hz 

Core Endianness Big / Little Big / Little 

Performance Registers 
32x64 (Integer) / FP instructions use 

GPRs for improved performance, using 
both halves of 64-bit GPRs 

32x32 (Integer) / 32x64 (FP) 

Parameters Execution 
Pipeline 

Single Issue (in-order), 7-stage pipeline 
with  6 independent 3-stage exec. pipe-
lines (Integer / Load-Store / Branch  / 

Scalar APU / Vector APU/ Branch) / Feed-
Forwarding 

Dual-issue (out-of-order), 7-stage 
pipeline with 4 independent 3-stage 

exec. pipelines (Simple Integer, 
Load-Store, Complex Inte-

ger/Branch, FP) 

 Functional Units 
Integer Unit (IU) / Load-Store Unit (LSU) / 
Branch Processing Unit (BPU) / SPE APU 

/ APU 

Complex Integer Unit (Single-cycle 
MAC with 24 DSP operations) and 
Branch Unit/ Simple Integer Unit / 

Load-Store Unit / APU 
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 L1 Cache 
(Instruction/Data) 

32kB unified (8-way& 128 sets) / 8-word 
line size / Virtually-indexed but physically-

tagged 

32 kB/ 32 kB (64-way & 16 sets) / 8-
word line size / I-cache physically-
indexed but virtually-tagged / D-

cache virtually-indexed and virtual-
ly-tagged 

Cache L1 Cache Char-
acteristics 

Non-blocking / Critical double-word-first 
data access / Variable Length Encoding 

(VLE) / Partitioning / Data Streaming 
making CPU seem as if data arrives from 

the bus if a corresponding request is 
pending 

Non-blocking up to 4 outstanding 
misses / Configurable Cache Arrays 
/ Critical word-first data access and 

forwarding / Partitioning 

 Write Policy Write-through / Copy-back (Caching 
Inhibit) 

Write-through / Copy-back (Caching 
Inhibit) 

Parameteres Replacement 
Algorithm Pseudo–Round-Robin Round-Robin 

 L1 Cache 
Supervision Parity Parity 

 L1 Cache 
Locking Support Line-locking Way-locking 

 
 
 
 

 
 
 
 

Instruction Unit 
Dual fetch and decode / In-Order-

Execution, In-Order-Completion, In-Order-
Retire / 7-entry instruction buffer 

Dual fetch and decode / Out-Of-
Order-Execution, Out-Of-Order-

Completion, In-Order-Retire / 4-entry 
instruction buffer /Extensive Load-

Store queues 
 Completion Unit NONE NONE 

 
Memory 

Management 
Unit (MMU) 
Hierarchy 

32-entry unified TLB (fully-associative) 
64 entry unified TLB / 8 entry data 
shadow TLB / 4 entry instruction 

shadow TLB (All fully-associative) 

 Address 
Translation 

32-bit physical - bit virtual / 32-bit real 
address for 32-bit (4GB) effective address 
space (using a 41-bit interim  virtual ad-

dress) 

32 bit physical - 52 bit virtual / 4-bit 
extended real address for 36-bit 
(64GB) effective address space 

Core Page Sizes 9 (4KB, 16KB, 64KB, 256KB, 1MB, 4MB, 
16MB, 64MB and 256 MB) 

8 (1KB, 4KB, 16KB, 64KB, 256KB, 
1MB, 16MB and 256MB) 

Performance  

Storage attribute controls (write-through, 
caching inhibited, guarded, memory-

coherence, endianness) & 4 user-
definable storage attribute controls 

Storage attribute controls (write-
through, caching inhibited, guarded, 

endianness)  & 4 user-definable 
storage attribute controls 

Parameters Branch Unit 

Dynamic: Bi-modal BTB (Static branch 
prediction bit defined by the Book-E archi-

tecture is ignored) / BPU contains an 
adder to compute branch target address-
es and 3 user-control registers: the link 
register (LR), the count register (CTR), 

and the conditional register (CR). 

Hybrid: Static (Predicted taken if 
they are “unconditional” or if their 

branch displacement is “negative”) + 
Dynamic (Bi-modal BPB + BTAC) 

 Additional 
Features 

System Integration Unit (SIU) / Flash Bus 
Interface Unit (FBIU) / Enhanced Queued 

Analog-to-Digital Converter (eQADC) / 
Boot-assist Module (BAM) / Crossbar 

Switch (XBAR) / Enhanced Modular I/O 
System (eMIOS) / Error Correction Status 
Module (ECSM) / Enhanced Serial Com-

munications Interface (eSCI) 

External Interrupt Controller (EIC) 
Interface / Auxiliary Processor Unit 
(APU) Interface / Built-in security 
function (PPC440EPx-S only) / 

NAND Flash Controller /  DMA-to-
PLB4 (128-bit) Controller / DMA-to-
PLB3 (64-bit) Controller / External 

Bus Controller (EBC) 

 Timers 3 (32-bit FIT, 64-bit TB, 32-bit DEC) 3 x 64-bit (DEC, FIT, WDOG)  + 64-
bit Time Base 

 
Application 

Acceleration 
Features. 

64-channel Enhanced Time Processor 
Unit (eTPU) (2) 

KASUMI Algorithm (Key scheduling 
hardware fully synchronous to PLB) 
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 Main Memory 
Support 

EBI includes a memory controller to 
support a variety of external memories 
such as single data rate (SDR) burst 
mode flash,external SRAM and asyn-

chronous memories 

DDR/DDR2 SDRAM (32/32-64 bit) 

 Bus Interface 

External Bus Interface (EBI) controls data 
transfer across the crossbar switch 

to/from memories or peripherals and 
enables external masters / BIU interfaces 

the system 
bus to a dedicated flash memory array 

controller and the memory BIU supports 
is based on the AMBA AHB-Lite subset of 

the AMBA 2.0 AHB 

CoreConnect (PLB, OPB, DCR) 

 Bus Interface 
Details 

32-bit address bus / 64-bit data bus/ 
Single-beat transfers are supported for 
cache-inhibited read and write cycles, 

and write-buffer writes. Burst 
transfers of four doublewords are sup-
ported for cache linefill and copyback 

operations 

PLB4 (128-bit) / PLB3(64-bit) / 
OPB, DCR (32-bit) / 32-bit address 

bus 

Peripherals Debug Inter-
face 

IEEE 1149.1 JTAG port / Nexus Devel-
opment Interface (NDI) IEEE-ISTO 5001-

2003 / Real time development support 
through Nexus Class 3 / Data trace of 

eDMA accesses 

IEEE 1149.1 JTAG port / Real-time 
non-invasive instruction trace 

 
Main Memory 

(RAM) Supervi-
sion 

ECC ECC 

 
Main Memory 
(RAM) Fre-

quency 
66 MHz 133-166 MHz (333 MHz data rate) 

 Main Memory 
Max. Size 512 MB 2 GB 

 PCI support NONE 32 bit /33-66 MHz 

 High-Speed 
Interfaces FlexCAN (3) NONE 

 UARTs 2 2 

 I2C Controller No 2 

 DMA Controller 1  eDMA (64-channel) 2 (4-channel) 

 Ethernet 
Controllers NONE 2 

 L1 Cache 
Controllers 

Hit under miss via 8-entry store buffer & 
1-entry push buffer / Unified merging-line-

fill buffer with critical double-word for-
warding (last line loaded from a read 

miss) / late-write buffer (data from the last 
cache write hit)  / No control over SWOA 
(Stores do not allocate on write miss) / 

Cache management instructions  [flush-
ing, invalidating cache lines  or flash 

invalidation of entire cache] 

Cache management instructions  
[touching(prefetching), flushing, 

invalidating, zeroing cache lines, or 
flash invalidation of the entire 

cache]  / Line Alignment Option 

Cache 
I-Cache 

Controller 
Specific 

UNIFIED CACHE 
 

Speculative Prefetch up to 3 more 
cache lines upon miss (unless 

guarded bits are set) / Hardware 
support for misaligned access / 

Partitioning 

Parameters 
D-Cache 
Controller 
Specific 

Hit under miss via extensive load, 
store, and flush queues [Line Fill 

Buffer (3-entry), Load Miss Queue 
(4-entry)Line Flush Buffer ( 2-entry) 

/ Store Gathering / Control of 
SWOA / Full Line Flush capability 

 Cache 
Coherency 

No hardware support for coherency in a 
multiple-master environment. Software 

must be used to maintain coherency with 
other possible bus masters. 

No automatic enforcement of co-
herency between I-cache, D-cache 
and memory / Software must use 

cache management instructions to 
ensure coherency 
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Peripherals GPIO 214 (multiplexed with other I/O unctions/ 
Dedicated input and output registers) 

64 (Multiplexed with other 
I/Ofunctions /DCRs control whether 

a particular pin that has GPIO / 
Memory-mapped) 

 SPI 4 (DSPI) 1 (Up to 66 MHz via OPB) 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 USB NONE USB 2.0 

 External inter-
rupts 8 Interrupt Controllers  (INTC) 10 / 2 Universal Interrupt Controllers 

(UIC) 

Environmental Embedded 
Design Support 

eTPU Stand-Alone Simulator / 
eTPU&CPU System Simulator / 

TRACE32-ICD / RAppID Init initializa-
tion tool/ dSpace TargetLink  & Math-

Works Simulink for Modeling and Code 
generation / Ronetix Peedi JTAG Emu-
lator / MOCANA Protocol Stacks / Kozio 

Test Software 

High C/C++ 
Compiler/RISCWatch debugger with 
RISCTrace trace interface/VHDL and 

Verilog simulation 
models / PPC440 Core Superstruc-

ture development kit 

Parameters Performance TBD 800 DMIPS @ 400 MHz (Typical) 
1,334 DMIPS @ 667 MHz (Typical) 

 Compilers Code Warrior / Green Hills / Wind River 
/ GNU / Ashware ETPU_C Green Hills / GNU / Wind River 

 Debuggers 
MULTI Debugger / Green Hills BSP / 
MPC5500 GAP Tool /iSystem / P&E 
Micro / Lauterbach TRACE32-ICD 

MULTI Debugger / Lauterbach 

 RTOS EcosCentri eCOS / Green Hills INTEG-
RITY DDCI DeOS 

 IDE 

Green Hills MULTI / DDCI Scorpion / 
Ashware ETPUCPUSIM-FL and 

ETPUSIM-FL / RAPPID Toolbox / Free-
scale Free Master 

Green Hills MULTI / Lauterbach 
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Appendix B: Processor Register Maps 
The following table gives a detailed register list of AMCC PPC440EPx and 

Freescale MPC5554, covering all the important parameters from performance 
point of view. The registers in bold font mean that they have been used in this 
thesis during our tests. They are categorized into CPU core, caching and memory 
management unit (MMU). 

 

 

 Detailed Information of Processor Cores Including Registers for Specific 
Performance Parameters 

PROCESSOR PPC440EPx MPC5554 

VENDOR AMCC Freescale 

Function   

 Processor 
Generation PPC440 Core e200z6 

 Data Bus 32-bit 32-bit 

CPU 
CPU 
Core 

Frequency 

SYS PLL Configuration: 33 
MHz≤SysClk≤67 MHz / 133 MHz ≤ PLB 
≤ 166 MHz/  CPU:PLB clock ratio can be 
5:2, 3:1, 7:2 or 4:1 /CPR0_PLLC0[ENG, 

SEL, SRC] for clocking mode / 
CPR0_PRIMAD0, PRIMBD0[PRADV0, 

PRBDV0], and CPR0_PLLD[FBDV, 
CPR0_LFBDV, FWDVA, FWDVB, 

PRADV0, PRBDV0] for VCO multiplier 
M / CPR0_PLLC0[TUNE] based on 

VCO frequency and M /  
SDR0_CP440[Nto1] for CPU:PLB / 

600≤VCO≤1334 MHz / VCO = SysClk x 
M,  CPU= VCO / FWDVA / PRADV0,  

PLB = VCO / FWDVB / PRBDV0 

PREDIV [0:2] for controlling the 
value of the divider on the input 

clock / MFD[0:4] 
Multiplication factor divider controls 

the value of the divider in the 
FMPLL feedback loop / RFD[0:2] 

Reduced frequency divider controls 
a divider at the output of the 

FMPLL / LOLRE Loss-of-lock reset 
enable / LOCRE Loss-of-clock 
reset enable / LOCEN Loss-of-

clock enable 

Core Endianness TLB Word 2, Endianness attribute (E) MAS2[E] 

 Floating 
Point Unit CCR0[DAPUIB], MSR[FP,ME] MSR[SPE], MSR[FP, ME],  

SPEFSCR 

 Timers 

64-bit Time Base (TBL and TBU) / 32-bit 
Decrementer (DEC), Watchdog (WDOG) 
and controlled via Timer Control Regis-
ter (TCR), Timer Status Register (TSR) 

and Decrementer Auto-Reload (DECAR) 

64-bit Time Base (TBL and TBU) / 
32-bit Decrementer (DEC), Watch-

dog (WDOG) and controlled via 
Timer Control Register (TCR), 

Timer Status Register (TSR) and 
Decrementer Auto-Reload 

(DECAR) 

 Page Sizes 
8 (1KB, 4KB, 16KB, 64KB, 256KB, 1MB, 
16MB and 256MB): TLB Word 0, Page 

Size Attribute [PSIZE] 

9 (4KB, 16KB, 64KB, 256KB, 1MB, 
4MB, 16MB, 64MB and 256 MB): 

MAS1[TSIZE] 

Memory 
Management MMU Details 

Each TLB entry in MMU identifies a 
page and defines its translation, access 
controls, and storage attributes (write-
through, caching inhibited, guarded, 

endianness defined in TLB word 2)  as 
well as 4 user-definable storage attribute 

controls.( also defined in TLB Word 2) 

6 special purpose registers (MAS0, 
MAS1, MAS2, MAS3, MAS4 and 

MAS6) to facilitate reading, writing, 
and searching the TLBs / TLB Entry 
can be selected via MAS0[ESEL] / 

MAS1[IPROT]  IPROT prevents 
invalidations, protecting critical 
entriesfrom being invalidated./ 

e200z6 ignores the guarded attrib-
ute  since no speculative or out-of-

order processing is performed / 
Storage attributes defined in MAS2 
/ 8-bit PID register (PID0) / Victim 

TLB entry can be selected  via 
MAS0[NV] 
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Memory 
Management Branch Unit 

Condition Register (CR) as branch 
condition, Count Register (CTR) as 

count for branch conditional with decre-
ment 

instructions, Link Register (LR) as ad-
dress of the instruction following the 

branch instruction / BTAC can be disa-
bled via CCR0[DBTAC] 

Condition Register (CR) as branch 
condition, Count Register (CTR) as 

count for branch conditional with 
decrement 

instructions, Link Register (LR) as 
address of the instruction following 
the branch instruction / Dynamic 
branch prediction is enabled via 

BUCSR[BPEN] / Control 
over whether forward or backward 
branches (or both) are candidates 

for entry into the BTB via 
HID0[BPRED]; (After a branch is in 

the BTB, HID0[BPRED] has no 
further 

effect on that branch entry) 

 L1 Cache 

Store Gathering: CCRO[DSTG] / Force 
Load-Store Alignment:CCR0[FLSTA] / 

Speculative Line Count: CCR0[ICSLC] / 
Speculative Line Threshold: 

CCR0[ICSLT] / Force Full-line Flush: 
CCR1[FFF] / Store-Without-Allocate: 

MMUCR [SWOA] 

Associativity: L1CFG0[CNWAY] / 
Cache Size: L1CFG0[CSIZE] / 
Cache Enable: L1CFG0[CE] / 

Cache-Invalidate: L1CFG0[CINV] 
(Specific way can be invalidate via 

L1FINV0) / Cache Streaming: 
L1CSR0[DSTRM] / Store Buffer: 

L1CFG0[DSB] / Push Buffer: 
L1CFG0[DPB]  / Note: State of 

cache-inhibited attribute (I) remains 
independent of the state of 

L1CSR0[CE] since disabling the 
cache does not affect the MMU 

translation logic./ Note: Store buffer 
is available even if the cache is 

disabled 

Caching Cache 
Supervision 

Parity via CCRO[PRE, CRPE], CCR1 
[ICDPEI, ICTPEI, DCDPEI, DCTPEI, 

DCUPEI, DCMPEI, DPC] 
L1CSR0[CPE] 

 Write Policy Write Policy can be selected via MMU 
storage attribute controls Write Policy: L1CSR0[CWM] 

 Replacement 
Algorithm 

The way selected to be the victim for 
replacement can be determined via 

Instruction/Data Cache Normal Victim 
(INV0-INV3/DNV0-DNV3) and Instruc-

tion/Data Cache Transient Victim (ITV0-
ITV3/DTV0-DTV3) / There is a separate 
“victim index field” for each set within the 

cache 

Pseudo–Round-Robin / Single 
replacement counter for entire 

cache / No control over selecting 
victim lines 

 
L1 Cache 
Locking 

 

Any number of ways can be locked, from 
0 ways to 63. At least 

one way must always be left unlocked, 
for use by cacheable line fills / Instruc-

tion/Data Cache Victim Limit 
(IVLIM/DVLIM) specify which ways of 

the cache are used for normal accesses 
and/or transient accesses and which 

ways are locked / TFLOOR, NFLOOR 
and TCEILING determine the partition-

ing of the cache to transient, normal and 
locked regions. 

Line-locking / Partioning can be 
enabled via L1CSR0[CWPA] / 

L1CSR0[WID] and L1CSR0[WDD] 
are used for locking ways of the 

cache / In 8-way cache, control for 
ways 4–7 is grouped, using a single 
disable bit (AWID and AWDD) for 

each type of replacement. 
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Appendix C: EEMBC AutoBench™ Algo-
rithms 
This appendix gives a brief overview of the algorithms used in the automotive class 
of benchmark from EEMBC, the AutoBench™ , based on the AutoBench™  soft-
ware data book. They have been used in our tests to obtain the Automark™  
scores. For a more detailed description, please refer to the AutoBench™ 1.1 soft-
ware benchmark data book. 

1. Angle to Time Conversion (a2time) 

In the a2time algorithm, the CPU reads a counter that measures the real-
time delay between pulses sensed from a toothed wheel (gear) on the crankshaft of 
an engine and then determines the Top Dead Center (TDC) position on the 
crankshaft, computes the engine speed, and provides a conversion from the tooth 
wheel pulses to precise crankshaft angle position. This value is expressed in linear 
time from TDC. The tooth wheel pulses actually represent crankshaft angle, and 
the delay between pulses yields angular velocity of the crankshaft (engine speed). 

2. Basic Floating Point (basefp) 

The basefp algorithm measures basic integer and floating point capabilities. 
The benchmark calculates the arctan(x) function using the telescoping series: 

arctan(x) = x * P(x2) / Q(x2) 

In this equation, P and Q are polynomials, and x is assumed to be in the 
range from 0 to tan(π/4).  

3. Bit Manipulation (bitmnp) 

In the bitmnp algorithm, large numbers of bits are to be manipulated, 
many decisions are to be taken based upon bit values and bit arithmetic takes 
place. 

4. Cache Buster (cacheb) 

The cacheb algorithm simulates an embedded automotive/industrial appli-
cation without a cache. It highlights performance when long sections of control 
code are executed with very little backwards branching or revisiting of the same 
data. Processors which utilize look-ahead mechanisms rather than caches are ex-
pected to perform well here. 

5. Can Remote Data Request (canrdr) 

In the canrdr algorithm, a Controller Area Network (CAN) interface node 
exists for exchanging messages across the system. The situation being simulated is 
that which occurs when a Remote Data Request (RDR) message is received by all 
nodes. Every node should check the identifier of the message to see if they own 
that type of data. If yes, then the responsible node should gather the data and 
transmit it back onto the network for the originator of the RDR. 
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6. Fast Fourier Transform (aifftr) 

As can be understood from its name, the aifft algorithm performs a power 
spectrum analysis of a time varying input waveform by computing the ‘radix-2’ 
decimation in frequency Fast Fourier Transform (FFT) on complex input values 
stored in real and imaginary arrays and then converting them to frequency domain 
and calculating the power spectrum. 

 

7. Finite Impulse Response (FIR) Filter (aifirf) 

The aifirf algorithm simulates an application where the CPU performs a 
Finite Impulse Response (FIR) filtering sample on 16-bit or 32-bit fixed-point 
values. High and low-pass FIR filters simply process the input signal data. 

8. Inverse Discrete Cosine Transform (idctrn) 

The idct algorithm simulates applications performing digital video and 
graphics applications such as image recognition by performing an inverse discrete 
cosine transform (iDCT) on an input data matrix set using 64-bit integer arithme-
tic. 

9. Inverse Fast Fourier Transform (aiifft) 

The aiifft algorithm performs time domain analysis of an input frequency 
spectrum which may be used in noise cancellation applications by computing the 
‘radix-2’ decimation in frequency inverse FastFourier Transform (FFT) on com-
plex input values stored in real and imaginary arrays. 

10.  Infinite Impulse Response (I IR) Filter (iirflt) 

The iirflt algorithm strial application performs an Infinite Impulse Re-
sponse (IIR) filtering sample on 16- bit or 32-bit fixed-point values and imple-
ments a Direct-Form II N-cascaded, second-order IIR filter. This algorithm ex-
plores a CPU’s ability to perform multiply-accumulates and rounding by employ-
ing typical DSP functions that would replace an analog signal chain comprised of 
op-amps and comparators. 

11.  Matrix Arithmetic (matrix) 

The matrix algorithm performs a lot of matrix arithmetic, specifically LU 
decomposition on ‘n x n’ input matrices and computes the determinant of the 
input matrix then a cross product with a second matrix. 

12.  Pointer Chasing (pntrch) 

The pntrch performs a lot of pointer manipulation employing a doubly 
linked list then searches the list for entries which match an input token. A large set 
of input tokens is used to exercise the entire list and the number of steps taken to 
find each input token is recorded. 

13.  Pulse Width Modulation (puwmod) 

The pwmod algorithm simulates an industrial application where an actua-
tor is driven by a PWM signal proportional to some input. Specifically, the algo-
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rithm presumes that the embedded processor is driving an H-bridge motor driver 
with both direction and enable signals. Outputs are provided for two such H-
bridge drivers, as might be used for a bipolar stepper motor driver, or proportional 
DC motor drive. 

14.  Road Speed Calculation (rspeed) 

The rspeed algorithm repeatedly calculates the road speed based on differ-
ences between timer counter values. All values are filtered to minimize errors due 
to noise and the calculation involves straight-forward arithmetic. At zero road 
speed, the application has to ensure that it does not infinitely wait for a counter 
increment. 

15.  Table Look-up and Interpolation (tblook) 

The tblook algorithm is used in engine controllers, anti-lock brake systems, 
and other applications to access constant data quicker than by raw calculation. 
Instead of storing all data points, which would consume a lot of memory, selective 
data points are stored and the software then interpolates between them. 

16.  Tooth-to-Spark (ttsprk)  

The ttsprk algorithm simulates an automotive application where the CPU 
controls fuel injection and ignition in the engine combustion process. Tooth-to-
Spark, part of an Engine Control Unit (ECU), performs real-time processing of 
air/fuel mixture and ignition timing. Based on the operating conditions presented 
to the ECU, the CPU adjusts the output values for fuelinjector duration and igni-
tion timing from ‘nominal’ values on each pass. The ECU determines whether the 
engine is running or not, and enables the fuel pump and igniters accordingly.  
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Appendix D: GUI Manual 
The graphical user interface (GUI), called PPC-Tester, is a tool that auto-

mates most of the manual work which is error prone.  It helps before the experi-
ments to create the script files for the MULTI environment and after experiments 
it calculates the Automark™  value for each processor configuration.  In order to 
be ready to use this tool, some work has to be done, particularly in the coding part 
to include new processors as this GUI is still under development stage. 

Work to be done before using PPC-Tester: 

1. Prepare configuration table:  Selection of registers whose different combina-
tions define different processor configurations. 

2. Prepare an Excel file with the processors’ name:  This file should be empty, 
without any values, but should contain the formulas according to a particu-
lar format that has been used in the PPC440EPx and MPC5554 proces-
sors. 

3. Update the Visual BASIC code of the program with the processor registers: This 
should be done under the function called “CreateFile_Click” in the loop, 
visual controls have to be assigned in the visual window too.  This has to be 
done in Visual Basic 8.0 after debugging so that it updates the executable 
file which has to be created (published).  

4. Prepare the folder tree in C:\ drive if you are working on the computer that 
connects to the board as it would create the files directly in the right fold-
ers, other drives are used when preparing files in other computers where 
writing to the C drive is denied, or under development using USB memo-
ries.  In any case, the following folders should exist in the drive were you 
will work,  here are those shown using C:\  drive, the MPC5554 processor 
and example files in each folder: 

C:\Exjobb\mpc5554\aa.txt         

 Here we store results “.txt” from MULTI and the Excel file 
(mpc5554.xls). 

C:\Exjobb\eembc_tests\mpc5554\tgt\mpserv_buttons_mpc5554_CopyBack.m
bs 

            Here goes the setup files “.mbs” for MULTI. 

C:\ghs\multi503\Blue-letter-A.bmp 

 Here “.bmp” button icons should be stored. 

C:\ghs\mpc5554\Copy-back_011.rc 

 This is the folder where script files “.rc” will be stored. 

Use of PPC-Tester: 

1. Select Drive: 
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2. Select Processor: Opens the corresponding processor tab in the GUI: 

 

3. Select Configuration:  By using the control options and in order according 
to the configuration table: 

 

4. Select Benchmarks:  All of them or just one or a few that will run in the pre-
sent configuration: 

 
 

5. Select and clear Setup file: 

 
 

6. Select Button icon:  This will be shown and attached to the “.rc”script file in 
the MULTI interface: 

 
 

7. Give a name to the script:  This will be shown in the list of script to the left 
of the GUI: 

 

 

8. Click “Create” button:  This creates de “.rc” file: 
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During experiments with MULTI: 

1. If files have been created in another drive then C, bring all of them to C 
drive in the computer connected to the development board. 

2. Setup files (“.mbs”) need further insertion to the MULTI list of available 
connections.  For this, follow the creation of new connections in MULTI 
environment. 

After experiments: 

3. Keep running the PPC-Tester during MULTI experiment sequence, as the 
interface will scan the results and update the excel file roughly every mi-
nute. Results from the Excel file (Automark™  and Aviomark coefficients) 
will be shown in the GUI as soon as new results are produced: 
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