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Abstract

This thesis concerns robust estimation of low-level features for use in computer vision
systems. The presentation consists of two parts.

The �rst part deals with controllable �lters and models. A basis �lter set is in-
troduced which supports a computationally e�cient synthesis of �lters in arbitrary
orientations. In contrast to many earlier methods, this approach allows the use
of more complex models at an early stage of the processing. A new algorithm
for robust estimation of orientation is presented. The algorithm is based on syn-
thesized quadrature responses and supports the simultaneous representation and
individual averaging of multiple events. These models are then extended to include
estimation and representation of more complex image primitives such as as line
ends, T-junctions, crossing lines and curvature. The proposed models are based
on symmetry properties in the Fourier domain as well as in the spatial plane and
the feature extraction is performed by applying the original basis �lters directly on
the grey-level image. The basis �lters and interpolation scheme are �nally general-
ized to allow synthesis of 3-D �lters. The performance of the proposed models and
algorithms is demonstrated using test images of both synthetic and real world data.

The second part of the thesis concerns an image feature representation adapted for
a robust analogue implementation. A possible use for this approach is in analogue
VLSI or corresponding analogue hardware adapted for neural networks. The meth-
ods are based on projections of quadrature �lter responses and mutual inhibition of
magnitude signals.
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Chapter 1

Introduction

Computer vision algorithms are often classi�ed into low- or high-level vision tech-
niques [69]. High-level algorithms are in general cognitive and uses geometric mod-
els and are able to identify and relate objects to each other. Low-level algorithms
provide a pixel-wise description of the local neighbourhood based on simple image
primitives as line or edge elements. Typical applications are eg separation of object
and background.

This thesis concerns reliable estimation techniques for low-level feature extraction
in computer vision applications. In contrast to many earlier algorithms the methods
proposed in this thesis support the use of relatively complex models at the initial
processing steps. The aim of this approach is to provide the means to handle complex
events as crossing lines, line-ends and curvature at the initial processing steps and
to enable reliable estimates in the presence of noise.

The presentation is divided into two parts. The �rst part presents an approach based
on `controllable �lters' which provide a general feature extraction by computationally
e�cient methods. In the second part an alternative approach adapted for analogue
implementation is presented.

Part 1

The feature extraction is based on a small basis �lter set. From these basis �l-
ters, di�erent types of orientation selective �lters are synthesized. An interpolation
scheme that provide a rotation as well as translation of the synthesized �lter is pre-
sented. Furthermore, the basis �lters provide a computationally e�cient processing
in scale space. This is a way to obtain an invariant and more complete feature
extraction at a manageable computational cost.

A survey of earlier approaches of controllable �lters is presented and the require-
ments of a computationally e�cient adaptation in orientation, scale and position are
discussed. From these observations a general basis �lter set is de�ned that support
an arbitrary rotation of a synthesized �lter and under certain restrictions adaption
in position and scale.

A method for synthesis of orientation selective quadrature �lters is proposed. Quadra-
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ture �lters have a number of attractive properties e.g. a phase invariant magnitude.
There are also indications that these types of �lters are present in biological vision
systems [45, 57, 58]. A new algorithm for estimation of local orientation, where the
feature extraction is based on the synthesized quadrature responses, is presented.
This algorithm separates multiple events, eg crossing lines, and produces robust esti-
mates of the two most dominant events. A representation suitable for simultaneous
representation of two events is introduced. The main purpose of this representa-
tion is to make averaging of outputs for neighbourhoods containing two orientations
a meaningful operation. In noisy neighbourhoods this approach provide extended
means to increase the accuracy in the orientation estimates.

These models and �lters are then generalized to include more complex image primi-
tives as line-ends, T-junctions and curvature by enabling a spatial translation of the
synthesized �lters. This translation is supported by the same basis �lter set and the
feature extraction is performed directly on the grey-level image. Algorithms and
models for such image primitives are presented and the result is veri�ed on both
synthetic and natural images. The algorithms have shown to be robust and the
performance degrades gracefully when the neighbourhood complexity exceeds the
limitations in the model.

The basis �lter set and the interpolation schemes are �nally generalized to 3-D. A
method to synthesize quadrature �lters in arbitrary orientation from 3-D basis �lter
is presented. This concept includes the spatial translation of the �lters in accordance
with the two dimensional case.

Part 2

The second part of this thesis presents a partly di�erent approach to low-level com-
puter vision algorithms. An image feature representation suitable for implementa-
tion in analogue VLSI or corresponding analogue hardware adapted for neural net-
works is presented. The methods are to some extent inspired by the human visual
system and are based on projections and mutual inhibitions of magnitude signals.
The computations are to a large degree distributed on several simple units which
provides a robust processing from noisy and less precise components. An algorithm
for estimation of local orientation and local Fourier phase based on projections and
combinations of a number of quadrature �lter responses is presented. This type of
algorithms provide a fast processing by simple means in a special purpose analogue
hardware. The exibility in the processing is, however, limited in comparison with
the previous approach.

8



Part I
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Chapter 2

Basis Filters for General Feature

Extraction

Multidimensional signal processing is with few exceptions performed on discrete and
quanti�ed data, while on the other hand local low-level descriptors are interpreted
as continuous functions in the feature space. A line can for example appear at
arbitrary orientation in an image, or an object may be registered at a continuous
spectrum of size and position. In order to achieve a general and invariant processing
it is essential that the feature extraction supports a continuous representation of
the speci�c model. The cost to compute a �lter response in a n-dimensional signal
space is roughly an exponential function of n. For computer vision purposes the
possibilities to perform an exhaustive feature extraction are limited already for the
two-dimensional case. The typical solution to this problem is to use a coarse and
incomplete partitioning of the feature space, where both the �lters used in the feature
extraction and the feature space partitioning are chosen to suit the application, eg
the feature extraction is limited to edges with orientation estimates having low
accuracy and being limited to a small range of frequencies (sizes) [21]. While this
type of approach reduces computational demands to give the required speed to solve
simple applications, it also restricts the possibilities to solve more complicated tasks
due to the limited number of features and the inaccuracy in the feature estimates.

Recently there has been an increasing interest among several researchers to develop
methods that enable a general feature extraction from a limited set of �lters since this
is a way to obtain a more complete feature extraction at a manageable computational
cost. In literature these properties have been referred to as steerable �lters [26],
deformable kernels [55, 56] and shiftable transforms [61]. In this presentation the
notation will be controllable �lters.

Controllable �lters have several parallels to conventional sampling. The sampling or
Nyqvist theorem [12] postulates that a continuous signal can be completely reestab-
lished at all points from a discrete version of the same signal, provided that a
su�cient number of samples are supplied. This is essentially the same problem as
to synthesize a �lter response in an arbitrary orientation from a number of �xed
basis �lters. The number of samples corresponds in this case to the number of basis
�lters used in the feature extraction.
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The feature extraction method uses the following steps:

� Convolve the image with the basis �lter set.

� Use the basis �lter responses to interpolate (synthesize) a large number of
�lters, where each of the interpolated �lters is tuned to a speci�c partition of
the feature space, eg horizontal two-pixel-wide lines.

� Analyze the output from the synthesized �lters to produce pixel descriptions
in terms of:

{ the number of orientations present in the neighbourhood, eg two.

{ their orientation, eg horizontal and vertical.

{ their type, eg one line and one edge.

{ their size, eg thin.

This chapter presents the basis �lters. The selection of the basis �lters is based on
a number of observations and design decisions:

1. What image features are useful to describe from adaptable methods.

2. What type of �lters are feasible for the detection and estimation of these image
features ?

3. How shall the basis �lter set be chosen to make the interpolation procedure
both computational e�cient and precise.

Step 2 and 3 above are of course depending on each other, although the presentation
of the interpolated �lters are postponed to chapter 3. A convenient �rst step in the
derivation of the basis �lters is to investigate the conditions under which fundamental
properties as orientation, scale and position can be adapted individually.

2.1 Adaptive Control of Orientation

The property to rotate a given �lter into arbitrary orientations is not a necessary
requirement to obtain a robust orientation estimate [38]. The invariant feature
extraction provided by this approach is, however, expected to support the use of
more general low-level models in the early stages of the processing. In the general
case, adaptability in orientation refers to a rotation of a �lter as well as control of
the angular �lter function. In literature, the possibilities to rotate a template �lter
have been thoroughly analyzed [26, 55, 56, 61]. Since this work constitutes the basis
for further generalizations, it is convenient to summarize the results although the
approach in this presentation will be slightly di�erent.
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2.1.1 Rotation of a Template Filter

It is obvious that a synthesis of a template �lter in an arbitrary orientation is
simpli�ed by the introduction of polar coordinates. Consider a two-dimensional
�lter in the spatial plane f(�1; �2) and its expansion in a �nite polar Fourier series:

f(�1; �2) =
NX

n=�N
cn(r) e

in (2:1)

where (�1; �2) and (r;  ) constitute cartesian and polar coordinates respectively:

r =
q
�21 + �22

' = arg(�1 + i �2)
(2:2)

The synthesis of the template �lter f(�1; �2) in an arbitrary orientation � is expressed
as:

f�(�1; �2) =
NX

n=�N
cn(r) e

in e�in� (2:3)

In this expression cn(r) e
in can be interpreted as basis �lters while, e�in� constitutes

the interpolation function which de�nes the main orientation of the synthesized �lter.
Since the basis �lters cn(r) e

in are orthogonal, it follows that the minimum number
of basis �lters required for a rotation is given by the number of positive and negative
frequencies present in the polar Fourier expansion (eq. (2.1)). This implies 2N + 1
basis �lters if all cn(r) 6= 0.

In [25, 26] Freeman and Adelson propose the use of rotated versions of the template
�lter as basis �lters. The synthesized �lter is expressed as a linear combination of
M basis �lters, where �l and kl(�) correspond to the orientation and interpolation
function of each basis �lter:

f�(�1; �2) =
MX
l=1

kl(�) f
�l(�1; �2) (2:4)

To calculate the interpolation functions, substitute eq. (2.3) into eq. (2.4) and project
both sides on the complex exponential eim .

cm(r) e
im� =

MX
l=1

kl(�) cm(r) e
im�l �N � m � N (2:5)

This results in a set of 2N+1 simultaneously linear equations. If cm(r) = 0 for some
m the corresponding equations are removed, otherwise both sides of the equations
are divided by cm(r). Since the constraints are identical form and �m it is su�cient
to study:
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If the columns of the matrix (ie the basis �lters) are linearly independent, it is
su�cient to apply M = 2N + 1 basis �lters to span all frequencies present in the
polar Fourier decomposition of the template �lter. Note that the same interpolation
coe�cients kl(�) can be used for all basis �lters that embrace the same angular
frequencies.

Most template �lters used for feature extraction do not have a �nite polar Fourier
decomposition. To approximate such �lter responses from a limited basis �lter set
requires a method that minimizes the error in the synthesized �lter. In [54, 55] Per-
ona uses the non-negative frequencies in the normalized polar Fourier decomposition
of f(�1; �2) as basis �lters (cp. eq. (2.1)). These basis �lters can by simple means be
arranged in such an order, that the energy contribution in the terms eliminated by
truncation, is minimized. The ordering of the basis �lters is based on the azimuthal
autocorrelation function, h(�), of the template �lter:

h(�) =
Z Z

f�(�1; �2) f(�1; �2) dxdy (2:7)

The Fourier transform of h(�) is a discrete functionH(n) which directly corresponds
to the relative energy contribution of the corresponding basis �lter. A basis �lter of
order ni should consequently precede a �lter of order nj if H(ni) � H(nj). This re-
lation can also be formulated as: given the maximal RMS error that can be accepted
in the synthesized �lter, calculate the number of required basis �lters.

2.1.2 Conclusion

It is clear that any �lter that can be expressed by a �nite sum of polar separable
functions (eq. (2.1)) can be synthesized at arbitrary orientation from a limited basis
�lter set. This formulation includes among others all derivatives of a Gaussian
and two-dimensional polynomials multiplied by a radially symmetric window [25].
The number of required basis �lters is directly proportional to the orientational
selectivity of the template �lter. The use of rotated template �lters as a basis �lter
set provides a direct interpretation of the individual �lter responses and a simple
method to interpolate the intermediate responses. A more general adaptation will,
however, be cumbersome as the synthesized �lter will not be rotated versions of the
basis �lters.

2.2 Adaptive Control of Scale

Scale is a fundamental concept in computer vision and intuitively corresponds to size
or resolution in the spatial domain, but from a signal processing view it is preferably
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de�ned in terms of bandwidth and centre frequency in the Fourier domain. The
possibility to observe an object or an event over several scales provides both an
invariant and robust processing [68, 43].

In the previous section, the introduction of polar coordinates simpli�ed the adaption
in angle while the radial �lter function, which corresponds to size or scale, remains
to be explored. There exist consequently certain possibilities to include adaptability
of scale and orientation within a general basis �lter set. Due to the nature of the
scale phenomena this analysis is by advantage performed in the Fourier domain:

F(f(�1; �2)) = F (u1; u2) = G(�) b(')

� =
q
u21 + u22

' = arg(u1; u2)

(2:8)

where F denotes the Fourier transform, G(�) de�nes the the radial frequency re-
sponse and b(') reects the angular �lter function in the Fourier domain. This dual
approach may appear confusing, but as the directed properties of the two domains
are related, this does not necessarily exclude the previous results for adaptation of
orientation which will be evident later on.

The radial frequency response G(�) is with insigni�cant loss of generality assumed to
be of bandpass type, and it is consequently su�cient to control the centre frequency
�0 and bandwidth �. At �rst glance it seems as if adaptation of scale can be
performed in the same elegant way as in the orientation case. There are, however,
two fundamental di�culties.

� The most obvious problem is that G(�) does not have compact support as the
frequency response is de�ned for all (positive) frequencies. For all physical
systems, and for sampled systems in particular, a limited region of interest can
always be de�ned

�l � � � �h (2:9)

Note that �l must be greater than zero to provide an independent adaption of
orientation and scale as the energy corresponding to the DC-level is an isotropic
feature. Under these circumstances it is indeed possible to apply a Fourier series
expansion of this region in correspondence to the previous results. The mapping
will, however, be rather unnatural as the highest and lowest frequencies will
be mapped next to each other in the interpolation function. This unnatural
grouping requires a vast increase of the number of terms in the decomposition
to achieve a reasonable approximation.

� From physiological recordings of so called simple cells in the visual cortex of
vertebrates it is clear that the bandwidth of the frequency response is more or
less proportional to the centre frequency of the actual cell. This means that the
frequency responses of the di�erent frequency channels will be shifted copies
of each other when plotted on a logarithmic axis. The bandwidth � should
consequently be de�ned in relative units as octaves. This approach has been
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thoroughly evaluated in numerous computer vision applications and is widely
accepted as the most e�cient way to provide a robust processing in scale [13, 46,
40]. This logarithmic warping of the frequency axis can be incorporated with
the above Fourier series decomposition by substituting � by ln(�) as proposed
in [61]. This arrangement reduces the di�culties at � = 0 as the absolute
bandwidth decreases as � approaches zero. A serious drawback is that these
low frequency responses require a large region of support in the spatial domain.
The computational cost of scale invariant feature extraction will consequently
be extremely high due to both the required number of basis �lters and the size
of the convolution kernels.

B

LPB

LPLPB

LPLP LPB

Subband images
of equal sizeOriginal image

LP

LP

LP

Figure 2.1: Subsampling in order to obtain subband responses from a basis �lter set.

Such a direct adaptation of scale is cumbersome in itself and particularly in com-
bination with adaption of orientation. A more e�cient way to obtain samples in
scale space is to apply the same �lter set on subsampled varieties of the original
image [13, 17]. Such an approach does, however, limit the adaptive properties of the
scale-space analysis. Most low-level events such as line- and edge-elements can be
associated with a well-de�ned main orientation. The corresponding frequency re-
sponse is (except when the neighbourhood corresponds to a sine grating) distributed
in a region of the �-axis. This implies that a limited resolution in the scale space
is less severe then in the orientation case as most events are present over several
scales. Similarities to this approach is found in the human visual system in terms
of individually tuned frequency channels [4, 64].

A basis �lter set applied at di�erent scales of an image (see �g. 2.1) provides an
adaption of orientation within each scale and, if the radial frequency response is
selected with care, a meaningful correlation between the levels. For computer vision
purposes it is convenient to perform an octave based subsampling. This means
that the number of samples between to adjacent levels in a two-dimensional scale
pyramid di�ers by a factor of four. Note that the resolution in the scale space
is not limited by this arrangement, as it is perfectly possible to apply �lters with
alternative frequency response at each level.
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Such a subsampling results in a translation of the frequency spectrum upwards
by one octave. To avoid aliasing in the subsampled image, the upper half of the
frequency spectrum �=2 < � < � is suppressed by a lowpass kernel before the
subsampling is performed, where � = � corresponds to the highest feasible frequency
in a sampled system. In the left part of �g. 2.1 a lowpass pyramid spanning four
octaves is created by repeated lowpass �ltering and resampling. The applied basis
�lters (B) are identical for all four levels. Since the frequency response G(�) is of
bandpass type, each of the resulting images corresponds to a subband in the scale
space. The fact that di�erent scales will be represented in di�erent sized images
will, however, complicate the interaction between the scales. This problem is to
some extent recovered by the reversed procedure, ie iterated interpolations and
lowpass �ltering. A linear interpolation causes aliasing that a�ects the frequency
response of the interpolated image. To reduce these e�ects the false frequencies in
the range �=2 < � < � of the expanded image are suppressed by lowpass �ltering.
The remaining artifacts are negligible for most image processing tasks [30].

A remaining problem is, however, to de�ne a frequency response G(�) that provides
an e�cient and simple interaction between the di�erent scales under the proposed
circumstances. In the initial discussion, a Fourier series expansion on a restricted
range of the �-axis was proposed. Can such a decomposition to some extent be
supported by this approach? Consider the logarithmic warped frequency response:

G0(�) = cos2
 

�

� 2 ln 2
ln(�)� 

!

where  corresponds to an arbitrary phase angle and � controls the modulation
frequency of the �-axis. It is clear that G0(�) will have peak values, G0(�) = 1, for:

� = �0;n = e(n�+)� 2 ln 2=� n 2 Z

For an arbitrary choice of n de�ne

G(�) =

(
G0(�) for �0 e

�� ln 2 � � � �0 e
� ln 2

0 otherwise

The function G(�) corresponds to a complete period of G0(�) and constitutes a
bandpass �lter as illustrated in the top of �g. 2.2. The parameter � can now be
interpreted as the 6dB bandwidth in octaves of the �lter. In this case the bandwidth
is one octave, � = 1. The upper and lower cut o� frequencies are given by:

�l = �0
1p
2�

(2.10)

(2.11)

�u = �0
p
2� (2.12)

If a basis �lter set with such a frequency characteristic is applied in the above pyra-
mid, the resulting frequency responses are spanned by octave-based translations and
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RESULT AFTER OCTAVE BASED SUBSAMPLING

Figure 2.2: Top: Radial frequency response, � = 1. Bottom: Corresponding re-
sponses from an octave-based subsampling.

compression of the original spectra, as illustrated in the lower part of �g. 2.2. This
translation can be interpreted as a shift in , such that � = �=2 �. The loga-
rithmic warping of the cos2-function does not a�ect the interpolation properties of
two cos2-functions of di�erent phases. If two partly overlapping frequency responses
who di�er �=2 in phase are added, the resulting response will be at in the common
region of the Fourier domain. This technique is illustrated in �g. 2.3, where two
individual subbands of �g. 2.2 are added to provide a wider estimate in the scale
space.

0

0.5

1

COMBINATION OF TWO ADJACENT SUBBANDS B=1

Figure 2.3: Combination of adjacent scales, � = 1.

The resolution in this scale space is de�ned by three not completely independent
parameters, the bandwidth �, the degree of subsampling between the levels S in
octaves (S = 1 in the above examples) and the number of basis �lter sets (with
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Figure 2.4: Top: Filter responses for octave-based subsampling, � = 2. Bottom:
Pairwise combinations of the above responses.

di�erent frequency characteristics) that are applied on each level, Ns.

It follows that:

�S � Ns (2:13)

to provide the most simple form of adaption in scale space as illustrated in �g. 2.3.
Expressed in terms of � the corresponding condition will be:

� =
�Ns

2�S
� �

2
(2:14)

An octave-based (S = 1) pyramid requires consequently two basis �lter sets if � <
1. In �g. 2.4, a more re�ned adaption of the centre frequency �0 is obtained by
increasing the bandwidth of the original �lter to � = 2 such that � = �=4. A
similar adaption of a frequency response with � = 1 would require two basis �lter
sets (Ns = 2) on each level of an octave based pyramid.

A scale pyramid based on iterated subsampling can in a computationally e�cient
way produce samples from di�erent scales from one or several basis �lter sets. If
the frequency characteristics of the applied basis �lters support a simple interaction
between adjacent scales, this approach is expected to support a robust processing
in scale space.
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2.3 Adaptivity in Position

Adaptivity in position (translation) provides a more precise evaluation of the sym-
metry properties of the local neighbourhood. In the Fourier domain, a translation
corresponds to a complex modulation [12]:

F (f(�� � ��0)) = e�i2��u�
��0 F (�u) (2:15)

A cartesian modulation is unfortunately not compatible with the polar approach
discussed so far. For a bandpass �lter that is fairly localized in the Fourier domain
can, however, such properties be approximated within the polar concept. Localiza-
tion in the Fourier domain means that the equivalent width of the synthesized �lter
is limited in both the radial and the angular direction, see �g. 2.5

max[Lw �0; (�u � �l) ] � K �0 (2:16)

where Lw corresponds to the 6dB angular lobe width (in radians). The equivalent
width in the radial direction is de�ned by the cut-o� frequencies of G(�) and K
is a constant. Note that the above condition is independent of scale, as it can be
expressed as:

max[Lw;
1p
2�

(2� � 1) ] � C (2:17)

U
1

U
2

ρ
l

ρ
h

ρ0

wL

Figure 2.5: A bandpass �lter localized in radial and angular components.

If the constant K is su�ciently small, a modulation in the angular direction ap-
proximates a cartesian modulation in the corresponding orientation. In the spatial
plane the angular modulation would consequently correspond (approximately) to
a shift in the radial direction. The circumstances under which this approximation
is valid is further discussed in section 5.2.7. A radial modulation in the Fourier
domain is, according to the discussion of scale, more cumbersome and will not be
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further evaluated in this presentation. As will be evident later on a modulation in
the angular direction is in the far most cases su�cient for a robust estimation of
ambiguous neighbourhoods.

2.4 A Basis Filter Set

A polar separable basis �lter support consequently an arbitrary rotation of a syn-
thesized �lter and under certain restrictions a spatial translation . If the radial
frequency response of the basis �lters is selected according to the discussion in sec-
tion 2.2 the interaction of �lter responses from di�erent scales is simpli�ed. To
merge these observations into a general basis �lter set, the relation between polar
separable functions in the two domains need to be investigated.

In the spatial plane a polar separable kernel is de�ned as:

f(�1; �2) =
NX

n=�N
cn(r) e

in (2:18)

In the Fourier domain the corresponding constraint for F (u1; u2) is more strict. To
provide a scale analysis that is invariant to an adaptation of orientation, the radial
frequency response must be identical for all elements in the basis �lter set:

F (u1; u2) = G(�)
NX

n=�N
an e

in' (2:19)

These requirements are simultaneously ful�lled when f(�1; �2) and F (u1; u2) consti-
tute a Fourier transform pair:

f(�1; �2) = F�1(F (u1; u2)) (2:20)

It is su�cient to study the following general basis function in the Fourier domain:

Bn(�; ') = G(�) ein ' �N � n � N (2:21)

where G(�) is of bandpass type. Since the argument of Bn is a harmonic function (of
order n), Bn will in the following be referred to as a harmonical basis �lter. These
type of �lters have, due to their many pleasant features, been frequently used in
computer vision, [20, 41, 34, 49]. The inverse Fourier transform of Bn is in polar
coordinates de�ned as (appendix 2.A):

F�1(Bn) = inein Hn(G(�)) (2:22)

where Hn is the Hankel transform of order n. This result can be concluded as:

� A polar separable �lter f(�1; �2) is polar separable in the Fourier domain and
vice versa.

� The angular variation is preserved over the transform, ein $ inein'. This sym-
metry property enables simple adaptation and interpretation in both domains.
Harmonic basis �lters are furthermore orthogonal in the polar angle.
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� The radial relation is �nally de�ned by the Hankel transform:

cn(r) = anHn(G(�)) = 2�
Z 1

0
G(�) Jn(2��r) r d� (2:23)

where Jn is the n-th order Bessel function.

The class of feasible basis �lters are consequently spanned by linear combinations
of harmonical �lters. For general feature extraction purposes, harmonical �lters
themself are most practical as a basis �lter set. A general basis �lter is then in the
Fourier domain de�ned as:

Bn(�; ') = G(�) ein ' = G(�)(cos(n') + i sin(n')) n 2 [�N;N ] (2:24)

It is for practical reasons more convenient to de�ne the basis �lter set to be real in
the frequency plane, such that:

Bn0(�; ') = G(�) cos(n') n = [0; 1 : : :N ]

Bn1(�; ') = G(�) sin(n') n = [1; 2 : : :N ]
(2:25)

The order N of the basis �lter set limits the the `angular bandwidth' of the synthe-
sized �lters. A basis �lter set of order N requires 2N + 1 real convolution kernels.
An increase of N will, however, require a larger region of support in the spatial
plane, which reduces the spatial resolution according to the principle of uncertainty
for the two domains [67].

In �g. 2.6 the convolution kernels corresponding to (B00; B11 : : : B61) are visualized.
These kernels are implemented on a 15� 15 grid, the radial bandwidth � = 1:5 and
the centre frequency �0 = 1:11. The six missing �lters (B10; B20 : : : B60) are identical
to the above �lters apart from a phase shift of �=2. Note that B01 = 0. The 15� 15
grid is a bit too small for the sixth order �lter.

Most �lters used in image processing are for symmetry reasons even around the
dominant orientation 'v. Such a �lter can be expressed as:

F (') = G(�)
NX
n=0

an cos(n('� 'k)) (2:26)

where �a = (a0; a1; a2 : : : aN) de�nes the angular envelope of the synthesized �lter.
In terms of the basis �lters this �lter is expressed as:

F (') = a0B00 +
NX
n=1

an [Bn0 cos(n'k) +Bn1 sin(n'k)] (2:27)

where (cos(n'k); sin(n'k)) controls the angular interpolation independently of the
angular �lter envelope. How this basis �lter set is tuned will be further investigated
in Chapter 3.
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Figure 2.6: Convolution kernels corresponding to (B00; B11 : : : B61). The grid is
15� 15 pixels, � = 1:5 and �0 = 1:11.
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2.A Derivation of Spatial Features for Harmon-

ical Basis Filters

Calculate the inverse two-dimensional Fourier transform of a n'th order harmonic
basis �lter, F�1(Bn).

Bn(�; ') = G(�) ein' (2:28)

where G(�) is a continuous function with bandpass characteristics (G(0) = 0) and

Z 1

0
jG(�)jd� <1 (2:29)

To evaluate this Fourier transform some fundamental properties of integer Bessel
functions are required. A Bessel function of order n = [0; 1; 2 : : :] is de�ned as:

Jn(x) =
1X
k=0

(�1)k
k! (n+ k)!

�
x

2

�n+2k

=
1

�

Z �

0
cos(x sin(')� n') d' (2:30)

Due to the symmetrical properties of the complex exponential function, eq. (2.30)
this expression can be rewritten as:

Jn(x) =
1

2�

Z 2�

0
eix sin(') e�in' d' (2:31)

Note that the zero-order Bessel function is expressed in various ways in the literature
as:

J0(x) =
1

2�

Z 2�

0
eix sin(') d' =

1

2�

Z 2�

0
eix sin('��) d' (2:32)

where � is an arbitrary phase angle. The two-dimensional inverse Fourier transform
of Bn is in cartesian coordinates de�ned as:

F�1(Bn) =
Z 1

�1

Z 1

�1
Bn(u1; u2) e

i2�(ux+vy) du dv (2:33)

Introduction of polar coordinates in the two domains gives:

� =
p
u2 + v2 r =

q
�21 + �22

u = � cos' x = r cos 
v = � sin' y = r sin 

(2:34)

F�1(Bn) =
Z 1

0

Z 2�

0
G(�) ein'ei2��r cos('� ) r d' d� (2:35)

Rearranging results in:
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F�1(Bn) = ein
�
2 ein 

Z 1

0
G(�)

Z 2�

0
ein('� �

�
2
) ei2�� r cos('� ) d' r d� (2:36)

Let � =  � '+ �
2

F�1(Bn) = inein 
Z 1

0
G(�)

Z 2�

0
e�in�ei2��r sin(�) d� r d� = (2:37)

= inein 2�
Z 1

0
G(�)Jn(2��r) r d� = (2:38)

= inein Hn(G(�)) (2:39)

where Hn denotes the two-dimensional Hankel transform of order n

Hn(G(�)) = 2�
Z 1

0
G(�) Jn(2��r) r d� (2:40)
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Chapter 3

Filter Synthesis for Low-Level

Symmetries

In the human visual system, orientation selective cells are present at early stages
in the processing and it is widely accepted that combinations of these low-level
responses constitute a vital support for more complex image primitives [32]. This
chapter describes a method for synthesis of orientation selective �lters from the basis
�lters proposed in chapter 2. A description of how the synthesized �lter responses
can be used to obtain powerful descriptions of the neighbourhood in terms of local
orientation is presented in next chapter.

The directed energy within a neighbourhood can be estimated by orientation-selective
quadrature �lters. These �lter have a number of attractive features and are fre-
quently used within the �eld of computer vision [27, 38, 22, 11, 24]. Quadrature
�lters can be de�ned in polar coordinates and the magnitude of the complex �lter
response gives an estimate of the local energy for the region in the Fourier domain
where the �lter has its main support. The magnitude is phase invariant, ie it does
not matter if the local neighbourhood is constituted by an edge or a line. The argu-
ment of the �lter response describes the type of neighbourhood in terms of line-edge
content.

3.1 Quadrature Filters

In this section some fundamental properties of general quadrature �lters are reviewed
before the �nal synthesis from the basis �lters are discussed. A two-dimensional
quadrature �lter provides a phase independent (translation invariant) magnitude
when the spatial neighbourhood is constituted by a sine grating. The argument of
the quadrature �lter, on the other hand, reects the local phase � of the spatial
neighbourhood [12, p.269],[51, p.119].

Consider a local neighbourhood of a real two-dimensional signal h(��). The Fourier
transform of h(��) is denoted:
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F(h(��)) = H(�u) (3:1)

where H(�u) is Hermitian [12], ie:

H(�u) = H�(��u) (3:2)

This implies that Re H(�u) is even, Im H(�u) is odd and the energy contribution in
the Fourier domain will be an even function:

jH(�u)j2 = jH(��u)j2 = (ReH(�u))2 + (ImH(�u))2 (3:3)

It is consequently su�cient to perform the feature extraction in one half-plane in
the Fourier domain, and the energy contribution corresponding to the odd and even
parts of H(�u) can be extracted separately.

Let F (�u) be a real bandpass �lter (F (�0) = 0) in the Fourier domain such that

F (�u) = 0 if (�u � v̂) < 0 (3:4)

where v̂ = (v1; v2)
T is the main orientation of the �lter and � denotes the inner

product. The corresponding complex convolution kernel is obtained as:

f(��) = F�1(F (�u)) (3:5)

Let q de�ne the resulting �lter response:

q = f(��) � h(��) (3:6)

where � denotes convolution. The magnitude jqj is, according to eq. (3.2) and
eq. (3.4), invariant to the Fourier phase and can be thought of as a local RMS-value
of the directed energy in the region of the Fourier domain where F (�u) has its main
support. For signal processing purposes it is convenient to decompose F (�u) into odd
and even components, ie F (�u) = Fe(�u) + Fo(�u), such that:

Fe(�u) = Fe(��u)
Fo(�u) = Fo(�u) sign(�u � v̂) (3:7)

Let the corresponding odd and even quadrature responses be obtained as:

qe = fe(��) � h(��)
qo = fo(��) � h(��) (3:8)

where fe(��) and fo(��) constitute the real and imaginary part of f(��) such that:

f(��) = fe(��) + i fo(��) (3:9)
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Finally the magnitude and Fourier phase of the region in the Fourier domain that
corresponds to F (�u) can be expressed as:

jqj =
q
jqej2 + jqoj2 � = arg(qe + i qo) (3:10)

θ

Figure 3.1: Fourier phase as edge line detector.

In the spatial neighbourhood, the relation between fe(��) and fo(��) is given by a
Hilbert transformation [12, p.267] in the v̂-direction. The even and odd convolution
kernels of a quadrature �lter are consequently subject to a relative phase shift of
�=2, and are generally referred to as a real cosine kernel and an imaginary sine
kernel respectively.

The ratio between the even and odd �lters, which is implicit in the Fourier phase,
provide a continuous representation of the spatial neighbourhood in terms of lines
and edges. A dominant energy contribution from the even �lter (� = 0 or � = �) is
interpreted as a light or dark line respectively, while � = ��=2 corresponds to edges
of `di�erent signs' according to �g. 3.1. Note, however, that this interpretation of
the Fourier phase must be related to the dominant orientation of the �lter v̂.

3.2 Synthesis of Quadrature Filters

Quadrature �lters can be de�ned in polar as well as cartesian coordinates. The
angular function of a polar separable quadrature �lter is closely related to the main
orientation of the �lter, and since the basis �lters are de�ned in polar coordinates, it
is natural to consider this approach. Let F (�u) be a polar separable bandpass �lter
that is supported by a basis �lter set of order N . A separation of F (�u) into an odd
and an even part is in terms of the basis �lters approximated by (cp. eq. (3.7)):
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Fe(') = G(�)
NP

n=0;2:::

an cos(n('� 'v))

Fo(') = G(�)
N�1P

n=1;3:::

an cos(n('� 'v))

(3:11)

where 'v = arg(v1+ i v2) de�nes the dominant orientation of the �lter and the basis
�lter coe�cients

�ae = (a0; a2 : : : aN)
T

�ao = (a1; a3 : : : aN�1)T
(3:12)

de�ne the angular �lter envelope of the odd and even �lter respectively. The objec-
tive is now to de�ne a relation between the odd and even �lter coe�cients such that
Fe(�u) and Fo(�u) approximate a quadrature pair.

A straightforward approach to this problem [26, 55] is to initially de�ne an even
(or odd) convolution kernel fe(�1; �2) that is spanned by the basis �lter set. The
complementary kernel is then obtained by a Hilbert transformation in the main
direction v̂ of the �lter. For a quadrature �lter directed along the u1-axis this is
equivalent to:

fo(�1; �2) = fe(�1; �2) � (� 1

��1
) (3:13)

The resulting �lter coe�cients �ao can �nally be identi�ed by a polar decomposition
(eq. (2.1)) of fo(�1; �2) This design criterion is not completely satisfactory as the
e�ects of a limited basis �lter set are not considered in the derivation of the �lter
coe�cients.

A more appropriate approach is to design the odd and even parts of the quadrature
�lter simultaneously such that the phase interference within the resulting �lter is
minimized for a givenN . Consider a real polar separable �lter in the Fourier domain,
supported by a basis �lter set of order N .

F (') = G(�)
NX
n=0

an cos(n('� 'v)) (3:14)

From the discussion in section 3.1, it is clear that F (') provides a phase independent
response, if the energy contribution from the `rear half-plane' of the Fourier domain
is suppressed, ie:

F (') = 0 j'� 'vj � �=2 (3:15)

Since the above �lter with no loss of generality can be synthesized in arbitrary orien-
tation, eq. (2.27), it is su�cient to consider 'v = 0. A straightforward approach to
synthesize a quadrature �lter is consequently to compute the basis �lter coe�cients
an such that the energy contribution from the `rear half-plane' in the Fourier domain
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E1 =
Z 3�

2

�
2

[
NX
n=0

an cos(n') ]2 d' (3:16)

is minimized under the condition that the total energy contribution E0 within the
�lter is constant, ie:

E0 =
Z 2�

0
[
NX
n=0

an cos(n') ]2 d' = 1 (3:17)

This approach relates to the theory of digital prolate spheroidals [51, p.212], but in
this presentation the negative frequencies are left out and the derivation is performed
directly in terms of basis �lters. Rewrite eq. (3.16) as follows:

E1 =
1

2

Z 3�
2

�
2

NX
k=0

NX
l=0

akal [ cos((k + l)') + cos((k � l)') ] d' (3:18)

Reordering of summation and integration:

E1 =
1

2

NX
k=0

NX
l=0

akal [
Z 3�

2

�
2

cos((k + l)') d'+
Z 3�

2

�
2

cos((k � l)') d' ] (3:19)

and rearranging the terms

E1 = �a 2
0 +

�

2

NX
n=1

a2n �
k 6=l

NX
k=0

NX
l=0

akal

"
sin((k + l)�

2
)

k + l
+
sin((k � l)�

2
)

k � l

#
(3:20)

results in a quadratic form. In matrix notation eq. (3.20) can be expressed as:

E1 = �aTM1 �a �a = (a0; a1; a2 : : : aN)
T (3:21)

where M1(k; l) is a symmetric and positive de�nite (N + 1)� (N + 1)-matrix, such
that:

M1(0; 0) = �

M1(k; k) = �=2 k � 1

M1(k; l) = � sin((k+l)�
2
)

k+l
� sin((k�l)�

2
)

k�l k 6= l

(3:22)

A similar decomposition of E0, de�ned in eq. (3.17) results in:

E0 = �aTM0 �a �a = (a0; a1; a2 : : : aN)
T (3:23)

where M0 is a diagonal matrix, such that:
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M0(0; 0) = 2�

M0(k; k) = � k � 1

M0(k; l) = 0 k 6= l

(3:24)

Let the matrix L be de�ned as:

L =
q
M0 (3:25)

Since M0 is diagonal, L is obtained as the square root of the elements in eq. (3.24).
Insertion of eq. (3.25) eq. (3.23) gives

E0 = �aTLT I L �a (3:26)

where I is the identity matrix. It is now obvious that eq. (3.17) is ful�lled if:

L �aL = b̂ (3:27)

where b̂ is an arbitrary normalized vector. Insertion of this condition into in eq. (3.21)
gives:

E1 = b̂TL�1M1 L
�1 b̂ (3:28)

Let
Mb = L�1M1 L

�1 (3:29)

such that �nally

E1 = b̂T Mb b̂ (3:30)

where Mb is a symmetric and positive de�nite. The lower extreme value of E1 is
consequently given by the smallest eigenvalue of Mb, while the corresponding b̂-
vector is de�ned by the eigenvector ��0 that corresponds to the smallest eigenvalue.
The resulting basis �lter coe�cients �a are �nally obtained by insertion of ��0 in
eq. (3.27). This results in

�a2 = (0:2552; 0:3989; 0:1701)T E1 = 2:33 � 10�3
�a4 = (0:2231; 0:3851; 0:2430; 0:1041; 0:0241)T E1 = 2:98 � 10�6
�a6 = (0:2040; 0:3677; 0:2673; 0:1536; 0:0666; 0:0199; 0:0031)T E1 = 3:19 � 10�9

for a basis �lters set of order N = 2, 4 and 6 respectively.
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BASIS FILTER COEFFICIENTS FOR N=2,4 AND 6
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Figure 3.2: Basis �lter coe�cients and angular �lter envelopes for N = 2 (dot-
dashed), N = 4 (dashed) and N = 6 (solid).

3.2.1 Properties of Synthesized Quadrature Filters

The basis �lter coe�cients an in the previous section were obtained by the sole aim
of minimizing the phase interference for a basis �lter set of order N . No further
restrictions were applied on the angular envelope than to be symmetric around the
main orientation of the �lter. It is from these assumptions not evident that the
synthesized �lters support an e�cient feature extraction. In �g. 3.2 the resulting
angular �lter functions in the Fourier domain

F (') =
NX
n=0

an cos(n') (3:31)

are plotted together with the corresponding basis �lter coe�cients, an, for a basis
�lter set of order N = 2, 4 and 6 respectively.

The �lter envelopes are well concentrated around the main direction of the �lter
(' = 0). Note that the energy contribution in the `rear half-plane' (j'j � 90� is
very small already for a second order basis �lter, which only requires �ve real basis
�lters. For higher order basis �lters,the angular �lter lobe of the synthesized �lter
become narrower while the phase interference is further decreased. The odd and
even components of these quadrature �lters are obtained by separation in odd and
even terms as in eq. (3.11). The resulting angular envelopes in the Fourier domain
are illustrated in �g. 3.3.
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The convolution kernels of the synthesized quadrature �lters are obtained by a cor-
responding combination of the basis �lter kernels, �g. 2.6. In �g. 3.4 the synthesized
even and odd convolution kernels are illustrated for N = 2; 4 and 6. Note that
these �lters can by synthesized at arbitrary orientations, eq. (2.27). The angular
discrimination can furthermore be controlled within the limits of the basis �lter set
by altering the number of terms that are present in the approximation, see �g. 3.3.

Denote the 2N + 1 �lter responses from a basis �lter set of order N :

qnm =
Z
Bnm(�u)H(�u) d�u n 2 [0; N ] m 2 [0; 1] (3:32)

The synthesized even and odd quadrature responses are then obtained as in eq. (3.11):

qe =
NP

n=0;2;4:::

an [cos(n'k); sin(n'k)] � [qn0; qn1]T

qo =
N�1P

n=1;3;5:::

an [cos(n'k); sin(n'k)] � [qn0; qn1]T
(3:33)

where the coe�cients an de�ne the angular envelope and [cos(n'k); sin(n'k)] consti-
tutes the angular interpolation functions. Note that once the basis �lter responses
are obtained, it is simple to compute synthesized responses from a large number
of orientations, especially if the interpolation functions are tabulated. The per-
formance is, however, dependent on the models and descriptors to cope with this
amount of information.

In �g. 3.5, the energy contribution in the `rear' half-plane of the Fourier domain,
E1, is plotted as a function of the order N of the basis �lter set. It turns out that
E1 decreases exponentially as a function of N . For N � 3, the phase interference
is insigni�cant for practical purposes. In �g. 3.6 the 6dB angular lobe width, Lw, is
plotted as a function of N . The lobe width decreases as 1=

p
N and corresponds for

N = 6 to about 66�.
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Figure 3.3: Angular �lter envelopes in the Fourier domain for odd and even parts
of the approximated quadrature �lters, N = 2; 4 and 6.
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Figure 3.4: Resulting quadrature kernels N = 2; 4 and 6, � = 1:5 and the grid is
15� 15 pixels. These kernels are synthesized from the basis �lter set in �g. 2.6.
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Figure 3.5: E1 as a function of the order of the basis �lter set N.
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Figure 3.6: 6dB angular lobe width in degrees as a function of the order N of the
basis �lter set.
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3.3 Generalization of the Filter Synthesis

The �lter synthesis method presented in the previous section is primarily intended
for small basis �lter sets, where it is essential to reduce phase interference within
the �lter as far as possible, and where the possibilities to perform an adaption of
the angular �lter lobe are limited. For a basis �lter set of order, say N � 3, the
phase interference is for practical purposes insigni�cant while the only possibility to
control the angular �lter lobe is by discrete changes in N , �g. 3.3.

In order to obtain a more general control of the angular �lter lobe for larger N ,
consider the following extension of eq. (3.16).

E1 =
Z 2�

0
w(') [

NX
n=0

an cos(n') ]2 d' (3:34)

where the integral is computed over the entire circle and a non-negative weight
function w(') is introduced. For symmetry reasons w(') is expected to be even, ie:

w(') = w(�') (3:35)

The introduction of the weight function enables a simultaneous control of on one
hand the phase interference within the �lter and on the other hand the angular lobe
width. A straightforward way to parameterize w(') is to choose:

w(') =

(
1 if � � ' � 2� � �
0 otherwise

(3:36)

where � = �=2 corresponds to the original approach in eq. (3.16). Insertion of the
above weight function in eq. (3.34) gives:

E1 =
Z 2���

�
[
NX
n=0

an cos(n (') ]2 d' (3:37)

which can be decomposed into a quadratic form in the same manner as in eq. (3.18)-
eq. (3.20), such that:

E1 = �aTM� �a �a = (a0; a1; a2 : : : aN) (3:38)

where the symmetrical and positive de�nite (N+1) by (N+1) matrixM� is de�ned
as:

M� (0; 0) = 2(� � �)

M� (k; k) = (� � � � sin(2k�)
2k

) k � 1

M� (k; l) = �
�
sin((k+l)�)

k+l
+ sin((k�l)�)

k�l
�

k 6= l

(3:39)
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The basis coe�cients are �nally be calculated by the same method as in the previ-
ous section by substitution of M1 with M� in eq. (3.28)-eq. (3.30). Note that the
introduction of the weight function does not a�ect E0.

In �g. 3.7 the basis �lter coe�cients and angular �lter envelopes in the Fourier
domain are plotted for � = 90; 50; 35 and 20 degrees for a basis �lter set of order
N = 6. The solid curve (� = 90�) corresponds to the original approach.

The �a-vectors corresponding to � = 90; 50; 35 and 20 degrees are illustrated in �g. 3.7
for N = 6. The solid curve corresponds to � = 90� and is equivalent to the previous
solution.
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Figure 3.7: Basis �lter coe�cients and angular �lter functions in the Fourier do-
main for a rectangular weight function, � = 90 (solid),50,35 and 20 degrees, N = 6.

The weight function w(') enables a trade-o� between on one hand phase indepen-
dent non-ringing �lter responses and on the other hand narrow �lter lobes. This
choice of weight function is of minor interest for �lter optimization as it contains
hard limits and lacks a continuous derivative. It is, however, worth to point out
that linear combinations of such rectangular weight functions provide a piecewise
constant approximation of any feasible w('). The corresponding matrix M�� is
then obtained as a sum of rectangular matrices:

M�� =
X
�

M� (3:40)

In �g. 3.8 an alternative weight function is illustrated.
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Figure 3.8: w(') = sin2r('=2) r = 6; 4; 2; 1.
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Figure 3.9: Filter coe�cients and angular �lter function corresponding to the weight
functions of �g. 3.8, N = 6.
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w(') = sin2r('=2) (3:41)

This weight function provides a graded value for every part of the Fourier domain.
The fact that w(') is concentrated to the rear side of the �lter lobe enables a
phase invariant response, while the monotone increase around the origin supports a
sharp �lter lobe. The �lter coe�cients and angular �lter functions of these weight
functions are illustrated in �g. 3.9. The smooth weight function in �g. 3.8 reduces
the ringing e�ects in the angular �lter function, compare �g. 3.9 and �g. 3.7.

This adaption of the angular function involves an eigenvalue problem which is incon-
venient to include in the image processing algorithm. A more e�cient approach to
control the synthesized �lter function is to store the �lter coe�cient vectors (�a) for
a number of di�erent weight functions . The adaption is then performed by linear
interpolation between these coe�cient vectors.

3.4 Conclusion

The purpose of this section was to synthesize orientation selective �lters for detec-
tion and estimation of low-level symmetries. These requirements are well met by
quadrature �lters. These �lters enable a phase invariant magnitude and the argu-
ment supports a continuous edge/line description of the neighbourhood. A method
to synthesize quadrature �lters from the basis �lters of chapter 2.6 has been pre-
sented. The approximation of quadrature �lters is based on a minimization of the
energy contribution in a region of the Fourier domain which provides a simulta-
neous design of the odd and the even component of the quadrature �lter. The
minimization introduces an eigenvalue problem which can be solved by conventional
methods. Finally a generalization of the synthesis procedure is presented which
enables a continuous control of the angular �lter function.

There are of course other methods to synthesize quadrature �lters from the basis
�lters, eg minimize E2

1 instead of E1 or using:

min [ max [
NX
n=0

an cos(n')]] �=2 � ' � 3�=2 (3:42)

but the main advantages of the proposed method are the computational simplicity
and the simultaneous optimization of the odd and the even parts of the synthesized
quadrature �lter.
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Chapter 4

Robust Estimation of Local

Orientation

This chapter describes a method for estimation of local orientation. The algorithm
di�ers from many earlier [14] described algorithms in its ability to both estimate
and describe multiple orientations within the neighbourhood. Traditional line and
edge detection algorithms have di�culties in neighbourhoods containing intersecting
lines, etc. The method described here incorporates such events in its neighbourhood
model and can both estimate and describe these rare but important image neigh-
bourhoods. Furthermore, the method gives more accurate estimates on ordinary
single orientation neighbourhoods than conventional algorithms, especially in noisy
neighbourhoods [9].

The algorithm uses the synthesized quadrature �lters described in chapter 3. Filters
are synthesized for a number of directions. The magnitude and phase responses from
the �lters are examined with a search algorithm to localize the orientation and phase
of the structures within the neighbourhood. The neighbourhood is decomposed in
this manner to give individual orientation and phase estimates for the lines and edges
within the neighbourhood. A continuous representation is �nally used to describe
the contents of the local neighbourhood, thus enabling the use of simple average
�ltering to produce consistency checks.

4.1 Fundamental Feature Extraction

The method described in chapter 3 provides a synthesis of quadrature responses in
arbitrary directions. In practice only a limited number (K) of quadrature responses
are computed within each neighbourhood, as the angular resolution is limited by
the angular lobe width of the synthesized �lter, (�g. 3.6). From extensive testing on
natural and synthetic images, it was found that a spacing of the synthesized �lters
that is 6� 8 times smaller than the 6dB angular �lter lobe is su�cient. For a basis
�lter set of order N = 6 this corresponds to 18 < K < 24 �lters, as it is su�cient to
perform the feature extraction in one half-plane in the Fourier domain (eq. (3.3)).
Note that the computational e�ort to synthesize a large number of �lter responses
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is very low in comparison to conventional �ltering. For symmetry reasons, these
�lters are evenly distributed in ' 2 [0; �], and the �lter response in the direction
'k, where 'k is de�ned as:

'k =
�k

K
k = [0; 1 : : :K � 1] (4:1)

is denoted �qk:

�qk = qke + i qko (4:2)

where qke and qko refer to the even and odd �lter response respectively. Let the K
�lter responses from a local neighbourhood be arranged as elements in a magnitude
and a phase vector:

(q0; q1; q3; : : : ; qK) (�0; �1; �2; : : : ; �K) (4:3)

The distribution within these local feature vectors provides a general description of
the neighbourhood as a function of the direction 'k. The objective of the proposed
algorithm is to produce a more compact representation of the neighbourhood, where
the parameters refer directly to the orientation and Fourier phase of one or more
edge-line events.

4.2 Estimation of a Single Local Orientation

In general, local orientation can only be de�ned if the signal variation in a neighbour-
hood is concentrated in a speci�c direction, ie the neighbourhood corresponds to a
line or an edge. In the Fourier domain, this corresponds to an energy concentration
upon a line through the origin at some direction 'v:

0 � 'v � � (4:4)

according to �g. 4.1. For such a neighbourhood the `centre of gravity' of the mag-
nitude distribution 'c, where 'c is de�ned as:

'c =

KP
k=0

'k qk

KP
k=0

qk

(4:5)

is expected to provide a consistent estimate of the local orientation. The angle
'c 2 [0; �] is unfortunately an ambiguous representation of the dominant orientation.
Consider the following example, a spatial neighbourhood consisting of a vertical line
provides a large response for the �lters in the direction '0 and 'K�1. The resulting
average orientation is according to eq. (4.5) computed as:
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Figure 4.1: The existence of local orientation in a neighbourhood is in the Fourier
domain equivalent to an energy concentration on a line trough the origin.

'c =
'0 + 'K�1

2
� �=2 (4:6)

which is interpreted as a horizontal line. The synthesized �lter responses in the
directions '0 and 'K correspond to approximately the same orientation, while the
arguments di�er by:

'K�1 � '0 = �(1� 1=K) � � (4:7)

This ambiguity was originally observed by Granlund [27] who proposed a doubling
of the argument, (2'k) such that '0 and 'K are mapped next to each other, �g. 4.2.
Knutsson [38] developed this observation into a vector summation:

�R =
K�1X
k=0

qk e
i2'k (4:8)

For a line-edge neighbourhood the resultant magnitude j �Rj of eq. (4.8) reects the
local RMS value of the directed energy and the argument:

arg( �R) = 2'v (4:9)

constitutes a more appropriate representation of the orientation. Note that orthog-
onal lines or edges become opposite in the double angle representation and tend to
cancel each other in the vector summation (eq. (4.8)). For ambiguous neighbour-
hoods, the resultant magnitude is consequently decreased, indicating that the single
line-edge model is not valid as a descriptor of the local neighbourhood.
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Figure 4.2: A doubling of the argument (2') produces a continuous mapping of the
local orientation. Note that orthogonal events become opposite in this notation. The
colour code provides a continuous visualization of the estimated orientation.

4.3 Estimation of Multiple Orientations

To evaluate and represent more complex models than lines and edges in the initial
processing is in general cumbersome and require a large number of parameters. The
extensive feature extraction provided by the synthesized quadrature responses does,
however, support a decomposition of an ambiguous neighbourhood into multiple
line-edge events. Consider the neighbourhood in �g. 4.3, where a cross is decom-
posed into two lines which are estimated separately ('1; '2) as multiple events. In

ε1

ε
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ε
2

ε1

ε
2

ϕ
1

ϕ
2

Figure 4.3: An ambiguous neighbourhood, consisting of a cross, is by the extended
line edge model interpreted as multiple events.

natural images, neighbourhoods that contain corners or crosses are relatively rare,
but such events constitute important support for the subsequent high-level process-
ing. The proposed `superposition' principle enables both a compact representation
and a direct interpretation for ambiguous neighbourhoods which is essential for low-
level algorithms. For ambiguous neighbourhoods, where the interfering lines (or
edges) are well separated in the angle, the magnitude distribution (eq. (4.3)) shows
local maxima in the corresponding orientations. For such neighbourhoods, a decom-
position of the neighbourhood can be achieved by observing the local extrema of
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the magnitude distributions, as proposed in [55, 26, 15, 23].

In the general case, the magnitude distribution cannot be expected to form peaks
for individual edge-line events, and robust estimates of ambiguous neighbourhoods
cannot be based on the magnitude only. Consider the magnitude and phase curves
in the upper part of �g. 4.4. These estimates are obtained from K = 24 syn-
thesized quadrature �lters and the spatial neighbourhood consists of a `line' and
an `edge' separated by 30�. The magnitudes di�er by a factor of two and there
is noise present. For clarity, samples corresponding to the whole Fourier domain
are illustrated, although it is su�cient to compute the quadrature responses in one
half-plane (0 < k < 23).
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Figure 4.4: Upper curves: estimation of phase and magnitude by 24 synthesized
quadrature �lters in a neighbourhood consisting of an `edge' and a `line' at ' = 75�

and ' = 105� respectively. Lower curves: unwrapped phase and two detected events.
See text for details.

Note that the phase of the edge at ' = 75� or (k = 10) changes signs (� = ��=2)
when observed in the opposite direction, while the line at ' = 105� or (k = 14)
maintains zero phase in both half-planes of the Fourier domain. For this type of
neighbourhood, where several events with di�erent phases contribute simultaneously
to the same �lter responses, the original events can in general not be completely
recovered by the superposition principle, due to phase interference in the individual
�lter responses. The presence of multiple events and the approximate orientations
can, however, be deduced from the phase and magnitude distribution, eq. ((4.3)).

The core of the multiple orientation estimates is a search algorithm that examines
the possible decompositions of eq. (4.8) and produces a robust multiple event de-
scription. The crossing lines in �g. 4.3, for example, results in two events �Ra and
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�Rb such that:

�Ra =
a2X

k=a1

qk e
i2'k �Rb =

b2X
k=b1

qk e
i2'k (4:10)

where the magnitudes within each summation correspond to the same line such that
arg( �Ra) = 2'1 and arg( �Rb) = 2'2, �g. 4.3. Each summation is performed over a
closed region in the Fourier domain and an arbitrary magnitude qk can at most
contribute to one event.

4.3.1 A Search Algorithm

The primary task for a search algorithm is to de�ne which decompositions of the
Fourier domain are feasible with respect to the magnitude and phase curves, eq. (4.3).
The results from these decompositions are then evaluated to obtain the optimal rep-
resentation according to some criterion. Such an algorithm can be made more or
less sophisticated and take a priori information, such as SNR and phase of expected
events, under consideration. The aim of the search algorithm presented here is to
obtain a simple algorithm that produces robust estimates in most neighbourhoods.

From the phase curve in �g. 4.4, it can be deduced that the phase is more or less
constant in the area of the Fourier domain that corresponds to the events present,
while it is rather unstable in between. It is relevant to compute the square of the
di�erenced phase as it is the sudden changes in the phase estimates, rather than the
absolute value, that provide the signi�cant information.

(��k)
2 = (�k � �k�1)

2 �k�N = ��k (4:11)

The di�erence between two adjacent phase estimates must be calculated modulo 2�
in order to disregard irrelevant phase jumps. The square in the above formula
provides both a recti�cation and increases the dynamics (ampli�es sudden phase
changes). To provide estimation of the `phase changes' over an area in the Fourier
domain, the unwrapped phase �n is computed as the cumulative sum of (��k)

2 such
that:

�n =
nX
k=0

(��k)
2 (4:12)

which is illustrated in the lower left part of �gure 4.4. The search algorithm can be
described in terms of the unwrapped phase as: choose two arbitrary orientations 'l
and 'h which ful�ll the condition:

�h � �l � � (4:13)

where the constant � de�nes the maximal allowed phase disparity for a single line-
edge event. Now compute the orientation estimate from the corresponding region
of the Fourier domain:
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Figure 4.5: Summation of the energy contribution in a consistent region of the
Fourier domain.

�Ra =
hX
k=l

qk e
i2'k (4:14)

for all possible candidates of 'l and 'h over one half-plane in the Fourier domain
(�g. 4.5). As the �rst output then choose the resulting sum �Ra that obtained the
largest magnitude. Note that if the unwrapped phase is at in some region, the
summation will contain more terms and the resultant magnitude is more likely to
be large. To classify a part of a neighbourhood as a single event will thus require a
combination of energy concentration and phase consistency. The part of the magni-
tude curve corresponding to �Ra is then disregarded and the algorithm estimates the
next event, if present, by the same method. In the lower right part of �g. 4.4 the
�lter responses corresponding to the two dominant events are illustrated by solid
and dashed lines.

The choice of the maximal phase dispersion � for a line-edge is dependent on the
Fourier phase of the events as well as SNR. To obtain robust orientation estimates for
di�erent types of ambiguous neighbourhoods, the local phase dispersion is de�ned
as a fractional part of �K. The parameter � in eq. (4.13) can be chosen within
a relatively wide range of reasonable values without a�ecting the output of the
algorithm. From sums of experiments on natural and synthetic images

� � 0:1�K (4:15)

was found to provide robust estimates for a basis �lter set of order N = 6.
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This simple search algorithm produces relevant orientation estimates for two events
in natural images and is robust in the presence of noise. For robust estimation of
more than two line-edge events, a more complex search algorithm which performs
a simultaneous optimization of both the number of relevant events and the corre-
sponding orientations is in general required. For such a neighbourhood the proposed
algorithm generally detects the two most dominant events.

To discriminate non-relevant outputs, especially for the secondary events, an addi-
tional condition may be applied which requires that an event must span a certain
area of the Fourier domain to be accepted.

4.4 Averaging of Multiple Events

Di�erent types of relaxation procedure have proven to be important mechanisms to
obtain robust performance in computer vision applications, [59]. One of the ben-
e�ts of the double angle representation is that the relaxation procedure may be
implemented by a simple averaging scheme [27, 31], well suited for fast implementa-
tion on machines with hardware support for �ltering, instead of more cumbersome
procedures [52, 60]. The multiple orientation estimates complicate the relaxation
procedure, as it is desirable to represent the multiple line-edge events in such a way
that local averaging of adjacent neighbourhoods can be used to implement relax-
ation. The naive approach would be to order the estimates such that:

j �Raj > j �Rbj > j �Rcj : : : (4:16)

For a neighbourhood containing two crossing lines, as in �g. 4.3, these estimates
are likely to be interchanged between two adjacent neighbourhoods. An individual
averaging of �Ra, �Rb, etc. will in this situation produce unexpected results. An
alternative ordering based on the arguments

arg( �Ra) < arg( �Rb) < arg( �Rc) : : : (4:17)

would lead to similar di�culties. To overcome this problem, the resulting events
must be averaged in relation to each other.

4.4.1 Averaging of Two Events

For a neighbourhood consisting of at most two events a continuous representation
can be constructed by the use of a simple transform based on the sum and the dif-
ference of the estimated events. This transform enables the use of ordinary signal
processing tools such as averaging and di�erentiation in the representation space.
Consider the vector sum and the di�erence between two estimated edge-line events
( �Ra; �Rb) in �g. 4.6. The sum ( �Ra+ �Rb) is independent of the order in which �Ra and
�Rb are obtained, while the di�erence ( �Ra � �Rb) will be `opposite' if the two events
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Figure 4.6: Sum and di�erence of two estimated events.

are interchanged. To provide a meaningful averaging, this ambiguity in the repre-
sentation must be eliminated. Consider for that purpose the following transform:

( �Ra + �Rb) ( �Ra � �Rb)
2 (4:18)

The squaring of the di�erence vector provides both a doubling of the argument
(double angle notation) and a non-linear mapping of the resulting magnitude. In
this representation, averaging of the two events is consequently feasible. Before the
properties of this transform are evaluated it is convenient to de�ne an inverse, such
that the original events can be re-established, after the averaging procedure. The
inverse transform is de�ned as follows:

�Ra
0
= 1

2

�
Aver[ �Ra + �Rb] +

q
Aver[( �Ra � �Rb)2]

�
�Rb
0

= 1
2

�
Aver[ �Ra + �Rb]�

q
Aver[( �Ra � �Rb)2]

� (4:19)

Note that this is not an inverse in a strict mathematical sense as:

q
( �Ra � �Rb)2 = �( �Ra � �Rb) (4:20)

A singe change results in an interchange of �Ra
0
and �Rb

0
in eq. (4.19). This is,

however, insigni�cant since the ordering of �Ra and �Rb was arbitrary from the start.

To obtain an intuitive feeling for the properties of this transform, consider the fol-
lowing example. Let in agreement with �g. 4.6:

�Ra = r1e
i 0 �Rb = r2 e

i ' (4:21)
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To enable averaging these two events, independent of in which order they are ob-
tained, the transform in eq. (4.18) is applied to the estimated events:

�Ra + �Rb = r1 + r2 cos(') + i r2 sin(')

( �Ra � �Rb)
2 = r21 + r22 � 2r1r2 cos(') + i (r22 sin(2')� 2r1r2 sin('))

(4:22)

If the argument of �Rb is equally distributed over the circle (ie �Rb is isotropic in the
neighbourhood) averaging in this space gives:

Aver[ �Ra + �Rb] =
1

2�

Z 2�

0

�Ra + �Rb d' = r1 (4:23)

Aver[( �Ra � �Rb)
2] =

1

2�

Z 2�

0
( �Ra � �Rb)

2 d' = r21 (4:24)

Inverse transformation after averaging (eq. (4.19)) results �nally in:

�Ra
0
= r1 �Rb

0
= 0 (4:25)

Since �Rb is equally distributed in all orientations, the average is consequently zero,
while the uniform event �Ra is left unchanged.

If the argument of �Rb, in contrast to the previous example, is equally distributed in
the interval

'1 � ' � '2 (4:26)

a corresponding expression for �Ra
0
and �Rb

0
is obtained as

�Ra
0
= (c1 + c2)=2

�Rb
0

= (c1 � c2)=2
(4:27)

where

c1 = [r1('1 � '2) + r2(sin'1 � sin'2)� ir2(cos'1 � cos'2)]=('1 � '2)

c2 = [(r21('1 � '2)� 2r1r2(sin'1 + sin'2) + r22(sin 2'1 � sin 2'2)=2

�ir22(cos 2'1 + cos 2'2)=2 + 2ir1r2(cos'1 � cos'2))=('1 � '2)]
1=2

As an illustration of this expression, consider �g. 4.7. The arrows in these two plots
correspond to the double angle representation of the estimated events ( �Ra; �Rb) in a
neighbourhood of an image. The �rst event, �Ra, is uniform over the neighbourhood,
while the argument of �Rb for each row is equally distributed in the interval

0 � ' � '2 (4:28)

where '2 = 0 for the upper row and '2 = 2� for the bottom row. In �g. 4.8
the transform in eq. (4.18) is applied to these events in order to enable a line-wise
averaging of the two events.
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Figure 4.7: Estimated events ( �Ra; �Rb) in the double angle representation.
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Figure 4.8: ( �Ra + �Rb) and ( �Ra � �Rb)
2. This representation can be averaged.
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Figure 4.9: Result after line-wise averaging and inverse transformation.
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Figure 4.10: Estimated events ( �Ra; �Rb) in the double angle representation.
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Figure 4.11: ( �Ra + �Rb) and ( �Ra � �Rb)
2. This representation can be averaged.
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Figure 4.12: Result after line-wise averaging and inverse transformation.
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The averaged events ( �Ra
0
; �Rb

0
) are �nally computed by eq. (4.19) and the result is

illustrated in �g. 4.9. Note that this result is una�ected if the columns of the left
and the right plot in �g. 4.7 are interchanged in an arbitrary manner. In practice,
the result of this transform ( �Ra

0
; �Rb

0
) can, for obvious reasons, not be compared by

an averaging of the original events in �g. 4.7, but in this constructed example such
a comparison is possible. It turns out that the average error in the magnitude of
�Ra
0
is 4% and the average deviation of the argument is within 2�. The magnitude of

�Ra
0
decreases from top to bottom and is zero for the case when �Rb is isotropic (the

bottom row).

An alternative example is given in �g. 4.10. In this case the arguments of the two
events are constant for each row, while the magnitude of �Rb varies. At the upper
line, the orientation of �Ra and �Rb are identical, while the relative di�erence of the
arguments increases towards the bottom where the two events become opposite.
In agreement with the previous example, these events are averaged line by line
under the transformation in eq. (4.18), see �g. 4.11. The �nal result after inverse
transformation is shown in �g. 4.12. The average error is within 2% in the magnitude
and the deviation in the argument is less than 2� for both �Ra

0
and �Rb

0
.

This approach provides a simple and robust method to average two local estimates
in a neighbourhood of an image and supports a continuous representation of two
orientations. For constructed examples, the result of the averaging procedure will
not for all cases be identical to what would be obtained if the estimated events were
averaged independently. In practice, however, the performance is robust which is
further illustrated by the results from the test images at the end of this section.

4.4.2 Averaging of Arbitrary Number of Events

Unfortunately, the transformation proposed in the previous section cannot be ex-
tended to more than two local events. An arbitrary number of estimated events
can, however, be averaged locally in a 3D signal space constituted by the spatial
position (�1; �2) and the orientation ', according to �g. 4.13. Averaging in a 3D
volume generally requires a large computational e�ort. The quantization in the '-
direction can, however, be made essentially coarser than for the spatial position as
the distribution in the '-direction is relatively sparse. Note that the averaging must
be performed with circular convolution in the '-direction.

4.5 Applications of Multiple Orientations

4.5.1 Noise Suppression

For a neighbourhood consisting of a line or an edge, the single orientation algorithm
eq. (4.8) and the main event ( �Ra) of the multiple orientation algorithm are expected
to produce identical estimates. The magnitude of the supplementary event(s) ( �Rb)
is, for this type of neighbourhood, close to zero. In the presence of noise, these
estimates will, however, behave somewhat di�erently.
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Figure 4.13: Averaging of arbitrary number of events by increasing the dimension-
ality in the representation of the feature space. The averaging is performed locally
in a 3D space with circular convolution in the ' direction.

For the synthesized �lter responses that correspond to the dominant orientation of
the original event, the relative change in the magnitude and phase estimates caused
by noise is limited for all reasonable SNR, while the energy contribution in the
remaining part of the Fourier domain mainly originates from the noise. Since the
single orientation estimate is based on all synthesized �lter responses, the presence
of noise is likely to cause a deection from the original orientation estimate. In
the multiple orientation algorithm, the phase requirement supports a discrimination
of the `inconsistent parts' of the Fourier domain. The e�ect of the noise in the
dominant event �Ra is therefore expected to be considerably less than in the single
orientation case.

To verify this assumption, both the main event of the multiple orientation algorithm
�Ra and the single orientation estimate �R (eq. (4.8)) are computed from the same
synthesized quadrature responses at di�erent SNR. A basis �lter set of order N = 6
(13 real �lters) where used to synthesize K = 24 quadrature �lters in every neigh-
bourhood. As a test scenario the `ploop' (�g. 4.14) is used. The local orientation
estimates �Ra and �R are computed for SNR from �15dB to 30dB. The standard
deviation of the orientation error (ie the error in the argument unweighted by the
magnitude) is then computed as a function of the SNR. The results are illustrated in
�g. 4.15. The solid and the dot-dashed curve correspond to �Ra and �R (eq. (4.8)) re-
spectively. Since these estimates are computed from the same quadrature responses,
it is apparent that the phase consistency criterion increases the performance of the
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Figure 4.14: The ploop test image, SNR=0dB.

orientation algorithm considerably in noisy neighbourhoods.

The upper (dashed) curve in �g. 4.15 correspond to the original algorithm proposed
by Knutsson [38], based on K = 4 �xed quadrature �lter pairs (8 real �lters) and
an angular �lter envelope corresponding to cos2('�'k). All �lters in this test were
realized on a 15 � 15 grid and share the same radial frequency function (� = 2
and �0 = �=2). Note that the improvement in performance by only increasing the
number of �lters (from 4 to 24) is rather limited if the phase consistency criterion
is disregarded. In �g. 8.1 the orientation estimate of �g. 4.14 is illustrated. The
resulting argument (2') is represented by the colour code proposed in �g. 4.2.
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Figure 4.15: Standard deviation of orientation error (in degrees) as a function of
SNR. See text for details.
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4.5.2 Detection of Multiple Events

Figure 4.16: Test image composed of two interfering patterns. Image size is 512 �
512 pixels.

The test image in �g. 4.16 is composed of the two simpler patterns in �g. 4.17.
The di�erence in orientation between these patterns is small in the upper part and
increases towards the bottom. Note that the magnitude of the `second' pattern
increases from left to right. To discriminate between these patterns, two orientation
estimates ( �Ra and �Rb) are computed by the multiple orientation algorithm. The
resulting estimates are illustrated in �g. 8.2. In the upper part the ideal estimates
of �Ra and �Rb are displayed. These results are obtained as individual estimates of
the two patterns in �g. 4.17. The lower part of �g. 8.2 corresponds to the two
dominant estimates from �g. 4.16. The algorithm discriminates the two patterns
in most parts of the image. In the upper part, only one `event' is identi�ed due to
the small di�erence in orientation, and in the left part the large relative di�erence
in magnitude limits the ability to detect a second event. The discontinuity that
appears to the right is due to an interchange of the events. In this part of the image
the magnitudes of the two patterns are equally strong and the ordering is arbitrary.
Consequently these images can not be averaged independently. In �g. 4.18 the
Fourier phase of the concentric circles varies from � = 0 (white lines) in the centre
towards � = �=2 (edges) and � = � (black lines) in the periphery. These circles
are intersected by parabolas, resulting in ambiguous neighbourhoods with various
relative orientation and relative Fourier phases. The SNR changes continuously from
30dB in the far left part to 0 dB in the far right part of the image1. In �g. 8.3 the

1For this image the SNR is computed as the relation between the peak-to-peak value of the

signal in relation to the standard deviation of the white noise.
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Figure 4.17: The test image in �g. 4.16 is obtained by a combination of these two
simpler patterns.
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Figure 4.18: Test image containing interfering events of di�erent Fourier phase.
The signal to noise ratio decreases continuously from the left (30dB) to the right
(0dB). Image size 256 � 256 pixels.

resulting orientation estimates of the two dominant events are displayed. In the
upper part the two estimated events �Ra and �Rb are illustrated. When the SNR is
decreased, the second event is dominated by the noise. The lower part of �g. 8.3
corresponds to the continuous representation of two events proposed in eq. (4.18).

The test image in �g. 4.19 can be thought of a as `circular chessboard', where the
relative orientation within adjacent squares varies with position in the image. In
the lower part, the boundaries of the squares are clearly visible because the patterns
within adjacent squares correspond to `opposite' orientations, while in the upper
part the di�erence in relative orientation is decreased to zero. In �g. 8.4 and �g. 8.5
the two main events ( �Ra; �Rb) are estimated by the multiple orientation algorithm.
In the �rst image the `circular chessboard' pattern is clearly visible, while the second
image detects the intersections of the regions which form a net pattern. In �g. 8.6 an
enlargement from the lower part of �g. 8.5 is displayed. These images are averaged
by the method proposed in section 4.4.
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Figure 4.19: Test image where the relative orientation of adjacent regions varies.
Image size is 512 � 512 pixels.
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4.5.3 Angle Estimation

Figure 4.20: Test image containing a cross between two lines at di�erent relative
orientations. The SNR changes continuously from 20dB at the top to 0dB at the
bottom. The image size is 512 � 512 pixels.

The multiple orientation algorithm estimates the argument and the magnitude of
individual events in ambiguous neighbourhoods. For neighbourhoods where two
events are present it is consequently possible to estimate the angle of the corre-
sponding cross or corner by computing the absolute value of the di�erence in the
arguments, ie:

�' = j arg( �Ra)� arg( �Rb)j (4:29)

Note that this estimate only concerns the arguments and is not a�ected by changes in
the magnitudes j �Raj and j �Rbj. Since the arguments of �Ra and �Rb are obtained in the
double angle notation (eq. (4.9)) the resulting argument �' will be an unambiguous
description of the relative orientation of the two events where �' = � corresponds
to an orthogonal cross (�g. 4.2).

The magnitude of the second event �Rb constitute a con�dence measure for the
proposed angle estimate. For neighbourhoods where j �Rbj is small or zero there
exists at most one event ( �Ra) and the angle estimate �' is not relevant. The �nal
angle representation is for that reason obtained as:

j �Rbj�' (4:30)
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Fig. 4.20 contains two intersecting lines at various relative orientations. The SNR
changes continuously from 20dB at the top to 0dB at the bottom. The multiple
orientation estimate of this image, in the terms of eq. (4.30), is illustrated in �g. 8.7.
Green indicates a cross where the di�erence in orientation between the two lines is
small, while red corresponds to a symmetric cross (�' = �).

For small angles, the algorithm is unable to discriminate two events when centered
on the cross, due to the limited extension of the �lters, which causes a translation
of the angle estimate, �g. 8.7. If the analysis is performed over multiple scales, this
e�ect is reduced . The black arrows in �g. 4.20 correspond to angle estimates at the
centre of the crosses in �g. 8.7. For neighbourhoods which are within the range of
the �lters, the algorithm produces accurate results and is robust in the presence of
noise.

4.5.4 Continuous Representation of Multiple Orientations

Figure 4.21: Microscopy image of paper pulp.

For natural images the discontinuous ( �Ra; �Rb) representation of ambiguous neigh-
bourhoods is di�cult to interpret and the continuous representation proposed in
eq. (4.18) is preferred. In �g. 8.8 this representation form is used on the paper
pulp image of �g. 4.21. If only one event is present these images correspond to the
same event ( �Ra), but the argument in the second image is doubled. When a sec-
ond event is detected, the vector �Rb is incorporated with opposite signs in the two
representations, which allows a continuous representation of multiple orientations.
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Chapter 5

Estimation of Complex

Neighbourhood Features

The previous chapter described a robust method to estimate and represent local
orientation. This method produced relevant estimates for edge line neighbourhoods,
as well as for ambiguous events, where simpler algorithms fail. Higher level computer
vision algorithms do not generally handle inputs in terms of image pixels but prefer
a description in terms of the existence and the position of image primitives such
as crosses, corners, T-junctions, line ends, curvature etc. [18]. There exists a wide
variety of algorithms that produce such features either directly from the grey level
image [63, 42, 36, 23] or from an edge line description of the original image [48]. If
such a high level algorithm accepts multiple or alternative inputs as produced by
the orientation algorithm of chapter 4, the interpretation of more complex image
primitives is simpli�ed.

ε1

ε
2

ε1

ε
2

CornerCross

Figure 5.1: Two essentially di�erent neighbourhoods where the lines constituting the
cross and the corner respectively are identically oriented. The on-center estimate of
the edge line model in chapter 4 is unable to discriminate between these events.

Line-edge models do, however, provide limited means to discriminate certain types
of neighbourhood, as in the following example. Consider two neighbourhoods con-
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sisting of a cross and a corner respectively, where the lines constituting the patterns
are identically oriented, eg �g. 5.1. The two neighbourhoods clearly di�er from each
other, but not with respect to the feature `local orientation(s)' as the on-center esti-
mate using the method proposed in chapter 4 is unable to discriminate between the
two events. Similar confusion occurs for T-junctions as well as for line ends. The
limitations of the local orientation model is not primarily the number of individual
events that can be identi�ed in ambiguous neighbourhoods but the lack of mech-
anisms for description of spatial position within the neighbourhood and thus the
inability to detect and localize the position of events such as line ends. It is conse-
quently desirable to produce a symmetry descriptor of the spatial neighbourhood as
a complement to the local orientation description which is based on the symmetry
properties of the Fourier domain. There are two main approaches to achieve this.

The �rst approach uses the orientation description as input and performs a combi-
nation of the local estimates over a larger environment [8, 10]. The second strategy
is to extend the model and methods described so far to include more complex image
primitives with the estimates done directly from the grey level image [23]. In this
chapter, the latter approach is described and an extension of the model to incorpo-
rate estimation and description of complex image primitives as line ends, corners,
T-junctions, curvature etc. is proposed. The feature extraction is supported by the
original basis �lters of chapter 2 and no additional �ltering is necessary.

5.1 The Generic Local Neighbourhood Model of

Image Primitives

A truncated line or edge element is the most simple event that is not satisfactorily
discriminated by the local orientation model in chapter 4. The purpose of this section
is to deduce a complementary model for this type of neighbourhood. The estimation
and representation of more complex image primitives like corners and T-junctions
can be carried over to the edge line end model by the principle of superposition, in
conformity with the local orientation model (section 4.3).

5.1.1 Model De�nition

In �g. 5.2 a neighbourhood of an image h(�1; �2) is illustrated, where a thin line end
is localized at the origin of the local coordinate system. The vector x̂ = (x1; x2)

T

de�nes the orientation and direction of the line. The vector �x̂ represents a line (or
an edge) in the opposite direction but with identical orientation.

The model formulation made in chapter 3 utilized the properties of the Hilbert
transform with separation of the Fourier domain into even and odd parts. A similar
strategy is used here, but in this case the analysis is performed in the spatial plane.
Separation of the local neighbourhood h(�1; �2) into odd and even parts gives:

h(�1; �2) = he(�1; �2) + ho(�1; �2) (5:1)
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Figure 5.2: A local neighbourhood of a grey level image h(�1; �2) where a line end
is localized at the origin of the local coordinate system and the orientation is de�ned
by the x̂-vector.

The separation is exempli�ed in �g. 5.3, where the local neighbourhood of �g. 5.2
is decomposed. The even part corresponds to an `ordinary' line in the �x̂-direction
and is de�ned as:

he(�1; �2) =

8<
:

1
2
h(�1; �2) if (�� � x̂) � 0

1
2
h(��1;��2) otherwise

(5:2)

where �� = (�1; �2)
T and � denotes the inner product. The odd component is ex-

pressed in terms of he(�1; �2) as:

ho(�1; �2) = he(�1; �2) sign(�� � x̂) (5:3)

in agreement with eq. (3.7).

Consider the Fourier transform of he(��) and ho(��):

F(he(��)) = He(�u) F(ho(��)) = Ho(�u) (5:4)

He(�u) is identical to the model for local orientation and the energy contribution
jHe(�u)j2 is concentrated on a line through the origin that is orthogonal to x̂ ac-
cording to the left part of �g. 5.4. The estimation of the even part of h(�1; �2)
is consequently supported by the synthesized quadrature �lters of chapter 3. The
Fourier transform of ho(��) can preferably be expressed in terms of He(�u) by the
following observations. In the Fourier domain, the term sign(�� � x̂) in eq. (5.3) is
equivalent to a Hilbert transformation in the x̂-direction with a phase shift of �=2
([12, p.267] and eq. (3.13)). For a two-dimensional neighbourhood this relation is
expressed by the Fourier transform pair:
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Figure 5.3: Decomposition of h(�1; �2) into an even and an odd part such that
h(�1; �2) = he(�1; �2) + ho(�1; �2).

sign(�� � x̂), ��(x1u2 � x2u1)

i�(�u � x̂) (5:5)

where � denotes the Kronecker delta:

�(z) =

(
1 if z = 0
0 otherwise

(5:6)

According to the convolution theorem and eq. (5.3) the Fourier transform of ho(�1; �2)
is now expressed in terms of He(u1; u2) as:

Ho(u1; u2) = �He(u1; u2) � �(x1u2 � x2u1)

i�(�u � x̂) (5:7)

where � denotes convolution.
Ho(�u) is illustrated in the right part of �g. 5.4. The energy contribution jHo(�u)j2 is
concentrated to the same line as in the even case, but the convolution operation in
eq. (5.7) causes a Hilbert transformation of the spectrum in the x̂-direction. If He(�u)
andHo(�u) are observed in this direction,He(�u) corresponds to an even function while
Ho(�u) is odd. For the case where h(�1; �2) corresponds to a line end, He(�u) is real
while Ho(�u) is imaginary.

5.1.2 Model Estimation

The Fourier domain energy is concentrated around the same line in the Fourier
domain for both he(�1; �2) and ho(�1; �2) in �g. 5.4. The new edge line end model is
for that reason a relatively simple extension of the edge line model in chapter 4.

For the original edge line model the feature extraction was based on the synthesized
quadrature �lters of chapter 3. In the upper part of �g. 5.5 such a quadrature �lter
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Figure 5.4: Mesh plots of He(�u) and Ho(�u). The even component He(�u) is equivalent
with the model for local orientation. Ho(�u) is according to eq. (5.3) obtained from
He(�u) by taking the Hilbert transform in the x̂-direction followed by a phase shift of
�=2.

is schematically illustrated in both domains. The direction of the v̂-vector de�nes
the dominant orientation of the �lter function F (u1; u2) in the Fourier domain. The
corresponding convolution kernel f(�1; �2) inherits a complex modulation in the same
direction which is interpreted as an even (real) and an odd (imaginary) kernel, see
�g. 3.4. This complex modulation is here illustrated by a spiral winding in the
v̂-direction. The angular �lter function of F (u1; u2) has so far been restricted to
symmetric functions, �g. 3.2. The on-center response of such a quadrature �lter
is, according �g. 5.4, zero for `anti-symmetric' neighbourhoods such as Ho(�u). In
order to extract the energy contributions corresponding to both ho(��) and he(��), a
synthesis of quadrature �lters corresponding to symmetric as well as anti-symmetric
�lter functions is required. This is equivalent to a complex modulation of the �lter
envelope in the Fourier domain.

The shift theorem postulates that a modulation in the �x (angular) direction of the
Fourier domain produces a shift in the same direction in the spatial domain.

F (�u) e�i2�û��x $ f(�� � �x) (5:8)

In �g. 5.5 this shift is interpreted as a radial translation. Note the symmetry be-
tween the modulated quadrature �lters in the Fourier and the spatial domain. This
symmetry property is a result of the separation of `odd' and `even' components in
both the Fourier domain (�g. 3.3) and in the spatial plane (�g. 5.3) such that the
real and imaginary parts in each domain approximates a Hilbert transform pair. A
modulation in Cartesian coordinates is unfortunately incompatible with the polar
separable basis �lters of chapter 2. The main properties of the proposed �lters are,
however, preserved if the modulation is performed in the angular direction. In sec-
tion 5.2.7 some aspects concerning the di�erences between Cartesian and angular
modulation of quadrature �lters are discussed. These �lters were �rst suggested by
Hans Knutsson and are due to the symmetry property denoted dual quadrature �l-
ters. The purpose of the following section is to examine the possibilities to synthesize
dual quadrature �lters from the original basis �lters of chapter 2.
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Figure 5.5: Upper part: quadrature �lter corresponding to the edge line model de-
scribed in chapter 3. The winding spiral illustrates the complex modulation of the
convolution kernel. Lower part: A modulation of the above quadrature �lter in the
Fourier domain produces a shift in the corresponding direction in the spatial domain.
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5.2 Synthesis of Dual Quadrature Filters

The discussion of dual quadrature �lters is simpli�ed if the angular modulation term
is separated into a real cosine term and an imaginary sine term such that:

e�im('�'v) = cos(m('� 'v))� i sin(m('� 'v)) (5:9)

where the integer m denotes the angular modulation frequency and 'v corresponds
to the dominant orientation of the �lter. A dual quadrature �lter constitutes com-
plex functions in both the spatial and the Fourier domain. In order to simplify the
discussion, the real and imaginary parts in the Fourier domain are referred to as the
symmetric and anti-symmetric part respectively. This notation refers to the symme-
try properties of the angular �lter functions in eq. (5.9). In the spatial plane the real
and imaginary components are denoted even and odd respectively. This notation
refers to the symmetry properties of the convolution kernels, �g. 3.4. The synthe-
sis of the symmetric and anti-symmetric parts is initially performed independently
before they are combined into a complete dual quadrature �lter pair.

5.2.1 Synthesis of the Symmetric Part

The synthesis of the symmetric part of a dual quadrature �lter is very similar to
the traditional quadrature �lters previously discussed. Recall from chapter 3 that
an angular symmetric �lter, synthesized by the basis �lter set, can be written as:

F (') = G(�)
NX
n=0

an cos(n('� 'v)) (5:10)

where the 'v denotes the dominant orientation of the �lter. Since this �lter can
be synthesized at arbitrary orientation, it is su�cient to consider the case 'v = 0.
In chapter 3 the quadrature properties of this polar separable �lter function were
optimized by a minimization of the energy contribution in one half-plane of the
Fourier domain 3.16. At this point, it is relevant to consider the connection between
the radial appearance of the dual quadrature �lter in the two domains. In the
Fourier domain the radial frequency response G(�), which is inherited from the
basis �lter set (eq. (5.10)), is restricted to be of bandpass type (G(0) = 0) as a
low pass �lter is incompatible with the quadrature approach for spatially limited
�lters. The corresponding radial function in the spatial domain f(r) is according to
section 2.4 de�ned by the basis �lter coe�cients an and the Hankel transform such
that:

f(r) =
NX
n=0

cn(r) =
NX
n=0

anHn(G(�)) (5:11)

To support the symmetry property of the dual quadrature �lters, it is required that
f(r) constitute a `bandpass function' in the spatial domain, ie:

cn(0) = 0 0 � n � N (5:12)
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This condition is ful�lled if a0, the basis �lter coe�cient corresponding to the Laplace
�lter B00 (�g. 2.6), is equal to zero.

A general symmetric �lter that ful�lls eq. (5.12) is consequently expressed as:

Fs(') = G(�)
NX
n=1

an cos(n('� 'v)) (5:13)

which in terms of the basis �lters can be rewritten as:

Fs(') =
NX
n=1

an [Bn0 cos(n'v) +Bn1 sin(n'v)] (5:14)

where [cos(n'v); sin(n'v)] constitute the angular interpolation coe�cients for the
basis �lters (cp. eq. (2.27)). To obtain angular �lter envelopes that approximate
a quadrature �lter, consider the following de�nition of Es, which is similar to the
de�nition of E1 in eq. (3.16). In this case, the energy contribution from the Laplace
�lter is omitted. The purpose is to �nd the â = (a1; a2 : : : aN )

T vector that minimizes
Es, which will provide a synthesis of the symmetric part of a dual quadrature �lter.
Note that since a0 is omitted, the normalization of the total energy within the �lter
is simpli�ed and it is su�cient to require that the �lter coe�cients constitute a unit
vector.

Es =
1

�

Z 3�
2

�
2

[
NX
n=1

an cos(n') ]2 d'
NX
n=1

a2n = 1 (5:15)

Rewriting eq. (5.15) (appendix 5.A) gives:

Es =
1

2

NX
n=1

a2n �
1

�
k 6=l

NX
k=1

NX
l=1

akal

"
sin((k + l)�

2
)

k + l
+
sin((k � l)�

2
)

k � l

#
(5:16)

According to eq. (3.21), let a symmetric N �N -matrix Ms be de�ned by eq. (5.16)
such that:

Es = âTMs â â = (a1; a2; ; : : : ; aN)
T (5:17)

where Ms for the case N = 6 corresponds to:

Ms6 =
1

�

0
BBBBBBBB@

�=2 �2=3 0 2=15 0 �2=35
�2=3 �=2 �6=5 0 10=21 0
0 �6=5 �=2 �6=7 0 2=9

2=15 0 �6=7 �=2 �10=9 0
0 10=21 0 �10=9 �=2 �10=11

�2=35 0 2=9 0 �10=11 �=2

1
CCCCCCCCA

(5:18)

The Ms matrix corresponding to a lower order basis �lter set is obtained from
eq. (5.18) by removing the required rows and columns. The Ms matrix for a basis
�lter set of order N = 4 is consequently obtained as:
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Ms4 =
1

�

0
BBB@

�=2 �2=3 0 2=15
�2=3 �=2 �6=5 0
0 �6=5 �=2 �6=7

2=15 0 �6=7 �=2

1
CCCA (5:19)

Since Ms is positive de�nite for all N � 2, the solution of eq. (5.15) is given by
the smallest eigenvalue of Ms and the â-vector is de�ned by the corresponding
eigenvector. For N = 4 and 6 this corresponds to:
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Figure 5.6: â-vectors and symmetric angular �lter functions for N = 4 (dashed)
and N = 6 (solid).

â = (0:2342; 0:6156; 0:6672; 0:3479)T Es = 5:29 � 10�03
â = (0:1578; 0:4702; 0:6346; 0:5232; 0:2691; 0:0717)T Es = 1:52 � 10�05

(5:20)
These basis �lter coe�cients and the corresponding angular �lter functions in the
Fourier domain are illustrated in �g. 5.6. Since the Laplace �lter, B00, is omitted in
the synthesis, the required number of basis �lters is reduced to 2N real �lters.

5.2.2 Properties of the Symmetric Dual Quadrature Filter

To see the symmetric part of a dual quadrature �lter as a real and an imaginary
convolution kernel, separate Fs(') into odd and even terms, such that:
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Fs(') = Fse(') + Fso(') (5:21)

where

Fse(') = G(�)
NP

n=2;4:::

an cos(n('� 'v))

Fso(') = G(�)
N�1P

n=1;3:::

an cos(n('� 'v))

(5:22)

such that

F�1(Fse(')) = fse(�1; �2)
F�1(Fso(')) = ifso(�1; �2)

(5:23)

The indices e and o in the above equations are adapted from eq. (3.11) and reect
the symmetry properties of the quadrature kernels in �g. 3.4.
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Figure 5.7: Wire plots and contour plots of the real fse(�1; �2) and imaginary
fso(�1; �2) convolution kernels corresponding to the symmetric part of the dual
quadrature �lter. The grid is 15� 15 pixels, N = 6, � = 1:5 and �0 = 1:11.

In �g. 5.7 the real kernel fse(�1; �2) and the imaginary kernel fso(�1; �2) are illustrated
both as wire and contour-plots. These kernels are synthesized from basis �lter kernels
in �g. 2.6, where the â-vector and angular interpolation coe�cients are de�ned by
eq. (5.20). In the symmetric case the `even' kernel fse(�1; �2) is supported by the
`even' basis �lters (B2; B4; B6; : : :), while fso(�1; �2) is supported by the `odd' basis
�lters (B1; B3; B5; : : :). In relation to the quadrature kernels of �g. 3.4 (which are
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synthesized from the same basis kernels), these symmetric dual quadrature kernels
can be interpreted as shifted along the modulation axis according to the modulation
theorem [12, p.108].

The odd and even symmetric quadrature responses are now obtained as:

qse = fse(�1; �2) � h(�1; �2)
qso = fso(�1; �2) � h(�1; �2) (5:24)

where h(�1; �2) denotes a local neighbourhood in the image. The symmetric part of
the dual quadrature response is �nally de�ned as:

�qs = qse + iqso (5:25)

5.2.3 Synthesis of the Anti-Symmetric Part

In order to synthesize �lters with anti-symmetric angular �lter functions, consider
the corresponding anti-symmetric formulation of eq. (5.10):

Fa(') = G(�)
NX
n=1

an sin(n('� 'v)) (5:26)

The basis �lters of chapter 2 support a synthesis of eq. (5.26) in arbitrary orientation
as:

Fa(') =
NX
n=1

an [�Bn0 sin(n'v) +Bn1 cos(n'v)] (5:27)

where [� sin(n'v); cos(n'v)] constitute the angular interpolation coe�cients as op-
posed to [cos(n'v); sin(n'v)] in the symmetric case (eq. (5.14)). It is su�cient to
study the case 'v = 0. The basis �lter coe�cients â = (a1; a2; : : : ; aN )

T that ap-
proximate a quadrature �lter with an anti-symmetric angular �lter envelope are in
agreement with previous discussions obtained by a minimization of:

Ea =
1

�

Z 3�
2

�
2

[
NX
n=1

an sin(n') ]2 d'
NX
n=1

a2n = 1 (5:28)

which can be rewritten (appendix 5.B):

Ea =
1

2

NX
n=1

a2n +
1

�
k 6=l

NX
k=1

NX
l=1

akal

"
sin((k + l)�

2
)

k + l
� sin((k � l)�

2
)

k � l

#
(5:29)

Note that eq. (5.29) is not identical to eq. (5.16) as the sign of the �rst term in the
double sum is reversed between the symmetric and anti-symmetric approach.

Introducing matrix notation in the same manner as in the symmetric case (eq. (5.16)-
(5.18)) gives for N = 6:
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Ma6 =
1

�

0
BBBBBBBB@

�=2 �4=3 0 8=15 0 �12=35
�4=3 �=2 �4=5 0 4=21 0
0 �4=5 �=2 �8=7 0 4=9

8=15 0 �8=7 �=2 �8=9 0
0 4=21 0 �8=9 �=2 �12=11

�12=35 0 3=9 0 �12=11 �=2

1
CCCCCCCCA

(5:30)

Ma matrices for smaller choices of N are obtained by removing the rows and columns
in eq. (5.30) in agreement with eq. (5.18) and eq. (5.19). The â-vector that minimizes
eq. (5.28) is given by the eigenvector corresponding to the smallest eigenvalue ofMa.
For the case N = 4 and N = 6 this results in:

â = (0:5306; 0:6888; 0:4674; 0:1600)T Ea = 2:45 � 10�04
â = (0:4253; 0:6257; 0:5502; 0:3284; 0:1281; 0:0261)T Ea = 4:09 � 10�07

(5:31)
In �g. 5.8 the â-vector and corresponding anti-symmetric �lter functions in the
Fourier domain are plotted for N = 4 (dashed) and N = 6 (solid).
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Figure 5.8: â-vectors and the imaginary anti-symmetric angular �lter functions in
the Fourier domain for N = 4 (dashed) and N = 6 (solid).
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5.2.4 Properties of the Anti-Symmetric Dual Quadrature

Filter

To see the anti-symmetric part of a dual quadrature �lter as a real and an imaginary
convolution kernel separate Fa(') into even and odd terms, such that:

Fa(') = Fae(') + Fao(') (5:32)

where

Fae(') = G(�)
N�1P

n=1;3;:::

an sin(n('� 'v))

Fao(') = G(�)
NP

n=2;4;:::

an sin(n('� 'v))

(5:33)

The real and imaginary kernels are obtained by the inverse Fourier transform:

F�1(Fae(')) = fae(�1; �2)

F�1(Fao(')) = ifao(�1; �2)
(5:34)

In �g. 5.9 the real kernel fae(�1; �2) and the imaginary kernel fao(�1; �2) are illus-
trated. In the anti-symmetric case the real kernel is supported by the `odd' basis
�lters (B1; B3; B5; : : :) while the imaginary part is spanned by (B2; B4; B6; : : :).
Note that the basis �lters supporting the real kernel in the symmetric case are
supporting the imaginary kernel in the anti-symmetric case and vice versa.

In accordance with the shift theorem [12, p.107], the appearance of the convolution
kernels in �g. 5.9 is interpreted as both a shift in the direction of the modulation
and a sign change in the `rear half-plane'. The corresponding `odd' and `even' anti-
symmetric quadrature responses are in agreement with the symmetric case obtained
as:

qae = fae(�1; �2) � h(�1; �2)
qao = fao(�1; �2) � h(�1; �2) (5:35)

The anti-symmetric part is then �nally de�ned as:

�qas = qae + iqao (5:36)

Note that the magnitude of the anti-symmetric dual quadrature �lter �qa, which
is zero for line and edge elements, increases for truncated neighbourhoods such as
h(�1; �2) in �g. 5.2, while the symmetric magnitude �qs decreases to the same extent.
Magnitudes of the anti-symmetric contribution �qa greater than zero imply a limited
extension or a truncation of the present event in the neighbourhood. For such
neighbourhoods either the `positive' or the `negative' side of the anti-symmetric
kernels in �g. 5.9 dominates the argument such that:

arg(�qa) = �� (5:37)

75



ImaginaryReal

5

10

15

5 10 15

5

10

15

5 10 15

Figure 5.9: Wire plots and contour plots of the real and imaginary convolution
kernels corresponding to the anti-symmetric part of the dual quadrature �lter. The
grid is 15�15 pixels and N=6.

The relative di�erences in the magnitudes as well as in the arguments of the symmet-
ric and the anti-symmetric part de�ne the symmetry relations of the neighbourhood.

5.2.5 The Dual Quadrature Filter

The intention is now to merge synthesized symmetric and anti-symmetric �lters into
a complete dual quadrature �lter. In order to preserve the quadrature properties in
this operation, it is required that the angular �lter functions (â-vectors) are identical
for all components in the complete dual quadrature �lter. This is unfortunately not
the case when the symmetric and the anti-symmetric part are optimized indepen-
dently of each other (eq. (5.16) and eq. (5.29)). In the upper part of �g. 5.10 the
ideal symmetric â-vector from eq. (5.20) is applied to both the symmetric (solid)
and antisymmetric part (dashed) of the dual quadrature �lter. In the lower part of
�g. 5.10 the conditions are the opposite, ie the ideal anti-symmetric â-vector from
eq. (5.31) is applied to both the anti-symmetric (solid) and the symmetric part
(dashed). Neither of these solutions provides acceptable quadrature properties for
the complete dual quadrature �lter Fd(') where:

Fd(') = Fs(') + iFa(') (5:38)

The magnitude to Fd(') is in both cases illustrated by a dot-dashed line.
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The separation of a dual quadrature �lter into symmetric and anti-symmetric terms
that was proposed in eq. (5.9) is, however, not an unique solution. The important
aspect from the signal processing point of view is that the phase di�erence between
the two components is equal to �=2, ie that they constitute a Hilbert transform
pair. An interesting alternative is to perform the separation of eq. (5.9) in terms
of semi-symmetrical functions such that the phase of the synthesized �lter pairs
correspond to ��=4 instead of 0 and �=2 as in the symmetric and anti-symmetric
case respectively. The bene�t of this approach is that both components become
reections of each other and share the same optimal â-vector.
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Figure 5.10: Top: a dual quadrature �lter pair corresponding to the â-vector of
section 5.2.1. The quadrature properties of the symmetric part (solid curve) are
favored and the anti-symmetric part (dashed curve) is characterized by a wide and
oscillating envelope. Bottom: a dual quadrature �lter pair corresponding to the â-
vector of section 5.2.3. An optimization of the anti-symmetric part (solid curve)
introduces a DC-error in the symmetric part (dashed curve). The dot-dashed curve
illustrates the complex envelope of the complete dual quadrature �lter. N = 6 in both
cases.

Semi-Symmetric Dual Quadrature Filters

The â-vector that supports a complete dual quadrature �lter based on semi-symmetric
components is obtained by minimization of:
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Ess =
2

�

Z 3�
2

�
2

[
NX
n=1

an cos(n'� �

4
) ]2 d'

NX
n=1

a2n = 1 (5:39)

Rewriting Ess (appendix 5.C) gives:

Ess =
NX
n=1

a2n +
2

�
k 6=l

NX
k=1

NX
l=1

akal
sin((k � l)�

2
)

k � l
(5:40)

Rewriting again using matrix notation gives:

Ess = âTMss â â = (a1; a2; : : : ; aN)
T (5:41)

where Mss is a symmetric Toeplitz matrix. For the case N = 6 Mss corresponds to:

Mss =
2

�

0
BBBBBBBB@

�=2 �1 0 1=3 0 �1=5
�1 �=2 �1 0 1=3 0
0 �1 �=2 �1 0 1=3
1=3 0 �1 �=2 �1 0
0 1=3 0 �1 �=2 �1

�1=5 0 1=3 0 �1 �=2

1
CCCCCCCCA

(5:42)

Note that Ess can be expressed in terms of eq. (5.16) and eq. (5.29) as:

Ess = Es + Ea (5:43)

The corresponding relation between the M -matrices is consequently:

Mss =Ms +Ma (5:44)

The eigenvalues and basis �lter coe�cients corresponding toMss for the case N = 4
and N = 6 are:

â = (0:3337; 0:6234; 0:6234; 0:3337)T Ess = 0:0226
â = (0:1329; 0:3766; 0:5835; 0:5835; 0:3766; 0:1329)T Ess = 9:12 � 10�04

(5:45)
Note the symmetry in the eigenvectors of the Toeplitz matrix, eg for N = 6 a1 = a6,
a2 = a5 etc.

The upper part of �g. 5.11 illustrates this symmetric â-vector for N = 6. The two
corresponding semi-symmetric �lter envelopes are plotted in the middle part of the
same �gure (the solid and dashed curve). The dot-dashed curve illustrates the enve-
lope of the complete dual quadrature �lter. This envelope provides a more distinct
suppression of the rear half-plane in comparison to the initial approach in �g. 5.10.
In the last part of �g. 5.11 the same basis �lter coe�cients support a separation in
symmetric and anti-symmetric parts. Due to eq. (5.44) the quadrature properties
of this dual quadrature �lter are equivalent to the semi-symmetric approach above.
The optimization of the quadrature properties is simpli�ed in the semi-symmetric
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Figure 5.11: Upper �gure: basis �lter coe�cients corresponding to a semi-symmetric
dual quadrature �lter pair, N = 6. Middle �gure: Corresponding semi-symmetric
angular �lter functions in the Fourier domain. These functions are reected versions
of each other which simpli�es the optimization of the quadrature properties. Lower
�gure: Symmetric (solid) and anti-symmetric (dashed) angular �lter functions cor-
responding to the same basis �lter coe�cients. In both cases the dot-dashed curve
corresponds to the complex envelope (analytic function) associated with the complete
dual quadrature �lter.
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approach, and the resulting basis �lter coe�cients are directly applicable to the pre-
vious symmetric and anti-symmetric components without any loss in performance.

5.2.6 Properties of the Dual Quadrature Filter

Under the condition that the basis �lter coe�cients an are identical for the symmetric
and anti-symmetric parts, the resulting odd and even dual quadrature kernels are
obtained as:

fe(�1; �2) = fse(�1; �2) + fae(�1; �2)
fo(�1; �2) = fso(�1; �2) + fao(�1; �2)

(5:46)
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Figure 5.12: Wire and contour plots corresponding to a synthesized dual quadrature
�lter. The real and imaginary convolution kernels are denoted fe(�1; �2) and fo(�1; �2)
respectively. The basis �lter coe�cients (â-vector) are identical for the symmetric
and the anti-symmetric part. The grid is 15 � 15 pixels N = 6, �0 = 1:11 and
� = 1:5.

In �g. 5.12, the real kernel fe(�1; �2) and the imaginary kernel fo(�1; �2) are illustrated
for a basis �lter set of order N = 6 with the basis �lter coe�cients chosen according
to eq. (5.45). The even and odd kernels in the symmetric and anti-symmetric parts
tend to cancel each other in one half-plane, �g. 5.7 and 5.9. In comparison with the
quadrature kernel in �g. 3.4, the dual quadrature kernels are subject to a shift in the
direction of the modulation in the Fourier domain. This observation is in accordance
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with the shift theorem which states that a multiplication with a complex exponential
in the Fourier domain produces a shift in the spatial domain.

De�ne the dual quadrature �lter response :

�q = qe + iqo (5:47)

where
qe = fe(�1; �2) � h(�1; �2) = qse + qae
qo = fo(�1; �2) � h(�1; �2) = qso + qao

(5:48)

The magnitude of the dual quadrature �lter

�q =
q
q2e + q2o (5:49)

is invariant to the Fourier phase for neighbourhoods consisting of edges and lines
as well as truncated neighbourhoods like h(�1; �2) in �g. 5.2, while the argument
constitutes an estimate of the Fourier phase. The fact that a dual quadrature �lter
can be synthesized in arbitrary orientation from the original basis �lter set provides
the means for an extensive estimation of symmetry features in both the spatial and
the Fourier domain.

In �g. 5.13 the energy contribution in the rear half-plane of the Fourier domain
(E = Es + Ea) are illustrated for basis �lters of order 3 � N � 10. E decreases
exponentially as N increases. Compare �g. 5.13 with the corresponding plot for
conventional quadrature �lters �g. 3.5. In �g. 5.14 the 6dB lobe width for the above
quadrature �lters is plotted. The plot refers to the complex envelope of the complete
dual quadrature �lter. The lobe width decreases approximately as 1=

p
N . Compare

�g. 5.14 with �g. 3.6.
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Figure 5.13: The energy contribution in the `null' half-plane of the Fourier domain
(E = Es + Ea) from the complex envelope of a dual quadrature �lter as a function
of N .
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Figure 5.14: 6dB lobe width in degrees for the complex envelope as a function of N .
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5.2.7 Aspects on Angular Modulation
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Figure 5.15: Cartesian and angular modulation of a quadrature �lter in the Fourier
domain.

In this section the di�erences between the cartesian (eq. (5.8)) and the polar (eq. (5.9))
approaches for modulation of quadrature �lters are investigated. A qualitative ex-
pression for the error introduced when a cartesian modulation is approximated by
a modulation in the '-direction is presented. Finally, the convolution kernels corre-
sponding to a dual quadrature �lter and a (non-modulated) quadrature �lter with
identical angular envelopes are compared.

In the left part of �g. 5.15 a quadrature �lter in the the u1-direction is modulated
along the u2-axis. In the right part of the same �gure this cartesian modulation is
approximated by a modulation in polar coordinates along the '-direction. In the
�rst case the modulation term corresponds to:

Mc = eimc u2 (5:50)

where mc de�nes the cartesian modulation frequency. For the latter case the angular
modulation term is expressed as:

Mp = eimp ' = eimp arctan(u2=u1) (5:51)

where mp corresponds to the angular modulation frequency. To make the di�erences
between these approaches small in the central parts of the �lter choose:

mp = mc �0 (5:52)

where �0 is the centre frequency of the �lter.

A cartesian modulation in an arbitrary direction of a �lter in the Fourier domain is
equivalent to a shift of the convolution kernel in the corresponding direction. The
magnitude of the shift is de�ned by modulation frequency, (eq. (5.8)).

83



An angular modulation results in a more complex transformation since this approach
causes a distribution in both the modulation frequency and the direction of the
modulation within the �lter (�g. 5.15).

To produce an approximate expression for these errors, consider the di�erences in
modulation frequency between the polar and cartesian approaches along the coor-
dinate axis, ie:

�mk(�u) =
@(arg(Mp))

uk
� @(arg(Mc))

uk
k = 1; 2 (5:53)

such that:

�m2(�u) =
@(mc �0 arctan(u2=u1))

@u2
� @(mc u2)

@u2
(5:54)

�m1(�u) =
@(mc �0 arctan(u2=u1))

@u1
� @(mc u2)

@u1
(5:55)

which can be rewritten as:

�m2(�u) = mc (
�0 u1
u21 + u22

� 1) (5:56)

�m1(�u) = �mc
�0 u2
u21 + u22

(5:57)

The resulting error in the modulation frequency �m(�u) is obtained as the vector
sum of the orthogonal components �m2(�u) and �m1(�u):

�m(�u) =
q
�m2

2(�u) + �m2
1(�u) (5:58)

Substitution of eq. (5.56) and eq. (5.57) into eq. (5.58) gives:

�m(�u) =
mc

(u21 + u22)

q
(�0u1 � (u21 + u22))2 + �20u

2
2 = (5:59)

=
mc

(u21 + u22)

q
�20(u

2
1 + u22) + (u21 + u22)2 � 2�0u1(u21 + u22) = (5:60)

= mc

vuut(�0 � u1)2 + u22
(u21 + u22)

(5:61)

Note that �m(�u) for an arbitrary position in the Fourier domain is proportional
to the ratio between the distance to the centre of the �lter (�0; 0) and the distance
to the origin. In �g. 5.16 �m(�u) is illustrated by an contour plot. The frequency
coordinates are normalized by �0 (u1=�0; u2=�0), such that the centre frequency is
located at (1,0). In �g. 5.17, �m(�u) is plotted as a function of u1=�0 for (u2 = 0)
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and u2=�0 for u1 = 1. The error in the modulation frequency increases rapidly for
low frequencies. For a �lter with a bandwidth � = 2 octaves the error contributions
at the upper and lower cut o� frequencies (�l; �u) di�er by a factor of two.
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Figure 5.16: Contour plot of �m(�u) as a function of u1 and u2. The coordinates are
normalized such that the centre frequency of the �lter is localized at (1; 0) The error
in modulation frequency increase rapidly for the lower frequencies. Note that the
di�erence between the adjacent levels is larger in the left part of the plot to increase
the visibility.

The purpose is now to de�ne a quadrature �lter from eq. (5.61) such that the
maximal errors due to the radial and angular distribution are equally large. The
dominant error from the radial distribution within the �lter occurs for the low
frequencies (�g. 5.17). Insert u1 = �l and u2 = 0 in eq. (5.61) to obtain:

�m� = mc
�0 � �l
�l

(5:62)

where �l is the lower cut o� frequency of the �lter. Substitution of eq. (2.12) into
eq. (5.62) results in:
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Figure 5.17: In the upper part, �m(�u) is plotted as a function of u1=�0 for (u2 = 0).
Note that the error increases rapidly for low frequencies. In the lower part, �m(�u)
is plotted as a function of u2=�0 for u1 = 1. Compare these curves with the contour
plot in �g. 5.16.
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Deltam� = mc(
p
2� � 1) (5:63)

where � is the 6dB relative bandwidth in octaves of the radial frequency response
G(�). To obtain a corresponding expression for the angular distribution of the �lter
substitute:

u1 = �0 cos(')
u2 = �0 sin(')

(5:64)

into eq. (5.61) which results in:

�m' = 2mc sin('=2) (5:65)

Combine eq. (5.63) and eq. (5.65) to obtain equal error contributions from the radial
and angular distribution:

p
2� � 1 = 2 sin('=2) (5:66)

whence ' is obtained as:

' = 2 arcsin(

p
2� � 1

2
) (5:67)

Denote Lw the 6dB angular lobe width of the �lter such that:

Lw = 2' (5:68)

The relation between the radial (�) and angular (Lw) distribution of a �lter where
these components cause equally large errors at the 6dB boundary of the �lter is
consequently given by:

Lw = 4 arcsin(

p
2� � 1

2
) (5:69)

In �g. 5.18, the angular lobe width of Lw is plotted as a function the bandwidth
�. Compare this plot with �g. 5.14 where the angular bandwidth is plotted as a
function of the order N of the basis �lter set. A basis �lter set of order N = 6
results e.g in an angular �lter lobe of Lw � 100�. A reasonable choice of bandwidth
� of the radial frequency response is then according �g. 5.18 � < 1:7 octaves. For
a dual quadrature �lter with a bandwidth � > 2 the dominant part of the error is
caused by the radial distribution.

To investigate the e�ect of the angular modulation in the spatial neighbourhood,
consider the quadrature kernels in the upper part of �g. 5.19. These convolution
kernels are synthesized from a basis �lter set of order N = 3 with a bandwidth
� = 1:5 octaves. The angular lobe width of this �lter is according to �g. 3.6
approximately 90�. Denote the basis �lter coe�cients of this �lter:
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Figure 5.18: The angular lobe width Lw as a function of the relative bandwidth of
the radial frequency response �.

â = (a0; a1; a1; a3)
T (5:70)

An angular modulation of this �lter corresponds to a dual quadrature �lter of or-
der N = 7. The basis �lter coe�cients â0 for the modulated �lter is obtained by
`translation' of the original basis �lter coe�cients, such that:

â0 =
1

2
(0; a3; a2; a1; 2a0; a1; a2; a3)

T (5:71)

The resulting dual quadrature kernels are illustrated in the lower part of �g. 5.19.
The angular envelopes of these two �lters are identical apart from the modulation
term (compare the angular lobe widths in �g. 5.14 and �g. 3.6 for N = 3 and N = 7
respectively). If the modulation of the dual quadrature �lter were performed in
cartesian coordinates these �lters would according to eq. (5.8) be shifted varieties of
each other. In the polar approach the low frequency components of the �lter experi-
ence a higher modulation frequency. This causes a larger shift for the low frequency
components in the convolution kernel. The shift is consequently not completely
uniform and the variation in the direction of the modulation (�g. 5.15) causes an
angular spreading in the kernel.

These e�ects are not critical for a robust estimation of the symmetry properties in
ambiguous neighbourhoods if the synthesized �lters ful�ll the requirements discussed
in this section. In contrast to a cartesian modulation, the polar approach supports

88



5

10

15

5 10 15

Real

N=7

M
od

ul
at

ed

5

10

15

5 10 15

Imaginary

N=7

5

10

15

5 10 15

Real

N=3

N
on

 m
od

ul
at

ed

5

10

15

5 10 15

Imaginary

N=3

Figure 5.19: Contour plots of a quadrature �lter and a modulated (dual quadrature)
�lter. These �lters are supported by a basis �lter set of order N = 3 and N =
7 respectively and the angular envelopes are identical apart from the modulation
term. If the modulation of the dual quadrature �lters was performed in cartesian
coordinates these �lters would be translated versions of each other.
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synthesis of a dual quadrature (as well as quadrature) �lters in arbitrary orientations
from a limited basis �lter set, which is useful for a general and invariant feature
extraction.

5.3 Representation of Complex Neighbourhood

Features

Dual quadrature �lters support estimation of both the orientation of an event and
its direction or position within the neighbourhood. The purpose of this section is
to merge individual dual quadrature responses corresponding to di�erent orienta-
tions within a neighbourhood into a representation that supports complex image
primitives.

The local orientation model in chapter 4 was based on synthesized quadrature re-
sponses evenly distributed over one half-plane ' 2 [0; �] in the Fourier domain. For
dual quadrature �lters a corresponding feature extraction must be performed over
the entire circle ' 2 [0; 2�], as each �lter response is restricted to a half-plane of the
spatial neighbourhood, compare �g. 3.4 with �g. 5.12. However, this information is
obtained with a negligible increase in computational e�ort, since the dual quadra-
ture responses for two opposing directions are computed using the same �lters. The
real and imaginary part of a quadrature response

�q = qe + iqo (5:72)

in an arbitrary orientation (') is de�ned in terms of the symmetric (s) and anti-
symmetric (a) responses as (eq. (5.46)):

qe = Re(qs + qa)
qo = Im(qs + qa)

(5:73)

while the dual quadrature response in the opposite direction ('+ �) is obtained as
(�g. 5.9):

qe = Re(qs � qa)
qo = Im(qs � qa)

(5:74)

To support the representation of complex image primitives consider a set of K
synthesized dual quadrature responses (�q0; �q1; : : : ; �qK�1) evenly spread over the circle
such that:

'k =
2�k

K
k = [0; 1; : : : ; K � 1] (5:75)

For each 'k, the magnitude and the argument of the dual quadrature response are
computed as:

qk =
q
q2ke + q2ko �k = arg(qke + iqko) (5:76)
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These magnitude and phase estimates can, in agreement with the local orientation
model, be interpreted as magnitude and phase vectors

(q0; q1; q2 : : : qK�1) (�0; �1; �2; : : : ; �K�1) (5:77)

The angular resolution of these estimates is de�ned both by the number of synthe-
sized dual quadrature responses (K) and the lobe width (â-vector) of the synthesized
dual quadrature �lter, �g. 5.14.
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Figure 5.20: Two local neighbourhoods of an image corresponding to a line and a
line-end respectively, where the orientation of the two events are identical.

These magnitude and phase vectors provide, in contrast to the quadrature estimates
of eq. (4.3), discrimination of line edge-ends versus line edges. Consider the line and
line-end neighbourhoods of �g. 5.20. The local orientation estimates of these events
are identical. For the line case, the dual quadrature responses corresponding to the
directions ('v) and ('v + �) obtain a large magnitude. In the line-end case only
one of these two responses is present which enables estimation of the direction or
position of the line-end. In both cases the orientation is unambiguously de�ned by
the double angle notation (2'v).

5.3.1 Representation of Edge Line-Ends

The purpose is now to produce a robust edge line estimate of a local neighbourhood
(or a part thereof) by a combination of the individual quadrature responses in con-
formity with the vector summation (eq. (4.8)) in the local orientation model. For a
line edge-end model supported by dual quadrature �lters there are essentially two
possibilities to generalize this vector summation. The �rst variety is to maintain the
double angle in the summation such that:

�R2' =
K�1X
k=0

qk e
i2'k 'k =

2�k

K
(5:78)
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Figure 5.21: The single and double angle representation applied to the line and
line-end neighbourhoods of �g. 5.20. The double angle representation provides an
unambiguous orientation estimate for both neighbourhoods. For the line-end case
the magnitude is decreased by a factor of two. A single angle representation results
in equal contributions for two opposite directions in the line case, and the resultant
magnitude j �R'j is zero. For a line-end only one of these contributions is present,
which causes a large response for line (or edge) ends.
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In this case the dual quadrature estimates of two opposing directions result in iden-
tical contributions to the vector summation as:

2'k = 2('k + �) (5:79)

The resulting argument of the vector summation will correspond to the double angle
representation of the dominant orientation in agreement with the local orientation
model. In the upper part of �g. 5.21, the result of the double angle representation is
illustrated for the line and the line-end neighbourhoods of �g. 5.20. The orientation
estimate produced by the double angle summation is unable to discriminate these
two events. This alternative orientation estimate (eq. (5.78)) is based on a partly
di�erent area of the spatial neighbourhood in comparison with the local orientation
model (chapter 4), as the Laplace �lter (B00 in �g. 2.6) is omitted in the synthesis
of the dual quadrature �lters (eq. (5.12)). The synthesis of conventional quadrature
�lters (chapter 3) using the same number of basis �lters provides, however, an
angular �lter lobe that is approximately 30% narrower than a corresponding dual
quadrature �lter, compare �g. 3.6 with �g. 5.14.

The second variety is to apply the single angle in the vector summation such that:

�R' =
K�1X
k=0

qk e
i'k 'k =

2�k

K
(5:80)

As the dual quadrature �lters are synthesized over the whole circle, the single an-
gle representation supports a continuous and unambiguous representation of the
neighbourhood. For a line or an edge neighbourhood this representation results in
equal contributions in two opposing directions and the resulting magnitude j �R'j is
consequently zero, �g. 5.21. For a line edge-end one of these contributions will be
dominant and the di�erence between them is the resulting magnitude j �R'j, which
reaches a maximum value when the line (or edge) end is located at the origin of the
local coordinate system, �g. 5.21. The generalization of eq. (4.8) for dual quadrature
responses provides an e�cient interpretation and representation of edge line-ends
where:

� The argument of �R' de�nes the direction of the line edge-end.

� The double angle summation �R2' provides an orientation estimate. For a con-
sistent edge line-end neighbourhood 2 arg( �R') = arg( �R2').

� The argument of the dual quadrature �lter in the dominant direction supports
an interpretation of the event in terms of the Fourier phase eg white line, edge
or black line.

Consider the three line-end neighbourhoods of �g. 5.22, which correspond to the
same direction (arg( �R')) but di�erent spatial positions. From the symmetry of the
single angle representation it is clear that �R' will be identical for the left and right
neighbourhoods, while the maximal response occurs when the line-end is centered
on the local coordinate system. The magnitude of the single angle representation
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Figure 5.22: Three spatial line-end neighbourhoods corresponding to identical direc-
tions (and orientations) at di�erent spatial positions. A simultaneous observation
of the single and double angle estimates provides an extended interpretation of the
event. See text for details.
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Figure 5.23: A line-end in arbitrary position where the extension of the line do not
intersect the origin of the local coordinate system.

indicates the distance from the line-end but is unable to discriminate the left and
right neighbourhoods of �g. 5.22. For the double angle representation no cancellation
occurs in these cases, and j �R2'j increases consequently from left to right. The
resulting single and double angle representations are indicated by the arrows. For
a thin edge or line the relation j �R2'j > j �R'j indicates the right case while j �R2'j �
j �R'j implies either of the two remaining cases. A simultaneous observation of �R'

and �R2' increases the knowledge of the neighbourhood and supports a continuous
edge line/edge line-end model.

An arbitrary translation of the line-end, such that the extension of the line does not
intersect the origin of the local coordinate system (�g. 5.23), causes a rapid decrease
in the magnitudes of the dual quadrature �lters. The analysis of the single and
double angle estimates is in this case cumbersome, as there will be contributions
from a wide range of orientations. The resulting arguments are, however, robust for
most neighbourhoods (see the test images in the end of this chapter) and the model
degrades gracefully.
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5.3.2 Estimation of Corners and T-junctions
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Figure 5.24: Two neighbourhoods corresponding to a T-junction and a line end
respectively. The single angle estimates ( �R') of these events are identical.

E�cient processing is dependent on each neighbourhood in the image being repre-
sented by the simplest model that provides an unambiguous interpretation of the
original event. The purpose of the line edge-end model is not primarily to introduce
alternative representations for all events in the image, but to support and complete
the fundamental line edge model.

The local orientation algorithm (chapter 4) provides an interpretation of ambiguous
neighbourhoods in terms of multiple `lines' and `edges'. In order to discriminate
crosses, T-junctions and corners which cause identical on-center estimates (�g. 5.1),
the edge line-end model is simply applied to each `line' or `edge' individually. For
each event it is consequently su�cient to synthesize two dual quadrature �lters since
the orientation is known, �g. 5.21. The presence of two line ends in a neighbourhood
indicates a corner, while a line and line-end is interpreted as a T-junction.

As a complement to this direct application of the edge line-end model, the single
angle representation, �R', which embraces synthesized �lter responses from all direc-
tions, supports interpretation of complex image primitives. Consider a T-junction
in terms of a line and a line-end at arbitrary relative orientations, �g. 5.24. The
`line part' of the T-junction does not contribute in the vector summation (�g. 5.21)
and the resulting estimate only concerns the `line-end part'.

For a corner, which can be thought of as a `two line-ends event', there are four
possible neighbourhoods that correspond to identical on-center estimates of the local
orientation algorithm, (�g. 5.25).

The resulting single angle estimate of the neighbourhood is obtained by superposi-
tion of the estimates corresponding to each `line-end'. Unlike the T-junction case,
the single angle estimate will not correspond to a speci�c event but indicates the
`center of gravity' of the neighbourhood which identi�es the actual position of the
corner. Note that the resultant magnitude decreases for obtuse-angled neighbour-
hoods.

For interpretation of image primitives corresponding to more than two `line-ends'
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Figure 5.25: Four essentially di�erent corner neighbourhoods corresponding to iden-
tical estimates of the local orientation algorithm. The single angle estimate ( �R')
indicates the `center of gravity' of the neighbourhood which enables a unique identi-
�cation of the position.

such as the cube corners in �g. 5.26, the single angle representation is insu�cient.
For such events an initial decomposition of the neighbourhood as proposed in the
local orientation algorithm is required for an unambiguous estimate. When the
neighbourhood consists of multiple line-ends as opposed to lines, this separation is
by advantage performed directly in terms of the dual quadrature responses instead
of the conventional quadrature �lters. Note that the criteria of consistency in phase
and magnitude in the local orientation algorithm are directly applicable for dual
quadrature responses. The averaging of more than two estimates must unfortunately
be performed i 3-D (section 4.4).

An alternative method to detect the presence of consistent image primitives is to
generalize the vector summation to order n such that:

�Rn' =
K�1X
k=0

qk e
in'k n = (0; 1; 2; 3; : : :) 'k =

2�k

K
(5:81)

The third order summation provides large responses for three line-ends that are
equally spread, while the fourth order summation responds maximally to a symmet-
ric cross etc. These responses do not provide an unambiguous interpretation of the
neighbourhood, but a large magnitude indicates the presence of a complex image
primitive.
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Figure 5.26: In the general case the corners of a cube correspond to three super-
imposed line-ends.

5.3.3 Application Examples of the Edge Line-end Model

In �g. 8.9 in chapter 8 the single angle summation ( �R') is applied to the indoor
scene in �g. 5.27. The position and the orientation of the corners are estimated with
good accuracy. The same colour code as for the local orientation algorithm is used.
Green and red correspond to ' = 0 and ' = � respectively, while blue and yellow
correspond to ' = ��=2.
Fig. 4.21 contains a microscopy image of paper pulp. In this image most of the
image primitives discussed in this chapter, such as line-ends, corners, crosses and T-
junctions, can be retrieved. In �g. 8.10 the single angle representation of this image
is superimposed on the original image. The line-ends, corners and dots provide a
large response. Note the appearance of the argument for the di�erent types of image
primitives.

5.4 Curvature Estimation

In addition to the line edge and line edge-end based models of complex image prim-
itives, the estimation of continuous changes of orientation (curvature) provides im-
portant features in computer vision. There are strong indications that these features
are present also in the human visual system and play an important role in the per-
ception of line drawings and silhouette images [6].
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Figure 5.27: Test image from the UMass indoor sequence. The image size is
484�512 pixels.

5.4.1 A Curvature Model

For a two-dimensional curve (s) the curvature � is de�ned as the the change of the
tangent orientation (�) along the curve, ie:

� =
d�

ds
(5:82)

For a circle the curvature is consequently constant:

� =
1

r
(5:83)

It turns out that the single angle representation (eq. (5.80)) of the synthesized dual
quadrature �lter responses supports a local curvature estimate of the neighbourhood.
To interpret this mechanism, some fundamental observations are needed. Recall
from section 5.2.1 that the radial function of the dual quadrature �lters in the
spatial domain f(r) (eq. (5.11)) must constitute a bandpass function. The feature
extraction is in fact concentrated around a radius r0 in the spatial neighbourhood:

r0 =

R
r (f(r))2 drR
(f(r))2 dr

(5:84)

For the synthesized 15 � 15 dual quadrature kernel of �g. 5.12, r0 corresponds to
2� 3 pixels.
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Figure 5.28: For a two-dimensional curve s the curvature � is de�ned as the vari-
ation of the tangent orientation along the curve, eg d�=ds.

Each local neighbourhood of a curve can be approximated by an arc under the
condition that:

r0 � r1 (5:85)

where 1=r1 corresponds to the local curvature. The dual quadrature �lters give
maximal response when the neighbourhood intersects the curve at right angles as
illustrated in �g. 5.29. The dual quadrature responses will for this neighbourhood
give a maximal response in the directions (� + �=2) and (�� + �=2) according to
the convention of �g. 5.21. The resulting single angle representation is obtained by
vector summation of these two responses as illustrated in �g. 5.30.

The magnitude of the resulting single angle representation is obtained as:

j �R'j = R0 cos(�) (5:86)

where R0 refers the vector sum of order zero (eq. (5.81)), which is equivalent the
total energy contribution within the neighbourhood. From �g. 5.29, the following
relation is deduced:

cos(�) =
r0q
r21 + r20

(5:87)

Substitution of eq. (5.87) into eq. (5.86) results in:

j �R'j = R0 r0q
r21 + r20

/ R0

r1
� �R0 if r0 � r1 (5:88)

The resulting single angle estimate is consequently proportional to both the magni-
tude of the dual quadrature responses and to the curvature �.

The approximations in the curvature model are based on the assumption that the
energy contribution in the spatial domain is concentrated to a radius r0 in the
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Figure 5.29: A neighbourhood of a curve where the local curvature corresponds to
� = 1=r1. The synthesized dual quadrature �lters give maximal responses in the
orientations (� + �=2) and (�� + �=2) according to �g. 5.21.

spatial neighbourhood and that r0 is small in comparison to 1=�. For high curvature
neighbourhoods these assumptions are more or less violated, which may cause a
certain smearing of the estimates and a translation of the optimal response from the
center of the curve (�g. 5.29). The algorithm has under extensive testing proved to
be robust and degrades gracefully. In di�erence to most curvature algorithms the
single angle summation of dual quadrature responses supports a direct incorporation
of the local Fourier phase. Dual quadrature responses of the same neighbourhood
that corresponds to di�erent Fourier phase are likely to originate from di�erent
events. The resulting curvature estimate can in these cases be suppressed by a
phase consistency condition.
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Figure 5.30: The neighbourhood of �g. 5.29 results in two equal contributions in the
directions (�+�=2) and (��+�=2). The resulting single angle summation of these
contributions, �R', approximates the direction and magnitude of the local curvature.
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5.4.2 Curvature Consistency

The magnitude of the double angle summation j �R2'j (eq. (5.78)) provides a con-
sistency estimate for line edge neighbourhoods. As a complement to this estimate
the magnitude of the single angle summation j �R'j obtains a large magnitude for
corners and curves. For many computer vision applications it is relevant to produce
a consistency estimate that corresponds to a union of these events. Consider the
following representation:

j �Rcj =
q
j �R2'j2 + j �R'j2

arg( �Rc) = 2 arg(j �R2'j+ ij �R'j)
(5:89)

The resulting magnitude corresponds to a consistency estimate for linear and curved
neighbourhoods, while the argument to some extent enables a discrimination of these
events. A line corresponds to zero argument, while arg( �Rc) = � for a small circle or a
corner. A line-end contributes equally to �R2' and �R' which results in arg( �Rc) = �=2.

5.4.3 Application Examples of Curvature

The results referred to in this section were all obtained by the same basis �lter set
and from a single scale. The order of the basis �lter set is N = 6 (12 real �lters),
the bandwidth � = 2 and the center frequency �0 = 1:11. From these basis �lters
the dual quadrature �lter responses are synthesized in K = 24 directions.

Figure 5.31: Test image containing ten circles. The image size is 512 � 512 and
the signal to noise ratio is 15dB.
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Consider the test image in �g. 5.31 consisting of ten circles of di�erent size with
a SNR of 15dB1. The radius of these circles varies between 4 and 96 pixels in half
octave steps.

In �g. 8.11 and �g. 8.12, the double angle and single angle representations of this
image are displayed. The performance of �R2' is very similar to the orientation
algorithm of chapter 4, and the same colour code is used to represent the orientation.
The magnitude of �R' indicates the amount of curvature in the image note that the
magnitude decays rapidly with increasing circle size. The argument indicates the
direction of the curvature. Compare the argument of this image with the resulting
single angle responses in �g. 5.25.
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Figure 5.32: j �R'j�1 as a function of the radius in �g. 5.31
.

In �g. 5.32 the j �R'j�1 is plotted as a function of the radius of the circles in �g. 5.31
where j �R'j is computed as the average for each circle. For the smaller circles the
resulting curve approximates a straight line rather well but for the largest circles
the the major contribution originates from the noise. This e�ect is reduced at a
coarser scale. In �g. 8.13, the curvature consistency (eq. (5.89)) is applied to the
circle image. The magnitude indicates a consistent image in terms of linear and
curved structures. The argument provides a discrimination of linear events (green)
and curves (red). The two largest circles are here interpreted as equally `straight'
and cannot be discriminated on this scale. The resulting curvature range from a
single scale can be said to cover about four octaves.

In �g. 8.14 and �g. 8.15, the curvature consistency algorithm is applied to the indoor

1Refers to the relation between the peak to peak value of the signal and the standard deviation

of the noise

102



scene of �g. 5.27 and to the paper pulp image. Note the constant argument on the
circular part of the Kanizsa triangle and that the crosses in the paper pulp image
are interpreted as `straight'.

Figure 5.33: Lena, image size is 256 � 256 pixels.

In �g. 8.17 and �g. 8.18, the curvature and curvature consistency are applied to the
Lena image (�g. 5.33). Note the performance in the area of the eyes.
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5.A Proof of eq. (5.16)

The energy function for the anti-symmetric case Es is in eq. (5.15) de�ned as:

Es =
1

�

Z 3�
2

�
2

[
NX
n=1

an cos(n') ]2 d' â = (a1; a2; : : : ; aN )
T (5:90)

Rewriting of Es gives:

Es =
1

2�

Z 3�
2

�
2

NX
k=1

NX
l=1

akal [ cos((k + l)') + cos((k � l)') ] d' (5:91)

Interchange of summation and integration gives:

Es =
1

2�

NX
k=1

NX
l=1

akal [
Z 3�

2

�
2

cos((k + l)') d'+
Z 3�

2

�
2

cos((k � l)') d' ] (5:92)

Rearranging the terms:

Es =
1

2

NX
n=1

a2n �
1

�
k 6=l

NX
k=1

NX
l=1

akal

"
sin((k + l)�

2
)

k + l
+
sin((k � l)�

2
)

k � l

#
(5:93)

which is identical to eq. (5.16)

5.B Proof of eq. (5.29)

The energy function for the anti-symmetric case Es is in eq. (5.28) de�ned as:

Ea =
1

�

Z 3�
2

�
2

[
NX
n=1

an sin(n') ]2 d' â = (a1; a2; : : : ; aN)
T (5:94)

Rewriting Ea gives:

Ea =
1

2�

Z 3�
2

�
2

NX
k=1

NX
l=1

akal [� cos((k + l)') + cos((k � l)') ] d' (5:95)

Interchange of summation and integration results in:

Ea =
1

2�

NX
k=1

NX
l=1

akal [
Z 3�

2

�
2

� cos((k + l)') d'+
Z 3�

2

�
2

cos((k � l)') d' ] (5:96)

Rearranging the terms gives:
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Ea =
1

2

NX
n=1

a2n +
1

�
k 6=l

NX
k=1

NX
l=1

akal

"
sin((k + l)�

2
)

k + l
� sin((k � l)�

2
)

k � l

#
(5:97)

which is identical to eq. (5.29)

5.C Proof of eq. (5.40)

The energy function for the semi-symmetric case Ess is in eq. (5.28) de�ned as:

Ess =
2

�

Z 3�
2

�
2

[
NX
n=1

an cos(n'� �

4
) ]2 d' â = (a1; a2; : : : ; aN )

T (5:98)

Note that Ess in eq. (5.98) represents the energy corresponding to the complete
dual quadrature �lter in di�erence to eq. (5.15) and (5.28) which correspond to the
symmetric and anti-symmetric part separately. Rewriting of Ess gives:

Ess =
1

�

Z 3�
2

�
2

[
NX
n=1

an (cos(n')� sin(n')) ]2 d' (5:99)

which can be expanded as:

Ess =
1

�

Z 3�
2

�
2

NX
k=1

NX
l=1

akal [� sin((k + l)') + cos((k � l)') ] d' (5:100)

Interchange of summation and integration:

Ess =
1

�

NX
k=1

NX
l=1

akal [
Z 3�

2

�
2

� sin((k + l)') d'| {z }
=0

+
Z 3�

2

�
2

cos((k � l)') d' ] (5:101)

Rearranging the terms gives

Ess =
NX
n=1

a2n +
2

�
k 6=l

NX
k=1

NX
l=1

akal
sin((k � l)�

2
)

k � l
(5:102)

which is identical to eq. (5.40)
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Chapter 6

Basis Filters in 3-D

Three-dimensional data processing is becoming more and more common. Typical
operations are for example estimation of optical ow in video sequences and ori-
entation estimation in 3-D MR images. This chapter extends the basis �lters and
angular interpolation functions developed in chapter 2 to 3-D, in order to support
the design and implementation of robust algorithms for such applications.

A basis �lter set for three-dimensional signal processing is proposed. This basis �lter
set forms a basis on the unit sphere and is related to spherical harmonics [41]. The
number of basis �lters required in this approach is in fact equal to the number of �l-
ters required if orthonormal basis functions de�ned by spherical harmonics are used.
The advantage of using the proposed basis �lter set is the simplicity of the com-
putations to obtain approximations of general �lters in arbitrary orientations. The
interpolation scheme is simple since all basis �lters of the same order are expressed
as rotated versions of one �lter.

6.1 Spherical Harmonics

As a direct generalization of the two-dimensional case (chapter 2), it is required that
the basis �lters in 3-D support a uniform approximation of functions de�ned on the
unit sphere. The Weierstrass theorem [35] states that a continuous function:

F (u1; u2; u3) u21 + u22 + u23 � 1 (6:1)

can be uniformly approximated by the polynomial

F (u1; u2; u3) =
NX

�;�;�=0

a�;�;� u
�
1 u

�
2 u

�
3 (6:2)

The polynomials u�1 u
�
2 u

�
3 form a complete set of functions in the unit sphere. If

these polynomials are grouped together as homogeneous polynomials of degree l =
� + �+ �, there will for each l be:
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1

2
(l + 1) (l + 2) (6:3)

linearly independent polynomials. On the unit sphere these polynomials are subject
to the constraint:

u21 + u22 + u23 = 1 (6:4)

which removes the linearly independent property. If this constraint is used to elimi-
nate for example u21, each term u�1 u

�
2 u

�
3 can be reduced to u�2 u

�
3, where �+ � = l or

u1 u
�
2 u

�
3 where �+ � + 1 = l, plus lower order polynomials. There are l+ 1 possible

combinations in the �rst case and l in the second which gives a total of

2l + 1 (6:5)

independent polynomials of degree l. Consider for example the case when l = 3
which corresponds to the following 1=2 � 4 � 5 = 10 polynomials:

u31; u
2
1u2; u

2
1u3; u1u

2
2; u1u2u3; u1u

2
3; u

3
2; u

2
2u3; u2u

2
3; u

3
3 (6:6)

Using the constraint in eq. (6.4), the �rst three polynomials can be expressed in
terms of the remaining ones and lower order terms, eg:

u31 = u1(1� u22 � u23) = u1 � u1u
2
2 � u1u

2
3 (6:7)

This results in 10 � 3 = 7 linearly independent polynomials of order l = 3. In
table 6.1 the orthonormal homogeneous polynomials (spherical harmonics) of order
l = 0; 1; 2 and 3 are listed in spherical coordinates [41]:

u1 = sin(�) cos(')
u2 = sin(�) sin(')
u3 = cos(�)

(6:8)

The angular functions corresponding to �rst, second and third order spherical har-
monics are illustrated in appendix 6.A. In quantum mechanics, the canonical form
of these polynomials are denoted Ylm, where �l � m � l reect the symmetry in
the ' direction, ie eim' = cos(m') + i sin(m'). For �ltering purposes it is conve-
nient to consider real basis functions in the Fourier domain, in analogy with the
two-dimensional case.

6.2 Aspects on Basis �lters in 3-D

The spherical harmonics of order l = (0; 1; 2; 3; : : :) constitute a complete and or-
thonormal set on the unit sphere and are generally interpreted as a natural 3-D
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l jmj Angular function

0 0 1=
p
4�

0
q
3=4� cos(�)

1
q
3=4� sin(�) cos(')

1 q
3=4� sin(�) sin(')

0
q
5=16� (3 cos2(�)� 1)

q
15=4� sin(�) cos(�) cos(')

1
2

q
15=4� sin(�) cos(�) sin(')

q
15=16� sin2(�) cos(2')

2 q
15=16� sin2(�) sin(2')

0
q
7=16� (5 cos3(�)� 3 cos(�))

q
21=32� sin(�) (5 cos2(�)� 1) cos(')

1 q
21=32� sin(�) (5 cos2(�)� 1) sin(')

3
q
105=16� sin2(�) cos(�) cos(2')

2 q
105=16� sin2(�) cos(�) sin(2')

q
35=32� sin3(�) cos(3')

3 q
35=32� sin3(�) sin(3')

Table 6.1: Spherical harmonics of order 0; 1; 2 and 3.
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Figure 6.1: Spherical coordinates in 3-D.

generalization of the circular harmonics, which were applied as two-dimensional ba-
sis �lters in chapter 2.

There is, however, an essential property of the circular harmonics that is not pre-
served in this generalization. For spherical harmonics of order l � 2, there exits no
uniform `shape' for the basis functions of the same order. This lack of symmetry
complicates the interpolation function and the �lter implementation. An alternative
more `symmetric' basis �lter set would be:

B3
li(�u) = G(�) (n̂li � û)l (6:9)

where

�u = (u1; u2; u3) is an arbitrary coordinate vector in the Fourier domain
and û is the normalized coordinate vector.

G(�) de�nes the radial frequency response, �2 = u21 + u22 + u22

n̂li de�nes the orientation of the i-th basis �lter of order l.

This leads to basis �lters of the same order being rotated versions of a single �lter,
as in the 2-D case.

As 3-D �ltering requires massive computations, it is essential to reduce the number
basis �lters as far as possible. The number of basis �lters required for order l is
(l + 1) (l + 2)=2 (eq. (6.3)), as opposed to 2l + 1 for the spherical harmonics. For
l > 2, the basis �lters in eq. (6.9) will therefore be less e�cient. This observation
is, however, not correct, as the proposed basis �lters of order l also include (as will
be evident later on) the basis �lters of order (l � 2; l � 4; : : :). For a basis �lter
set of order N it is su�cient to compute the �lter responses of order l = N and
l = N � 1. The lower order basis �lter responses are then obtained by a simple
projection scheme. This gives a total of:
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1

2
(N + 1) (N + 2) +

1

2
N (N + 1) = (N + 1)2 (6:10)

basis �lters. For the spherical harmonics the corresponding number of basis �lters
is calculated as:

NX
l=0

2l + 1 = (N + 1)2 (6:11)

The spherical harmonics and the basis �lters of eq. (6.9) are consequently equally
e�cient in terms of the required number of �lters.

6.3 Interpolation of Basis Filters

In this section, the interpolation functions for basis �lters up to the third order are
de�ned in terms of the �lter orienting vectors, n̂li. The extension to an inclusion of
�lters of arbitrary order is also discussed.

6.3.1 Basis �lters of Order Zero

The basis �lter of order zero is in accordance with the two dimensional case a single
isotropic Laplace �lter which is de�ned by the radial frequency response:

B3
00 = G(�) (6:12)

where G(�) is of bandpass type.

6.3.2 Basis �lters of First Order

For symmetry reasons and to reduce the e�ects of noise, the basis �lters are uniformly
distributed on the unit sphere [37]. For �rst order basis �lters, which require three
�lters (eq. (6.3)), the natural choice is to direct these �lters along the coordinate
axis in the Fourier domain, ie:

n̂10 = ( 1 ; 0 ; 0 )
n̂11 = ( 0 ; 1 ; 0 )
n̂12 = ( 0 ; 0 ; 1 )

(6:13)

A �rst order basis �lter in an arbitrary direction v̂ = (v1; v2; v3) is expressed as
(eq. (6.9)):

B3
1(�u) = G(�) (v̂ � û) = ��1G(�) (v̂ � �u) = ��1G(�) (v1u1 + v2u2 + v3u3) (6:14)
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where �u = (u1; u2; u3)
T de�nes the signal vector and �2 = u21 + u22 + u23. The basis

�lters in the directions de�ned in eq. (6.13) are calculated in the same manner:

B3
10(�u) = G(�) (n̂10 � û) = ��1G(�) u1

B3
11(�u) = G(�) (n̂11 � û) = ��1G(�) u2

B3
12(�u) = G(�) (n̂12 � û) = ��1G(�) u3

(6:15)

Let the vector �t1 = (t10; t11; t12)
T de�ne the interpolation coe�cients from the �xed

basis �lters to a corresponding �lter in arbitrary orientation, ie:

B3
1(�u) = t10B

3
10(�u) + t11B

3
11(�u) + t12B

3
12(�u) (6:16)

By substitution of eq. (6.14) and eq. (6.15) into eq. (6.16) the relation between the
interpolation coe�cients and the orientation of the synthesized �lter is obtained as:

0
B@ v1
v2
v3

1
CA =

0
B@ 1 0 0

0 1 0
0 0 1

1
CA
0
B@ t10
t11
t12

1
CA (6:17)

To synthesize a �rst order �lter in an arbitrary orientation v̂ chose the interpolation
vector (t10; t11; t12)

T in eq. (6.16) to be equal to v̂. The interpolation of a �rst order
basis �lter is consequently very simple and the purpose the perform this extensive
deduction is mainly to simplify a generalization to higher order basis �lters.

6.3.3 Second Order Basis Filters

Figure 6.2: The icosahedron.

Let B3
2(�u) denote the second order �lter in an arbitrary orientation v̂ = (v1; v2; v3)

such that:
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B3
2(�u) = G(�) (v̂ � û)2 (6:18)

This expression is decomposed as:

B3
2(�u) = ��2G(�) (v1u1 + v2u2 + v3u3)

2 =
= ��2G(�) (v21u

2
1 + v22u

2
2 + v23u

2
3+

2v1v2u1u2 + 2v1v3u1u3 + 2v2v3u2u3)
(6:19)

Finally the vector �w2 is introduced to simplify a later introduction of matrix nota-
tion. This vector is calculated from the orientation vector v̂ and contains the vivj
terms of eq. (6.19)

�w2 = (v21; v
2
2; v

2
3; 2v1v2; 2v1v3; 2v2v3)

T (6:20)

It follows that six linearly independent basis �lters are required to interpolate a
second order �lter in an arbitrary orientation (eq. (6.3)) [37]. In order to distribute
six �lters uniformly on the unit sphere, it is relevant to study the geometry of regular
(platonic) polyhedrals. The icosahedron has 12 vertices, see �g. 6.2. Since these
vertices are pairwise diametrically opposite, the coordinates of six vertices localized
within the same half-sphere de�ne the �lter orienting vectors for the second order
�lters, ie:

n̂20 = c ( b ; �a ; 0 )T

n̂21 = c ( b ; a ; 0 )T

n̂22 = c ( 0 ; b ; �a )T

n̂23 = c ( 0 ; b ; a )T

n̂24 = c ( �a ; 0 ; b )T

n̂25 = c ( a ; 0 ; b )T

(6:21)

where
a = 2

b = 1 +
p
5

c = (10 + 2
p
5)�

1

2

(6:22)

The six �x basis �lters:

B3
2i = G(�) (n̂2i � û)2 i = (0; 1; 2; : : : ; 5) (6:23)

are in agreement with eq. (6.18)-eq. (6.19) expressed as:

B3
20 = ��2 G(�) c2(b2u21 + a2u22 � 2abu1u2)

B3
21 = ��2 G(�) c2(b2u21 + a2u22 + 2abu1u2)

B3
22 = ��2 G(�) c2(b2u22 + a2u23 � 2abu2u3)

B3
23 = ��2 G(�) c2(b2u22 + a2u23 + 2abu2u3)

B3
24 = ��2 G(�) c2(a2u21 + b2u23 � 2abu1u3)

B3
25 = ��2 G(�) c2(a2u21 + b2u23 + 2abu1u3)

(6:24)
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Figure 6.3: Iso-surface plot of the angular function corresponding to a second order
basis �lter in direction n̂21.

As direct generalization of eq. (6.16) the interpolation of a second order �lter in
arbitrary orientation is expressed as:

B3
2(�u) =

5X
i=0

t2iB
3
2i (6:25)

where �t2 = (t20; t21; : : : ; t25)
T constitute the interpolation vector for the synthesized

second order basis �lter. By substitution of eq. (6.19) and eq. (6.24) into eq. (6.25)
the relation between the interpolation vector and the orientation of the synthesized
�lter is obtained as:

0
BBBBBBBB@

v21
v22
v23

2v1v2
2v1v3
2v2v3

1
CCCCCCCCA
= c2

0
BBBBBBBB@

b2 b2 0 0 a2 a2

a2 a2 b2 b2 0 0
0 0 a2 a2 b2 b2

�2ab 2ab 0 0 0 0
0 0 0 0 �2ab 2ab
0 0 �2ab 2ab 0 0

1
CCCCCCCCA

0
BBBBBBBB@

t20
t21
t22
t23
t24
t25

1
CCCCCCCCA

(6:26)

where the left hand side corresponds to the �w2- vector (eq. (6.20)) and the columns of
the interpolation matrix, A2, are de�ned by the �lter orienting vectors (eq. (6.21)).

Since the columns of A2 are linearly independent, it is clear that A2 is non-singular.
The second order interpolation vector is �nally obtained as:

�t2 = A�1
2 �w2 (6:27)
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From eq. (6.24) it is furthermore obvious that the sum of all basis �lters results in
an isotropic �lter, ie:

1

2

5X
i=0

B3
2i = G(�) = B3

00 (6:28)

The basis �lter of order zero is consequently obtained from second order basis �lters
by application of the interpolation vector:

�t1 = (1=2; 1=2; 1=2; 1=2; 1=2; 1=2)T (6:29)

in eq. (6.25). For a basis �ler set of order N = 2 it is consequently su�cient to
compute 9 �lter responses.

6.3.4 Third Order Basis Filters

Figure 6.4: The dodecahedron.

An extension of the basis �lter set to the third order requires an additional (l +
1) (l + 2)=2 = 10 �lters. These �lters, as will be shown later on, also support the
three �rst order �lters, resulting in a total of 16 �lters.

Ten �lters can be equally spread in a unit sphere if the �lter directions correspond
to the main diagonals of a dodecahedron, see �g. 6.4. The icosahedron (�g. 6.2) and
the dodecahedron are, according to [19, 50] reciprocal polyhedrals. This means that
the centre of a face of a icosahedron corresponds to a vertex of the dodecahedron
and vice versa. An icosahedron has 12 vertices and 20 faces while the relation for
the dodecahedron is the opposite, (20 vertices and 12 faces). The orientation of
each face in the icosahedron is de�ned by the sum of the three vectors that de�ne
the surrounding three vertices. Ten �lter orienting vectors (n̂30; n̂31 : : : n̂39) that are
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Figure 6.5: Angular function of third order basis �lter in direction n̂37.

located in the same half-sphere can then be obtained by a careful combination of
the �lter orienting vectors in eq. (6.21).

n̂30 = k (n̂21 + n̂22 � n̂25) = k ( d ; 0 ; �b )T
n̂31 = k (n̂21 + n̂22 + n̂26) = k ( d ; 0 ; b )T

n̂32 = k (n̂23 + n̂24 + n̂22) = k ( b ; d ; 0 )T

n̂33 = k (n̂23 + n̂24 � n̂21) = k ( �b ; d ; 0 )T

n̂34 = k (n̂25 + n̂26 + n̂24) = k ( 0 ; b ; d )T

n̂35 = k (n̂25 + n̂26 � n̂23) = k ( 0 ; �b ; d )T

n̂36 = k (n̂21 + n̂26 � n̂23) = k ( f ; �f ; f )T

n̂37 = k (n̂22 + n̂24 + n̂26) = k ( f ; f ; f )T

n̂38 = k (n̂24 + n̂25 � n̂21) = k (�f ; f ; f )T

n̂39 = k (n̂25 � n̂22 � n̂23) = k (�f ; �f ; f )T

(6:30)

where

d = a+ 2b

f = a+ b

k = 1p
3(a+b)

(6:31)

Let B3
3(�u) denote a third order �lter in an arbitrary orientation v̂:

B3
3(�u) = G(�) (v̂ � û)3 (6:32)

The interpolation of B3
3(�u) from the ten �x basis �lters:
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B3
3i(�u) = G(�) (n̂3i � û)3 i 2 [0; 9] (6:33)

is in agreement with eq. (6.25) expressed as:

B3
3(�u) =

9X
i=0

t3iB
3
3i (6:34)

where �t3 = (t30; t31; : : : ; t39)
T constitute the interpolation vector for a synthesized

third order �lter. In appendix 6.B eq. (6.32) and eq. (6.33) are expanded and the
resulting interpolation matrix A3 and �w3-vector that contain the vivjvk-terms of the
orientation vector are obtained as:

�w3 = (v31 ; v
3
2; v

3
3 ; 3v

2
1v2; 3v

2
1v3;

3v1v
2
2; 3v1v

2
3; 3v

2
2v3; 3v2v

3
3 ; 6v1v2v3)

T (6:35)

A3 = k3

0
BBBBBBBBBBBBBBBB@

d3 d3 b3 �b3 0 0 f3 f3 �f3 �f3

0 0 d3 d3 b3 �b3 �f3 f3 f3 �f3

�b3 b3 0 0 d3 d3 f3 f3 f3 f3

0 0 3b2d 3b2d 0 0 �3f3 3f3 3f3 �3f3

�3bd2 3bd2 0 0 0 0 3f3 3f3 3f3 3f3

0 0 3bd2 �3bd2 0 0 3f3 3f3 �3f3 �3f3

3b2d 3b2d 0 0 0 0 3f3 3f3 �3f3 �3f3

0 0 0 0 3b2d 3b2d 3f3 3f3 3f3 3f3

0 0 0 0 3bd2 �3bd2 �3f3 3f3 3f3 �3f3

0 0 0 0 0 0 �6f3 6f3 �6f3 6f3

1
CCCCCCCCCCCCCCCCA

The relation between the interpolation vector and the orientation of the synthesized
�lter is in agreement with eq. (6.26) expressed as:

�w3 = A3
�t3 (6:36)

The interpolation matrix is non-singular, as the columns of A3 are linearly indepen-
dent. The interpolation vector �t3 for a synthesized basis �lter in arbitrary orientation
v̂ is �nally obtained as:

�t3 = A�1
3 �w3 (6:37)

Synthesis of First Order Filters From Third Order Filters

A �rst order �lter in an arbitrary orientation v̂ is, according to eq. (6.14), expressed
as:

B3
1(�u) = ��1G(�) (v1u1 + v2u2 + v3u3) (6:38)
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To be able to analyze this this �lter in terms of the third order basis �lters, eq. (6.38)
is expanded as follows:

B3
1(�u) = ��1G(�) (v1u1 + v2u2 + v3u3) �

�2 (u21 + u22 + u23)| {z }
=1

(6:39)

B3
1(�u) = ��3G(�) (v1u31 + v2u

3
2 + v3u

3
3 + v2u

2
1u2+

v3u
2
1u3 + v1u1u

2
2 + v1u1u

2
3 + v3u

2
2u3 + v2u2u

2
3)

(6:40)

Compare eq. (6.40) with the corresponding expression for a third order �lter in the
same orientation eq. (6.43). Let the vector �w0

1 contain the corresponding vi-terms
for the �rst order �lter:

�w0
1 = (v1; v2; v3; v2; v3; v1; v1; v3; v2; 0)

T (6:41)

The interpolation vector �t 01 = (t010; t
0
11; : : : ; t

0
19) that support a synthesis of a �rst

order �lter from a third order basis �lters set is �nally obtained by substitution of
�w3 by �w0

1 in eq. (6.37), ie:

�t 01 = A�1
3 �w0

1 (6:42)

By repeated use of this projection method it is clear that the �lters of order l = N
and l = N � 1 support all lower order �lters, ie l = (0; 1; 2; : : : ; N).

6.3.5 Higher Order Basis Filters

It is straightforward to extend the basis �lters and interpolation schemes developed
in this chapter to arbitrary order as well as to higher dimensions (eg time sequences
of 3-D volumes).

For l � 4 there are no matching regular polyhedra in 3-D. It is consequently impos-
sible to distribute more than 10 �lters equally on a unit sphere. This requirement
is, however, optional as it is su�cient that the columns of Al are linearly indepen-
dent to guarantee the existence of a non-singular interpolation matrix. For a robust
computation, it is preferable that the basis �lters are approximately uniformly dis-
tributed.

6.4 Conclusion

The proposed basis �lter set provides a uniform shape of basis �lter which simplify
the synthesis of general �lters and provides simple interpolation functions. These
properties are unfortunately incompatible with an orthogonal basis �lter set in 3-D
unlike the 2-D case. It is, however, possible to perform an analysis of a neighbour-
hood in terms of these basis �lters while the actual �ltering is performed by an
orthonormal basis �lter set de�ned by spherical harmonics. Consider a basis �lter
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set of order N , corresponding in both cases to (N + 1)2 basis �lters which span the
same feature space. If the �ltering is performed in terms of spherical harmonics it
is straightforward to project these �lter responses to the proposed �lters (or vice
versa). The bene�ts from such an orthogonal �ltering scheme is however counter-
balanced by a more cumbersome (less exact) implementation, as the non-uniform
�lters are a�ected in di�erent ways by implementation restrictions such as limited
�lter size, �lter optimization, etc.

6.A Angular Functions of Spherical harmonics

In this appendix the spherical harmonics of order one, two and three are illustrated
by 3-D iso-surface plots. Compare these plots with the corresponding angular func-
tions given in table 6.1.

Figure 6.6: Spherical harmonics of �rst order. These functions are identical to the
proposed basis �lters of order one.
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Figure 6.7: Spherical harmonics of second order.
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Figure 6.8: Spherical harmonics of third order.
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6.B Decomposition of Third Order Basis Filters

A third order �lter in an arbitrary orientation v̂ = (v1; v2; v3) is expanded as:

B3
3(�u) = G(�) (v̂ � û)3

B3
3(�u) = ��3 G(�) (v1u1 + v2u2 + v3u3)

3

B3
3(�u) = ��3 G(�) (v31u

3
1 + v32u

3
2 + v33u

3
3 + 3v21v2u

2
1u2 + 3v21v3u

2
1u3+

3v1v
2
2u1u

2
2 + 3v1v

2
3u1u

2
3 + 3v22v3u

2
2u3 + 3v2v

3
3u2u

2
3+

6v1v2v3u1u2u3)

(6:43)

where �u = (u1; u2; u3) de�nes the frequency coordinates. Let �w3 de�ne the coe�cient
vector of a synthesized third order basis �lter in orientation v̂ such that:

�w3 = (v31 ; v
3
2; v

3
3 ; 3v

2
1v2; 3v

2
1v3;

3v1v
2
2; 3v1v

2
3; 3v

2
2v3; 3v2v

3
3 ; 6v1v2v3)

T (6:44)

The ten basis �lter responses in orientations (n̂30; n̂31 : : : n̂39) are in the same manner
expanded as:

B3
30(�u) = ��3G(�) k3[ d3u31 � b3u33 � 3bd2u21u3 + 3b2du1u

2
3 ]

B3
31(�u) = ��3G(�) k3[ d3u31 + b3u33 + 3bd2u21u3 + 3b2du1u

2
3 ]

B3
32(�u) = ��3G(�) k3[ b3u31 + d3u32 + 3b2du21u2 + 3bd2u1u

2
2 ]

B3
33(�u) = ��3G(�) k3[�b3u31 + d3u32 + 3b2du21u2 � 3bd2u1u

2
2 ]

B3
34(�u) = ��3G(�) k3[ b3u32 + d3u33 + 3b2du22u3 + 3bd2u2u

2
3 ]

B3
35(�u) = ��3G(�) k3[�b3u32 + d3u33 + 3b2du22u3 � 3bd2u2u

2
3 ]

B3
36(�u) = ��3G(�) k3 f 3 [ u31 � u32 + u33 � 3u21u2 + 3u21u3+

3u1u
2
2 + 3u1u

2
3 + 3u22u3 � 3u2u

2
3 � 6u1u2u3 ]

B3
37(�u) = ��3G(�) k3 f 3 [ u31 + u32 + u33 + 3u21u2 + 3u21u3+

3u1u
2
2 + 3u1u

2
3 + 3u22u3 + 3u2u

2
3 + 6u1u2u3 ]

B3
38(�u) = ��3G(�) k3 f 3 [�u31 + u32 + u33 + 3u21u2 + 3u21u3�

3u1u
2
2 � 3u1u

2
3 + 3u22u3 + 3u2u

2
3 � 6u1u2u3 ]

B3
39(�u) = ��3G(�) k3 f 3 [�u31 � u32 + u33 � 3u21u2 + 3u21u3�

3u1u
2
2 � 3u1u

2
3 + 3u22u3 � 3u2u

2
3 + 6u1u2u3 ]

(6:45)

The coe�cients of these basis �lters de�ne the interpolation matrix A3 matrix:
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k3

0
BBBBBBBBBBBBBBBB@

d3 d3 b3 �b3 0 0 f3 f3 �f3 �f3

0 0 d3 d3 b3 �b3 �f3 f3 f3 �f3

�b3 b3 0 0 d3 d3 f3 f3 f3 f3

0 0 3b2d 3b2d 0 0 �3f3 3f3 3f3 �3f3

�3bd2 3bd2 0 0 0 0 3f3 3f3 3f3 3f3

0 0 3bd2 �3bd2 0 0 3f3 3f3 �3f3 �3f3

3b2d 3b2d 0 0 0 0 3f3 3f3 �3f3 �3f3

0 0 0 0 3b2d 3b2d 3f3 3f3 3f3 3f3

0 0 0 0 3bd2 �3bd2 �3f3 3f3 3f3 �3f3

0 0 0 0 0 0 �6f3 6f3 �6f3 6f3

1
CCCCCCCCCCCCCCCCA
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Chapter 7

Filter Synthesis in 3-D

In this chapter, a method to synthesize quadrature and dual quadrature �lters from
the basis �lters of chapter 6 is proposed. The symmetrical properties of these basis
�lters simplify the calculations considerably as the methods developed in chapter 3
and chapter 5 become directly applicable in 3-D.

It is shown that a basis �lter set of order N = 2 (9 �lters) is su�cient to approxi-
mate a quadrature �lter response in arbitrary orientation while a synthesis of dual
quadrature �lters requires a basis �lter set of order N = 3 (16 �lters). The basis
�lter coe�cients are computed for a basis �lter set of up to order N = 3 and a
generalization to higher order basis �lters is discussed.

7.1 Quadrature Filters

In agreement with the two-dimensional case, only quadrature �lters that are sym-
metric around the �lter orienting axis v̂ are considered. Since the interpolation
functions of chapter 6 support a synthesis of the basis �lters in arbitrary orienta-
tions, it is su�cient to consider a decomposition of a quadrature �lter in a single
orientation. In chapter 3 such a decomposition were performed in the u1-direction
and a general 2-D �lter were expressed as:

F (') = G(�)
NX
n=0

an cos(n') (7:1)

In 3-D a corresponding formulation of a general quadrature �lter is simpli�ed if the
�lter instead is observed in the u3-direction. A basis �lter of order n, synthesized
along the u3-axis, is expressed in spherical coordinates (eq. (6.8)) solely as a function
of �:

G(�) (û3 � û)n = G(�) cosn(�) (7:2)

A general axially symmetric 3-D �lter in the direction of the u3-axis can, as in the
2-D case, be expressed as:
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F (�) = G(�)
NX
n=0

an cos
n(�) �a = (a0; a1 : : : aN )

T (7:3)

where the coe�cient vector �a de�nes the angular envelope of the synthesized �lter.
The objective is now to compute an �a-vector that minimizes the phase interference
within the �lter under the condition that the total energy contribution E0 within
the �lter is constant. In the two-dimensional case (eq. (3.16)) this requirement was
met by a minimization of the energy contribution from the rear half-plane in the
Fourier domain. In 3-D this requirement is extended to a minimization of the energy
contribution on a half-sphere, ie �nd the �a-vector that minimizes:

E1 =
Z 2�

0

Z �

�=2
[
NX
n=0

an cos
n(�) ]2 sin(�) d� d' (7:4)

under the condition that the total energy contribution is constant.

E0 =
Z 2�

0

Z �

0
[
NX
n=0

an cos
n(�) ]2 sin(�) d� d' = 1 (7:5)

7.1.1 Derivation of Basis Filter Coe�cients

As in the 2-D case, the expressions for E1 and E0 in eq. (7.4) and eq. (7.5) can be
expressed as quadratic forms, ie:

E1 = �aTM1 �a (7:6)

E0 = �aTM0 �a (7:7)

where M1 and M2 are symmetrical (N + 1) � (N + 1) matrices. In appendix 7.A
and 7.B these matrices are derived for the case N = 3.

M1 =
�

2

0
BBB@

4 �2 4=3 �1
�2 4=3 �1 4=5
4=3 �1 4=5 �2=3
�1 4=5 �2=3 20=35

1
CCCA (7:8)

M0 = �

0
BBB@

4 0 4=3 0
0 4=3 0 4=5
4=3 0 4=5 0
0 4=5 0 20=35

1
CCCA (7:9)

The corresponding matrices for N = 2 are obtained by removing the last row and
column from the above matrices. From the de�nitions in eq. (7.4) and eq. (7.5), it
is obvious that M1 and M0 are positive de�nite.
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In order to �nd an expression for the coe�cient vector �a that satis�es eq. (7.5),
consider the following decomposition of eq. (7.7):

E0 = �aTWDW T �a (7:10)

where the columns of the matrixW contain the eigenvectors ofM0 and the elements
of the diagonal matrix D contain the corresponding eigenvalues. Since D is diagonal
the square root:

p
D = D

1

2 (7:11)

is obtained by taking the square root the individual elements in D. Note that, since
M0 is positive de�nite, D

1

2 is real. Substitute eq. (7.11) into eq. (7.10), such that:

E0 = �aTWD
1

2 I D
1

2W T �a (7:12)

where I is the identity matrix. De�ne the transformation matrix L such that:

L = D
1

2 W T (7:13)

which is substituted in eq. (7.12):

E0 = �aTLT IL �a (7:14)

It follows that all �a vectors that ful�ll the condition E0 = 1 are given by the following
relation:

�a = L�1 b̂ (7:15)

where b̂ is an arbitrary unit vector. The above condition is now substituted in
eq. (7.6) which results in:

E1 = b̂T (L�1)T M1 L
�1 b̂ (7:16)

De�ne:

Mb = (L�1)TM1 L
�1 (7:17)

such that:

E1 = b̂TMb b̂ (7:18)

where Mb according to eq. (7.4) is positive de�nite. The minimal value of E1 is now
obtained as the smallest eigenvalue of Mb. For a basis �lter set of order N = 2 and
N = 3 this results in:
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N = 2 : E1 = 3:9 � 10�3
N = 3 : E1 = 1:702 � 10�4 (7:19)

Denote the eigenvector that corresponds to the smallest eigenvalue by b̂. The re-
sulting basis �lter coe�cients �a are then given by eq. (7.15) such that:

N = 2 : �a = ( 0:082; 0:433; 0:409 )T

N = 3 : �a = ( 0:020; 0:221; 0:524; 0:338 )T
(7:20)

for a basis �lter set of order N = 2 and N = 3 respectively.

7.1.2 Filter Functions for Synthesized Filters

In the upper part of �g. 7.1, the basis �lter coe�cients �a are plotted for N = 2
(dashed) and N = 3 (solid). In the lower part of the same �gure the corresponding
angular �lter functions in the Fourier domain:

F (�) =
NX
n=0

an cos
n(�) (7:21)

are illustrated as a function of � for a �lter synthesized in the direction of the û3-
axis. Note that the energy contribution from the `rear half-sphere' of the �lter is
very small already for N = 2.

In �g. 7.2 the odd and even parts of these functions are illustrated separately:

Fe(�) =
NP

n=0;2;4:::

an cos
n(�)

Fo(�) =
NP

n=1;3;5:::

an cos
n(�)

(7:22)

Finally, the angular �lter functions of a second and a third order quadrature �lter
are illustrated as 3-D iso-surface plots in �g. 7.3. These �lters require 9 and 16 basis
�lters respectively.
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Figure 7.1: Basis �lter coe�cients �a and the corresponding �lter envelopes in the
Fourier domain for N=2 (dashed) and N=3 (solid).
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Figure 7.2: Even Fe(�) and odd Fo(�) components of 3-D quadrature �lters for N=2
(upper part) and N=3 (lower part).
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Figure 7.3: Angular functions in the Fourier domain for quadrature �lters of order
N = 2 and N = 3 synthesized in the same direction.
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7.2 Dual Quadrature Filters

Consider a quadrature �lter synthesized in an arbitrary orientation v̂. An extension
of the dual quadrature concept de�ned in chapter 5 is in 3-D equivalent to a modu-
lation of this �lter along an arbitrary great circle on the unit sphere that intersects
the orientation vector v̂. In 3-D there are several possible approaches to produce
such a modulation, as there exists no direct generalization of the 2-D case. The
method presented in this section is, however, to a large extent inspired by the 2-D
case in order to obtain a simple implementation.

An analysis in spherical coordinates of a modulation along a great circle on the unit
sphere is simpli�ed if the modulation if performed in the '-direction. Consider, for
that reason, in contrast to the quadrature �lter case, a dual quadrature �lter in the
direction of the u1-axis where the modulation is performed in the '-direction.

In the spatial domain, this corresponds (approximately) to a shift of the original
quadrature kernels along the �2-axis. A basis �lter of order n in the u1-direction is
expressed in in spherical coordinates as:

B3
n(�u) = sinn(�) cosn(') (7:23)

Consider the three �lters F1('), F2(') and F3(') in �g. 7.4 which constitute the
`primitive functions' of the dual quadrature �lter. These functions are composed of
one �rst order basis �lter, two second order basis �lters and three third order basis
�lters respectively such that:

F1(') = G(�) sin(�) cos(')

F2(') = G(�) sin2(�) [ cos2(')� cos2('� �=2) ]

F3(') = 4
3
G(�) sin3(�) [ cos3(')� cos3('� �=3)� cos3('+ �=3) ]

(7:24)

The expressions can be rewritten as:

F1(') = G(�) sin(�) cos(')

F2(') = G(�) sin2(�) cos(2')

F3(') = G(�) sin3(�) cos(3')

(7:25)

These Fn(')-functions consequently support a continuous modulation of order n in
the '-direction while the �-dependence corresponds to sinn(�). The objective is now
merge these dual quadrature primitives such that the energy contribution from the
`rear half-sphere' of the Fourier domain is suppressed. In accordance with eq. (5.15)
and eq. (5.28) this energy contribution is for the symmetric and anti-symmetric part
of the dual quadrature �lter expressed as:
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Figure 7.4: Iso-surface plots of F1('), F2(') and F3('). These dual quadrature
primitives support a modulation in the '-direction.

130



Es =
3�=2R
�=2

�R
0

[
3P

n=0

anFn(') ]
2 sin(�) d� d'

NP
n=1

a2n = 1

Ea =
3�=2R
�=2

�R
0

[
3P

n=0

anFn('� �=2) ]2 sin(�) d� d'
NP
n=1

a2n = 1

(7:26)

where an de�ne the coe�cients for the dual quadrature primitives Fn('). Substitute
eq. (7.25) into eq. (7.26):

Es =
Z 3�

2

�
2

Z �

0
[

3X
n=0

an sin
n(�) cos(n') ]2 sin(�) d� d' (7:27)

Ea =
Z 3�

2

�
2

Z �

0
[

3X
n=0

an sin
n(�) sin(n') ]2 sin(�) d� d' (7:28)

These equations can be expressed as quadratic forms as in eq. (5.17), such that:

Es = âTMaâ
Ea = âTMsâ

(7:29)

where Ms and Ma correspond to symmetric and positive de�nite N � N matrices.
The energy contribution of both the symmetric and anti-symmetric �lter E� is
obtained, as in eq. (5.43) and eq. (5.44) from:

E� = Es + Ea = âTM� â (7:30)

where

M� =Ms +Ma (7:31)

For a basis �lter set of order N = 3, M� is �nally obtained as:

M� =
�

840

0
B@ 1120 630 0

630 896 525
0 525 768

1
CA (7:32)

The proof is straightforward but cumbersome and is for that reason left out in this
presentation. The eigenvector of M� that corresponds to the smallest eigenvalue
de�nes the coe�cient vector â in eq. (7.26).

â = (0:288; 0:690; 0:664)T (7:33)

The corresponding angular �lter functions in the Fourier domain are illustrated as
a function of ' for � = �=2 in the upper part of �g. 7.5. Note that the modulation
frequency in the '-direction is dependent on � as the contribution from the basis
�lters of higher order decay more rapidly than the lower order basis �lters when
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sin(�) decreases (eq. (7.24)). To illustrate this e�ect, the angular �lter function are
also illustrated as a function of ' for � = �=4 (3�=4). The di�erence in modulation
frequency between these plots is, however, very small (note the position of the
zero-crossings) in relation to the magnitude, which is reduced with a factor of two.
In �g. 7.6, the angular �lter functions of a symmetric and anti-symmetric dual
quadrature �lter, oriented in the u1 direction and modulated in the '-direction are
illustrated as an iso-surface plot.

Since the interpolation functions developed in chapter 6 support a synthesis of the
dual quadrature primitives in eq. (7.24), it is obvious that a dual quadrature �lter
can be modulated along an arbitrary great circle on the unit sphere.

7.3 Conclusion

The methods developed in this chapter can be thought of as a toolbox that sup-
port a synthesis of general �lters in arbitrary orientations from a limited basis �lter
set. No algorithm where these properties are used to the full extent has been im-
plemented yet, however. From [37], on the other hand it is clear that quadrature
responses in 3-D provide a robust interpretation of the spatial neighbourhood in
terms of planes and lines. The dual quadrature �lters support an extension of these
primitives to an inclusion of plane-boundaries and line-ends. These primitives are
expected to provide an e�cient and extensive feature extraction in conjunction with
the interpolation scheme presented in chapter 6.

The derivation of �lter coe�cients for quadrature and dual quadrature �lters was
limited to N � 3. It is, however, straightforward to generalize these computations
to a basis �lter set of arbitrary order.
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Figure 7.5: Upper part: Angular �lter functions i the Fourier domain as a function
of ' (� = �=2) for the symmetric (solid) and anti-symmetric (dashed) parts of a
dual quadrature �lter. Lower part: Corresponding plot for � = �=4.
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Figure 7.6: Angular functions corresponding to real (left) and imaginary (right) part
of a synthesized dual quadrature �lter in the Fourier domain. The �lter is oriented
along the u1-axis and modulated in the '-direction. These �lters are synthesized
from a basis �lter set of order N = 3 which require 16 real convolution kernels.

134



7.A Proof of eq. (7.6)

E1 =
Z 2�

0

Z �

�=2
[
NX
n=0

an cos
n(�) ]2 sin(�) d� d' �a = (a0; a1 : : : aN )

T (7:34)

Choosing N = 3 gives:

E1 = 2�
Z �

�=2
[ a0 + a1 cos(�) +

a2
2
(1 + cos(2�)) +

a3
4
(3 cos(�) + cos(3�)) ]2 sin(�) d�

Rearranging the terms:

E1 = 2�
Z �

�=2
[ a0 +

1

2
a2 + (a1 +

3

4
a3) cos(�) +

1

2
a2 cos(2�) +

1

4
a3 cos(3�) ]

2 sin(�) d�

Let the matrix C de�ne the following transformation of the basis �lter coe�cients:

0
BBB@
d0
d1
d2
d3

1
CCCA =

0
BBB@

1 0 1=2 0
0 1 0 3=4
0 0 1=2 0
0 0 0 1=4

1
CCCA

| {z }
C

0
BBB@
a0
a1
a2
a3

1
CCCA (7:35)

E1 = 2�
Z �

�=2
[ d0 + d1 cos(�) + d2 cos(2�) + d3 cos(3�) ]

2 sin(�) d� (7:36)

Apart from the sin(�) term this expression is identical to eq. (3.16) and is expanded
in the same manner:

E1 = �
Z �

�=2

3X
k=0

3X
l=0

dkdl [ cos((k + l)�) + cos((k � l)�) ] sin(�) d� (7:37)

Interchange of summation and integration gives:

E1 = �
2

3P
k=0

3P
l=0

dkdl [
�R
�=2

sin((k + l + 1)�) d� �
�R
�=2

sin((k + l � 1)�) d�+

�R
�=2

sin((k � l + 1)�) d� � �R
�=2

sin((k � l � 1)�) d�]

(7:38)

Denote these four integrals by Rn(k; l), such that:

E1 =
�

2

3X
k=0

3X
l=0

dkdl [R1(k; l) +R2(k; l) +R3(k; l) +R4(k; l) ] (7:39)

where each Rn(k; l) corresponds to a 4� 4 matrix.
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R1(k; l) =

0
BBB@

1 �1 1=3 0
�1 1=3 0 1=5
1=3 0 1=5 �1=3
0 1=5 �1=3 1=7

1
CCCA R2(k; l) =

0
BBB@

1 0 �1 1
0 �1 1 �1=3
�1 1 �1=3 0
1 �1=3 0 �1=5

1
CCCA

R3(k; l) =

0
BBB@

1 �1 1=3 0
0 1 �1 1=3
�1 0 1 �1
1 �1 0 1

1
CCCA R4(k; l) =

0
BBB@

1 0 �1 1
�1 1 0 �1
1=3 �1 1 0
0 1=3 �1 1

1
CCCA

De�ne R by:

R =
4X

n=1

Rn =

0
BBB@

4 �2 �4=3 2
�2 4=3 0 �4=5
�4=3 0 28=15 �4=3
2 �4=5 �4=3 68=35

1
CCCA (7:40)

E1 can now be expressed as:

E1 = 2�
Z �

�=2
[

3X
n=0

dn cos(n�) ]
2 sin(�) d� =

�

2
�dTR �d (7:41)

where �d = (d0; d1; d2; d3)
T . Substitute �nally eq. (7.35) into eq. (7.41) to obtain the

matrix M1:

E1 =
�

2
�dTR �d =

�

2
�aTCTRC �a = �aTM1 �a (7:42)

where

M1 =
�

2

0
BBB@

4 �2 4=3 �1
�2 4=3 �1 4=5
4=3 �1 4=5 �2=3
�1 4=5 �2=3 20=35

1
CCCA (7:43)

7.B Proof of eq. (7.7)

Let E2 and M2 de�ne the energy corresponding to the complementary half-sphere
of the Fourier domain such that:

E0 = E1 + E2 E2 = �aTM2 �a (7:44)

A sign change in the odd components of the �lter coe�cient vector, ie:
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�a = (a0;�a1; a2;�a3; : : :) (7:45)

corresponds to a �lter in the opposite direction. The unknown M2 matrix can
consequently be expressed as:

M2 = PM1P (7:46)

where

P =

0
BBB@

1 0 0 0
0 �1 0 0
0 0 1 0
0 0 0 �1

1
CCCA (7:47)

for N = 3 The total energy contribution within the synthesized �lter is consequently
obtained as:

E0 = �aT (M1 + PM1P )| {z }
M0

�a = �aTM0 �a (7:48)

where M0 for the case N = 3 corresponds to:

M0 = �

0
BBB@

4 0 4=3 0
0 4=3 0 4=5
4=3 0 4=5 0
0 4=5 0 20=35

1
CCCA (7:49)
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Appendix 8

Colour Images

The colour images in this appendix belong to the following chapters:

� Chapter 4: �g. 8.1 - �g. 8.8

� Chapter 5: �g. 8.9 - �g. 8.18

� Chapter 13: �g. 8.19 - �g. 8.22

Figure 8.1: Main orientation Ra for the multiple orientation algorithm on �g. 4.14.
The resulting argument is encoded in colour, see �g. 4.2.
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Figure 8.2: Lower part: Orientation estimates (Ra; Rb) of the multiple orientation
algorithm on �g. 4.16. Upper part: ideal result obtained as individual estimates of
the two patterns in �g. 4.17.

Figure 8.3: Upper part: Orientation estimates (Ra; Rb) of the multiple orientation
algorithm on �g. 4.18. Lower part: continous representation of two events by the
transformation proposed in eq. (4.18).
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Figure 8.4: Dominant orientation estimate Ra of �g. 4.19.

Figure 8.5: Second orientation estimate Rb of �g. 4.19.
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Figure 8.6: Enlargement of a region in the lower parts of �g. 8.5.

Figure 8.7: Angle estimation, the colour refers to the relative di�erence in argument
between the estimated events.
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Figure 8.8: Continuous representation of multiple orientations by the transforma-
tion proposed in eq. (4.18).
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Figure 8.9: Single angle summation on �g. 5.27, only the magnitude of �R' is shown.
The angular bandwidth of the basis �lter set is N = 6, � = 2 and the kernel grid is
15� 15 pixels.

Figure 8.10: Single angle summation on the paper pulp image. Line ends and
corners result in large responses. Note the appearance of the argument for line ends,
corners and T-junctions.
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Figure 8.11: Double angle summation (R2') of �g. 5.31. The arguments indicate
the dominant orientation.

Figure 8.12: Single angle representation (R') of �g. 5.31 provides an estimation of
local curvature. The argument corresponds to the curvature direction.
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Figure 8.13: Consistency estimate (Rc) of �g. 5.31. The magnitude indicates con-
sistency in terms of straight or curved edge-line events. The argument indicates the
amount of curvature where green and red indicate `straight' and `curved' respectively.

Figure 8.14: Curvature consistency on �g. 5.27.
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Figure 8.15: Curvature consistency on the paper pulp image (�g. 4.21).

Figure 8.16: Orientation (R2') on Lena. Image size 256� 256.
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Figure 8.17: Curvature (R') on Lena. Image size 256� 256.

Figure 8.18: Curvature consistency on Lena.
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Figure 8.19: Magnitude, orientation and two phase algorithms of the ploop test
image, SNR= 0dB on right side.

Figure 8.20: Local orientation estimate of Lena, SNR= 10dB.
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Figure 8.21: Phase by orthogonal inhibition on Lena, SNR= 10dB.

Figure 8.22: Phase by SC-representation on Lena, SNR= 10dB.
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Notations

�1; �2; �3 Spatial coordinates.

u1; u2; u3 Cartesian frequency coordinates.

�; ' Polar frequency coordinates.

r;  Spatial frequency coordinates.

h(�1; �2) A local neighbourhood of the image.

G(�) Radial frequency response of the basis �lter set.

�0 Centre frequency of G(�).

� Bandwidth of G(�) in octaves.

� Orientation or angle.

� Fourier phase.

�q Filter response with phase.

q Magnitude of �lter response.

N Order of basis �lter set.

K Number of synthesized �lter responses.

an Basis�lter coe�cients, de�nes the angular �lter
envelope of the synthesized �lter.

Lw 6dB angular lobe width in radians.
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Chapter 9

Introduction

The purpose of this paper is to investigate the potential that analogue VLSI may
provide in the processing of multi-dimensional information such as image processing.
Analogue VLSI seems to provide a possibility to implement fundamental components
that are present in biological processing, and referred to as neurons when used both
in arti�cial and biological networks. Although this thesis do not propose a neural
network in the common sense there are some aspects in this �eld that are well aligned
to image analysis such as: continuous mappings of events and features, controlled
non-linearities and interference between co-occurring events. The intention is to
merge these related areas into an e�cient processing structure.

Analogue VLSI can be implemented by the semiconductor processes adopted for
digital circuits by using a di�erent range of operation for the MOS-transistors, the
so-called subthreshold area. The power dissipation in the subthreshold area is ex-
tremely low, 102 � 103 times lower than for digital circuits of the same size. It will
thus be possible to design very large (wafer-sized) analogue circuits without consid-
ering aspects of thermal breakdown. A serious problem for large integrated circuits
is that the yield i.e, the fraction of the fabricated circuits that are passed, decrease
rapidly with the size of the circuit. This e�ect is probably less severe for this type of
processing as the corresponding biological system has an inherent redundancy and
robustness under failure.

The �rst steps towards a hybrid image processor will probably concern low-level
feature extraction operations such as convolution. Convolution is the basic form of
information extraction which seems to be present in both biological and arti�cial
processing. The perceptron, the basic arti�cial neuron, has many similarities to a
convolver, as it mainly performs a weighted summation over a number of signals
followed by a simple non-linear function.

A general convolver for image processing purposes would be a hybrid between ana-
logue and digital circuits, where the actual processing is performed by the analogue
part and the digital part operates functions as long time delays, mode of operation,
etc. This kind of hybrid convolver would provide a foundation for video rate image
processing at low cost. Some aspects of this convolver are discussed in [1]. This pa-
per will concentrate upon information representation and algorithms for elementary
image processing operations.
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Chapter 10

Background

10.1 Biological Visual Systems

The human visual system is in most cases superior to traditional image processors.
If the processing structure of the visual cortex could to some extent be transferred to
computer vision there would be a considerable increase in performance. In modeling
the fundamental features of the human visual system for computer vision purposes
great care must be taken to evaluate the aim of these features as it can not be
excluded that some features are present due to physical or chemical limitations in
the biological processing.

The brain contains roughly of about 1012 neurons which are interconnected by 1014-
1015 synapses. There exists a wide variety of neurons, 100-1000 types. The most
obvious di�erence is the large variation in both spatial resolution and spatial exten-
sion of the dendrites, but there are also di�erences in the mode of operation and in
the communication to subsequent neurons (synapses).

The complex structure and the miniature components of the brain makes it di�cult
to detect and track signals more than a few steps in the initial processing. From
experiments on mammals it is known that the information processing of the vision
system is local, which means that a stimulus occurring in a certain area of the retina
is processed in a corresponding area of the visual cortex. Furthermore the organiza-
tion of the cortex (as well as the retina and the LGN) is divided into several distinct
layers with individual �ne structures. In the primary layers of the cortex, most cells
have a circular receptive �eld with an excitatory center and an inhibitory surround
or contrariwise. The antagonistic surround of these on/o�-center cells perform a
local normalization, probably in order to reduce the ow of information and em-
phasize rapid changes. In the succeeding layers of the visual cortex the receptive
�elds of the cells become more complex, involving orientation and movement of the
stimulus. These complex cells will not be as discriminating as the on/o�-center cells
in the location of the stimulus. There subsequently exists an exchange of locality
towards feature description as the information propagates through the visual cortex.
This observation may indicate the existence of a distributed hierarchical processing
structure in the visual system.
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Figure 10.1: Orientation preferences as a function of track distance in the visual

cortex.

The complex cells in the visual cortex are organized in a modular way according to
their individual preferences. For example, if an orientation sensitive layer of the vi-
sual cortex is traversed in a direction that is parallel to the cortex (Figure 10.1), the
orientation preferences will change continuously apart from some isolated disconti-
nuities. This means that an arbitrary neuron is located not only close to neurons
with similar preferences but also not far from neurons with, in some sense, the op-
posite preference. This organization enables a general interaction between neurons
and admits a propagation of alternative hypotheses to a higher processing level.

The resolution of the eye is about 0.5" in the fovea but decreases rapidly outside
this area. It is interesting to note that the di�erence in resolution over the retina is
not due to the performance of the individual neurons but to the number of neurons
present in the environment. A few unitary types of processing elements are subse-
quently able to perform both high and low accuracy calculations e�ciently, a task
that is di�cult to achieve by traditional computation.

The communication between neurons is usually performed by nerve impulses but in
some cases there is a graded response. The exact location of each impulse in time
is not important; it is the number of impulses over a time interval that de�nes the
response. This response is with few exceptions a magnitude response as it can not
change polarity. An axon can thus be either excitatory or inhibitory but not change
in between. The exclusive use of magnitude signals provides a high accuracy in a
noisy processing environment and facilitates the use of non-linearities.

For further reading the in the human visual system, the book Eye, Brain and Vision
by David Hubel [33] is recommended.
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10.2 Feature Representation in Computer Vi-

sion

In order to solve di�cult image processing problems, the algorithms must be robust
in the presence of noise and to uneven illumination. A powerful approach to this
problem is to introduce an hierarchical image processing structure as proposed by
[27]. A hierarchical structure implies that the processing is performed in succeeding
steps towards a more abstract description of the events in the image. The bene�ts of
this approach is in short terms that it enables the resulting image from one level in
the hierarchy to control the processing in subsequent levels. A �nal decision whether
an event has occurred or not, is made on an abstract level in the upper part of the
hierarchy. This results in a robust interpretation of the image compared to more
direct solutions which often involve thresholding in the initial processing.

The information representation in a hierarchical system must be a continuous de-
scription of the actual features that allow a general interaction between di�erent
levels. It is also important that the representation contains a con�dence measure-
ment to enable a `graceful degradation' of the system when the proposed models are
not valid.

In the GOP-concept of hierarchical image processing [27], such a feature represen-
tation is obtained by a vector notation. The argument of the vector de�nes the
estimated feature in a continuous and modular way and the magnitude is a con�-
dence measurement of the model. This vector notation is common for all levels of
the processing but the interpretation of the argument will vary depending on the
model prescribed for each level.

10.3 VLSI Constraints

As the purpose of this project is to adapt representation forms and algorithms for
analogue VLSI implementation it may be relevant to consider the limitations and
possibilities of this �eld. The robustness of biological processing is probably much
in due to the supervisory systems that are present at a low-level in the organization.
These features are di�cult to include in the same way in analogue VLSI as it involves
non-linearities that are di�cult both to analyze and to implement. On the other
hand, for operations that are approximately linear analogue VLSI will be superior
in terms of SNR-ratio and dynamic range.

For analogue VLSI implementations we may so far be limited to the use of linear
operations and simple non-linearities to obtain accurate processing. It is impor-
tant that the algorithms that are to be evaluated can achieve e�cient processing
under these conditions without loss of generality. This is a fundamental problem
which spans over hardware implementation as well as information representation.
Although analogue VLSI may be a poor substitute to the biological Neural Net-
hardware it may turn out quite powerful in comparison to digital approaches for low
level image processing tasks.
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Chapter 11

A Representation Model

This chapter presents a feature representation model for analogue VLSI which is
based upon observations made in the previous chapter. Since observations of this
kind can not be expected to produce an unambiguous solution of the representation
problem, the model must necessarily contain compromises and extrapolations. These
observations should then be interpreted as a way to pick up hints on how to merge
biological processing and computer vision aspects into a representation suitable for
analogue VLSI and constitute a possibility of giving priority to the di�erent aspects
of feature representation that occur in the distinct areas.

There is, however, a profound feature of image processing as well as of the human
visual system, which may be regarded as a variety of the same intention, i.e. the
modular representation in the visual cortex and the vector notation used in com-
puter vision. A vector representation in terms of magnitude and argument can not
be implemented in analogue VLSI by direct means and a cartesian representation
would be di�cult to interpret as it is the magnitude and the argument that de�ne
the events in the image. If a variety of a vector representation is present in the
human visual system, nature must have run across the same problem. There is no
obvious solution to this problem to be found in the visual system, but an illumi-
nating example is given by the colour representation in the retina and the primary
layers of the visual cortex. Colour is frequently regarded as a vector, where the ar-
gument corresponds to hue and magnitude to saturation. In the primary processing
of the human visual system we have instead a parameter representation which can
roughly be associated with the primary colours red, green and blue. The colour
vector is then represented by three magnitude signals (non-negative signals) which
together correspond to the magnitude and argument of the colour vector. A gener-
alized form of such a representation would consist of a number of parameters (N)
evenly distributed at discrete intervals over the angular space (0; 2�).

We de�ne a parameter representation to be a string of N non-negative elements,
PN = (x0; x1 : : : xN�1). To every parameter representation of size N there exists a
symmetrical angular intersection of the complex plane so that each of the N elements
can be associated with a speci�c argument or direction. This association between
the elements of the parameter representation and the complex plane is based solely
on the order of appearance in the representation. The parameter representation can
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thus be interpreted either as a set of scalar values (elements) or as a set of vectors
(components) that are evenly distributed in the complex plane.

The speci�c values of the elements in a parameter representation are closely related
to each other. This fact reduces the degree of freedom in the representation, but
provides a robust processing. The non-negative elements of the parameter represen-
tation is to be interpreted as an indicator of correspondence between the features of
the neighbourhood in the image and the feature that is symbolized by the argument
of each component in the representation.

In this way a hybrid representation with both discrete and analogue elements is
obtained, which can be implemented in many ways. In the �rst level of processing
the parameter set is used to describe two-dimensional vectors, but at the higher
levels this vector interpretation may become less signi�cant. The simplest method
of obtaining such a vector descriptive parameter representation is to project an
original vector onto the orientation assigned to each of the parameters in the set,
and suppress the contributions that become negative. This procedure is illustrated
in Figure 11.1 where a complex vector (a + jb) is mapped onto N = 12 equally
spaced orientations in the complex plane.

Figure 11.1: Result of the mapping for '0 = 60� and '0 = 45�.

The expression to produce these parameters can subsequently be written as:

xn = max[0; a cos(
2n�

N
) + b sin(

2n�

N
)] n 2 [0; N � 1] (11:1)

The mapping thus consists of a projection combined with a non-linear half-wave
recti�cation. Non-linear operations may in practice cause a decrease in accuracy
but, in this case most of these e�ects are avoided by using a very simple non-linear
function and by limiting the outcome to magnitude signals. If N is a multiple of four
this projection become very simple to implement as for reasons of symmetry only a
small number of projection coe�cients are required. For example, N = 12 require
the projection coe�cients 1=2 and

p
3=2 apart from zero and one. A robust VLSI

implementation of this mapping is discussed in Chapter 14, but so far we assume
that the mapping can be implemented with acceptable accuracy, at least for the
larger signals, as they contain most of the information.
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Figure 11.2: Result of the mapping for '0 = 60� and N = 12.

Figure 11.2 contains an alternative illustration of the parameter set, where the ele-
ments are plotted on a linear scale instead of on the angular one in Figure 11.1. The
cosine envelope which is due to the projection or scalar product between the original
vector (a+jb) and the argument referred to each component can now be recognized.
In Figure 11.2, the projection can be interpreted as a convolution between the orig-
inal vector and a half wave recti�ed cosine envelope. This representation is denoted
Half- Wave Recti�ed Cosine-representation (HRC-representation).

It may be interesting to study how the magnitude and the argument of the original
vector (a + jb), are preserved in this representation. The argument will determine
the `centroid' of the parameter set. In Figure 11.1 this means that the circle, in
which the non-zero components are inscribed, will rotate around the origin accord-
ing to the change of argument in the vector (a+jb). In Figure 11.2 the same change
of argument causes a translation of the cosine bump along the '-axis. By observing
Figure 11.1 and Figure 11.2 we �nd that for reasons of symmetry the argument
can be estimated at a much higher accuracy than the partitioning of the angular
space prescribes. Hence the accuracy of the argument is not largely dependent on
the number of elements (N) of the parameter representation. The magnitude is
preserved more directly as each value assigned to the non-zero elements is directly
dependent on the magnitude

p
a2 + b2 of the vector (a+ jb). The most straightfor-

ward method of recovering the magnitude is simply to pick the largest contribution
in the parameter set, which, if a su�cient number of elements is used, will give a
good approximation of the magnitude

p
a2 + b2.

p
a2 + b2 � max(x0; x1; x2 : : : xN�1)

This method contains some drawbacks. It involves a non-linear operation and it
will become sensitive to noise and individual errors of the elements, as only one
element is considered at each moment. A better estimation of the magnitude will
be to calculate the sum S of all the parameters (xn):

S =
N�1X
n=0

xn /
p
a2 + b2

It turns out that the sum S, which can be seen as a discrete integral or as a mean
value of the parameters (x0; x1; x2 : : : xN�1), estimates the magnitude rather well
as the e�ect of noise and individual errors will be signi�cantly reduced in this ap-
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proximation. The discretization of the angular space will, however, lead to a minor
argument dependence of the sum S. This variation in magnitude must for reasons
of symmetry have its extreme values on and in the middle of the intersections in the
argument space. It may therefore be advantageous to derive the magnitude variation
as a function of the o�set or di�erence �, between the argument '0 and the orien-
tation of the nearest element. The argument dependency of the magnitude can by
straightforward calculation be expressed as a function of the number of parameters
(N), where N so far is assumed to be a multiple of four.

S(�) = K � cos(�) + sin(j�j) � 2 [� �
N
; �
N
]

K = 1 + 2 �PN
4
�1

n=1 cos(2n�
N
)

(11:2)

In this expression � = 0 corresponds to an argument that is fully aligned to an
element in the set, and � = �=N implies that the argument is located right between
two elements (see Figure 11.1).

Figure 11.3: The magnitude as a function of the argument ' for N = 12.

In Figure 11.3 the magnitude is plotted versus the argument ', the lower extreme
values of the magnitude occur when the argument is centered on the discrete orien-
tations (zero o�set) and in between (� = �=N) we obtain the upper extreme value.
The maximal relative error "r can then be expressed as follows:

"r = �S
2S

=
S(�= �

N
)�S(�=0)

2S(�=0)

"r � 1
2
� (1� cos( �

N
)) � 1

4
� ( �

N
)2

(11:3)

The magnitude of the original vector
p
a2 + b2 can thus be estimated by calculating

the sum of all elements in the representation. The performance of this algorithm
does not di�er from what is theoretically obtainable by selecting the largest single
contribution in the representation. There is, however, a large di�erence in robustness
which will be of major importance when noise and individual errors are present in
the implementation, as the result is based on several elements. The maximal relative
error of the magnitude is "r = 2% for N = 12 elements which means that the relative
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error in the summation of the components is within �2% for N = 12. For larger
values of N the relative error will, according to Equation 11.3 decay as: "r / N�2.

So far we have not made any assumptions about how many elements to use in the
representation, though it will probably vary in di�erent steps of the algorithm. This
number must also be related to the performance of the VLSI implementation, as
a noisy implementation will require a more dense representation. The reason to
use N = 12 in most examples is mainly because it is convenient to illustrate the
algorithm with rather few elements.

This parameter representation has so far proven to possess some useful properties
for VLSI implementation. It is possible to adapt the representation to both the
desired accuracy of the processing and the performance of the implementation, and
the features of the vector representation, magnitude and argument are preserved. It
may at this point be worthwhile considering some aspects of interaction or inhibition
between such representations, as these operations will constitute the algorithms for
analogue image processing.

There are in principle two ways in which such representations are able to interact
which can be seen as complementary and necessary for a a general processing. We
will refer to these two types of interaction as:

� Inhibition by orthogonal components.

� Inhibition by complementary components.

In the parameter representation this corresponds to mutual inhibition of compo-
nents, of which the arguments di�er by �=2 in the �rst case and by � in the latter
case. The reason why these modes of interaction are considered is that they are
the most fundamental ones. It would naturally be possible to include interaction
between other components as well, which probably is the case in biological pro-
cessing, but as there is a large dependence between elements that are located close
to each other in the representation, these two types are probably su�cient at this
stage. Intuitively this segregation into orthogonal and complementary interaction
can be motivated as inhibition by complementary components being a comparison
to the most di�erent event that can occur, while the orthogonal components per-
form a sharpening or tuning of the output, as every component is surrounded by
orthogonal components due to the modular representation.

This di�erence becomes more obvious if the dimensionality of the representation is
increased. In this paper we will use two-dimensional representations, as we obtain
the representation from a complex vector. Consider for example the case where
D = 3 which can be visualized as a symmetrical polyhedron with N boundary
surfaces, where each boundary element is orthogonal to a component in the 3D
representation. For higher dimensions we are not able to visualize the representation,
but we can still assign dependences between components that allow projections and
mappings to be made. For an arbitrary dimensional representation D > 1 there is
only one component that is oriented in the complementary direction. But we can
obtain at least 2(D�1) components that are orthogonal and constitute a hyperplane
which in some sense surrounds the original component. Note that the number of
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elements in the representation, (N), which can be interpretated as the resolution in
the feature space, is not in any wider sense connected to the dimensionality, D, of
the representation other than: N >> D.

The envelope of the HRC-representation that we have obtained so far may be referred
to both as a circle or a half-wave recti�ed cosine function depending on how it is
interpreted. In either case we may denote the envelope by R1(') such that:

R1('� '0) = max(0; cos('� '0)) '0 = arg(a+ jb)

The HRC-representation is well suited for orthogonal inhibition as the sum of the two
orthogonal components controls the inhibition for each element in the representation.
This means that an element that is located close to the peak value in Figure 11.1
or Figure 11.2 will not be a�ected by the inhibition due to the limited width of
the envelope. For the elements located some steps away from the peak value the
inhibition will be more striking as the sum of the orthogonal elements increases
while deviating from the peak and will reach a maximum in an orientation that is
orthogonal to '0. In this way all elements in the representation apart from the peak
value will be pushed towards a zero magnitude which subsequently will result in a
sharper representation.

In the procedure of complementary inhibition only one element is active in the
interaction as opposed to orthogonal inhibition. The motivation for complementary
inhibition is often more profound than that of orthogonal inhibition as a comparison
with the most di�erent event is done in order to produce a meaningful representation
from many noisy and divergent sources of information.

The HRC-representation is not well suited for complementary inhibition. Consider
for example a component-wise sum of two HRC-representations with a small di�er-
ence in '0. The envelope will not be circular after such and addition. The form of
the envelope will depend both upon the magnitude of each representation and the
di�erence in argument between them. The complementary inhibition will not work
as expected as the e�ect of this operation will be to limit the expansion of the new
envelope to about 180�.

To perform complementary inhibition in a meaningful way it is necessary to form
a parameter representation with a di�erent envelope than the circular one used so
far. An envelope of such a representation would have a shape that is invariant to
component-wise additions between such representations. An envelope that would
ful�l this constraint would typically be:

R2('� '0) = 1 + cos('� '0) = 2 � cos2('� '0

2
)

In this representation (left part of Figure 11.4) we obtain a graded magnitude re-
sponse for all arguments and are able to compare complementary components in a
meaningful way. This representation is not suitable for orthogonal inhibition pur-
poses as it must be required that the sum of all components that are orthogonal to
an arbitrary component is a function of '0 that is relevant for tuning purposes as
in the previous case. For the latter representation we obtain:
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Figure 11.4: Representations corresponding to complementary and orthogonal inhi-

bition.

R2('� �=2) +R2('+ �=2) = cos2('=2� �=4) + cos2('=2 + �=4) = 2

Since this sum is constant and hence not dependent on '0, orthogonal inhibition
will be less e�cient in this representation compared to the HRC-representation.
Orthogonal inhibition will be studied more thoroughly in Chapter 13.

Both these representations, of which the envelopes R2(') and R1(') are illustrated
in Figure 11.4, would then be necessary to make a general interaction between such
modular representations possible. We have so far only produced one of these param-
eter representations, and to be able to perform a general processing a transformation
between these representations is needed in order to use the form that is required by
the algorithm in a particular step of the processing.

As these representations are not completely independent although their applica-
tions are fundamentally di�erent such a transformation is possible to accomplish
by relatively simple means. To simplify the derivation of the transformation, the
continuous case will �rst be studied. This result can then be generalized for the
discrete representations. We de�ne a rectangular function Rect(') as:

Rect(') =

(
1 if cos(') > 0
0 otherwise

Both the Rect(') and the R1(') functions are de�ned for all ', but as they are
modular with a period of 2� we can de�ne R(') as the cyclic convolution, (�),
between R1(') and Rect(').

R(') = R1('� '0)�Rect(')

R(') =
Z �

��
R1('� '0 � �) �Rect(�) d�

R(') =
Z �

2

�
�
2

R1('� '0 � �) d�
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This integral can not be evaluated directly, but it is possible to make an intersection
and obtain more well-behaved integrands.

R(') =

8><
>:
R '�'0+�

2

�
�
2

cos('� '0 � �) d� �� < ('� '0) < 0R �
2

'�'0�
�
2

cos('� '0 � �) d� 0 � ('� '0) � �

These expressions can for reasons of symmetry be merged to:

R(') =
Z '�'0+

�
2

�
�
2

cos('� '0 � �) d� ('� '0) 2 [��; �]

R(') = sin('� '0 +
�

2
) + sin(

�

2
)

R(') = (1 + cos('� '0)) = 2 � cos2('� '0

2
) = R2('� '0)

We can obtain the di�erentiable and strictly monotone envelope R2(') by convolv-
ing the envelope of the original HRC-representation with a � radians wide rectan-
gular function. This procedure can also be seen as a smoothing of the envelope
R1('). We denote this form of representation the Squared Cosine-representation
(SC-representation).

Since this transformation is performed by a simple smoothing of the HRC-representation
it may seem evident that it can be generalized to the discrete application. There
is, however, one important di�erence that must be considered. The intersection of
the complex plane will not generally allow an implementation of an ideal discrete
Rect-function that is exactly � radians wide. For example in the case when N = 12,
an ideal Rect-function would involve an even number (6) non-zero elements and thus
introduce a shift in '0 by �=N radians. Since such a drift would cause di�culties in
the subsequent processing a non-ideal Rect-function must be applied that involves
an odd number (7) non-zero elements. The elements corresponding to Rect(��

2
)

must then be assigned the value 1=2 to compensate for the increased width of the
Rect-function. This Rect-function is illustrated in Figure 11.5.

Figure 11.5: Discrete approximation of Rect('), N = 12.

The performance of the non-ideal Rect-function is illustrated in Figure 11.6. The
solid line corresponds to a SC-representation with '0 = 0 and the dashed line to a
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Figure 11.6: SC-representation, N = 12 see text for details.

SC-representation with '0 = �=12. The ideal SC-representations are plotted with a
dot-dashed line for these two cases. The non-ideal Rect-function will cause a minor
error in the elements that are assigned a low value, but as these elements carry very
little information we can tolerate a larger error in this part of the representation.
The small variation in magnitude is due to errors present in the HRC-representation.

The SC-representation can thus be obtained from the HRC-representation by ap-
plying the �lter function of Figure 11.5. The loss of information in this operation is
small even for the rough discretization N = 12. The SC-representation will become
robust both due to the smoothing and the increased number of non-zero parameters.

The problem of transforming the HRC-representation to the SC-representation can
also be formulated as: given a set of corresponding pairs, as the one illustrated in
Figure 11.4, �nd the N �N matrix M that performs the transformation. The rows
of the matrix M will subsequently consist of cyclic permutations of the discrete
Rect-function in Figure 11.5.

We are now able to produce the SC-representation from the original representation,
but to complete the transformation we need the inverse, i.e. a possibility to go
from the SC-representation to the HRC- representation. This inverse would then
be de�ned by the inverse of the matrix M , which is singular. The inverse can not
be implemented by a linear operation, but it is possible solve the problem by using
complementary inhibition within the representation, which is a non-linear operation.
We then obtain the following results:

Rinib(') = max(0; cos2(
'� '0

2
)� cos2(

'� '0 � �

2
)
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Rinib(') =
1

2
�max(0; 1 + cos('� '0)� 1� cos('� '0 � �)

Rinib(') = max(0; cos('� '0) = R1('� '0)

It may be denoted that if this transform pair is applied to a noisy HRC-representation
we will not recover the entire original representation due to the non-linear opera-
tion in the inverse. This need not to be a disadvantage as the resulting HRC-
representation probably will contain less noise than the original due to the smooth-
ing. This transform pair will provide a possibility for general interaction between
modular representations. Since the transform pair consists of convolutions (linear
summations) and complementary inhibition, it can by simple means be implemented
in analogue VLSI.

The number of parameters N in the processing has so far been taken to be a multiple
of four. This intersection of the complex plane gives a symmetrical mapping and
we obtain both orthogonal and complementary components which is an advantage
in the subsequent processing. There is, however, always the possibility to use an
odd number of elements. In this case we do not obtain any single complementary
component. This asymmetry can be used to decrease the error in the magnitude.
If the relative error in the magnitude is calculated for an odd discretization of the
complex plane we obtain:

"odd =
1

2
� (1� cos(

�

2N
)) � 1

4
� ( �
2N

)2

which implies that the magnitude dependence is four times less than in the previous
more symmetrical case. The derived transformation between the HRC-representation
and the SC-representation can be adapted to an odd discretization.

Figure 11.7: Discrete approximation of Rect('), N = 15.

Consider for example the case when N = 15, the Rect-function will then have the
form that is illustrated in Figure 11.7. The elements corresponding to �96� will
be assigned the value 1=4 which imply that this Rect-function will perform better
than the previous as it is more similar to an ideal discrete Rect-function. The
performance of this function is illustrated in Figure 11.8. The solid line corresponds
to a SC-representation with '0 = 0 and the dashed line to a SC-representation with
'0 = �=15. The ideal SC-representations are plotted with a dot-dashed line for these
two cases. The error in the elements that are assigned a low value have decreased
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due to the features of the Rect-function and the variation in the magnitude are less
signi�cant due to the odd discretization. The drawback of an odd discretization is
mainly that orthogonal inhibition will be di�cult to perform as e�cient as when N
is a multiple of four. The features of odd and even discretization of the complex
plane will be studied in the succeeding chapters.
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Figure 11.8: SC-representation, N = 15 see text for details.
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Chapter 12

Implementation of Vector

Operations

12.1 Quadrature Filter Response

The �rst steps in order to formulate image processing operations as interactions of
parameter representations are to de�ne how the basic feature extraction or �ltering
is performed and, what is most important, how the �lter responses are mapped
to the parameter representation. The parameter representation, described in the
previous chapter, is a very general form of representation which can be adapted
for a wide range of feature extracting methods. In this paper the basic feature
extraction will be done by quadrature �lters. This fact is more a result of an e�ort
to include valuable features as a non-phase dependent magnitude and a continuous
phase representation than to �nd �lter responses which can easily be adapted to
the representation. A neighbourhood of a gray scale image i(x; y) has an Hermitian
Fourier transform I(!) = I(!x; !y) so that:

I(!x; !y) = I�(�!x;�!y)

In other words, the real part Re I(!) is an even function, while Im I(!) is odd for
all real neighbourhoods. The energy contribution of the local neighbourhood i(x; y)
can in the Fourier domain be obtained as:

jI(!)j2 = jI(�!)j2 = [Re I(!)]2 + [Im I(!)]2

We can subsequently estimate the energy of the real and imaginary part of I(!) sepa-
rately and as jI(!)j2 is even, it is su�cient to estimate the energy in one half plane of
the Fourier domain. This observation provides the foundation to use quadrature �l-
ters, as the de�nition of quadrature implies that the analytic functionH1(!)�jH2(!)
of the real-valued quadrature pair (H1 and H2) has no frequency components in one
half plane. From this de�nition the quadrature pair (H1; H2) can be obtained in
many varieties, but for signal processing purposes it is most relevant to make a
separation into odd and even components.
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Figure 12.1: Partitioning of the Fourier domain.

To estimate the energy in a particular region of the Fourier domain, (Figure 12.1),
convolution kernels that separately extract the odd(o) and even(e) parts will be
used. The design of a quadrature �lter is simpli�ed by using polar coordinates as
a separation of the frequency function and the orientation of the �lter simpli�es
interpolation between several �lters. A typical quadrature pair would be expressed
as (see [38]):

He(�; ') = 1
2
� F (�) cos2A('� 'k)

Ho(�; ') = He(�; ') � sign[cos('� 'k)]

He(�; ') +Ho(�; ') =

8<
:
F (�) cos2A('� 'k) j'� 'kj � �

2

0 otherwise

(12:1)

where:

F (�) de�nes the frequency characteristic of the quadrature kernel, i.e. the radial

function in Figure 12.1, � =
q
!2
x + !2

y.

'k is the main direction of the �lter, ' = tan�1(!y
!x
).

A controls the angular width of the �lter set.

The output of the quadrature �lter is in the Fourier domain obtained as:

Xke = I(!x; !y) �Hke(!x; !y)

Xko = �j � I(!x; !y) �Hko(!x; !y)

Where Xke and Xko are real-valued and their magnitudes correspond to the even
and odd part of a region in the neighbourhood. The total energy contribution from
this region is then obtained as:
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Ek = X2
ke +X2

ko

In the spatial domain the corresponding �lter output is produced by convolution
between a local neighbourhood of the image i(x; y) and the inverse Fourier transform
of the quadrature pair Hke and Hko.

Xke = hke(x; y) � i(x; y)
Xko = �j � hko(x; y) � i(x; y)

Figure 12.2: Wire plot of even and odd convolution kernel of a quadrature �lter.

Figure 12.2 contains a wire plot of the odd and even parts of a quadrature �lter in
the spatial domain. The odd part hko can be associated with a sine function and will
give strong responses to edges, while the odd or cosine part, hke, will perform as a line
detector. Quadrature �lters thus enable us to combine the line and edge responses
in a continuous way, which is a major advantage for a modular representation.
Since such a representation implies polar coordinates it is advantageous to de�ne
the quadrature �lter response Xk as:

jXkj =
q
X2

e +X2
o

arg(Xk) = tan�1(
Xo

Xe

)

The argument here denotes the shape of the local neighbourhood in the image
relative to the orientation and dissolution of the �lter. The magnitude is related to
the total energy within the region of the �lter as, jXkj2 = Ek.

The polar representation of the quadrature response Xk, see Figure 12.3, implies
that the parameter representation can be applied by straight forward methods. If
the quadrature response are obtained by convolution in terms of Xke and Xko, a
corresponding parameter representation is produced as follows:
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Figure 12.3: Organization of quadrature response.

xn = max[0; Xke � cos(2n�
N

) +Xko � sin(2n�
N

)] n 2 [0; N � 1] (12:2)

The parameter representation of the quadrature response inherits the features (ar-
gument and magnitude) of the quadrature response and will hopefully allow a mean-
ingful interaction between similar representations which originate from the same sur-
roundings but may have a di�erent orientation or spatial dissolution. Subsequently
it should now be possible to formulate an algorithm that estimates the dominant
orientation of a local environment in a picture from such quadrature responses with
di�erent orientation preferences.

12.2 Estimation of Local Orientation

The only case where a local orientation can be said to exist in an image is when the
neighbourhood is one-dimensional. Such a neighbourhood can, in the proper scale,
be interpreted as a line, an edge or as a combination of them. The primitives lines
and edges have unfortunately di�erent characteristics regarding the notation of the
orientation. The orientation of an edge requires a 360� notation to be complete,
while a line will remain unchanged if rotated 180�, which will lead to ambiguities
if a 360� notation is used. To use a separate notation for lines and edges would
lead to di�culties, as natural images often consist of a combination of the two, and
the features of the quadrature �lters would be somewhat wasted in such a notation.
The purpose of the local orientation estimate is mainly to extract the magnitude
and orientation of the directed energy in the neighbourhood and not to make a
classi�cation of the underlying structure in terms of lines and edges. We will refer
to these two features as local orientation and local Fourier phase.

In the Fourier domain the energy of a one-dimensional neighbourhood is concen-
trated upon a line through the origin, Figure 12.4. We can hence make an unam-
biguous determination of the orientation for such neighbourhoods by an o�set angle
� in the interval 0 � � < �.
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Figure 12.4: Energy contribution from a one-dimensional neighbourhood.

This notation is not quite satisfactory as it involves a discontinuity, though the
argument of two neighbourhoods with almost similar orientation may di�er by �.
A general solution to this problem, proposed by [27], is to use the so-called double
-angle (2�) to indicate the orientation. By this procedure we obtain a continuous
notation for the directed energy as the arguments 0 and � which correspond to the
same orientation become identical. In the spatial domain of view, the double-angle
representation removes the ambiguity between lines and edges as: 2(� + �) = 2�.

Figure 12.5: Representing the orientation by the double-angle.

In Figure 12.5 the double-angle notation of the orientation is illustrated as a vector,
Za, where the magnitude jZaj corresponds to the amount of the directed energy
within the neighbourhood. The argument arg(Za) = 2� is a continuous mapping of
the orientation which allows us to formulate the degree of similarity with respect to
orientation between neighbourhoods in a meaningful way i.e. as a di�erence between
the corresponding arguments. Note that most opposite events (orthogonal orienta-
tions) become opposite in the double-angle notation. The orientation estimate is
based upon a set of K quadrature �lter responses, which for reasons of symmetry
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must have their preference orientation evenly spread out in one half plane in the
Fourier domain (Figure 12.6). All �lters in the set have a common frequency char-
acteristic F (�) and a common angle of selectivity (A). The magnitude response of
the quadrature �lter set can under these conditions be written as:

jXkj = Xa(�) � cos2A(�a � k � �
K

) k = 0; 1; 2; : : : ; K � 1

where:

Xa can be thought of as a local RMS value of the one-dimensional neighbourhood
within the spatial frequency range of the �lters (F (�)).

�a is the dominant orientation of the neighbourhood which is to be estimated.

If the magnitudes of the �lters in the set are summed with respect to the double-
angle of their orientation preferences (2 � k��

K
) a resultant vector Za is obtained that

under the condition K > A + 1 > 1 (see [38]), will be a double-angle description of
the orientation.

Za = Xa �
k�1X
k=0

ej�
2�k
K � cos2A(�a � k�

K
) (12:3)

The magnitude jZaj will be proportional to the energy of the one-dimensional neigh-
bourhood within F (�). The number of �lters K that must be used is related to the
angular dissolution, A, of the �lters. The minimum number of �lters that can be
used is then K = 3.

So far we have assumed that the image is composed of one-dimensional events. In
natural images this is not always the case, and it is essential that the response
of the orientation estimate is suppressed for ambiguous neighbourhoods, which may
contain several orientations. For such a neighbourhood there will probably be major
contributions from all quadrature �lters in the set. The double-angle notation of the
orientation vector Za will imply that contributions with orthogonal orientations in
the image will be represented by arguments that di�er by � and will subsequently
inhibit each other in the vector summation that produces the orientation vector
(Equation 12.3 and Figure 12.7). The magnitude of Za will thus be proportional
to the magnitude of the dominant orientation in the neighbourhood with respect
to orthogonal inhibition. For one-dimensional neighbourhoods we have jZaj /

p
E.

For ambiguous neighbourhoods the magnitude of the orientation vector will decrease
and become zero when there is no dominant orientation present.

In illustrating the adaptation of the parameter representation for local orientation
estimation we use three quadrature �lter pairs (K = 3) and a parameter representa-
tion with twelve elements (N = 12). This amount is a somewhat low limit to obtain
relevant results. It is, however, convenient to illustrate, and the algorithm can by
simple means be extended if required.

In Figure 12.6 the orientation of the three quadrature �lter pairs in the Fourier do-
main is illustrated. The magnitude of these �lters are calculated by a summation of
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Figure 12.6: Orientation of the three quadrature �lters in the Fourier domain.

all elements in the corresponding representation as described in the previous chapter.
The magnitudes of these three quadrature �lters are denoted X0; X1 and X2.

Figure 12.7: The orientation is obtained by summation over the double-angle.

The orientation estimate Za is obtained as a summation of X0; X1 and X2 with re-
spect to the double-angle notation, Figure 12.7. Note that the resultant magnitude
will be decreased if there are large contributions from all �lters, which is the case
if there are several orientations present. In the parameter representation the orien-
tation vector Za is represented by a parameter set (z0; z1; z2 : : : zN�1). To initialize
this representation each zi is assigned a non-negative value which is related to the
energy in the corresponding orientation, so that:

zi = X0 � cos2(i �
N
) +X1 � cos2(�

3
� i

�

N
) +X2 � cos2(�

3
+ i

�

N
) i 2 [0; N � 1]

This operation is in fact a number of weighted summations or convolutions which
are linear and can be implemented by straightforward methods in analogue VLSI.
The accuracy of each component in this sum is not critical as the calculation of each
zi is distributed over N K elements .

The envelope of the orientation representation (z0; z1 : : : zN�1), see Figure 12.8, will
be a sum of three non-negative cosine envelopes whose locations are �xed and de-
termined by the double-angle notation (Figure 12.7). The magnitude of each cosine
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Figure 12.8: Parameter representation of Za.

Figure 12.9: Extracting the directed energy by complementary inhibition.
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envelope is proportional to the magnitude of the corresponding quadrature �lter.
The resultant sum of these three cosine envelopes is illustrated in the right part of
Figure 12.8. This envelope will always be a cosine-function where the location of
the peak value will be related to the dominant orientation in the neighbourhood.
The amplitude will be proportional to the magnitude of the directed energy, while
the DC-level will be proportional to the total energy within the environment. For
the local energy estimation only the directed energy contribution is of interest. In
order to subtract the DC-level of the envelope inhibition by complementary com-
ponents can be used as described in the previous section. The �nal representation
of the local orientation will then be in the HRC-representation, (Figure 12.9). The
peak value of this representation corresponds to the double-angle notation of the
orientation, and the magnitude or the sum of the (N) components is proportional
to the magnitude of the dominant orientation. If several orientations are present,
the magnitude will decrease as orthogonal orientations inhibit each other. Both the
argument and the magnitude will thus have meaning even when the neighbourhood
is not completely one-dimensional.

The local orientation estimation can be seen as a second-level parameter represen-
tation obtained by joining three underlying quadrature responses. The number of
quadrature �lters that is involved in the calculation can easily be increased if a
higher angular resolution is required. The parameter representation is well adapted
for this orientation notation and the processing can be made distributed and robust
as it does not contain any critical non-linearities.

12.3 Estimation of Local Fourier Phase

The Fourier phase is like the orientation estimation a second order parameter rep-
resentation. To produce higher order parameter descriptors of a neighbourhood
we must reduce the degree of freedom in the model of the previous level so that
meaningful representations and algorithms (i.e. parameter interactions) can be for-
mulated. It is, however, essential that both the representation and the model are
well adapted to the relevant events in the neighbourhood.

The orientation algorithm will give strong responses to one-dimensional events, but
what is equally important, it has a `graceful degradation' which means that there is a
reduction of the response for neighbourhoods that do not �t into the model. But the
orientation estimate does not provide a complete description of a one-dimensional
event as we can not retrieve the shape of the neighbourhood and de�ne whether
it is a line, an edge or something in between. This information is present in the
argument or phase of the same quadrature �lters that were used to produce the
local orientation estimate (Za).

If we assume that we have access to the response of a quadrature �lter which is
oriented in the dominant orientation (a quadrature �lter with '0 = �), the argument
of this �lter will be a classi�cation of the entire neighbourhood in terms of lines and
edges, provided that there is a dominant orientation present. We de�ne the argument
of this �lter as the Fourier phase (�) of the neighbourhood. Figure 12.10 illustrates
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the argument of such a quadrature �lter. The argument � = 0 and � = 180� will
denote light and dark lines respectively, while � = 90� and � = 270� correspond
to edges. The representation of the Fourier phase will thus be identical to the
representation of the argument of a quadrature response.

The problem is that we do not always have access to a quadrature response which
is located in the dominant orientation, since the quadrature �lters are evenly dis-
tributed in one half plane of the Fourier domain, according to Figure 12.6. From this
�gure it can, however, be deduced that if the sign of the odd parts of the quadrature
responses are adjusted relative to the dominant orientation (�) so that no �lter will
have an o�set of more than �=2 from the dominant orientation, all �lters in the set
will obtain a common phase or argument for a one-dimensional environment. This
feature of the quadrature �lter set is denoted phase consistence and is valuable both
as a discriminator of ambiguous neighbourhoods and as a possibility to estimate the
phase in the dominant orientation with a set of �x �lters.

θ

Figure 12.10: Continuous line edge detection by the Fourier phase.

The phase representation illustrated in Figure 12.10 require that the dominant ori-
entation � is available to correct the sign of the odd �lters for the Fourier phase
estimate. This is unfortunately a highly non-linear operation which is not suitable
for implementation in analogue VLSI. Another disadvantage of this phase repre-
sentation is that the phase estimate will be discontinuous over some orientations
of the neighbourhood i.e. arg(Za) = 0� and arg(Za) = 180�. This is because
the phase estimate from a neighbourhood with an orientation slightly larger than
arg(Za) = 0� (180�) will originate from a �lter orientation that is almost opposite
to what is the case if arg(Za) is slightly smaller then 0� (180�).

The standard solution when a representation is discontinuous or ambiguous is to
expand the (number of dimensions in the) representation to obtain a continuous
and well-behaved modular representation. Such an expansion of the Fourier phase
is made in [29], where the phase is represented by a three-dimensional vector which
includes the local orientation. Although this representation becomes continuous, it
will be complicated to handle in analogue VLSI, as it is not modular in the way that
we require to obtain a robust parameter representation and it may become di�cult
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to interpret in analogue VLSI. As a �rst approach to a Fourier phase representation
in analogue VLSI it seems more tempting to use a Fourier phase representation
which does not need the local orientation to be well de�ned. To produce such a two-
dimensional representation we must subsequently reduce or introduce limitations in
the phase representation. Since the sign of the odd �lters (Xo) in the quadrature
sets introduces both a need for non-linearities in the phase consistency algorithm
and the discontinuities in the phase representation a possible solution might be to
disregard the sign of the odd �lters.

Taking the absolute value of the odd �lters jXoj in the quadrature sets implies that
we do not discriminate between edges of di�erent signs as the odd �lter responses
correspond to edges, but we are still able to separate dark and light lines as the even
part of the quadrature response remains unchanged. If Xo are replaced by jXoj in
the parameter representations of the quadrature responses, '0 will be limited to the
interval ' 2 [0; �] as illustrated in Figure 12.11.

Figure 12.11: Limitations in the quadrature response due to jXoj.

It may be important to notice that this operation does not interfere with any of the
previous algorithms for analogue processing as the magnitude remains unchanged,
and the phase itself has not yet been used in any algorithm. The envelope of an
arbitrary parameter set will still be circular (Figure 11.1), but '0 vill be limited to
the interval ' 2 [0; �]. Referring to Figure 12.10 this procedure can be thought of
as a turnover of the representation around the horizontal axis so that the original
360� representation is transformed to a 180� representation, where 0� and 180� still
imply light and dark lines respectively, while both 90� and 270� are mapped to 90�

which means edges of either sign. By limiting the phase representation to 180� we
obtain the following bene�ts for the phase algorithm.

� We are able to use the phase consistency feature to produce a local phase
estimate without considering relations between the �lter orientations and the
dominant orientation of the neighbourhood.

� The discontinuities in the phase representation for the dominant orientations
arg(Za) = 0� and arg(Za) = 180� will be removed.
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The drawback of this representation is that edges of di�erent sign, (rotated by 180�)
can not be separated. This is no serious drawback as it is the existence of an edge
itself that is important and not the particular sign. A typical example is to separate
objects and background in an image. This task consists of two operations. First the
borderlines (edges) of either sign are detected by the 90� phase response. The nature
of each object is then unambiguously determined by the 0� or 180� phase locations
which occur in the center of these objects. The classi�cation should subsequently
be done in the center of the objects and not on the edge.

For an environment that is more or less one-dimensional the phase angle (�) of
all the quadrature �lters in the set will be similar, while the magnitude of the the
individual �lters may vary depending on the dominant orientation of the neighbour-
hood. The phase estimate can then be obtained by summing the representations of
the quadrature sets component by component as illustrated in Figure 12.12.

Figure 12.12: Phase representation by component summation.

This procedure will not be quite satisfactory when the neighbourhood is not fully
one-dimensional or when noise is present. In this case the envelope of the result-
ing representation will become extended in the angular direction and thus be non-
circular. The magnitude of the resulting phase representation (the sum of all compo-
nents in the representation) will not be reduced for such ambiguous neighbourhoods.
This will introduce an o�set of 90� into the phase estimate as we in fact perform a
straight mean value calculation of the quadrature responses. The algorithm will in
other words have an ability to interpret noisy and ambiguous environments as edges.
These e�ects can not be removed completely without expanding the phase represen-
tation to three dimensions and including the orientation as mentioned earlier. To
minimize the consequences of these e�ects as far as possible and achieve a grace-
ful degradation the magnitude of ambiguous neighbourhoods must be reduced. For
this purpose it is advantageous to apply inhibition by orthogonal components in the
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resulting phase representation as this operation will rapidly punish representations
that grow wider than � radians.

An interesting result of the orthogonal inhibition and the magnitude representation
is that a saddle-shaped environment, that can not be said to have any orientation,
will be detected in the phase algorithm as we in this case obtain two circles in
the phase estimate oriented in 0� and 180�, corresponding to light and dark lines.
The procedure of orthogonal inhibition will be studied more thoroughly in the next
chapter.

Due to the �nite resolution of the representation the resulting magnitude will unfor-
tunately become slightly dependent upon the actual phase of the �lters for non-ideal
or noisy environments. In order to illustrate the performance of this algorithm we
may assume a set of three quadrature �lters with equal magnitude. These magni-
tudes do not correspond to a one-dimensional event but for the moment only e�ects
due to changes in the phase of the �lters will be considered. If the phase of one of
these three �lters is �xed to say 90� while the phase of the remaining two �lters is
free to vary, it is possible to draw a three-dimensional map to illustrate the resulting
magnitude as a function of the phase divergence in the �lters ( see Figure 12.13).

filter 1

filter 20 deg.

180 deg.

0 deg.

180 deg.

Figure 12.13: Magnitude of the Fourier phase for three �lters, N = 12.

When all �lters have a matching phase (which in this case occurs in the middle
of the plot at 90�) we will have a high magnitude, but if the di�erence in phase
between the �lters increases, the magnitude rapidly falls to zero due to orthogonal
inhibition. The angular shape of the plot in Figure 12.13 is due to the nature of
the parameter representation, which in this case is based on N = 12 elements. The
phase dependence of the resulting magnitude can be decreased if the representation
is based on an odd number of elements. As the envelope of the phase representation
will not be circular in an ambiguous neighbourhood, see Figure 12.12, the error
introduced by applying orthogonal inhibition when N is odd will not be signi�cant.
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In Figure 12.14 a corresponding plot is made for N = 15 elements which gives a less
coarse surface but also a more rapid decay when the phase estimates diverge.

filter 1

filter 20 deg.

180 deg.

0 deg.

180 deg.

Figure 12.14: Magnitude of the Fourier phase for three �lters, N = 15.

Because of the rapid reduction of the magnitude when the phase of the �lters diverges
the o�set drift towards 90� will be minimal.
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This algorithm performs very well, especially in relation to the few simple calcu-
lations that are necessary. The main objections are that there will always be an
angular dependence in the magnitude (although it can be reduced by expanding
the number of components in the representation) and the representation will not
be circular after the orthogonal inhibition, which may limit its use for hierarchi-
cal image processing. In order to reduce these limitations in the parameter rep-
resentation, it seems reasonable that the use of SC-representation instead of the
HRC-representation would provide a less angular processing.

Consider the quadrature responses in Figure 12.12. If these representation are con-
verted into the SC-representation by convolution with a discrete Rect-function as
described earlier, the resulting component-wise sum will be a cos2-function as illus-
trated in Figure 12.15. Since the convolution that transforms the HRC-representation
to SC-representation is linear it is su�cient to only apply this operation to the re-
sulting sum of Figure 12.12.

Figure 12.15: Phase by SC-representation.

The peak value of both the three cos2 envelopes and the resulting envelope will be
in the interval [0; 180] degrees due to the recti�cation of the odd �lter response.

The amplitude of the resulting cos2-envelope will correspond to both the energy
within the neighbourhood and the phase divergence of the �lter responses. If the
phase of the quadrature �lters diverges, the amplitude of the envelope will decrease.
The mean value is only dependent on the energy within the neighbourhood and
will be invariant to changes in the phase of the �lters. The argument ('0) ('0 2
[0; �]) of the envelope will be identical to the Fourier phase � in this algorithm. To
suppress the part of the response that only depends on the energy (the mean value),
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complementary inhibition is applied to obtain a resulting HRC-representation of the
Fourier phase.

If a corresponding plot of the phase magnitude as a function of the divergence
of the individual �lters is drawn for this phase algorithm (Figure 12.16), it will
become less rugged as expected although there are some small traces of the discrete
representation.

filter 1

filter 20 deg.

180 deg.

0 deg.

180 deg.

Figure 12.16: Magnitude plot of phase by SC-parameter representation.

This algorithm becomes less discriminating for noisy neighbourhoods than the pre-
vious, which may increase the risk for an o�set if used carelessly. An important
bene�t of this algorithm, as opposed to the previous one is that the response di-
rectly ful�ls the requirements of a HRC-representation, which is not the case when
when orthogonal component-wise inhibition is applied. This fact facilitates the use
of phase as a controller of higher level operations in hierarchical image processing.

The purpose of this chapter has been to illustrate how some basic image processing
operations can be implemented by using the proposed representation, but also to
give some insight into the possibilities and limitations of these tools. It may be
di�cult to translate operations adapted for digital image processing into this form
and get an exact correspondence, but in most cases there are ways to override the
problem and essentially extract the same information. On the other hand it may be
stated that an algorithm that is so complex or irregular at low-level processing that it
can not be implemented by these methods is probably not worthwhile implementing
as a part of the hierarchical processing that is assumed to be necessary to solve
di�cult problems. It may be noted that there will be di�culties with operations
that engage normalizing factors demanding multiplication or division. In some of
these cases the problem can be reduced by a non-linear preprocessing of the input
image which is common in biological vision systems.
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Chapter 13

Visualization of Processing

Results

The parameter representation as described so far has proven to have some useful
qualities as a descriptor of the quadrature �lter responses as well as of some suc-
ceeding operations which are based upon these �lter responses. This repeated use of
the same representation is an important feature which enables a general hierarchical
image processing. To be able to develop and evaluate an image processing operation
it is necessary to visualize the results on each level of the processing. The result of
the operations (the resulting parameter representation) consists of a large number
of maybe 12� 20 elements for each pixel in the image and this number of elements
becomes di�cult to expose in a satisfactory way on a monitor. As the components
of the representation are dependent, a reduction for visualization purposes is indeed
possible.

In the GOP-concept (see [27]) resultant vector images are visualized so that the
intensity is related to the magnitude, while the argument de�nes the colour. For
display purposes it would hence be tempting to transform the redundant repre-
sentation into a three-component representation which is more adapted for display
purposes. The reason for using a three component representation instead of a two-
component one, which theoretically would be su�cient, is that three components
enable a more symmetric representation and it can be adapted to interface to the
R, G and B inputs of a CRT-monitor. It may seem odd to use a heavily redun-
dant representation in the processing and then map the result to a three-component
representation instead of using the more compact representation through the en-
tire processing. The compact three-dimensional representation is, however, only
intended for display purposes and not for processing. Such a compact representa-
tion would introduce a disastrous argument dependence in the algorithms. A display
representation would consist of the parameters red (R), green (G) and blue (B) so
that:

� The corresponding magnitude (S) of the representation is proportional to the
sum of the three display components, S / (R +G+B).

� The corresponding argument of the parameter representation should be obtain-
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able from the three display parameters by a linear expression.

� At least one of the parameters R, G and B is always equal to zero to avoid
ambiguous mappings.

As a �rst step towards such a display representation the envelope of the resulting
parameter representation is with advantage transformed to a more sharp and linear
�-envelope as illustrated in Figure 13.1.

Figure 13.1: Adopting a narrow and linear representation for display purposes.

This transformation does not involve a reduction of the number of elements (N) in
the representation, but the number of active (non-zero) elements will be reduced as
no more than two elements can be assigned a non-zero value at each moment. A
powerful method to obtain a sharpening of a parameter representation is to apply
inhibition by orthogonal components. This transformation is thus basically iden-
tical to the orthogonal inhibition that was used in the phase algorithm to reduce
ambiguous (wide) responses. When N is a multiple of four orthogonal inhibition
can be de�ned as:

�(k) = max[0; xk � fN � (xk+N
4

+ xk�N
4

)] k 2 [0; N � 1]

fN = 1= tan(2�
N
)

(13:1)

where (x1; x2 : : : xN�1) de�nes the HRC-representation and fN is a constant that de-
�nes the width of the �-envelope and is dependent upon the number of components.

In order to analyze the e�ects of this operation consider the continuous envelope of
a HRC-representation. The orthogonal inhibition can then be expressed as:

�(') = cos('� '0)� fN � j sin('� '0)j '� '0 2 [�2�
N
; 2�
N
]

�(') = 0 elsewhere

This expression is rewritten by the Euler formulas, j =
p�1.

2�(') = (1 + j � fN)ej('�'0) + (1� j � fN)e�j('�'0) '� '0 2 [0; 2�
N
]

2�(') = (1� j � fN )ej('�'0) + (1 + j � fN)e�j('�'0) '� '0 2 [�2�
N
; 0]

which can be expressed as:
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�(') = 1
sin( 2�

N
)
� cos('� '0 +

(N�4)�
2N

) '� '0 2 [�2�
N
; 0]

�(') = 1
sin( 2�

N
)
� cos('� '0 � (N�4)�

2N
) '� '0 2 [0; 2�

N
]

These functions are illustrated for N = 12 in Figure 13.2. The �-function is only
virtually linear as it is composed of cosine envelopes, but the error is very small even
for N = 12.

Figure 13.2: �-function for N = 12.

The above formulas and �gures may give an impression that this operation involves
a vast number of non-linearities and complex operations. It may therefore be im-
portant to note that the operation is fully de�ned by the orthogonal inhibition of
Equation 13.1, while the rest of the formulas are analyses of the consequences of
this equation. The non-linearities of this algorithm are identical to the ones used in
the previous processing. If the consequences of this operation are examined for the
discrete angular space of the parameter representation, there will be one extreme
case when '0 is a multiple of 2�=N . In this case only one of the N elements will be
non-zero after the inhibition, and the magnitude of this element will be proportional
to the magnitude of the original representation. In the other extreme case '0 will
be located right between two elements which results in equal magnitude for two
elements after the inhibition. The sum of all elements is, however, always propor-
tional to the magnitude of the original representation for all '0 if the inhibition is
performed with care.

In the case when N is odd orthogonal inhibition will not be strictly orthogonal as
the inhibitory components will have a small o�set. The �-function will in this case
obtain a at section at the peak value. This is due to the same e�ect that caused the
at squares at the top of Figure 12.13 and Figure 12.14. When N is odd, orthogonal
inhibition will become more complicated to analyze if applied to a well behaved
HRC-representation. But when errors are present in the HRC-representation, as in
the phase algorithm, the o�set error will not be signi�cant.
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It is now possible to reduce the number of elements in the representation from N to
three simply by doing a weighted summation over the parameter space as illustrated
in Figure 13.3.

Figure 13.3: Producing a three component representation by weighted summation.

If these three parameters are associated with the R, B and G inputs of a monitor,
'0 will be represented by colour and the magnitude by the intensity of the monitor.
This representation ful�ls the requirements that was stated in the beginning of this
chapter.

It may now be suitable to present some results of the analogue processing which
are visualized using the above described algorithm. As a test image the `ploop',
Figure 13.4 is used. The test image is smeared with additive noise to an SNR ratio
of 0dB on the right side.

Figure 13.4: Ploop test image, right side SNR= 0dB.
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Figure 13.5: Lena test image SNR= 10dB.

In Figure 8.19 we have on the upper left the magnitude (the square root of the en-
ergy) of the quadrature �lters, calculated by using three �lter setsK = 3 andN = 12
parameters. On the upper right we �nd the local orientation estimate which accord-
ing to the double-angle will conclude two periods over a 360� lap. Horizontal lines
and edges are expressed in red while blue-green correspond to vertical structures.
In the lower part the two Fourier phase algorithms are illustrated. Phase by HRC-
representation to the left and phase by SC-representation to the right. Bright lines
(zero phase) are represented by green, dark lines (180� phase) in red and edges (90�

phase) in blue.

Figure 13.5 contains a more natural image which is smeared with noise to a SNR-
ratio of 10dB. Note that the magnitude (intensity) of the orientation estimate (Fig-
ure 8.20) is decreased when the neighbourhood is ambiguous. In Figure 8.21 the
HRC-phase algorithm is illustrated, the algorithm has a very abrupt magnitude func-
tion which may give the impression that the picture is thresholded. The SC-phase
algorithm (Figure 8.22) has a more smooth magnitude function.
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All above simulations of analogue image processing were carried out by a non-
optimized quadrature kernel set consisting of three quadrature �lters using a 12
parameter representation. One reason why only a 12-element representation was
used for the above illustrations is that the result turns out surprisingly well for
that small number of elements, at least when simulated under more or less ideal
circumstances. Another reason is that it is possible to visualize some traces of the
typical errors which is introduced in this kind of representation. The e�ect of these
errors in a denser representation is described in the previous chapters.
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Chapter 14

VLSI Implementation

The purpose of this chapter is not to present a complete circuit that can directly be
implemented in VLSI. The idea is more to carry on a discussion about the crucial
parts of the processing and present schematic circuits that would be possible to
implement in analogue VLSI. One of the major objections to large analogue systems
is the need for extensive trimming and the fear of instability. Analogue systems
may also have a tendency to drift, due to both temperature and age which may
cause a decrease in accuracy. For the analogue image processor the assumptions are
somewhat di�erent than for most traditional complex analogue systems, since the
processing is to a large extent distributed, which reduces the sensitivity to single
errors. What is equally important is that the distribution of the processing over
many similar units provides a symmetry in the calculation that can be used to
supervise the system. In most cases we can subsequently claim that all components
in a particular representation should have equal mean magnitude if they are studied
over a su�ciently long time. This means for example that all components in the
parameter set that represents the orientation, (z0; z1; z2 : : : zN�1), should have equal
mean magnitude over a su�ciently long period, if it is assumed that all orientations
in a natural image are equally common.

This fact provides the system to emphase or deemphase components that diverge
from the rest. Due to the symmetry and the modular representation such compen-
sation can be applied in each level of the processing to reduce drift and cumulative
e�ects. This compensation or adaptation could with advantage be performed au-
tonomously by the system itself, which would exclude the need for external trimming
and increase the robustness of the system. This type of adaptation exists in the hu-
man visual system and is also an important item in arti�cial Neural-Net modeling.
Hopefully Neural Net implementation research will contribute much to this �eld in
the future.

Since all the algorithms described in this paper can be separated into convolutions
(weighted summations) and half-wave recti�cations, it is su�cient to illustrate how
one basic operation can be performed. An illustrative example may be the imple-
mentation of the quadrature �lter responses which refer to Figure 11.1, Figure 12.3
and Equation 12.2. A schematic implementation of this operation is illustrated in
�gure 14.1. If it is assumed that the convolver provides access to the odd and even
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Figure 14.1: Implementation of the HRC-representation from quadrature �lters.

quadrature responses (Xe; Xo) as well as to (�Xe;�Xo) the operation is performed
in two steps, a linear convolution followed by a non-linear half-wave recti�cation to
suppress the negative contributions. The resistors in the �rst stage of Figure 14.1
are tuned according to the projection coe�cients of Equation 12.2. These resistors
are not to be interpreted as traditional resistors as such components only can be
implemented at a limited range and have a tendency too allocate to much space
in VLSI. It would probably be more advantageous to use some CMOS-circuit with
su�ciently linear characteristics. To introduce individual control or adaptation of
these `resitors' would probably be too expensive and not relevant as the accuracy is
not that critical. A deviation of 5� 10% in the resistor values would cause an angu-
lar o�set in the projection of less than 5� and the absolute accuracy is not of major
importance as it is the relation between the resistors that de�nes the projection.
This accuracy may, however, de�ne the maximum number of projections (N) that it
is relevant to use. To obtain a magnitude representation, the negative contributions
from the projection must be suppressed. This procedure does require a non-linear
operation which may be fragile in analogue systems. Non-linearities do generally
increase the bandwidth of the signal and may provide glitches that spread in the
system and reduce the possibilities for a robust processing. These unwanted e�ects
can be avoided to a large extent if the non-linear element is transferred from the
feedback loop where it is usually located into a passive bu�er circuit (se Figure 14.1).
This arrangement allows the surrounding active elements to work in a linear mode
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which is essential in a multi-layer asynchronous system. The drawback of such a
con�guration is that the accuracy is decreased for small signals due to the features
of the non-linear element (the silicon recti�er). But, as mentioned before, we can
tolerate a lower accuracy for these signals while the main information is located
in the elements of the parameter representation that has a large magnitude. The
second stage of the implementation in Figure 14.1 functions as follows: the resistors
R1 and R2 are selected to provide a current of the same magnitude through the
matched diodes D1 and D2 when the output of the �rst stage is zero. The output
of the �rst and second stage will now be approximately equal as long as it is greater
than zero. The deviation is due to the di�erence in current through D1 and D2.
When the output of the �rst stage falls below zero, D2 will cut o� and the voltage
follower will have a zero output due to R2.

The circuit of Figure 14.1 can easily be generalized to perform most of the operations
used in this paper as inhibition by orthogonal and complementary components by us-
ing di�erent setups of the resistors in the input stage. This observation facilitates the
implementation as it is su�cient to design one general array of N convolver/recti�er-
circuits. The processing will be de�ned by the setup of the convolver resistors and
the interconnection between the convolver-arrays. Such a processing structure is
illustrated in Figure 14.2. The �nal layout of each convolver-array can be de�ned
either by a metal mask in the silicon process or be made externally controllable.

Figure 14.2: Block structure in hybrid processing.

Implementation of algorithms for analogue image processing will be more a question
of interconnections between similar convolver-arrays than of actual circuit design,
which increases the generality, especially if these interconnections can be controlled
externally. An analogue image processor would then be able to perform several
general low-level image processing operations in parallel and at video rate at a very
low cost.

Analogue VLSI is a subject for intensive research and several complex structures
have been implemented (see for example [47]). In comparison to a general digital
system analogue VLSI will probably be considerably less expensive as it will require
only a fraction of the silicon space in comparison to a corresponding digital system.
It is, however, important that the design is done with care to obtain a high duty
cycle for the entire chip as the possibilities of time-sharing are limited in such a
system.
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Chapter 15

Conclusion

The purpose of this project was to investigate whether the results of biological vision
research could provide a foundation for a powerful analogue VLSI processing.

This work has concentrated upon the most profound principles of the visual system
as hierarchical processing, a unitary modular representation and magnitude signals.

A representation model for a continuous mapping of events has been worked out and
evaluated. This model is able to interact in a general way to produce a more abstract
interpretation of an image. The most valuable result is that the same concept for
representation and interaction can be used and has meaning in several succeeding
levels of the processing, in spite of the fact that the model contains only a fraction
of the organization principles that are present in the human visual system.
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