Figure 0. Drawing of a “cleaning machine” by the author, at 5 years of age.
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Abstract

The thesis deals with the dual problem of finding out and modelling the needs of users in
various situations and constructing models of supportive software. Task analysis has not been
a very hot topic for research in the last years, but in my work I have tried to apply task
analysis to certain application areas. In this thesis the focus is therefore on two different kinds
of applications, the first being a traditional software application, electronic mail systems. The
second application area is programming of service robots for the home, and specifically
robots that are intended as support for people with functional disorders, e.g., as a result of
neural diseases or accidents with neurological consequences.
The work in the thesis spans over a long period of research, but there is a thread going
through the thesis based on a perspective that regards work tasks as consisting of sequences of
patterns. In the e-mail application area, the pattern theory was not outspoken, but can be seen
in the software prototyping tool, GRASP, that was developed in pure Prolog. The task pattern
system, TAPAS, that was developed from the work in robots and the interviews with people
with various degrees of disorders is clearer on the pattern approach.
With the GRASP system, the idea was that users could be involved in the development
through prototyping tools that would enable a more individual design of the application and
the interface functionality. When this was taken into the area of design for inclusion, it was
clear that the pattern approach in TAPAS would need to cater for an individual design of the
robot’s tasks. Individualisation is a costly process but it can be eased through the use of a
pattern approach to task modelling.
The conclusion of the work in this thesis is that task analysis and conceptual modelling still
have application areas within software development, especially where there is a large need for
individual adaptation of the applications (such as robots as support for people with functional
disorders).
I show that a combined knowledge elicitation method and task modelling tool based on a
pattern-based perspective can facilitate a more flexible and individual design of software.
More precisely, in the robot context, I show that a robot that is programmed through a pattern
approach receives a potential to become flexible enough to allow for end user reprogramming under certain circumstances.
The conclusion of my work is that task analysis in combination with conceptual modelling of
tasks as patterns is a promising method combination for the programming in task areas where
there is a large need for individualization and flexibility.
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Preface
This thesis is finally finished. Numerous people have contributed in one way or another. It is
probably impossible to name all who have added to this work during the 20+ years it has
taken. In fact, as can be seen on one of the first pages in the thesis, I have been doing this kind
of research since I was about five years old. By a lucky coincidence I found a set of old
drawings from that time. One of them is the cleaning machine that is depicted in figure 0. I
apparently knew already then that the world needed machines to help out in life. So, the work
in this thesis has been with me since childhood. Anyway, living with a thesis for this long has
indeed taken its toll in a continuous bad conscience, but on the other hand, I feel that the work
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all over the world. She also showed me the importance of an open mind within research,
something that I am very grateful for. I am happy to have her as a “Doktor Mutter” as my
grandfather used to say.
Ann Lantz has been a faithful companion through the work in the first part of my thesis with
research spirit, support, and not the least, friendship. We did a lot of research together, and
ended up writing about it from our respective background angles, which led to very important
insights into the results. I have learned a lot from working with her.
I owe thanks to my first supervisor Åke Hansson, who led my research work up until my
Ph. L. thesis, which is also the base for the text in chapter 4. He was also the person who led
me into research in the social science area of computer science to start with.
When my thesis work stalled in mid air, I was “rescued” by my current supervisor, Kerstin
Severinson Eklundh, who helped me to direct my research into a new and to me immensely
exciting area of research, i.e. Robotics as support for people with special needs. I guess she
sometimes thought that the thesis would not be finished in periods, but I am very happy to
have had her support throughout.
In the project Human-Robot Interaction at NADA I have had many very enjoyable
experiences, together with Helge Hüttenrauch, Anders Green, and Mikael Norman. Thanks
for all inspiring chats and the good times.
I am also very much indebted to Jan Gulliksen, who has supported me throughout the
finalisation of the thesis. I am very happy to have had this support, especially during the final
part of the thesis writing. Bengt Sandblad and Mats Edenius have also pushed me during the
last year, when it almost stalled again. Without this I might still be writing…
Some other colleagues need some special thanks. Anneli Edman and Jenny Eriksson
Lundström have been very supportive during the years, and I have spent many hours talking
about research and education over the years.
A great thanks goes to the head of department at the department of Information Science, Bo
Wallentin, who got me to collect the final effort that made it possible to finalize the thesis,
when I almost had given it up the last time. Sometimes a question such as: “How much is
there really left now?” can give you a last push that you need to start on the final lap.
Some people inspire just by being. My daughter Olivia has grown up with her “crazy” father
(I am not allowed to use that word, but in this chapter I decide all on my own) doing
“research” all the time. However, I know she liked the little robot we had at the department.
And sometimes you need a small reminder about what the strange parts of life are. When she
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had played with the robot before some of our Wizard of Oz studies, I asked her if there was
something she found strange with the robot. And to my happy research ears she replied: “Yes,
there was something that was strange!”. When I asked her about what was strange, thinking
about all possible things that could be strange for her with a robot, she merely replied: “Well,
daddy, I talked to the robot in Swedish, and it understood what I was saying, but it could only
reply to me in English. Isn’t that odd?”. That the robot understood her, and did what she told
it, that wasn’t strange at all. But that it used two languages, that was the odd part. I am also
grateful to Olivia for the illustration she made for the thesis.
Some people never lose their faith in you. My mother and my father have been watching me
write and work over the years, and always tried to make sure that I had some vacation. “Don’t
sit up too late with your computer” is a sentence I have heard very often. But you never
doubted that I would finish in the end. And many thanks to my father for his courageous proof
reading of the manuscript. It was an encouraging moment when you told me that you thought
it was interesting to read! My sister also contributed in the final proof reading, with cheerful
comments!
Sometimes people influence you in a very short time. When I made the interviews in chapter
5 I didn’t know very much about disabilities. In the last year since I met Åsa I have learned
much more than I knew then. For her there is no giving up, so it I just had to finish. She also
introduced me to the various perspectives on disability, and the application of crip theory in
this area. Her son Jonathan has let me see the curiosity of a child at close hand.
Sometimes when times get tough there is a need for mental support from a more or less silent
type. I am very happy to mention my dogs Zelda and Indra as silent companions on a large
number of thoughtful walks in the sun as well as in rain and snow. My small parakeet birdies
Grålle, Kakan and the late Rosella have provided cheerful (if not beautiful) songs to enlighten
my days. Their wakeup calls always remind me of the necessity of getting up. Also smaller
members of the family, as the dwarf hamster Josefine who explored the labyrinths of her cage
to our joy, and Omar the corn snake have shown me what life is all about.
Writing a thesis is not a life achievement, but it is an achievement of life. Neither is it a one
man journey, but a travel with friends, colleagues and family, who are all affected by the
effort needed. Thanks for the support I have had throughout.
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1

Introduction

This thesis deals with the problem of describing work and user tasks in different settings. The
purpose of the task descriptions is to support a software design of applications as a
collaborative process with software developers and end users, by providing a model that can
be used as a common base for discussions on design decisions. To develop some initial ideas
around conceptualisation we have used e-mail systems as the primary application area. At the
time of the study, email systems were still not as widespread applications as they are today.
Although the mail applications have been developed since that time, the general ideas we
developed in working with email are still valid and interesting from the point of user-centred
design and application modelling.
The second area of application considers domestic service robots. This area provides a more
complex setting in which to describe the work. Robot work to a large extent has to be
described as a task that is shared between humans and machines, rather than according to a
traditional command-action model, where the human is issuing commands to the computer
tool.
In electronic mail systems (email systems) the number of concepts is relatively small, but as
users we might still encounter problems when trying to understand the way the system works.
The email system investigations presented here were carried out around 1988 and the now
well known problems found by then time provide a good backdrop to the principles found
then. However, the general type of problems addressed in the study is still important. Often
we use a system without reflecting on the details (and most of the time we should not even
need to reflect on details). However, important differences may sometimes be hidden in the
interface or even in the vocabulary used. As an example of such a problem consider the
difference in meaning between the “CC:” and the “BCC:” fields in an email. Even today, this
difference is not evident to many of the users of email systems.1
1
The addresses entered as CC: are visible to all receivers of the mail, whereas the addresses entered as BCC:s
are not visible to the recipients of the mail. The second alternative is often used for open group mail, when the
email addresses should not be distributed. The acronym CC stands for “Carbon Copy” and BCC for “Blind
Carbon Copy”. It is interesting to note that the metaphor of carbon copies is almost incomprehensible to the
younger generations.
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Sometimes this confusion leads even longer, when the software designers fail to recognize the
usage of the program, as can be exemplified by a dialogue from an email system where the
user gets the following advice:
The file you are trying to send is too large to be included in the letter. Try to make
it smaller, or send another file.
At a first glance this advice might seem good and supportive; it explains the problem in a
clear language, and even provides the user with some possibilities to avoid this error.
However, this is where the problems start. What do the two pieces of advice really mean? The
first, to make the file smaller, is a clear translation from a computer science perspective, it
means “ZIP the file, and save some space”, i.e., it refers more or less to compacting of data,
not to any relevant ideas in the user’s context. In the user language the interpretation is less
clear: Should I delete half of the pages in my manuscript? However, it can still be made to
make some sense also for the user. The second advice, on the other hand, is not explainable,
neither from a computer science perspective, nor from the perspective of the user’s intended
task. If I want to send a certain file and this action fails, it is definitely no solution to send
something else (not even in the strange world of computers!). This dialogue has evidently not
been designed with the user’s task as centre of attention.
However, that systems make use of unclear concepts is not the focus issue in the thesis, but
rather the underlying problem of how it is possible to find and also represent the relevant
concepts in a work context. Even simpler applications (such as the email systems in the first
study) may need to have support for concept formation in the software development process.
Therefore the methods used in these earlier studies are still interesting, as a foundation on
which to build for the later work. Conceptual modelling is one possibility to address part of
this problem. In the modelling process it is necessary to consider the properties and meaning
of the concepts modelled and this has the effect that the concepts cannot be taken for granted.
Furthermore, a suitable conceptual model can be used to explain the meaning of the concepts
to a prospective user. In the first two parts of the thesis it is shown how a conceptual
modelling can contribute to the clarification of concepts in the application and the interface to
the user (and in some cases also to the software designer/programmer).
Although the email system was a fairly simple application area the work pointed to the
necessity of using clear definitions in the design. In the two subsequent parts of the thesis we
try to show how the conceptual modelling ideas that were developed some fifteen years ago
today can be extended to a more complex area, namely the area of domestic service robots.
The idea of having a robot running around in the home doing various household tasks is not
new. It has been a recurring theme in science fiction literature even before the invention of the
word “robot”2. In the popular literature the robot has been portrayed as pure machines, as well
as androids that are almost impossible to distinguish from humans. The technology has today
reached the level where simple household robots (e.g., as vacuum cleaners and lawn mowers)
are commercially available, although not yet in the form in which they appear in sciencefiction literature.
The key issue for the work in the later parts of the thesis has been the problem of eliciting and
describing tasks to be carried out by a robot assistant in a home or a local work environment.
In a scenario where someone has employed a personal assistant, it might be interesting just to
consider how he or she would prefer to instruct him or her to do a simple task, such as to fetch
a bowl from the table in another room. In a questionnaire investigation made at the Royal
2
The word “robot” was invented by the Czech writer C. apek in his novel R.U.R. (Capek 1977) and the word is
derived from the Slavic word for “work”, i.e. “rabota”.
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Institute of Technology (Khan 1998), the quote below was given by one of the informants as
one example of how a user might address a service robot in the home.
“Nisse, the living room. Fetch the red bowl, 30 cm, on the sofa table. To me.
Please! Do!”
It might seem to be a natural thought that you would like to talk to a domestic robot, telling it
what to do, possibly using your voice and some pointing gesture, just as you would do to any
human being that you would ask for a favour. However, the example above shows that this is
nnot obvious. In any case there are several interesting issues that need consideration when we
talk about human-robot communication. For example, it might be difficult to make the robot
understand trivial common sense knowledge, such that if you fetch a bowl, in most cases you
would also bring the contents of the bowl. It would be annoying to any user if he or she would
need to clarify every task in excessive detail to make the assistant do its task the way they
want. It would be very impractical to need to instruct the robot about everything that the robot
should avoid doing:
“Do not leave the pop corn on the table...”
This means that the user and the robot will need to share a common conceptual background,
in order to facilitate a practically useful collaboration.
The hypothesis maintained in this thesis is that an interaction between a human user and a
computer artefact — such as an email system or a service robot3 (SR) — can be defined and
described with the common tasks as a focus. Machines are increasingly doing more and more
work, also within domestic or public environments, and in an increasingly self-contained
manner, and it is necessary to understand the way in which the work is expected to be
performed, in order to provide the appropriate tools.
The project Human-Robot Interaction (HRI) was started in 1998, and concerned the
development of an office robot, CERO (Green 2009). The project was initiated together with
the Swedish National Labour Market Board (AMS), but mainly financed by the Swedish
Foundation for Strategic Research (SSF), the Swedish Graduate School of Language
Technology, and Swedish Transport and Communications Research Board (KFB). The thesis
is based partially on some of the initial studies within the Human-Robot Interaction project
and partially on the work made within the AIDAI project.

1.1 Background
The thesis covers research on task analysis and modelling that has taken place over
approximately 15 years. This could of course be regarded as a difficulty for a Ph. D. thesis in
technologically rapidly developing areas such as computer science or HCI. However, it also
means that the thesis describes a process that has been carried out in parallel to the
development of this area, and the thesis is based on articles that reflect my research work
from 1987 up to the current date. The articles can therefore be seen as reflecting the problem
with user-centred design from a conceptual modelling perspective over this long period of
time, although the term “user-centred“ was not used at the start of my work.
The first sign of a developing cognitive aspect in my research appeared in the Masters Thesis
entitled “The Human-Computer Interface - A User’s Guide?” (1987). The thesis reported on
six empirical studies on user interface problems in mail systems (which was one of the
primary objects of study in the HCI community at that time). Two of the studies were of
3

Sometimes the service robot (SR) is also described as an “intelligent service agent”.
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special interest for the thesis. One study focused on the mental model of a non-expert
computer user faced with Unix mail. The mail environment was simulated in order to enable
the logging of keystrokes, and the sessions were taped. In the study it was found that the user
of an unknown system often makes referrals to his or her familiar environments and concepts
when the system does not correspond to his or her expectations. Any (possibly) familiar
concept that appears in the interface triggers activities, which may lead the user in the wrong
directions. Sometimes this leads to a situation where the user cannot recover from the
situation in any constructive way. This situation I denoted as a conceptual black hole since
once there, the user has no way of returning to a normal condition, as his or her background
knowledge does not provide the information necessary to escape from the problematic
situation. The second study of interest in the thesis showed the importance of using
synonymic words as real synonyms and not as portraying minor variations in the semantics.
The theoretical parts of the thesis were later extended and rewritten as a report to the Swedish
research programme “People, Computers and Worklife” (Människor – Datorer – Arbetsliv,
MDA) entitled Cognitive and Computer Scientific Aspects on Human-Computer Interaction”
(Hagert, Hansson et al. 1987).
Under the MDA research programme I was also involved in an interdisciplinary project called
AIDAI (Användaranpassning i datorsystem för informationshantering, Wærn, Lantz et al.
1992), which investigated how people interacted with mail systems in a professional setting.
The project resulted in several articles and reports with a perspective on software design
where cognitive and software engineering aspects were put together into a methodological
framework.
Part of this work was included in my licentiate thesis (Oestreicher 1991), where I showed that
it was possible to build a tool to support conceptual modelling of concepts using logic as
representation language. The implemented tool served as a rapid prototype that could be used
to show a potential user the practical consequences of changing implementation details. The
tool was evaluated with test users, and proved to be an interesting way to look at rapid
prototyping.

1.2 Thesis Structure
In part one the main focus is on how to find and also represent user concepts in a model of the
software. This is continued in part two, where the conceptualisation is taken further into a
machine interpretable representation of the system that can be evaluated by end users. In part
three I have taken the discussion on knowledge elicitation and concept modelling from part
one into a new area of task analysis, i.e., task analysis for service robots. In part four finally,
the results from all the previous parts are concluded into a suggestion for a task description
and modelling method that will take the special considerations that are needed for the email
application area into account. In the following I will give a more detailed description of each
part.
1.2.1 Part one – Cognitive Aspects on Computer Systems
The first part of the thesis focuses on the research I have performed within the framework of
the COST-11ter and the MDA programmes. This work is reported on in several articles, and
in two final reports. My part of the research focused primarily on the conceptualisation of the
user interface. Three empirical studies formed the base for the results from this work. The
studies in their turn resulted more or less directly in the licentiate thesis that forms the base
for Part two of this thesis. The final report from the Swedish Project AIDAI (Wærn, Lantz et
al. 1992) also incorporates some results from the licentiate thesis.
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In the first study we used a large questionnaire, which was administered over the email
system of a major company. The inquiry concerned the actual usage of email in work
situations by employees. In the study we focused on how they used the email system in a real
context. Second, an interview study was made on heavy users of email systems focussing
more on the conceptualisation of email systems. The third study was using a variation of
focus group interviews as a method for finding appropriate concepts in email applications.
These three studies provided the foundation for the results in this part.
One important part of this work concerns the notion of the user as a business professional
rather than as a general in-experienced computer user. The general computer user is a fictive
person, which bears no resemblance to any real character. From this perspective the
modelling of task concepts became an important part of the software development process.
The modelling must be based on notions and concepts that are firmly grounded in the
professional’s conceptual framework. The necessity of using the appropriate concepts is of
course not a controversial issue, but it remains a difficulty finding the concepts, and not the
least representing and presenting the concepts to users for evaluation purposes. The
conclusion of this part is that a tool for task modelling needs to be able to represent task
knowledge in a way that the potential users can relate to and which provides them with a good
understanding of the tool and its application.
1.2.2 Part two – Formal modelling of Users' Conceptual Models
Part two of the thesis is mainly concerned with the creation of a logic representation of system
models during software development. The major contribution in this part of the thesis is a
licentiate thesis presented in 1991, where a simulation system had been developed
(Oestreicher 1991). Some parts of this work were also disseminated at the doctoral
consortium at INTERACT'90 (Oestreicher 1990). In this simulation system (named GRASP –
Graphic Representation And Semantics in Prolog) logic rules were used to describe a
conceptual model on the level of the intended surface behaviour of the system, i.e. the
resulting simulation described the final system in terms of user concepts, rather than system
concepts. The logic formulas were interpreted in a meta interpreter which translated the
representation into parallel textual and graphic presentations of the system.
The GRASP prototype system was intended to be used as a tool for modelling and evaluation
of conceptual system models, i.e. for the creation of models of the intended system based on
the concepts that have been found from the studies reported on in part two. The intention was
that the GRASP system would constitute a way of bringing task analysis closer to the
implementation phase of software development process (Oestreicher in press).
Using GRASP, a model of the Unix mail system was created, and the simulation was used to
study the users' understanding of the concepts in the model. Changing the semantic of the
concepts in the system, meant that the resulting change to the logic rules also changed the
behaviour of the system so that several different behaviours could be presented to the test
users within a short time span, requiring only simple changes in the rule database.
When GRASP was put into an empirical study it was shown that 27 out of 30 subjects
preferred to use the GRASP type of presentation of the system, rather than a traditional,
purely text based help system (Wærn, Lantz et al. 1992, p. 37).
1.2.3 Part Three – Task Analysis for Service Robots
The conceptualisation that was introduced in part one, is carried further in the last two parts.
The third part of the thesis is concerned with conceptualisation within a different application
area, service robots (SR) for the support of disabled people. This part comprises both an
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empirical study on the public view on Service Robots in the home, and an interview study that
was made with five people with special needs, about their expectations from a support robot.
In the first section a questionnaire study on how people regard the prospect of service robots
is presented. Part of the study concerned the type of activities that the SR was expected to
perform for a user. In this study the intended user does not have any special needs, but the SR
is regarded as a general support for the home environment. Among other results, the study
gave an initial insight into the type of activities that were expected from this kind of
supportive agent.
In the second section I present the results of a follow-up interview study with five people with
different disabilities, and thus different kinds of potential needs from a mechanical home
servant (Oestreicher and Severinson Eklundh 2006). In this part there will also be some
previously unpublished results and discussions on the various tasks and the implications for
the description methods for their implementation. A discussion on possible robot metaphors
will also be incorporated in this part, based on the observations in the studies.
1.2.4 Part Four – Formal Descriptions of Tasks for Service Robots
The studies in the previous parts are concluded in the development of a description method,
Task Pattern Analysis (TAPAS, Oestreicher 2002; Oestreicher 2005) that will enable robot
engineers to describe work with robots from the perspective of a user's expectations. The
description method is developed as an extension of the method for the description of the email
prototype, but the overall method has also been inspired by the idea of patterns. The
description method is discussed in some detail, and the suggestion for a prototype system will
be presented in this part.
The TAPAS description method has also been evaluated by student groups, and the results of
this evaluation is described in some detail in the final part of the thesis.

1.3

Summary

Although I have chosen to write this thesis in four separate parts, there is a clear path through
the material that concerns the elicitation of information from informants, and the successive
incorporation of this information into software models, where the information is made
accessible both to programmers and end users. The representation of the information is also a
theme in the thesis. The thought of tasks as patterns was to some extent established already in
the GRASP prototype although the terminology used was different, and the logic rules where
modelling certain recurring patterns of operations that together constituted a task.
In the robot situation, the knowledge elicitation is taken into a more constrained setting,
where the informants have special needs due to physical impairment, and also provide
information, which points to a higher degree of individualization of tasks. Still the thought of
patterns in the tasks were emanating from these investigations. The formal descriptions have
been modified to cater for the larger individuality of the requirements, and also for the more
interactive manner of dialogue, that the use of a robot will need.
It is possible to gather information about potential users, and describe work in their context in
a task analysis scheme in such a way that the tasks can be transferred into plans for the
execution of the tasks, either in a traditional software applications, or in a more concrete
physical situation, as when the tasks are performed by a robot.
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2

Related work

The work in the thesis is closely related to both task analysis and modelling, as well as to
user-centred software design. In this chapter I will give a background to these areas.

2.1 Task Analysis
To make a definition of task analysis is difficult, not because the topic is difficult in itself, but
since there are so many existing attempts at defining it. To make yet another definition is
therefore probably not very productive. In this section we will look at some definitions in
order to see what task analysis might amount to. Different methods for task analysis can
emphasise different aspects of a task depending on the knowledge elicitation method and the
means for analysis of the data. The stress is placed either on formal task details according,
e.g., to company regulations, or on a combination of formal and informal details of tasks in
the shape they actually appear. Task analysis runs a risk preserving the tasks in an established,
conservative but quite possibly more efficient way. On the other hand, unless the analyst is
very keen and alert, a task analysis may also focus too much on the procedures involved
rather than on the actual goals with the work.
Before we go more into detail about task analysis methods it is necessary to have a closer
look at the idea behind the concept “task”.
2.1.1 Task
The word “task” is, just like the word “game”, at the same time easy to use and difficult to
define strictly (cf. Wittgenstein 1978, remarks 68). Still, most people have a preconceived
understanding of what a task is. Loosely it can be described as a delimited piece of work,
which is assigned to someone or which needs to be done. In cognitive psychology the word
“chunk” was used for a single conceptual unit, such as the letter “A”, the universe, a carrot,
etc. As long as it makes sense to a person it is a “chunk”. The same thing goes for a task. It
has to be a meaningful unit. We can quite readily describe tasks we know how to perform,
and we can even, at least partially, describe tasks we do not know exactly how to perform —
e.g., by stating what we want to achieve (the goal) and listing the possible problems (the
restrictions) we can foresee in the process. Some advantages of using a declarative view on
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task definitions was pointed out in my Masters Thesis (Oestreicher 1987). I will return to this
idea in more detail when we discuss task analysis for an ISR in chapter 7 and 8.
Once tasks are described in one way or another, difficulties arise in defining the limits drawn
by the descriptions. A proper definition of a task is, as we shall see, far from straightforward
to produce (Draper 1993). In situations where it is important to know the exact contents of a
task — for example when a largely autonomous tool (such as a robot) is to be designed — the
lack of precise knowledge can be a large problem.
The number of definitions of a “task” is large and many human-computer interaction
researchers have defined their own conception of the term, including sub- or super-classes of
the definitions achieved by prefixing it, e.g., external and internal tasks (Moran 1981), unit
task (Card, Moran et al. 1983), basic task (Green and Payne 1989), natural and artificial task
(Barfield 1993). Although the intention has been to make useful distinctions for the purpose
of method discussion, it has also resulted in a confusing set of definitions. It has even been
assumed that the term task, due to its large number of different definitions, is now a more or
less useless concept. For me it is at least necessary to define how I will characterise the term
“task” before I start to discuss how to access the contents. I will therefore start by discussing
some previous definitions of the concept and conclude the discussion by stating my own
choice for a working definition.
A first definition of the task concept has been given by Filkes (1982), Preece et al. (1994, p.
411), and Barfield (1993, p. 176) and can be written as follows:
A task is the achievement of a set of goals while maintaining a set of constraints.
This definition is purposefully wide and general, and states what I consider the essential
understanding of a task; namely, as a goal-oriented activity with explicit or implicit
constraints. The goal is the motivation for the work, whereas the constraints may define the
means to reach the goal. I will furthermore assume that there is someone — a person or even
a group of people, the user — who “want’s the task to be done”, i.e. someone sets the goal for
the work. The goal is sometimes described as a desired state of the system (Barfield 1993, p.
176). The goal of an activity can be comprehensive or detailed depending on who is setting
the goal. I will also assume the computer to be the tool whenever this is appropriate. This
definition will characterise a task as a problem solving situation (but also Simon 1981; cf.
Wærn 1989; Andersson 1990).
Barfield (ibid. p. 177) classifies tasks into two major types: natural and artificial tasks.
Natural tasks form an integral part of human behaviour, such as communication, social and
cultural mechanisms of group work, design, art, etc. Natural tasks are often difficult to model,
and thus, also difficult to support through computers. Artificial tasks are often easier to model
since they are closely linked to constructed human artefacts, such as accounting,
administration, etc., where there are rules for the activities. Furthermore, this is true only
under the assumption that the artificial tasks do not incorporate too many natural subtasks.
The tasks in a work situation are often considered to be mainly artificial but many, if not most
artificial tasks also rely on the implicit or explicit support of natural tasks, such as talking,
reading, etc. However, rather than being exclusive groups, tasks hold both a natural and an
artificial aspect. In this way, the distinction artificial-natural forms a scale along which it is
possible to place different tasks. It is necessary to describe or at least recognise both these
aspects of the task in a task analysis. The tasks which are the most interesting to capture in a
task analysis are biased towards the artificial perspective. However, in a robot context it is
interesting to see that Barfields distinction raises some questions. Could robots have “natural
tasks”, i.e., tasks that are related to the embodiement?
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Wærn (1989) coins the term task model, which compares a task to a problem-solving
situation. This is well in accordance with the previous definition, since problem-solving
activities often are defined in terms of constrained goal-oriented activities (cf. Simon 1981).
Wærn (ibid.) defines the task model as consisting of several (mental) parts which interact in
allowing the user to perform the task:
• the representation of the goal and initial situations,
• the operations or methods which can be used in different states of the problem solving
process,
• search process which selects the appropriate operation(s) for each situation, and
• some evaluation criteria for the achievement of the task goals.
If the goal is not reached immediately the process is repeated, either as a whole or from one of
the new states reached through the problem-solving process so far. To arrive at a goal we
need to select some methods to solve the problem. Although some of the available methods
may be outside the scope of the task, the process of method selection definitely belongs to the
task. We can also see the need for a more or less continuous evaluation of the work, a separate
process advancing in parallel with the actual problem solving. Although we often think of
tasks as sequences of actions, here the stress will be on the achievement of goals. The reason
is that although we know a goal it is almost impossible to predict the behaviour in full. The
user will attempt to fulfil the goal and that is the only assumption we can make with some
kind of surety.
The idea of a task as a problem-solving situation also emphasises the representation of the
task as being important for the successful performance of the task. It is now possible to state a
more precise description of the term “task” from the previous discussion and what is known
about task models:
A task is the achievement by someone of a set of goals using one or more selected
methods out of (possibly) several, while maintaining a set of constraints. The
achievement of the goals of the task can be evaluated after it has been performed.
It is, e.g., possible to distinguish between tasks that are performed as activities under a certain,
defined period of time (such as laying a table, cleaning windows, washing up, etc.) and tasks
that are more momentary (such as fetching or moving specified objects in a room). A
common property is, however, that tasks have to be based on the humans’ cognitive abilities.
Thus a task has to be a meaningful conceptual unit, a chunk, i.e. something that makes sense
to a human. However, the possible number of imaginable tasks is still very large, and all the
imaginative purposes for an application, or for a service robot in a household are probably
next to impossible to foresee.
An (possibly more spectacular) activity could, for example, be to have a robot act as butler or
servant at parties or dinners4. If we intend to describe how a domestic service robot is
supposed to work in such situations and in a specified environment, this means that we have
to understand the work it has to do in great detail.
It is very likely that, people with different backgrounds will create different task models.
Furthermore, it is also quite probable that common tasks from everyday life will be heavily
proceduralized so that the more fundamental parts are no longer accessible as conscious
knowledge. It is also difficult for the task analyst to take a completely neutral stance in front
of common tasks. The risk is that he or she will add his or her knowledge (true or believed)
about the task to the general analysis. After all, everybody knows how to clean the dishes or
4
This example activity was, interestingly enough, not considered an especially desirable task for a service robot
in the questionnaire reported by Khan (1998)
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mop the floor. However, when old people using home service are interviewed, they often
acknowledge redoing some of the cleaning, since it was not done in the appropriate way.
Thus, it is not a simple job to define how a household task shall be performed. Traditionally,
within Human-Computer Interaction this is done within the realms of task analysis. In the
following section I will go through the general ideas that are prevalent in the area of task
analysis.
2.1.2 Task Analysis
Task analysis is traditionally described as a way of finding out components of peoples’ work,
as in the definition by Shepherd (1989):
Trying to make sense of what people should do or what they actually do is the
business of task analysis.
and:
Task analysis involves the gathering of information, representing it and then
utilising the representation.
Although the definitions mention the necessity of actually using the results of a task analysis,
they are generally unspecific as to what should be captured. One good estimate of what we
need to know might be the following:
the goals of an activity, the available methods for the achievement of this goal, the
constraints of the activity, and the role of the performer of this activity in such a
way that the activities can be described in a meaningful way, all of this within the
context specified by the work place.
This knowledge can serve as a useful support for the system designers’ work, if it can be
presented and represented in a useful way. However, it is clearly a problem that the expected
result from the task analysis is very poorly specified.
Redmond-Pyle and Moore (1995) used a practically oriented method for task analysis in their
GUIDE method. The method has a strong reminiscence of Hierarchical Task Analysis (HTA,
Annett and Duncan 1967; Shepherd 2001) but Redmond-Pyle and Moore added several
complementing aspects of tasks such as (p. 23):
• What tasks do the users perform?
• What are they trying to achieve (task goals)?
• How frequently do they perform the tasks?
• How can the tasks be analyzed to its component subtasks?
• How critical is each subtask to achieving the overall goal?
• What are the representative scenarios for each task?
• How are these scenarios achieved by actions on user objects?
They argue for the use of task scenarios (i.e. individual, well-specified instances of a task) to
accompany the task models. Task scenarios are described to be suitable for prototyping, as
well as for usability evaluation. Object modelling is used to increase the understanding of the
objects in the system. In this, we also include the required system behaviour in terms of the
business objects in the system, and the actions that the user can perform on them. RedmondPyle and Moore (ibid. p. 107) also argue that a proper definition of the object model provides
a useful basis for the initial definition of interaction windows in the application and promotes
the common style of object-action user interfaces (Shneiderman 1992). This could seem less
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central for the robot tasks, but the interaction points, where human and robot need to
exchange information, are also crucial for the proper design of the task.
Luczak (1997) describes task analysis as a process, which should be guided and directed by
the user’s goals. Only by considering the goals of a task and regarding the subtasks as
transitions from the initial state to the goal state is it possible to achieve the necessary
flexibility in the descriptions.
2.1.3 Approaches to Task Analysis
The different approaches to task analysis can be divided into at least three (partially
overlapping) categories, depending on how the emphasis is placed on different aspects of a
task: decomposition-oriented methods, methods based on knowledge assessment, and
relationship-oriented methods (Dix 1991). The choice of approach depends on the situation of
use and the application area. I will here just give a short description of the approaches, and the
rationale behind them, using specific methods as examples.
2.1.3.1

Task decomposition

In task analysis methods based on task decomposition, it is assumed that tasks are split into
sub-task trees. The resulting descriptions tend to have a strong hierarchical character.
Examples of methods based on task decomposition are HTA (Annett and Duncan 1967),
GUIDE (Redmond-Pyle and Moore), and ETAG (Tauber 1986; Tauber 1988). Although
sometimes not referred to as a task analysis method, the GOMS family (Card, Moran et al.
1983) is also included in this group. Task decomposition is one of the most common
approaches, which is based on the assumption that humans have a largely hierarchical
structure imposed on the cognitive representations of the tasks they perform. There are several
cognitive models that depend on more or less advanced hierarchical structures of this kind,
especially for problem-solving tasks.
Although these models primarily stress the hierarchical structure of the task procedures
(especially the methods based on the HTA paradigm), there are methods in this category that
provide hierarchical structures also on other concepts, essentially on object categories. This is
to support the task procedure descriptions. In those cases, the methods coincide slightly with
the knowledge-based methods below. The focus is nevertheless on the mapping of goals and
operations to the task structures, rather than on declaring the knowledge itself.
Most of the hierarchical methods for task analysis have the same difficulty in defining the
appropriate level to which the tasks should be decomposed. Also there is the problem of
achieving the desired quality and form of the knowledge, requiring a skilled task analyst to
achieve a useful description. This is mainly because there are many, relatively informal,
decisions that have to be made continuously, throughout the process.
2.1.3.2

Knowledge-Based Task Analysis

In a knowledge-based task analysis, the tasks are described in terms of the information that a
person needs to know before the task can be handled correctly. Examples of methods based
on knowledge-based analysis are TKS (Johnson 1992) and TAKD (Diaper 1989). In these
methods, attempts are made to find the conceptual structures that we need in order to
understand, as well as estimate success or failure of the task.
This category contains methods that are on the brink to creating ontologies or conceptual
definitions, which brings on interesting but complicated philosophical discussions in defining
what the concepts really are. However, the methods are shallower than that, since they seek to
define the concepts from their contextual importance, i.e., the concepts are given definitions
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that relate them to a relevant context. This means that there are no aspirations on giving
complete definitions, which relieves the philosophical constraints on the definitions.
One problematic aspect of this is, of course, the obvious risk that the definitions will become
arbitrary, in the sense that the analyst will make a choice as to what to describe, and how to
define the concept. From being a strong aspect of the methods this flexibility is instead
becoming a problem. However, the methods have been successful in some cases.
2.1.3.3

Entity-Relationship Based Task Analysis

When the task analysis methods are based on entity-relationship (ER) techniques, the objects
in the investigated universe are described in terms of ER diagrams just as in the conceptual
modelling of databases. One example of an entity-relationship based method is ATOM
(Walsch, Lim et al. 1989), which employs entity-relationship diagrams to express concept
relationships in combination with JSD diagrams to express task order and operation
structures. To this category it is also possible to include some object-oriented methods for
system analysis such as the “use case” analysis employed by Jacobson, Christerson, Jonsson,
and Övergaard (1992).
One more recent example of use case analysis is the Essential Use Case approach developed
by Constantine and Lockwood (Constantine and Lockwood 1999). Essential use cases can
very shortly be described as interaction schemas (the use cases) between actors (people and
machines) where the interaction details, such as the use of PIN codes and cards, are removed,
and replaced by task intentions, such as “Identify person”. In this way the task description is
boiled down to the “essentials” and can thereafter be reinstantiated with task details in the
conceptual modelling phase, where the software is concretized.
The main difference between when these techniques are used for database design and for task
analysis lies in the choice of objects. In the first case, they are the objects that are treated by
the software, i.e., the different components in the database. In the latter case, the objects are
more diverse including entities, which are not directly related to computer usage in the first
place.
Compared to the previous two approaches to task analysis the entity-relationship oriented
methods collect representations of the entities and operations. In this category the entities are
related to each other, rather than explicitly defined. The relationships, on the other hand, to
some extent define the concepts. The actions are linked to the objects that they involve. Thus,
it is proper to relate the entity-relationship methods to the object-oriented paradigm. At least
we may, according to Dix et al. (1998), list these methods as object-based, rather than actionbased.
2.1.3.4

Common Factors

The three categories list a large number of methods, which, although they apply different
approaches to task analysis, still contain some common elements. For example, most task
analysis methods contain at least some hierarchical aspects of the collected data. The classic
example of a hierarchical method is the Hierarchical Task Analysis (Annett and Duncan
1967; Shepherd 2001). Although the entity-relationship based methods often result in
network-like structures, the action structures are still mainly hierarchical.
In most methods, there is also an explicit mention of goals as the most influencing part of a
task description. Much of the collected information is focused on the processing of
information, and on how to describe relations between objects. Essential seems also, not
surprisingly, to be to describe the way these relations change over time. Here there are two
primary aspects of change. One aspect is the set of possible changes, defining the general
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object properties in the general framework. This aspect is apparent in most of the general
methods as TAKD, HTA, etc. The other aspect is the set of actions that are applicable in a
certain sample situation, similar to a task scenario mentioned by Redmond-Pyle and Moore
(1995), or the use cases and unified modelling language (UML), which today has become an
industry standard for object-oriented software engineering (Booch, Rumbaugh et al. 1999).
On the backside of many methods, the task context seems to be left out of the description.
There may as a result, be several aspects of the tasks that are at risk of being ignored in the
task description.
Dix notes that the results from a task analysis may well be expressed using formal languages
of some kind (Dix 1991). However, it is also possible to use graphic representations to
illustrate the results. Many of the task analysis methods stress relational aspects of an analysis
as crucial building blocks, and the use of graphic or formal representations is at least not
made difficult by the actual contents of the analysis (Oestreicher 1991).
2.1.4 General problems with traditional task analysis approaches
There are many known problems associated with the current methods used for task analysis
and there are currently few methods that are applied in practice. In many cases the methods
have only been applied by the inventor and his or her apprentices. The reasons for this are
various, but they all amount to the same result, that task analysis is not generally considered a
useful tool for software design or that the analysis requires too much effort for the value they
produce. However, the problems reported are not referring to the application of task analysis
in itself, but rather to the methods available for the modelling.5
Task analysis has also been criticised for a number of reasons (Lim 1996):
• An existing system is required in order to perform a task analysis6
• There is an over-emphasis on analysis
• The scope of application in the design cycle is limited
• The application domain is underspecified
• The documentation of the output is poor or inadequate
• There is little or no guidance for the appropriate selection and application of particular
methods for task analysis
• The methods for task analysis are poorly developed, especially from a methodological
point of view
• Task analysis methods do not relate explicitly to system development and software
engineering methods (Shapiro 1996)
Other researchers also claim that task analysis methods often are too rigid in their descriptions
(Benyon 1992), and even that the concept of a task as a useful unit is disputable in itself
(Draper 1993).
Generally, it can be noted that many methods are cumbersome both to learn and to practise, in
that they use notations and presentations, which can be considered less readable. Furthermore,
they also provide little support, in terms of guides and tools, for the user to actually create the
analysis. Many of the methods also put a stress on the representation details, rather than on
the analysis of the situation.
5
I have had several former students who report on their use of HTA-based methods incorporating their own
modifications and additions for software design, with seemingly good results in many cases (personal
communication).
6
This point is definitely arguable, since most task analysis methods can be used to synthesise new tasks. The
possible interpretation is that task analysis methods tend to have difficulties in describing non-existing tasks, i.e.,
tasks, which no one knows how to perform initially.
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Task analysis is to a large extent concerned with the physical performance of a task, although
not with a focus on the concepts. A large number of methods concentrate on activities, but
still leave the objects involved more or less implicit in the descriptions. This has the result
that the descriptions are perceived of as informal, and difficult to apply to software
applications. Other methods instead focus on the development of ontological definitions as
part of the method, making the resulting descriptions difficult to create, overlook and not
least, to understand. An example of the former type of methods is Hierarchical Task Analysis
(HTA), which is a deceivingly simple method, but despite this quite difficult to carry through.
The latter type of method is represented by ETAG (Tauber 1988).
Interactive design tools play a large role in such an area as Human-Robot Interaction, since
the possibility to use mock-ups or prototypes is limited. A task analysis method should
support the creation and maintenance of a conceptual model, possibly including a design
rationale editor. One common problem that has had impact on the final use of the methods is
the fundamental lack of tools to build the descriptions for the various methods. There are
today several examples of such editing systems, such as the Euterpe system, which is used for
Groupwork Task Analysis (GTA, van der Veer, Lenting et al. 1996). Today Concur Task
Trees is one of the more interesting methods, since it is accompanied by a fairly sophisticated
graphic editor (Paterno 2000). Thus, the lack of software support is today not so much of a
problem as it used to be.
In an early series of experiments performed both at the department of Information Science at
Uppsala University and at the IPO institute at the Technical University of Eindhoven with
mixed student groups, we have found that even very simplistic and well known methods such
as HTA (Shepherd 1995; Shepherd 2001) turn out to be difficult to use properly. The (limited)
formalism and the problem of restructuring task descriptions have shown to be obstacles for
the users when applying the method. In many cases the people who have tested these methods
report feeling hampered and delimited by the methods. It is my personal experience from
many years of teaching task analysis methods that students tend to have problems to:
• distinguish between form and function (in the representation form given by the method),
• find the proper description level,
• rework descriptions that were less to the point, and
• extract the information they had actually put into their formalisms.
These problems recurred in various teaching settings and with students from different cultural
backgrounds. One possible indication of this is that a method might benefit from a
computerized tool that supports the construction and not least, the restructuring of the
diagrams or structures.

2.2 Conceptual Modelling
Once we have gathered the knowledge about a work situation, for example, through task
analysis, it is vital that this information can be transferred into an alternative representation
that can be used as a blue print or base model for a software development. In most of the
thesis we will therefore encounter the problem of modelling the common world knowledge, a
process that I will refer to as conceptual modelling. This is a fairly old area of research, and
was introduced in computer science contexts along with natural language processing, e.g., in
terms of the conceptual dependencies as developed by Schank, (Schank 1972; Schank and
Abelson 1977) and the notion of conceptual networks as described by Sowa (1982; 2000).
The use of predicate logic was also early proposed for the modelling of relationships, e.g., of
a spatial character (Hagert 1986).
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2.2.1 Conceptual Models
A conceptual model is a formalised representation of the knowledge available about the
system or process that we want to model. The purpose of a conceptual model is generally to
strip off unnecessary details in the original so that it is possible to focus on the essential
components. The conceptual modelling of a knowledge domain (whether formal or informal)
is a complicated process, which necessarily has to lead to a modification (in most cases an
abstraction) of the available information (and in that process some of the information may
even be lost). The amount and nature of information distortion to a large extent depends on
the expressivity of the representation language, and on the kind of informal information
available.
If we return to the robot context again, we will have to create two different but parallel
conceptual models of a robot’s work. The first is a model of the environment in which it will
operate. In this model, the spatial context and the various objects that the robot will
manipulate are described in such detail that it allows for the performance of all necessary
tasks. Irrelevant concepts are excluded from the model. The second is a model of the various
activities the robot will use to reach the goal — the tasks. In this second model the activities
are described down to a level of detail that allows for the manipulation of the relevant objects.
Thus, in the conceptual models we will use, the relevant concepts (objects and activities) are
described on a level of detail, which is appropriate for the intended purpose of the model (van
der Veer 1990; van der Veer, Lenting et al. 1996). More precisely, only activities that are
perceptible as meaningful units and objects that will be involved in or part of these activities
will be discerned in the conceptual model description. In this way, the process of constructing
a conceptual model serves a purpose of filtering out unnecessary or irrelevant information. A
conceptual model may be defined on different levels of detail, depending for example on the
expertise of the target user of the model. Deciding where to halt the process of description and
redistribution of information is a fundamental problem within task analysis in software design
(Shepherd 1989). One way of approaching this is to define a grounded set of base tasks, that
are “atomic” in the original sense of the word. I will return to this later.
A conceptual task model describes work tasks and the work environment, focusing on the
aspects of the work that are necessary to know in order to be able to carry out the tasks. In a
word processor relevant objects might be documents, sentences, words, letters, punctuation
characters, spaces, etc. There are some interesting decisions that have to be made, namely if
there are concepts which are not central to the work task, but which may add to the
understanding of the automated work.
This is of course more immediate in applications that deal with more abstract universes of
discourse. For example, it might be relevant to discuss invisible characters, such as “line
feed“ and “carriage return“ in a word processor or an email system. The rationale for
discussing such seemingly unnatural concepts is that it explains how lines and paragraphs can
be erased, and thus add to the understanding of the program. However, it is not a natural
extension to the task of writing per se. This example indicates that a conceptual task model
need not be completely truthful to the manual task, but rather that it has to incorporate and
describe objects (and activities) that are relevant to the tasks. The more artificial concepts
may still have to be added to the metaphor. In robot tasks these extensions may be less
common, but one possible case is the difference between movable and stationary containers.
This distinction is not made consciously by the human, but has to be explicitly described in
the task model.
The informal knowledge available about a robot’s work space will be both concrete — based
on observational data about how people work and how the concrete artefacts will be handled
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in the work situation — and abstract — in terms of the mental understanding that people have
about the house work. This combination of knowledge sources implies that the resulting task
model may be composite, combining a stricter formal model with informal knowledge as
explanatory comments to the structures. The aim is that the task model will be both
transparent and observable when presented to an end user for evaluation.
2.2.2 Mental Models
People’s understanding of complex systems is often discussed in terms of mental models
(Johnson-Llaird; Wærn 1989; Johnson-Laird and Byrne). According to a commonly used
definition, mental models are:
mental (hence the name) rather than concrete structures, consisting of a person’s
apprehensions of objects and events in the system.
Although it is sometimes used otherwise, a mental model is a research concept rather than an
actual, existing entity (Wærn 1989). The complexity of the inferred mental models differ,
not only with the character of the system, but also depending on the (research) purpose.
Furthermore, it is generally agreed upon that any conceptions of a person’s mental model can
only be inferred from observations of a person’s behaviour in connection with the system in
the model and his or her descriptions of the system.
From the way it is defined, we can see that a mental model is dynamic, continuously
changing, often ill structured, and consisting of various bits and pieces of knowledge
represented in various ways. They are also incomplete, and can sometimes be inconsistent by
including contradictory facts, although the inconsistency may not be detectable to the
individual under normal circumstances. That a person in this way uses two or more different
(and contradictory) views upon an artefact does not mean that the mental model he or she has
is wrong. Often different aspects of a concept can be displayed through different explanation
mechanisms, which do not mix on a general level. A good example of this is the famous atom
model, where the atoms are often depicted as small planet systems with electrons as planets,
although this explanation does not cater for many of the more detailed properties that an atom
has. The model can even give some people a wrong conception of the way an atom is built.
Such non-correspondence in a mental model is in general not apparent to the individual, but
shows up as errors or misconceptions, e.g., regarding the functionality of an artefact. It can
also become evident through strange behaviours in contrast to the usage that would be
expected if the user had a proper, correct model of the system (Lewis 1986; Norman and
Draper 1986; Norman 1988). It is impossible to directly use or even access the mental models
of a certain user. However, the term is a convenient way of referring to the collected sum of
knowledge a person has or believes him- or herself to have about a certain part of the
environment, say a home, or a hospital ward. This definition is vaguer than the one used by,
e.g., Johnson-Llaird (1983).
Supporting the creation and correction of a mental model consists in helping the person to
clarify the various parts, reducing inconsistent information and errors in the understanding.
One example of such a process, which can be applied to clarify the mental models, could be
the use of task analysis to construct a concrete model of robot tasks. In a task analysis one or
more people are encouraged to display and discuss various manifestations of their mental
models possibly in connection with some kind of scenario, which when analysed in the end
may result in a consistent, detailed model of the work. The analysis phase consists, e.g., of the
filling in of details, overlaying parts to reduce missing details, eliminating contradictions and
indicating remaining inconsistencies (Diaper 1989).
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It is highly incredible that two people should form exactly equivalent mental models of some
specified object or event (unless, of course, it is very simple). Parts of the models may of
course be (at least roughly) similar, but the details are not necessarily matched. If, e.g., two
individuals are asked to explain how a telephone switch works in general it is likely that they
will give relatively similar explanations, at least of the function. Nevertheless, as more and
more details are asked for it is also increasingly likely that the mental models will diverge at
one or more points. The initial, deceiving similarity between the models will gradually
disappear as details are added to the descriptions. Since we seldom discuss, e.g., the technical
aspects of telephones these discrepancies can remain hidden in a discussion between people
for a long time.
2.2.3 Conceptual vs. mental models
One way of looking at the interaction between mental and conceptual models comes as a
result from the AIDAI project (Wærn, Lantz et al. 1992). A typical software design process is
based on a structure as the one shown in Figure 1 (this example shows a prototyping approach
to software engineering, with an iterative process cycle).

Figure 1 The procedure underlying the construction of a software system. (Oestreicher 1991).

In the figure we can see the process of designing a system as a sequence of states bridging the
gap between the task and the implementation of a task support system. All the circles in the
figure describe a certain state in which the system or a model thereof can be. First as the
original task, then as a task description, an abstract specification of the program, a prototype,
the implementation specification and finally the implementation. Ideally, users or evaluation
teams should continuously evaluate the process of developing the implementation from the
task. However, in most cases the solid manifestations of the ideas (the prototype, and the
implementation) are the phases where the evaluation is performed.
Each transition arch in the figure therefore represents a situation where someone in the design
team makes an interpretation of the task or conceptual model, creates his or her internal
understanding (a private, mental model) of the system and from this understanding produces a
new representation of the model. In many cases the translation is done by a team, which
makes the effects of a applying a certain mental model on a situation even more difficult to
predict.
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Three possible versions of this problem can be found in Figure 2a-c. In case a) the mental
model (rounded) is transferred into a conceptual, closest equivalent (rectangular). This
conceptual model can be checked, e.g., to determine its correctness by the creator of the
conceptual model. In b) the mental model is transferred into a conceptual model, which is
then interpreted by someone, resulting in another mental model. In c) the conceptual model is
interpreted into a mental model, which is revised in some way, and then a new conceptual
model is created. All these variations of the interaction between mental and conceptual
models are important ingredients in software design and especially in the area concerning
service robots. Suppose for example that a robot is basing its “decisions” on its conceptual
model. The user’s mental model of the situation (including the robot’s internal state) needs to
correspond to the robot’s conceptual model in order for the user to give the robot the proper
commands in any given situation. Therefore, the quality of the conceptual model(s) is in these
cases very important for the progress of the work.

a)

b)

c)

Figure 2. Three different aspects of the interaction between conceptual and mental perceptions.

This is also where the quality of the task analysis comes into the picture. One way of easing
the process described above is to make sure that the results, or the information sources in
general are clearly expressed and represented.
Two problems that are dependent on this type of interaction between mental and conceptual
perceptions (models) are the problem of reaching some kind of consensus among the
members in the design team (including the potential users), and the problem of implementing
the contents of a system model into a correct program, that fulfils the intentions the
programmer has with the software. The latter problem also includes the evaluation phase,
where comments from users and test group members are to be introduced in the design
solution.
2.2.4 Modelling levels
Models can be described on several levels of abstraction. One of the most well known
schemes is the one given by Moran in his article about the Command Language Grammar or
CLG (Moran 1981). His original division into four levels is reproduced in Figure 3. There
have been several attempts to add additional levels, but the levels displayed in the figure are
the most commonly used. In this hierarchy the interaction between human and computer is
described, using different characteristic features on each level, ending with the physical
interaction with the computer on the lowest levels.
Using the levels during task modelling we can find means of avoiding mixing interaction and
task procedure details. So, the characterisation of the objects will, for example, be described
on the semantic level, whereas the goals of activities belong to the pragmatic levels. When
there is an interaction involved we are moving between the semantic and the syntactic levels,
but this distinction is more complicated, especially if we intend to use natural language for the
communication.

28

User
Task
Semantics
Syntax
Interaction

Computer
Computer System
Objects, Functions
Command structure
I/O

Figure 3. The different levels of Human-Computer Interaction as originally given by Moran (1981).

2.3 Design Patterns
In chapter 4 and especially in chapter 8 we will encounter the notion of pattern based
languages or Pattern Languages. The ideas behind a theory of design patterns (or Pattern
Languages) were introduced in 1977 by Alexander, Ishikawa, Silverstein, Jacobson, FiksdahlKing and Angel (1977) to describe and to some extent explain the existence of recurring
structures in architecture. These recurring structures were named Design Patterns. A typical
design pattern in the original sense contains a fixed description sequence of an architectural
feature, such as a “Street Café” which is a pattern that describes how a Café should be
situated and designed in order to be attractive for customers.
The idea behind design patterns has been transferred into many other disciplines, including
computer science and especially within the Object-Oriented Paradigms (Gamma, Helm et al.
1995, Larman, 1998 #210), and also within Human-Computer Interaction and Interaction
Design (Borchers 2001). In software design task patterns are often used to formulate solution
frameworks to common programming problems, like a general recipe for a programming
solution. Within HCI the patterns are often used to express usability rules without being
restricted to the existing interface widget toolkits. In this way the patterns are extensions to
the platform specific user interface guidelines (IBM 1991; Apple 1992; Sun 1992) that have
been released by the various computer and software manufacturers. The patterns, while being
more general, allow for the interface specification to change, whereas the specific guidelines
quickly become outdated.
Dearden and Finlay (2006) define a design pattern as “a structured description of an invariant
solution to a recurrent problem within a context”, and a pattern language as “a collection of
such patterns organised in a structured way”. There are several components to a pattern
language, which is most often categorized in an informal manner. However, Borchers (2001,
pp. 51 – 54. ) gives a general, formal model of a Design Pattern Language, thus describing the
general structure where the main components of such a model are:
• A pattern language is a Directed Acyclic Graph (DAG), which contains a set of nodes
(patterns) and directed (dependencies) edges between the nodes.
• A node in the graph can either reference another node (  ) or be within the context of
other nodes (  ).
• Every node contains information about itself, including a name, a ranking number, an
illustration, a problem statement, a set of forces that describe the problem statement, a set
of examples of applications, the solution, and a summarizing diagram.
This model is intended to be used as a clarification of the principles around the design
patterns. It also gives a more formal structure to a task pattern language as will be show in
chapter 4, and 8. However, it is also clear that the specification here will not describe all kinds
of design patterns, since the manner of usage of a design pattern is dependent on the
application area.
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both the now fairly old robot dog AIBO (Sony 2007, now discontinued) and the humanoid
robot ASIMO (ASIMO 2006) have charmed the world with their seemingly natural
movements and behaviours. Later the robot seal Paro (2007) and the iCat have been used in
studies of treatment of elderly with dementia with interesting therapeutic effects, such as
increased hormone levels indicating contentment, and greater mental activity in the patients
(see, e.g., Wada, Shibata et al. 2005; Heerink, Kröse et al. 2006 ).
Robots are also clearly starting to enter even the domestic areas in the society. From this
perspective the development of a useful or useworthy8 domestic Service Robot (SR) for
domestic environments seems feasible. The research interest for such a creation is also very
large.
A domestic SR is a semi-intelligent self-propelling agent that is developed with the intention
to co-operate with humans in home environments. The concept of a general service robot in
health care environments was discussed in an early article by Engelberger (1997) where he
states that a home care robot would need to be able to:
• fetch and carry things
• prepare meals
• clean the house
• monitor patients for vital signs
• assist ambulation
• manage the environment
• communicate by voice
• take emergency action (in case of fire, intrusion).
Engelberger furthermore states that:
“Robotic technology will not cope with bathing, toileting and dressing. Intimate
action will still require human caregivers, be they loving relatives or home care
professionals such as the Visiting Nurse Association. For the most part, the
mobile, sensate, two-armed, articulate robot will make possible independent selfcare by a cognitive but physically handicapped elderly person. The nursing home
would become a remote eventuality of last resort.”
Hence an SR could be used as a supportive assistant that would allow elderly and disabled
people to remain living in their homes longer. Previous, early implementations of service
robots, such as HelpMate (Evans 1994) have been tested experimentally and were shown to
potentially reduce costs and improve services (Rosetti, Kumar et al. 1998). One interesting
observation is that Engelberger discounts some machines that perform the task that robotic
technology will not cope with, such as “bathing machines”, which are not mobile service
robots, but stationary devices.
Regardless of where the robot will be used there is still a need for a deeper understanding on
how people see the development of robots and what they expect from this new field of
research. This is especially important in that robotics is on the verge of becoming a publicly
available consumer technology (as indicated by the increasing sale of consumer robotic
products, such as lawn mowers, vacuum cleaners, and childrens’ kits, such as Lego Mind
Storms). Different users may, for example, need special considerations in the design of the
8

The term “useworthy” is used in a doctoral thesis “The Useworthiness of Robots for People with Physical
Disabilities" by Håkan Eftring (1999). Useworthiness is defined as “the individual user’s assessment of the
extent to which the technology meets the user’s high-priority needs”. A robot that adds value to the person’s
situation can be interesting to use even if it is not perfect, as long as the added value is considered to be more
attracting than the effort (e.g. for using, instructing or even teaching it to do the task at hand).
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robots and their task repertoire in order for the robot to be acceptable in the personal vicinity.
In the following sections this problem is studied in some more detail.
2.4.1 Domestic Robot Tasks
The primary concern in the work is the tasks that the robots perform. In this context, it is
necessary to make a distinction between the robots’ tasks as perceived by the human user, and
the task repertoire built into the robot. I will refer to the former as (robot) behaviours in order
to distinguish them from the latter, tasks that the robot performs for the users. These useroriented tasks are on the lowest levels of definition composed of or matched with a series of
robot behaviours, which are combined into a task solving activity.
If we imagine a future home, it is likely that less time than today will be spent on routine
household work in the home, e.g., cleaning, watering of plants, etc., and instead more time
may be spent on family life, education and leisure activities. To facilitate such a vision in a
technological society the need for intelligent household equipment is apparent. Domestic
machinery is of course available already today, such as dishwashers, washing machines,
vacuum cleaners, and similar equipment. Of these the dishwasher is the utility that most
closely fits in with the above scenario description, since the user only needs to load the
machine with the dirty dishes, and empty it after it has successfully fulfilled its mission.
However, such simple activities as filling and emptying are often a source of complaints
among the members of a household, so that even this minimal effort is regarded as being too
much. In a survey reported by Khan (1998), the washing of dishes was one of the tasks where
the robot was highest in demand, despite the existence of dishwashers. For other equipment
mentioned above, additional guidance and work is needed: the laundry needs to be hung,
ironed and folded, whereas the task of vacuum cleaning normally needs a constant interaction
between user and machine to make sure that every corner is thoroughly cleaned.
There are several other areas of housework where an autonomous electronic home assistant
would be both useful and interesting to employ. One example of a direction into which this
development has already started is the self-propelling, automatic vacuum cleaners, or the
electric sheep, which are commercially available on the consumer market today. These
specialized machines are very easy to handle, and even recharge themselves when needed.
Another development is in the direction of more versatile and multi-able home assistants
often in the shape of anthropomorphic robots. Even if these need to have a more complex
functionality, it is still important that they can be operated by any member of a home,
allowing for variable degrees of competence of the user. Therefore, to be useful it has to be
very easy also for casual users, e.g., to instruct the electronic home assistant to lay the table
for the appropriate number of diners, and courses. Task instruction will become a crucial part
of the interaction between humans and robots in the future. Even if there are no domestic
robots available for buy today, there is some research on robot appearance (Gockley, Bruce et
al. 2005; Walters, Dautenhahn et al. 2007), and the use of vacuum robots in the home has also
been investigated (Forlizzi and DiSalvo 2006).
Some of these assistants will be mobile and even self-propelling in order to perform the range
of possible tasks without extensive user guidance. Assistants of this kind may be specialised
for one or two simpler tasks, like in the example with the vacuum cleaner above. However,
they may also be constructed as some kind of all-purpose assistant, capable of various kinds
of tasks. Regardless of which, the practicality and utility, as well as the usability of these
products will be crucial to their final acceptance in the housework. If they do not fit in with
the tasks they should perform, they will most likely neither be bought, nor used in the home
context.
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Additional factors will affect the success of the robots in home, such as the design, not only in
terms of functionality, but also in terms of presentation and product design. Should the
appearance of the service robot be largely humanoid or should it be more reminiscent of a tool
or a machine? The final, external design will probably be very important for the final
customer acceptance. Less obvious is probably that this choice will also affect the way the
robot will be perceived of by the user. A more humanoid appearance on the robot will
probably result in higher demands on the interactivity and the knowledge that the robot will
commend. Clearly there are also still many technical issues that need to be dealt with in
connection with this, such as precision in navigation, user safety and techniques for object
manipulation.
Even tasks that are only performed occasionally (e.g., yearly) have to be easy to assign to the
assistant by a non-professional user. Much of the problem with general software design —
which is sometimes addressed through end user involvement — lies in the definition of the
work and problems such as task allocation between man and machine. Thus, the work
presented in this thesis is closely connected to problems of conceptual modelling.
The artefact has to be well adjusted both to the user and to the task that it shall perform. In
this respect there is no difference between traditional software, such as email systems or word
processors and the context of robot tasks. However, the kind of tasks that a robot may perform
is more obvious to most people. This does not imply that the user has to be a domain expert in
order to use the artefact. Rather, it means that the user has to know the purpose or goal of the
task, but not that he or she has to know exactly how to do it. Housework will most likely have
a large ingredient of goal-orientation, which means that the robot can be instructed in terms of
what the user wants to have achieved towards the end of the task (Oestreicher 1987). A goaloriented approach to task analysis is also quite common in traditional software design
(Luczak 1997).
If we consider one of the most promising application areas in this respect, i.e. Service Robots
used as assistants for impaired (or elderly) people, knowledge about the user’s expectations is
very important, since a disabled person will be very dependent on the robot. That the robot
lives up to these expectations will therefore be absolutely crucial for the possible use of the
robot. The knowledge about the needs for the user will also enable us to make the robots more
attractive tu use, or as Eftring puts it:
Increased knowledge of what makes robots worth using for different people makes
it possible to develop better robots and to establish requirements for other
assistive devices for people with physical disabilities. (Eftring 1999, p. 27 )
If a disabled person cannot trust a device to perform properly, there will be a higher resistance
towards using it, even if a tool can be considered worthy of use even without working perfect.
In this respect the situation is no different from other assistive devices for people with
physical disabilities. A tool has to defend its place in the home of a disabled person.
It is also imperative to consider the manner in which the robot can be instructed. Human-robot
interaction incorporates many requirements that are already a central part of Human-computer
interaction research. For example, the early work by Kawamura et al. (1996) states some
more general requirements for service robots:
• Friendly and cooperative interface
• Simple structure
• Functions that are easy for humans to understand
• Gentle appearance in harmony with surroundings
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The use of words like “friendly” and “easy to understand” are in my opinion not appropriate
for user interface design, but the intention in the requirements above is indisputable. A robot
should be following the same interface principles as other software. And when we consider
more interactive robots, the issue quickly becomes much more complex.
Related to this work is the research concerning social robots such as, e.g., Kizmet (Breazeal
2003; Breazeal 2004; see also Kizmet 2006) and previous similar robots that are designed
with the intention of displaying emotions (see e.g. MINERVA Burgard, Cremers et al. 1998).
The idea of a social robot (Duffy 2000) will probably be of great importance for the future
development of service robots, since it might help the users to accept the robot as a friendly
helper, rather than a scary mechanical appliance. Just adding a simple doll as a “driver” of a
robot increases the social acceptance for the robot, at the same time as it can be used to
indicate the status of the robot. At the Royal Institute of Technology in Stockholm, we used
an animated character (called CERO) as an embodied agent representing the robot
(Severinson Eklundh, Hüttenrauch et al. 2003; Green 2009) However, the anthropomorphic
robot also makes the human a metaphor for the technical assistant (cf. ASIMO 2006).
When (anthropomorphic) robots get too lifelike there seems to be an acceptance problem. The
term “the uncanny valley” was introduced in 1970 by Masahiro Mori, and it has been
discussed since, especially in connection with robotics, but also in the context on prosthetics,
where the reaction to prosthetics showed an uncanny valley effect. The consequences of this
hypothesis is still under discussion (cf. Bartneck, Kanada et al. 2007), and it will also affect
the discussion in later chapters.
Controlling the robot also means using some kind of interface. As soon as an interface is
involved we also have classic interface problems, such as providing consistency, learnability
and memorability. However, there is also a significant difference from traditional interface
design problems, in that the robot is moving and acting in a physical environment. That the
robot is able to work at some distance from the user presents several new communication
problems. One example of added complexity is that the users, when using remote controlling
over a PC tend not to trust the robot to actually perform the tasks that it acknowledges. The
test subjects often had to convince themselves by visual inspection of that the robot was
actually following the order, and was moving to the intended goal location (Hüttenrauch and
Severinson Eklundh 2002). The implication is that the interface needs to provide the user with
enough information and feedback, in order to make him or her trust the robot to actually
perform the given task.
Other important issues involve safety and the problem of failures in accomplishing the task.
Especially user safety is a delicate problem since we have to consider the robots as heavy
objects moving freely in an environment that is filled with living, moving actors, such as
humans and animals. This is regarded as one of the most important issues to manage when
robots are to move around in the same contexts as humans, according to a study by Steinfeld
(2004).
Further related to safety is also the problem of how to recover from failures during task
execution. It is quite reasonable to assume situations in which there is an unforeseen condition
hindering the fulfilment of the task. A common response view seems to be that this is either a
technical problem of just ensuring a “safe stop”, or a solution that incorporates software
adjustments, such as robot calibration and resetting the computer (Steinfeld 2004). However,
there are many situations where it is possible to see that this is not sufficient, but that active
recovery from the error is essential. Sometimes it may also be difficult to detect failures in
task accomplishment automatically, unless there are special procedures developed for this.
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Although the human-robot interaction field is quickly expanding, there is still limited research
on the expectations on the robot from the user side. There is a need for a deeper understanding
on how people see the development of robots and what they expect from this new field of
publicly available technology. Some user groups may need special considerations in the
design of the robots and their task repertoire in order for the robot to be acceptable in the
personal vicinity. In the following sections this problem is studied in some more detail.
At the Royal Institute of Technology in Stockholm, Human-Robot interaction has been a
research topic for several years, and in the course of this work I have been involved in two
studies that investigate the expectations from the public on the services provided by a robot
servant. The results of these studies are presented in this paper. The first of the studies has
been reported in full detail elsewhere (Khan 1998) and I will in the following section only
relate the parts of the study where I have been actively involved, and which are important also
for the follow-up study on the expectations on robots from people with special needs.
2.4.2 User Expectations on a Domestic Service Robot
The conventional metaphors often used for the domestic service robot include roles as “the
mechanical butler”, “the domestic maid” and similar descriptions. This has also been a
favourite topic in science fiction stories about house robots. But exactly what are the
expectations from the general public on a service robot? In one of the first studies made on
this subject (Khan 1998) the general view on having a service robot in the household was
investigated. One purpose of the study was also to find out what people were thinking about
in connection with a “robot in the home”. I will relate some details on this study, since the
results have been used as a foundation for the study presented in chapter 5.
The study consisted of two parts, a small series of interviews (6 subjects) to provide a
foundation, and an extensive questionnaire based on the results from the interviews. The
questionnaire was distributed to a large number of subjects, trying to reach a wide variety of
informants. The survey used a mixture of multiple choice and free text questions. The subjects
were also asked to give their opinions about two robot drawings, and to draw their own
apperception of a typical domestic robot as part of the questionnaire.
In all a total of 134 questionnaires were collected. Of the informants, 54% were female, and
46% were male. The ages of the informants ranged from 21 to 60 years of age, and the largest
group was aged between 21 and 30 years. The occupation was well distributed, although a
large number of the informants had an academic education (51%).
An important part of the survey was to assess the respondents’ view towards obtaining help
from a robot in different tasks. They were asked about whether they needed help at all in 28
different tasks, if they wanted help from a robot and also if they thought it possible to use a
robot for a specific task. In general it turned out that people were positive towards having
robot assistance in their homes, and in those cases where they considered that they had an
explicit need for help in their homes, between 30 and 50 % of the informants said that they
were positive to having a robot support.
Among the tasks where a robotic home assistant was considered useful were several cleaning
tasks, such as:
• Dish washing (43%)
• Window polishing (39%)
• Dusting and other similar cleaning tasks (44%)
• Wet cleaning (of floors etc.) (39%)
• Washing clothes (37%)
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Among tasks that were not wanted, were having the robot working as a butler at parties,
walking the dog and taking care of babies. Since these are tasks of relatively complex
character, and some involve a high degree of responsibility, this might not be so surprising.
However, these tasks were included in the study since they have been favoured in literature
describing robot assistants.
One of the questions in the survey concerned the degree of autonomy of the robot; i.e.
whether a robot should act independently with regard to its user or not. The alternatives were:
• To perform a limited amount of action according to a program.
• To perform actions and solve problems by itself
• To be a smart robot, meaning to take initiatives and suggest actions.
In the responses there was a clear preference for the programmed robot that would not take
any voluntary action without the user's intervention (78%) whereas the problem solving robot
was only seen as interesting by about half the informants (48%). The “smart” robot was
accepted by slightly more than half the informants (54%). In all, it seems that the robot is
expected to behave according to well defined rules in order to be accepted in the homes.
When the informants were asked to provide an ideal size of the robot, it amounted to fairly
small sizes, with a mean value of about 0,5 m in diameter, and a height of about 1 metre. This
could also be expressed in terms of one of the answers: “a robot should be small enough to fit
inside a wardrobe”.
The informants were also asked to draw “their impression” of a service robot. The drawings
that were collected seemed to be inspired by robots occurring in literature and movies such as
R2D2 of Star Wars or the Tin Man in Wizard of Oz, and a few representative examples are
presented in Figure 16 and Figure 17. These figures were also used in later studies.
The subjects drew both clearly humanoid and more machinelike robots, although the
humanoid type of robot was the predominant type in the submitted drawings. Almost all
drawings incorporated a robot that was equipped with some kind of manipulating devices,
such as arms or tweezers. However, it is of course not possible to draw any conclusions on
whether people prefer a humanoid robot or a more mechanic type from that material.
2.4.3

Discussion

In general people seem to be apt to accept robots in the environment. The tasks that people
expect the robot to perform are straightforward, and to a large extent general household tasks.
Even tasks that are already partly mechanized in the household are considered interesting,
such as dish washing, and ironing. This might seem surprising to start with, but it turns out
that these tasks still contain a large number of manual activities. E.g. using a dish washer
requires someone to empty and fill the machine before the actual washing can start. On the
other hand, tasks that involve other living (co-)actors were mostly not considered to be
suitable robot tasks. In many cases the robot was regarded as a support that can be given
simple orders, which also may have the implication that people do not expect the robot to
perform miracles, but simply do what it is told to do. In chapter 5 we will look in more detail
on what a more delimited user category expects from a Service Robot.

2.5 Disability research
The thesis touches upon the research on disability in the society, especially in such areas as
inclusive design or social aspects of functional disabilities. The primary focus of the thesis is
not towards the research on disability. Instead the design of artefacts for people with special

36

needs is a very fruitful area for the application of task modelling and design. The main
reasons for this choice is in my opinion the following:
• The use of robots as support in a home or office environment is an area where there is a
specific need already from a community.
• Robots in home care does provide several challenges that need to be addressed in order
to fulfill the requests from the clients.
• People with special needs constitute a very heterogenous population who already today
require much individual adaptation of the artifacts in use.
There are probably several other aspects that can be added, but these are the main reasons.
Therefore we need to address some aspects of disability research that touch most importantly
on the topic of the thesis. I will shortly describe three aspects on disability research that are
relevant to the work in this thesis. But first I think it is important to look closer at the term
disability.
2.5.1 Disability
WHO has published classification documents on disabilities for some time, and in the version
published in 1980 they made a distinction between the following key terms (this list is now
superseded by the ICF, see below):
• impairment, any loss or abnormality of psychological, physiological or anatomical
structure or function (WHO 1980, p. 27)
• disability, any restriction or lack (resulting from an impairment) of ability to perform an
activity in the manner of or within the range considered normal for a human being (ibid.
p.28)
• handicap, a disadvantage for a given individual, resulting from an impairment or
disability, that limits or prevents the fulfillment of a role (depending on age, sex, social and
cultural factors) for that individual (ibid. p. 29).
Despite the fact that the 1980 document has been replaced by the ICF document in 2001 (see
http://www.who.int/classifications/icf/en/, retrieved on March 16, 2009), the distinction listed
above is still worth considering. It essentially means that impairment is the basic factor for an
individual, whereas impairment does not necessarily constitute a disability (e.g., if proper
support is provided) and a disability does not necessarily create a handicap (e.g. if the
individual is not limited in their doings in a certain situation). The difference between
disability and handicap might seem simple, but is in fact a crucial one, since it is mainly when
the disability is turned into a handicap that the individual is left out from the society.
In my perspective there is also an interesting discussion needed about what constitutes
“normality”. A large number of people need glasses to function, i.e., they are visually
impaired. However, this is so common that it is almost a normal state to be “abnormal” or
“having a loss”. Thus (as we shall see below), the criterion of an impairment to be an
abnormality is focussing on a medical and possibly social characterisation, which could be
disputed.
In the ICF (2001) there is instead a larger focus on the social factors of physical impairment.
The document recognizes three conceptual models of disability:
• The medical model, which “views disability as a feature of a person, directly caused by
disease, trauma or health conditions.” In this model, disability becomes something that
needs to be fixed, in order to ‘correct’ the problem with the individual. (WHO, 2002, p. 8)
• The social model, which “sees disability as a socially-created problem, and not at all an
attribute of the individual.” In this model, disability is a political issue, since the ‘problem’
is due to a lack of adaptation and recognition within the society. (ibid. p. 9)
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• The biopsychosocial model, which is the base for the ICF, and which is a synthesis
between the two previous ones. The biopsychosocial model integrates the biological, the
individual and the social views on disability. (ibid. p. 9)
There is also a differentiation between disability and functioning. Functioning refers to all
body functions, activities and participation (WHO, 2002, p. 2), whereas disability is an
umbrella term for impairments, activity limitations and participation restrictions (ibid.).
Disability and functioning are regarded as products of the interaction between health
conditions and contextual factors, both environmental factors (such as social attitudes,
architectural characteristics, legal and social structures) and personal factors (such as gender,
age, coping styles, social background, education etc.). (WHO, 2002, p. 10)
This classification is mainly intended to enhance the planning and policy tool for decision
makers. It is a large classification scheme, and I have only referred to those parts that I
consider relevant for the thesis.
2.5.2 Accessibility
Accessibility is a general term that describes to what extent a certain artefact or environment
is accessible to as many people as possible. The overall extent of accessibility has been
transferred into the area of human-computer interaction, to a large extent carried by the
development of the World Wide Web, where accessibility is an important factor of web site
development, even regulated by the W3 consortium.
2.5.3 Design for All, Universal or Inclusive Design
Universal design is a paradigm that has extended the view on approaching the inclusion of
people with special needs into all aspects of society. Theoretically, this is a relatively simple
principle, that where the design of environments and artefacts is inclusive of people with
various special needs.
“… the process of creating products (devices, environments, systems, and processes)
which are usable by people with the widest possible range of abilities, operating within
the widest possible range of situations (environments, conditions, and circumstances),
as is commercially practical.” (Vanderheiden and Tobias 2000)
Although the most common notion about universal design seems to be that it only addresses
design for the inclusion people with disabilities, but the scope of universal design is much
wider as can be seen in the quote above. The goal is to arrive at a total inclusion of as large
group of people as possible in the society, meaning that no one should be hindered from
access, regardless of the cause (e.g., due to a functional disability). This is in practise difficult
to pursue since the needs are so various, and there are conflicting interests both within the
inclusive design, as well as from other areas such as design, architecture, not to mention
economical constraints.
The exclusion of people takes place in at least six parts of society, according to the Bowes
(1978, quoted in Barnes, Mercer et al. 1999):
• Architectural hindrance, such as missing ramps, guide rails, contrast colours or door
openers
• Attitudes and preconceptions regarding how to meet people with disabilities . Even
positive preconceptions can be hindering, if people want to do too much, resulting in
perceived inability in the disabled person.
• Educational hindrance, e.g., problems accessing [educational] premises, attitudes, and
lack of knowledge in the personnel.
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• Hindrance on the work place, primarily due to lack of physical accessibility, but also
lack of knowledge and problems with attitudes.
• Hindrance in law enforcement. There are few laws that govern the right to equal access
to the functions of society.
These factors are all social, rather than depending on the actual disability. They are also often
described from the perspective on how society should change to be able to accommodate the
person needing extra support. Still it is a view on the disabled person as someone needing
help, someone who is not as everybody else. The individual, experiencing him- or herself,
would probably not consider the disability as something “strange” or deviating, but rather as a
normal condition in their lives. For society the disability is an abnormality, but for the
individual it is normality. A model that looks at disability from an individual’s point of view
was proposed by Puide in 2008 (2008), using crip theory as a perspective on disability that
states any persons right to normality. The general thought is that disability is an external
factor, social, cultural or physical, but not a property within the individual. In crip theory,
everyone is normal, or rather, everyone has a disability, but some of these are already
compensated for by society or through physical means. In this theory, the responsibility lies
within the society to remove the handicap from the situation, by available means.

2.6 Robot support for disabled and elderly
One important application of the domestic SR is as a support for people with special needs
thereby minimizing the handicap factor of a certain disability (see previous section). In this
perspective the robot is often regarded as an analogy to a personal assistant, with the primary
task of being supportive both in homes and in hospitals, or at the work places. However, it is
difficult to get a good appreciation of what people expect the robots to do in the homes or on
the work places. I will in this work primarily concentrate on the use of robots in a home
setting, but also look into the situation when a service robot is employed within work
environments where, e.g., people with certain kinds of disabilities will receive some benefits
from this kind of artefact. In many cases disabled people are at least working part of their time
from the home, which means that there is no clear border between leisure and work usages in
those situations.
There is a large area of research around the use of robots as support for health care, in various
contexts (Butter, Rensma et al. 2008). For elderly people robot pets, such as Paro the robot
seal or the iCat have been studied as companions, especially in connection with dementia (cf.
Wada, Shibata et al. 2005; Wada and Shibata 2007) but also for therapeutic treatment of
children with autism (Robins and Dautenhahn 2006). Robotic applications, such as robot arms
for reading of books have been researched for some time (cf. the Handy application, Topping
1995; Topping, Heck et al. 1998) and are already used as support for people with physical
disabilities. Such robotic applications are still directly manipulated by the user, and the use of
independent or autonomous service robots, however, has so far been discussed mostly in
general terms.
The social side of using independent robotic support for the elderly has not been investigated
to any larger extent at the time of writing. There are some investigations on attitudes towards
robots in society (Bartneck, Nomura et al. 2005). There are also methods being developed for
the support of application creation (for robotic systems) to support people in their daily life
(Sakaki 2008).
There seems to be a general agreement that robots will play an important role in the lives of
elderly and disabled, as well as in hospitals and medical centres. Critical for all these
applications are the issue of trust. This means that both safety and usability factors will be
important for the acceptance of robots in these contexts. This is also an area that has been
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stressed increasingly in the research surrounding robots in homes, and in care situations,
where people are inherently dependent on the robot’s functioning.
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Part I:
Cognitive Aspects
of Computer Systems
Based on the following articles:
Hagert, G., Å. Hansson and L. Oestreicher (1987). Kognitiva och Datavetenskapliga Aspekter
på Människa-datorinteraktion (Cognitive and Computer Scientific Aspects on HumanComputer Interaction, in Swedish), The Swedish Research Programme: People, Computers,
Work.
Hjalmarsson, A., L. Oestreicher and Y. Wærn (1989). Human Factors in Mail System design.
Behaviour and Information Technology 8(6): 461-474.
Wærn, Y., A. Lantz, L. Oestreicher and Å. Hansson (1992). Tvärbegrepp och tvärmetod i
systemplanering med människan i centrum. Människor Datateknik Arbetsliv - MDA. L.
Lennerlöf and K. Barklöf. Uppsala.
Wærn, Y., N. Malmsten, L. Oestreicher, A. Hjalmarsson and A. Gidlöf-Gunnarsson (1991).
Office Automation and Users’ Need for Support. Behaviour and Information Technology
(10): 501 - 514.
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3

Cognitive Aspects on Computer
Applications

In an instruction manual to a popular content management system for websites the following
quote can be found:
The Front Page
Whatever the first item in your main menu is - this item becomes your front page.
Once you understand this it eliminates a lot of confusion. If you choose something
for the first menu item other than the standard entry then the “front page
manager” is totally useless because what it says is on the front page isn't - and
what is on the front page isn't listed in the front page manager.
The interesting part of this quote is in the last sentence. There is a concept called “front page”
in this web content management system, but if we choose some other option than the
standard, the “front page” is no longer the front page, and the “front page manager” will not
show what is really on the actual front page.
This is a recent (2006) example of the problems that tend to arise in larger scale software
projects, when the developer’s terminology is not adapted to the actual user’s vocabulary. In
this case the manual actually states that the terminology is badly chosen. However, this is not
a new problem. In the AIDAI project (Wærn, Lantz et al. 1992) this problem was researched
in a multidisciplinary setting, with psychologists and computer scientists working together
from their respective perspectives.
The proper definition of terms used in a software application is of a fundamental importance
to the success of the system, and has been discussed for a long time as a philosophical
problem within Artificial Intelligence (Sowa 1982; Hagert 1986) and linguistics. Conceptual
dependencies have been used in natural language processing for a long period of time (Schank
and Abelson 1977). The problem is essentially the same in many areas of artefact design,
namely how to properly refer to concrete or abstract entities, but conceptualisation has some
interesting implications for the design of software systems. Using the wrong concepts under
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the wrong names may even mean disaster to an operator of a system in crucial situations. In
most cases the problem with the definition of concepts is related to jargon or specialist
terminology in the work field. To give an example, when a doctor uses jargon in the
communication with his or her patients it might provide the patient with a false picture of the
health condition. If the doctor states that a blood test result for a disease is “negative” (i.e. in
fact signalling a healthy condition within the patient) this might give the patient an unpleasant
feeling, although the message is meant to be encouraging.
The work I have done between 1987 and 1992 on how to support the proper assignment of
names to ideas and presenting ideas back to users in an adequate way (for the user group)
constitutes one of the major topics in this thesis. The result has been extended in the final part
of the thesis to also incorporate a new domain of service robots. In this work several different
ways of representing the knowledge about a work or task domain have been investigated,
ranging from formal representations to visual models of the systems. In software engineering
a crucial problem is to find representations of concepts that are both relevant and suitable for
the tasks when these are transferred into the computer environment. Furthermore, the
assignment of relevant symbols or names to these concepts is a further complexity added to
the process.
The problem of finding the right concepts for tasks in different contexts was appreciated
already in studies of command language interfaces. In a short study (Oestreicher 1987; Wærn
1989, p. 252) the connotations of various words used to stop a program in a command
language based editor was investigated. Although some names (such as “Finish”, “Halt” and
“Stop”) were considered to be more dangerous (i.e. causing larger effects or side effects) there
was also a large intra-individual variation between the subjects, implying that the use of
synonymic expressions for different operations should be avoided, unless they are backed by
easily accessible explanations. This implies that the choice of terms in a system is very
important in order to give a user the right understanding of the underlying concepts.
The situation is even worse, in that not only commands, but also images (icons) are used as
markers for ideas in software systems. Somehow, images seem to be regarded as even more
self-explanatory than command words. The results from the experiments in this part of the
thesis are therefore even more relevant today than when the studies were made.

3.1 The AIDAI Project
Under the research programme People, Computers, Work, the research project Useradaptation in computer systems for information processing9 (AIDAI) was launched (Wærn,
Lantz et al. 1992). In this project several issues concerning the involvement of users in the
design process were investigated. Already at that time, user involvement was discussed as the
Scandinavian approach to software design. The concept of User-Centered Software Design
was introduced by Norman and Draper (1986).
The AIDAI project focussed on the work situation where both novice and expert users were
involved. The novice user was present, but mostly as a comparison factor during the
assessment of computer expertise. The user was considered to be a professional at a work
place, who was also supposed to use the computer for the work. In order to elicit information
about the work tasks, a variation of a focus group interview technique was developed under

9

The Swedish title of the project is: “Användaranpassning i datorsystem för informationshantering”
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3.2 Group Concept Development (GCD)
A central part in the early work on conceptualisation was the development of a suitable
knowledge extraction model. There are of course many different possible ways to find
information about work tasks, from ethnologic methods, based on observation on work, to
direct interviews. It turns out that it is quite difficult to capture what is often called the user’s
mental model of the system. In a first pilot study six people (experienced with computers)
were asked for their mental picture of a mail system they were using. They were asked to
describe how they imagined the mail system in a certain situation, namely when a letter
arrived in their mailbox. Of the six informants, only one could provide some kind of coherent
description, whereas the others had a very fragmented picture of the mail system
(Hjalmarsson, Oestreicher et al. 1989). Even so, it turned out that the informant who provided
a picture did not give a description that would be useful for the design of a new system.
In a second study (Wærn, Malmsten et al. 1991) subjects were asked to provide a description
of a mail system that could be used to teach a novice user the task of sending mail (using a
teach-back method). The explanations consisted of short and very meagre descriptions of
declarative knowledge. Very little procedural knowledge was given, which might be the type
of knowledge that could help someone learning a system. Many of the traditional methods
used for task analysis use variations on these two methods (interviews and teach-back
sessions) complemented with the reading of work descriptions, and that the analyst performs
the task him- or herself (Diaper 1989; Shepherd 2001).
Observations provide largely procedural knowledge about the task. However, the declarative
knowledge, i.e. the knowledge about the task is likely to be missed or excluded from the
descriptions. The procedural knowledge is also at risk of being fragmented, thus not providing
the whole picture. In interviews the explicit knowledge about the task is more readily
available, but there are still problems with tacit knowledge or simply forgotten or overlooked
information. The structuring of the interview results may also be quite difficult. Both
observation studies and individual interviews are also time consuming, both during data
collection and during compilation and analysis.
In software engineering contexts user groups are often gathered in order to elicit information
or confirm design suggestions. However, these meetings tend to be less efficient when it
comes to concept definitions. Other group-based methods, used for organisation and activity
analysis were also considered, especially the SISU–model (Willars 1991) where participants
work in groups to finally agree within the group on the goals for the business, the necessary
information flows for the company, and finally on the concepts which are necessary for the
work. This type of group interview has provided good results, but one acknowledged problem
has been the communication of the results to the colleagues who have not been attending the
sessions.
The conceptualisation of terms in a computer system is a difficult matter, as described in
previous section. It was not clear how the concepts should be defined, in order to be
acceptable by a larger group of users. Regardless of the more philosophical definitions of
tasks we worked on a more practical definition of a work task. The focus was on finding the
necessary components that would allow for a working definition of a task. Central issues
were:
• What happens before, during and after a task, or parts of it have been performed?
• Which objects and concepts are used when the task is performed?
• In which context is the task to be performed?
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information that was needed according to the scheme. Note that there is no mentioning of
procedural aspects. Functional aspects describe the needed functionality, rather than how
things are performed in the system. Based on this scheme a set of interview questions was
created to cover the required information need.
3.2.1.1

Method

For the GCD study a set of questions were developed in advance and used in a specified order
as a framework for the session. The questions used in our study were all concerning
conceptual rather than procedural aspects, but this was only a choice made for this occasion,
the GCD method might just as well address procedural aspects. The method also suggests
using at least one follow-up session where details that have been uncovered in a previous
session might be described further.
For each of the studies a group of five people was selected. One of the studies involved
software engineering students, the other students of behavioural sciences. Apart from the
participants, two session guides were present in the room, one computer scientist and one
work analyst. Their role was to guide the session so that the desired aspects of the system
were covered. They did not participate in the analytical or constructive processes. The session
was videotaped and the result on the blackboard was photographed at regular intervals for
documentation purposes. The process is very similar to Focus Group interviews, where
conceptual definitions are created with the use of external memory support, such as Post-It
notes, and black boards.

Figure 8. A scene from a GCD session, where the Post-It notes have been arranged to form a structure. One of
the session guides can be seen in the background of the picture.

Initially the participants were given a questionnaire asking for background data, such as age,
education, work and computer experience, etc. Only after that were they given the full details
of the session, such as the area of work (e-mail handling at the work place), the kinds of tools
available for the discussion (Post-It notes, pens, white boards) and the procedure including
the amount of time available for the session (45 min).
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The session started by one of the guides stating the first question, which was also posted on
the white board. Then the group discussion was initiated, and whenever a concept came up in
the discussion, it was to be posted on the white board using Post-It notes. The notes could
be rearranged, or even removed. A typical interactive scene is shown in Figure 8. There it is
also possible to see annotations added to the notes with pens on the white-board. Alternative
answers could be posted, and there was no requirement that the group should show a
consensus in the displayed results. At regular intervals (5 min), a new question was added on
the white board, and the discussion was guided in that direction.
After the session, all participants were given a new questionnaire, where they stated their
appreciation of the results, and their experiences of the collaboration during the session.
Meanwhile, the guides selected some video sequences from the tape, with sessions of special
interest, where there was a need for some explanations and commenting. These video sessions
were then reviewed by the group and opened for commenting by the participants during a
more informal discussion.
3.2.1.2

Results

The GCD method was tried in two studies, where the conceptual framework for an electronic
email system was investigated in detail. The participants were students in both cases, one
group from the computing science programme and one from the psychology programme.
After these two sessions it turned out that the desired information was easy to access for the
participants. In Figure 9 a sample of a structure from the white board is displayed. This figure
shows an attempt by the participants to distinguish between a set of mail-related concepts.
This type of distinction was typical for the information that we tried to find in the sessions.

Figure 9. A sample object structure developed during one of the GCD sessions.

In general, the participants seemed to be satisfied with the results from the discussions and
showed a feeling of actively contributing to the results. They were also in general positive to
the activities and some confessed to have gained a new perspective on the context studied.
The material from the study consisted of pictures taken from the white board, the video taped
material, and the notes taken by the session guides, both during the group discussions and the
informal follow-up discussion.
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The analysis of the material started by noting all concepts that were mentioned or noted
during the session. The pictures of the white board were rewritten as structures. This was
done for the groups in separation. The concepts were then grouped according to the question
that triggered the concept, and also in alphabetic order. The concepts were then structured in
terms of main concepts, related concepts and concept attributes. An example of such a list of
concepts and concept attributes is displayed in Table 1.
The concept “Letter”

The concept “Letter” (cont.)

Speed

can be sent different paths
fast delivery
express delivery

Visual
appearance

number of bytes (sic)
paper
brown
coloured envelope
square

Content type

business letter
formal/informal
letter with questions and
answers

To whom?

to anyone
to organisations
to companies
internal letter

Other objects
related to letters

daemon (automatic agent)
wastebasket
stamps
post man

What is not a
letter?

Greetings
text files
offers
parcels

Table 1. An example of extracted concepts and their connected attributes.

The results in terms of verbal and graphic descriptions of the concepts were then collected for
two types of usage: as a control tool, to see whether the results are a correct understanding of
the conceptual model for letter writing, and as a foundation for a discussion of a suitable
computer support.
3.2.2 Concept Modelling
One possible way of using the results of the GCD method for these purposes is to create a
model of the work (system) and use it to simulate the final system. The feedback from the
GCD method to the potential users is an important part of the method, in that it is an
evaluation of the conceptualisation expressed in the result. The ideas around this kind of
conceptual modelling tool constituted the starting point for the LOGPAD system described in
the next part of the thesis. The system focused on explaining the concepts, basically focusing
on the functional aspects of the concepts, i.e., how is a certain concept used in a certain
context. This means that rather than exploring an explanatory conceptual model the system
was designed to explore an understanding based on the behaviour of the objects in the system.
As we will see later on in the thesis this approach opens up for a more general way of
describing a system.
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Part II:
Formalising the
User’s Conceptual Model
Based on the following articles:
Oestreicher, L. (1990). Logic descriptions in rapid prototyping of applications. HumanComputer Interaction, Cambridge, U.K., North-Holland.
Oestreicher, L. (1991), Executable Formal Descriptions for Software Design: Logic and
Logic Programming as a Design Tool, Ph. L. Thesis, Computer Science Department, Uppsala
University, Uppsala.
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4

Formal Modelling of Users’
Conceptual Models

In this chapter I will suggest the use of a tool for conceptual design as a support in the design
of task oriented computerized tools, using the results from the GCD method mentioned in the
previous chapter. The modelling in this tool is done in such a way that the essentials of the
original task are kept in focus, and still being relatively easy for the user to recognize. The
tool has a potential of being used for communication of the design and implementation ideas
between members of the design team. The usefulness of this kind of tool has been shown in
an experimental study using a prototype. The overall aim in using this kind of support is to
reduce the risk of introducing errors by conceptual miscommunication in the design of the
final implementation.
This part of the thesis work is fairly old, which means that the application area as such, is no
longer very interesting. However, the main result of the investigation is still important,
namely that it is possible to create an executable model of an application area, from an initial
task analysis. The executable model is built from a formal specification, in the form of a
library where the basic actions are formed from the essential activities of the task description.
This structure will be taken one step further when we discuss task patterns in chapters 8 and 9.

4.1 Formal Task Models
The main hypothesis in this chapter is that a formal model, which is clear and intelligible, can
be used as a communication medium, e.g., between system designers and users both in task
design and evaluation. The problem will in part be approached as issues of knowledge
representation and knowledge presentation. One expected result of this modelling could be an
increased common understanding of the properties of the system discussed among the
participants. Such a common understanding is necessary in order to have an efficient working
design team.
However, it is also reasonable to assume that there will always be members of a design team,
e.g., task analysts, managers and end-users, who cannot, neither at present nor in future design
situations, be expected to be well acquainted with formal descriptions. On the other hand, at
53

some point it is necessary to transfer the design suggestion into a formal description of the
system11. It would therefore be beneficial if there were a possibility to build conceptual
descriptions that have a strong formal base – ensuring development stability – which
simultaneously incorporates a possibility of explicitly showing the structure and function of
the design – ensuring task or command communicability. Such conceptual models can be
useful in at least two ways, first evaluated for truthfulness towards the task analysis and later
towards the implemented system.
A formal description language that is suitable for this kind of development has to have the
possibility to capture the important features of the domain and task specifications while
retaining strictness and formality. It will be shown that the description language chosen for
the example in this thesis can represent facts on a primitive general level using concepts still
strongly connected to the task domain. The resulting specifications can be shown to capture
the details of the task analysis, as well as to constitute a program specification in the same
representation. Furthermore, since the description language can be executed as a program, it
can be used as a base for a rapid prototype, or more correctly expressed, for a rapidly built
prototype of the functionality.
Hence, the same basic representation can be used for these different purposes in the process.
This means that there is no need for any extensive translation between different
representations of the design. It is thus possible to reason about the program specification or
the task analysis in the shape of the prototype.
4.1.1 Verifying the functionality compared to the task
One purpose of a design tool is to provide the means for verifying the functionality of a
system with respect to the original set of tasks. In software engineering contexts, this is often
referred to in terms of validation and traceability. The aim of the first steps in the design
process will be to have a system oriented description of the task that can demonstrate the
properties of the task described and make it possible to functionally compare the system to the
task. To be useful in this respect the tool has to facilitate a verification of that the formal
description actually follows the task in its details or at least that it reproduces the intention of
the task. Many errors are introduced in a design even before a program specification has been
settled and it is therefore valuable to have a way to verify that the formal specification at least
follows the initial task specifications.
The actual verification can be done in two ways:
1. The task specification can be executed manually by going through
operation after operation in the task “manually”. The result of this
procedure can then be compared to the corresponding procedure in the
formal specification also performed by hand. If the results of the two
procedures are equivalent, it is reasonable to say that the procedures agree
on the definition of the task. The procedures themselves need not be
identical, as long as the results agree with each other. This is a primitive,
but useful method for comparing processes, which works well for smaller
applications.
2. The second possibility involves using the computer for automation of
tiresome parts of the task verification. The task specification still has to be
executed by hand, but it is possible to use an executable conceptual model
for comparison. The model can then show the effects of the operations in
terms of how the objects and their relations change over time.
11

A computer program can be regarded as a formal specification of a “soft” problem.
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It is apparent that it is worthwhile to strive for the development of a description that, apart
from being studied on paper, also can be executed as a running model of the system, i.e., as a
prototype of the functionality, since it is possible to achieve a better understanding of the final
system through execution. The execution can of course be combined with a visual
examination of the description.
4.1.2 A rapid prototyping tool
Another purpose of the design tool is to explain the design to prospective users, possibly in
the form of a rapid prototype, using meta interpretation of the description for the explanation.
The same description can thus serve two purposes, merely by the use of different
interpretation methods. A to some extent similar idea for program development has been
suggested early, e.g., by Davis (1979; 1982), but only for the design of smaller programming
tasks.
If the formal description is evaluated as described under point 2 above, it will essentially be
interpreted on the object level. However, if the description can be interpreted by a meta
interpreter, this adds capabilities of explaining the effects of operations by means of textual
output or preferably in pictures or animated sequences. Meta interpretation can therefore be
useful, not only as a rapid prototyping approach, but also as a complement to ordinary
interpretation of the description, i.e., as a help in evaluating the design. If the description is
interpreted on a meta level it can help the designers to ensure that the description actually
describes the task.
This use of the description is more or less a consequence of the previous. If it is assumed that
an interpretation of a description can demonstrate the functionality of the system, it is close at
hand to investigate the possibilities to also actively show this functionality towards users and
thus use the description as a rapid prototyping tool. Note that the interpreter is not intended to
show the final appearance of the system on the screen – the presentation interface – which is
the aspect most often used in rapid prototyping. However, it is just as essential to get an
estimate of the acceptability of the functionality, as it is to estimate the acceptability of the
presentation interface.
4.1.3 An implementation specification
The third purpose of the design tool is to provide a formal base from which it is possible to
develop the implementation or at least an implementation specification. If it is possible to
transfer the conceptual description into a description more aimed at describing
implementation issues, this can be used to give an implementor an indication as to how the
implementation can be achieved. There are two ways in which this can be achieved. One way
is to give the description a clear procedural interpretation; another is to give the programmer
suggestions for the implementation structures and algorithms. These goals are primarily
reached by applying transformation rules to the conceptual description. Through these rules
the different types of objects are related to corresponding abstract data structures. The objects
can thus be formally converted into more strict descriptions that are easier for a programmer
to use as implementation specifications.

4.2 Problems in formalisation
The intention of a description is to give a proper and useful characterization of objects and
their relations in the universe of discourse. When a natural language is used for the
description of a problem we have a vagueness or approximation that is imposed on the
problem by the language. Furthermore, a translation of the natural language description into a
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formal description can in itself only be of an approximate character. The latter approximation
is in Tarski’s words:
“...thus, for all natural “spoken” languages - the meaning of the problem is more
or less vague, and its solution can have only an approximate character. Roughly
speaking the approximation consists in replacing a natural language (or a portion
of it in which we are interested) by one whose structure is exactly specified, and
which diverges from the given language “as little as possible”.” (Tarski 1944, p.
58).
These two kinds of approximations direct us towards one of the more important and
interesting parts in the construction of a formal description, versus the issue of finding a
suitable representation formalism that can cope with these approximations in an acceptable
way.
First, it is desirable that a formalisation should remove as little as possible from the natural
language description, but still encourage a well structured formal description and allow for
sufficient specification in its details. The designer has several, sometimes conflicting goals
with the description and the description language should help the designer to fulfil his or her
tasks. The choice has to be a trade-off between a representation, which is suitable for the
functionality presentation and a representation, which is suitable for implementation.
Second, somehow the meaning of the representation has to be correctly reflected back to the
user, so that the adequacy of the representation of the natural language specification can be
studied as well as the approximation of the specification.
4.2.1 The description language
Closely connected to the problems of capturing the interesting objects and their relations in a
formal description is the problem of relating instances of these relations, i.e., situations or
states of the description, to each other. It has been suggested to use logic for the modelling of
conceptual structures (Hagert 1986) mainly due to the well-known formal properties of logic
and for the possibilities of using logic as a programming language. Although there are
temporal aspects of the modelling work, and thus temporal logic might have seemed more
appropriate, first-order logic was chosen as a representation language (see Kowalski and
Sergot 1986, for a discussion on logic representations of events).
First-order logic is a formalism that has treated the problem of knowledge representation and
knowledge use through model theory and proof theory for a long time. For our purposes it is
tempting to make use of some of the vast experiences from the development of logic,
especially first-order logic and its properties. Hence, our choice of representation language is
first-order logic and, in particular, Horn clause logic. The latter notation is suitable for logic
programming, i.e., running logic specifications as programs, a property of significant value
for the work in this thesis. The logic programming language used for the design of the studied
mail system is Prolog (Colmerauer, Kanoui et al. 1973; Kowalski 1974; but see also Clocksin
and Mellish 1982; Sterling and Shapiro 1986; and Edman, Eriksson et al. 1989).
It is possible if not always easy to transfer many aspects of world descriptions into a logic
representation (cf. Haack 1988). It is also possible to choose suitable interpretations of the
relations expressed in the language. It is customary in logic programming to use symbols
connoted to the intended interpretation of the logic expressions, which thereby become closer
to the natural language counterparts, and we will stick to that custom.
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The task analysis presented in Table 1 is primarily declarative to its nature. Logic expressions
are intrinsically declarative, although there is a procedural reading of Horn clause relations
(Kowalski 1979). Thus, once the world has been described in terms of Horn clause logic it is
possible to use this declarative description as a program, i.e. to derive conclusions from the
description by executing the set of clauses. This property of Horn clause logic is utilized in
this work.
4.2.2 A sample scenario
To illustrate the modelling ideas in this chapter before we continue to a more complex
modelling domain in later chapters, we will study an electronic mail system, which has a
limited functionality. The example is fairly detailed even in the parts that regard the task
analysis, although the task analysis does not belong to the description construction process.
The domain of electronic mail systems is well investigated in Human Computer Interaction,
which also means that difficult properties of both simpler mail systems (Jørgenssen 1987; van
der Veer, Groenendijjk et al. 1988) as well as more complex systems (Wærn, van der Veer et
al. 1988; Hjalmarsson, Oestreicher et al. 1989; Wærn, Lantz et al. 1992) are known
beforehand. Although doubts could be raised whether the domain has anything new to bring
to research, it still contains several important properties, which merit its consideration. The
fact that it is a well-investigated domain ensures that it constitutes solid grounds for
verification of experimental developments.
There are some initial requirements on the user directed functionality:
• Each user works alone in his office, i.e., there is no sharing of work space.
• There is no shared file space.
• Every user of this program works independently of other users of the program.
• The tasks are independent of each other.
• All kinds of tasks should be possible to perform in any order, apart from finishing the
“super task” of managing mail.
This special example program will not consider other concurrently logged on users’
behaviours, neither will it consider the underlying file system structure. Such properties of a
system are of course possible to include in the description, but the purpose of the example is
to illustrate the principles and therefore such unnecessarily complicating details have been left
out of the mail system.
The ideas for a construction of a system description presented here presuppose a detailed task
specification, which results from a detailed task analysis. Such task analyses are presumed to
be worked out by psychologists or task analysts, and should strive for a detailed account, as
complete as possible, of the needs of the expected user of the system. It should therefore,
apart from pinning down details of the tasks, facilitate a more thorough penetration of the
domain, in order to find suitable scenarios and investigate the nature of the objects that are
relevant for the system with respect to the tasks, and the relationships that exist between these
objects. If these goals of the task analysis are fulfilled we would have a perfect task analysis,
but a task analysis, which is derived from investigations in actual work situations is generally
in need of refinement, possibly through an iterated process.
4.2.2.1

The task analysis used in this example

The starting point for the development in this chapter is a sample task analysis made in the
traditional sense by Gabriel and Lamersdorf (1986). One result of their work is a collection of
the possible types of actions that should be covered by mail systems in office contexts. This
list of desired functions is long and detailed insofar as it is describing a large set of subtasks in
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the normal mail handling task, but from the viewpoint of computerization it is also obvious
that 1) some functions are necessary to add to arrive at a usable system, 2) the functions also
need to be described on a level of abstraction that involves more detail. This does not mean
that the task analysis by Gabriel and Lamersdorf is incorrect or poor, but rather that it is
insufficient for the transfer of the tasks onto the computer medium (for some additional
examples of this problem in other areas, see, e.g., Wærn 1989, p. 125).
Task

Results when the task has been applied

get letter from
new mail

The letter on top of the pile of new letters has been moved to the
place for working.

get letter from
old mail

The letter on top of the pile of old letters has been moved to the
place for working

throw away
letter

The letter that has been selected most recently has been moved to
the wastebasket.

destroy thrown
away letters

All letters in the wastebasket have been destroyed irrevocably.

retrieve letter

The letter that has been moved to the wastebasket most recently
has been retrieved. The letter has been placed on top of the pile of
old letters.

archive letter

The letter that has been selected most recently has been stored on
top of the pile in the drawer with the name given as argument.

prepare letter for The letter that has been selected most recently has been forwarded
forwarding
to the user whose name was given as argument. The new letter has
been put on the outgoing mail pile.
prepare letter for An original letter has been prepared to be sent to another user and
sending
placed on the outgoing mail tray. The name of the addressee has
been given by the “user”. The new letter has been put on top of the
outgoing mail pile.
send prepared
letter(s)

Letters that have been put on the outgoing mail tray have been
sent, and cannot be accessed.

leave mail

The task of mail handling has been finished, and the mail context
has been left.

Table 2. The sample task set derived from the task analysis made by Gabriel and Lamersdorf (1986).

Functions that need to be added are, e.g., functions for finishing the mail handling task (i.e.,
leaving the mail system), for meta communication and especially help functions (cf. Fisher,
Lemke et al. 1985; Lewis 1986) and possibly also different types of training systems (cf.
Desmarais, Larouchelle et al. 1987). The actual use of help functions is of course not included
in the task, but help functions will be needed in any system, even fairly well designed (Fisher,
Lemke et al. 1985). The task analysis used in this thesis also dismisses the important problem
of labour division between man and machine. We will not go into any discussions on this
problem but merely recognize its importance in the area (Price 1985; Wærn 1989)
For the example a smaller set of the most important tasks together with the additionally
needed functionality has been selected, since the complete set of tasks given by Gabriel and
Lamersdorf (1986) is well beyond the scope of intent with the example. Taken together, the
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smaller set of tasks displayed in Table 2 constitutes the essential kernel of an electronic mail
system. Very complex mail system environments can be built using a mail system kernel like
this as a lowest level providing the most basic functionality, by adding higher level
functionality on top of the given functionality.
4.2.2.2

The initial task specification

The task analysis results in the list of tasks and terse descriptions (Table 2) of the results from
applying these tasks to an environment. This task description has to be completed by
considerations that emerge from a thorough examination of the universe of discourse and the
definitions of objects. The tasks in the table have been ordered in groups that have some
(task-based) similarity, in order to increase the holistic view of the designed system.
An example of problems, which need serious consideration by task analysts as well as by
software designers, is the use of common sense notions like, e.g., the deletion of letters. How
do people behave when they throw away letters in a “real” world situation? In fact, very
seldom the letter is thrown away immediately in such a way that it cannot be retrieved after
some time. It may be thrown into a wastebasket that is later emptied, either automatically by
the cleaning staff or by the “user” of the office him- or herself. The task of throwing away a
letter therefore may therefore have to be conceptually split into two separate tasks, one, which
merely removes the letter from the work area, and one, which finally destroys it. This also has
the further consequence that it will be possible to incorporate a further task to retrieve letters
that have been thrown away if desired.
The more general conclusion to draw from this example is that it may be necessary to
consider the understanding of common notions (as, e.g., “throw away”) during the phase
when the task analysis is made and evaluated. Finding the right connotation of words is a
difficult problem, especially when “obvious” concepts are involved. We cannot assume that
there are exact meanings attached to this kind of notions, as indicated in a study by
Oestreicher (1987, pp. 29 – 31). It is also important to realise that more mnemonic names of
commands do not necessarily lead to a better understanding of a system if the concepts
themselves are unclear (van der Veer, Groenendijjk et al. 1988; Wærn, van der Veer et al.
1988).
The descriptions in a task analysis are primarily goal oriented in order to achieve an
essentially declarative description of the tasks. If a description of an event has a high degree
of declarativity it means that the description tells little about the procedure used to achieve a
certain effect, but concentrates on the relations between the start and goal states. Through a
declarative description it might in some cases be possible to achieve a better understanding of
complex events and systems. The use of declarative environments for a better understanding
of the effects of commands has been discussed in Oestreicher (1987) and in Hagert, Hansson
and Oestreicher (1987). If the tasks can be defined in this way – concentrating on the start and
goal conditions for the task – it also means that it is possible to disregard the procedural
structure of the task until later stages in the design, which may be advantageous.
When Table 2 is studied carefully, it is more or less evident that there are still options that are
unclear or even not mentioned. There are also details which are not defined in the tasks in
themselves, but which have to be defined from the environment where the task is realised. As
an example we can take a look at the two tasks called get letter from old mail and get letter
from new mail in the table. It has, for example, not been mentioned how to select the letters to
be read yet. This is a consideration that may affect such details as the order in which the
letters in the mail box will be read after a certain set of commands have been given to the
system. In the real world situation a person settles this choice more or less without thinking
about it, since it is determined by conceptual and contextual factors. In the specification for a
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program it has to be defined by the designer or the design team in collaboration. This is a
good example of decisions, which gain from being settled through a close examination of a
universe of discourse.
Additions or changes that are made during this iterative process have to be registered
continuously in the task analysis as well as in the specification. Any disagreement between the
task analysis and the specification will show up as an erratic behaviour on the behalf of the
model. This is in accordance with the ideas of traceability.
4.2.2.3

The universe of discourse

Any software system has to be seen as a part in a larger context, the universe of discourse in
which it is supposed to operate, or universe for short. Through an agreement on a fixed
universe of discourse it will be possible for the members of a design team to fill in many of
the missing details in the task specification. The universe of discourse is an abstraction of the
setting used for the computerized tasks. It will be used to make the task definitions more
“complete”. At this stage of the development it is only an approximate assumption of the
concepts involved together with possible relationships between the objects. The intention is
that a universe of discourse should make it possible to concentrate on the structures and
relations between the objects in the system. It is not intended to give a detailed picture of the
system and certainly not a suggestion for the presentation interface, but can be used as a guide
when details in the functionality are discussed.
This choice of universe is just one of several possible. The actual model It is important that
the universe and the set of tasks agree, that is, that all tasks can be performed in the universe
setting in any required order. This requires members of the design team to strive for a view on
the set of tasks, which is founded on the universe of discourse. If the understanding of what
happens in the system is wrong or causes inconsistencies because of the choice of universe, it
may cause the final implementation to become inaccurate. If details are missing there will be
a need for filling in details later at some point in the description. The interaction between the
development of the task analysis and the construction of the new design necessarily has to be
an iterated process of successive refinement. During this phase of the design much of the
responsibility for the production of an analysis and specification is put on the task analyst.
4.2.2.4

Objects in the simple mail system

So far the definition of what is an object12 has been taken ad hoc. However, in this section
they will be defined more specifically. A simple definition of objects in an artificial
intelligence context has been given by Genesereth and Nilsson:
“The notion of an object used here is quite broad. Objects can be concrete (e.g.,
this book, Confucius, the sun) or abstract (e.g., the number 2, the set of all
integers, the concept of justice). Objects can be primitive or composite (e.g., a
circuit consisting of many sub circuits). Objects can even be fictional (e.g., a
unicorn, Sherlock Holmes, Miss Right). In short an object can be anything about
which we want to say something (Genesereth and Nilson 1987, p. 9)
A similar definition is also recently given by Negnevitsky (2005, p. 382):

12
Note that we do not want to use the common software definition of object, as in the object-oriented
programming/software engineering paradigms, where an object contains not only its own definition, but also
methods that are relevant for its manipulation.
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“Object: A concept, abstraction or thing that can be individually selected and
manipulated, and that has some meaning for the problem at hand. All objects
have identity and are clearly distinguishable. Michael Black, Audi 5000 Turbo,
IBM Aptiva S35 are examples of objects.”
These definitions of the term “object” are general but catch the idea behind the construction
of a description, viz. that the objects are the entities about which we want to say something.
The tasks are then defined in terms of changes in the relations between the objects. Therefore
it is important to find and correctly characterize all the objects about which we want to
reason. This is preferably done in two steps. First an intuitive characterization of the objects
has to be given using the universe of discourse (such as the graphic description in Figure 10)
as starting point. Next these characteristics have to be formalized in a manner so that they will
be useable in the context of a formal description. This work has to be done in cooperation
with task analysts and designers, so that this formalization does not hinder the intuitive
understanding of the universe and its objects.
The number of objects used in the mail system can be limited to a small set, e.g., old mail
pile, new mail pile, out-going mail box, current place for a letter, letter, storage drawers and
the wastebasket (the storage drawers may be multiple, but still count as one kind of place).
Nevertheless, several considerations are needed for each object involved in the operations.
These considerations also have to be thoroughly reflected in the formal description. In section
4.3 it is shown how the relations between, and the structures of the objects involved can be
defined more strictly and given more formal definitions.
The first informal specification given by the task analyst may have the following appearance.
• The basic object is the micro world in which the tasks are to be performed. In this case
we may think of the world as a room or an office work place.
• In the world there is a desk and a wastebasket. On the desk there are three piles of
letters and a place for working with letters. Of the piles there is a pile of old, processed
letters, a pile of new, incoming letters, and finally a pile of letters that are to be sent away.
• Piles can only contain letters.
• The waste paper basket has been simplified to be a pile of objects, although it may be
more natural to imagine the contents of a wastebasket as an unsorted heap of objects.
• A letter is an atomic object, i.e., it is not possible to decompose.
• Under the desk there are drawers for archiving purposes. The drawers may be several
and have specific names. They contain piles of letters.
The appropriate choice of objects and the structure of the objects are important for the final
definitions of the functionality of the system. The definition of the letter is an example of
where it might be possible (and/or necessary) to increase the granularity, so that, e.g., the
message and the address are separated in the letter.

4.3 Formal specification of the universe and tasks
In the following it will be shown how a designer might proceed to formally define the world
of interest and the relations between objects in this world. In this chapter we will develop the
basics of a formal description. The concepts and relations given in the task specification will
be reflected in the universe of discourse. Parts of the natural language description, which are
less well specified or not mentioned can be resolved from observations of the constraints in
the universe of discourse.
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4.3.1 An example of the representation problem
Let us study the task Get letter from new mail in the task specification (see Table 2 on page
58) in order to reveal some of the problems and their solutions of getting a formal
specification from an informal one. This task is intended to provide a way for the user to
access the next letter in the pile of new mail. A slightly more extensive natural language
description of this task is:
“The letter on top of the pile of new letters has been moved to the place for
working.”
At first sight, this task seems fairly simple. Only two objects, a place, and a single action
(indicated by the expression “has been moved”) are involved. However, the designer has to
uncouple from a shallow intuitive understanding of the natural language description. There
are several aspects that are only implicitly understood in the description.

Figure 10. One example situation from the universe of discourse.

Although this particular example has been constructed, similar weaknesses will turn up in a
real design situation. In part, these problems are due to the approximate characteristic of
natural language expressions, and the following translation into a formal language. In part,
they are due to the difficulty of catching every aspect of a more complex task. Moreover,
sometimes these aspects are so immediate or trivial that the user or the task analyst neglect
mentioning them. These problems can be compared to the problem of constructing a mental
model of a more complex object or procedure (Johnson-Llaird; Norman and Draper 1986;
Norman 1988). This can be especially difficult if the situation is unusual to the observer (for
two good examples see Mayer 1983, pp. 207). For example, this task description in natural
language only defines the “main part” of the task explicitly. In a complete description of all
possible cases there might be several alternative actions as well as alternative conceptions of
some of the aspects of the task. Eventually, a designer has to present a formal description that
is sound and complete as well as work out alternative descriptions for different equally
plausible conceptions of the task specification.
Let us continue the discussion by depicting the relevant part of the scenario, i.e., the parts that
are explicitly involved in the task, for a particular situation when there is one letter at the
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place called Current13, a pile of eleven old letters and a pile of four new letters (see Figure 10
for a sample picture of this scenario).
As can be seen we have depicted an object “old mail pile” at a place named Old, although it is
not explicitly mentioned in the text, an object “new mail pile” at a place named New, and a
place for working named Current. All of these places are on the top of an object that we can
name DESK.
We would expect that a thorough analysis of this specific task would reveal changes and
extensions to the task specification. In particular, the “extreme” cases of the task need to be
focused on. A major source of programming errors can be traced back to malfunctioning
treatment of limit cases, or bad exception handling. There has been a development of heuristic
rules to avoid such possible traps in programming tasks (Soloway and Ehrlich 1984) and in
the development of the design some heuristics will be devised for this purpose.
In order to arrive at a “correct” formal description of a task the designer can be guided by a
criterion on informal correctness. This criterion can be divided into two parts: one
characterizing the informal soundness of the representation and the other an informal
completeness of the representation. The informal soundness criterion relates the expressions
of the logic representation to its counterpart in the model world of the task specification. The
in-formal completeness criterion relates all the specific situations of a task of the model world
of the task specification to its counterpart in the logic representation of the task.
So, we argue that from a methodological point of view, the designer has to construct a
detailed model world of the task specification in the form of, e.g., depictions combined with
texts towards which he can develop and relate his formal description. This detailed model
world should be developed to serve two connected purposes, viz., to be used as a basis for the
informal correctness of the representation as described above, but also to be used as a basis
for a presentation of a design proposal to the user. For instance, the latter purpose can take the
form of visualizations of a prototype’s task solutions, where the prototype is the executable
part of the design proposal.
Let us examine the working place named Current somewhat closer. The normal action to take
when it is desirable to avoid building up a pile of papers is to move away the letter we worked
on last, before we put the new letter on the desk. This situation has not been mentioned in the
task specification (either since it was not foreseen or since it was considered trivial at the time
the task was charted). However, there might be situations where there is no letter at the
working place, and therefore at least two different routines will be needed for the task to be
carried out according to the task specification. In the work to carry out the task specification it
might not have been plausible to consider the case of moving a nonexistent object, but in the
computerized setting the occurrences of such situations have to be determined in advance.
This is an example when a designer's knowledge of computers and a task analyst’s knowledge
of the task can conflict. However, this type of problems arises naturally in most
computerizations of problems involving users and task analysts with only minor knowledge of
computers, but it has to be attacked and revealed, somehow.

13
The notation will be explained in section 4.3.2, but for now it will be sufficient to know that underlined words
denote places and uppercase words objects.
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Start

Goal
The normal case

Start

Goal
The working place is empty

Start

Goal
The new mail pile is empty

Figure 11. The three alternative scenario versions that will affect how the task Get New Letter is performed.

In order to bring the discussion forward we will now suppose that the designer decides that a
natural understanding of the task is a pre-emption of the place for working before the new
letter is added. The former task specification could now be replaced by a new specification as
follows:
“The letter on the place for working has been moved to the top of the pile of old
letters. The letter on top of the pile of new letters has been moved to the place for
working.”
This change or addition has to be made in the task specification. By this, the complexity of
the task has been made more explicit. Now there arises a natural question about sequential
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ordering of the two movement relations, the answer to which has to be explicitly incorporated
in the implementation of the task. All in all this results in three different cases.
Three alternative situations of this particular task are depicted in Figure 11. Thereby we
indicate one possible model of the task specification in a level of detail from which the
designer can construct a formal description. In fact, the last of the alternatives is only one of
two equally possible conceptions of getting a new letter when the new mail pile is empty. The
alternative understanding is that the letter, which is at the place Current is left at its place and
the whole task is a non-operation.
In order to work out the logic representation of this specific task it is necessary to find
appropriate concepts that denote objects and relations among objects. Furthermore, we have
to find a common basis of primitive relations from which these relations can be composed
into the desired task relations.
4.3.2 Notational conventions
Some notational conventions will be used throughout. Before the more formal descriptions
are approached it is necessary to define the notation in a more thorough way. Apart from the
normal logic conventions the following additions will be used to distinguish different parts in
the descriptions:
Predicate_symbols are written using initial capital letters
variable_symbols (objects) are written using lower case letters only
variable_symbols (places) are written using lower case letters and underlining
connectives (, ) are written using logic symbols
CONSTANT_SYMBOLS (objects) are written using capital letters
Constant_symbols (places) are written using initial capital letters and underlining
The choice of conventions is merely a help to read the descriptions, and follow the notation of
predicate logic to some extent, but are otherwise arbitrarily chosen.
4.3.3 Places, Objects and Structures
The designer has to be able to give a more strict definition of the objects, their properties and
relations to other objects in the world in order to transfer the description of the world into a
formal language description. One starting point is the task specification and object definition
provided by the task analyst. Before the strict definition can be given to the objects in the
world it is necessary to regard the structural components with the help of which the
representation of the universe will be structured.
Sometimes there is a need to refer to an object without knowing its name. In everyday speech
this is often done by referring to objects as being at certain locations or places (we will in this
chapter refer to locations as places, but see, e.g., Topp 2008, for a more extended discussion
on this problem).
Compare this to a similar everyday conversation expression, e.g., “give me the newspaper on
top of the Chinese chest” a phrase used to refer to a specific object although we only know its
position and not the identifying name of the object. We use this to specify a specific object in
a specific situation. However, the object referenced can be any object, as long as it is uniquely
specified by the place. This is a useful and normal way of referencing in everyday language
(see e.g. Donellan 1966), which can be used successfully in this context as well.
In normal conversation there is sometimes a certain carelessness in distinguishing between,
e.g., the object and the places that an object provides. It is necessary to be able to catch such
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implicit distinctions we use in the natural language description to minimize the possibilities of
distortion.
Each object provides the universe of discourse with a set of places for other objects. The desk,
e.g., initially provides a set of places for piles of mail and some extra places for saving
correspondence and work. Some objects can provide a dynamic (extendable) set of places
when needed. The places are unique entities referenced by names. Every place can hold any
type of objects unless otherwise stated in the description. Objects that reside in a place are
distinct (but not necessarily unique). The reasons above justify a use of “place:object”pairs as conceptual units along with the singular “Places” and “Objects”.
The more complex objects have internal structures. A pile, e.g., is composed of smaller
objects, which are put on top of each other. A desk has several places, which do not have any
ordered relationship to each other. These two types of hierarchical structures are different in
the way they can be perceived. In the description two different “relation”-operators14, “+” and
“”, will be used to specify structural relations. The “+”-operator can be regarded as relating
objects to sets without a prefixed order, i.e., not specifying in detail how the objects are
related to the set, but merely that they belong. The “”-operator, on the other hand, specifies a
structural component in the relation. This structural component is the notion of “on top of”.
Thus, for example, when we put an object on top of a pile of similar objects the order in
which the objects lie in the pile will be important. In all the relations the syntactic order is
“object-operator-combined object”, so the combination “letterpile” can be read as “letter
on top of pile”.
The difference between “+” and “” can be demonstrated by a small example. Suppose we
have a pile of papers and think of building the structure “new_paperpile”. Then if we are to
move the pile, we actually move the old pile and the new paper together as a single pile. If we
think of moving the paper “+” the pile, it might be conceived of as moving the pile and the
paper as two objects. Addressing an object as being on top of () an object rather than on (+)
an object therefore signals a belongingness of the object to the object it is on top of. Similarly
it would be possible to add other structural relations to the description language, e.g., “”
which could relate objects to a place at the bottom of the structure (i.e., in a place at the
bottom of a pile).
4.3.4 A formal characterization of the universe of discourse
It is now time to see how a more formal characterization can be given to the objects and their
places using the structures and constructs indicated. Such a characterization will help the
designer construct the description according to the task specification. The designer will have
to make a choice of description granularity. If the description shows too much detail, i.e., if
the granularity of the description is too fine, it may cause representational and filtering
problems (cf. Genesereth & Nilsson 1987), e.g., when the design has to be shown to a user.
On the other hand, if the granularity of the description is too coarse the description will not
allow for the explanation of details, which therefore become hidden by the “grain size”, e.g.,
in the description aimed towards an implementation specification. Often there has to be a
trade-off in this respect between user directed presentation and implementation needs.

14

In a way, the term “operator” is misleading, since it serves the role of a structure relation. However, the term conveys a
good understanding of the use it will be put to.
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Figure 12. A structural definition of the Universe of discourse for the email system. The structure is replicated
formally in Formula 1.

One possible way to impose a structure on the objects and places in the universe of discourse
is to use a hierarchy of objects and places as the one shown in Figure 12. The basic concept is
the WORLD, which contains two sub-parts, the WASTEBASKET and the DESK. The
wastebasket contains the WASTE. The desk has two groups of subparts, the set of drawers
and a set of piles. In the hierarchy each subpart is included as a place:object-pair. Apart from
the fixed objects, there are objects, which have no fixed places, e.g., letters, which may reside
in most places.
In chapter 5 the natural language based specification for one of the tasks will be transferred
into a more formal representation, suitable for a formal treatment of the objects during the
description construction. The construction of the description will start from a declarative task
specification of the given and wanted relations between objects. It is therefore necessary that
the properties of the objects (and their places) are well known. The static structure of the
system will be defined using logic “form rules”. The choice of “operations” to perform a task
will be dependent on the formal properties the designer has chosen for the objects in the
system. The hierarchical structure shown in Figure 12 serves as a guide for the construction of
the formal hierarchy below.
One suggestion for the hierarchical structure of the ‘place:object’ hierarchy in the world is
displayed in the first relation (see Formula 1). Some auxiliary relations that are needed will be
defined later on. The relation characterizes a set of relationships between object names and
their “contents”, and thus also all the different states of the world that are allowed.
As indicated in Figure 12 the hierarchy is based on divisions of objects into sets of subobjects.
The square brackets “ [ “ and “ ] “ provide this hierarchical structure in the relation. Each
object in the world that is possible to divide into subparts is defined through a grouping of
subobjects within square brackets. The primitives in this description are the constants,
(objects: OLD, DESK, etc., constructs: “ [ “, “ ] “, “ : “, etc.).
So, e.g., in Figure 12 the object WORLD provides two places, Desk and Waste-basket,
whereas the DESK object provides six places in all. On each of the places resides an object,
which is itself defined in the relation. Some of the objects are more basic, e.g., OLD, and
therefore only have a constraining factor in their definition, whereas the more complex
objects are defined in terms of other place:object-pairs.
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x{Object(x,name) 
name = WORLD 
yz { x = [ Desk:y, Waste-basket:x]  Object(y,DESK)  Object(z,Waste-basket)}
 name = DESK 
yzuvww’ { x = [ Old:y, New:z,Out:u,Current:v,Drawers:w,Archive:w’] 
Object(y,OLD)  Object(z,NEW)  Object(u,OUT)  Object(v,CURRENT) 
Object(w,DRAWERS)  Object(w’,ARCHIVE)}
 name = WASTE-BASKET  y { x = [Waste:y]  Object(y,WASTE)}
 name = OLD  Pile(x)
 name = NEW  Pile(x)
 name = OUT  Pile(x)  name = WASTE  Pile(x)
 name = CURRENT  Pile(x)
 name = DRAWERS  Objectlist(x,DRAWER)
 name = ARCHIVE  Objectlist(x,ARCHIVE)
 n {name = DRAWER(n)  Pile(x)}
 n {name = ARCHIVE(n)  Pile(x)}}
Formula 1 The logic formula describing the desktop universe of a small mail system, based on the one shown in
Figure 10 and the structure shown in Figure 12.

This definition characterizes all possible states in the universe of discourse. The structure in
Formula 1 can be used directly in two different ways; the if-part (  ) can be used for object
generation, and the only-if-part (  ) can be used for type control. But equally important is
that this and the following structures show the static properties of the design. With these it is
possible, e.g., to ensure that the tasks are correctly defined with respect to the model world.
Some auxiliary relations are needed to complete the definition of the world. The relation
Objectlist(list,name) de-fines an object which is capable of holding an unspecified number of
places. An example of such an object is the set of drawers (under the desktop). There are two
types, namely DRAWERS and ARCHIVE; the names hopefully leading the thoughts in the
direction of desk drawers and archive files.
x{Objectlist(x,name) 
x = [ ] (name = DRAWER  name = ARCHIVE) 
x  [ ]  { name = DRAWER 
yzn {x = [Drawer(n):y|z]  Object(y,DRAWER(n)) 
Objectlist(z,DRAWER ) } 
name = ARCHIVE 
yzn {x = [Archive(n):y|z]  Object(y,ARCHIVE(n)) 
Objectlist(z,ARCHIVE) } } }
Formula 2 The definition of an Objectlist.

It is also necessary to define the two relations Pile(x) and Letter(x). A pile is a simple
construct, structurally similar to the definition of a list. The letter is an atomic object, so its
definition is also simple. The letters are indexed with numbers in the range from 0 to n.
x{Pile(x)  x = [ ] = VOID yz { x = [y|z]  Letter(y)  Pile([z])}}
xn {Letter(x)  x = LETTER(n)  n  + }

Formula 3 The definition of a pile of objects, and of a single letter.

There are some constraints that may be relevant to add to the structure. Examples of such
constraints are the numbers of elements in the piles. These should not be included in the main
structure description, since they conceptually belong to a lower level of definition. If the
designer wants to add additional constraints, e.g., on the number of objects in the piles, and
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the number of drawers and archives, the only additions necessary are constraints on the sizes
of objects, e.g., like the one shown in Formula 4. The definitions of MaxPilesize and
MaxListsize relations are what the names imply.
x{Object(x,name)  ( name = OLD  name = NEW  name = OUT  name = WASTE) 
MaxPilesize(x,100)}
x{Object(x,name)  (name = CURRENT) 
MaxPilesize(x,1)}
x{Object(x,name)  (name = DRAWERS  name = ARCHIVE) 
Maxlistsize(x,10)}
x {Object(x,name)  n { n  10  (name = DRAWER(n)  name = ARCHIVE(n)) }
Formula 4 A definition of the maximum size of the dynamic objects in the system.

In this example of a constraint definition the designer has chosen to let each pile hold a
number of sub objects, limited to 100. The object on the place Current has been defined as a
limited pile, a choice which might seem strange at first sight, but which is perfectly correct
when the properties of Current are considered, i.e., that the pile place Current can hold one
(1) object as a maximum. With this constraint this place has the same function as a single
object place. The maximum number of drawers has been defined to 10, which means that if
there are ten places created already the user may not create any more. The best choice of
values for these constraints has to be tested for acceptability later by the end user test groups.
There might be designs in which it is preferable to “flatten” the hierarchical structure so that
places, deeper down in the original hierarchy (e.g., the piles on Old, Current, etc.) are
defined also in the top level of the hierarchy. One possible result of such an alternative
hierarchy definition is shown in Formula 5, where the places Old, New, Out, and Current
have been moved to the “top level” of the hierarchy, while at the same time they are defined
to be placed on the DESK.
x{Object(x,name) 
name = WORLD 
yzuvw w’ { x = [ Desk:y, Waste-basket:z,Old:w,New:w’,
Out:u,Current:v] 
Object(y,DESK)  Object(w,OLD)  Object(w’,NEW)  Object(u,OUT) 
Object(v,CURRENT)Object(z,WASTE-BASKET) }
 name =DESK 
yzuvw w’{x=[ Old:y, New:z,Out:u,Current:v,
Drawers:w,Archive:w’] 
Object(y,OLD) Object(z,NEW)  Object(u,OUT)  Object(v,CURRENT) 
Object(w,DRAWERS)  Object(w’,ARCHIVE)}
 name = WASTE-BASKET 
y { x = [Waste:y]  Object(y,WASTE)}
 name = OLD  Pile(x)
… etc. }
Formula 5 An alternative definition of the universe of discourse.

This definition expresses the same main structure as previously, but the designer has now
assigned the piles on the desk also to be at the top level of the hierarchy. However, this
definition calls for some precautions. Places are unique, but are now defined twice. Apart
from that the definitions in the static definition necessarily have to be equivalent; this
condition also needs to be made explicit. The last definition, shown in Formula 6, therefore
ensures that the places defined are unique, i.e., if a place holds an object, there is no other
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place with the same name that holds a different object. This is also an additional constraint on
the structure, which has previously only been stated informally, but has now been added as a
formal constraint on the structure.
x{ Object(x,WORLD) placeyz {place:y in x  place:z in x y = z} }
Formula 6 A relation expressing the uniqueness of places.

The constraint on place uniqueness (Formula 6) can be used to ensure that places are uniquely
defined in the final formal description. Applied to the description this rule would render
falsehood if two different objects were to occupy the same place in the description. This type
of integrity constraints becomes necessary during the design of larger systems, where the
number of interacting objects and places will increase rapidly. Furthermore, the constraints
serve roles as meta knowledge for an explanation of the system structure to the evaluating
users in the design team and to users of the final system.
4.3.5 Transformation rules for task representation
It is possible to see each task as a relation between two distinct states of the world, i.e., as the
declarative definition of the understanding of the task. Each subtask in a task can also be seen
as bridging two substates. If the states of the world are denoted as s1… sm then, e.g., T(si,sj)
will stand for the assertion that the state sj is related to the state si through the task relation T.
The state variables – s1… sn – hold all information available about the system at any time.
Thus, if there is a case where there is a task relation Tt which is decomposable into the
subrelations T1,…,Tn-1 and each of the subtask relations Ti joins a series of pairs of states si,
si+1 (i.e., there is a sequence T1(s1,s2) T2(s2,s3) …Tn(sn-1,sn) the composed relation for the
whole task Tt joins the states s1 and sn+1 (i.e., Tt (s1,sn)). In logic this relation between the task
Tt and its subtasks T1,…,Tn-1 can be expressed as a transformation rule:
Tt(s1,sn)  T1(s1,s2)  T2(s2,s3)  …  Tn-1(sn-1,sn)
Transformation rules in this shape will be used to define the dynamic properties of the system.
For each transformation rule that is defined there are in many cases several alternatives, more
or less suitable for the composed task relation. It is the task of the designer to choose an
appropriate set of subtasks T1(s1,s2), T2(s2,s3),…,Tn-1(sn-1,sn) which together can form the
composed task T(s1,sn).
In order to have more control and generality there will be a possibility to add control
arguments so that each task and subtask may have the following appearance:
Ti(arg1,arg2,…argn,sj,sj+1)
A similar notation has been used by von Wright (1968), for a theory of actions, where the
operator T is used as a binary connector of two states. In this theory of actions no semantic
meaning is attributed to the operator T, which is merely used as a causality marker between
the two states.
Similar notions of “state – new-state” relations expressing movements or operations have
been discussed in artificial intelligence context (Nilsson 1982), e.g., as a means of taking care
of the frame problem.15 STRIPS (Fikes and Nilsson 1971) is an early robot problem solving
15

The frame problem can briefly be described as the difficulty to know which facts hold true (and/or false) both in the preand post-operational states. Is it possible for the program to make sure that nothing but the explicitly mentioned changes has
been brought about in the world when the program has performed an operation on it? This is one of the more famous
knowledge representation problems in AI dating back to McCarthy & Hayes (1969). This problem will be relevant in a later
part of the thesis, when tasks for robots will be discussed.
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system which uses a similar combination of pre- and post-operational states, but on the
predicate level.
The following is a more concrete example of how the state based description is used in the
real description of a task. In this example the states are represented by small pictures, showing
only the objects and places that change between the states. This is comparable to the use of
transformation rules applied to a single state in the universe of discourse.

Move(Current:letter,
Current:VOID,
Old:old,Old:oldletter,

)

Formula 7. A transformation rule with a graphic representation of start and goal states.

Note that there is one letter more in the pile of old letters in state s2 than in s1. The pile size
thus has to be checked to avoid oversized piles. If this is expressed formally the relation can
be seen as a kind of correctness criterion for the move-operation16.
When the state variables are included in the description in this way, the logic formalism is
made to explicitly attend to the changes made in the world. This means that it is assumed that
the world does not change by itself. The operations have to be regarded as local, and the
operations may only affect the objects that are mentioned explicitly, i.e., no side effects are
allowed. The small pictures in the forms above display (and represent) exactly the parts of the
model world that are directly affected by the task. In the actual formal description, additional
information about the world is included in this state information.
Since the aim of the description is to provide a model of the complete system functionality,
side effects must not occur that are not directly described in the formal description. Any effect
of a subtask relation must be included in the description of a design.
4.3.6 The set of subtask relations
Normally movements of objects are expressed as actions: “an object x is moved17 from place
A to place B”. However, it is also possible to express a movement of an object as a relation
between two different, consecutive states on a (discrete) time scale. The sentence above could
alternatively be expressed as the two statements “the object x has been at place A” (before
time t) and “the object x will be at place B” (after time t). The relation expresses the expected
difference between the world before and the world after the point t in time, which could be the
time when the operation has been performed. The distinction between declarative and
procedural ways of expressing the contents of tasks was already touched upon when the tasks
were specified. The declarative expressions leave the exact procedure used to achieve a
certain effect undecided, concentrating on the desired effects of the task (cf. Oestreicher
1987).
This distinction between the declarative and procedural definitions will be utilized in the
description. In fact each task in the description will be defined as a change in the relation
16

The correctness criteria can informally be read as “If the goal state is xn then the initial state x1 and the operation will
together achieve the goal”.
17
or: “an object x moves from place A to place B (by its own power)”.
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between objects in two consecutive states of the universe (the model world we use as
reference). The relation is then given a procedural semantic interpretation, which corresponds
to the intention of the task or subtask. Thus, the relations themselves give a declarative
definition of the operation, and the procedural interpretation of the relation is indicated
through the name of the relation. We will for simplicity continuously refer to both ways of
regarding the relations/operations under the common appellation “operations”, although this
term could be regarded as inappropriate for the declarative relation.
If we look at the sample expression in Formula 7 above it is possible to distinguish the
declarative aspects in two ways, first as a definition of the start and goal states, indicated by
the pictures in the expression. Second, they are expressed through the relation between
objects and places, and their changes, indicated by the remaining arguments. However, the
procedural reading of the expression is indicated by the name tag (e.g., move) of the
operation, which expresses the procedure described by the relation. The name of the relation
can therefore be said to give a hint to the procedural interpretation of the relation.
There are essentially two types of relations used in the descriptions, operational and
conditional. The operational relations relate two states of the universe to each other; the
conditional relations decide upon the applicability of the operational relations, through the
application of constraints on objects and/or places within one state.
4.3.6.1

The conditional relations, “the conditionals”

The conditional relations serve important roles in the descriptions. Some of the conditionals
concern static properties of the system, i.e., properties that are easy to check and verify from
the form rules during the construction of the description. Examples of such conditions are that
objects of a certain type exist, a fact which is easy to check when the description is
constructed. However, there are also other types of conditions that depend on the dynamic
properties of the system. These properties depend on the state of the universe in each time
slot. Conditionals of this kind may put constraints, e.g., on the number of elements in a pile,
or determine whether a certain place is occupied at a certain moment. The latter kind of
“dynamic” conditionals carry important messages to the designer about the possibility of
alternative choices in the design. It is also possible to add structural tests to the description to
test for the possibility that an object at a certain place fulfils certain constraints on the
structure. These tests are not bound to states but are general, structural tests based on the logic
definitions of objects and structures from the previous sections in this chapter. For the system
at hand we have the following conditional relations.
At

Exists

is a relation between place and object in an “place:object” pair. This relation does not relate
objects in different states but relates an object to a place in one specified state.
Examples:
At(Current:LETTER(#12),s1) is interpreted declaratively as: “This relation is true if the
object LETTER(#12)is located at the place Current in state s1 and otherwise the relation is
false”. The procedural interpretation is not different.
At(Current:letter,s1)  Letter(letter) is a more general statement stating that the
object letter is at the place Current and that there is a constraint on the object, namely that it has
to be a letter. The relation Letter(letter) is a structural constraint ensuring that the object at
the place is a letter, although the identity of the letter is unimportant.
has one argument, a “place”. This relation relates the place to the universe of discourse. It is true
as soon as the place exists in the world
Example: Exists(Drawer(Work), s1) is interpreted declaratively as: “In state s1 the place
Drawer(Work)exists”.
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Pile

has one argument and is a test for the structural constraint on a pile, see Formula 3 for the logic
definition.

Letter

is defined in the same way, see Formula 3 for the logic definition.

MaxSize

is defined to control the number of objects at different places in the system. This condition is
defined to be true if the size of the object at a certain place is smaller than the maximum allowed.
The definition of this condition can be based, e.g., on the relations in Formula 4.

4.3.6.2

The operational relations, “the subtasks”

The operational relations will be defined in terms of a predicate that relates two consecutive
states of the universe. This relation has four arguments, a list of input place:object pairs, the
first state, a list of output place:object pairs, and the second state. Each of the two lists contain
the same number of place:object pairs, and every place which has changed content between
the two states has to be listed in the relation lists.
replace-all([place1:object1,place2:object2,…,placen:objectn], s1,
[place1:object1*,place2:object2*,…,placen:objectn*], s2)

Additionally the constraints required for this relation to be possible and acceptable will be
added in the definition of the relation.
Move

is a relation between four arguments of the type “place:object” pairs (apart from the state
variables). These four are:
move(p1 :x,p1 :x',p2:y,p2:y',s1,s2) 
at(p1 :x,s1)  at(p2:y,s1)  maxsize(p2:y',s2) 
replace-all([p1 :x,p2 :y],[p1 :x',p2:y'],s1,s2)

Example:

move(Current:letter,Current:void,Waste:VOID,Waste:letter,s1,s2),
which is interpreted declaratively as: “In state s the place Current holds the object letter and the
place Waste is empty (i.e., it contains the VOID object), in state s the place Current is empty and
the place Waste holds letter” and procedurally as: “The object letter is moved from the place
Current to the place Waste”.

Copy

is a relation between four arguments of the type “place:object” pairs just like the move relation. It
is perceptually similar to the move relation, but the result is that the object is actually duplicated in
the second state by the relation. Since only places are unique, objects may be duplicated freely in
this manner.
copy(p1 :x,p1:x,p2:y,p2 :y',s1,s2)  at(p1:x,s1)  at(p2 :y,s1) 
maxsize(p2:y',s2)  replace-all([p2:y],[p2 :y'],s1,s2)

Example:

copy(Current:letter,Current:letter,Waste:VOID,Waste:letter,s1,s2)which is

interpreted declaratively as: “In state s1 the place Current holds the object letter and the
place is empty (i.e., it contains the VOID object), in state s2 both the places Current and
Waste hold the letter” and procedurally as: “A copy of the object letter is moved from
the place Current to the place Waste”.
Create

is one of the more complex of these relations and has two arguments, which (procedurally) defines
a place (in the world).
create(p:x,p:x+(p2:y),s,s)  at(p:x,s1) ¬ exists(p2:y',s) 
replace-all([p:x],[p:x+(p2:y)],s1,s2)
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create(p:x,p:x',s,s)
at(p:x,s)  maxsize(p:x',s)
replace-all([p:x],[p:x'],s,s)

The new place is defined with an initial content. Normally the place created would be empty, but
there is also a possibility to preload a place with a certain content.

Example:

create(Desk:desk,Desk:desk+drawer(name):VOID,s1,s2)
is interpreted declaratively as: “in state s1 the object on the place Desk provides (consists of) a
certain set of places and in state s2 the object provides the same places plus the newly created
place.
create(Old:pile,Old:LETTER(#54)pile,s1,s2)
is interpreted declaratively as “in state s1 the object on the place Old contains the object “pile”
and in state s2 the object “pile” with LETTER(#54)on top”.

The conditional relations shown in the definition will be used as conditions for the operational
definition on a higher level. They are therefore promoted to the task description level. So,
e.g., if the operational relation
move(Current:letter,Current:VOID,Waste:VOID,Waste:letter,s1,s2)

is needed in a task description it will be expanded into the more complex form
at(Current:letter,s) 
at(Waste:VOID,s) 
maxsize(Waste:letter,s ) 
2

move(Current:letter,Current:VOID,Waste:VOID,Waste:letter,s1,s2)

The three added conditions can be said to show the applicability conditions for the operational
relation. They are added as a help for the designer to decide for the possible cases where there
are possible choice points. These choice points are not necessarily shown or indicated in the
task analysis, which is why the conditional relations are a very useful addition to the
operational relation.
With this set of conditional and operational relations it is possible for a designer to describe
and explain the functionality of this simple mail system, as will be shown in later sections.
4.3.7 Sequencing and cases
In this chapter the declarative and the procedural use of the description have been seen as
alternate, but complementary views having their respective advantages and disadvantages in
different situations. It is therefore necessary to clarify the use of the different views on the
description.
In a logic programming language like Prolog, clause sequencing is (although it shouldn’t be)
important for the way the program is executed. The interpreter will normally use the first
clause that matches the call. This means that logic programming contains several practical
considerations, which lack logic relevance, e.g., that the halting cases have to be carefully and
properly placed in the sequences of clauses. However, if a clause matches, but any of the calls
in the body of the clause would fail for all possible tries, the whole clause will fail and the
next clause that matches the call will be tried. This is in logic programming contexts called
back tracking.
On the other hand, both for showing the functionality towards an end-user as well as for the
generation of an implementation specification, this is not an entirely useful view on the
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design. In an explanation the design evaluator is most likely mildly interested in seeing the
backtracking that occurs when the interpreter “decides” upon which clause to use. The
programmer who is to implement the design also wants more information about the actual
control flow in the specification than is shown by the declarative view on the description.
When the description is built in the next chapter it is necessary to keep this difference of view
in mind. Each clause will be designed to be uniquely applicable, i.e., the description is
supposed to be deterministic, but declarative. For each possible state of the universe there
should be only one possible clause for each task. This means that when the description is
constructed a separate state of the universe is regarded at a time so that it is known for each
clause which is the start and the goal type of state.

4.4 The description
We will now make an actual construction of a design description of an example task, viz., get
letter from new mail. The description is intended to be generated directly from observations of
the universe of discourse and task specification entries like the ones given in Table 3-2. This
task specification is not very detailed and there are still changes, extensions or specifications
that may be needed. At this stage the designer has to examine the task specification and the
context carefully. Specifically, he is supposed to regard the tasks in a holistic perspective, and
avoid constraining the specification unnecessarily. From this wider perspective the designer
can ensure that all the tasks are possible to perform, that interacting tasks do not interfere with
each other and that there are no side effects of any of the tasks, i.e., that the final specification
is informally sound and consistent with the task.
One reason for this careful examination by the designer is that the description deals with the
functionality and not at all with the presentation interface. The designer will have to consider
the functionality without the interface that is to be put in front. It is therefore not possible to
presume that the interface will handle any details in the functionality, but rather that these
details have to be taken care of already at this stage, in the functionality description of the
system.
There are, as shown in chapter 4, three different possibilities to perform the task get letter
from new mail, depending on the initial state of the universe of discourse. For each of these
initial states the appropriate action will be defined. For the suggested view to take on the
description in this chapter we refer to the discussion in section 4.9.
We will start by looking at the first, “normal” case. It is necessary to use two move-operations
in order to join the start and goal states. One moves the letter, presently at Current, to the pile
of old letters. The second moves the new letter, from the pile of new letters to the place
Current.
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Figure 13. The initial setting of the mail processing situation. This figure is identical to Figure 10 and is taken
as a starting point for the example of the metainterpretation of the description.

The only necessary conditions for the first “move”-operation are that there is a letter at the
place Current, that there is a pile at the place Old, and that the resulting pile on Old is smaller
than the maximum size. This is shown in the following relations.

At(Current:letter,

)

At(Old:pile,

)  Pile(pile)

MaxSize(Old:letterpile,

)

Move(Current:letter,
Current:VOID,
Old:old,
Old:oldletter,

)

The variables (e.g., letter, old) are regular logic variables, and, as such, constitute further
constraints on the operational relations. This means that the variable letter only holds one
object in the relation.
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In the next operation a new letter is moved from the pile of new letters, at New, to the place
Current. The conditions here are that there is a letter in the pile at New and that Current is
empty. Additionally the maximum size of Current has to be maintained in the state after the
move-operation. That Current is empty is already ensured by the previous move-statement,
but this type of redundant conditional relations should be kept for clarity.

At(New:letternew,

)

At(Current:VOID,

)

MaxSize(Current:letter,

)

Move(New:letternew,
New:new,
Current:VOID,

)

Current:letter,

These eight statements put together – variable names are exchanged where needed to avoid
name conflicts – yield the following logic clause. The graphic representations of the states are
replaced by the strings “s1”, “s2”, etc.:
Get_letter_from_new_mail(s1,s3)
At(Current:letter,s1)  Letter(letter) 
At(Old:old,s1)  Pile(old) 
MaxSize(Old:letterold,s2), 
Move(Current:letter,Current:VOID,
Old:old,Old:letterold,s1,s2) 
At(Current:VOID,s2) 
At(New:letter_1new,s2)  Letter(letter_1) 
MaxSize(Current:letter,s3) 
Move(New:letter_1new,New:new,Current:VOID,Current:letter_1,s2,s3)

Formula 8. The clause that is a result of replacing all context pictures in the statements by context variables.

This clause now expresses the design which was settled as being the “normal” behaviour for
the task. However, it is important to consider what happens when the normal path of action is
not possible to follow. In more difficult cases, the set of alternative actions for a task can be
found using a technique that resembles case studies in program design. In a case study the
choice points are examined carefully to find a “choice tree” for the program. In the
description the choice points are marked by the conditional relations. It is thus necessary to
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make a close examination of the conditions and their truth values. The designer has to look
for the possible cases for each condition in the task and determine a (best) functionality
solution for each combination of conditions. Since the conditions are guiding the applicability
of the operational relations involved in the task, it is fair to state that the conditional relations
act as exception markers for the application of the normal case clause. In this case the
conditional relations were the following:
At(Current:letter,s1)  Letter(letter) 
At(Old:old,s1)  Pile(old) 
MaxSize(Old:letterold,s2), 
At(Current:VOID,s2) 
At(New:letter_1new,s2)  Letter(letter_1) 
MaxSize(Current:letter,s3)

These can be seen as indicators or warning signs for when there are possible alternatives in
the task. The problem for the designer is to determine the roles of the conditions in the clause,
that is, determine the contextual meaning of these conditions and what they imply. Since the
conditional relations are more or less consequences of the operational relations it is
recommended that the latter are examined carefully since they “introduce” the conditions in
the description.
The designer has to make a decision for a right alternative or come up with alternative design
suggestions for the rapid prototyping phase. The second alternative is encouraged by the close
connection between the description and the rapid prototype, as will be explained in chapter 6.
The discussion around the conditional relations will be concluded in terms of a set of
alternative clauses.18 Suppose, e.g., that it is not true that
At(Current:letter,s1)  Letter(letter)

Then this situation is almost similar to the situation in state s2 in the normal case clause. The
place Current is then initially empty, and this means that there is no letter recently read. The
next letter to be read is then moved from the top of the pile of new letters to the place Current.
The transfer from natural language task specification to description follows the same
procedure as previously. The first condition is indicated in the next picture; that the current
place has to be empty.

At(Current:VOID,

)

The second condition is the same as previously:

At(New:letternew,

)

18

Technically the use of alternative clauses would in an interpretation mean that the Prolog predicate would fail, and
backtracking i.e., a search for alternative solutions would start. It is the goal “At(Current:letter)”, that fails, thus indicating the
missing condition for the whole clause. The description is in effect deterministic, so there is only one possible solution for
each combination of context and task sequence.
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Also here it is necessary to determine that the limits on the objects are followed

MaxSize(Current:letter,

)

There is a move action less since it is not necessary to pre-empt the place Current. Only the
following statement is needed.
Move(New:letternew,
New:new,
Current:VOID,
Current:letter,

)

The following second clause describes the complete event.
Get_letter_from_new_mail(s1,s2) 
At(Current:VOID,s1) 
At(New:letternew,s1) 
MaxSize(Current:letter,s2) 
Move(New:letternew,New:new,
Current:VOID,Current:letter,s1,s2)

So far the two possible truth values on the first condition have been treated.
The second exception to the normal path of the task occurs when there are no new letters to
pick up. This exception is imposed on the task by the computer medium, since a command
can be issued even if the corresponding actions are not possible to pursue. If a direct
manipulation (Shneiderman 1983; Shneiderman 1986) or other more advanced interaction
techniques are used for the presentation interface this should not be a problem. However, it is
still necessary to incorporate this possibility in the functionality definition.
When the task is not possible to perform it is not desirable that the whole system fails (i.e.,
that a failing clause will cause backtracking). Thus, there has to be a clause for the case where
there are no new letters to read (or in other tasks when the operation is not possible to
perform) and the problem is to decide what should happen. This choice was mentioned
previously, and one of the possible choices was to use the interpretation that if there are no
new letters left then do nothing. This is described by the last clause. Now there is only one
negative goal to satisfy as a condition, and it leaves the current state of affairs unchanged.
Note that the task in this rendition has the same initial and final state, viz. s1. It is possible to
conclude from this fact that this is a part of the task, which has no effect on the environment.
Get_letter_from_new_mail(s1,s1) 
At(New:VOID,s1)

There is, however, another possible interpretation for the last clause, namely, that if there are
no letters to move we still try to pre-empt the working place (Current), if there is anything
there. This might seem a strange solution, but sometimes when people execute a task like this
in reality they still carry through parts of the task until they realise that the task is not possible
to carry out. In such cases it might be fruitful to leave the situation as it was just before this
impossible main part of the task was approached. In this case it would mean that if there are
no new letters, any letter remaining at the place Current is moved away anyway. The need for
a possibility to produce alternative solutions in choice points has been stressed previously and
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therefore it will be shown how such an alternative solution can turn out. The same condition
as in the last clause applies, namely, that
At(New:VOID,s1)

but now there is also a test for the next operational relation. If the condition
At(Current:VOID,s1)

holds true, approximately the same clause as the previous last clause results
Get_letter_from_new_mail(s1,s1) 
At(New:VOID,s1) 
At(Current:VOID,s1)

However, if the statement does not hold true, that is, if
At(Current:letter,s1)  Letter(letter)

holds true, then it is again possible to use
Move(Current:letter,Current:VOID,
Old:old,Old:letterold,s1,s2)

resulting in this final clause:
Get_letter_from_new_mail(s1,s2) 
At(New:VOID,s1) 
At(Current:letter,s1) 
At(Old:old,s1) 
MaxSize(Old:letterold,s2) 
Move(Current:letter,Current:VOID,
Old:old,Old:letterold,s1,s2)

These two clauses along with the first two of the original solutions bring us an alternative
design solution. This alternative is not an alternative in programming strategy, but an
alternative suggestion for the design. The alternative design suggestion was easy to construct,
which in itself facilitates the construction of alternative designs. However, it is also important
to recognize that it is important that the alternative solutions require little or no extra effort in
a transfer from description to prototype, to be of a good use. The two sets of clauses are listed
in the formulas here for an easy overview.
Get_letter_from_new_mail(s1,s3) 
At(Current:letter,s1) 
At(Old:old,s1)  Pile(old) 
MaxSize(Old:letterold,s2) 
Move(Current:letter,Current:VOID,
Old:old,Old:letterold,s1,s2) 
At(Current:VOID,s2) 
At(New:letter_1new,s2) 
MaxSize(Current:letter_1,s3) 
Move(New:letter_1new,New:new,
Current:VOID,Current:letter_1,s2,s3)
Get_letter_from_new_mail(s1,s2) 
At(Current:VOID,s1) 
At(New:letternew,s1) 
MaxSize(Current:letter,s2) 
Move(New:letternew,New:new,
Current:VOID,Current:letter,s1,s2)
Get_letter_from_new_mail(s1,s1) 
At(New:VOID,s1)
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Formula 9. The clauses that represent the first design alternative for the task “Get letter from new mail”.
Get_letter_from_new_mail(s1,s3) 
At(Current:letter,s1) 
At(Old:old,s1)  Pile(old) 
MaxSize(Old:letterold,s2) 
Move(Current:letter,Current:VOID,
Old:old,Old:letterold,s1,s2) 
At(Current:VOID,s2) 
At(New:letter_1new,s2) 
MaxSize(Current:letter_1,s3) 
Move(New:letter_1new,New:new,
Current:VOID,Current:letter_1,s2,s3)
Get_letter_from_new_mail(s1,s2) 
At(Current:VOID,s1) 
At(New:letternew,s1)  Letter(letter) 
MaxSize(Current:letter,s2) 
Move(New:letternew,New:new,
Current:VOID,Current:letter,s1,s2)
Get_letter_from_new_mail(s1,s2) 
At(New:VOID,s1) 
At(Current:letter,s1)
At(Old:old,s1)
MaxSize(Old:letterold,s2) 
Move(Current:letter,Current:VOID,
Old:old,Old:letterold,s1,s2)
Get_letter_from_new_mail(s1,s1) 
At(New:VOID,s1) 
At(Current:VOID,s1)

Formula 10. The clauses that represent the second design alternative for the task “Get letter from new mail”.

Note that neither of these two suggestions can be said to be the single correct solution. Any
alternative that comes up as a result of a set of design suggestions has to be tested, e.g., by test
user groups in order to determine which solution is the best choice.
It is possible to make two further observations here. First, that although the normal clause (the
first clause in both design alternatives) might appear to be the most important part in the
description, it often has a straightforward definition since the normal clause expresses the
expected behaviour of the system for the task. Thus it is instead necessary for the designer to
concentrate on the understanding of the exceptions to normal behaviour. In the first exception
this is not a conceptual problem, but in the last case it is not a straightforward choice. What
should be done if the operation cannot be performed? In this case it was chosen to design two
alternatives in order to test the design.
Second, in the case of operations that can be expected not to proceed according to the primary
expectations from the task, as, e.g., the no-operation in the last clause of both design
alternatives, there is a second question which regards the view upon the meta communication
(cf. Wærn 1989, pp. 267 - 274) concerning such events. There are two possible strategies in
this case:
1 User directed information is included in the task description. This could in this
example mean to include an operation of
“Copy(Message-source:Message(XX)+messages,
Message-source:Message(XX)+messages,
Current:VOID,Current:Message(XX))”
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after the two conditional clauses, meaning that if this clause is chosen, the message
with identification XX is copied from the source of messages. This is an inflexible
method, since the interpretation of this alternative is not necessarily fixed, but may
depend on the situation in which this occurs. Furthermore, the understanding of this
task in the task context is somewhat unclear.
2 This kind of meta communication is left out of the object level description, i.e., the
propagation of error messages and similar information is regarded as a problem for the
meta interpreter and/or an explicit help system. This means that the meta interpreter
will have to find the set of problematic situations that needs to be clarified. This puts
more load on the meta interpretation facilities, and requires a more “intelligent” meta
interpreter, but is a more flexible approach to the generation of meta communication.
This choice is not evident. A good strategy calls for a more thorough discussion of the role of
the meta interpreter in this situation. In the implementation of the LOGPAD prototype, the
clauses were interpreted by a meta interpreter, that worked in parallel with the interpreter. The
main advantage was that the meta interpreter could make use of the same object data base as
the interpreter. The information shown to the user was therefore not only an example, but
such detail information as addresses could be genuine.

4.5 Clauses as Patterns?
The whole task to get a new letter from the pile of new mail can be seen as a general
description of how to bridge the states between s1 and s3 (or s1 and s2 or s1 and s1). It is also
possible to see the two states s1 and s3 respectively as criteria on the initial and goal states
respectively. The relation between s1 and s3 is a declarative definition of the “normal” task
Get_letter_from_new_mail which can be captured in this way. However, if we look closer
at the clauses, it is possible to discern parts of the clauses, which will make up a set of
subtasks.
Using a well known method in logic programming contexts, and-or-tree construction
(Kowalski 1979, pp. 85 – 89. ) it is possible to construct a procedural version of the clauses
shown for the task in this example. This was shown in detail in (Oestreicher 1991, pp. 51 –
53. ). However, this representation is also suitable for extending the representation of the
tasks as patterns, a fact which we will use more extensively in chapters 8 and 9. If we
construct this and-or tree using a standard algorithm, we finally end up with a single clause
structure that is shown in Figure 14. This structure constitutes a Directed Acyclic Graph,
where the full clause tree has been folded into a minimal graph. Thus, the clauses in the
description constitute a formal description of the rudiments of a Design Pattern Language, as
described in section 2.3. This means that it can be favourable to see this as a beginning to the
construction of a recipe for how to perform a task, in this case for email systems, in the
context of design pattern framework.
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Figure 14. An and-or tree constructed from the set of clauses displayed in this chapter. The graph is also a
typical directed acyclic graph (DAG, see page 30), which is an interesting property if the task description shall
be seen as a pattern-oriented description method (see more in the text below).

Using the general framework from section 2.3 the node P2(s2 s3) in the structure in Figure 14
can be described as in Table 3. The example in this chapter can be regarded as a kind of “pilot
example” showing the general ideas behind the use of a formal representation to construct a
description of tasks, within a general framework that takes its fundamental structure from the
area of Design Pattern Languages. If all the tasks listed in Table 2 were to be transferred into
similar descriptions, this would constitute a task pattern language for a simple email system
according to the definition of such languages given by Borchers (2001).

Name

Move Letter from New Mail to Current

Context Edges

Get Letter from New Mail – G(s1 s3)
Move Letter from Current to Old Mail – P1(s1 s2)

Ranking

***

Illustration

The Problem

The place for the current letter contains no letter and the user wants to see the
next letter (in the selected order) that has arrived.

Forces

The place for reading is not empty, forces the place to be cleared.

The Solution

If the place for reading is empty, the next single letter is moved from the group
of new letters to the place for reading. The order of selection is dependent on the
structure of objects in the “new mail” group.
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The diagram

At(Current:VOID,s2) 
At(New:letter_1new,s2) 
MaxSize(Current:letter_1,s3) 
Move(New:letter_1new,New:new,
Current:VOID,Current:letter_1,s2,s3)

Table 3 A Design Pattern description of the clauses derived in this chapter.

The example in this chapter can be regarded as a kind of “pilot example” showing the general
ideas behind the use of a formal representation to construct a description of tasks, within a
general framework that takes its fundamental structure from the area of Design Pattern
Languages. If all the tasks listed in Table 2 were to be transferred into similar descriptions,
this would constitute a task pattern language for a simple email system according to the
definition of such languages given by Borchers (2001).

4.6 Discussion
The task that has been chosen for this example has in this chapter been transferred from a
fairly vague task conception expressed in natural language as a formalism, i.e., a set of logic
statements. The language in which the description is expressed is strictly defined and can
furthermore be used as a logic program, which constitutes a model of the functionality of the
system. As such it can be presented to potential users or representatives for the expected user
category, for evaluation and criticism.
A declarative reading of the clauses also makes it possible to find the task sequences that have
lead to the present goal state, given an initial state. To do so the task is divided into smaller
and smaller subtasks. Using the declarative view on the start and goal it is then possible to
find an appropriate set of subtasks, which can bridge the start and goal states.
Similarly, to find the sequence of tasks, which leads to a selected goal state, we consider this
as a “super task”, which can be subdivided into ordinary tasks, by the same principal
behaviour. This approach is very similar to the problem solving method of Means-Ends
analysis, thoroughly studied by Newell and Simon through their General Problem Solver
(Newell and Simon 1972) but the principle has also been argued in artificial intelligence
contexts, e.g., by Nilsson (1982). A meta interpreting mechanism with (limited) capabilities
of reasoning along these lines could add to the explanation power of the system.

4.7 Evaluation
A prototype of the LOGPAD system with a graphic frontend was tested with a set of potential
users, where the system was compared both to a standard help system and to a paper manual.
The prototype was modelled after an existing mail system, and provided the users with the
same functionality as the original system. Apart from the normal prompting system the user
had a graphic explanation similar to that in Figure 10 although it was slightly less detailed due
to the limitations of the software used (MacProlog). An example illustration is displayed in
Figure 15.
For this evaluation, 30 psychology students (ages between 19 and 49) were subjected to the
mail system prototype as well as the written manuals for the same system. The subjects were
not regular e-mail users. During the evaluation they were given a set of tasks that they were
supposed to perform with the aid of the provided help (written manual, built in help system
and the executable protoype). The target system was a simple command line mail system on a
Unix command line interface. The tasks given were chosen so that they would utilize much of
the functionality in the mail system.
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Figure 15. Sample scene from the actual implementation of LOGPAD. In this scene we can see an opened letter
at the place for the current letter. During execution, the letters moved dynamically over the screen.

Every subject had one hour at their disposal for the tasks, which turned out to be more than
enough. We did not check for success or failure rate specifically, but the evaluation was
concerned with the user satisfaction, and their understanding of the system they were using.
It was found that a large majority of the subjects (27 out of 30) preferred the visualisation and
emulation of the actions in the system as a help system to both the paper manuals and the
built-in (text-based) help system. Also we could find that their mental model of the system
was more detailed and more consistent with the support of the visualization than with the
traditional means.
The evaluation indicated that the use of executable models as a meta communication medium
can be useful to enhance the usage of a system. It is interesting to note that there are even now
few applications that use help and support system of this type.

4.8 Summary
In this chapter we have seen how it is possible to take an informal task description and use it
to develop a formal description of a simple software system, but with a user-oriented
representation based on the basic ideas behind task pattern languages. In the following
chapters we will take the description further into a more complex domain dealing with robots,
which act in a physical environment that presents additional demands on the description
method. For the new application domain, the method needs to be able to describe
collaboration with several actors, and even possibly the communication of ideas between
these actors. It will be shown later in this thesis how the description method, using basically
the same mechanisms, is capable of capturing more intricate task structures.
This chapter is to a large extent based on the two central chapters in my Ph. L. thesis, and I
have only rewritten this material in such a way that it can be fitted into this work. This means
that I have not changed any of the theoretical content (apart from correcting typos). The
licentiate thesis was scanned from a pdf-file, which means that there might be som typos
introduced, especially in the notation. The reason for reusing this work in this way is that I
think that it fits well within the pattern thinking that is a fundamental part of the remaining
parts of the thesis.
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Part III:
Task Analysis for
Domestic Service Robots
Based on the following articles:
Oestreicher, L. and K. Severinson Eklundh (2006). User Expectations on Human-Robot Cooperation. In Proceedings of the 15th IEEE International Symposium on Robot and Human
Interactive Communication: RO-Man 2006. Hatfield, United Kingdom.
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5

User Expectations on a
Domestic Household Robot for
People with Special Needs

A large part of this chapter is based on an interview study on the use of Service Robots (SR)
as support for disabled people. A summary of the study has been reported elsewhere
(Oestreicher and Severinson Eklundh 2006) and in this chapter I will give a more detailed
view of the results. During the study interviews were held with 7 informants (A, B, C, D, E,
F, G)19, with varying degrees of disability, ranging from people who are able to move on their
own, possibly with slight support from furniture or crutches (3 informants - A, B, D) to
people with spine injuries of class C (i.e. injuries in one the first seven spinal vertebrae – D,
E, F, G), disabling the use of the lower abdomen including a weakness of the arm muscles.
Since the goal of the interviews has been to get an overview of the possible need for a service
robot from these informants, we have not classified the injuries of the informants formally.
Rather we want to get ideas on what kinds of support would be interesting for people with
special needs (as a contrast to everyday usage of a service robot in a home). I have tried to
describe how the disability affects the informant, and in those cases also touched on the
character of the disability in itself. So, for instance, one finding in the interviews was that the
more mobile a person is, the more likely is it also that he or she will have good use of a
simpler robot without manipulators or arms. On the other hand, this cannot be considered to
be a simple truth, since individual requests may be different in each case and will have to be
handled individually.
The purpose of the investigation in this part of the thesis is to see if it is possible to find a
conceptual framework within which it is possible to describe a service robot helper for
functionally disabled people. A special focus is on whether there are special requirements on
the robotic assistant from the perspectives of a person who is physically hindered.
19
Capital letters within parenthesis will throughout this text denote (information given by) the informant(s) with the given
letters.
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A note on technology: in this and the following chapters I will be talking about a functionality
of the robot which may be very advanced from a technical perspective. However, the focus in
this thesis is to describe the functionality needed from a user perspective. This means that I
will talk about actions like “grasp object” and “locate object” as simple actions, although they
might be difficult to implement in a practical setting. As conceptual units, these actions are
still “simple” in that they are more or less atomic in the user’s contextual reference. I am not
ignorant about the technical difficulties, but I have chosen to work from a usage perspective,
and therefore assume that the technical problems associated with these actions will be solved
in a future.

5.1 Method
For the task analysis I have made a series of interviews, over a period of 2 years. The
interviews can be regarded as a series, although the exact procedure varied somewhat over the
time. The variation in procedure comes from two sources, one is the differences in the
informants’ ways of answering the interview questions; the other is that the questions had to
be slightly refined after two interviews. Neither of these two alterations should be of any
importance for the expected result.
The purpose of the interviews was twofold: one was to get a picture of the various needs that
people expressed when they were asked about the potentials of a robot companion, and a
second was to find information that would enable me to lay a basis for a task analysis scheme
that would allow this type of tasks to be described more formally. The interviews were, as far
as possible, conducted according to a prepared interview scheme which remained largely the
same over all the 6 interviews, but the discussion was also allowed to diverge from the
scheme, in order to find as much information as possible. The interviews took between one
and two hours each, and were where possible, tape-recorded for transcription purposes. Apart
from the transcriptions notes were taken during most of the interviews. The observations are
based on the interview responses in combination with the notes.
There were some technical problems with two of the interviews. One of the tape recorded
interviews was impossible to transcribe, due to a defect cassette, which was discovered only
after some time. The interview (with informant C) was fortunately relatively short, and I have
based most of the information about his view on the notes I kept continuously as a backup. I
went through the recording and extended my notes with the information that could be
extracted. Despite this problem I have still chosen to include the results from his interview in
the general description of the study. The interview with informant E did not provide any
possibility at all to tape-record the session in his home. We made some attempts to record the
interview, but it was not possible to get a good recording of the sounds. Due to his disability,
he also spoke very silently, and the microphone had problems picking up the sound from his
voice. The interview description is based exclusively on the notes taken during the session.
The following set of basic interview questions was used as a guide for all the interviews, but
the interviews were allowed to digress from the questions if the informant started on a thread
that lead in a different direction. The interview scheme was then used to retrace the steps for
the rest of the interview.
1. What is the nature of your disability?
2. In what way does your disability affect the life situation and the possibilities to
work?
3. What is your spontaneous association to the word “robot”? What is it?
4. What is your work situation?

90

5. For which of your work tasks is support required? In which ways?
6. How could a robot be supportive in your work situation?
7. What are the possible scenarios where you think that a robot could support a
human?
8. Would you consider that there is a potential for a robot be used as an aid at your
work/in your home?
9. Do you think that there could be essential advantages or disadvantages in having a
robot as support?
The interviews contained a number of follow-up questions, and the informants were shown
some drawings from the questionnaire survey (see Figure 16 and Figure 17 below) made
earlier in the project (Khan 1998) as well as a picture from a test run with the physical robot
used in the project (see Figure 18).

Figure 16. A drawing of a humanoid robot that was shown to the informants in the interview study.

Figure 17. A drawing of a more machine-like robot, which was also shown to the informants.

The pictures were only shown towards the end of the interviews, so that they would not
interfere with the initial ideas that the informants could have about robots. The order of
questions in the interview scheme was also designed not to prompt the informant to think in a
specific way about robots.
In the following section I will go through the interviews from the perspective of the questions
used in the interviews. I have grouped the questions into “topics”: the disability of the
informant and his or her view on how this affects the situation at home and at work; the
apprehension of a robot, the need for help by a robot, and finally the advantages and
disadvantages of having robots around in the home.
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All the quotes that appear are translated from Swedish, which means that the wording may be
distorted by the translation. However, the intention in the quotes remains the intended.

Figure 18. The CERO Robot on an errand “disturbing” some students. This picture was shown to the informants
during the interviews.

The number of informants is not large enough to allow any statement of the general needs for
disabled persons. The impact of a certain disability is individual and the results from this
interview study are more of indicators of what users might expect than statements about a
broad group of people. However, the interviews also show (as described below) relatively
clearly that a large amount of individual considerations needs to be taken into account. This
motivates a more qualitative description of the data in this study. Support technology is often
redesigned for every new person needing it and personal assistants need to learn the specifics
of every person they help.

5.2 The Interviews
The interview material is large and somewhat difficult to summarize, due to the high degree
of individual considerations. The special requirements caused by disabilities are different
from person to person, which is also stated clearly in some of the interviews (informants C, D,
F, and G). In each section I will use the informants’ statements and some of my observations
to relate the contents of the interview, keeping the presentation close to the interview
questions. In the first two sections I describe each informant’s background and work situation
(7 subsections in each section). In the remaining sections I have, where possible grouped the
informants according to how they have answered in the interviews.
5.2.1 The informants and their disabilities
In this section I will go through the various informants and how their disabilities affect their
life, both in the home and, where applicable, at work. The description is mainly based on their
own answers to the first questions, complemented by some information that appeared later in
the interview.
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5.2.1.1

Informant A

Informant A is a woman, who works as professor in an academic environment. She is around
55 years old, and suffers from a nerve disease, that affects her ability to walk. She walks with
crutches, but uses a wheelchair on some occasions, e.g., during long shopping sessions in the
city, or on conferences where there is a large amount of walking anticipated. She is not,
however, dependent on the wheel chair.
The heavy use of the crutches does have side effects, such as problems with hands and
shoulders from the extra load on these parts. It is also difficult for her to carry heavier things
in her hands while using the crutches. She may also have problems carrying lighter things,
since she has to keep them either under one arm, or in a grasp between the index finger and
the thumb, which puts extra strain on the hands. She does not require a personal assistant for
her daily work, although for some tasks she asks her colleagues for help.
5.2.1.2

Informant B

Informant B is a man, who works as a janitor at an academic department. He is about 50 years
old. He can be considered to be fully movable without any support, but suffers from severe
rheumatic problems in the joints. The pain varies from period to period but he is reluctant to
carry heavy weights over long distances. His disability is “hidden” in that it cannot easily be
seen, but it affects his work to some extent, especially during the periods when the pain is
large. He does not use any supportive equipment for himself, but relies on the use of rolling
tables for the transport of things.
He does not require a personal assistant for his daily work.
5.2.1.3

Informant C

Informant C is a man who works as a receptionist in a smaller company. He is about 35 years
old and suffers from an inborn damage on the spinal cord (Swedish: “ryggmärgsbråck”), and
is confined to using a wheelchair. He has full strength in his arms, thus using a manual wheel
chair for his transportation in the home. He is married to Informant D, and they both have
access to a service dog, which supports them in many small tasks during the day.
His leisure activities include beer brewing, which was mentioned in the interview as one
activity where he thought that a robot could be regarded as interesting.
He is not dependent on a personal assistant.
5.2.1.4

Informant D

Informant D is a woman who works as a receptionist/telephone operator in an organisation.
She is about 30-35 years old, and suffers from a disease causing muscle dystrophy. She has
seemingly no problems walking, but it turns out that she can only walk shorter distances
without support. The weakness of the muscles makes it difficult to lift things, even relatively
lightweight objects and especially above the shoulder height. Carrying even lighter things
around is a major effort. She is not normally using any supportive equipment. Among her
leisure activities are the treatment of pot flowers, something that came up as one of the
desirable areas where a robot could be of use. More about this follows in a later section.
Informant D started the interview on a different thread than expected, in that she was
accompanied by a service dog (see more about this in chapter 6) when she arrived for the
interview. However, I have tried to extract her expectations on a service robot in the work
situation from the interview as it came about.
She is not dependent on a personal assistant.
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5.2.1.5

Informant E

Informant E is a man of about 40 years, who is still under retraining from the accident that
caused his disability. He had a diving accident about four years before the interview took
place. He is completely paralysed from the chest and downwards. He also has muscle
weakness in the arms, as a result of the accident. This means that he cannot make a complete
finger-thumb opposition grip on heavier objects. He was at the time of the interview about to
start working as a telephone salesman working from his home office, which was fully
equipped. Many activities are guided from special control panels that can be accessed with
low motor skills.
He is completely dependent on personal assistants for almost anything. During the interview
two people were sitting in a nearby room, waiting for him to ask for something that he
needed. On two occasions one person came in to the room, in order to give him a glass of
water, since he could not lift the glass to his mouth by himself. Among the services that the
personal assistant provided was several small but important tasks, such as lighting cigarettes,
or provide drinks of water.
5.2.1.6

Informant F

Informant F and G were interviewed together. Informant F is about 50 years old, and suffers
from a paralysis from the seventh vertebra, resulting in the same type of paralysis as for
informant E, complete paralysis from below the chest, and muscle weakness in the arms. He
works as accountant and does part of his work from home. He drives his own car, which is
specially designed to fit with his disability.
He needs occasional help from a personal assistant, for more special tasks.
5.2.1.7

Informant G

Informant G is about 30 years old, and suffers from a paralysis from the seventh vertebra,
resulting in the same type of paralysis as informant E, complete paralysis from below the
chest, but with one arm almost completely immovable. He works at a major company and
does most of his work at his office.
He is dependent on a personal assistant, e.g., for getting in and out of the car, which he drives
himself.
5.2.2 The informants’ work situations and their requirements
Many disabled people have their work at home, and this means that in those cases it is not
possible to differentiate between the work setting and their normal home environment. Of my
informants only one (E) had his home as main work place. Two, (C and F) did some of the
work in their homes, using specially designed work places in the homes. For those
informants, we concentrated on the work situation, although many aspects from the residential
work environment have been mentioned in the interviews. The remaining four informants
worked away from home. The interviews for this last category were focused on the work
environments.
5.2.2.1

Informant A

Informant A works in an academic setting, where she has a large variety of tasks from purely
administrative tasks to academic teaching. In her work she often has to make copies, from
documents, books, etc. She also needs to give other co-workers documents, such as invoices,
signed forms, etc. Sometimes she also needs to bring books or similar things to other co-

94

workers, sitting in the same building. She has a work situation, which requires her to be fairly
movable, and to go to and from places most during the day.
Many tasks include the lifting and carrying of heavy objects, such as binders, books, paper
piles, or overhead sheets. Currently she frequently asks people to help her bring things along,
although she also manages most of these things on her own.
5.2.2.2

Informant B

Informant B works at an academic department with all kinds of service tasks. His work
requires him to be fairly movable, and to get things for people in the department. Examples of
common work tasks are exchanging printer cartridges, light bulbs and light tubes. He also had
the only key to the storage room, where all the employees asked for access in order to get all
the utensils needed.
His work is very flexible, varying from day to day. Since he needs to move around the
department building, there is a large number of smaller transport tasks that require his
attention.
5.2.2.3

Informant C

Informant C works as a receptionist in a smaller company. His work is relatively localised to
his office, and there are few occasions where he needs to leave his work place over the day.
As a receptionist he also handles very few tools or objects (apart from the telephone). His
work situation is therefore somewhat monotonous.
Aside from the work, he was involved in a beer brewing club, where he had some problems
making heavy lifts, such as, lifting beer barrels or buckets of water for the various steps in the
process. I mention this here, since it is not a typical home occupation, but has various
requirements that are reminding of work tasks. One problem was to lift things from the wheel
chair, where the lifting caused problems of keeping balance and required him to use strange
positions for lifting.
5.2.2.4

Informant D

Informant D works as receptionist and general support person in a small publishing company.
Her work is relatively stationary, and she only moves away from the workspace for making
paper copies and fetching the mail. When she is moving around in her office, there are some
difficulties such as opening some difficult doors and reaching some of the shelves in the
canteen. The work in itself causes her few problems. There are some restrictions on using
dogs in the office, which is sometimes a problem, although she has acquired a general
permission on using dogs in the daily work.
5.2.2.5

Informant E

Informant E is still recovering from the accident that caused his disability, and is in a
rehabilitation program. However, at the time of the interview he was looking forward to
starting to work as a telephone sales attendant for an insurance company. He had a more or
less complete work place arranged in his study, with several appliances that were specially
designed to facilitate him to use the telephone, a computer and various other devices. Rather
than typing any notes on the ongoing sale, he was recording the customer conversation
electronically on a mass storage device.
His work was based on the condition that he could stay at the work place all the time, not
needing to move around during his work phase. However, he was still dependent on having
personal assistants providing him with the small bits and pieces during his work, such as
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bringing things to eat and drink, lighting cigarettes etc. He had made some provisions that
enabled him to perform some tasks on his own, using specially designed controls placed on
control panels mounted at various strategic spots in the apartment. These allowed him to draw
the curtains, make phone calls, open doors and let people in through the front door, just to
give a few examples.
5.2.2.6

Informant F

Informant F works mostly from home, and has a well-organised home office from where he
manages most of the work. His equipment (computer telephones, etc.) is adapted to his needs,
of course, but there were no special requirements placed on his equipment that comes from
the special disability.
5.2.2.7

Informant G

Informant G works as an auditor in a small company. In his work he is mainly occupied with
economical transactions and form filling. The work does not require him to move about in the
office, and he manages most of the work without support from his colleagues, although he
sometimes has to ask for help in specific situations.
5.2.3 The informants’ views on robots
It is not possible to draw any far-reaching conclusions about how disabled people regard the
idea of having service robots in the home from the interviews. The informants were in general
positive towards the idea. This is not surprising since the nature of their disabilities already
forces the informants to be more or less relying on technological artefacts for their daily life.
Informant E (who had had the diving accident) related how he had fitted various types of
supports to the wheel chair, so that he would be able to use a video camera while on vacation
or travelling. Informants F and G had their cars changed to allow for driving, etc. Informants
A and B also worked in a technical context, using computers professionally.
With this background it is not surprising that all of the informants tended to have a positive
and constructive view on the use of robots. There is reason to suspect that the dependency on
technology does promote a positive view on the robot as a support in the home. However, it
was also clearly stated by some of the informants (in the voice of informant G) that “In any
case, a robot has to work without problems if it should be trusted. If the error or problem rate
is too high, I would not use it. Of course this to some degree depends on the kinds of errors
that will occur. But I want technology that works.” We will return to this statement later in
this chapter.
Several of the informants thought that the designs shown in Figure 17 was too inspired by
technology, and wanted to have a more personal design on the robot. The size of the robot
was also important for almost all of the informants but in various respects. Most informants
thought that the robot should be small enough not to take up too much room (Informants A,
B, D, F, and G), since the house of a person with a major disability is generally loaded with
supportive tools, and every new gadget has to be useful enough to be worth using the physical
space that it occupies in an already crowded house. Two of the informants (B and C) wanted
the robot to be strong (and stable) enough to be able to carry a substantial payload. The
carrying potential came as a request also from one informant (D), who wanted the robot to
carry the water, while she was watering the plants, or to carry the plants themselves, e.g.,
when they are being replanted.
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5.2.4 How the robot could support the informant
Several of the questions look at how the robot could be supporting the user in various
situations. Although it turned out that many of the possible supportive activities are common
to both home and work situations, although with variations in the contextual factors, the
description of the robot’s possibilities for support is divided into two sections, one dealing
with the work situation and one looking at the home context. Since all informants did not
discuss the home context, it will only be presented for those that did proceed to discussing the
robot as a domestic house appliance.
5.2.4.1

Robot support at work

There are two principal work situations that showed up in the interviews, namely where the
person works in a separate office environment, and where he or she works from home. The
informants who were more mobile, all worked in an office context, whereas the informants
who were more or less bound to wheel chairs either shared their working time between an
office and the home or worked primarily at home.
5.2.4.1.1

Informant A

The first informant (A) was involved in the project on an early stage, and therefore had some
preconceived ideas as to what the robot could do for her in the work context. Her work place,
however, is set in an office, which is not directly suitable for the use of a robot (or a wheel
chair). There are stairs, doorsteps and other obstacles for moving around. These obstacles are
of course also creating difficulties for the informant, especially the stairs.
Today, a secretary and colleagues support her in the normal business. When she needs
something she often asks someone to bring it with them, and there are routines developed for
such things as the delivery of mail, the sending around of important documents etc.
The kinds of tasks that were foreseen where mostly transport tasks. E.g., she mentioned going
to the copying machine with a heavy book, or a binder with articles, or going to the lecture
room with all the overhead slides. Since she is using crutches in both hands there is no
possibility for her to carry things in either of the hands. She liked to think of the robot as an
“intelligent tea tray on wheels” or even as “a kind of backpack”. There were a few occasions
where she thought it could be useful to send the robot away on its own errands, like sending a
book to a colleague, or sending for coffee in the kitchen. The problem she could see was that
all these errands would require someone to be at “the other end”, which reduced the
usefulness of the robot in this case. “I would actually walk to the kitchen myself, because in
the end you want to see that there is some coffee, and that it is reasonably fresh, etc.”
5.2.4.1.2

Informant B

Informant B also regarded the robot as a rolling intelligent service table, or transport service.
He found several interesting usages in his role as the department janitor. Most of the time he
considered it to be a support that would follow him around the office, e.g., when he was about
to exchange light tubes, or tuner cartridges for printers or copiers. Then he foresaw that the
robot would have to be relatively high and equipped with fixtures, e.g., for all the light tubes
that he would have to bring with him around the department. The things he had to carry were
essentially not heavy, but rather bulky and awkward to transport.
Since he was also responsible for the store room, and held the only key to it, he also
considered sending the robot with the key to a person waiting outside of the store, so that he
himself would not have to go with the key to the store and back. Since the robot would move
in a public place, he thought about using some automatic locker that would be used to protect
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the key on its way. In this setting he also considered the problem of communicating with the
robot. It was not obvious to use voice input, e.g., in the scenario where the robot fetches the
key, where he suggested a “return-home”-button that should be pressed as soon as the person
had returned the key to the locked compartment.
A final usage that was considered by informant B was the situation where people would ask
him for small things that he would store in his office room, but rather would not want to run
around delivering, such as small light bulbs, diskettes, office material, etc.
In a way this informant had a very pragmatic view on the machine, managing to see the robot
mostly as a fairly complicated machine, rather than as an “intelligent” being. He did not
expect that the robot would be able to do very much reasoning on its own. He made many
hints to communicating with the robot using specified buttons the “Stop” button or the
previously mentioned “Return Home” button. He did not seem to favour the idea of talking to
the robot, although he made some comments about what he would say to the robot when he
was prompted for it.
5.2.4.1.3

Informant C

Informant C had some problems in actually seeing a proper use for a robot in his work
situation. His work required very little additional support, and he seemed to manage his work
without problems using the tools available. When asked more urgently, he constructed some
examples, but they were not very convincing as such. He seemed to be fairly content with the
work situation as such.
However, he saw a potential for a robot as an intelligent lifter in the home, or as in his case, in
many leisure time activities, especially for lifting heavy objects. In this situation he could see
many applications for the robot. We will return to his comments in the next section.
5.2.4.1.4

Informant D

The informant had the service dog in her office, but she did not use it extensively during work
hours. Rather, she found herself inventing simple tasks for the dog to do, in order to decrease
the boredom for the dog. Such tasks incorporated throwing away papers and envelopes. It
might be that starting to think about how the dog could help her in the work hampered her in
suggesting other activities, but she came up with very few other suggestions for a service
robot. As we shall see in the next chapter she had more ideas for usage in the home.
One of the applications that she considered was the lifting and carrying of objects. At her
office there was a high bar desk, which she could not utilise since she could not raise her
hands high enough. Thus, anything placed on the bar disk would be out of her reach. This was
one thing she could imagine the robot help her doing. Also, since she was reluctant to cover
long walking distances, she often found herself carrying things with her “just in case”. For
example, when she wanted to copy something, she continuously reminded herself that
someone might have used the last batch of copying paper, and rather than having to walk one
extra time back and forth to the office, she habitually brought a small package of copying
paper with her, which is about what she could manage to carry “if she held it clutched close to
her body”. In this situation she considered that a robot would be of good usage to her.
5.2.4.1.5

Informant E

At the time of the visit informant E was just about to start working as a telephone salesman
which caused him to work almost exclusively at home in his home office at a specially
designed computer table, where everything he needs for his work is close at hand. This meant
that he was not especially attracted by the robot as support for the working situation.
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However, the robot was considered interesting supporting him with the small bits and pieces
he needed for comfort, such as cigarettes, water, etc. which today a personal assistant gives
him almost all the time. When he is at work, the situation is somewhat paradoxical, since he
has most of the technical support that he needs in order to manage the work tasks, but still
requires support to do most of the small tasks that are normally not even considered to be
belonging to a work place, such as drinking water or coffee, smoking etc.
5.2.4.1.6

Informant F

The informant F also considered that there was very limited need for work support in his
work. Most of the things that he does during his day are done at the desktop and the only
times when he moves around, he brings the things he uses with him in the lap (in the
wheelchair). He could see a possible scenario where he would send the robot away with
things on the carrying tray to other colleagues in the office, but he was also worried that the
robot would appear annoying to the others at the work place. Even, if the robot was equipped
with more appliances, such as vision, and manipulators, the prospect for using the robot at
work was not significantly better.
5.2.4.1.7

Informant G

Since he works at home, informant G did not really see the robot as a work tool, but more as a
general aide in most activities. He could see the obvious possibilities, but he remained
hesitant about the actual added value from the robot in a work context, and there were some
discussions on how much the robot would intrude in the office environment, but in general the
robot was considered to be of use only as an intelligent transport tray. This mixing of context
of use is probably not strange, since the work situation is often bound to the home
environment, at least to some extent. There were some interesting discussions between
informants F and G regarding whether the robot would be considered the disabled person’s
personal tool or a common resource for all the employees in the office. Both prospects had
their advantages as for acceptance and utility as for availability. Since the work context in
many cases is bound to the home, this issue might be less critical, but in the home, there is the
issue about how other members of the family should be involved with the robot.
5.2.4.2

At home

The situation of using the robot in the home environment did not occur during all of the
interviews, primarily since the informants in those cases had a clear distinction between work
place and home. In those cases where the informant’s work was divided between home and an
office, the home situation came up as a separate item in the interviews. I will therefore only
describe the home situation where it is applicable.
5.2.4.2.1

Informants C and D

Although they were interviewed separately, informants C and D will be described together
with respect to the home support perspective. Since they live together the descriptions they
gave were coinciding in many aspects, which makes it interesting to combine the descriptions.
Informant C is using a wheelchair, and informant D is more mobile, but lacks the power to
move longer distances. In their home, they make use of a service dog (see chapter 6 for a
description of this scenario). In this section we will look at the comments they made on the
robots role in their home activities. Informant C had some problems in seeing the direct
contribution that the robot would make in their household. The most important use he could
see, was that the robot could assist them with carrying tasks when they were about to take the
car, e.g., to the summer house. As one example, they have to bring all the water they need,
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since the well did not provide potable water any more. Carrying all the necessary material to
the car and from the car was an interesting possibility. Also during the beer brewing that he
performed, he considered the use of a robot support to carry the heavy casks of beer, and
water. However, both these kinds of tasks are difficult with the current type of robot, due to
its capacity limitations (5-10 kg of cargo, low carriage, etc.).
Informant D, however, did see many interesting possibilities, both as a replacement for the
service dog, and in many respects where the dog showed shortcomings. Many small things are
difficult for her, so that the robot could easily provide her with useful support. She had many
suggestions as for how even the robot without manipulators could be of use for a disabled
person. Example of suggestions was to support when she would make tea in the kitchen, and
then she would put all the cups, saucers etc. on the robot’s transport tray, send it into the
living room, where her husband would unload the robot and send it back in case she would
want to send out some more.
One other interesting example was the watering of plants. In the interview it quickly showed
that the primary assumption made turned out to be wrong. We had suggested a modular
construction for a robot that would allow it to attach a specially designed “watering unit” in
order to go around and water plants according to a given schedule. This was immediately
turned down by informant D, who wanted “the robot to carry the water for her”, whereas the
actual watering of the plants was to be made by her. The impression is that she thought
watering plants was fun, but she did not have the muscle strength enough to bring sufficient
amounts of water around to manage watering without tiring from walking around in the
apartment. On questioning, she also admitted that it was important to have a feeling of
managing on her own, rather than being helped.
5.2.4.2.2

Informant E

Informant E was interviewed at home resting in his (adjustable) bed serving as both bed and
chair, and it was quickly very obvious that he did not have any power in his arms, although he
had some minor mobility left. He claimed that he had “almost no triceps20 and only about
25% muscle strength left in his arms and hands”. Most of the activities he needed done, such
as providing water, etc., were supported by the personal assistant. This was something he saw
as a very useful potential for a service robot, or as he said during the interview: “It is
frustrating not to be able even to light a cigarette or take a drink of water without the help of
another person”. He clearly saw the need for an assistant that would be able to help him with
all sorts of small trivial things, which nevertheless were of great importance to him. On the
other hand, using special equipment, he could open doors, window shades etc. with simple
combinations of button presses on a special panel. He continuously designs solutions that will
allow him to be more self-supportive, and “as an engineer you know what is possible to do”.
In the interview he also mentioned the other role of the personal assistant, namely as a safety
measure. He could well imagine that a very useful activity for a robot would be to go around
and monitor the apartment, in case something would happen to the person, e.g. if he would
fall out of the wheelchair. On a straight question whether he would allow a robot to support
him physically, e.g., by grabbing hold of an arm, or by acting as a physical support, he after a
short pause said: “Yes, that would not be a problem. It can grab hold of me, if I were about to
fall over, or if something else would happen to me. I don’t fear the machine. Yes, I think I
would trust it.”

20
The triceps muscles serve to straighten out the arms, and work opposing the biceps arms. Without the triceps
functionality it is difficult to, e.g., reach for things or stretch the arms.
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5.2.4.2.3

Informant F

Informant F is relying on the use of personal assistants and this seemed to be a role he would
like to let the robot take over on some special occasions. He mentioned the issue of privacy,
the need to be alone and not rely on other people as a problem with being immobilised. As an
example he mentioned that: “You [the interviewer] can take a glass of wine in your home, in
front of the fire place. I cannot do this without explicitly asking someone to uncork the bottle
and bring out the glasses”. He would appreciate to do this kind of things alone as an important
symbol of independency: “Even if I wouldn’t drink much alone, I would like to be able to
drink a glass of wine without someone helping me.” The possibility of being less relying on
the personal assistant seemed to be very important. Thus he could see a very large potential
for using robots in the home environment, provided that they are functionally stable enough to
be reliable.
The smaller type of robot, which wasn’t able to manipulate the environment, seemed less
attractive to him in the home. “It seems to me that a robot that could not lift things by itself
would not be so useful for a person who is sitting in a wheel chair. For transportation we
normally take what we need in the lap, while we are moving around.” The number of
situations where the simple transport need was evident is very small. Also there is a
significant problem for many to reach outside of the wheel chair, e.g., in order to put or take
something on the transport tray. This can be compared to the problems that informant C had
in finding useful activities for the robot that could not pick things up. The same role
distribution was perceivable when the robot was discussed by informants C and D. Informant
C was using a wheel chair, and had fewer ideas about how to use a robot without
manipulators, whereas informant D could see more applications where a robot without
manipulators could be useful also for her situation.
Informant F did not like the idea of the robot as a physical security. He did see the potential as
a mobile supervisor but he rejected the idea that the robot could work as a physical support
that would actively engage in lifting him, e.g., in case he would fall out of the wheel chair:
“Hmm, no, I would not let the robot touch me. I would not trust it that far.” This is an
interesting contrast to the perspective given by informant E, who did not consider that this
would be a serious problem.
For informant F (and G) the idea of remotely controlling the robot (tele-control) came up
during the discussions. One way of using the remotely controlled robot was to display the
robot’s field of vision on a monitor, allowing the user to see what the robot could see. Using a
joystick-controlled laser-pointer mounted on the robot, the user could then use the bright dot
to point to various things in the remote location, which could then be accessed by the robot.
This would be an obvious extension to the use of a laser pointer as mentioned by informants
C and D in connection with the service dog. Informant F could see a large use for the robot
equipped in this way, sending it out into the garage to fetch things. See further discussions on
this in sections 5.3.3 and 6.1.2.
5.2.4.2.4

Informant G

Informant G also saw a large potential use for the robot but perceived the robot as a more
autonomous unit than informant F. During the discussion about how the robot could be
instructed to make coffee, he stated that “I am not sure whether I would like to instruct the
robot in every step. I want to tell it what to do, and then let it do it for me.” This was in
contrast to the statement by informant F, who claimed that it didn’t matter if he had to tell the
robot every important step in the process, as long as the robot did the right things and enabled
him to manage on his own.
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5.2.4.3

Using the robot

From the interviews, we can see some important points regarding the robots use in various
situations. Quite naturally, it seems that the more functionality or capacity we provide the
robot with, the more situations of usage can also be considered. A robot with manipulators
will of course be more versatile than a robot equipped only with transport tray no matter how
“intelligent” the latter is. On the other hand, it does not necessarily imply that the more
complex we can make the robot, the more useful will it be in all situations. If we consider the
situations of usage where the simpler robot is considered as interesting, it invariably has a
large potential as a general transport support. For the personal usage, the simple robot
supplies a simple but powerful transport facility that can enable the user to do more tasks, and
primarily making them easier for the user to perform. For example, the robot can transport
heavy or bulky goods leaving the user to transport only him- or herself, thereby possibly
relieving the user’s own body of muscle strains and wear (cf. informant A and D). In this
context of use, a robot with manipulators has a marginal added value, since it can load and
unload things by itself.
On the other hand if a robot can be equipped with manipulators this increases the possible
usage situations for a user who has difficulties in moving his or her arms, for example. If the
robot can hold on to things, it may also form a mobile support, e.g., while washing clothes
(informant D). This will of course increase the complexity of the interaction with the robot,
regardless whether we have a spoken or a graphic interface.
Even further possibilities can be envisioned, if active vision is considered for the robot. If the
robot can be equipped with (even rudimentary) vision capabilities, the possibilities are even
larger. In combination with a “see-through the robot’s eye” perspective, the robot can be
controlled also remotely. This was vividly described by informant F, who imagined using the
robot to go out in the garage and fetch things, that he would not send anyone else for. Using a
remotely controlled laser pointer through a joystick he imagined telling robot which can of
paint to fetch, for example.
5.2.4.4

Perspectives on the robot functionality.

The robot was clearly an interesting possibility to all of the informants, but the crucial issues
seem to focus two aspects: What should the robot do for the user, and how? As Informant A
stated it: “[the robot does not do] a task that the user does herself, but a task that the user does
not do”. However, this can be contrasted to what the informant D said during the example of
watering plants, namely that the robot had a potential to facilitate her doing things she would
not manage otherwise. Here we have two different perspectives, the robot as a doer, and the
robot as a facilitator. The differences between these two roles will definitely have to be
considered in the functionality modelling. However, there is no need to see those two roles, as
mutually excluding each other, since the activities covered by a facilitator may in many cases
be a subset of the activities covered by a doer. Most of the tasks that are covered by the
repertoire of the facilitator will probably be useful also for the doer, especially on the lower
levels. From the user’s perspective the favoured choice is most likely a matter of need and
personal preference.
The other spectrum that can be discovered in the interviews concerns the level of autonomy.
We do not consider robots that are completely autonomous, but simply put, we rather look at
the sizes of the tasks being given as single instructions to the robot. Just to give an example in
coffee making we could either provide the robot with the complete instruction sequence
“remove the old filter from the brewer, put in a new filter, add 5 measures of coffee in the
filter, heat 5 cups of water, pour the water over the coffee… etc.” (which was the idea of
informant F) or ask the robot simply to “make 5 cups of coffee” (which was the idea argued
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by informant G). In the former case the robot is instructed fairly much in detail, and this
interaction is continuous. However, in both alternatives the robot is doing the work under user
supervision. The difference lies in the number of actions that the robot will perform without
being explicitly told.
The most important factor in the distinction between the robot as a doer and the robot as
facilitator as well as between an autonomous and a non-autonomous, is probably the
communication, and the level of instruction. One difficulty is thus to find a suitable level of
instruction that will not be tiresome to the user, and still not doing too much in one sequence.
And if the gain is large enough the strain of instructing might even be a cheap price to pay,
e.g., informant F claimed that “if the robot facilitates me to do something that I could not
otherwise do, I might even stand giving quite detailed instructions.” This means that the
discussion of an item being useworthy (see the footnote in section 2.4 for a definition) might
be relevant in this context. In this way we can see two dimensions concerning the
functionality, one dimension describing the need that the informants express, and one
dimension describing the expected or required degree of autonomy in the robot. This dual
perspective may be fruitful to ponder in the further discussions on how to describe the desired
functionality and the more general issue of designing a task analysis scheme for service
robots. Just to take one example: the primarily supportive task of carrying the books around,
e.g., to the copying machine (cf. informant A), can be either relatively autonomous, i.e. the
user asks the robot to carry the books to the copying machine, where the user meets the robot
in the end. Or, it could be instructed, so that the user has the robot follow her, and gives the
robot detailed instructions on where to stop in the vicinity of the photo copier. Still in both
alternatives the robot is helping the user do a task that he or she has difficulties in doing. It
means that the user is more or less actively taking part in the work, but in the second case
there is much more possibility for feedback during the process.
Neither of these dimensions are to be taken as literal, exact divisions into separate categories,
but they are indicators on two important aspects of the tasks that the robot is intended to do,
which means that we have to make sure that the tasks are designed with this perspective in
mind. As we shall see later, they will bear some implications for the task description system
that we will develop for the service robots.

5.3 Summary of the results
There is of course a number of issues that have come up in the interviews, both as a result of
what the informants explicitly stated, and as acceptance or refusal of the preconceived ideas
that we had in the project. A robot may have both a positive and a negative social effect for
the disabled persons. Those aspects came up briefly in most of the interviews, but it is my
impression that the informants did not see this as a major threat. One possible reason for this
might be that they all saw the possibilities that the robot could enable, reinforcing the issue of
independence. A robot has the possibility to make a disabled person markedly less dependent
on personal assistants, and family members or friends at home, or colleagues at the work
place. It could even facilitate a fairly severely disabled to manage on his or her own for
shorter (or even longer) periods of time (informant F).
On the negative side we have the sordid reality that a robot may be taken as an excuse to
reduce the number of personal assistants for the disabled person, reducing the amount of
human contact for people who may already have difficulties in engaging in normal social
activities. However, this negative aspect was not seen as a problem in any of the interviews,
even though it was mentioned by some informants (C, E, G). One possible reason for this may
be that of the informants who were today in need of a personal assistant, none would be able
to manage without the personal assistant, regardless of whether they had a versatile robot or
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not. For those informants who managed on their own, they did not rely on this kind of
personal contact, but merely saw the robot as one possibility to reduce the dependence on
colleagues or friends.
Another negative point is the amount of floor space that this kind of device takes. A person
with a major disability already has a large number of technical devices that occupy space in
various locations. For an example, informant E already had several wheel chairs for different
purposes21 standing in his apartment. Thus if a robot should be accepted, it has to “defend”
the actual amount of floor space that it takes up. The only way for the robot to do this is to
serve a good need, i.e. answering to the request that it performs useful tasks in a desired way.
It has to be worth the effort having it in the home (cf. again the discussion on useworthiness
(Eftring 1999), which also applies to such factors as space considerations in this case).
In general we may conclude (not unexpectedly) that robot design for disabled people has to be
based on individual considerations. These individual considerations can be on very different
levels of detail, from the issue on how the robot should approach the person, to how it may
engage in a co-operative activity with the user. The crucial issue is that the disabled person is
dependent on the robot, which might be more or less difficult to accept for different
individuals (informant F). This means that the robot has to be designed so that the person
feels that the robot is acceptable according to his or her apperception of trustworthiness.
There are some specific solutions or ideas that have come up during the interviews, and which
are not possible to generalise in the same manner as the previous observation. Still, these
observations are important information for the task analysis and modelling, since they provide
information about tasks on a more specific level. There are at least two such observations that
will be mentioned here, namely the metaphorical likeness of the robot to a dog, and the use of
remote controlling of the robot through onboard cameras etc.
5.3.1 One robot for all
In the last interview, one of the two informants (F) was asked whether the robot currently
used in the project (without manipulators, see Figure 22) could be of use in his home or at
work (see section 5.2.4.2.3 for details from the interview). Since he was bound to use a
wheelchair of the Permobil type, he could see some difficulties in using a robot that could
move actively but not grasp things. This was especially important to him, since he had muscle
deficiencies that would not allow him to stretch far out of the wheel chair without falling out
of it.
During the discussion that followed, informant F noted that there might be a major difference
in this respect between people who are and people who are not dependent on using electric
wheel chairs, or who have larger difficulties in lifting objects. The rationale he mentioned was
that people, who are using an electric wheelchair, already tend to use the wheelchair as a
carrying tray.22 This means that the user is his or her own fetch and carry agent. Furthermore,
the number of times they can actively send a robot away with a payload on its own, is
relatively limited, since it could be difficult to move the object, e.g., from the table to the
transport tray. Moving things into the lap is much easier if you have weak muscles. A person
who is not sitting in a wheel chair does not have this possibility to transport things, but needs
to use the hands, or e.g., a separate backpack.
21
One person may need different wheelchairs for different tasks. Differences may occur regarding portability,
sturdiness and similar properties. A travel wheelchair is, e.g., smaller and sometimes weaker than a standard
wheelchair.
22
It is slightly different with a manual wheel chair in that the person needs to use both hands, and thus there is a
risk that the things in the lap will fall down on the floor.
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5.3.2 The RoboDog
During the interview with informants C and D, the service dog was mentioned as a useful
support to disabled people in everyday life. A service dog is, in short, a dog who has been
specially trained to perform a certain set of tasks, such as fetching objects, opening doors and
drawers, or picking up objects that the person has dropped on the floor, just to mention a few
of its tasks. It is evident that the service dog is a great help for a person who is in a
wheelchair, or who is physically disabled in some other respect. The RoboDog metaphor will
be described in fairly large detail in chapter 6.
In this context I will only mention that the service dog could be a useful metaphor for the
service robot, and we could gain interesting conceptual benefits from this similarity. One
interesting aspect is that it might be possible even to use interaction methods that remind of
interacting with the dog. Even the use of a laser pointer to direct the robot is included in this
metaphor. Rather than naming all different items in a home, the user points to it using a laser
pointer. This method should therefore be acceptable also for robot control. The user points to
objects and places that the robot should know rather than using a special name for it. The
robot can then either take the thing, or, in some cases be taught the name of a special item
(this of course requires co-location of the robot and the user).
5.3.3 Remote Control of the Robot
When the possibility of using remote control was mentioned to informants F and G, they
immediately saw several possible situations where a remotely controlled robot would be very
interesting. Some of these applications are fairly close to the concept of remotely controlled
robots that collaborate with the user in a more interactive manner (e.g., for use in hazardous
areas, such as nuclear plants etc. cf. Simsarian 2000).
The prospect of a remotely controlled robot was interesting, mostly because it could be sent
on errands to places where the user had problems going him- or herself. Among such places
mentioned was the garage, where the robot could go to fetch things without the user
accompanying (informant F). In this scenario the user would be guiding the robot through a
computer interface, using a combination of a camera and laser pointer (both onboard), guided,
e.g., by a joystick or a specially designed control device. Using the laser pointer the user can
point to various objects in the remote room, without naming them. The robot can “see” where
the user points — the red spot — and the user can see that the robot “sees” it. This type of
remote control was considered to be a very useful extension to the activities for the robot.
One interesting observation in this context is that the robot was not supposed to be operated
directly by the remote control, i.e. the user does not “drive” the robot around the other distant
location (e.g., using a joystick). Rather, he or she uses the remote view and pointer to give the
robot instructions about the desired tasks. In many cases the remotely operated robots are
operated directly in the situation. For our application, the scenario is more like when
discussing robot probes for use on distant planets (where remote operation is not possible
because of the long distance where even the speed of light is too slow for direct control of the
vehicle). Instead it might be possible to instruct the vehicle to drive towards an interesting
mountain ridge, or other object that is of interest, but leave the navigation and hinder
avoidance to the vehicle’s own capacity. This resembles the ideas behind the Mars Rover as
developped by the NASA (NASA 2009).
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5.3.4 A Robot for Ensuring Safety with the User
In two of the interviews, with informants E, F and G, the issue about personal safety was
related. The informants concerned were all in need of personal assistants, and part of the need
was for the personal safety. With the kind of disabilities that these informants have, they are
unable to get back into the wheel chair, in case they fall out of it. In a panel debate during the
ROMAN 2000 conference in Osaka, Japan, the use of robots for public safety was discussed
by prof. Nakamura (see Figure 19). The general idea was that robots could provide different
kinds of safety within a society. In the figure we can see three safety dimensions: physical,
social and mental safety.

Figure 19. Various safety aspects on robots in the society. The picture is used with kind permission of prof.
Nakamura, Hitachi Corp. (presented at RO-MAN 2000 workshop in Osaka).

The service robot does fit in with this scheme, especially on the dimensions of social and
mental safety, according to some of the informants, (informants D, E, F), where the robot
could trigger an alarm if the person did not move within a specified period of time (informant
F). Since the robot is mobile it has a possibility to monitor a larger area than cameras in fixed
positions in a home. If we combine the robot with a remote control facility (see section 5.3.3),
it would even allow someone to assume the control and use the robot to look for the person in
the home.
A robot might also provide something reminding of comfort, on a mental level. Even if the
people would prefer not to address the robot as an intelligent being (informants E and F) they
can still feel a relaxation in knowing that there is someone around. This does not necessarily
mean that the robot is given any anthropomorphic role, but rather that we have a tendency to
look away from some aspects of machine usage, which can be seen e.g., when children play
with robots. They clearly are aware of the robot not being “alive” but they still want to test the
limits of vividness in the robot.
Physical safety, however, is more difficult to provide through the robot. It is clear from the
interviews that it is a highly individual issue, whether the robot should be able to provide
physical interaction with the user, e.g., to help him or her up, if they fall. It seems as if there is
a distinct difference between the robot that takes initiatives to actively support or lift the user,
and the robot that provides an immobile fundament that the user can use as a support. Most of
the informants would accept the robot to be used as a mobile crutch or support, but about half
of the informants quickly rejected the idea of having the robot catch you in the fall, or even
actively lift you into the chair (informants C, F and G). On the other hand, two of the subjects
expressed interest in having the robot actively engaging in physical contact with the user
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(informants D and E). Also for relatively delicate operations the robot was considered by the
informant who discussed the concept of the service dog metaphor (informant D), who felt it
appropriate to let the robot pull off her socks in the same way that the dog does (cf. Figure
20).
It seems as if the robot well could be allowed to help the user as long as it is possible to
provide the necessary trust, expressed through, e.g., small numbers of errors and a successful
implementation of the tasks in the robot, i.e., that the user experiences, not only that the robot
performs the right actions, but also that the robot does this in the right way. This means that
procedure might be important, maybe almost as important as the proper understanding of the
goals.

5.4 Discussion
As can be seen, the interviews provide a large amount of information that could be useful for
the design of the ISR, both with respect to the physical design, and the task oriented software
design. We can see these information areas from two perspectives: a general, and a specific.
In the specific area we find such details as perceptive equipment, laser pointers, etc. In the
general area, we find ideas around how to describe tasks in such a way that the robot can
become a useful support in the home environment, who behaves in an expected manner.
One observation from the interviews was that the informants were generally positive towards
the idea of service robots, although two people expressed their doubts about the possibility of
constructing these robots from a technical perspective. This should not be surprising, of
course, since the nature of disabilities forces disabled people to be more or less relying on
support for their daily life already today. Several of the more severely disabled informants
had specially designed equipment, for example, video cameras fitted to the wheelchair for
travels, or specially equipped cars, enabling them to drive cars, even with severe disabilities.
Many of the informants could clearly imagine scenarios where this kind of support would be
of good use. Sometimes the expectations were too high, compared with today's technology.
For example, one of the informants thought that the robot would be of good help in lifting
beer barrels, since his hobby was beer brewing. The current versions of a service robots are
not intended to be athletic, but of course for this group of people it is clear that the lifting of
heavy things constitutes a problem.
The homes of people with more severe disabilities are often equipped with different kinds of
assistive devices, and this caused several of the informants to comment on the necessity for an
ISR to be small and unobtrusive in their environments. Any new gadget needs to defend the
space it will occupy in the home. It is not only desirable, but necessary for a robot to be small
enough to be able to stow away, when not needed. Contrasting this with the idea of the robot
as a carrier of heavy loads, we can see that there is a risk of having conflicts in the design
goals.
The kinds of tasks in which the subjects expressed interest were mostly quite simple tasks
(simple from a human perspective). However, most of the tasks they would prefer to see from
a robot have a common denominator in that they facilitate the user to do things that a person
with his or her kind of disability cannot perform on his or her own. This can be seen from
two different perspectives. One possibility is that the robot autonomously performs the tasks
that are impossible to perform for the user. This seemed to be the case primarily with the
informants having lesser disabilities. As one of the informants stated it in the interview: “[the
robot should not do] a task that the user does herself, but a task that the user is not able to do”.
This can be compared to what another informant said during the interview regarding the
watering of plants, namely that the robot had a potential to facilitate her doing things she
107

would not manage otherwise. This perspective was also more prominent among the
informants with a higher degree of disability. One of the informants described a scenario
where he could invite someone to a dinner and serve his guests wine with help from the robot.
In this case the robot enabled him to serve the dinner, although the serving could be done by
the robot without interaction with the user.
Although this group is dispersed in terms of the degree of disability, there are some
interesting observations to consider. The informants were largely positive to the idea of a
robotic helper. Whereas people with lesser disabilities seem to envision the robot as being a
fairly autonomous servant, that could be asked to do things for them, people with some higher
degree of paralysis tend to view the robot more as a means for being less dependent on their
personal assistants. A more mobile person seems to see the robot more in the role as a
performer of tasks, whereas an immovable person seems to regard the robot as a facilitator
that enables him or her to do things in collaboration with the robot. One possible explanation
to this observation is that the latter category of people is already dependent on another person,
their personal assistant, and regards the robot as a possibility to decrease this dependency. The
social aspects of having robot assistance is a very interesting issue that obviously needs more
consideration (Mahani and Eklundh 2009).
From the study presented in this chapter we can see that the design of the tasks for a robot
servant for people with special needs might be less straightforward than suggested by research
presented in section 2.4 (cf. Engelberger 1997; Khan 1998). Some of the commonly presumed
tasks, such as drink serving, or cooking, were not interesting to the majority of the informants
in the questionnaire study. Nevertheless, they were considered possible by the informants in
the second study, provided that they were regarded as (parts of) co-operative tasks. This
seems to make the enabling factor (rather than the function in the tasks themselves) an
important issue in the studies.
More surprisingly, some of the tasks that were suggested by the subjects of the first study
were less autonomous than expected, and the subjects did not want the robot to be too
innovative and suggest activities. Many of the suggested tasks were co-operative in nature, a
fact, which was emphasized even more in the second study in this paper. Here the role of the
service robot was more or less that of an intelligent facilitator, rather than an intelligent
performer. For a person with special needs, for example due to some disability, a service
robot may not be expected to do things for the person (in the normal case) but rather to allow
the person to perform normal activities, such as picking things from the floor, making coffee
and uncorking bottles.
This provides us with two important observations concerning the design of robot servants.
The first is that the task design for service robots will have to allow for a high degree of cooperation between operator and robot. Tasks have to be described as co-operative, rather than
autonomously performed tasks. The second observation is that a robot task will have to
include the possibilities for a close interaction with the user during task fulfilment. The robot
needs to be able to take instructions from the operator of the robot, not only in the instruction
phase, but also during the task activity, e.g., in case of a plan breakdown. This type of meta
communication is an important part of the robot's behaviour especially when it comes to the
more interactive tasks.
The tasks that are expected from people with special needs are, not surprisingly, tasks that
require a close proximity to the user. Many of these are manipulation tasks, such as lighting
cigarettes, holding drinking cups (using straws for drinking). There are also propelling tasks,
such as the “follow-me” type of tasks, where the robot follows the user with a payload, such
as books, coffee cups. In the case of flower watering, the robot follows the user at close
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distance, carrying a tank full of water, allowing the user to walk around the home, dispensing
the right amount of water to the plants.
As we can see, the Service Robot has to be adaptable to a large variety of needs, depending on
the kind and degree of disability. However, the expectations on service robots from users are
quite high, although not necessarily in terms of task complexity, but in terms of co-operative
behaviour and trust. Safety issues are important, but to disabled users the concept of safety
includes a large amount of recovery from failures. This becomes even more important when
more autonomous service robots are constructed.
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6

Robodog – The (not so)
Intelligent Metaphor

In one of the interviews, a large part of the interview came to discuss a special kind of support
for disabled, namely the service dog. Informants C and D in the interview study were both
involved in the establishment of the training program for the service dogs. The information
about service dogs and their capacities in this chapter is mostly derived from the interview
with informant D together with information brochures provided by her.
In this chapter I will discuss the service dog as a metaphor for a robotic helper. It might be
tempting to think in terms of an AIBO or PARO running around in the apartment, but the
Robot dog does not necessarily have to be doglike in shape. As we shall see, it might just as
well be a small fetch-and-carry robot like the CERO.
A motivation for this chapter is that there seems to be a tendency for potential users to have
too large expectations on service robot, especially when it comes to the capability of the
robot. If the robot causes too large expectations on the task repertoire, there is a risk of the
user being discontent with the helper. It has also been shown in some studies (Hüttenrauch
and Severinson Eklundh 2002; Severinson-Eklundh, Hüttenrauch et al.) that people are quick
to assign both intelligence and personality to semi-intelligent artefacts, such as the service
robot. The experimental robot used at our institute was provided with a small moving doll,
that provided a personalized “driver” of the robot, and it was appreciated as such by people
observing the robot running around the corridors (Hüttenrauch, Green et al. 2004). However,
one problem with the driver metaphor is that the agent may appear too intelligent, and that a
user might therefore expect too much from the robot, as personified by the agent. This can be
seen in such experiments as the guide robot MINERVA that was showing people around at
the Smithsonian museum in New York (Burgard, Cremers et al. 1998), where it was reported
that people, and especially children, engaged in challenging the robot’s behaviour, in order to
see how the robot would react.
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One way of dealing with this problem is to use a less advanced metaphor for the robot
servant, i.e. a metaphor that induces a realistic view on the capacity of the robot in the user's
perspective. During one of the interviews, we found such a metaphor, which seemed very
promising in this respect, in that it provides the user with a realistic set of expectations on a
robot, namely the service dog. The service dog is trained to perform various small tasks in the
household such as picking up things dropped by the person, fetching things in the apartment
or, as shown in Figure 20, pulling the sock off of the foot of a person suffering from muscle
dystrophy.

Figure 20. An example of a task performed by a dog that was present during one of the interviews. This is a
specially trained service dog as shown by the “uniform”.

The amount of possible tasks naturally depends on the size and intelligence of the dog.
However, the service dog metaphor places realistic expectations of the robot servant, both in
terms of the possible task set, and in terms of manner of instruction. A service dog is not
expected to understand more than it has been trained to understand, and therefore this might
give the user a reasonable perspective on the robot training.
Still, there are other expectations on a service dog that are more difficult to fulfil in a service
robot. We can trust a dog to do quite personal things, in the close proximity, but even the
simple “sock-pulling” task becomes scary if we consider a robot with mechanic tweezers
trying to get hold of the sock, without pinching the toes inside. This example was also
explicitly mentioned by the informant. This means that the safety issue as described by
Steinfeld (2004) has to be reviewed and extended to also involve safety in a forced close
contact with humans, and not only in terms of errors and failures.

6.1 The Service Dog
Specially trained Service Dogs have been used in Sweden since the start of a pilot project in
1989, and there is today an established organisation, which supports the training of new dogs
(and their owners). To train a dog to become a service dog takes approximately one year, after
the standard working dog training. The dog has to reach what in standard terms is “Obeyance
Grade 1”. Within the training, apart from the practical training of tasks is a large amount of
training of the personal relation between owner and dog, so that the dog and its owner
constitute a working unit. In many cases the dog becomes something in-between a normal
domestic dog, and a source of support. This combination requires some attention by the
owners. It may, e.g., be a problem that the dog is trained exclusively for one of the family
members. This was in the interviews explained as the kind of acceptance degrees the dog used
for obeying one or the other of its owners.
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The Service dog, therefore has been trained so that it shall be able to support its owner with
basic smaller things in the home and at work. The kind of tasks that are given to a typical
service dog, gives some indications on the applicability of the metaphor to the home or work
robot.
A common property for many of the tasks for the service dog is that they are conceptually
relatively simple, e.g., open/close the door, get my wallet, pick up my glove, put the paper in
the wastebasket. Also these tasks do not require any extended communication skills, such as
negotiation or failure repair. If the dog fails doing the task it is merely reinstructed to do the
task once again.
The primary task of a service dog is to provide the owner with the extra arm or hand that he or
she needs when the own bodily resources are insufficient. However, more complex tasks can
of course be added if necessary, and the dog is capable of performing the task. Dogs have, for
example been trained to make the bed, or empty the washing machine. All dogs get a basic
training involving the most common tasks, and then it is up to the owner to add personal tasks
that suit him or her situation.
There are also tasks that are more akin to security tasks, such as warning for alarms, checking
for dangerous insulin levels in diabetics, or reacting on their owner being immobile for some
time span.

Figure 21. The service dog opens a door, by pressing on the switch (under the front paw), which is difficult to
reach sitting in a wheel chair.

The basic tasks that a service dog has to manage include, among others:
• fetching different kinds of objects, made of different kinds of materials, wood, plastic,
metal etc.
• opening and closing doors either by pushing (and pulling) the door or by using the
activation switches on automatic doors (cf. Figure 21)
• carrying (transporting) smaller things for shorter distances.
Then additional tasks are added based on the owner’s needs or preferences. Some more or less
advanced examples are:
• Flushing the toilet
• Tearing off toilet paper
• Pulling off sleeves of coats, or socks
• Emptying the washing machine
As a conclusion we can see that the service dog is relatively flexible in the definition of is
tasks, but that the tasks are also relatively simple to their character.
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Some dogs have also been trained for safety tasks and alarms their owners, in case of different
kinds of sounds, e.g., doorbells, alarm chocks, telephones, alarm signals etc. Depending on
the situation and type of sound, the dog can perform different tasks, such as picking up the
phone and carrying it to the owner, opening the door, and so on. Some service dogs have also
been trained for surveillance tasks such as predicting seizures or low sugar levels in diabetics.
6.1.1 The back side of the coin
Apart from all these positive properties of the service dog, there are also some problems in
using them, such as allergies, owners who mistreat their dogs or who see them merely as
tools, and fear of dogs or animals in general.
Other problems stem from the mere size of the dog, which may disable it for opening heavy
doors, or biting over large or heavy objects. A smaller size of the dog may also bring on
difficulties making up the bed, and make it explicitly useless as walking support (as a
complement to crutches).
Finally, there is also the problem mentioned previously, that the dog should only be trained to
support one person. In the interviews, it was mentioned as a problem, to prevent the personal
assistants to “help”, e.g., in the training of the dogs. If the assistant is helping there is a danger
that the dog will attach more to the assistant than to the owner.
6.1.2 Interacting with the service dog
In this thesis we will not discuss the communication problem at any greater length. However,
it is noteworthy that the communication with a services dog follows a very simple structure.
The owner gives the dog commands by way of voice, sometimes combined with gestures. The
Commands follow simple structures, such as, e.g.: <attention marker>, <command>
<argument> (“MacDuff, get my wallet”)23. The dog needs the attention marker (or the name)
to separate the work and family situation and to know that it is expected to do something.
Apart from purely oral commands and gestures, a visual guidance is sometimes used, in the
shape of a laser pointer. The red spot constitutes a clear visual signal, which in combination
with commands is used to point to places or objects, in ambiguous situations. The
combination of laser pointer is used, for example, to distinguish single instances from groups
of objects (The owner says “MacDuff, get the shoe” while pointing to a certain shoe). This
means that the dog does not have to memorise all the objects that it may need to interact with.
It is enough to point to the object. The most common objects are of course given explicit
names, such as telephone, wallet, glasses etc. so that the dog can be told to collect them
without using the pointer.
As a counter example the informant mentioned a person (working as a carpenter) who has
taught his dog the names of a large number of his work tools, so that the dog can fetch the
tools that he needs for his work task.
6.1.3 Short summary of the service dog description
The tasks given to the service dog are simple, and designed to support the user in his or her
daily activities. Most tasks are small and relatively trivial, but tasks which on the whole
contribute to the owner’s well being. The dog is in many aspects regarded as a combination of
an extra arm/hand, legs and in some cases a safety guard. A second aspect of the dog, which
23
“MacDuff” is the name of the dog in the family of the informants C and D, who was asked to display some of
his skills during the interview. He is also the dog shown pulling off a sock in Figure 20.
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might sometimes be overlooked, is also its role as a pet. Thus the service dog is sharing the
time between work and family life.

6.2 The RoboDog
In this section I will now make an attempt to transfer the ideas behind the service dog to the
function of an ISR for use in the home or at work. The intention is of course neither to replace
the service dogs that are at service today in the homes of disabled people, nor to prevent a
continued training of “real” service dogs, but rather to see how the metaphor of a service dog
could be helpful when designing the Service Robot and its tasks. We can also see a possibility
to use service dogs, in those situations where they are not today an alternative (see section
6.1.1). As we shall see, the metaphor based on the service dog provides many interesting
perspectives on the tasks that the robot could perform.
Apart from the obvious advantages with a robot24 such as the lack of allergy risks, or that it
canbe used by people who don’t like dogs, there is another important factor that is especially
important when we discuss disabled persons’ situation, namely the amount of training needed.
Training a service dog requires both time and physical fitness, and is something that may not
be trivial. Through the programming of a robot, it is possible to control the robot’s behaviour
in more detail. And once programmed the behaviour (hopefully) remains the same
throughout. Furthermore, the same program can be used in many robots providing a general
behaviour, whereas dogs will still remain individuals and thus have varying behaviour (for
good and for bad).
The choice of the dog as a metaphor for the robot also provides a solution to the problem of
the humanisation of the robot. The robot is given a role which is familiar to the user, and
which most people would probably be prepared to accept, regardless whether the user likes
dogs or not. Even if the robot will be programmed to handle more tasks than the dog, the user
will have a possibility to fall back on a well-known metaphor. In the interviews, this aspect of
a possible robot “dog” appears several times.
6.2.1 The Tasks for the RoboDog
Using the service dog as a starting point, we can find a large number of the tasks for the robot,
in its tasks. Here follows a short overview over some of the service dog’s tasks that can be
provided in the shape of the robot, and some of the requirements this puts on the design if the
robot. However, as mentioned previously, many of these “simple” tasks require actions from
the robot that are technically difficult or complex. I will describe them primarily from the
perspective of the user.
6.2.1.1

Fetching

Fetching (to fetch or pick up things) is probably the most common task for a service robot.
The dog is trained to fetch a large number of common objects. They cannot fetch things that
weigh more than a couple of kilograms, due to purely physical constraints (the ability
naturally depends on the size of the dog itself). For this particular task, we might expect that
the expectations on speed are higher than in many other tasks. The owner must not feel that he

24
One of the most important properties of the service robot as an alternative to a service dog, has to be the
robustness, both physically and computationally of the robot. If the robot breaks down too often, it will most
likely not be accepted as a feasible replacement. It is difficult to achieve the same reliability in a robot as in a
dog.
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or she is waiting unnecessarily long time for the robot to get the things. The dog is often very
eager to rush away and fetch the things from itself.
6.2.1.2

Opening/Closing Doors

To open and close doors is in principle not difficult for a robot, but some problems appear,
e.g. if it is required that the robot has to turn a handle in order to open the door, although it is
technically possible already today. For the robot it is fairly easy to push a door open. If a door
opening mechanism is used as in Figure 21, the robot can be equipped to push the panel with
a small arm (possibly adjustable in height in order to adapt to varying heights on the pushpanel). One problem, if the robot should be able to push doors open (or shut), is that the
friction and traction on the floor is large enough. Doorsteps and similar obstacles may cause
problems, whereas the dog may use these as supports when pushing or pulling. Service dogs
are often trained to handle doors, that go both ways, by attaching pieces of string to the door
handles. Using these strings the dog can even open the door lock. We might anticipate using
corresponding arrangements as support for the robot in these tasks.
6.2.1.3

Opening/Closing Cupboards and Drawers

One task which is slightly different from opening and closing doors, is to open cupboards
and/or drawers, e.g. in the kitchen. The problem here is to get a good hold on the drawer or
cupboard door to be able to pull them out. During one interview it was shown how the dog
could open a drawer by pulling on a cord that was attached to the handle. Other possibilities
could be to use magnetic attachments that the robot could use to get a hold of the drawer
(door). These tasks are fairly easy for a robot with a manipulator, provided that the robot has
an ability to distinguish the handles and the drawers.
6.2.1.4

Carrying/Transporting Objects

It is normally very seldom that dogs are expected to carry objects any longer distances, but
they may sometimes be asked to carry things between persons. The problem for the dog is the
physical weight of the objects. The robot does not have the same limitations. The basic way of
transporting is by putting the object on the transport tray. Then the robot is asked to go from
one place to another and deliver the object.

Figure 22. A small robot carries a book on the transport tray, following the user (e.g., to the copying machine).

If the robot is equipped with manipulators and some kind of vision this task might be very
useful, also for users who are confined to the use of wheelchairs (cf. section 5.3.3). However,
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the simpler robot can still be very useful in many cases, where two persons are interacting
with each other, as may be the case on a work place.
The transporting might even be considered a useful extension of the tasks of the service dog,
e.g., when it is a matter of transporting or lifting (very) heavy items (informant D) or, for
example for flower watering (informant D), where the robot carries the water and the user
does the actual watering (see section 5.2.4.2.1). Neither of these are possible for actual service
dogs, but they point to interesting extrapolations of the dogs’ tasks.
6.2.1.5

Manipulation

Several of the tasks that the dogs are taught after their initial basic training contain some
aspect of manipulation. All those tasks, e.g., to flush the toilet, tearing off toilet paper, pulling
off coat arms or socks, will require quite sophisticated technical solutions, and most of these
are not within technical reach today. This is especially true about tasks that require the robot
to grab hold of the clothes etc. where the precision today is so unconvincing that it is highly
unlikely that the robot will be allowed to do this (informant F). On the other hand some users
might even think this is a measured risk. Furthermore, these tasks provide some interesting
goals for the necessary requirements on the manipulation and vision, if the robot shall be
considered a metaphorical alternative to the dog.
6.2.2 Extending the Set of tasks for the Service Dog
Although it might appear “intelligent”, it is difficult to imagine that the robot will be able to
reason around the intentions of the user. For example, if the owner says “Get the shoes” and
points to the umbrella just to the side of the shoes, the dog might reason that it really is the
shoes that the user wants to have. This line of reasoning requires a more sophisticated way of
thinking than the robot will manage in any more complex context today. On the other hand,
the robot, being a mechanical artefact, will be possible to adapt more closely to the user’s
needs. Therefore it might still be possible that the robot will have a larger set of tasks than the
service dog. Some of these additional tasks will be described here below, to give an indication
of the potential tasks. We still discuss how the service dog metaphor will be the basic frame
of reference for the definition of the task.
The tasks may be extended both in a physical sense, requiring special hardware design for the
successful performance of the tasks, or in a functional sense adding extra tasks that the digs
do not cope with mentally.
6.2.2.1

Physical extensions

As mentioned above the dogs may have problems with several tasks, merely because they are
too small or weak to manage. These may be easier to handle for the robot, since it may be
physically designed to manage, e.g., the handling of heavy doors. Still the requirements on the
machines have to be reasonable, so that we do not design all-terrain vehicles for the home
cleaning. It is a matter of cost versus capability/capacity. A service robot which is too large
and heavy, will also not be appealing to people, maybe especially not to people with big
disabilities, since they already have much space consuming equipment in their homes, or in
their offices. A too large robot may also appear to be frightening due to its size and weight.
Also here the dog size might be appropriate. However, this will be matter for further
investigations with potential users.
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6.2.2.2

Functional extensions

By adding mechanical extensions to the robot, it might fulfil tasks that the dog does not have
any possibilities to do. An example of such an extension that was mentioned (informant D)
was to add a facility for carrying water while watering plants (e.g. for people who have
difficulties carrying). Another example that was mentioned (informant B) is to add carrying
facilities so that the robot could carry light tubes, light bulbs, toner packages, or other
equipment, while the user goes on a service round looking after machines and the lighting in
the office. Thus, the robot would accompany the user around, providing the carrying support.
These two examples focus an important part of the role of the service dog (and of course of
the robot). The dog and the robot both are expected to fulfil a supportive and not necessarily a
performing role. The informant D did not want (explicitly expressed) a robot that went around
watering the flowers but a robot that could help her watering the flowers by carrying the
water. The watering task turned into cooperation with a machine handling the heavy lifts, and
a user doing the creative judgments and the precision work. The informant B did not even
consider the robot changing toner packages, or light bulbs; that was his job, but the robot
would help him doing it.
Also in clothes washing did the informant regard the robot as a supportive tool (informants D
and F), rather than the machine doing the actual washing. The robot would make the heavy
lifts, and transports, whereas the user would plan the washing, hang the clothes, and do the
ironing. This is interesting when compared to the survey by Khan (1998) where ironing was a
requested activity from the robot. But the details in doing the washing and ironing were
considered to be individual and personal.
A general observation is that the robot is seen as a co-operative agent, rather than a
completely autonomous machine. This perspective is probably depending on a willingness to
be able to handle the situation, and there is a reluctance to be dependent on someone waiting
on them.
6.2.3 Interaction with a Robot Dog
Human-Robot interaction is an expansive research area, where the use of different modalities
is investigated, from the use of graphic interfaces, to gestures and natural language (both
generation and understanding). Many of these methods that are used to communicate with the
robot are under steady development. The problem resides not only within the technical
solution but also in finding a solution, which is natural and does not require too much learning
effort for the user. So, e.g., a speech recognition system might be interesting for the
interaction with the robot, especially in combination with gestures, but natural language is a
very rich medium, and it involves a risk for interpretation problems (cf. Green, Severinson
Eklundh et al. 2006).
One difficulty is to find a level of communication that corresponds to the user’s understanding
of the capacity of the robot. If the dialogue is too advanced, it might give the user an incorrect
feeling of the robot’s capacity (both regarding intelligence and functionality). The command
language for a “robodog” should be uncomplicated, with a simple structure, and a limited
vocabulary. However, although the command language for dogs is simple there are still
several restrictions on what feels natural for the owner on the dog. Thus, “MacDuff, bowl on
the table, fetch!!” was not seen as a natural command to the dog, whereas “MacDuff, fetch the
bowl on the table” seemed all right for the informant that was normally using the dog
(informant D). In fact, both the owners of the dog (informants C and D) used similar
structures on the commands to the dog. The requirements on a command language for the dog
is that it has to be simple to remember for the owner, it should “feel right” and be easy to use.
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On the other hand, it has to be powerful enough to allow the user to express his or her needs
in a correct way, since a too simple dialogue will be inefficient and lose the expressivity. One
way of circumventing this is by using the dog metaphor and supporting a simple dialogue,
using the dialogue structure similar to that to a dog, including simple gesturing using a laser
pointer. This has been suggested as a means to make gesture detection and referencing more
useful in human-robot interaction (Green, Severinson Eklundh et al. 2006). Laser pointers are
used for interaction with service dogs, and is thus a fairly natural way of interaction for the
people who are used with service dogs. Using gestures (with or without laser pointer) might
be difficult for a person with reduced motor skill or ability. Also motor control might be a
difficult issue when pointing over long distances. Since the robot is supposed to help exactly
those types of users who might have a reduced muscle control, this is an issue of personal
adaptation.

6.3 Conclusions on the Ideas Concerning Robot Dogs
If we compare the capacity of the simpler robot design and the work situation of the service
dog we find several similarities, even though the robot does not incorporate the full capacity
needed to reach the same usefulness. There is a clear need for technical development, but the
possibility is not farfetched. The tasks that a service dog perform today, fill an important
function for the person, and the construction of a service robot as a replacement for the
service dog could therefore be of use for the society. Most of the tasks for the service dog are
possible to perform for the robot, and these tasks give a good starting point for the design of
new tasks for the robot.
The service dog metaphor is not only interesting as a practical implementation, but it also
gives many suggestions for the co-operation between humans and robots, both from a
functional and an interaction perspective. The service dog as a metaphor suggests a basic set
of tasks that a service dog could manage with the current technology. Furthermore, these tasks
are all relevant for the intended user group, and the developed robot is not only a replacement
for an existing service, but can also be used as an alternative, in those cases where the original
solution is not applicable. The service dog also provides a lowest limit for the communication
between user and robot. The necessary interaction becomes clear if the dog is used as a
starting point, and thus it will be easier to model. We may find a level of communication that
fits with both the capacity of the robot and the expectations from the user. It seems as if the
service dog provides the simplest possible model of communication, without forcing the user
to use a traditional command language.
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Part IV:
Formal Descriptions of
Tasks for Domestic Service
Robots
Based on the following articles:
Oestreicher, L. (2002). Task Patterns for Human-Robot Interaction. TAMODIA - Proceedings
of the 1st International Workshop on Task Models and Diagrams for User Interface Design.,
Bukarest, Romania, ACM SIGCHI,.
Oestreicher, L. (2005). Knowledge management for robot activities in a real world context: A
case for Task Pattern Analysis (TAPAS). In Proceedings of KES 2005, Melbourne, Australia.
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7

Information Models

In the previous two chapters we have looked at an example of an expected task repertoire,
when a robot is regarded as a domestic helper, with a special focus on users with special
needs. In the following chapters we will see how the tasks can be represented in a more
formal specification language. Before we start to look at the more concrete problems of
modelling, we will have to look some more on the role of information models in humanmachine interaction, and especially in Human-Robot Interaction. Whenever a situation is
brought from a real world context into a representation scheme we run into the problem of
either creating or using models of the information we want to capture. This is a central issue,
e.g., in task analysis. I will give a short description of the ideas behind the use of different
kinds of information models in this chapter, going from the relatively concrete conceptual
models, to the very blurry and abstract concept of mental models. The interaction between
concrete and mental models provides a main source of problems in software design, and this
issue is not smaller in the design of service robots.

7.1 Conceptual Models of an Environment
One of the central problems to solve in order to get a good user acceptance for the robot is to
find and develop an acceptable level of “understanding” of the task(s).25 Especially it is
necessary to find a way to relate the robot’s internal representation of the environment to:
• the environment in itself, and
• the user’s internal representation of the environment. (cf. Topp 2008)
We have a situation such as the one pictured in Figure 23 where the user and the robot both
scan the environment and apply their internal understanding of the situation to the current
context. Depending on the background knowledge the “understanding” of the situation for the
human and the robot will be different. It is also plausible that the amount of information
needed to convey from user to robot will be dependent on the degree of understanding that the
robot can have of the environment. This kind of understanding is often expressed in terms of a
25

I will use the term “understanding” as a common term for all the models that the robot may have about its
environment, although the robot will have no or very little understanding of the world in the human sense. In the
revised taxonomy on learning by Bloom (Forehand 2005), this would encompass levels 1 – 3.
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conceptual model. The better conceptual model the robot can have of the environment and the
tasks that it is supposed to do in this environment, the better it will perform in this context.

Figure 23. A picture of a human and a robot interacting in order to pick up a bowl of popcorn from the floor.
Interfering objects are on the table, on the window ledge, and in the bookcase, just to give a few examples. Apart
from that, the robot and the human may have different perspectives on the task; physically, as in the picture, as
well as cognitively. (Drawing by Olivia Hössjer Oestreicher).

In fact, the two quotes in the beginning of this thesis (page 13) provide a typical example of
how such a misconception might occur. Suppose that there is a red bowl on the table, full of
popcorn and we ask the robot to fetch it for us. It is then essential that it understands that the
bowl needs to be fetched with the content. Although this example might seem trivial, it
reveals an important task-related conceptual problem, namely for the robot to decide when
objects are connected and/or related to each other. If two books are on top of each other,
should they be treated as one single object? Three books? Five? In addition, if two books are
separate objects, how about apples in a bowl? Popcorn in a bowl? The number of possible
problem cases only for this simple example situation quickly becomes large. When a task
instruction is ambiguous, the robot has to “realize” that additional information is needed. For
each of the possible choices, it is necessary to support the decision making for the robot.
Since a domestic service robot is primarily aimed at non-programming users, there is also a
need for a way of instructing the robot that makes sense to the user. To have a completely preprogrammed robot is of course a naïve approach, and it is, e.g., possible to use context
dependent descriptions to limit the number of possible combinations. Still, the number of
instructions will be increasing quickly as the number of concepts that the robot can handle
grows.
A thorough definition of things (objects) in the universe of discourse will touch upon
traditional ontological problems from a philosophical standpoint (cf. Sowa 2000, chapter 2).
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However, for the task modelling it will not be necessary to define anything like an
indisputable, actual meaning of a term. Instead we will resort to the meaning of the term, as it
is used in knowledge-based systems, namely that the objects that can be represented in
ontologies are those things that exist (Gruber 1993). The representation has to provide so
much information about the concepts that the robot can decide upon the appropriate action,
but it does not need know the proper usage of the objects it fetches. This might of course
result in a situation where the robot brings things that seem correct from the definition that the
robot has for the item but does not make any sense from the user’s perspective. It might be
necessary to find out how much error a user will allow before losing confidence in the robot.

7.2 Mental Models in Robot Research
Disregarding the popular idea that the robot itself should have a kind of consciousness, it is
still necessary provide the robot with a conceptual model of its environment. Also the user of
the robot definitely needs to understand its conceptual model in order to issue the right orders
to the robot. The mental model the user has of the robot, its internal context representation,
and its activities will also be central in avoiding possible misconceptions that may occur in
the interaction with the robot (cf. Green, Severinson Eklundh et al. 2006). The knowledge and
the assumptions that are contained in the user’s mental model will guide the usage of the
system and misconceptions will depend on difficulties understanding both the external
situation and the internal state of the robot.
7.2.1 Mental Models for Robot Work
How are mental models different when working with robots as compared to more traditional
software applications? One difference resides in the more autonomous character of the robot.
This sometimes results in a less intense interaction between the user and the machine. In an
ordinary HCI task such as word processing or e-mail administration, the interactivity is very
high, due to the command-response nature of the work. In an application with high
interactivity, there is also a large exchange of cues between user and computer, providing a
greater opportunity for the user to modify the mental model. Naturally this also gives more
opportunities for the creation of erroneous mental models, for example if the meta
communication is misleading.
For a user of a service robot the situation is a little different, in that the robots activities need
to be both more autonomous and more co-operative than traditional software tasks. The task
chunks are normally larger and more self-contained than in, e.g., email applications (as
discussed in chapter 4) or word processors. This in turn results in fewer interactions between
user and robot, and consequently also in fewer cues to the robot’s understanding of the
situation. Thus the user’s mental model of the robot’s activities is more prone to be missing
details, and the user is more prone to misunderstand, for that reason.
A second difference is that the robot is acting in the same physical environment as the user.
The user can, for example, make implicit references to things in the visible environment.
Referential phrases, such as “Put that there!”26 are (at least most of the time) easy to decode
for a human but may cause large problems for a robot. In this context it might be interesting
to note that dogs also have difficulties with this kind of expression, which means that a user
might not expect a metaphoric service dog to understand this kind of reference. It is also
noteworthy that some of the subjects in the study considered using laser pointers to refer to
26
The phrase is from the title of a classic article by Bolt (1980) on multimodal interfaces. In the article a user
interface combining speech and gesture recognition is described. The practical application in a real scenery is
still not a simple technical issue.
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things and locations, also in a video-controlled remote operation scenario. This could make
the referential descriptions easier to interpret for the robot. Still, the scenario needs to be
properly modelled for this to work.
7.2.2 A Robot’s Conceptual Model
In the previous section the issue of mental models was discussed in terms of the relation
between a machine and a human user. Is it in any way interesting to talk about mental models
in the robot’s “mind”? The idea of mental abilities in the robot is controversial, and could lead
the thoughts in the wrong direction in this situation.27 However, starting from the idea of
providing the robot with a conceptual model of the environment and at the same time looking
at the properties of a mental model (cf. the section on Mental Models in 2.2.2), this issue can
be addressed in a more constructive way. The robot’s conceptual model will be “hidden” from
the general user in that it can only be accessed indirectly; either by observing the behaviour,
or by asking the robot for its understanding of the situation. In this way the robot’s conceptual
model is very similar to the idea of a mental model as it has been used within general HumanComputer Interaction (cf. Johnson-Laird and Byrne 2000).
Some of the characteristics that the “internal model” of a robot shares with the human’s
mental model are, e.g., the communicability, the degree (or lack) of completeness and the
possibility of contradictory information content. In most cases, the conceptual model of the
task that the robot is given will be a substitute for a human’s mental model, since it fulfils
many of the requirements placed on mental models. Of course, since the representation of the
world is programmed, the robot’s internal model is initially finite (even if it is big), and
therefore easier to inspect28 than a human’s mental model. The “mental model” in a new robot
is equivalent to the pre-programmed knowledge representation of the universe of discourse
given by the designer or programmer.
The reason that I want to use the notion of a “mental model in the robot”, is that it can be a
useful erspective when we discuss collaborative tasks, where we have the problem of
transferring knowledge between two agents (cf. Figure 2 on page 27). When the robot
continuously changes and refines its internal knowledge base based on perceptive receptors it
may also become both erroneous and inconsistent. Also in this context the “mental model” of
the robot will be a good way of referring to the (non-cognitive) internal awareness of the
contextual situation. It is possible to discuss communication problems as a problem of
communicating models from one agent to another. The user has to know both what the robot
“knows” and what it assumes, in order to understand how the robot will react to the
commands. In this way the user would benefit from knowing about the robot’s knowledge
about its work context.

7.3 Formalising Task Knowledge
The description techniques, which we intend to use for the definition of robot tasks, need to
be able to cope with dynamically changing facts. The description system has to be flexible
and easy to adapt for new situations and objects. Thus, flexibility and dynamics have to be
27

Whenever I use words about the robot activities that imply some cognitive skill, such as “reason” or “assume”,
this refers to the surface behaviour. It is not the intention to go into the debate on whether a robot can think or
not, but the terms are used as a convenient way of describing a complex internal behaviour. Thus, the phrase “the
robot assumes…” means that the robot bases its behaviour on some planning that takes the current situation into
account.
28
Of course, the conceptual model in the robot does not have to be more transparent than a human’s mental
model, but it can be designed to be easier to inspect, if properly implemented.
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essential properties in a task model for the service robot. On the other end of this line of
reasoning is that the descriptions must be specific and detailed enough to describe the
universe of discourse well enough to facilitate a proper usage. In chapter 4 the specification
language was detailed to a level that made it possible to run as a specification. However, the
language developed in that chapter has a disadvantage in that it is specific for the application
area. For the area of service robots, we need a much more flexible way of describing the
activities, without sacrificing the level of detail in the description.
Looking back at the definitions in chapter 4, there were two different kinds of definitions: of
the “universe of discourse” (both its static and dynamic structure, e.g., as in Formula 1) and of
the activities performed in the domain (Formula 9 and Formula 10). In this description, the
representations are dependent on each other. In this and the following chapters we will
represent the information in a different way, keeping the basic intention of the formal
description of chapter 4, but making the final representation both more dynamic and easier to
maintain, even without programming skills. This is facilitated by separating the description in
two parts, a pattern language – representing the tasks – and an ontological definition –
representing the structure of the universe of discourse. These still need to be conceptually
connected, but by separating the descriptions from the beginning we gain a larger flexibility
in the model.
The tasks of a robot have to be represented in a way that provides information about action
structures as well as concepts involved. In the next chapter we will see how a more capable
conceptual model is created through the use of task patterns.
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8

Task Patterns

In this chapter some possibilities of describing the tasks for a service robot in a domestic or
simple office environment will be investigated, extending the primitive description method
from chapter 4 into a more detailed description language based on the idea of pattern
languages that will also facilitate the modelling and description of co-operative robot tasks.

8.1 Specific Problems in Task Analysis for Robots
Task Analysis for Service Robots has for some time now been a research topic at the HCI
Group at the Royal Institute of Technology in Stockholm (Green, Hüttenrauch et al. 2000). As
mentioned in sections 2.1 and 2.2, task analysis and modelling have been used in HumanComputer Interaction for a long time, and several of the traditional methods have been tried in
order to describe a potential robot task repertoire. The problem of finding suitable metaphors
for the robot assistant has also been discussed (Green, Hüttenrauch et al. 2000; Oestreicher
and Severinson Eklundh 2006) and in chapter 6 in this thesis.
As mentioned in chapter 5, several of the subjects in the study stressed the need for a robot to
be co-operative, rather than performing tasks on its own. This meant that rather than asking
the robot to do things for them, they would prefer to ask the robot to help them (and thus
facilitate them) to do various tasks in their homes. Collaborative activity has been modelled in
the form of a user-robot dialogue (Green and Severinson Eklundh 2001), where it has also
been discussed how to handle a breakdown in the planning of the task. An important issue
that appears in this context is how to model both the communicative and the physical
collaboration between the user(s) and the robot. Tasks for a robot are also performed in a
physical, changing context, which, apart from affecting the conceptual model in the robot,
also causes the tasks to be inherently dependent on the situation, and also, in case of a plan
breakdown, highly dependent on further interaction with the user. This means that the task
descriptions need to consider both the user’s interaction and a (potentially) continuously
changing surrounding as part of the task (cf. the frame problem, McCarthy and Hayes 1969).
During the project various methods for task analysis have been tested for the modelling of
simple, more complex and also collaborative robot tasks. When the resulting task descriptions
were studied in more detail, it was found that there are some interesting properties that appear
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more visibly. Most of the robot tasks are fairly shallow in their structure, which means that
hierarchical methods are relatively inefficient for the analysis, in that they will not show the
differences between tasks through their formal properties.

Ge t cup from
tab le in
living room

Go to
table in
living ro om

Go to
living room

Ge t cup
from
ta ble

Locate cup
at positi on
on tab le

Go to
table

Ge t cup from
positi on
o n ta ble

Figure 24. An HTA diagram (without plans) that describes the task of getting a coffee cup
from the living room table.
This can be shown through a simple example using Hierarchical Task Analysis (HTA)
(Shepherd 2001) for the comparison of two tasks. In Figure 24 we can see a simplified HTA
diagram for the task of getting a coffee cup from the living room table. The structure is
simple, and the plans are not described here since the plans will not add significantly to the
solution of the general problem with HTA for these types of tasks.
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Figure 25. An HTA diagram of a different task from the one in previous figure: getting a book from the work
desk in the study.

In Figure 25 we can see a corresponding diagram for a different task: “Get book from work
desk in study”. As we can see, the surface structures of these two tasks are very similar. Also
the task descriptions in the boxes are fairly similar, replacing only some of the key concepts
as “book”-”cup”, “table”-”work desk”, and “living room”- “study”. Also the plans that can be
constructed for the tasks turn out to be almost identical. However, the tasks in themselves are
not conceptually identical. There are even qualitative issues in the tasks that are not identified
in the descriptions, such as the difference between transporting a cup full of liquid and a solid
object like a book.
One shortcoming of many hierarchical methods such as HTA in this application area is that
they do not specifically address the objects involved in the descriptions but merely investigate
task structure. A simple example where this might matter for a robot is when the robot has to
transport filled cups much more carefully than books (since the liquid content could squirt
when the robot passes bumps or curves on its way) Considerations concerning the physical
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behaviour of objects, cannot be addressed in many methods. There are other methods, such as
ETAG (Tauber 1988), which stress the conceptual definitions, but then at the cost of clarity
in the descriptions.
The analysis points to a set of common properties for task descriptions for robot applications.
For most cases the descriptions:
• tend to describe shallow task structures
• tend to generate numerous similar (but not identical) cases
• show a similarity in structure between different tasks
• incorporate several situational aspects of the tasks described
• end in a sequence of basic activities, based on the robots functions.
A task description technique for the description of robot work necessarily has to address these
issues. The method proposed in this thesis, Task Pattern Analysis (TAPAS), has been
developed with this perspective in mind. The description method is based on previous
research described in chapter 4 where it was showed that tasks involving manipulation of
artefacts can be modelled using formal descriptions, such as descriptions in a logic
programming language. In the Task Pattern Analysis approach we use the basic behaviours,
i.e. the robot’s functionality as the base case, from which all other possible tasks are derived
by composition. This base functionality makes the task structure grounded, i.e., there is
always a set of non-decomposable activities, the set of fundamental tasks, which in many
cases also is equivalent to the robot’s basic behaviours.

8.2 Robot Tasks
A set of common tasks for service robot aimed at people with special needs have been
extracted from the interviews that were presented in chapter 5. The selected tasks were such
that they could be performed in a home environment or in an office where some of the
subjects of the study worked. When the set of tasks were analyzed, it was found that many of
the tasks that the robot should perform fall into a common structure, such as was shown
above. It was possible to group the tasks into a number of general categories where the main
differentiating feature between the individual tasks was not dependent on differences in the
structure, but on the objects of the activities.
8.2.1 Characteristics of Robot Tasks
Different robot tasks typically display some common characteristics, which influence the
requirements on the description method. In general a robot task involves actions where
objects are moved around in the environment, actions where objects are manipulated in
simple ways, and actions where the robot itself moves around in a well-known environment
with or without carrying a payload (i.e., using navigation maps, where named locations have
been placed, Green, Hüttenrauch et al. 2000).
8.2.1.1

Task complexity

Tasks can be of varying complexity, from the simple task of picking up a spoon from the
floor, to the complex task of laying the table. One interesting problem is that the task can be
conceptually simple, although it is difficult from a technical perspective. To physically pick
up a spoon from the floor involves several activities, which are (obviously) technically
difficult (such as locating the object, verifying that the object is correctly identified, etc.), and
the various mechanical movements that are needed to actually lift the object from the floor.
On the other hand, to lay a table does not necessarily involve more complex (but not
necessarily difficult from a technical perspective) activities than to pick up the spoon from the
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floor. The task analysis should describe the conceptually complex tasks, whereas many of the
technical difficulties are preferably left as conceptually singular units that are or will be
solved in the lower levels of the robot functionality.
The distinction between these two types of difficulty is not always easy to find. One simple
strategy for deciding is to consider where in the robot architecture a certain task is handled. If
it is handled by the planner or even by motor control, it is a technical difficulty. If it is
composed of several planner activities or motor activities, it is a cognitive complexity. Thus,
since the tasks will be of different character, depending on the skill level employed by the
robot, the cognitive architecture of the robot will ultimately play an important role for the
structure and content of the task analysis procedure.
From these observations, we found that robot tasks lend themselves easily to a pattern-based
thinking (Oestreicher 2002). There are recurring action structures, which are individualized
by instantiating the patterns with objects, locations, etc. The idea of instantiating general
patterns is based on the work on email systems described in chapter 4, where it was shown
that the use of formal descriptions facilitated a general way of describing tasks for an
electronic email-system. By extending the notation it is possible to model the more dynamic
set of tasks in a robot system.
Many robot tasks are possible to subdivide into hierarchical task structures, and these
structures can be generalized in such a way that the results can be reused when describing
other tasks. Our previous example concerns two typical tasks for a service robot:
• fetching a cup from a living room table
• fetching a book from a study desk
In these two examples the objects and the locations of the objects per se are essentially
unimportant, whereas the general action of picking up an object from the proper place is the
focal problem. It is possible to use the following broad rule for both tasks:
“Get object from place at location.”
When this rule is examined, it turns out that it can be subdivided into a number of smaller
activities, expressed in the following set of sub rules.
“Go to place from current location”
“Get object at place”
“Return to current location”
These new rules can be decomposed further, rendering a final set of general instructions,
which are all fundamental tasks for a service robot. These activities are still advanced for the
robot, but they are what we can consider to be minimal tasks from a user perspective. On the
next level of decomposition, the tasks will have to be described from a more technical
perspective, which takes it further from the user’s mental model. On this level, however, it is
still possible to use concepts which all refer to (user related) objects and locations that are
either known to the robot (“location”) or can be deduced by the robot using its sensory
technology (“place” and “object”). It should be evident that this general description will also
be suitable for a description of most tasks that involve the robot getting an object from a place
in a known context. Through the addition of constraints, the descriptions can be made more
specific, either by specifying constraints on the objects and locations involved or by
specifying specific objects to be in the rules.
8.2.1.2

Levels of task complexity

In this work there are tasks of different complexity levels that can all be described as patterns.
However, by using different complexity levels we can reach a better structure in the task
descriptions. There are three different levels of tasks, fundamental, simple and complex tasks.
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This categorisation is purely intended to be practical, and not a decisive description. In the
following sections the ideas behind these categories will be described in more detail.
8.2.1.2.1

Fundamental Tasks

The tasks of lowest complexity are the fundamental tasks, in that they are tasks that form the
building blocks of the other tasks. These tasks can not be conceptually decomposed in a
description, but form a basic “task library” that provides the functionality of a robot. In this
respect the fundamental tasks are not especially exciting from the task modelling perspective,
although it is a necessity for the upper levels. Example of such tasks cold be:
• Locate an object on a surface
• Move to a place or to a room
• Grasp an object on a specified place
• Identify a new object
The fundamental tasks contain general placeholder concepts that are replaceable with specific
objects in the real context. The placeholders are unspecified, but can be used in general task
descriptions. The fundamental tasks are generic tasks for the robot system, but they still be
very complex from a technical perspective.
8.2.1.2.2

Simple Tasks

Simple tasks are tasks that only involve a single conceptual activity in a human oriented
representation, and thus require less planning than a complex task. They do also not involve
any repeated non-trivial subtask. A typical simple task could be to “get a book from the table
in another room and bring it to the user”. It involves the following (mostly fundamental)
subtasks:
• Locate the table where the book lies in the internal representation
• Move to the proper room
• Move to the table in that room
• Locate the book on the table
• Grasp the book
• Move back to the user
When all these steps have been performed the robot has finished its task and is ready for a
new task. The task is simple, in that it involves no iterated activities, and has a simple goal;
one object is not at its proper position, namely with the user. Co-operative work will in many
cases consist of a series of simple tasks, instructed along the way as the robot performs them.
Most of the simple tasks described by the subjects were be of this “fetching” and/or “moving”
kind. Although this task is simple it requires interaction with the user in terms of error
correction, since the instruction is based on the user’s memory of the current situation. This is
especially important when the item to fetch is in another room.
There are also other issues that appear in this context. What should the robot do when there
are two red books available, rather than just the single book that the user asks for? Bring both
and return the non-wanted book later, or ask for intervention? Should error handling and
repair strategies be included among the simple tasks? Clearly, this is an issue that requires a
large amount of user testing. It is not possible to predict the proper strategy in advance,
although a prototype might at least give some hints to the right solution.
8.2.1.2.3

Complex tasks

A complex task is a task that has a longer duration than a simple task. It involves more
planning, and may be more varied than the simple tasks. A good example of a complex task is
the laying of a table for a couple of people, say a family.
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The laying of a table is a more complex task than fetching, simply because it involves more
complex, iterative behaviours (laying out several plates), and several objects that all have a
determined mutual position. The task is such that it should not need any additional instruction
or information than is included in “Lay the table for a dinner with dessert for four people”. At
least this is what most people would expect from the robot. Now the complexity of the task is
in the use of fixed patterns for laying the table, and managing the proper number of covers.
This type of tasks can also be difficult in the sense that different procedures may achieve the
same goal, i.e., there might be several ways of performing the task. In the example of laying
the table, we may distinguish between two main strategies, namely where each cover is placed
completely before the next cover is attempted, or where every utensil is placed for each cover
in turn, i.e., first all plates, then all knifes, spoons, forks, etc.
In the first case, the concept of a cover unit is employed, whereas in the second this
possibility is not used in the same way. If we assume that the cover is placed as a unit, we
may describe the complex task of laying the table as shown in Formula 11.
Check that the table is clear and wiped
If not, CLEAR TABLE
Go to kitchen
Pick one cover
Pick plate
Pick dessert plate
Pick fork
Pick knife
Pick small spoon
Pick tumbler glass
Pick wine glass
Pick napkin
Go to dining room
Place one cover
Place plate
Place dessert plate
Place fork
Place knife
Place small spoon
Place tumbler glass
Place wine glass
Fold napkin
Place napkin
Repeat from X for the proper number of diners

Formula 11. A sequence of tasks that solve the problem of laying a table. This description includes neither
details of the layout of the covers, nor of the general placing of the people.

This sequence of subtasks is not especially difficult, and uses the composition of the details of
the cover into a single unit. Note that there is no hint as to where to put the different parts of
the cover in the description. This is because of the view on the concept as a composed object,
where the composition of a cover includes spatial information of the environment (cf. Hagert
1986; Isendor 1998).
8.2.1.3

Using Robot Behaviours as Fundamental Tasks

In many task analysis situations, there is often a problem knowing when to stop the
refinement of the descriptions. The “cost versus benefit” way of reasoning – such as the “p*q”
rule, (Shepherd 1989) – is an example of a potential measurement, signifying a break-even
point, that is when cost for recalculation and the benefit gained from the increased level of
detail will even out. However, in the robot case there will be some interesting limitations to
this problem. It is relatively easy to gather the smallest actions from the robot, and the
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collected amount of possible basic actions and movements is not overwhelmingly large.
Therefore, it might be fruitful to regard these basic activities as some kind of building blocks
that can be used on a certain level of abstraction. These entities can then be used as building
blocks from which the tasks are constructed.
Task analysis for robots can in this perspective be described as a two-way dissemination
approach. On the one hand, we can start from the general task that the robot shall perform,
and work ourselves downward through a hierarchy of subtasks (top-down analysis). On the
other hand, we can start from the small building blocks that can compose small tasks, which
can be used to compose larger tasks (bottom-up synthesis). By looking at the work from both
views, it might be easier to find similarities and discrepancies between different tasks.
Common subtasks can be constructed as in-between level actions.
The toolbox available for the synthesis of robot tasks can fairly easily be generated from most
of the hierarchically oriented methods for task analysis, even for such methods as Hierarchical
task analysis (HTA, Shepherd 1995; Shepherd 2001). The general division of activities in
sub-activities is not a large problem. Here is an example of the toolbox content for a service
robot (the toolbox content for the CERO-robot is a subset of these actions, and is marked with
a -symbol at the end):
• Pick up object
• Grasp object
• Put down/Place object
• Locate known object at known location
• Locate known object at unknown location (search)
• Move to location — 
• Move to owner — 
• Signal error — 
• Report finished task — 
• Report problems in completing task — 
• etc.
Apparently, these low-level functions can be very useful for the construction of high-level
behaviours. Whether the high-level behaviours are part of the task analysis, or part of the AIplanning system is not evident, but it is clear that these two aspects will have to coincide at
some point.

8.3 Task Patterns and Fragments
As shown in the examples in this chapter we find that the tasks can be described in terms of
an action structure, consisting of rules with a number of non-specific slots. This action
structure constitutes a task pattern for a set of tasks. A task pattern is a generalised,
conceptual unit that provides a general description of a number of tasks. The patterns are
defined on a conceptual level that is relevant to an end user.
8.3.1 Task Pattern Rules
The slots in a pattern are placeholders for task fragments, which both define and constrain the
pattern. A slot may either be filled by variables, or by constants that constrain the
applicability of the patterns to the intended situations. This means that by specifying, for
example, a set of allowed locations for a pattern it is possible to reduce the number of possible
locations that are allowed for a certain activity. Further constraints can also be applied to the
pattern itself.
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When a rule like the one above is defined as a task pattern it will be placed in a formal
description framework as follows. Each task pattern is a frame structure, which has been
assigned a name, i.e. a handle, which, although it can be arbitrary, should indicate some of the
semantics inherent in the pattern. This frame structure can be very simple (leaving out the
body of the task for the moment):
[variable 1] static text 1 [variable 2]
static text 2 … [variable n]
where “constraining and specifying
Statements”
is

“action statements”

Once the frame structure is specified, we can see more and more resemblance to a real task.
So, in the previous framework we can fill in names for the texts and get a rule representation
of the task. As an example we may take the above description and fill in with a possible task.
The instantiated frame structure could for instance specify the task of getting an object from a
specified place:
<Actor> gets <object> from <place>
where (<Actor> = [robot, user],
<object> = [cup],
<place> = [tabletop])
is
[Actions].

This example describes the static structure of the task description system. Additionally there
are a number of instantiation fragments and instantiation constraints that influence the static
frame for the tasks.
The task description system described here is designed for human use, and it could just as
well be represented in terms of a clause logic term reminiscent of the ones used in chapter 4
of the thesis. Thus, the above pattern could be represented just as well as a clause in the
programming language Prolog (where Prolog in this case is initially used more as a
representation language, than an actual programming language):
get_object_from(Actor, Object, Place, T1, T2) :( Actor = robot ;
Actor = user ),
Object = cup,
Place = tabletop,
Actions.

Since the task pattern representation using English words is just a syntactic addition to the
underlying knowledge, the visual appearance of the presentation is of lesser importance.
Essentially the rule, could even be written as
r1(X,Y,Z,T1,T2):- ( X = robot; X = user ), Y = cup, Z = tabletop.

but this is evidently taking it too far in the current modelling context.
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8.3.2 Task Fragments
One important part of a task analysis is to define the universe of discourse for the work. This
means capturing all the concepts that are necessary for the description of the tasks in the
selected context. These will be referred to as task fragments. In the description in this thesis
the following types of task fragments will be included:
• The basic physical environment: the rooms, corridors, doors, windows, etc.
• Furniture: cupboards, tables, chairs, shelves, etc.
• Other fixed equipment with controls that can be manipulated: stove, fridge, TV, video
player, etc.
• Loose objects: cups, vases, books, plates, glasses, etc.
A useful classification for the physical environment was made by Topp (2008), when she
used regions, places and objects as classes of locations for objects. This is also similar to the
representation of the locations in the description of the email system in chapter 4 in this
thesis. A task fragment is an entity, which can be used to fill slots in a task pattern, mostly
agents, objects, or places. A task fragment can be an object, a location or in some cases even
another task pattern. There can also be open-ended fragments, each denoting a large number
of possible alternative fragments that may be constrained to specific type(s) and/or selection.
Additionally, in the conceptual model it will also be necessary to describe the various
properties that an object can have, which are related to a user perspective. Such properties
will essentially be used for distinguishing purposes. We want the robot to be able to get “the
red bowl”, rather than the green one or just any bowl that it happens to perceive in the
surroundings. If it is possible to select a good set of properties, the task descriptions can be
kept relatively simple and uncomplicated and with little variation for many of the common
household tasks. The variation is rather to be found in the multitude of tasks that the robot can
perform. This will be described in more detail later.
Generally, any object will be represented as an object in an object hierarchy, where the
dynamic objects are only distinguished from the static objects through their properties and
attributes. A dynamic object will also maintain a (changing) record about its whereabouts.
The general idea behind object categorisation will be illustrated by an example. Suppose we
have a chest, a book, a plastic bag, and a soup bowl. The chest and the plastic bag might
contain various kinds of things, whereas the bowl preferably contains food and smaller bits
and pieces and the book is not a container. The book, the bowl and the plastic bag are easy to
move, and the chest is heavy. Thus, we have a (in this case very small) set of information
pieces about these three objects that can be summarised as in Table 4, and which can be used
to characterise the objects. It is also a kind of object structure that is possible to develop
through the use of GCD sessions (described in section 3.2, compare, for example, Table 4 to
Table 1 on page 50).
This categorisation of objects in the universe of discourse is naturally not covering. The
granularity of the description is instead governed by the intended use of the concepts from a
user perspective. For the robot application, it is important that the attributes will be sufficient
both to allow the robot to make distinctions between different objects it will be presented
with, and to “understand” the role of a certain object. If this can be achieved it will also allow
the user and the robot to be in accord with each other on what they are communicating about.
Apart from the inheritance network for properties there is also another structuring device,
namely the decomposition of objects into sub objects. This secondary decomposition is
orthogonal to the previous in that the objects are decomposed into smaller units. Thus, the
chest in the previous example could be decomposed into the box, the lid, and any drawer may
be placed inside as in the description of the drawers in Formula 1. This decomposition makes
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it possible to perform the action of opening the chest (generalising the activity to opening a
box with a door).
Bowl

Chest

Container:
Content:
food
Weight:
Size:
Solidity:
Type:

yes
preference:

Container:
Content:
Weight:
Size:
Solidity:
Type:

yes
miscellaneous
heavy
large
hard
furniture

Plastic Bag

Container:
Content:
Weight:
Size:
Solidity:
Type:

yes
miscellaneous
light
small
soft
utensil

Book

Container:
Content
Weight:
Size:
Solidity:
Type:

no
N/A
light
small
hard
object

light
small
hard
utensil

Table 4. The categorisation of the four items Chest, Plastic Bag, Bowl and Book in terms of rigidity, weight, size,
etc.

This decomposition (or composition) is also suitable for larger static structures where we have
topological models of the environment. So, e.g., is a room composed of four walls (normally),
a door (or more), possibly a window, a floor, and a ceiling. Several rooms are combined into
an apartment, etc. In this way objects can be decomposed into, as well as composed from
smaller objects. This hierarchical structuring will be useful for the orientation and location
tasks.
We may also describe more abstract concepts in this way as hierarchical structures. We might
not naturally think of a dinner cover as a single object, but in fact, the cover can be regarded
as a conceptual unit, when a table is to be laid. This is advantageous in the task descriptions
since we may state the goals in terms of these larger units, rather than immediately
decompose the tasks into the smallest parts.
Task fragments serve as instantiations of the variables in task patterns. A task pattern will
express all the possible activities connected to a task, enabling, e.g., different objects or
locations to be involved. A task pattern with the goal of going from one room to another will
use the general idea of moving from one room-like location to another, where a task fragment
describes each possible initial and final location.
Task fragments also provide a means to describe defaults. If the variable fragment is not
instantiated in the description, it may be defined to contain a default value, which will be used
in most cases. The use of default values will be useful in situations where the users instruct
the robot in doing household tasks, where, e.g., the number of people dining at a certain point
of time will be important. In a Masters thesis by Isendor (1998) it was discussed how to
implement a simple dialogue handler for robots, using default values to decide on what the
robot should do. These default values can be specified as delimited task fragments, i.e. task
fragments that have constraints associated with them. In this case a robot could, for example,
be instructed using several alternative task patterns for how to lay a table, where the most
normal pattern uses a default value for the standard number of people, courses etc. If the
dinner is for more people, the robot has to have an explicit instruction, resulting in a new task
pattern, i.e., the same task pattern, but with a new set of task fragments that will guide the
applicability of the pattern.
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8.3.3 Conditions
In order to allow for some selection of task patterns we also allow for conditions being put on
task patterns. That is, in order for the task pattern “Grasp <object>“ to be available at all, the
agent has to be close to the object to grasp, i.e. in the same location. As suitable conditions for
a task pattern we may use other (instantiated) task patterns that will allow the system to
“decide” upon the usefulness of a certain pattern in a specific situation. The conditions also
use task fragments in the descriptions, so that certain task patterns can be triggered upon the
change in one or more task fragments. The conditions work as situational constraints, just as
the conditionals in the GRASP system (cf. Formula 4).

8.4 Task Pattern Structures
The idea of seeing tasks as patterns would not be so useful, if they did not allow for more
dynamic descriptions of the tasks. In the example with the rules in section 8.3.1, the first rule
was built from three other rules. This has to be possible to represent in pattern descriptions,
which is done using task pattern structures. The sub patterns are joined in the constraining
part of the pattern, with the task fragments as linking constraints. This is similar to how
variables are used to link logic programming statements in a Prolog program (see chapter 4).
In this way task patterns can be arranged in structures, such as hierarchies, where variable
task fragments can link two or more tasks patterns to each other. Essentially this means that
one task pattern can impose restrictions on a related task pattern. The advantage is that rather
than defining several different tasks, we use a combination of task patterns to make these
definitions more general. As an example consider a composed high-level task for the service
robot.
<Agent1> goes to <room 1> and delivers <object>
is
TP1: <Agent1> goes to <room 1>
TP2: <Agent1> waits in <room 1>
until <event>
where event is one of
{ <Agent 2> takes <object>,
time out}
TP3: <Agent 2> goes to <room 2>
where room 2 is “home”
Conditions:

TP1: <Agent 1>
TP2: <Agent 1>
<Agent 2>
TP3: <Agent 1>

is
is
is
is

not in <room1>
in <room1>
in <room1>
not in <room2>

Formula 12. A task pattern describing when an agent delivers an object to another agent in another room.

The example pattern describes the task of a robot carrying an object from one room to
another, provided that the robot does not have any manipulators and has to wait for another
agent to move the object away from the transport tray.
The task pattern structure consists of smaller task patterns which are combined by a super
structure (in this case a sequence of three task patterns, but also through shared variable
fragments, such as <object> and <room 1>. Note that one of the variable task fragments is in
itself a task pattern (<agent2> takes <object>).
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<Agent> goes
where
and
and
is …

to <room> and delivers <object>
<room> = “kitchen”
<object> = “coffee cups”
<agent> = “robot”

Formula 13. An instantiation of a rule with one set of task fragments, which delimits the applicability in a
certain context.

When a general pattern is instantiated, it is given a specific meaning. The task: Robot goes to
the kitchen and delivers the coffee cups could thus be described as performing a general
pattern complemented by concrete instantiations of the task fragments (cf. Formula 13),
whereas the task “Robot goes to Ann’s room and delivers the book” is described by the same
pattern, but with a different set of instantiations (cf. Formula 14).
<Agent> goes
where
and
and
is …

to <room> and delivers <object>
<room> = “Ann’s room”
<object> = “book”
<agent> = “robot

Formula 14. The same formula instantiated with another set of task fragments, giving it a different applicability
in a context.

In this way the simple task pattern can be used to describe a large number of different but
similar tasks, which is exactly what we wanted to achieve when we discussed the problem
with HTA in section 8.1. The pattern expresses the similarity shown in the HTA diagrams
(Figure 24 and Figure 25). However, there is no need to use different plans for the similar
patterns, since the conditions added by the variables will impose the necessary constraints of
the applicability. For the purpose of Human-Robot Interaction this is a very important
property of the method, since, as discussed in section 8.1, a robot will perform many different
activities that are superficially similar to each other, apart from that the objects, locations or
agents are exchanged between the tasks.
Essentially this means that one task pattern can impose restrictions on a related task pattern.
The advantage is that rather than defining several different tasks in detail, we use a
combination of task patterns to make these definitions both more general and more
constrained. As an example consider a second composed high-level task for the service robot
<Agent1> goes to <room 1> and gets <object>
is
TP1: <Agent1> goes to <room 1>
TP2: <Agent1> waits in <room 1> until <event>
where <event> is one of
{ <Agent 2> puts <object> on “tray”,
“time out” }
TP3: <Agent 2> goes to <room 2>
where <room 2> is “home”
Conditions:

TP1: <Agent 1>
TP2: <Agent 1>
<Agent 2>
TP3: <Agent 1>

is
is
is
is

not in <room1>
in <room1>
in <room1>
not in <room2>

Formula 15. A task pattern describing how one agent goes into another room to get something from another
agent.

This pattern describes a situation where a very simple robot, in this case without
manipulators, is instructed to go to a room where another agent (possibly a human) will place
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a package on the carrying tray of the robot, after which the robot returns to the “home”, which
could be to the desk of the paralysed user. There are two possible task patterns constraining
the second task pattern (TP2). One of these is a default pattern, “time out” which is used when
the robot has waited too long for something to happen.
In this way the structure also defines the necessary constraints for the subpatterns to be
applicable.

8.5 Task Pattern Languages
The Task Pattern descriptions inherit some ideas from the area of logic programming and
knowledge based systems but also from the idea of Design Patterns (Alexander, Ishikawa et
al. 1977; Borchers 2001). One of these ideas is the use of collections of task patterns in task
pattern languages, where a particular pattern is selected when it is found to be appropriate for
a certain context. This means that the robot holds a set with all patterns that are applicable in a
certain context, and uses the pattern that most closely matches the current context. In the case
that there are several patterns that are applicable in one situation the pattern programmer may
prioritize the patterns, according to some constructed scheme. Some patterns may not be
applicable, due to contextual constraints, such as the robot not being in a certain location. The
process of selecting patterns is somewhat similar to the inference mechanism used in
knowledge-based systems, where the rules are selected only if they can be made to fit the
preconditions.
A task pattern language is a collection of the valid task patterns that constitutes a conceptual
toolbox that will be available at the time when a task is to be performed. Task pattern
languages have no inherent order, but are more like sets in the mathematical sense. A single
task pattern may occur in several different languages, since it may be used in many different
task situations.
A task pattern language is a collection of task patterns that are relevant in a certain context. It
corresponds somewhat to the explicit plans in HTA (Shepherd 1989), but imposes a larger
degree of freedom on the users’ choices in the situation. A task pattern language can be
regarded as a box of Lego™ bricks, where the basic pieces have been collected especially in
order to support a certain task activity, such as tasks for service robots. Once we have
specified a certain task pattern language for a robot, it can be used to describe many activities
within the area of application, using a conceptual framework (similar to an ontology) to
describe the objects involved. Within this framework, there will only be a number of patterns
that are possible to apply in a certain situation, due to the conditions that guide the use of the
patterns.

TP4
TP1

TP6

TP2

TP1

TP3 TP5

TP8
TP9

TP7

TP3

Figure 26. A Task Pattern Language provides the robot with a toolbox for problem solving in a certain situation.
When the agent chooses to use task pattern TP3, a new task pattern set is activated, with one common task
pattern TP1.
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This is exemplified in Figure 26 where the agent has 5 different patterns to choose from (in
the figure only those patterns of the pattern language that are applicable in the specific
situation are shown). When pattern TP3 is chosen and executed, the context changes, so that
task patterns TP2, TP4, and TP5 are no longer applicable, due to context-based constraints,
whereas task patterns TP6, TP7, TP8, and TP9 have been advanced for the new context. Task
Pattern TP1 is still available, and is not affected by the execution of TP3. This may be a
default pattern, with a low priority, which can be used to get help in case the robot gets stuck
during the execution of a task. Such a task pattern could, e.g., describe the activity needed to
ask the user for new instructions, or as in the previous example, the “time out” pattern that
would allow the robot to return to the user in case it cannot proceed with the task.
In any work situation an agent has a number of applicable task patterns from the task pattern
language, to choose his or her activity from (the left of Figure 26). Once a task pattern is
chosen and used, a new set of task patterns become applicable (the right of Figure 26). Task
patterns may continue to be available even after an action, as in the figure where pattern 1
remains in both situations. The notion of a dynamic set of patterns taken from a specified task
pattern language to choose the activities from rather than a sequential or plan-based structure
is in response to some of the criticism raised against task analysis, namely the rigidity in the
described activities.
A task pattern language does not have to consist of a large number of different patterns, but
the patterns will contain slots for task fragments, that will provide the robot with a larger
amount of autonomy. A limited set of task patterns combined with a large number of task
fragments will allow a large number of different tasks to be performed.
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9

Task Pattern Analysis

Task Patterns contain a formal part, but to form a pattern language, following the idea of
design patterns the formally represented information needs to be specified in more detail with
informal information. In this chapter I will describe how a task pattern language can be
specified for a certain situation (taken from a scenario), and how the design pattern
specification can be used to increase the strength of this method for task descriptions.

9.1 The Task Pattern Analysis Procedure
Performing a task analysis is not only equivalent to the creation of a final representation, but
needs to incorporate a procedure for collecting and representing the information. For Task
Pattern Analysis there is a simple procedure to follow for the collecting and extraction of
information (see Figure 27 below).
The process starts from one or more concrete scenario descriptions, which are constructed
from interviews and/or observations of work tasks. From the scenarios the small activities in
the tasks are extracted. These activities are rewritten into task patterns and the constituent task
fragments. The scenarios are used to find further variables, e.g., for objects or other concepts
that occur in the patterns. The result is a collection of abstracted rules (the task pattern library)
and a collection of concept definitions (the task fragment library), which together form a
toolbox for the designer, when the task patterns are to be modelled into new task scenarios.
From the general patterns it is possible to synthesize new tasks, and to describe a general
framework that can later be reinstantiated, for example by adding new objects and places. So
the general procedure for creating task patterns is as follows (compare the flow with Figure
27):
1. Perform a series of interviews and/or observation studies, with focus on typical,
but specifically described scenarios.
2. From each scenario find out the goals of the scenario,
3. List all the activities that are performed in the scenario, regardless of who
performs the activity.
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4. Find those activities that are similar, i.e., that have a similar activity structure, and
gather them in groups.
5. Extract the patterns from the activities in each group.
6. During the pattern generation, list all the concepts that can be used as fragments
from the scenario, while including descriptions of properties and possible
dependencies between the fragments.

Interviews

Observations

Scenarios
Scenarios
Scenarios

List of smallest
activities

Task Pattern Library

Low Level
Low Level
Task Patterns
Level
Task Low
Patterns
Level
TaskLow
Patterns
Low
Level
Task
TaskPatterns
Patterns

Task Fragment Library

Task fragment
definitions

Scenarios
Scenarios
Scenarios
Scenarios
Scenarios
Higher Level
Task Patterns

Constructed
Scenarios

Figure 27. The Task Pattern Analysis procedure. The arrows denote the flow of information through the
procedure. The dashed arrows signify information that is synthesized in the process.

The process is iterative in that it is possible at all stages to return to a previous stage to clarify
details and to remove discovered errors in the descriptions. At this stage we have a toolbox of
patterns, partial patterns and fragments, which together form a toolbox for the construction of
new task descriptions. This toolbox can be used in the following manner in order to produce a
pattern-based description.
7. Use the pattern structures together with the task fragments to construct new tasks
from the general rules.
8. Add descriptions into conceptual packages that are natural or logical combinations.
9. Rules or concepts that are missing in the construction process can be added to the
respective library when needed. This means that the content in the libraries can be
dynamically changed if needs arise.
In this way we can go from a scenario over a series of steps and arrive at a description of a set
of tasks in a more structured way. The process is not a strict step-by-step sequence, but rather
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a continuously refined iterative task that both can and should be repeated several times (if
possible for economical reasons).

9.2 An Example of a Task Pattern Analysis
In order to understand the idea behind the process of task pattern analysis as described in the
previous section we will use an example of how an analysis can be made. We will take a
scenario constructed from information gathered from some of the interviews that were
referred to in section 5, and follow the procedure above from scenario to a set of task patterns.
The task patterns can also be redefined through repeated interviews and observations, to add
missing details.
9.2.1 Scenario analysis
The first part of the task pattern analysis procedure is based on the development of one or
more scenarios that are used for describing the task in some detail. From the scenario(s) a list
of separate actions is extracted.
9.2.1.1

Scenario: Give me a glass of water.

The scenario used for this example is constructed from information gained from two separate
interviews that have been selected from the ones described in section 5, in order to make the
scenario as complete as possible. In both interviews the same main task has been described
but the two informants contributed different details about the situation.
Peter is completely unable to move from the neck down. He uses an electric
wheelchair to move around in the apartment. He wants to have a glass of water.
He asks the robot to bring a glass of water to the living room, where he currently
sits. The robot goes to the cupboard in the kitchen. The robot opens the cupboard
and takes out one glass. The robot moves to the sink and pours water into the
glass. The robot puts a straw in the glass. The robot goes into the living room and
moves close to Peter’s wheel chair. It moves the glass with the straw towards
Peter’s mouth and stops close enough for him to reach the straw. When Peter has
finished drinking, he tells the robot to put away the glass. The robot goes into the
kitchen, empties the remaining water in the sink, and puts the glass in the
dishwasher.
More details could be added by using information from more interviews, although it is very
likely that it might in this type of analysis be better to construct additional scenarios. The
reason is that we are not interested in finding the one correct task description, but rather a
variety of tasks that will be available for the robot in the selected situation. Thus, an
additional scenario might provide more tasks to add to the model than if we just increase the
information density in the one single scenario.
9.2.1.2

Activities

The analysis of the scenario starts by listing all activities that can be found in the scenario.
Even “hidden”, i.e., implicit actions are listed. The activities for all agents are equally
important and are listed together. In the resulting task patterns, there will be no distinction
between the agents that are involved, unless there are details of a task that are critical to the
performance of the task. In Table 5 all the tasks that can be found in the scenario have been
listed. Not included are the emergency or exception activities, such as “Return to the user” or
similar avoidance behaviours.
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Some of the activities in Table 5 are based on fundamental tasks that may be technically both
difficult and challenging, such as locating objects, and moving objects close to people. As
designers we need to be aware of the technical limitations of the robots, but in my work I
have tried to focus on the task descriptions as seen from a user’s point of view.

Peter asks the robot to bring him a glass of water.
The robot goes to the kitchen.
The robot goes to the cupboard (in the kitchen).
The robot opens the cupboard.
The robot takes out a glass from the cupboard.
The robot goes to the sink.
The robot pours water into the glass (extended
description)
The robot moves the glass under the tap.
The robot opens faucet.
The robot waits until glass is filled.
The robot closes faucet.
The robot puts the glass on the carrying tray.
The robot gets a straw from the cupboard.
The robot puts the straw into the glass.

The robot goes into the living room.
The robot goes to Peter’s wheel chair.
The robot moves the glass with the straw
to Peter’s mouth.
The robot waits.
Peter drinks water. (no-op activity)
Peter tells the robot that he has finished.
Peter tells the robot to put away the glass.
The robot goes to the sink in the kitchen
The robot empties the glass in the sink.
(The robot moves to the dishwasher) –
only if needed
The robot opens the dishwasher.
The robot puts the glass in the
dishwasher.
The robot closes the dishwasher.

Table 5. Actions that can be extracted from the scenario in this chapter.

Some of the actions in Table 5 may possibly be further decomposed into simpler sub tasks.
However, it is not essential to reach the leaf nodes of the task tree that forms the task pattern
language at this early stage of the description process. Once the tasks are rewritten into
patterns there are several possibilities to rewrite tasks that have been insufficiently
decomposed. We will therefore leave the tasks as they are.
9.2.1.3

Task Patterns

From these activities it is possible to extract a smaller number of general patterns that will be
descriptions of generic tasks. In these generic task patterns, variables are used as placeholders
for the specific task fragments. So, instead of “Cup” or “Dish Washer” we use “<object>“,
and instead of “The robot” or a human name we use “<agent>“ within the patterns, unless, of
course the actual object is crucial to the pattern. Thus, in the case that a task can or should
only be performed by the robot, it is not replaced by a variable, since the replacement will not
add anything to the description.
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<Agent> asks <Agent1> for <Action>
<Agent> goes to <Room>
<Agent> goes to <Place>
<Agent> opens <Object>
<Agent> gets <Object> from <Place> in <Object1>
<Agent> fills <Object> with <Content>
<Agent> moves <Object> to <Place>
<Agent> operates <Control>
<Agent> waits until <Event>
<Agent> places <Object> on <Place>
<Agent> puts <Object> into Object2>
<Agent> performs no_op operation
<Agent> tells <Agent1> <information>
<Agent> goes to <Place> in <Room>
<Agent> empties <Object> in <Place>
<Agent> goes to <Object>
<Agent> closes <Object>
Table 6. A set of task patterns that results from the actions listed in Table 5

In this process duplicates of the same pattern are eliminated (if they are true duplicates, which
means that they can readily be replaced by each other). Some of these patterns include
complicated task fragments, e.g., the first one above which includes a new <Action>
fragment, which is in itself a task pattern that has to be described. In this case the description
becomes recursively defined (although the recursion is ground) in terms of another task
pattern, but this does not affect the general ideas. The reason for using a notion of Agents,
rather than describing the robot tasks as such is that it opens for descriptions of collaborative
tasks.
9.2.1.4

Task fragments

The objects and actors that have been removed to make patterns from the activities are
gathered separately and collected into a conceptual framework of the type described in section
7.1. The conceptual framework is akin to an ontology, where objects are categorised not only
according to the name, but also to their properties and usage. In the conceptual ontology, there
are the following concepts that can be found in the scenario.
Every object can be entered into one or more categories, since the categories are not mutually
exclusive. So, e.g., a cup can belong to both “containers” and “objects” (and possibly other
categories as well). The categories displayed in Table 7 are not fixed, and there may be needs
for more categories in other contexts. Therefore additional categories can and will be
developed alongside with the descriptions, depending on the application area.
The categories are used as variables in the descriptions, and can then be re-replaced by any
item placed in the category, unless it is further restricted by some constraints. The categories
are simple constraints, and the more categories that are defined the more it is possible to
restrict the rules, although restricted rules are less useful than the more open ones, as
described in section 8.3.
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Acting Agents

Robot, Peter

<agent>

Rooms

kitchen, living room

<room>

Objects

glass, straw, cupboard, dishwasher,
carrying tray, tap, faucet, wheel chair
(peter’s), cupboard door, dishwasher
door

<object>

Containers (box)

dishwasher, cupboard

<object>, <location>

Containers (open)

glass, sink

<object>, <location>

Locations (fixed)

Cupboard

<location>

Locations (dynamic)

Peter’s wheel chair

<location>, <object>

Table 7. Task fragments that can be found in the scenario descriptions and their replacement variable types.

9.3 Analysis and Synthesis
Task Pattern Analysis is designed for both an analytical phase (as described in the previous
sections) and for a synthetic phase, where the structures that have been created in the analysis
are used to describe new tasks for implementation in new situations. This means that the
analysis phase is initiated by establishing a basic library of task patterns (in this case for a
robot and its activities) as was shown previously. After this higher-level task patterns are
defined with a starting point in the user’s conceptual framework. Here the patterns are defined
by combining the lower level actions to larger tree structures, including conditions for the
application.
One such higher-level pattern from the given scenario in section 9.2.1.1 could be “Get
<object> from the kitchen” which combines several actions into a fixed sequence that can be
used to get several different objects from the kitchen. Note that the room has been fixed in
this higher-level pattern. The reason for this is that the kitchen might be a specialized
environment, using patterns that are only applicable in the kitchen area.
After the analysis phase, a synthetic phase can be entered, where the patterns that have been
entered in the library can be used to create new activities within the limitations of the
conditions on the patterns. The patterns that have been found are then re-instantiated with new
task fragments that are applicable depending on the new situational context.

9.4 EVALUATION
As a conclusion to this chapter it is necessary to discuss the issue of usefulness of the
principle of task pattern analysis. The question is whether the method is considered to add
understanding to a task description. The task pattern analysis method has been put to an initial
evaluation by a class of interaction design students during a two week course module aimed
specifically at Task Analysis at the Technical University of Eindhoven. The students had
backgrounds varying from linguistics and psychology to industrial and software engineering
and were asked to apply task pattern analysis to 3-4 scenarios such as the one described above
(out of 9 available) that were in turn constructed from the interviews in chapter 5. Prior to the
student evaluation I had as a preparation made an independent analysis of the same scenarios.
In the 9 scenarios that were defined I found 140 activities in total. This resulted in a total of
23 different task patterns that could be used to describe the activities in the scenarios. The
scenarios dealt with a number of situations where the robot was involved in solving tasks
either in a home or in an office environment.
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The students worked in 10 groups of two persons each, and were asked to apply the procedure
described above to the scenarios, and to simultaneously evaluate the method from their
educational perspective. They had approximately one day (8 hours) for the complete task, and
had access to guidance by me in case they got stuck. The guidance consisted mostly in
describing the method in some more detail, but also in discussing the tasks at hand, especially
in the cases where the students found it difficult to find the appropriate level of description.
9.4.1 Results
The students made descriptions on the scenarios given to them during the exercise. The
descriptions were discussed in the class after the exercise, and I collected their work sheets at
the end of the day. The descriptions were compiled by me after the experiment. The number
of students was to low to allow for a quantitative evaluation, but I focused more on the quality
of the descriptions.
Apart from minor variations in details, it turned out that the descriptions made by the students
were relatively similarly structured and showed only minor variations. The existing
differences appear mostly as variations in syntax, or in a few cases as a difference in level
selection for the description (i.e., making a possibly more complex pattern into a general rule,
or vice versa).
One interesting observation is that all groups but two made descriptions that modelled the
interaction between agents, i.e. they modelled not only the physical interactions, but also the
information exchange between them. When one of the agents is a robot or a machine this is
practically the same as interface modelling on a conceptual level. The student groups
managed to extract most of the generalised patterns (all the groups found 19 of the 23 patterns
found by me), but some of the patterns were left at a too high level of abstraction.
9.4.2 Method Impressions
From the students’ own evaluation of the assignment it seems that the students tended to find
the general idea of task pattern analysis appealing and relatively easy to work with. Among
the problems that were encountered were the following:
• it was difficult to find the appropriate level of abstraction for the task pattern rules
• it was difficult to manage the resulting large number of activities and patterns, and
• it was difficult to avoid thinking in terms of programming, when constructing the task
pattern structures.
In general the students considered the approach as such useful, and revealing of details. Most
disadvantages concerned the lack of management tools that would support the work. Several
of the groups also came up with completed scenarios, where, via the descriptions, they had
found missing details, or facts that were incorrectly described in the scenarios.
The relative simplicity of the description was noted by several students as one of the main
advantages of the method, although, as noted above, there was an expression of a need for
some tools that could support the bookkeeping of the results.
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10

Conclusions and Future Work

In this final chapter I will summarize the thesis content.

10.1 Summary
The work in this thesis spans over a long period of time. However, I have during the
compilation of the material found that the work is consistent and that it is possible to see two
main threads in the thesis work.
One thread concerns the task analysis and conceptual modelling process, which has been dealt
with in parts I and III. The questions in this thread concern issues that are centred on finding
the requirements for software from user-centred methods. The central question in this thread
is: How are we to find the proper concepts to work with and how can we describe tasks, using
concepts and expressions that are relevant to the end users? In part III the contextual issues
are addressed to a larger extent, when we look at task analysis from the perspective of end
users with special needs, and the use of user-oriented metaphors.
The second thread through the thesis concerns how the results from the task analysis can be
modelled in order to achieve a mutual understanding between software engineers/designers
and end users. This issue has been dealt with in parts II and IV. The questions in this thread
concern how concepts and activities can be represented, once they have been extracted in the
task analysis process.
Although the two threads are in some respect different in their content, they are at the same
time closely interrelated. The issues that are raised in the first thread inflict on the results from
the second, in that the results from a task analysis constitutes the base for the conceptual
modelling of the tasks. I will in the following give short summaries of the discernible results
from the respective threads.
10.1.1 Results from the Task Analysis Process Thread
The task analysis and the integrated conceptual modelling were discussed on an early stage of
the work within this thesis, with an explicit goal of involving end users in the analysis
process. The analysis process consisted of the use of focus groups for concept elicitation, and
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a following conceptual modelling process that resulted in a description of a mail system. In
this approach we considered a normal situation of usage, whereas in the later work a second
dimension was added, in that the targeted user group consisted of people with special needs
from their environment. In this work the more general task descriptions proved to be
insufficient in that the tasks required a larger degree of individual adaptation.
This was approached by a reworking of the old description method described in part I. In the
new method the task structures were kept to account for the procedural aspects of a task,
whereas the treatment of variables and objects has been redesigned completely, so that the
desired flexibility in the task descriptions can be achieved. Despite the need for development,
the initial description method proved to be powerful enough to be used in an extended
version. The extended version has been adapted to conform to the structure of Design Patterns
for HCI as described by Borchers (2001). Apart from reworking the formal aspects of the
initial description language, it has also been extended to enable the inclusion of some
informal aspects of the tasks into the descriptions, such aspects that cannot be captured
formally. In this way, there are many things that can be described in the human-robot
interaction situation that will affect the appreciation of the robot by the user.
10.1.2 Results from the Task Modelling Thread
In the thread dealing with formal methods for task modelling I showed that with a flexible
method for task modelling, it is possible to model many aspects of tasks from a user
perspective. The model can with the chosen representation language be used as a executable
prototype, and if needed, with a visual interpretation of the task models.
Although the initial method, GRASP, did not emphasize the concept of design patterns, it is
easy to see that there are many connections to the pattern approach already in this method.
This underlying pattern structure was extended to accomplish a good description of the
system in modelling for robot applications. Using the new Task Pattern approach, we have
described how robotic tasks can be modelled with some benefits, using a pattern language for
task descriptions. The pattern language, extended with a local ontology for the involved
concepts, allows for a flexible and extendable description of also fairly complicated tasks, as
well as interactive dialogues.
As with most task analysis and modelling methods, task pattern analysis will benefit from the
development of an interactive modelling tool that will allow the designer/analyst to rearrange
information in the model structure. Such tools have been prototyped, and there is currently
ongoing work on this area.
The representation language (the task pattern language) has been developed over a period of
time. The initial attempt incorporated a logic based, context aware language that reflects
changes in the situational context over time. This makes some sense in a situation where the
computer controls the environment (e.g., in a word processor, email system or similar). In a
robot-oriented context the situation is different. The computer no longer has a possibility to
know “everything” about the micro world, and thus there is no point in keeping a complete
model of the environment, but rather a model where the contextual changes can be detected.
This caused the development of the first language into a task pattern language for robot
applications where the focus is on facilitating a flexible description language that facilitates
interaction with the environment, including other autonomous agents.
The descriptions that have been created for the robot applications provide a flexible structure
that also holds a possibility to extend the implemented tasks in a living environment, without
the involvement of programmers. The instruction is instead done by end user teaching of the
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robot according to a “follow me” type of instruction, and by demonstration. However, the
potential of this has not been investigated fully in the present work.
The application area has changed between the two parts of the thesis, but the general idea
remains the same; the interaction between task and work analysis and conceptual modelling
as a base for the creation of systems that are manageable for the end users. One main problem
that has been protruding throughout the work, is the problem of finding an appropriate level
of instruction of the application or the robot. This problem is closely related to the problem of
using meta communication in the interaction (Wærn 1989). It is important that also the
administration of meta communication can be modelled in a task modelling language.
Thinking in terms of task patterns allows for a communication pattern that takes the meta
communication into the modelling of ordinary tasks, e.g., by stating how the robot should be
able to ask for additional information in case of a break-down in the robot’s task plans or in
the case of miunderstanding (Green, Severinson Eklundh et al. 2006). This can be expressed
as an overriding rule for the robot. Rather than just stopping with an error message, the robot
could then call the user and as him or her for additional support.

10.2 Discussion
The work presented here deals with the process of task analysis and conceptual modelling in
different domains. The use of task analysis has been questioned from time to time, and it is an
interesting question what the role of task analysis and modelling will be in the future? Is it to
be considered as a “useworthy” method in software design, and how should it then be used in
order to connect to the standard methods of software engineering? Are there other areas where
task analysis will be a useful tool, such as for end-user “programming”?29 The answers to
these kinds of questions are probably not as simple and straightforward as was thought during
the early days of HCI. The use of task analysis is definitely not a universal remedy for all
problems. Throughout the work in this thesis, however, I have worked from a general belief
that task analysis and task modelling can contribute in some situations although it may not
always have to be a major part of the development.
In particular, the task analysis process proposed as a result of the work in this thesis is aimed
at producing a task library that will enable a flexible (re-)programming situation that is placed
relatively close to the end user. When the external context of an application is altered, and this
change affects the usage of the application, this could be a situation when a task pattern
approach would be advantageous. Rather than “reprogramming” the whole application, the
rules guiding the application could be changed to reflect the behaviour of the system. This is
done already for many types of application in terms of plug-in modules.
The proximity to the user makes it easier to engage in a dialogue about the usage with the
user, and even in some cases a possibility to allow the user to directly extend the available
descriptions.
The task pattern language suits itself for rapid and relatively simple reprogramming of
activities in a traditional software application, but even more in the robot context. This could
prove an important factor in situations where there is a great need for individual adaptation
and flexibility. One such area is the use of robots as support for people with disabilities,
where the needs and requirements can vary greatly between individual users. Also, the task
pattern language would constitute a good prototyping language when these needs are

29
I consider the work around task patterns for robot applications to be within the limitations of end-user
programming, since the intention is that the user shall be able to change the specifications for the robot tasks
within reasonable limits without the need for external programming support.
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changing for an individual. Thus the use of a task pattern language for robot programming
would imply a more flexible home support for an impaired person.
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