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This thesis presents a complete and fully automatic method for estimating the
volume of an airbag, through all stages of its inflation, with multiple synchronized
high-speed cameras.
Using recorded contours of the inflating airbag, its visual hull is reconstructed
with a novel method: The intersections of all back-projected contours are first
identified with an accelerated epipolar algorithm. These intersections, together
with additional points sampled from concave surface regions of the visual hull, are
then Delaunay triangulated to a connected set of tetrahedra. Finally, the visual hull
is extracted by carving away the tetrahedra that are classified as inconsistent with
the contours, according to a voting procedure.
The volume of an airbag's visual hull is always larger than the airbag's real
volume. By projecting a known synthetic model of the airbag into the cameras, this
volume offset is computed, and an accurate estimate of the real airbag volume is
extracted.
Even though volume estimates can be computed for all camera setups, the
cameras should be specially posed to achieve optimal results. Such poses are
uniquely found for different airbag models with a separate, fully automatic,
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Satisfying results are presented for both synthetic and real-world data.
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Abstract
This thesis presents a complete and fully automatic method for estimating the
volume of an airbag, through all stages of its inflation, with multiple synchronized
high-speed cameras.
Using recorded contours of the inflating airbag, its visual hull is reconstructed
with a novel method: The intersections of all back-projected contours are first
identified with an accelerated epipolar algorithm. These intersections, together
with additional points sampled from concave surface regions of the visual hull, are
then Delaunay triangulated to a connected set of tetrahedra. Finally, the visual
hull is extracted by carving away the tetrahedra that are classified as inconsistent
with the contours, according to a voting procedure.
The volume of an airbag’s visual hull is always larger than the airbag’s real
volume. By projecting a known synthetic model of the airbag into the cameras,
this volume offset is computed, and an accurate estimate of the real airbag volume
is extracted.
Even though volume estimates can be computed for all camera setups, the cameras should be specially posed to achieve optimal results. Such poses are uniquely
found for different airbag models with a separate, fully automatic, simulated annealing algorithm.
Satisfying results are presented for both synthetic and real-world data.
Keywords: Airbag Reconstruction, Volume Estimation, Visual Hull, Pinhole
Camera Model, Simulated Annealing, Delaunay Triangulation, Best-CameraPose
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Notation
Symbols
x
x, X
X
Rn

Italic letters are used for scalars.
Boldface letters are used for vectors and matrices.
Calligraphic letters are used for sets.
Standard n-dimensional Euclidean vector space.

Operators and Functions
∨
∧
∪
∩
∈
∈
/
\
⊂
⊃
⇒
⇐⇒
Xc
XT
hx|yi
kxk
|x|
|X|
x̂
O(n)

Logical OR.
Logical AND.
Union.
Intersection.
Exists in.
Not exists in.
Set difference, defined as A \ B = {x : x ∈ A ∧ x ∈
/ B}.
Subset.
Superset.
Implicates.
If and only if.
Complement.
Transpose.
Scalar product, defined as hx|yi = xT y.
2
Norm of x, defined as kxk = hx|xi.
Absolute value.
Determinant.
Normalization (hat) operator, defined as x̂ = x/kxk.
Ordo function. O(n)/n is bounded as n → ∞.

Abbreviations
HAIT

Hybrid Algorithm with Improved Topology.
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Glossary
Back-projection

A mapping from a 2D sensor of a pinhole camera
to a 3D world. A 2D point back-projects to a 3D
line that intersects that point and the camera’s
optical center, 15

Chain-code

A start coordinate and a stepwise direction code.
Commonly used to represent boundaries of objects in images, 22
The science of making computers understand
scenes or features in images, 12
Edge on a 2D polygon contour, 24
Coordinate on a 2D polygon contour, 24
The smallest convex set that contains a geometric
object, 31
Lying in the same plane, 17
Lying on the same sphere, 36
A synonym for hint. Commonly used in multipleview computer vision, 5

Computer vision
Contour edge
Contour vertex
Convex hull
Coplanar
Cospherical
Cue

Delaunay triangulation
Depth map

A general method for connecting points with triangles (2D) or tetrahedra (3D), 36
An image where each pixel represents a distance
to an object, 7

Epipolar geometry

The epipolar geometry describes the relations that
exist between two pinhole camera views, 17

Frontier point
Fundamental matrix

Visual hull element, 28
A matrix that encapsulates the epipolar geometry
between two views, 17

Image plane

A plane in which a camera sensor is modeled to
exist, 11
vii

Lambertian surface

Surface that reflects incoming light uniformly in
all directions. As opposed to specular light, 7

Mesh

A collection of polygons that define a geometric
object, 9
Actual volume in e.g. m3 . Used in contexts where
volume can be misread as volume model, 5

Metric volume

Neural network

A self-learning system, 6

Optical center

Camera parameter also known as focal point, 11

Photogrammetry

The art and science of obtaining reliable measurements from photographs, 12
The classical camera model where all incoming
light passes through an infinitely small pinhole,
11
A concave surface region of an object that can not
be reconstructed by a visual hull., 25
A connected two-dimensional figure bounded by
line segments. Each vertex is shared by exactly
two line segments, 22
In this thesis used to approximate 2D contours
with 2D polygons, 38
A three dimensional object bounded by polygons.
Each edge is shared by exactly two polygons, 28
The intersection of a camera’s optical axis and its
image plane, 11
A mapping from a 3D world to the 2D sensor of
a pinhole camera, 11

Pinhole camera

Pit
Polygon

Polygon approximation
Polyhedron
Principal point
Projection

Residual
Rim

Segmentation
Sensor
Shading
Strip edge

The difference between the measured and predicted values of some quantity, 16
The locus of points where viewing rays tangent a
corresponding object, 24
The process of separating images into meaningful
regions, 22
The film of a camera. For a digital CCD-camera
it is a dense grid of photo-sensitive cells, 11
Gray level variations on an object due to lighting.
Typically smooth features such as gradients, 7
Visual hull element, 28
viii

Tetrahedron
Texture
Triangulation

Triple point
Tunnel

Viewing cone

Viewing edge
Viewing ray

Viewing region
Visual hull
Voxel

General 3D pyramid, 22
Gray level variations in the material of an object.
Typically sharp features such as edges, 7
A set of points is triangulated by connecting them
into a set of triangles. In 3D the triangles implicitly define a set of tetrahedra, 23
Visual hull element, 29
A concave surface region of an object that can be
reconstructed by a visual hull, 25
A silhouette back-projected from a pinhole camera into a volume in the world. Its boundary is
the viewing cone boundary, 24
Visual hull element, 28
A 2D contour coordinate back-projected from a
pinhole camera to a line in the 3D world coordinate system, 24
A region of R3 that is visible from a pinhole camera, 24
A structure enclosing an object, 24
Elementary volume element. Typically a small
cube, 23
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Chapter 1

Introduction
This chapter presents the background of the thesis, along with a problem formulation and an objective.

1.1

Background

Image Systems AB is a company considered one of the world leaders in motion
analysis of video and high-speed digital image sequences. One of their software
products is targeted towards the automotive industry, where it among many things
enables car manufacturers to study multiple-viewpoint sequences of their test subjects.
Recently, the industry has shown an interest in modeling airbag inflations. To
increase the passenger safety, the airbag volume is analyzed as a function of time
since impact. The airbag volume sequence is used both to verify the uniformity of
the airbag manufacturing process, and to fine-tune the timing mechanisms of the
airbag, so that the airbag reaches a required volume limit in a required time. The
Society of Automotive Engineers, SAE, a developer of technical standards with
great impact, is predicted to propose a new airbag analysis standard within the
near future. Obviously the commercial industry wishes to be one step ahead of
time.
The currently used method requires considerable user-interaction and is very
inaccurate in the early inflation, why an improved method is needed.

1.2

Current Volume Estimation Method

The volume of an airbag is currently calculated by manually identifying optical
markers, which have been pre-placed on the airbag, in multiple views. With the
markers identified, it is easy to compute their 3D coordinates, and then generate
an approximate surface mesh. See figure 2.4 on page 9 for an airbag featured with
optical markers.
1

2

Introduction

The man-time needed to analyze 100 frames is about 8 hours, due to the tedious
task of identifying markers.

1.3

Problem Formulation

Analyze if it is possible to develop an improved airbag volume estimation method.
The method should aim for the following properties:
Robustness The method must be robust. Airbags may be recorded in lab environments that have poor lighting equipment and distracting backgrounds.
Flexibility The method should be feasible to as many end-users as possible. That
means it must be able to handle different numbers of cameras, of different
models, that are posed in different positions. It also means that it is disadvantageous to require i.e. optical markers placed on the airbag, since some
end-users cannot place them there.
Minimal Interaction The method should require minimal end-user interaction.
That includes both computer time and physical time in an airbag lab (i.e.
placement of optical markers).
Maximal Performance There are no strict requirements on precision, but a relative accuracy in the order of two or three percent is sufficient. Computation
times should be kept to around 5 – 10 seconds per frame on a standard
desktop PC.

1.4

Objective

The objective of this thesis is:
• Develop and implement a volume estimation method according to the problem formulation above.
• Empirically analyze the method’s performance for different camera setups.
• Present camera setup recommendations.
Every step from setting up the cameras to interpreting the estimated volume sequence should be included, but with emphasis on the new method.

1.5

Reader’s Guide

Glossary The glossary, found on page vii, is a compilation of the technical words,
terms and expressions that are used throughout the thesis. It is of special
interest to readers unfamiliar with the field of computer vision.

1.5 Reader’s Guide

3

Chapter 1 - Introduction This chapter is an introduction to the thesis and
should be read first, as the background and the objective are presented.
Chapter 2 - Problem Analysis Here, the volume estimation problem is analyzed from different point of views, and an approach based on visual hulls is
motivated. It is a free-standing chapter that depending on interest can be
read either before or after the rest of the thesis. Readers only interested in
the actually implemented method can skip this chapter.
Chapter 3 - Camera Model Chapter 3 mainly deals with different aspects of
the pinhole camera model, which is used extensively in the later chapters.
It is the theoretical base of the thesis, and reading it will aid all readers
interested in chapter 4.
Chapter 4 - Volume Estimation Method In this chapter, a volume estimation algorithm solving the problem formulation is presented. It is the main
contribution of the thesis, and should be thoroughly read by readers interested in the theoretical aspects of the volume estimation. The heart of the
chapter is a new stand-alone algorithm for reconstructing visual hulls.
Chapter 5 - Camera Posing This chapter presents an algorithm that computes
camera poses that are optimal for the volume estimation method. It is a
relatively free-standing chapter, but should be read after chapter 4.
Chapter 6 - Results The volume estimation algorithm is tested with both simulated and real-world data, along with the new visual hull reconstruction
algorithm. This is probably the most interesting chapter, but should be read
after chapter 4 and 5.
Chapter 7 - Conclusions Conclusions and recommendations for future work.
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Chapter 2

Problem Analysis
The problem of estimating an object’s metric volume is inherently related to the
field of model reconstruction. Models such as polyhedron surfaces and discrete
voxelizations commonly represent volumes, and their metric volume is easily extracted. The reconstruction can be based on a known physical object model, pure
collected data, or both. In our case the known object is an airbag under inflation,
and we collect data from multiple high-speed cameras.
The problem analysis is performed by studying the applicability of the many
known model reconstruction approaches, as well as the combination of them. Figure
2.1 illustrates the situation. The boxes are cues that can be used in a reconstruction
algorithm, and they are analyzed in separate sections below. Readers interested in
a more general presentation of shape-from-X techniques are recommended to read
Dyer’s survey [6].
Volume-from-Features

Airbag, Cameras

Shape-from-Contour

Shape-from-Shading
Preparations and Recording

Volume extraction and Post-processing
Shape-from-Photo-Consistency

Shape-from-Texture
Volume, Model
Shape-from-Model

Shape-from-Multiple-Cues

Figure 2.1. Problem analysis approach. Each box is a cue that can be used to reconstruct
a model of an airbag. The cues are analyzed in individual sections below.

5
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2.1

Problem Analysis

Volume-from-Features

An interesting approach is feature-driven volume estimation. Features with a metric are extracted from the images, and a neural network [27] estimates the volume
directly. Possible features include the area, circumference and orientation of silhouettes. A neural network learns how to use the features through training data,
i.e. image sets with known corresponding volumes.
The method is very fast, and potentially very accurate. A neural network have
successfully been used in automating volume estimation of fruits [23]! However,
the only training data available for airbags would be from overly simple models
such as finite-element simulations, and they cannot be presumed to be accurate
enough, especially for the important beginning of the inflation.

2.2

Shape-from-Contour

A straightforward class of algorithms reconstructs 3D models, called visual hulls,
of objects using only multiple 2D silhouettes. If an infinite number of cameras
were observing a coffee mug, its visual hull would have a nice handle, but no actual
coffee container since it is invisible from silhouettes. Conceptually, a visual hull
is approximated by back-projecting silhouettes, as is illustrated in figure 2.2. It is
obvious that the more viewpoints that are available, the better the approximation
gets. A thorough study of the visual hull is found in chapter 4.
Shape-from-contour is a very promising and interesting approach for many reasons: Most importantly, an airbag is reasonably well approximated by its visual
hull, since most of the concave regions are visible from silhouettes. The approach
is also robust, since only binary silhouettes are required, as opposed to e.g. the
shape-from-shading technique presented below. Finally, real-time algorithms for
approximating visual hulls exists [42, 18].

Visual Hull

Object

Figure 2.2. Shape-from-contour. A two-camera reconstruction of the visual hull of an
object.

2.3 Shape-from-Shading

2.3

7

Shape-from-Shading

Shape-from-shading recovers object surface models from gradual variations of shading in an image. Given the light sources’ locations, and a reflection model of the
object, the object’s surface normals are computed from image gray values. By introducing additional constraints in the object model, such as smoothness, a depth
map can be extracted [28]. Traditionally, shape-from-shading deals with only one
view, but recent research show that multiple views can be combined with a neural
network [21]. Whereas shape-from-texturing (section 2.5) works best with images
exhibiting edges and textures, shape-from-shading performs optimally with images
exhibiting smooth gray-level variations.
The technique sounds promising, but a recent survey [16] shows that the performance of all current algorithms is poor even for synthetic images. The difficult
lighting conditions in many airbag labs would certainly not help. Also, a multiple
view combination of the depth maps [21] would not work, for the reason discussed
in section 2.1. Therefore shape-from-shading is not suitable in this context.

2.4

Shape-from-Photo-Consistency

Photo-consistency is a relatively new approach, introduced by Seitz and Dyer in
1997 [38], and more formally investigated by Kutulakos [30]. If an object has a
Lambertian (perfectly diffuse) surface, all incoming light is uniformly reflected.
This implies that a point on the surface of an object has the same color in every
observing view. Now, for Lambertian objects, the idea of photo-consistency is to
iteratively carve away all color-inconsistent surface voxels in a scene, as illustrated
in figure 2.3. What remains is called the object’s photo hull. Without additional
information or biases, an object’s photo hull is the most accurate reconstruction
possible, that is based on a direct image comparison [6].
Photo-consistency is an interesting approach, and algorithms for general camera setups exist [9]. It may seem a problem that airbags typically lack texture.
Without texture, a very narrow color consistency threshold must be used, which
in turn would make the algorithm sensitive to noise. The objection is valid, but
a work-around exist. Color- and intensity gradients can be added to the cloth
with standard spotlights and optical filters. Standard spotlights are sufficient since
no edges or sharp features are necessary. The main drawback to this approach
is that today’s algorithms are too time consuming [9]. As such, the shape-fromphoto-consistency approach will have to wait for future computation power to be
interesting in this context.

2.5

Shape-from-Texture

Techniques that utilize the object texture are most often found under the label
stereo vision [22]. Local image features such as orientation and frequency are
matched in two adjacent views, so that they correspond to the same points in a

8

Problem Analysis
Camera 1

Camera 2

A. Inconsistent voxel

B. Consistent voxel

Figure 2.3. Shape-from-photo-consistency. The principle of photo consistency is that
voxels found on Lambertian surfaces should always be of the same color. Voxel A is
inconsistent, and therefore carved away, because in camera 1 it is black and in camera 2
gray. Voxel B is consistent, as it is white in both cameras.

scene (the correspondence problem). This yields a set of 3D scene points that is
fitted to a 3D model. More than two cameras can be combined, in which case the
technique is called multi-view stereo [15, 36]. The typical approach is to combine
the results of separate stereo pairs into a common 3D model. Both stereo- and
multi-view stereo vision are classical and non-trivial problems that have seen a
multitude of approaches.
There are many drawbacks to stereo vision: To start with, it is hard to find
corresponding image points even on well featured objects, and an airbag cloth is
typically smooth. The correspondence problem is also time consuming to solve,
and requires many cameras, since they must be grouped in pairs for good results.
An option to stereo vision is to manually feature the airbag with known markers
of some kind, as has been done in figure 2.4. Such markers can be identified in
multiple camera views by solving a combinatorial minimization problem [34]. The
identified points would be relatively easy to mesh into an airbag surface model,
especially in the later stages of the inflation.
This method is faster, more robust and requires less cameras, since the views
can be further separated. However, it requires physical interaction to feature the
airbag, and end-users that test factory delivered modules do not have this option.
The markers may also be occluded by folds, especially in the beginning of the inflation. Structured light [11] in the form of laser patterns may possibly resolve these
problems, but must be further investigated because of the lighting requirements
that a high-speed camera puts on a lighting system.
If the end-user has the possibility of somehow featuring the airbag, a combinatorial method such as the one proposed above is a very interesting option, especially
for the later stages of the inflation. In the beginning of the inflation, the contour
reveals more of the airbag, as can be seen in figure 2.4.
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Figure 2.4. Airbag with features. Simple features can be identified in multiple views
by solving a combinatorial minimization problem. a) Early in the inflation the contours
reveal more of the airbag than the markers. b) Late in the inflation we have the opposite
situation.

2.6

Shape-from-Model

An important cue is the knowledge of what we are reconstructing. To start with,
the fully inflated volume of an airbag may be known, and can be used to correct
volume estimates. This applies to all types of reconstructed models.
We also know what kind of object we are reconstructing, and an interesting
approach is therefore to fit an airbag model to the reconstruction of another cue,
e.g. the visual hull of section 2.2. A very simple model is the balloon, introduced
by Cohen [3]. A balloon model is a closed surface mesh, with forces acting on
it: An internal force strives to make the surface smooth (like the material of a
balloon), while external forces push the surface in specific directions. We let the
balloon inflate by applying an external air pressure force. This force can be modeled
with multiple forces that act directly on the surface by pushing it outwards and
perpendicular to the local surface. The visual hull surface acts a barrier that
cannot be crossed. High air pressure would smear the balloon against the visual
hull’s surface, and low pressure would produce a sphere just touching its surface at
one or more points.
Balloons are commonly used to segment image volumes, and numerous implementations are found in the literature, including finite-element variants [3, 35] and
polygon based methods [10, 7, 20]. The latter approach is less exact, but much
faster, and is depicted in figure 2.5. It would probably produce a nice result in the
latter stages of the inflation, but in the early stages the model is too far from the
truth to be useful, since folds are not taken into account.

10
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Figure 2.5. Patch of a polygon-based balloon model. A polygon-based balloon is a closed
surface mesh, with internal forces at each vertex that strive to make the mesh locally
smooth and external forces at each vertex that are outward pointing and perpendicular
to the local surface.

2.7

Shape-from-Multiple-Cues

To combine a voxelized visual hull model from shape-from-contour with the voxelized photo hull model from shape-from-photo consistency is trivial. But how are
2.5-D depth maps combined with voxel bodies (as with e.g. stereo and visual hull)?
Many recent papers address such combinations, as well as general frameworks, using deformable mesh models (i.e. balloons) [10, 7, 20], hexagon meshes [25] or
neural networks [21].
Neural networks are efficient, but are not applicable here since they need training data, as explained in section 2.1. Deformable polygon meshes produce impressive results, and reasonably time-efficient implementations exist [5]. A deformable
mesh combining shape-from-contour with reference markers is a very interesting
alternative.

2.8

Conclusion

There are many ways to approach this problem, but requirements of robustness
and especially time efficiency eliminates most. From the analysis above, it is clear
that shape-from-contour and shape-from-texture on a featured airbag are the most
interesting solutions for the computation power available today.
A method based on shape-from-contour is here chosen for further investigations,
as it is the most generally applicable solution. Many end-users neither have a
structured-light system nor the possibility to place markers on the cloth. Though
a very interesting future extension is to combine this approach with shape-fromtexture.

Chapter 3

Camera Model
This chapter introduces the pinhole camera model along with the parametrization
used throughout the thesis. It also introduces the concept of epipolar geometry,
which is of vital importance to the visual hull reconstruction in chapter 4. The last
section introduces the use of mirrors as virtual cameras.

3.1

Pinhole Camera Model

Illustrated in figure 3.1 is a pinhole camera. All coordinate systems have right-hand
ON-bases, and are further discussed in the next section. A pinhole camera has an
optical center C = (Cx , Cy , Cz )T parameterized in 3D world coordinates, and an
optical axis parameterized by three ordered rotations roll, pitch and yaw (see the
next section). The optical axis intersects the image plane of the pinhole camera in a
right angle at the principal point. The principal point is parameterized in 2D sensor
coordinates U0 = (U0 , V0 )T . The Euclidean distance between C and the principal
point’s location in 3D is the focal length f of the model. Finally the sensor is
modeled as a rectangular section of the image plane with dimensions (w, h). The
principal point, focal length and sensor dimensions are presumed to share the same
unit. The parameters are summarized in an 11-dimensional parameter-vector θ:
θ = (CT , roll, pitch, yaw, UT0 , f, w, h)T

(3.1)

θ does not model shear, but shear is negligible for CCD cameras. Now, with the
pinhole camera model, a point A = (xw , yw , zw )T in the 3D world is projected to
a point a = (u, v)T on the 2D sensor, so that a is the intersection of the image
plane and the line joining C with A. Using equation (3.1), the pinhole camera
model can be written as:
projectionθ : (World) 7→ (Sensor)

(3.2)

As will be seen in the next section, the perspective projection can be represented
by a single matrix P, using projective geometry.
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Figure 3.1. Pinhole camera model. A = (xw , yw , zw )T is a point in the 3D world.
The image plane intersects the line connecting A and C at the projection a = (u, v)T
of A. U0 is the principal point. Three types of coordinate systems are used: One world
coordinate system and multiple (one per camera) camera coordinate systems and sensor
coordinate systems.

The pinhole camera is the foundation of photogrammetry and multiple view computer vision. Its goodness-of-fit to a real camera is excellent, as long as the camera
lens does not introduce significant distortion, in which case also the lens should be
modeled. To model the lens is an important future extension that is discussed in
section 7.2 on page 84.

3.2

Camera Matrix

This section derives a 3x4 matrix P that represents the perspective projection of a
pinhole camera θ. We start by properly defining the coordinate systems found in
figure 3.1 above:
The world coordinate system is a right-handed 3D ON-base coordinate
system with an arbitrary origin. All of the cameras, and all observed objects,
are positioned and orientated in this one world coordinate system. The yw
vector is defined as up in the world. Typically the units of the axes are meters
or, in the USA, inches. World coordinates are denoted rw = (xw , yw , zw )T .
Each camera has its own right-handed 3D ON-base camera coordinate sys-
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tem where the origin is in its optical center C. As with OpenGL1 , the negative zc -axis is aligned with the optical axis. When roll = pitch = yaw = 0 the
camera coordinate system is aligned with the world coordinate system, and
the camera is directed towards both −zw and −zc . Since the camera coordinate system is a rotated and translated world coordinate system, their axes
share the same units. Camera coordinates are denoted rc = (xc , yc , zc )T .
Each camera also has a 2D ON-base sensor coordinate system in the
image plane, with an origin implicitly defined through the principal point of
the camera. The actual sensor is a rectangle with lower-left corner (0, 0)T
and upper right corner (w, h)T in sensor coordinates. Typically the units of
the axes are pixels. Sensor coordinates are denoted rs = (u, v)T .
Now consider a linear mapping of world coordinates to camera coordinates, represented with a matrix M:
M : (W orld) 7→ (Camera)

(3.3)

M can be composed of a translation (camera position) followed by three ordered
rotations roll, pitch and yaw, around the fixed base vectors of the world coordinate
system (camera orientation). Starting with the translation, it should map C to the
origin, since C is the origin in the camera coordinate system. It is easy to verify
that this is a single matrix operation with homogenous coordinates:


1 0 0 −Cx


 0 1 0 −Cy 
I3 −C
=
T=
(3.4)
 0 0 1 −Cz 
0T
1
0 0 0
1
Then follows the rotations, illustrated in figure 3.2. Seen from the camera’s optical
center, we have that roll rotates clockwise around −zw , pitch rotates clockwise
around xw and yaw finally rotates clockwise around yw . The total rotation matrix
R is derived as


cos α cos β cos α sin β sin γ − sin α cos γ cos α sin β cos γ + sin α sin γ
R =  sin α cos β sin α sin β sin γ + cos α cos γ sin α sin β cos γ − cos α sin γ 
− sin β
cos β sin γ
cos β cos γ
(3.5)
where α = roll, β = pitch and γ = yaw. Note that R rotates the camera’s
coordinate system according to figure 3.2, whereas its effect on an actual world
coordinate is inverted. Combining R and T gives the 4x4 matrix M:




R 0
R −RC
M=
·T=
(3.6)
0T 1
0T
1
The next step is to consider the projection of camera coordinates to sensor coordi1 OpenGL R is a popular graphics library. See www.opengl.org or the reference manual [39]
for details
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Figure 3.2. Camera orientation parameterized on roll, pitch and yaw. As seen from the
camera’s optical center, we have that roll rotates clockwise around −zw , pitch rotates
clockwise around xw and yaw finally rotates clockwise around yw . The effect of the
rotations is illustrated for the camera’s coordinate system.
K
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v
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Optical axis

C
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f
Sensor origin

Figure 3.3. Perspective projection in the plane xc = 0. Triangle symmetry (note that
zc is negative) gives that v = − fzycc + V0 .

nates, represented by a matrix K:
K : (Camera) 7→ (Sensor)

(3.7)

K is illustrated in 1D in figure 3.3. Triangle symmetry (note that zc is negative)
gives:
f xc
f yc
u=−
+ U0
v=−
+ V0
(3.8)
zc
zc
This transformation is expressed in matrices, using homogenous coordinates:


hrs
h





 
hu
−f
=  hv  =  0
h
0

0
−f
0

U0
V0
1


0
0  rc = Krc
0

(3.9)
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Multiplying K and M produces a 3x4 matrix P = KM, an elegant mathematical
model of the pinhole camera:




hrs
rw
projectionθ :
= Pθ
(3.10)
h
1
θ denotes that the projection depends on the model parameters, but this subscript
will only be used if necessary, to simplify reading. The observant reader may have
noticed that the sensor dimensions (w and h) are never used. These parameters
do not affect the actual projection, but are used to model the viewing region of a
real camera in simulations.

3.3

Camera Matrix Inverse

We will be interested in mapping a 2D sensor coordinate to the 3D line of world
coordinates that projects to it, an operation called back-projection. Since P is not
of full rank, its inverse cannot be used as it does not exist. However, consider the
Moore-Penrose pseudo inverse P+ defined as:
P+ = PT (PPT )−1

(3.11)

P+ exists when P is non-singular, which is the case for all non-degenerate situations
(f 6= 0). It is obvious from equation (3.11) that PP+ = I, which means that P+
maps a 2D sensor coordinate u to a world coordinate, so that this world coordinate
will project back on u through P. It is then easy to prove that the entire 3D line
A(λ) = λC + P+ a

(3.12)

projects to the 2D sensor coordinate a. I.e. A(λ) is a’s back-projection. P+ is also
used in section 3.5, which deals with epipolar geometry.

3.4

Camera Calibration

To calibrate a camera is to fit a camera model to a real camera. This model then
replaces the real camera in all calculations, so it crucial to fit it well. Typically
a camera calibration is performed in two steps, first for the internal (intrinsic)
parameters then for the external (extrinsic) parameters. This is justified by the fact
that internal parameters often are fix, and could therefore be precisely estimated
with special equipment once and for all, whereas the external parameters changes
with each new pose. The external calibration problem is often found under the
labels pose estimation (computer vision) and space resection (photogrammetry) in
the literature. Below follows a brief description of the calibration method used for
the real-world experiments (section 6.2).
All nine camera projection parameters, i.e. θ in equation (3.1), excluding w and
h, are calibrated simultaneously. N reference points are measured in the world,
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Figure 3.4. Camera calibration. The figure illustrates two cameras, a real camera and
a corresponding calibrated camera that happens to have every parameter but the focal
length f correct. The normalized residual is the quadratic average of the projection error
∆C (X) for all calibration points.

and identified on the camera sensor. Using the pinhole camera model, one worldto-sensor point correspondence gives two equations. Choosing N > 5 points give
an over-determined equation system, since our camera model has nine parameters.
If xi and x̃i are the true projection and the modeled projection of reference point
i respectively (as in figure 3.4), the model θ ∗ is found as:

f (θ)

x1 − x̃1
..
.

=

xN − x̃N
θ

∗

solves

min f (θ)
θ

(3.13)

The minimization is performed by Levenberg-Marquardt’s iterative method [1],
which has become a standard nonlinear least-squares routine. Levenberg-Marquardt
uses an initial parameter-set θ 0 that here is simply guessed.
Actually most calibration methods solves equation (3.13) above. The difference
lies in how the calibration points are positioned in the world, and how the initial
parameter-set θ 0 is found. As a rule of thumb, more than 100 calibration points
are used for internal calibrations [41], and as few as 4 for external calibrations [37].
The calibration target that was actually used in the real-world experiments can
be found in section 6.2.1 on page 67, along with the resulting residuals (explained
below).
For a calibration to be meaningful, an estimate of its usefulness for a specific
data-set must be provided. The residual of the calibration is defined as f (θ ∗ ). It
has no direct geometrical or statistical interpretation, but is still useful. Consider
the normalized residual r(θ ∗ ):
s
PN
∗
2
f (θ )
i=1 kxi − x̃i k
=
(3.14)
r(θ ∗ ) = √
N
N
We have that r(θ ∗ ) is the root-mean-square of the Euclidean distance between the
real and modeled projection of a calibration point’s world coordinate. Assume that
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the calibration points are non-coplanar in the world, and that they are found in
all four quadrants of the sensor. Also assume that they are many in numbers.
Given these assumptions, it is probably true that the normalized residual reflects
the average projection error of the whole sensor! On the other hand, degenerate
solutions with r(θ ∗ ) = 0 exist when the calibration points are coplanar in the
world or are to few. And the reason they must be spread out on the sensor,
is that otherwise non-modeled artifacts such as radial distortion may be locally
compensated for, on the great expense of the rest of the sensor.
The camera calibration problem is one of the oldest and most important tasks
in computer vision and photogrammetry and much more deserves to be said on
the subject. But since the volume estimation method is completely free-standing
from the choice of calibration method, the focus regarding calibration in this thesis
will be on how the algorithm performs with a de-facto noise present in the camera
parameters. The interested reader can find an introduction to camera calibration
by Hartley [26], and a currently popular algorithm by Zhang [44].

3.5

Epipolar Geometry

Epipolar geometry [26] deals with projective geometry between two pinhole camera
views. It is independent of scene structure, and only depends on the cameras’
parameters and relative pose. Of great importance in this thesis are epipolar lines.
Suppose that you have two cameras C and C0 posed so they differ in more than
only roll. See figure 3.5. A world coordinate A projects to the sensor coordinates
a in camera C, and a0 in camera C0 , respectively. Now, if only a is known, where
can a0 be found? As explained in the previous section, a sensor coordinate a
corresponds to a ray A(λ) in the world. Camera C0 sees this ray as a line l0 , called
the epipolar line, in its image plane. The point a0 is constrained to exist on this
line!
As can be seen in figure 3.5, the epipolar line is the intersection of the C0
image plane and the plane π, constructed from the baseline and the ray A(λ). The
intersections of the baseline and the image planes are called epipoles. An epipolar
line always intersects its epipole.
The fundamental matrix F encapsulates two cameras relative orientation and
pose, and is the algebraic representation of the epipolar geometry. Using the symbols found in figure 3.5, it is defined as:
l0 = Fx

(3.15)

F directly maps a sensor coordinate x in camera C to a 2D line l0 in camera C0 .
In chapter 4, F will be used to reduce 3D intersections to 2D. It can be calculated
for general cameras as [26]
F = [P0 C]× P0 P+
(3.16)
where P+ is the Moore-Penrose pseudo inverse from section 3.3, and [P0 C]× is a
matrix form of the vector product. For two general vectors a and b this vector
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Figure 3.5. Epipolar geometry. C and C0 are the optical centers of two cameras. The
baseline intersects the image planes at the epipoles e and e0 . The plane π is composed of
the baseline and the back-projected ray A(λ). The epipolar line l0 is the intersection of
π and the image plane of C0 . All epipolar lines intersect at the epipole.

product is written as:


0
[a]× b =  az
−ay

3.6

−az
0
ax


ay
−ax  b = a × b
0

(3.17)

Virtual Cameras

In the next chapter we will see that the performance of the volume estimation
method depends on the number of cameras used. High-speed cameras are expensive
equipment, and the cost of buying enough cameras to reach a required accuracy may
discourage possible end-users. A solution to this is to use reflectors to construct
virtual views of the object. These views are very easy to model when the reflector
is planar, which is the case for e.g. off-the-shelf bathroom mirrors and polished
metal plates. It is straightforward to extend the segmentation algorithm (section
4.1) and the visual hull definition (section 4.2.1) to handle the virtual views. The
two main drawbacks with mirrors is that it may be awkward to setup the lab, as
explained below, and that mirrors hardly can be used for moving targets such as
an installed airbag that is filmed in a car-crash.

3.6 Virtual Cameras
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Figure 3.6. Camera-and-reflecting plane setup. The reflecting plane produces a virtual
view of an object.

But how do we find the virtual view’s pinhole camera parameters? Consider
the camera-and-reflecting-plane setup presented in figure 3.6. A reflecting plane Π
produces a virtual body and a virtual camera as reflections of their sources. We are
interested in the virtual camera’s view of the real object. As depicted in figure 3.6,
it is found as the reflection of the real camera’s view of the virtual object. The two
silhouettes available in the real camera can therefore be considered as two different
views: One from the real camera and one from a virtual camera.
Let P be the 3x4 camera matrix of the real pinhole camera C, and P∗ the 3x4
camera matrix of the virtual pinhole camera C∗ . Also let Π’s reflection operator
be represented by a 4x4 invertible matrix L. The virtual pinhole camera can now
be modeled as:
P∗ = PL
(3.18)
The nature of P∗ , a standard perspective projection camera matrix, leaves us two
options on how to find it: The first is to calibrate P∗ directly from the reflection
view of camera C. Only the external parameters are needed, since the internals are
identical to those of the real camera. This means that four calibration points must
be visible in the reflection (section 3.4), which may or may not be constraining
when a smaller mirror is used as a reflector.
The second option is to use equation (3.18) above. P is already known, and
the reflection operator L can be found from a plane that is a least-squares fit to a
number of measured world coordinates on the mirror. Details are given in appendix
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A. This option circumvents the limitation mentioned above, but introduces a need
for measuring equipment. Such equipment may not be present in labs that pose
calibrate their cameras with special objects, e.g. a cube with known dimensions.
Which option to use depends on the situation, but they are both viable solutions with specific advantages. An interesting example mirror setup borrowed from
Forbes et. al [23] is shown in figure 3.7 below. Using this setup the camera pose
can actually be found directly through silhouette constraints, as explained in the
same paper. This could possibly shorten the procedure for an end-user, and should
be tested in the future.

Figure 3.7. An example mirror setup. Two mirrors can be used to create five views of
an object. If e.g. three cameras are available, this means fifteen views! Image courtesy of
Forbes et. al.

Chapter 4

Volume Estimation Method
This chapter presents the theoretical aspects of the developed volume estimation
method. It early showed that the existing visual hull reconstruction algorithms
were insufficient for a fast and accurate estimation of an airbag’s metric volume.
Therefore the emphasis of the chapter is on a new approach for approximating
visual hulls, named ”Hybrid Algorithm with Improved Topology”, or HAIT.

4.1

Overview

The problem analysis resulted in a solution based on shape-from-contour, i.e. visual
hulls. The complete method is outlined in figure 4.1. A set of cameras are first
posed to observe the airbag from optimal angles. To find such poses is a non-trivial
problem that is solved in chapter 5. All cameras are then calibrated (section 3.4),
at least for the external parameters, to find the pinhole camera parameters θ.
At this point the actual recording of the airbag inflation is performed. The

Airbag, Cameras

Camera Posing

Camera Calibration

Image Recording

Contour Segmentation

Volume Correction

Volume Extraction

Visual Hull Reconstruction

Polygon Approximation

Volume, Model

Figure 4.1. Volume estimation method. A set of cameras are first posed and calibrated.
Then follows the actual recording of the airbag inflation, followed by a contour segmentation. Using pinhole camera models and polygon approximated contours, the airbag’s
visual hull is reconstructed with HAIT, and the visual hull’s volume is extracted. The
airbag’s volume sequence is finally found as the visual hull’s corrected volume sequence.
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Figure 4.2. Chain-code contour representation. The result of Larsson’s segmentation
algorithm [31] is a four-connective chain-code representation of the airbag contour. Fourconnective means that each link has one out of four possible directions (up, down, left or
right).

cameras may move during the recording, for example when filming an installed
airbag from inside a crashing vehicle. In this case, the calibration target must be
visible in each frame, so that the camera pose can be calibrated ”online”.
The airbag contour is then segmented from the recorded images. To segment
an image means to separate it into meaningful regions, which in this case means
locating the coordinates of the airbag contour. Larsson solved this very problem,
using a fast and robust snake implementation [31]. A snake is a 2D version of
the balloon model explained in section 2.6, and it is easiest visualized as a rubber
band that is fitted to image information such as edges. The output of Larsson’s
algorithm is a four-connective chain-code representation of the contour, illustrated
in figure 4.2. A segmented airbag can be found in figure 4.15 on page 41.
After the segmentation, the chain-code is approximated with a polygon, as
described in section 4.2.8.
The polygon representations of all contours, together with the calibrated pinhole
camera models, are then used to reconstruct the visual hull of the airbag, frame by
frame, with HAIT. HAIT is a new algorithm especially developed for this purpose,
presented in detail in the next section.
The output of HAIT is a connected set of tetrahedra, which approximates the
airbag’s visual hull. The metric volume is extracted from the visual hull by summing up the volume contribution of each tetrahedron. In a final and important
stage, the true airbag’s metric volume is found by correcting the visual hull reconstruction’s metric volume, with a procedure described in section 4.3.
Since the volume estimation method is based on HAIT, its individual performance must be analyzed. To this purpose, a well established reference algorithm
based on voxels is implemented in section 4.5. We will se that HAIT delivers
more than sufficient precision to a fraction of the computation time needed with
this method. Finally, a theoretical analysis of both HAIT and the entire volume
estimation method is presented in section 4.4.

4.2

HAIT Visual Hull Approximation

Visual hull reconstruction methods can be categorized in volumetrical and surfacebased approaches, as depicted in figure 4.3. Volumetrical methods compute a

4.2 HAIT Visual Hull Approximation

a)
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b)

Figure 4.3. Volumetrical and surface-based visual hull reconstruction approaches. a)
Volumetrical approaches reconstruct voxelized volume models of visual hulls. b) Surfacebased approaches reconstruct surface models of visual hulls. The typical surface model is
a polyhedron with vertices on the visual hull surface.

volume model of an object’s visual hull by first partitioning the object space to a
set of discrete cubic cells called voxels. The visual hull exists as a subset to this set,
and currently popular methods extract it similar to how a sculptor chisels a statue
– by iteratively carving away voxels that project outside any available silhouette.
Volumetric methods are robust, and implementations are made computationally
efficient by using e.g. homography optimizations [18], or hierarchically ordered
voxel sizes [42]. The latter method is implemented in this thesis as a reference
algorithm, and is presented in detail in section 4.5.
However, with volumetric methods there is always a precision vs. computation
time tradeoff: Good precision means small voxels, which quickly becomes huge
memory requirements and endless computations. This fact is shown in section
6.1.1.
To address these problems, researchers have developed surface-based methods.
Instead of back-projecting the full silhouettes, polygon representations of only the
contours are back-projected. The corresponding cone intersections are located, and
a surface model of the visual hull is reconstructed. The most common surface model
is a triangulated polyhedron. Surface-based methods are much more precise, since
no voxelization is performed, but are often non-robust and can generate incomplete
or corrupted visual hulls. The reason is that cone intersections are generally not
well defined, which leads to numerical instabilities [2].
Boyer and Franco introduced a hybrid method [2], which elegantly took advantage of both approaches above. By intersecting back-projected polygon contours,
like a surface-based method, most of the intersections are identified. These intersections, which exist exactly on the visual hull, are triangulated into a volume
model where the elementary cell is an irregularly placed tetrahedron (pyramid).
These cells are then tested for silhouette consistency, just like for all volumetrical
approaches. However, a limitation of their approach lies with the ”most” that
is emphasized above. Under certain circumstances, the number of identified intersections is inadequate, and the reconstructions degenerate to a point that is
unacceptable, at least in the context of this thesis. This is shown in section 6.1.1.
It became apparent that present volumetrical methods are too computationally
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demanding, and that the studied surface based methods are too unstable to be
used with the volume estimation method. Therefore a novel approach is developed
in the following sections. It efficiently and robustly reconstructs the visual hulls of
single objects that are observed from a sparse set of cameras. Based on the hybrid
method mentioned above, it combines the benefits of volumetrical and surfacebased methods, but efficiently both detects and handles situations where the hybrid
method fails. The algorithm is named hybrid approach with improved topology, or
HAIT.

4.2.1

Definitions

To properly understand the algorithm, some formal definitions must be made.
Boyer and Franco’s algorithm reconstructs the visual hull of a scene composed of
several complex objects, whereas HAIT will handle single objects without holes.
For this reason, some variations to their definitions are used. This is especially
evident in the definition of the visual hull.
Preliminaries
Consider a pinhole camera Ci observing a single object without holes. The silhouette is defined as the polygon approximated 2D area in the sensor, on which the
object projects. Bordering the silhouette is the polygon contour Oi , represented by
contour vertices and contour edges. The contour is open or closed, depending on
how much of the silhouette that is in view. It is also oriented, so that the silhouette
is always found on its left side.
A viewing ray Ri (λ) is a back-projected contour coordinate, typically corresponding to a contour vertex. It is parameterized so that Ri (λ = 0) is the optical
center and Ri (λ > 0) are points increasingly further in front of the camera (negative z camera coordinates). As explained in section 3.3, it can be computed with
the Moore-Penrose inverse.
To simplify the later visual hull definition we define the viewing cone Vi to be
the back-projected silhouette of camera Ci , a 3D body. It is illustrated in figure 4.4
together with the rim, which is the locus of points where viewing rays tangent the
object. However, the viewing cone boundary is more interesting from the algorithm
implementation’s point of view. It is defined as the back-projection of the contour,
a 2D surface in the 3D world. An important aspect of the definitions is that partial
contours will generate cones that do not fully enclose the object.
As a last preliminary definition, we have the viewing region Di of a camera Ci
to be the back-projection of its entire sensor. Di is thus the 3D region of R3 that
is visible from camera Ci .
Visual Hull
The visual hull of an object can be defined in many ways, but it is always a body
existing in the object space. An early definition made by Laurentini [32, 33],
had the visual hull of an object to be the largest possible body, which has the
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Viewing cone

Rim

C

Figure 4.4. Preliminary definitions. Illustration of a viewing cone V and a rim.

same silhouette as the object from every possible viewpoint. An example of this
definition, already mentioned in the problem analysis, is a coffee mug’s visual hull:
It would have a nice handle, but no actual coffee container since it is invisible
from silhouette information. In the same papers Laurentini proves that object
surface points, which are tangented by at least one line that does not intersect the
object, can be reconstructed from silhouettes. Concave surface regions that can
be reconstructed from silhouettes will be referred to as tunnels. For all tunnels,
there exists at least one silhouette where the tunnel is visible as a concave area
patch. Non-reconstructable areas will be referred to as pits. An inflating airbag
typically has reconstructable tunnels along its contours and is presumed to have
only minor pits, especially in the later stages of the inflation, why it therefore can
be well approximated by a visual hull.
Having seen how far an object can be understood from its silhouettes, we need
a practical definition of the visual hull in order to to compute it for an unknown
object and with a limited set of cameras. There is no straightforward relaxation
of the definition above. For example, there can be regions of R3 that are invisible
from the available cameras. Should these be included in the visual hull or not? A
first intuitive proposal for a visual hull definition is:
\
VH(I) =
Vi
(4.1)
i∈I

I is a set of pairs of pinhole cameras and associated images, combined for reading
simplicity. Vi is the viewing cone associated pair i, as defined above. This definition
is applicable when all of the cameras observe the whole object. However, if mirrors
are used as virtual cameras (section 3.6), these views may only have a partial
contour. The definition above would then describe a subset of the intuitive visual
hull, as depicted in figure 4.5. To come around this, Boyer and Franco considered
the visual hull’s complement, VHc , instead. Their definition, applied on our scene,
becomes
[
VHc (I) =
Di \ Vi
(4.2)
i∈I
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Cam 3

Visual hull
Cam 2

Cam 1

Figure 4.5. The visual hull, using definition (4.1). Camera 3 sees a partial contour, and
carves away a part of the object.

Cam 2
Visual hull complement
Virtual bodies

Cam 1

Figure 4.6. The visual hull, using definition (4.2). Virtual bodies may appear in the
visual hull. These bodies can only be reduced by increasing the number of cameras or
defining a region of interest.

where Di is the viewing region associated with image i. As can be seen in figure
4.6, this definition will render virtual bodies. Boyer and Franco argues that these
bodies can be reduced by defining a region of interest, or increasing the number
of cameras. The first alternative means user interaction, and the second is not
applicable for this algorithm, since it will indeed be used with few cameras in the
volume estimation method.
To reduce as many virtual bodies as possible, we use the fact that our scene
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Visual hull complement

Cam 3

Virtual body

Cam 2

Cam 1

Figure 4.7. The visual hull, using definition (4.3). By assuming that a scene consists of
a single object, the generation of virtual bodies is limited to cameras that observe partial
contours. In the illustration, camera 1 and 2 observe a full contour, and camera 3 observes
a partial contour.

consists of a single object: If a camera observes a full contour, this assures us
that the visual hull is a subset of the corresponding viewing cone V, i.e. VHc ⊃
R3 \ V. With this addition, we arrive at the definition of the visual hull that is
used throughout this thesis:

VHc (I) = 


[

i∈If



R3 \ Vi  ∪ 


[

Di \ Vi 

(4.3)

i∈Ip

If is the set of images with f ull contours and Ip is the set of images with partial
or no contours. The impact of this definition is shown in figure 4.7.
It is possible to further reduce the virtual bodies by using object shape constraints, e.g. that an object is approximately convex. However, the constraints
must be valid locally, since a camera may be positioned close to the object. Such
cameras can indeed be found in the volume estimation method, when using mirrors
as virtual views (section 3.6). Since the airbag is not locally convex, this constraint
is not applied here.
It should be noted that many papers on visual hull reconstruction choose not
to properly define the visual hull, leaving the topology of the result to the implementation. Volumetric approaches typically ignore the problem and start from a
region of interest. But as can be seen in figure 4.7, such a region must be very tight
or virtual bodies may appear for some camera setups. Since finding a tight region
of interest resembles finding the actual visual hull, those methods are incomplete
for unconstrained camera poses.
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Frontier point
Visual hull strip
Rim

Strip edge

Viewing edge

Cam 1

Cam 2

Figure 4.8. Visual hull topology. Illustrations of object rims, visual hull strips, viewing
edges, strip edges and frontier points.

Visual Hull Topology
Volumetrical methods reconstruct the visual hull from object space, and the topology of the reconstruction is implicitly correct. HAIT approximates the visual hull
from the contours, by connecting meaningful vertices with meaningful edges, and
the topology must be handled explicitly. Presented below is a collection of the
visual hull topology definitions that are used throughout the rest of this chapter.
Deeper studies of the visual hull topology has been done by e.g. Lazebnik [17] and
Franco [24].
The visual hull, as defined above, is a projective polyhedron with vertices and
edges originating from viewing cone boundary intersections. As illustrated in figure
4.8, the intersections form strips of viewing edges. An additional, perhaps more
illustrative, depiction of viewing edges can be found in figure 4.10 on page 30.
Viewing edges are sections of viewing rays, originating from contour vertices, that
projects inside all available silhouettes. They always tangent the object on a point
on a rim [12], and they are delimited by viewing edge points, which is the most
common type of vertex in the visual hull. Viewing edge points project to contour
vertices in two cameras, and inside the silhouette in any other camera. HAIT
successfully reconstructs viewing edges with an algorithm described in section 4.2.3.
Viewing edges collapse to frontier points at rim intersections. Seen from a camera’s point of view, a frontier point is found where an epipolar line, corresponding
to a viewing ray, tangents a contour. Frontier points are numerically difficult to
locate, as will be seen in section 4.4.4.
Strip edges are defined to be the edges that connect pairs of viewing edge points,
as illustrated in figure 4.8. They project to contour edges, and short contour edges
imply short strip edges. HAIT successfully reconstructs strip edges, as described
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in section 4.2.8.
The intersections of three viewing cone boundaries are called triple points.
Triple points project to the contour in three cameras, but not necessarily on any
contour vertex, which was the case for viewing edge points. Triple points are not reconstructed in HAIT, which means that edges connecting triple points and viewing
edge points are lost as well. However, the impact this has on the reconstructions
is negligible, especially when having many contour vertices and few cameras. This
is shown empirically in section 6.1.1.

4.2.2

HAIT Outline

The starting point of HAIT is N calibrated pinhole cameras that observe one (partial) contour each. The contours should be approximated with polygons according
to section 4.2.8. However, the interested reader is recommended to wait with that
section until last, since the motivations found therein are based on the rest of the
algorithm. The order of events is depicted in figure 4.9.
The first step is to sample surface points from the visual hull. Of obvious
importance are the vertices of the hull, and the great majority of these are recovered
with an accelerated algorithm similar to Boyer and Franco’s [2]. In addition to the
vertices of the visual hull, points are also sampled from the visual hull’s surface in
tunnel regions. The computation of surface points is presented in detail in sections
4.2.3 – 4.2.4.
The extracted surface points are then regarded as an unorganized point cloud,
and are Delaunay triangulated into a set of connected tetrahedra. Delaunay triangulations are explained in section 4.2.6.
A close approximation of the visual hull now exists as a subset of the triangulated volume. Similar to the hybrid algorithm, this subset is found by carving
away the tetrahedra that are classified as inconsistent with the contours. This is
described in section 4.2.7.
Cameras, Contours

Surface Point Computation

Delaunay triangulation

Visual Hull Extraction

Visual Hull

Figure 4.9. HAIT outline. See text.

4.2.3

Computation of Surface Points

As already mentioned, the starting point is N calibrated pinhole cameras Ci that
observe one (partial) contour Oi each. We will find all of the visual hull’s viewing
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Viewing Edges

Viewing ray R(λ )
Epipolar line of R( λ )

Base line
Camera C 1
Camera C 2

Figure 4.10. Viewing edges. Viewing edges are sections of viewing rays originating
from contour vertices, and they are computed by iteratively combining intersections of
viewing rays and viewing cone boundaries, according to the visual hull definition. These
intersections are done in 2D using epipolar geometry. Details on how the intersections
are combined are found in section 4.2.4.

edges, and sample surface points from them. The algorithm is presented in pseudocode on on page 32 (algorithm 1).
Viewing Edges
Viewing edges are sections of viewing rays originating from contour vertices. Consider such a viewing ray R(λ), back-projected from camera C1 , as illustrated in
figure 4.10. If we used the simple visual hull definition, its viewing edges would
be found directly through iterative intersections with the other cameras’ viewing
cones V2..N . Because of the more complicated definition we must use, the viewing
edge is instead found by iteratively summing up complement contributions. This
is explained in detail in section 4.2.4.
No matter which definition is used, an intersection of a viewing ray and a
viewing cone can be done in 2D by intersecting the viewing ray’s epipolar line with
the contour corresponding to the viewing cone, as in figure 4.10. By reducing the
dimensionality we speed up the computations and improve the numerical stability.
To further speed things up, a look-up table, presented in section 4.2.5, is applied.
Having found every viewing edge of the visual hull, we then sample the delimiting
vertices. Algorithm 1, lines 15 – 24, outline the computation of viewing edges for
a single contour vertex. The look-up table, constructed on lines 1 – 3, is used on
line 19.
Additional surface points
In section 4.2.6 on page 35 we will se that additional surface points may be required
in tunnel regions. These points are sampled from the viewing edges that a threshold
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Convex hull of contour

Contour

A2

ui
A1

Figure 4.11. Categorization function c. The illustration shows a contour and its convex
hull, superimposed. c is implemented as an area threshold where viewing edges originating
from concave contour patches with relative areas greater than α are considered unsafe. α
is set so major areas like A1 are unsafe, while minor areas like A2 are safe.

function c categorizes as unsafe:
c : E 7→ {safe, unsafe}

(4.4)

Safe edges originates from contour points that lie exactly on the convex hull of
the 2D contour, and unsafe edges correspond to contour points in concave contour
patches. The names are motivated in section 4.2.6. To save computation time, c
is set to categorize some of the unsafe edges as safe. A threshold that is directly
proportional to the area of the concave patch, relative the area of the silhouette,
works excellent for the airbag:

Area of concave patch(E)
 safe
<α
Area of silhouette
c: E=
(4.5)

unsafe otherwise
The threshold is illustrated in figure 4.11, and is motivated by the presumption that
the patch’s area is directly proportional to the corresponding tunnels volume. This
is of course not true for all types of objects, and a more general threshold would
incorporate the actual lengths of the unsafe viewing edges. For the volume estimation method, α was set to 0.01. The convex hull can be computed in O(k log k)
[40], where k is the number of contour vertices, and the current implementation
of HAIT uses Qhull (see the footnote on page 35) libraries. The polygon area is
found as [45]
!
1
u1 u2
u2 u3
un u1
A =
+
+ ... +
v1 v2
v2 v3
vn v1
2
=

1
(u1 v2 − u2 v1 + u2 v3 − u3 v2 + . . . + un v1 − u1 vn )
2

(4.6)

where (ui , vi ) are the polygon coordinates, and | · | denotes the determinant.
Having detected the unsafe viewing edges, we then sample surface points from
them, using a fix sample distance β equal to K times the average length of a strip
edge (defined on page 28):
¯
β = K d∆/f
(4.7)
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Algorithm 1 Compute visual hull surface points.
1: for all contours Oi , Oj such that j 6= i do
2:
construct intersection look-up table(Oi , Oj )
3: end for
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:

surface points ← ∅
for all contours Oi do
mark contour vertices pki in significant tunnels
for all contour vertices pki do
viewing edge E ← Get Viewing Edges(pki )
surface points ← surface points ∪ delimiters of E
if pki = marked then
surface points ← surface points ∪ additional samples of E
end if
end for
end for
function Get Viewing Edges(contour vertex p on contour Oi )
viewing edge E ← viewing ray of p
for all contours Oj such that j 6= i do
l ← epipolar line of p in camera j
A ← 2D intersections of l and Oj
Ec ← viewing edge complement contributions (using A and Oj )
E ← E \ Ec
end for
return E
end function

d¯ is the mean distance to the object, which is either known or easily computed.
∆ is the contour’s sample distance and f is the focal length, given in the same
units. With K = 1, the sample distance matches the average strip edge length,
which is often not necessary. Whereas the precision of the visual hull increases with
every viewing edge delimiter, additional surface points may be redundant. K = 10
was found to work well, both for synthetic airbag models and for real airbags.
Equation (4.7) is found empirically, but general methods based on the location of
other surface points can be used, and should be investigated in the future.

4.2.4

Computation of Viewing Edge Contributions

This section provides the details for lines 20 and 21 in algorithm 1 above. Without
loss of generality we assume that this is the first pass, i.e. the viewing edge E(λ)
still equals the entire viewing ray R(λ) of p. R(λ) is back-projected from camera
1, which is called the master view. The other cameras iteratively provide slave
views, and as this is the first pass, the current slave view is camera 2. The idea
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is to subtract the sections of E(λ) that from the current slave view is known to
belong to the complement of the visual hull, according to the definition. If the
whole object is in view, as in figures 4.12a – b, the complement is everything not
occluded by the silhouette. On the other hand, if only part of the object is in view,
we subtract only the visible complement contributions, as in figure 4.12c.
Implementing this simple idea is slightly more involved. An obvious representation for edge intervals is the depth parameter λ. Recall from section 4.2.1,
that λ = 0 is the focal point of a camera. The first step is for the slave camera
to back-project all the contour intersections, and intersect them with R(λ). The
back-projected viewing rays are parameterized by θ to avoid confusion. A mathematical annoyance is that intersections may be located behind any of the two
cameras, i.e. λ < 0 or θ < 0, as illustrated in figure 4.12b. Such intersections are
discarded, since they fall outside our camera model. This leaves us an ordered set
of depths along the master viewing edge R(λ):
{R(λ1 ), R(λ2 ), . . .}

0 < λ1 < λ2 < . . .

(4.8)

We then check whether the master camera Cmaster is inside the slave camera’s
c
viewing cone complement Vslave
(as in figure 4.12a) by projecting Cmaster in the
slave view. If the projection is inside the silhouette, and Cmaster has a positive
z-coordinate in the slave’s camera coordinates system, it does not belong to the
complement. Practically, just check the sign of the constant h of the epipole e:
e = Pslave Cmaster = h(xs ys 1)T
c
Cmaster ∈ Vslave
⇐⇒ (e ∈ outside silhouette) ∨ (h < 0)

(4.9)

c

The intervals E , which are the current slave views contributions to the viewing
edge complement, are then found as:

c
λ ∈ [0, λ1 ], λ ∈ [λ2 , λ3 ], . . .
, Cmaster ∈ Vslave
(fig. 4.12a)
c
E =
(4.10)
λ ∈ [λ1 , λ2 ], λ ∈ [λ3 , λ4 ], . . . , otherwise
(fig. 4.12b,c)
If the last interval is left open, it is stretched to infinity, i.e. [λn , ∞]. Note that
equation (4.10) holds for both partial and full contours!
As can be understood from the pseudo-code, this process is iteratively repeated
for all cameras, until we finally have a viewing edge exactly according to its definition:
E(λ) = R(λ) \ Ec1 \ Ec2 \ . . .
(4.11)
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R(λ2 )

R(λX )

Rl,1 (θ)

Rl,2 (θ)

Cam 3

Rl,1 (θ)

R(λ1 )
Rl,2 (θ)

R(λ1 )

Cam 2

R( λ )

R( λ )

Cam 1

Cam 1
a)

b)

Cam 4

Rl,1 (θ)
R(λ2 )
R(λ1 )
Rl,2 (θ)
Viewing edge
R( λ )

R( λ )

Cam 1

Cam 1
c)

d)

Figure 4.12. Viewing edge construction. A 3D scene is observed on the epipolar plane
connecting the baseline and the ray R(λ). The visual hull definition is used to sum up
intervals contributing to the visual hull complement. Note that camera 4 only sees a
partial contour.
a) Cam 2 ∈ V c ⇒ VH ⊃ {R(λ) : λ ∈ [0, λ1 ], λ ∈ [λ2 , ∞]}.
b) Cam 3 ∈
/ V c ⇒ VH ⊃ {R(λ) : λ ∈ [λ1 , ∞]}.
c) Cam 4 ∈
/ V c ⇒ VH ⊃ {R(λ) : λ ∈ [λ1 , λ2 ]}.
d) The viewing edge is found by summing up all complement contributions. Note that
multiple viewing edges can exist on a viewing ray, as in figure 4.10.
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Efficient Intersections

A straightforward intersection of an epipolar line l and a polygon contour Oj has
time complexity O(k), where k is the number of edges in Oj , since every edge
needs to be tested. By instead inserting Oj ’s edges in a look-up table that is
parameterized with an epipolar line property, the intersected edges can be found in
constant time! The technique is illustrated in figure 4.13. Matusik constructed such
a look-up table in O(k), with the epipolar line slope as a parameter [19]. To handle
the non-monotonic behavior near vertical lines, Boyer and Franco introduced the
angle between a fixed baseline and the epipolar line as a parameter [2].
HAIT also employs the line angle. Actually, the non-monotonic behavior remains, as a wrap-around at 0o , but the parameter is numerically better conditioned
since it never approaches infinity. However, in camera setups where the baseline
is parallel to one of the image planes, the epipole will project to infinity in that
plane, and all epipolar lines will be parallel. These cases are easy to detect (the
epipole exists in the image plane), and when they occur, the epipolar line offset is
instead used as the look-up parameter. Example look-up tables for both situations
are found in figure 4.13, and details can be found in Matusik’s paper [19].
Bin 1

Bin 2

Bin 3

Bin 4

Bin 1

e5

Bin 2

Bin 3

e5
Bin 4

d
e1

e1

e4

e4

Bin 5

e3

e3

e2

Bin 5

e2

Bin 6
Bin 6

φ
epipole

a)
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Edges

1
∅

b)

2

3

4

5

e1 , e 5

e 2 , e5

e2 , e4

e2 , e3

6
∅

Figure 4.13. Epipolar look-up table. Contour edges are put in a look-up table, which is
accessed by an epipolar line attribute. In this example, both of the illustrations share the
same look-up table. a) The epipolar line angle φ is normally used as a look-up parameter.
b) The epipolar line offset d is used as a look-up parameter when the baseline is parallel
to the image plane.

4.2.6

Triangulation of Surface Points

Consider the surface points of section 4.2.3 as an un-organized point cloud. We
wish to connect these points with line segments in a meaningful way, to construct
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a polyhedron representing the object’s visual hull.
There exists a geometric structure, the Delaunay triangulation, which provides
polyhedral approximations of surfaces that are closely related to their metric properties [22]. A Delaunay triangulation consists of simplicial facets (e.g. triangles in
2D), with the defining property that the circumscribing n-dimensional sphere of
each facet does not contain any other input point. In 3D this means that a Delau-

Figure 4.14. Delaunay triangulation. The corners of a cube, and its center, are used as
input points in a Delaunay triangulation. The output is a connected set of tetrahedra,
where each tetrahedron is built from four input points, and is circumscribed by a sphere
that does not include any other input point.

nay triangulation produces a volume of tetrahedra, where each tetrahedron has all
its vertices tangented by a sphere that is empty of any other input point. Other
properties include that the triangulation converges toward the true surface when
the number of input points increases, given that the input points are uniformly
distributed. As an example, the corners of a cube, and its center, is triangulated
in figure 4.14. A Delaunay triangulation can also be constrained to include certain edges. This is done by adding points to the constraining edges in such a way
that the resulting Delaunay triangulation is guaranteed to contain the new set of
segments as Delaunay edges [22].
The complexity of an unconstrained Delaunay triangulation is theoretically
O(n2 ) where n is the number of input points, but in practise it has been proven
to be almost linear to the number of points [22, 2]. It is difficult to implement a
Delaunay triangulation that is robust in all situations, i.e. for cospherical input
points, but fast and robust implementations exists in e.g. Qhull1 , which is used in
the current HAIT implementation. Obviously, a general triangulation method has
disadvantages: It cannot add missing points, and some true edges may not comply
1 Qhull c is a general dimension code for among other things computing convex hulls and
Delaunay triangulations. It can be found at www.qhull.org.
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to the Delaunay structure criterion (all facets must have empty circumspheres) and
will be left out.
Boyer and Franco applies an unconstrained Delaunay triangulation on their
surface points, generating a set of connected tetrahedra, where each tetrahedron has
an empty circumsphere and all of its vertices exactly on the visual hull. The visual
hull is then found by carving away inconsistent tetrahedra, as will be described
in the next section. However, both of the limitations mentioned above presents
themselves: The surface points computed as input data to Delaunay are only the
viewing edge points, not the triple points (recall the visual hull topology), and
without the complete vertex set the true mesh can never be reconstructed. And
even if the complete vertex set was magically recovered, there is no guarantee that
Delaunay includes the viewing edges in the produced mesh, no matter how many
points that are used per contour. The result is a mesh with tetrahedra that belongs
to both the visual hull and its complement. The worst situation is when there is
no correct classification for tetrahedra of significant size. Indeed, for the data-sets
presented in chapter 6, this is exactly what happens with the hybrid algorithm.
With such tetrahedra, the visual hull reconstruction will be to far off the real visual
hull to be usable in this context. Boyer and Franco recognized this limitation, and
tried to solve it by constraining the triangulation to include all viewing edges,
but found the procedure too computationally demanding to be suitable for fast
triangulation [2].
It is easy to prove that safe edges, i.e. viewing edges on the convex hull of the
visual hull, are guaranteed to be included in an unconstrained Delaunay triangulation, whereas unsafe edges may or may not be included, depending on the location
of the surrounding surface points. HAIT samples additional surface points along
unsafe edges in significant and unsafe regions, and performs an unconstrained Delaunay triangulation. The topology of the triangulation is improved, compared to
the hybrid algorithm’s, and in a way that is very time efficient for locally concave
objects such as airbags. This is shown in section 6.1.1. The sample distance β is
here found empirically, but general methods based on the location of other surface
points are possible and should be investigated in the future. As a result, we get a
finer-grain tetrahedra mesh, from which we will extract a better approximation of
the visual hull in the next section.
Before leaving this section it must be mentioned that neither Boyer and Franco’s
hybrid algorithm nor HAIT tries to reconstruct the exact visual hull, but only an
approximation. However, the HAIT reconstruction is guaranteed to be at least as
accurate as Boyer and Franco’s, and the algorithm is very efficient for silhouettes
with localized concave pathes. Readers interested in reconstructing the exact visual
hull may have use of Franco and Boyer’s ”EPVH” algorithm [24]. This method
sounds promising but is more difficult to implement, and a stable implementation
has not yet been presented2 .
2 Franco’s current implementation of EPVH, short for Exact Polyhedral Visual Hull, can be
found at www.inrialpes.fr/movi/people/Franco/EPVH/
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Visual Hull Extraction

The triangulation of section 4.2.6 generated a connected set of tetrahedra, which
represents the convex hull of the object. The next step is to find the best visual
hull approximation existing as a subset to this set. This is done by iteratively
carving away the tetrahedra that are classified as inconsistent with the silhouettes.
As explained in section 4.2.6, some tetrahedra will overlap the visual hull and its
complement, why the extracted visual hull will always be an approximation to the
true visual hull.
Boyer and Franco classified the tetrahedra based on whether their centers of
mass (centroids) projected inside the silhouette in all camera views or not, and
mentioned that more complex operations involving surface or volume criteria could
be applied. The operation is constant in time with a binary silhouette image.
In HAIT, a voting procedure is implemented:
Let a tetrahedron T be defined
P4
by four vertices xi . T has a centroid c = 14 i=1 xi . Instead of just projecting and
classifying c, five points from inside the tetrahedra are used. A vote then decides
whether the tetrahedron belongs to the visual hull or its complement. The voting
points vi are symmetrically chosen:
v0
vi

= c
1
(xi + c)
=
2

i = 1, 2, 3, 4

(4.12)

The resulting set of tetrahedra is not necessarily bordered by one surface. This is
both due to the visual hull extraction and the virtual bodies that the visual hull
definition may introduce. The set of tetrahedra is segmented in separate bodies,
and the body with the largest volume is the final visual hull approximation.

4.2.8

Contour Approximation

The conversion from a contour chain-code Q to a contour polygon O, i.e. a polygon
approximation, can be done in many ways depending on the application. The most
common goal is probably to find a polygon with as few vertices as possible that
is still spatially ”close” to the chain-code. An example of a closeness criteria that
achieves this is the local swept area difference [43].
For HAIT we instead need a criteria that brings the topology of the visual
hull reconstruction close to the real visual hull. Considering that the Delaunay
triangulation is completely based on the relative distances between the surface
points (computed from several chain-codes), it is clear that a closeness criteria
cannot be based on a single chain-code.
A straightforward dense uniform sampling of the chain-code is chosen. The
motivation is speed, simplicity and also a guaranteed topology improvement: A
dense uniform sampling guarantees that the strip edges (figure 4.8 on page 28) are
included in the Delaunay triangulation. This is realized when noting that the strip
edges can be made arbitrarily short, by decreasing the sample distance (chain-code
interpolation if necessary).

4.3 Volume Correction

39

Let N be the number of segments in the chain-code Q. Let Qxy be the ordered
pixel coordinate set of Q, and let Qxy (n) point on the n:th pixel coordinate, starting
from 0. Finally let ∆ represent the sample distance. The contour vertices Oxy are
now found as:

Oxy = Qxy (n∆) : n = 0, 1, . . . , bN/∆c − 1
∆ ∈ (0, N/3]
(4.13)
Integral sample distances are sufficient in practice, which means that interpolations
are unnecessary. ∆ will serve as a precision adjustment parameter to the algorithm,
and an heuristic for setting it is proposed in section 4.3. All chain-codes are sampled
with the same distance.

4.2.9

Variable Parameters

Two parameters can be varied in HAIT: The chain-code sample distance ∆, defined
above, and the sample distance scaler for HAIT specific surface points K, defined
in section 4.2.6 on page 35. The used parameter set is denoted with HAIT(∆ =
x, K = y), or shorter HAITn . In the shorter version, n denotes the sample distance
and K is fixed to 10.

4.3

Volume Correction

The volume correction is a straightforward post-processing performed to decrease
the gap between the volume of the airbag’s visual hull and its real volume. Starting
with a set of already posed and calibrated cameras, we need a synthetic correction
model that resembles the airbag in an interesting time interval. Both the model and
the interval depends on the application. For example, an ellipsoid with dimensions
matching a fully inflated airbag, of a certain model, is a great correction model for
estimating the volume sequence of that airbag in the later stages of its inflation.
The correction model is positioned on the location of the real airbag, and is
projected to the pinhole cameras. HAIT then approximates its visual hull from
the contours. With knowledge of both the volume of the model, and the volume
of its visual hull, the over-approximation is known. Typically the relative overapproximation is in the order a few percent, depending on the number of cameras,
their pose and the correction model chosen. Let I be the real observed image set
and IO the image set rendered from the correction object O. The corrected volume
volc is found as

vol(O)

(4.14)
volc (I) = vol VH(I)
vol VH(I O )
where the visual hulls (VH) are computed with the same sample distances ∆ and
K that are used with the real video sequence.
The volume correction must be used with care, since the gap between the volume
of the airbag’s visual hull and its real volume varies with time. Indeed, the visual
hull can theoretically match the real object exactly in a certain stage, in which
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case the corrected volume estimate would be an under-approximation matching
the computed over-approximation. The conclusion is that the correction impact
should be kept to a minimum (by using many, well posed, cameras), and that the
correction models should fit the true airbag well in the interesting time intervals.
Good models can be acquired through finite-element simulations.
That concludes the volume correction, but the idea of using a known object
model can also be used in a heuristic for choosing the HAIT sample distance ∆.
To save computation time ∆ is desired to be large, but not to the price of a
significant decrease in the volume estimation precision. Let us call it a significant
precision decrease when the volume error introduced by the down-sampling (raised
∆) is more than 10% of the error between the true visual hull’s volume and the
real volume, i.e.:
significant performance hit ⇐⇒

|HAIT1 − HAITn |
> 0.1
|HAIT1 − vol(O)|

(4.15)

Depending on the application, the actual significance limit is set, and the sample
distance ∆ = n is raised to just below this threshold. Applications with very
long sequences of images would perhaps set the limit at around 10%, whereas
applications with only a few images probably want maximum precision.

4.4

Error Analysis

The algorithm would only be of academical interest unless it can cope with noisy
real-world input. There are three main sources of noise: Measurement errors in the
calibration data lead to noise in the pinhole camera parameters. Inexact contour
segmentations, along with contour approximations, lead to noisy contours. Finally,
inexact time synchronization between the cameras leads to out-of-synch noise. This
section first discusses these sources, and then their added effect on HAIT’s visual
hull reconstructions.

4.4.1

Calibration Noise

Calibration noise is always present in the camera parameters, both due to measurement errors and camera model inexactness. It is the most critical source of
noise in HAIT, since the entire sequence is affected. Kopparapu and Corke [29]
showed that measurement errors typically have a Gaussian distribution, and that
for least-squares calibrations this distribution propagates (in varying proportions)
to the camera parameters.
The exact proportions depend on the calibration method chosen, and is of
minor interest here. Instead, HAIT’s performance will be empirically tested with
a Gaussian noise present in simulated camera parameters. This will show which
parameters are most critical when using HAIT.
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Contour Segmentation Noise

The snake segmentation used in the real-world experiments is based on edges and
local smoothness (section 4.1), why the typical error is a contour that takes shortcuts or follows false edges. The implementation supports manual correction of the
segmented contours, but that is a tedious work and should be avoided.
Major segmentation errors are expected to be corrected by the end-user, but
depending on the image recordings’ contrast and background noise, contour errors
of up to a few pixels may be present. See figure 4.15 for an example. There is
no point in trying to properly model contour segmentation noise, since it varies
too much with the applied images. But to test HAIT’s performance with inexact
contours, Gaussian noise added to the contour vertices is adequate.

Figure 4.15. Segmentation noise. In this unfortunate example, the top of the airbag
was missed in the segmentation. The sensor has 512x512 pixels, and the error is about 7
pixels at the worst section. The contour can be manually corrected, but that is a tedious
work and should be avoided.

4.4.3

Out-of-Synch Noise

The out-of-synch noise signifies that the recorded contours correspond to slightly
different times of the airbag inflation. The effect is the same as for contour segmentation noise, and considering the magnitude of that source, it is preferable to
keep the out-of-synch noise below a level corresponding to one pixel’s offset along
the contour.
The time-synchronization precision required to achieve this depends on the inflation speed of the airbag model. The model that was tested in the real-world experiments was recorded with 1 kHz frame-rate cameras, and the recordings showed
a maximum contour propagation of less than 20 pixels per frame. For this example,
a synchronization precision of 0.001/20 = 50 µs is adequate.
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n
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a)

b)

Figure 4.16. Noise in the locations of surface points. The construction of surface points
is based on intersections between lines and triangles, although it is done in 2D. One of
these intersections is illustrated here. The cones illustrate that Gaussian noise have been
added to the lines. a) A well conditioned intersection. The variance of the intersection’s
location matches the variance of the line offset, at that depth. b) A poorly conditioned
intersection. The variance of the intersection’s location is larger than the variance of line
offset, at that depth.

4.4.4

Effects of Noise

To simplify the following discussion, the various sources of noise are here grouped
together, and we have a starting point where projection errors ∆C (figure 3.4 on
page 16) of up to a few pixels may be present in the sensors.
Obviously we seek a method that is robust to noise. The reference algorithm
along with other purely volumetric methods are maximally robust, meaning that
they are guaranteed to reconstruct the visual hull according to its definition. This
is realized since the reconstruction is built from object space. Each cell is directly
tested with the visual hull definition, i.e. if it projects outside any of the silhouettes
or not. HAIT and the hybrid algorithm builds their primitives, i.e. the surface
points, from the cameras. With noise in the cameras, possibly important primitives
can be displaced or lost, as explained below. The effect this has on the triangulation
will be studied empirically in section 6.1.2.
Recall how surface points are constructed (sections 4.2.3 – 4.2.4). The computations correspond to multiple intersections of line segments and polygon cones,
although it is done in 2D. Since the lines and cones are constructed directly from
the cameras’ optical centers and contour coordinates, it is clear that the noise will
propagate to the intersection points. The error will either displace the intersection
point, or completely remove it, in which case the surface point is lost. We will start
by studying the intersections for one camera pair. The generalization to multiple
cameras is given in the end of the section.
Consider the intersection of a noisy line segment and a triangle, illustrated in
figure 4.16. The variance of the intersection’s location is proportional to the angle
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Rim A
Rim B

Cam B

Area of near tangency

Figure 4.17. Robustness to noise. Two cameras are positioned so that their optical
axes meet in a right angle, which is the setup that is most robust to noise. Camera B is
marked in the figure. Camera A is you, the reader. The regions near rim intersections
are still vulnerable to noise, and lost surface points in these areas are to be expected.
Example: Say that camera B is noise-free, but the radius of the contour in camera A is a
few pixels short (due to e.g. out-of-synch noise). This would mean that the surface points
originating from viewing rays of camera B and that pass through the grayed areas would
be discarded.

between the line and the surface of the triangle. A zero angle, i.e. a near tangency,
is very sensitive to noise and even a small line deviation renders a large error in
the intersection point’s location. Such an intersection is called poorly conditioned.
The opposite situation, i.e. a right angle, is called well conditioned.
The topology of a polygon cone is complex, why the full effect of the noise
is easier to grasp through a graphic example: Imagine the polygon cone of one
camera as a solid body, and the noisy line as a flashlight beam with a Gaussian
light intensity. When shining with the flashlight on the solid body, the bright spot
corresponds to the distribution of possible intersection locations. Shining straight
on the surface gives a nice delimited circle. Shining on the rim gives a twisted
half-circle. The twisted half comes from the near tangency, and here the error
propagation is large. The missing half corresponds to complete misses.
The algorithm handles complete misses in accordance to the visual hull definition, which means the line in question is discarded, and one or more surface points
are lost. The same behavior is found in all volumetric approaches – when a cube
projects outside any of the available silhouettes, it is considered to be part of the
visual hull complement. The location of the intersection point is not necessarily
continuous when the object is concave. This is realized by imagining shining with
the flash light on a door with a doorknob. The intersection point may end up on
the knob, or on the door behind.
By positioning the cameras so that the camera pair have viewing rays that meet
in close to right angles, many of the near tangencies are avoided. However, surface
points located near rim-intersections are still vulnerable to noise, and lost surface
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points are to be expected in these regions. This is illustrated in figure 4.17.
When more than one camera pair is used, some of the noisy intersections may
be irrelevant, since the surface point is found by summing up every visual hull
complement contribution. It is the contribution coordinates that define a viewing
edge interval that are the most important, why they should be conditioned well.
Another very important aspect of multiple camera pairs, is that more surface points
will be lost since more cameras add their complement contributions. If a viewing
ray misses the contour in a single camera, the complement contribution equals the
entire ray, and the the corresponding surface points are lost.

4.5

A Volumetric Reference Algorithm

To test HAIT, Szeliski’s classical ”Rapid Octree Construction” [42] is implemented.
It is a voxel-based volumetric method that is optimized with an octree volume
model.
Starting with a cubic region of interest I in object space, the cube is projected
into all camera views and intersected with the observed silhouettes. Obviously the
cube is neither completely inside nor outside any of the silhouettes. It is therefore
split into its eight octants, which are processed similarly in a recursive manner.
An octree is built. If a cube is completely inside every silhouette it is part of the
visual hull, and if it is completely outside any of the silhouettes it is part of its
complement. The recursion continues until a given maximum depth is reached.
Here there is a choice: If the unclassifiable maximum depth cubes are included in
the reconstructed visual hull, it is guaranteed to be an over-approximation relative
the true visual hull, which we name Isup . On the other hand, if they are excluded
we are guaranteed an under-approximation, named Isub .
These reconstructions provide us with monotonic and converging upper and
lower bounds on the true visual hull VH:
∀depth :

Isub ⊂ VH ⊂ Isup

Isub , Isup → VH, depth → ∞

(4.16)

Isub and Isup are perfect tools for examining the precision of HAIT. Furthermore,
due to the octree, and an accelerated silhouette intersection routine, the algorithm
is considered to be one of the faster volumetric methods currently existing. It can
therefore roughly represent all volumetric methods, when comparing its speed with
that of HAIT. The octree method is presented as pseudo-code in algorithm 2 below.
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Algorithm 2 Rapid Octree Construction
1: function Get Visual Hull(I, depth)
2:
if I projects completely outside any silhouette then
3:
return ∅
4:
else if I projects completely inside every silhouette then
5:
return I
6:
else
7:
if depth < 0 then
8:
return ∅ or I
. Computing Isub or Isup ? See text.
9:
end if
10:
J ←∅
11:
I1..8 ← octants of I
12:
for n ← 1, 8 do
13:
J ← J ∪ Get Visual Hull(In , depth − 1)
14:
end for
15:
return J
16:
end if
17: end function
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Chapter 5

Camera Posing
The visual hull definition takes no notice of the camera poses, it simply states a
structure given a set of cameras and contours. HAIT successfully approximates
this structure for general camera positions. Since we wish to correlate the volume
of an airbag’s visual hull with its true volume, the separate problem of finding
relevant camera poses must be solved.
As explained in section 4.3, it is preferable to keep the volume correction’s
impact on the estimate at a minimum, which means that a good camera setup
should minimize the visual hull’s volume. It is also clear from section 4.4.4 on
page 42, that a good camera setup should minimize the effects of input noise.
Finally the fact that the airbag topology changes with time must be considered.
We are now ready to propose a rough model of a best camera setup I ∗ :


I ∗ solves min vol(VH(I t0 )) + sensitivity(It0 )
(5.1)
t0 denotes the time where the most exact estimations are wanted. This could for
example be in the beginning of the inflation, or when the airbag is fully inflated.
Section 5.1 argues for some intuitive camera planning heuristics to find I ∗ , and
section 5.2 provides a stochastic way of consolidating them. This section also
proposes a definition of the sensitivity function.
It must be stressed that other, possibly better, models of I ∗ can exist. An
alternative approach is e.g. to improve the accuracy of the volume correction by
spreading out the cameras so they observe the object from as different angles as
possible, even if it means increasing the volume. A comparison of the two now
mentioned models would be interesting, but for now equation (5.1) is used without
reservations.
Before continuing, it can be mentioned that a similar problem called the bestnext-view has been widely studied in the literature. The best-next-view is the view
that reveals most of the unexplored surfaces, based on prior captures. A typical
application is a robot equipped with a range scanner. Our problem differs from
this, since the planning is done offline and uses a known (simple) scene geometry.
Also, our definition of a good camera pose is completely different.
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a)

b)

c)

Figure 5.1. Almost-uniform distribution. The almost-uniform distribution is a discrete
uniform distribution of N + 1 items, where the last item is removed. Here, cameras are
almost-uniformly distributed on a 2D half-sphere. a) 2 cameras. b) 3 cameras. c) 4
cameras.

5.1

An Intuitive Approach

To simplify matters, let us model the airbag as a sphere. Now consider a second
larger sphere centered on the airbag. Spherical symmetry intuitively leads us to
think that I ∗ must be a setup where the available cameras are uniformly positioned
on this sphere and oriented towards its center. However, it is not quite so easy.
A two camera setup where the cameras are on opposite sides of the object, facing
each other, is uniform but terrible compared to a setup where the cameras’ optical
axes meet in a right angle.
The first reason for this is that two cameras facing each other have viewing
cones that share more of R3 than the other option. Instead of a cubic/spheric
shape, a two-cone shape with a greater volume, is reconstructed. The second
reason is that cameras facing each other have nearly tangent viewing cones. Cone
tangencies should be avoided since they imply non-robust viewing cone intersections
(section 4.4.4 on page 42).
In the case of parallel projection cameras, it is easy to prove that a camera
distribution on a half-sphere (half-circle in 2D) would completely reconstruct the
sphere. While this is not true for perspective projection cameras, especially when
positioned close to the object, a half-sphere setup is intuitively still a good option.
Cameras facing each other see approximately the same rims. At the same time it
is the only practical alternative, because of the floor constraint in the lab.
Concluding that the cameras should be distributed on a half-sphere, the nature
of the distribution is still not clear. In 2D, the intuitive distribution is almostuniform as depicted in figure 5.1. N cameras are placed in a uniform N + 1 grid,
leaving the last socket empty.
The generalization to 3D is not trivial, but some heuristics are here proposed:
Cameras should be constrained on a half-sphere with a big radius, centered on the
object, and oriented toward its center. Good two or three camera setups are when
the cameras optical axes meet at a right angle, as illustrated in figure 5.2. When
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a)

b)

Figure 5.2. Intuitively good camera positions. An intuitive camera posing method,
which works for 2 or 3 cameras, is to pose them so that their optical axes meet in a
right angle. More then 3 cameras can be posed almost-uniformly on a half-sphere. a) 2
cameras. b) 3 cameras.

using more than three cameras, these should be spread out so that no camera is
occluded or nearly occluded by the object, as seen from all camera views. This
avoids both the cone tangency and the cameras-facing-each-other problem.

5.2

A Stochastic Approach

Equation (5.1) can be thought of as a combinatorial optimization problem where a
global minimum of the visual hull volume is sought. A renowned [4] algorithm to
solve such problems is simulated annealing [14]. Simulated annealing is a stochastic
(i.e. Monte Carlo) method that simulates the way nature finds minimal energystates in slowly cooling liquids. It is applied to consolidate the ideas and heuristics
proposed above.
Given a starting state S0 and temperature T0 , a new state Strial is randomly
found and tested. If the cost C of this state is lower than the cost of the current
state, then immediately accept Strial . If not, then the probability of accepting Strial
depends on the cost gain and the current temperature according to the Metropolis
criterion [14]. This criterion attempts to permit small uphill moves while rejecting
large uphill moves, to prevent the algorithm from becoming stuck in a local minima.
This procedure is repeated until a given end criterium is reached. Common criteria
include an acceptable cost C(S), a temperature, a number of iterations or a number
of new improved states S. The result is an optimal state S ∗ according to the cost
function C. GSL1 libraries were used for the implementation of the simulated
annealing algorithm. A matching pseudo-code is presented in algorithm 3 below.
The algorithm is customized to the camera pose estimation problem, by defining
all the constants, variables and functions that are found in the pseudo-code:
1 GNU Scientific Library, or GSL, is a popular numerical library. For more information, see
www.gnu.org/software/gsl/ or the reference manual [13].
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Algorithm 3 Basic Simulated Annealing
1: S ← S0
2: T ← T0
3: while ¬ end criterion reached do
4:
while ¬ equilibrium reached do
5:
Strial ← S + ∆S
6:
∆E ← C(Strial ) − C(S)
7:
if ∆E < 0 then
8:
S ← Strial
9:
else
10:
P ← rand(0, 1)
11:
M ← min(1, e−∆E/T )
12:
if P < M then
13:
S ← Strial
14:
end if
15:
end if
16:
end while
17:
T ← T · ∆T
18: end while

. Initial state
. Initial temperature
. See text
. See text
. Randomly try a nearby state
. Cost difference of states
. If lower energy state...
. Immediately accept new state
. Otherwise...

. If Metropolis criterion fulfilled...
. Accept new state

. Decrease temperature

• A state S is a variable camera setup I, a fix object model O and a fix noise
model G. The cameras are constrained on a half-sphere with a fix radius,
and parameterized in standard spherical coordinates by two angles φ ∈ [0, 2π]
and θ ∈ [0, π/2]. To reduce the dimensionality, the first camera is fixed on
the bottom of the half-sphere. The images of I are rendered from the object
model O. The noise model G is explained in the text below.
• The initial state S0 contains a random distribution of cameras on a halfsphere, except for the first camera that is fixed.
• ∆S is a random change of all camera parameters φ and θ in a state S, except
for the first camera:
φtrial = φ + ∆φ

θtrial = trim(θ + ∆θ )

The ∆’s are uniformly distributed random numbers. ∆φ ∈ [−1, 1], ∆θ ∈
[−0.25, 0.25] and the trim function makes sure that θtrial ∈ [0, π/2].
• The cost function C(S) is defined in the text below.
• The other variables were found after studying the convergence of the cost
function: T0 = 0.01, ∆T = 1/1.03, equilibrium reached ⇐⇒ 50 iterations,
end criterion reached ⇐⇒ T > 2.0 · 10−6 .
The cost function C(S) is based on the best view model, equation (5.1), and is
here defined as:



C(S) = C(I, O, G) = vol VH(I O ) + α · σ vol VH(I O,G )
(5.2)
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IO are camera and image pairs, where the image is rendered from the synthetic
model O. For IO,G , a noise model has been added. G can include both camera
calibration noise and contour noise and is used to estimate σ, the standard deviation
of the visual hull volume. α is a constant that is set depending on the application.
If it is critical to have robust estimates, it is set high. The model O also depends
on the application. It can for example be an ellipsoidal with dimensions matching
an inflated airbag. In that case the annealing would find the best camera setup
for the later stages of the airbag inflation. To find a camera setup that works well
with most types of objects, a spherical model can be used. With a spherical model
and three cameras, the resulting camera positions are those found in figure 5.2b.
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Chapter 6

Results
This chapter presents preliminary results for the volume estimation method, and
HAIT, divided in simulation and real-world sections. The implementation is programmed in C++, and the computation power used in both sections is a desktop
PC equipped with a 3 GHz Intel R Pentium R 4 CPU and 1 GB of RAM.

6.1

Simulations

Most of the testing is performed in a simulated environment: World objects, such
as the airbag, are modeled and constructed in Blender1 . All world objects are
positioned so that the centroid of the object is the world origin. Pinhole camera
models are used as cameras, and the view of a pinhole camera is rendered with
OpenGL (see footnote on page 13). Real-world noise is simulated by additive
Gaussian noise in both camera parameters and contours.
Using this environment, HAIT is first tested for its quality as a visual hull
reconstruction method. The scaler for HAIT specific surface points (section 4.2.3)
is set to K = 10 in all tests. Time efficiency and volume accuracy, relative real
visual hulls, are studied with different sample distances ∆ and numbers of cameras.
The volumes of the real visual hulls are pinpointed with the reference visual hull
algorithm from section 4.5 on page 44.
When the quality of the visual hull approximation is analyzed, the real volume
of an airbag model is compared with the volumes of different visual hulls. The visual
hulls are computed for different numbers of cameras, posed in optimal positions
that are computed with the simulated annealing algorithm presented in section 5.2.
For reasons explained in section 5.1, the pinhole cameras are always constrained
on a half-sphere. All of the cameras also share the same set of internal parameters:
(f, U0 , V0 , w, h)T = (1000, 256, 256, 512, 512)T
1 Blender is an open source software for among many things 3D modeling. For more information
see www.blender.org
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6.1.1

Results

Noiseless Visual Hull Quality of HAIT

The quality of HAIT’s visual hull reconstructions is tested for two objects, a unit
sphere labeled S and an ellipsoid with a cylindrical cavity, i.e. a tunnel, labeled
E. Implementations of Boyer and Franco’s hybrid algorithm and Szeliski’s octree
algorithm are used as comparison material.
Let IS and IE be the image sets associated with three cameras posed at
(5, 0, 0)T , (0, 5, 0)T and (0, 0, 5)T , looking toward the origin, i.e. the world object. The subscripts denote the model that the images are rendered from. Figures
6.1 and 6.2 show the sphere and the ellipsoid along with the different algorithms’
approximations of the visual hulls VH(I S ) and VH(I E ). A 2x2x2 cube tightly
supersets both S and E and is used as the common area of interest for the octree
algorithm. Szeliski’s octree algorithm produces a provably correct visual hull, but
is very slow, as will be seen below. The hybrid algorithm has great difficulties with
the tunnel in the ellipsoid, because the tunnel is observed by only one camera. See
figures 6.2e – f. HAIT recognizes and handles the tunnel, and produces a visually
convincing visual hull reconstruction, as can be seen in figures 6.2g – h.
In order to understand why the reconstructions of HAIT are better than the
hybrid algorithm’s, it is illustrating to study the surface points that are computed
for the two algorithms. Projections of HAIT1 and the hybrid algorithms’ surface
points, for the ellipsoidal model E, are found in figure 6.3. Because the contours
are densely sampled, the surface points appear as curves. The projections show
how HAIT adds surface points to the tunnel area, to prevent a topological error in
the reconstruction. Also note how the locations of the surface points are sensitive
to noise in poorly conditioned areas. In these areas, which correspond to areas near
rim intersections (also see the grayed areas in figure 4.17 on page 43), the small
noise introduced by the limited numerical precision propagates to visible offsets in
their locations.
Szeliski’s octree method can be configured in two different ways
 in order to
pinpoint the true visual hull volumes vol VH(I S ) and vol VH(I E ) , as explained
in in section 4.5. With the true visual hull’s volume known, the metric volume of
HAIT’s reconstructions can be used as an objective measure of HAIT’s precision.
Figure 6.4 plots the results. Since the octree algorithm is of complexity O(8d ), d
being recursion depth, its computation times quickly go off the scales – the computation took over
three hours for d = 10. The computed boundaries guarantee that

vol VH(I S ) ∈ [4.72, 4.78] and vol VH(I
 E ) ∈ [2.54, 2.60]. Thehybrid algorithm
estimates the volumes to vol VH(I
 S ) ≈ 4.75 and vol VH(I
 E ) ≈ 2.71, and the
HAIT1 estimates are vol VH(I S ) ≈ 4.75 and vol VH(I E ) ≈ 2.56. Apparently
the HAIT1 reconstructions are within the octree algorithm’s boundaries, and they
are computed in a fraction of the time (see below). Together with the visual analysis, this actually motivates to use the HAIT1 reconstructions as true visual hull
references in the further tests.
HAIT is then tested for precision and computation time for different chain-code
sample distances ∆. Plotted in figure 6.5 are the results: The HAIT visual hull
reconstructions are stable for concave objects, whereas the hybrid algorithm is not.
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The computation time cost for detecting the tunnels is negligible, and the cost for
adding the additional surface points is in the order of 50% of the total computation
time. Obviously this number varies with the amount of concavities
found in the

contours. For ∆ = 8, HAIT approximates both vol VH(I S ) and vol VH(I E )
with a relative error of less than 0.5% in under 500 ms. For ∆ = 32 the same
numbers are 1% and 85 ms!

Figure 6.1. Visual hull reconstructions of the sphere model S. VH(I S ) (see text) is
reconstructed with the reference octree method, the hybrid algorithm, and HAIT. a)
Original sphere model S. b) Reference octree reconstruction, represented with a wireframe. c) Hybrid algorithm reconstruction. d) HAIT1 reconstruction.
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Figure 6.2. Visual hull reconstructions of the ellipsoidal model E. VH(I E ) (see text)
is reconstructed with the reference octree method, the hybrid algorithm, and HAIT. a
– b) Original sphere model. c – d) Reference octree reconstruction, represented with
wire-frames. e – f) Hybrid algorithm reconstruction. g – h) HAIT1 reconstruction.
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Figure 6.3. Surface points computed for the ellipsoidal model E. The surface points of
VH(I E ) (see text) are computed with the hybrid algorithm and HAIT1 , and projected
back to the pinhole cameras. Because the contours are densely sampled, the surface points
appear as curves. The projections show how HAIT adds surface points to the tunnel area,
to prevent a topological error in the reconstruction. Also note how the locations of the
surface points are sensitive to noise in poorly conditioned areas. In these areas, which
correspond to areas near rim intersections, the small noise introduced by the limited
numerical precision propagates to visible offsets in their locations. a – b) Surface points
of the hybrid algorithm. c – d) Surface points of HAIT1 .
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Figure 6.4. HAIT’s noiseless visual hull quality, estimated by volume. Upper and lower
volume boundaries for the visual hulls VH(I S ) and VH(I E ) (see text) are computed
with the reference octree method. The volumes computed with the hybrid algorithm and
HAIT1 , are superimposed on the same plot. Apparently, HAIT performs excellent both
for convex and concave objects.
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Figure 6.5. HAIT’s performance for different sample distances. The performance of the
hybrid algorithm is compared with HAIT at different sample distances. HAIT’s visual
hull reconstructions are stable for objects with tunnels, whereas the hybrid algorithm’s
reconstructions are not, as can be seen in the bottom left plot. The overhead cost in HAIT,
for handling tunnels, is small. a) Volume errors for different reconstructions of VH(I S ),
relative the HAIT1 reconstruction. b) Computation times for different reconstructions of
VH(I S ). c) Volume errors for different reconstructions of VH(I E ), relative the HAIT1
reconstruction. d) Computation times for different reconstructions of VH(I E ).
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6.1.2

Results

Noisy Visual Hull Quality of HAIT

The camera and model set IE , defined above, is used to test the robustness of
HAIT. Six tests are performed, where zero-mean Gaussian noise is added to some
of the camera parameters, while the others are left noiseless. Note that this is not
a calibration noise model! The contribution of the tests is that they show which
parameters that are most important to calibrate correctly. Based on the results, a
suitable calibration method should then be chosen. The tests are noise in
1. the optical center C,
2. roll,
3. pitch and yaw,
4. the principal point U0 ,
5. the focal length f (equivalent to translating C along the optical axis),
6. the contour (not a camera parameter).
Each test is run 100 times using ∆ = 4, and the robustness to noise is studied
through the volume error, relative the noiseless visual hull. It is not guaranteed
that this error reflects the robustness to noise – by chance two very different shapes
may share the same volume! However, a visual study of the noisy reconstructions
assures us that this is not the case.
The mean and standard deviations of the errors are plotted for different levels
of noise in figures 6.6 and 6.7, and two example reconstructions are found in figure
6.8. It is clear that noise in the camera parameters crops the true visual hull,
because of lost surface points. Cropped regions become flat, and can be detected
by superimposing projections of the reconstruction on the original images. The
more cameras, the more the reconstruction is cropped. For this reason, the relative
reconstruction errors have a negative bias. Apparently, HAIT is especially sensitive
to noise in pitch and yaw, which is to be expected for algorithms based on epipolar
geometry [29]. Zero-mean noise in the focal depths f and the contours yields
zero-mean noise in the reconstructions.
It would be interesting to compare HAIT’s robustness to that of the reference
algorithm, but due to the immense computation time needed for such a comparison,
it is not performed here. A comparison to the hybrid algorithm is unnecessary, since
the hybrid algorithm cannot handle the test object even without noise.
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Figure 6.6. HAIT’s robustness to noise. Plots of the mean volume error of noisy
HAIT(∆ = 4) visual hull reconstructions, relative the noiseless HAIT(∆ = 4) visual hull,
are presented. Note how the scales differ between the plots. See the text for interpretations.
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Figure 6.7. HAIT’s robustness to noise. Standard deviation plots of the volume error
of noisy HAIT(∆ = 4) visual hull reconstructions, relative the noiseless HAIT(∆ = 4)
visual hull, are presented. Note how the scales differ between the plots. See the text for
interpretations.
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Figure 6.8. Noisy visual hull reconstructions of the ellipsoid model E. VH(I E ) (see
text) is reconstructed with HAIT1 . a – b) The HAIT1 reconstruction, with Gaussian
noise added to the pitch and yaw camera parameters. The reconstruction is cropped, due
to lost points. Noise in the other camera parameters produces visual hull reconstructions
with similar symptoms. c – d) The HAIT1 reconstruction, with Gaussian noise added to
the contour.
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6.1.3

Results

Volume Estimation

The former sections analyzed the performance of HAIT with excellent results. Now
it is time to study the volume offset between a visual hull and its corresponding
object. It is highly preferable with a small offset, since the volume correction algorithm is typically based on a single object, as described in section 4.3. Obviously
the volume offset will depend on the topology of the actual object. Here, tests are
only performed for an ellipsoidal model of a fully inflated ordinary driver airbag
(section 6.2) labeled ODA. In order to evaluate the volume offset for other stages
of the airbag inflation, additional experiments must be performed with models
that resemble the airbag in those stages. Such models can be acquired for example
through finite-element simulations.
In figure 6.9, optimal camera poses for 3 – 6 cameras are presented, and in table
6.1 the volume offsets relative the true volume can be found. The optimal poses
were found by minimizing equation (5.2)



C(S) = C(I, O, G) = vol VH(I O ) + α · σ vol VH(I O,G )
with the simulated annealing algorithm, described together with the used symbols
in section 5.2. α was set to 0, which means that the poses are optimal only with
respect to volume. The cameras were constrained to exist on a half-sphere with a
radius of 2 m, centered on the object, and HAIT was configured with ∆ = 8, to
reduce the computation time.
Using three cameras constrained on a half-sphere with a radius of 2 m, HAIT
apparently reconstructs the ODA model with a relative volume estimation error of
11.9%. If this very camera setup was used when recording a real airbag inflation,
this is the number that the volume correction (section 4.3) would compensate for.
It is also the number that can be used to find an efficient sample distance ∆ for
HAIT, according to the heuristic presented in section 4.3.
Number of cameras
3
4
5
6

Rel. volume offset
0.119
0.060
0.035
0.023

Table 6.1. Optimal volume offsets. Visual hulls are reconstructed with HAIT(∆ = 8),
using images of the ODA model, acquired from the synthetic camera setups found in
figure 6.9. The table presents the volume offsets between the visual hulls and the ODA
model, relative the ODA model.
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Figure 6.9. Optimal camera poses. The simulated annealing algorithm is used to compute optimal camera poses for 3 – 6 cameras, which are constrained on a half-sphere with
a radius of 2 m. The airbag is illustrated as the larger ellipsoid in the center, and the
cameras are found as the smaller circumscribing spheres.

66

Results

6.2

The Real World

Real-world experiments were performed at Autoliv Sverige AB, in Vårgårda, Sweden. Autoliv Inc. is a worldwide leader in automotive safety, including airbags, and
the tests were performed in one of their airbag research labs. Available in the lab
were four high-speed cameras, a time synchronization system, industrial lighting
equipment and a heavy table where the airbags were mounted. There were also
tracking markers and a FARO-arm available for calibrating the cameras. These
items are further explained below.

6.2.1

Camera Setup

The cameras are of crucial importance in the experiments. In the tests performed,
four cameras mounted on tripods were used: Three Photron cameras and one
Kodak RO camera. The frame-rate was set to 1 kHz, which corresponds to around
30 samples of the initial airbag inflation. The images should optimally be focused,
bright and without motion blur. These conflicting attributes are dependent on the
aperture value, shutter speed and the available lighting. The chosen configuration
is shown in table 6.2. With these values, no visible artifacts could be found.
ID
1
2
3
4

Model
Photron
Photron
Photron
Kodak RO

Resolution
512x512 px
512x512 px
512x512 px
512x384 px

Aperture value
MAX
MAX
MAX
MAX

Shutter speed
200 µs
200 µs
200 µs
200 µs

Focal length
14.5 mm
17 mm
10-15 mm
14 mm

Table 6.2. Camera configurations. Three Photron cameras and one Kodak camera with
a frame-rate of 1 kHz. Note that the resolution of the Kodak camera differs from the
Photrons. The focal length distances are approximative values guessed from the zoomrings.

However, a potential pitfall was out-of-sync noise: The cameras started recording
with an external trig that synchronized the Photron cameras down to a microsecond, but the Kodak camera only down to a millisecond. The worst case scenario
was that the time offset between the Kodak and the Photrons was 500 µs, which
according to section 4.4.3 on page 41 corresponds to a maximum contour offset of
10 pixels. But the recordings were analyzed and no out-of-synch artifacts could
not be seen visually. Therefore, the possible out-of-synch noise of the Kodak is
considered to be within a maximum of three or four pixels.
Posing
All four cameras were oriented to have the airbag in their image centers, and
positioned according to the blueprints and photographs presented in figures 6.10 –
6.12 on pages 69 – 71.
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Camera 1, 2 and 3 are positioned in an optimal way when only considering
two or three cameras. Camera 4 is placed between 1 and 2, which is optimal
when the first three cameras are fixed. The motivation for this is that most users
will probably use two or three cameras, why the performance of these setups are
the most interesting. The gain from two to three views can be studied, and the
numbers using two or three views are the best that can be expected. On the other
hand, including camera 4 only shows the approximate gain of another view. A
separate test with the cameras placed optimally for four cameras were considered,
but rejected due to lack of time and the small gains that were expected.
Four different camera combinations are examined in the tests. These are given
names 1234, 123, 12 and 13. The names reflect the IDs of the included cameras,
which are assigned in figure 6.10.
Calibration
The goodness-of-fit of the pinhole camera model is discussed in section 3.1. None
of the recordings suffered from any significant motion blur or out-of-focus artifacts,
as can be seen in e.g. figure 6.13 on page 74. Minor lens distortion, especially
first term radial distortion, could unfortunately be visually detected in the images.
This distortion is currently not modeled, and that affects both the calibration, as
seen below, and the volume estimation, as seen in section 6.2.3.
The calibration technique presented in section 3.4 on page 15 was used to find
the pinhole camera parameters. According to that section, more then 100 calibration points are theoretically needed for a precise internal calibration. However, as
no special calibration equipment was available in the lab, Patrick markers, spread
out in the lab, had to serve as calibration points. Between 11 and 15 markers were
identified in each view, as can be seen in figure 6.11. The center of each marker
was measured with ±0.01 mm accuracy in a world coordinate system using a nonstationary FARO-arm2 , and their sensor coordinates were measured with sub-pixel
accuracy using marker symmetries.
A calibration test was performed, in which all nine camera projection parameters, i.e. θ in equation (3.1), excluding w and h, were free. It resulted in a small
residual, but the computed visual hull reconstructions were visibly cropped, due to
lost points. As we saw in section 6.1.2, that is the effect of noise in the camera parameters. Apparently the measurement errors and non-modeled distortions made
the calibration lock on a solution that only worked well for the calibration data,
even though the markers were relatively well spread out in the sensor.
To reduce the degrees of freedom, the optical axes were then locked to the
centers of the sensors, and the calibration was performed again. The visual hull
reconstructions were now visibly less cropped, and the resulting camera parameters,
along with corresponding residuals, are shown in table 6.3.

2 More

information on FARO measurement systems can be found at www.faro.com
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Camera 1
Position (x,y,z) [m]
(-4.48, -0.45, 1.28)
◦
Orientation (r,p,y) [ ]
(-0.22, -0.45, 1.54)
Focal length [px]
1036
Principal point (x,y) [px]
(256, 256)
Normalized Residual [px]
0.38
Camera 2
Position (x,y,z) [m]
(-1.99, -2.60, 1.11)
Orientation (r,p,y) [◦ ]
(0.84, 0.52, 92.62)
Focal length [px]
1021
Principal point (x,y) [px]
(256, 256)
Normalized Residual [px]
1.11
Camera 3
Position (x,y,z) [m]
(-1.69, -0.68, 2.24)
Orientation (r,p,y) [◦ ] (-0.15, -68.26, 145.07)
Focal length [px]
579
Principal point (x,y) [px]
(256, 256)
Normalized Residual [px]
1.13
Camera 4
Position (x,y,z) [m]
(-3.76, -2.03, 1.25)
Orientation (r,p,y) [◦ ]
(1.96, -1.29, 44.67)
Focal length [px]
926
Principal point (x,y) [px]
(256, 192)
Normalized Residual [px]
0.32
Table 6.3. Calibrated pinhole camera parameters. The residual is a measure of the
pinhole camera model’s fit, and is explained in section 3.4 on page 16.
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Figure 6.10. Illustration of the airbag lab. The exact location of each camera is found
in table 6.3, and views from each camera are found in figure 6.11.
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Figure 6.11. Views of the four posed cameras. Note how the view of camera 4 has been
stretched, to fit with the resolution of cameras 1, 2 and 3. The black-and-yellow Patrick
markers are used as calibration points. Camera 3 is mounted on a tripod, which is visible
from camera 1.
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Figure 6.12. Overview of the airbag lab. Camera 2 is found to the right, and camera 3
is seen on the high tripod. In the very bottom and right corner, camera 1 is barely visible.
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6.2.2

Results

Test Subjects

Two driver airbags, of the same model, were available for testing. This type of
airbag is inflated by two solid propellants that explode with a specified time offset.
Both airbags were configured with a 5 ms offset, and further to have restricting
straps installed, and open vent holes, as can be seen in figure 6.13 on page 74.
Simulated metric volumes for this airbag model, configured with straps, is presented for different air-pressures in table 6.4. The numbers, which represent fully
inflated stages, are from a finite-element simulation performed by Autoliv Inc. Unfortunately, the exact pressure actually found inside the airbag during inflation is
unknown, but a guess based on the pressure in its housing is 0.1 – 0.2 bar.
Air pressure [bar]
0.1
0.2
0.3

Airbag volume [litre]
60.09
63.25
66.46

Table 6.4. Simulated airbag volume. The numbers are from a finite-element simulation
of a fully inflated driver airbag, configured with restricting straps.

6.2.3

Airbag Volume Estimation

The scaler for HAIT specific surface points (section 4.2.3) is set to K = 10 in
all tests. First, we visually compare HAIT’s visual hull reconstructions with the
recorded images: Montages of camera 1 and camera 3’s recordings are found in
figures 6.13 and 6.14. The corresponding HAIT2 visual hull reconstructions, computed from camera setup 1234, are projected to pinhole camera 1 and 3 in figures
6.15 and 6.16. A more detailed visual comparison of the recorded images and the
projected reconstructions is presented for the time 13 ms, in figure 6.17. Finally, in
figure 6.18 we rotate the same reconstruction 360o . The visual hull reconstructions
are visually convincing, as most of the airbag’s concavities are visible from the
silhouettes, and therefore handled.
To find the metric volume of the airbag, the ODA ellipsoid from section 6.1.3 is
used as a volume correction object, which means the results will be most accurate
in the later stages of the airbag inflation. ∆ is set to 1, for maximum precision.
The over-estimation relative ODA is found in table 6.5.
In figures 6.19 and 6.20, the corrected volume sequences of both airbags are
plotted, and in table 6.6 some extracted volume sequence statistics can be found.
Setup 13 is unusable, but camera setups 1234, 123 and 12, estimates robust and
probable volume sequences. According to Autoliv, the dip at approximately 25 ms
is explained by a negative pressure induced by the propellant. However, there is an
offset between the volume estimates, so that many cameras imply a lower volume.
Since the airbag closely matches the volume correction model in the later stages of
the inflation, the estimates should approximately coincide there.

6.2 The Real World
Camera setup
1234
123
13
12
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Relative over-approximation
0.083
0.128
0.305
0.303

Table 6.5. Simulated over-approximation of volume, relative the volume of ODA, for
different camera setups. The over-approximation of an uncorrected volume estimate is
computed for the ODA ellipsoidal model and the calibrated pinhole cameras. These
numbers are then used to correct the volume estimates based on real-world contours.

According to section 6.1.2, such a behavior is to be expected with noise in the
camera parameters. Indeed, a quick glance on the reconstructions (figure 6.15 and
6.16) reveals that the reconstructions have been slightly cropped, and furthermore
there is a possibly significant radial distortion present in the original images.
For this reason, the estimates of setup 12 may actually be the most correct for
the later stages of the inflation, whereas setup 1234 definitely is the best setup
for analyzing trends. The situation clearly illustrates a need for a proper internal
camera calibration, possibly along with a radial distortion model. This is further
discussed in section 7.2. Nevertheless, according to the finite-element simulations
of Autoliv, the fully inflated airbag volume is pinpointed down to almost a litre in
this preliminary experiment. With proper calibration, there is a good chance that
the accuracy will increase to below a litre’s margin of error.

74

Results

Figure 6.13. Montage of camera 1’s recording of airbag 1. The first 45 ms are presented
here, and this is where most of the action takes place. The omitted frames show an airbag
that slowly deflates, due to the vent hole.
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Figure 6.14. Montage of camera 3’s recording of airbag 1. The first 45 ms are presented
here, and this is where most of the action takes place. The omitted frames show an airbag
that slowly deflates, due to the vent hole.
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Figure 6.15. Montage of visual hull reconstructions (camera 1). The HAIT1 reconstructions of airbag 1, computed for camera setup 1234, are projected to pinhole camera 1.
The first 45 ms are presented here, matching the time interval of the real video montage
in figure 6.13.
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Figure 6.16. Montage of visual hull reconstructions (camera 3). The HAIT1 reconstructions of airbag 1, computed for camera setup 1234, are projected to pinhole camera 3.
The first 45 ms are presented here, matching the time interval of the real video montage
in figure 6.14.
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Figure 6.17. Detailed comparison of the airbag and its visual hull. The reconstruction
of airbag 1, at 13 ms after the inflation started, is compared with the real images. Many
of the folds in the airbag cloth are visible from the available contours, and are therefore
present in the airbag’s visual hull. The reconstructions are slightly cropped, due to noise
in the camera parameters.
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Figure 6.18. Detailed comparison of the airbag and its visual hull. The reconstruction
of airbag 1, at 13 ms after the inflation started, is rotated 360o .
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Figure 6.19. Estimated volume sequence of airbag 1, for different camera setups.
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Figure 6.20. Estimated volume sequence of airbag 2, for different camera setups.
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Airbag
1

2

Camera setup
1234
123
12
13
1234
123
12
13
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Maximum volume [litre]
59.7
61.0
63.5
62.7
58.8
59.9
62.5
61.0

Time [ms]
50
51
50
34
53
51
51
35

Table 6.6. Statistics of the estimated volume sequences. Camera setups 1234, 123 and
12 all estimates a maximum volume of approximately 60 litres at 50 ms. The estimate of
setup 13 is not usable, which can be seen in the plots (page 80).
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Chapter 7

Conclusions
7.1

Conclusions

A highly flexible method for robustly and efficiently estimating the volume sequence
of an inflating airbag, using multiple high-speed cameras, has been presented. The
method can handle a variable numbers of cameras, that can be of different models
and be posed without constraints. Neither special lighting equipment nor optical
markers are necessary. The method is economically feasible for a wide range of
end-users, since it supports planar mirrors as virtual cameras.
Using only easily acquired contours, the airbag’s visual hull is reconstructed to
a tetrahedra model in less than a second per frame on a standard desktop PC. The
model has potentially many areas of uses, but is here correlated to the true volume
of the airbag with a volume correction algorithm. Real-world experiments indicate
that the accuracy of the volume estimate currently is in the order of one litre, for
the later stages of the inflation. With a complete calibration procedure, we have
showed that this number is likely to drop to below one litre.
Even though volume estimates can be computed for all camera setups, the cameras should be specially posed to achieve optimal results. Such poses are uniquely
found for different airbag models, using a fully automated simulated annealing
algorithm.
The heart of the volume estimation method is a novel, stand-alone, visual hull
reconstruction algorithm, named ”Hybrid Algorithm with Improved Topology”, or
HAIT. It is based on Boyer and Franco’s hybrid algorithm [2], but extended to
efficiently handle single, locally concave, objects observed from a sparse set of cameras. Using synthetic and real-world data, HAIT’s noiseless and noisy performance
has been tested with excellent results. HAIT is general in the sense that it can
be used to reconstruct all types of objects, but it is optimized for the situation
presented here.
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7.2

Conclusions

Future Work

Most importantly, additional real-world experiments with properly calibrated cameras should be performed, as the cropped reconstructions presented in section 6.2.3
indicates that a large gain in precision should follow. To the same purpose, a lens
distortion model should be incorporated in HAIT, especially to compensate for
first-term radial distortion in the images. Instead of rectifying the entire images,
which is costly, such a model is applied directly on the polygon contours’ vertices,
and the impact on computation time will be negligible.
A fully inflated static airbag with a known volume will make two very important
future contributions: First of all, the method’s absolute volume estimation error can
be extracted when the true volume is known. The error will depend on how close the
synthetic volume correction model matches the static airbag. And second, an enduser with a static airbag can use it directly as a volume correction object, instead of
using a synthetic model. In this case, the volume correction will compensate both
for over-approximation and camera calibration noise, and very exact estimates can
be expected for the later stages of the inflation. A static airbag can be constructed
by filling an airbag with congealing foam. Its volume is acquired by lowering it
into a tank of water.
Further work should investigate the correlation between an airbag and its visual
hull in the early stages of the inflation. Reasonably accurate synthetic models can
be acquired for example through finite-element simulations. Perhaps less urgent, a
camera noise model based on an end-user’s calibration procedure can be developed
to better support the posing of the cameras. Functionality for using such a model
is already present in the simulated annealing algorithm.
With the method fully validated in its current form, the next step is to add
more visual cues to the reconstruction. Many ideas and suggestions can be found
in the problem analysis chapter, starting on page 5. For end-users that can feature
the airbag cloth with markers, shape-from-texture might be the most interesting
addition. In this case, HAIT’s visual hull is combined with a set of 3D points that
exist exactly on the surface of the airbag.
HAIT can also be further developed as a stand-alone visual hull reconstruction
method: Currently, surface points are sampled from unsafe viewing edges with
an empirically found sample distance β, that may be unnecessarily short. It is
possible that the surface points instead can be sampled in collaboration with the
other, already computed, surface points, which may or may not lead to performance
gains.

Appendix A

Modeling Planar Reflectors
Planar reflectors can be used to construct virtual cameras, as explained in section
3.6. One way of doing it is to model the real reflector with a 4x4 reflection operator
L. This appendix constructs L by first fitting a mathematical plane Π∗ to the real
reflector, so that Π∗ is a least-squares best fit. L is then readily extracted from
this plane.

A.1

Orthogonal Distance Regression Plane

Let a general 3D plane Π be defined by its unit normal n̂ and its orthogonal offset
d:
x ∈ Π ⇐⇒ xT n̂ − d = 0
(A.1)
We are interested in the plane Π∗ , which is the best fit to N measured 3D points
P=
{xi : i = 1, 2, . . . , N }. The fit should be best with respect to the sum of the squared
shortest distances between the plane and the points, i.e. Π∗ is an orthogonal
distance regression plane. Mathematically, Π∗ minimizes the function f (see figure
A.1):
N
X
f (n, d) =
(xTi n̂ − d)2
(A.2)
i=1
∗

∗

∗

Π = Π(n̂ , d )

(n∗ , d∗ ) solves min{f (n, d)}

(A.3)

There are many ways to solving equation (A.3). The most general method, which is
also applied here, utilizes singular value decomposition, SVD. An implementation
can be found in e.g. LAPACK1 . But before the decomposition, f is must be
transformed to a matrix representation: Setting the partial derivative of f with
1 LAPACK is a widely used linear algebra package. It has been used throughout the whole
implementation, notably for SVD. More information can be found in the LAPACK users’ guide
[8] or www.netlib.org/lapack/
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o( x)
^

x −d n

x

n^
Π
d n^

Figure A.1. Distance to plane. The orthogonal distance o(x) between a coordinate x
and a plane Π, as defined in equation (A.1), is found as o(x) = hx − dn̂|n̂i = xT n̂ − d.

respect to d equal to 0 and solving for d gives
∂f
=0
∂d

⇒

d=−

N
1 X T
x
N i=1 i

!
n̂ = −xT0 n̂

(A.4)

where x0 is the centroid of P. This means that the regression plane Π∗ is restricted
to contain x0 . Substituted back into equation (A.1) we have
x ∈ Π∗ ⇐⇒ (x − x0 )T n̂ = 0

(A.5)

Let us introduce a matrix M:



M=


(x1 − x0 )T
(x2 − x0 )T
..
.
(xN − x0 )T







(A.6)

Constraining f , according to equation (A.5), and then switching to a matrix representation gives:
f (n) =

N
X

2
(xi − x0 )T n̂ = (Mn̂)T (Mn̂) = n̂T (MT M)n̂

(A.7)

i=1

Now let A = MT M. A, divided by the number of samples N , is the covariance
matrix of the data, an obviously symmetric matrix. It is now clear that f (n)
is a so called Rayleigh Quotient. It is minimized by the eigenvector of A that
corresponds to its smallest eigenvalue. This eigenvector could be computed directly
by eigenvalue decomposition, but this is not needed. The SVD of M is (e.g. [26]
or any graduate book in linear algebra)
M = USVT

(A.8)
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where U is an orthogonal matrix (⇒ U2 = I), S is a diagonal matrix containing
the singular values of M and V is a matrix with its singular vectors as columns.
Using SVD on A we get:
A = MT M = (USVT )T USVT = VS2 VT

(A.9)

With A square, symmetric and positive definite, its eigenvalues and singular values
coincides. This means A’s eigenvalues are found as squares of M’s singular values,
and that A’s eigenvectors are the singular vectors of M.
To conclude the procedure: P is the set of N measured world coordinates.
First compute the centroid x0 of P according to equation (A.4). Then construct
the matrix M as shown in equation (A.6). Do a SVD of M. n̂∗ is found as the
singular vector of M with the smallest singular value. The orthogonal distance
regression plane Π∗ is now found according to equation (A.5).
Note that for Π∗ to be robust, the measured world coordinates must be spread
out as far as possible. Four points, measured on the corners of a rectangular mirror
is a practical option.

A.2

Reflection Operator of a Plane

Let a plane Π0 be defined by its unit normal n̂ = (nx ny nz )T and its orthogonal
offset d. Its reflection operator L can be built in many ways: Conceptually, it
is maybe easiest to build L by translating Π0 to the origin, align n̂ with an axis
through rotations, do a trivial projection along that axis and finally invert the
rotations and the translation. However, mathematically it is more straightforward
to use subspace theory and reflect already in the non-rotated plane.
First note that dn̂ ∈ Π0 . Translate Π0 to the origin by the operator T, and let
Π be the translated plane:


1 0 0 −dnx
 0 1 0 −dny 

T=
(A.10)
 0 0 1 −dnz 
0 0 0
1
Now consider figure A.2. It is clear that the reflection of x in Π is found as:
xR = x − 2x⊥ = x − 2hx|n̂in̂

(A.11)

We need a matrix operator for deriving x⊥ . Consider n̂n̂T applied on a vector
x ∈ R3 uniquely decomposed in the subspaces Π⊥ and Π:
x = x⊥ + xk

x⊥ ∈ Π⊥ , xk ∈ Π

n̂n̂T x = n̂n̂T (x⊥ + xk ) = n̂ n̂T x⊥ +n̂ n̂T xk = kx⊥ kn̂ = x⊥
| {z }
| {z }
kx⊥ k

0

(A.12)
(A.13)
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Using this result, equation (A.11) is rewritten to its matrix equivalent:
xR = (I3 − 2n̂n̂T )x = RΠ x

(A.14)

Finally, the general reflecting plane operator L of the plane Π0 is found as:


RΠ 0
−1
L=T
T
(A.15)
0T 1

x⊥

x

n^
Π
xR

Figure A.2. Reflection in a plane Π intersecting the origin. xR = x − 2x⊥ .

Bibliography
[1] D.M. Bates and D.G. Watts. Nonlinear Regression and Its Applications. Wiley,
1988.
[2] E. Boyer and J-S. Franco. A hybrid approach for computing visual hulls of
complex objects. In Proc. of IEEE Int. Conf. on Computer Vision and Pattern
Recognition (CVPR), volume 1, pages 695–701, June 2003.
[3] L.D. Cohen and I. Cohen. Finite-element methods for active contour models
and balloons for 2-d and 3-d images. PAMI, 15(11):1131–1147, November
1993.
[4] J. Dongarra and F. Sullivan. The top 10 algorithms. Computing in Science &
Engineering, 2(1):22–23, January 2000.
[5] Y. Duan. A subdivision-based deformable model for surface reconstruction of
unknown topology. Journal of Graphical Models, 66(4):181–202, July 2004.
[6] C. Dyer. Foundations of Image Understanding, chapter 16, pages 469–489.
Kluwer, Boston, 2001.
[7] C. Esteban and F. Schmitt. Silhouette and stereo fusion for 3d object modeling. Computer Vision and Image Understanding, 96(3):367–392, December
2004.
[8] E. Anderson et. al. LAPACK Users’ Guide. Society for Industrial and Applied
Mathematics, 3rd edition, 1999.
[9] G. Slabaugh et. al. Methods for volumetric reconstruction of visual scenes.
International Journal of Computer Vision, 57(3):179–199, May 2004.
[10] H. Kiick et. al. Shape from contours and multiple stereo - a hierarchical, meshbased approach. In Proc. of IEEE Canadian Conf. on Computer and Robot
Vision (CRV), pages 76–83, May 2004.
[11] J. Batlle et. al. Recent progress in coded structured light as a technique to
solve the correspondence problem: A survey. Pattern Recognition, 31(7):963–
982, July 1998.
89

90

Bibliography

[12] K.M. Cheung et. al. Visual hull alignment and refinement across time: A 3d reconstruction algorithm combining shape-from-silhouette with stereo. In Proc.
of IEEE Int. Conf. on Computer Vision and Pattern Recognition (CVPR),
June 2003.
[13] M. Galassi et. al. GNU Scientific Library Reference Manual, 2nd edition.
Published by Network Theory.
[14] N. Metropolis et. al. Equation of state calculation by fast computing machines.
Journal of Chemical Physics, 21:1087–1092, 1953.
[15] P. Narayanan et. al. Constructing virtual worlds using dense stereo. In Proc.
of IEEE Int. Conf. on Computer Vision, pages 3–10, January 1998.
[16] R. Zhang et. al. Shape from shading: A survey. IEEE Trans. on Pattern
Analysis and Machine Intelligence, 21(8):690–706, August 1999.
[17] S. Lazebnik et. al. On computing exact visual hulls of solids bounded by
smooth surfaces. In Proc. of IEEE Int. Conf. on Computer Vision and Pattern
Recognition (CVPR), pages 156–161, December 2001.
[18] T. Matsuyama et. al. Real-time dynamic object shape reconstruction and
high-fidelity texture mapping for 3-d video. IEEE Trans. on Circuits and
Systems for Video Technology, 14(3):357–369, March 2004.
[19] W. Matusik et. al. Polyhedral visual hulls for real-time rendering. In Proc. of
Eurographics Workshop on Rendering Techniques, pages 115–126, June 2001.
[20] Y. Duan et. al. Shape reconstruction from 3d and 2d data using pde-based
deformable surfaces. In Proc. of IEEE European Conf. on Computer Vision
(ECCV), pages 238–251, May 2004.
[21] M. Fanany and I. Kumazawa. A neural network for recovering 3d shape from
erroneous and few depth maps of shaded images. Pattern Recognition Letters,
25(4):377–389, March 2004.
[22] O. Faugeras. Three-Dimensional Computer Vision - A Geometric Viewpoint.
MIT Press, 1993.
[23] K. Forbes. Volume Estimation of Fruit from Digital Profile Images. Phd thesis,
Department of Electrical Engineering, University of Cape Town, Cape Town,
South Africa, March 2000.
[24] J-S. Franco and E. Boyer. Exact polyhedral visual hulls. In Proc. of British
Machine Vision Conf. (BMVC), pages 329–338, September 2003.
[25] P. Fua and Y. Leclerc. Using 3-dimensional meshes to combine image-based
and geometry-based constraints. In ECCV (2), pages 281–291, May 1994.

Bibliography

91

[26] R. Hartley and A. Zisserman. Multiple View Geometry in Computer Vision.
Cambridge University Press, 2nd edition, 2004.
[27] S. Haykin. Neural Networks. Prentice Hall, 2nd edition, 1999.
[28] B. Horn. Height and gradient from shading. International Journal of Computer
Vision, 5(1):37–75, August 1990.
[29] S. Kopparapu and P. Corke. The effect of noise on camera calibration parameters. Graphical Models, 63(5):277–303, September 2001.
[30] K. Kutulakos and S. Seitz. A theory of shape by space carving. International
Journal of Computer Vision, 38(3):199–218, August 2000.
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[32] A. Laurentini. The visual hull concept for silhouette-based image understanding. IEEE Trans. on Pattern Analysis and Machine Intelligence, 16(2):150–
162, February 1994.
[33] A. Laurentini. How far 3d shapes can be understood from 2d silhouettes.
IEEE Trans. on Pattern Analysis and Machine Intelligence, 17(2):188–195,
February 1995.
[34] A. Lindqvist. Association av bilddata vid rekonstruktion av multipla mål i
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