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Abstract 
 
 
 
The subject of this thesis is the application of Support Vector Machines on two totally 
different applications, facial expressions recognition and remote sensing.  
 
The basic idea of kernel algorithms is to transpose input data in a higher dimensional space, 
the feature space, in which linear operations on the data can be processed more easily. These 
operations in the feature space can be expressed in terms of input data thanks to the kernel 
functions. Support Vector Machines is a classifier using this kernel method by computing, in 
the feature space and on basis of examples of the different classes, hyperplanes that separate 
the classes. The hyperplanes in the feature space correspond to non linear surfaces in the input 
space.  
 
Concerning facial expressions, the aim is to train and test a classifier able to recognise, on 
basis of some pictures of faces, which emotion (among these six ones: anger, disgust, fear, 
joy, sad, and surprise) that is expressed by the person in the picture. In this application, each 
picture has to be seen has a point in an N-dimensional space where N is the number of pixels 
in the image.  
 
The second application is the detection of camouflage nets hidden in vegetation using a 
hyperspectral image taken by an aircraft. In this case the classification is computed for each 
pixel, represented by a vector whose elements are the different frequency bands of this pixel. 
 
 
 
 
 
 
Keywords: Support Vector Machines, hyperspectral imagery, facial expressions, remote 
sensing, classification 
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1 Introduction 
  
This first chapter briefly introduces the subject and the context of this Master Thesis, both the 
applications which have been dealt with and the structure of the rapport.  
  

1.1 Introducing the thesis 
  

The Machine Learning theory is a part of Artificial Intelligence. The Machine Learning 
theory implements algorithms able to learn from experiences. There are two categories of 
learning: supervised methods, in which the learning has to find a function on basis of 
examples (by example objects and their labels in the case of classification), and the 
unsupervised methods, where the training does not need any examples. For example, 
clustering, whose aim is to gather objects in different groups, is an unsupervised 
classification. The figure 1.1 illustrates the supervised Machine Learning. The objects x are 
presented with their labels f(x) and the Machine Learning has to find the function , 
estimate of  f(x).  

( )f x

  

 
Figure 1.1: The scheme of supervised Machine Learning1 

  
  

The subject of this thesis is the application of classification by Support Vectors Machines 
(SVMs) on two totally different applications,  the recognition of facial expressions and the 
classification of hyperspectral data. SVMs are a kind of supervised Learning Machine. 
                                                 
1 The figure and comments come from [1] 
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The problem of facial expression recognition is actually a multi-class problem. The pictures 
of faces are supplied by the Image Coding Group at Linköping University, where this work 
was performed and where much work has been done on modelling and coding of faces. 
Concerning the hyperspectral data, they come from FOI, the Swedish Defence Research 
Agency, for which my supervisor is working now. The implementation of the classification 
was done with Matlab, using particularly the Image processing toolbox and the SVM 
specialised toolbox The Spider. 

  

1.2 SVMs and the other classifiers 
  

The role of a classifier is to establish to which class, among a set of different classes, an 
unknown object belongs [2]. A classifier has to find the best boundaries between the different 
classes. The optimal classifier, called Bayesian Classifier, minimises the total cost. This cost 
depends on the previously chosen penalty function.  

The most frequent penalty function in classification is the Krönecker operator. With this one, 
a good classification does not involve any cost while a bad one involves a cost of one. Thus, 
the optimal classifier computes for an object X:  
  

 ( ) ( )i i jX P X P X jω ω ω∈ ⇔ ≥ ∀ ≠ i  (1.1) 

 where { is the set of classes and }iω ( iP Xω )  the probability of the class ω  for an object X i

There exist many different kinds of classifiers or classification techniques. Here some of them 
are quoted. Please note that the list is not exhaustive at all.  

  

 The parametric classifiers, for example the very simple Euclidean classifier. This 
classifier assigns an object to the class with the closest mean (computed with 
Euclidean distance). The boundaries are linear. There exist other parametric classifiers 
as the quadratic one or the Gaussian one.  

 The nearest neighbour classifier also uses the Euclidean distance, but the object goes 
in the class which proposes the nearest point to this object. A variation, the k-nearest 
neighbours, assigns an object to the class that is the most present for the k nearest 
neighbours.  

 The neural networks, for example the well-known multi-layer perceptron, is a 
supervised learning algorithm. The training of this multi-layer perceptron consists of 
computing the weights of the connections between the different cells. The weights are 
actually the memory of the network.  

 The principal component analysis, PCA, is a technique which project high 
dimensional data onto an orthogonal subspace basis. It thus supplies a representation 
of the data in a lower dimensional space. This representation simplifies the recognition 
of hypothetical clusters in the data. PCA extracts only linear characteristics but 
Kernel-PCA can extract non-linear characteristics.  
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 The Fisher linear discriminant. As PCA, the Fisher linear discriminant is a way to 
reduce the dimensionality of the data. However,  the aim is here to obtain the best 
separation between classes. The new representation will be such that the means of the 
reduced sets are as separate as possible while the new variances have to stay as small 
as possible.  

The SVMs were developed by V. Vapnik in the 90’s. They are based on the separating 
hyperplane. If the data have high enough dimensionality, the different classes, which 
constitute different clusters, are linearly separable by hyperplanes. The kernel trick (see 
Chapter 2) permits to deal with non-linear separating surfaces since the data, initially in the 
input space, are transposed in a higher dimensional space (called the feature space) where a 
separating hyperplane is found. Figure 1.2 illustrates this principle. 

  

 
Figure 1.2: Basis idea of SVMs. The nonlinear bound in the input space is replaced by a linear separation 

in the feature space2 

  

This hyperplane in the higher dimensional space corresponds to a non-linear surface in the 
input space. This hyperplane is chosen such that it maximises the margin between itself and 
the closest data. It is quite intuitive that this is a way to minimise the error after training, since 
the test objects (unknown objects) will be likely “near” the training object.  

Applications of SVMs and other kernel methods (see Chapter 2) are more and more 
numerous. In many different applications, SVMs are able to replace neural networks giving as 
good or even better results.  

1.3 Facial expressions recognition 
  
The recognition of facial expressions takes a particular place in the efforts done in the domain 
of the dialogue between human and computer. The expressions that we take when speaking or 
reading are a very communicative way to show our feelings for another human. Nowadays, 
computers are able to read a text very efficiently. Much research is done on how they could 
express expressions. Understanding what the person is feeling could be a useful indication on 
how the computer should reply.  
  
The classification will contain six different classes, which are generally used as the six 
“universal” expressions : anger, disgust, fear, joy, sadness and surprise. As shown in Figure 
1.3, an image of N pixels is represented by a vector in an N-dimensional space (assuming a 
grayscale image). The weight of each dimension is the pixel value.   
                                                 
2 Figure 1.2 comes from [3] 
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Figure 1.3:  The representation of image in a high dimensional space 

In this high dimensional space, points representing images of the same expressions will be 
clustered. The aim of the training of the SVMs will be to find the hyperplane (if the classes 
are linearly separable) or the surfaces which separate the six different classes.  
  

1.4 Hyperspectral data 
  
A normal digital camera produces colour pictures which are composed by three frequencies 
(or wavelengths), the red, the green and the blue. Hyperspectral data are kinds of pictures 
where the number of frequency bands is higher than the three RGB. The hyperspectral data on 
which I worked are airborne recordings of the landscape. These kinds of data can be very 
useful in a large amount of domains, civil as well as military. They find applications in target 
detection, decamouflage, agriculture, forestry, surveillance, geology, pipeline inspection, … 
Actually, the quantity of wavelengths provides information that cannot be achieved with 
normal pictures.  
 
The aim of the work is to implement the SVM classification in order to detect the position of 
camouflage nets hidden among grass and vegetation. Let us note that in this case, the 
classification will be computed on each pixel, instead of on the whole image. For each pixel, 
the algorithm will have to say if it's a piece of camouflage net or normal background (grass, 
wood, roads,…). The dimension of the input space will thus be equal to the number of 
frequency bands used, instead of the number of pixels.  
 

1.5 Outline of the rapport 
  
The second chapter of this report is devoted to theoretic explanations of kernel algorithms and 
SVMs. The third chapter, divided in two parts, gives the context of both classification 
problems tackled. It also gives information on the data available to perform the work.  
The fourth and fifth chapters go on respectively with the implementation of the classification 
for faces and of the detection of camouflage nets. They point out some of the problems met 
during the implementation and they provide and discuss the results.  
Finally, the conclusion contains a summary and a last discussion on possible improvements.

 



 

2 Theory background 
 
This section presents a short summary of kernels methods, Support Vectors Machines (SVM) 
and their applications to classification. Behind the use of kernels, there is  a very rigorous 
mathematical theory. This chapter does not aim to be a complete description of the theory, the 
interested reader is invited to consult the book “Learning with Kernel” by Bernhard 
Schölkopf and Alexander Smola [3], from which I took my inspiration for the present chapter 
and from which most of the figures of the chapter come. 
 

2.1 Similarity measure 
  
Suppose we are given a certain number of objects belonging to one of two classes, and their 
labels.   

  (2.1) {1 1( , ),..., ( , ) 1,1m mx y x y X∈ × − }
            
  
X is a nonempty set, and contains the xi which are called patterns, instances, inputs or objects. 
The yi are called labels, targets or outputs. We would like to associate a new, unknown, object 
(supposed to belong to one of the two classes) with the right class.  
We have until now made no assumption on the inputs. They could represent many things and 
we have to find a mean to compare them, a similarity measure in X. That is the way the 
kernels are introduced and a good way for quick understanding. The choice of this similarity 
measure is a huge problem in the theory of  machine learning. 
  
Assume we have a similarity measure:  
  

  (2.2) :k X X× →ℜ
                                

  (2.3) ( , ') ( , ')x x k x x→
  

 5 
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The function k returns a real number which is a measure of the similarity between the two 
objects of X, x and x’. k  is symmetric and will be called “kernel”.  

   
A very simple manner to do such measure is to use the dot product (also called scalar 
product). For example, a similarity measure between the two vectors x and x’ belonging to RN 
is : 

 [ ] [ ]
1

, ' '
N

i
i

x x x x
=

= ∑ i

)x

 (2.4) 

  

Unfortunately, the dot product is generally not sufficient to allow us to treat interesting 
problems. The reasons of this follow : 

 As told above, we made no assumptions on the input data. They might not belong to a 
space endowed with a scalar product. To be able to use the dot product as a similarity 
measure we first need to transform the input data into vectors in a dot product space 
H. This space H will be called “feature space”.  

  (2.5) : X HΦ →

  (2.6) x (x → =Φ
 

where x (in italic) is a vector from the input space and x a vector from the feature 
space. 

 Even if the inputs are already vectors in a dot product space, it can be very interesting 
to transform them into a higher dimensional space. In the case of classification by 
SVM, this transposition of the input data in a higher dimensional space will allow us 
to find more easily a separation between classes. 

Mapping the patterns in a feature space gives three benefits :  

 It allows us to define a similarity measure in H for all kind of patterns from X  

 ( , ') x,x' ( ), ( ')k x x x x= = Φ Φ  (2.7) 

 Being in a dot product space, we can now deal with the patterns geometrically and 
apply algorithms from linear algebra and analytic geometry. 

 Many different mappings are possible and so many different similarity measures can 
be defined.  

2.2 A simple classification algorithme 

One of the simplest binary classifications imaginable is presented here. Assume we are in the 
feature space H, where a dot product is defined for our data. We assign a new object to the 
class which has the closest mean. We compute the mean of the two classes,  
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{ }

i
: 1

1 x
ii y

c
m+

=++

= ∑  (2.8) 

 
{ }

i
: 1

1 x
ii y

c
m−

=−−

= ∑  (2.9) 

  
  

It is then easy to describe our problem in terms of dot products as illustrated in Figure 2.1:  

 
Figure 2.1: A very simple classification solution 

 

sgn (x ), w

sgn (x ), ( )
2

sgn( x, x, )

y c

c c c c

c c b

+ −
+ −

+ −

= −

+
= − −

= − +

 (2.10) 

  

with the offset b :  

 21 (
2

b c c− += − 2 )  (2.11) 

  

  

Thanks to the kernels, we can express this reasoning directly in terms of input data. The 
attributed label is :  

 

( ) ( )

i i
: 1 : 1

: 1 : 1

1 1sgn x,x x,x

1 1sgn

i i

i i

i y i y

i i
i y i y

y b
m m

k x,x k x,x b
m m

=+ =−+ −

=+ =−+ −

 
= − 


 

= − 
 

∑ ∑

∑ ∑

+


+

 (2.12) 

and the offset becomes 
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{ }{ }

2 2
( , ) : 1 ( , ) : 1

1 1 1( , ) ( , )
2

i j i j

i j i j
i j y y i j y y

b k x x
m m= =− = =+− +

 
 = −
 
 

∑ ∑ k x x

)

 (2.13) 

These equations lead to a bound separating the two classes which is a hyperplane (represented 
by the dotted line in the Figure 2.1). As already announced in the introduction chapter, in 
SVMs the separating hyperplane is not chosen by this way but by maximisation of the margin 
between the hyperplane and the closest points on each sides of this hyperplane.  

2.3 Kernels 

This section attempts to present what kinds of functions are used as kernels and particularly to 
describe one of the simplest one.   

The polynomial kernel 

Let us begin with one of the simplest kernels. The space X corresponds to RN and we assume 

patterns x for which most information can be represented by the dth order products of entries 
[x]j of x. These products are called monomials. 

  (2.14) 
1 2

[ ] [ ] ... [ ] ,
dj j jx x x⋅ ⋅ ⋅

where .  { }1 2, ,..., 1,...,dj j j N∈

In the case of a simple example with only two-dimensional patterns and second degree 
product ( N=d=2) the monomials are computed by the nonlinear map :  

  (2.15) ( ) ( 2 2
1 2 1 2 1 2 2 1[ ] ,[ ] [ ] ,[ ] ,[ ] [ ] ,[ ] [ ]x x x x x x x x

Here, the vector of monomials is used to represent the feature space H, and the mapping itself 
represents Φ. One can easily show that the dot product in the feature space is simply the 
square of the dot product in the input space (cf [2]). If we want to compute unordered 
products and keep the same value of the dot product, the map becomes :  

 ( ) ( 2 2
1 2 1 2 1 2[ ] ,[ ] [ ] ,[ ] , 2[ ] [ ]x x x x x x )  (2.16) 

In a more general case, if Φd is the map of the entries x in the space of all unordered dth 
degree product of the entries of x, then we have the following relation :  

 ( , ') ( ), ( ') , ' d
d dk x x x x x x= Φ Φ =  (2.17) 

which is a generalisation of the previous relation. 

  

Figure 2.2 shows a simple example of a binary classification problem. The data, non linearly 
separable in  R2 , are mapped via a nonlinear map in R3 where they are linearly separable.  
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Figure 2.2: Toy example of binary classification problem by mapping the data in a higher dimensional 

space 

  
  
  

Another way to see the kernels is the following: Assume we have a kernel k with all the 
necessary conditions3 and X a non-empty set. We define a map from X into the space of 
functions mapping  X into R, denoted as  

  (2.18) { : }X f X≡ →

                                                

via 
  

  (2.19) 
:X

(., )

X

x k x
Φ →

  

Each pattern is now turned into a function on X. An object can be represented by its similarity 
to all other objects in X.  

The “kernel trick” 

The identity Equation 1.7 is the basis of the “kernel trick”, which is the basis of all the kernel 
based algorithms.  

  
“Given an algorithm which is formulated in terms of a positive definite kernel k, one can 
construct an alternative algorithm by replacing k by another positive definite kernel k’” 
  

Both algorithms have the same “transposition” in terms of dot product in the feature space, 
the only thing that changes is the feature map: Φ becomes Φ’. The best known application of 
the kernel trick is the case where k is the simple dot product in the input domain, but  k and k’  
may be both non-linear.  

 
3 Actually, k needs to be a real-value positive definite kernel 
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Some traditional kernels 

Here are presented some traditional kernels :  

Polynomial :  

 ( , ') , ' dk x x x x=  (2.20) 
  

Gaussian :  

 
2

2

'
( , ') exp

2
x x

k x x
σ

 −
= −


 




 (2.21) 

  

Sigmoid : 

 (( , ') tanh , 'k x x x xκ= )ϑ+  (2.22) 
  

Nonhomogenous Polynomial : 

 (( , ') , '
d

k x x x x c= + )  (2.23) 
  

All these kernels have the property of unitary invariance, for 
instance for a rotation. This property turns out to be very interesting in many applications. 

1( , ') ( , ') if Tk x x k Ux Ux U U −= =

Radial basis function (RBF) kernels are kernels that can be written as  

  (2.24) ( , ') ( ( , '))k x x f d x x=
  

where d  is usually  

 ( , ') ' ', 'd x x x x x x x x= − = − −  (2.25) 

  

The gaussian kernel is a typical RBF kernel. Notice that RBF kernels have the property of 
translation invariance, i.e. 
  

  (2.26) 0 0 0( , ') ( , ' )k x x k x x x x x X= + + ∀ ∈
  

The use of the kernels will allow us to compute non-linear variants of algorithms normally 
expressed in terms of dot products. In the case of the SVMs, a non-linear boundary is 
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computed using dot products in high dimensional space. What is quite strange and powerful is 
that you do not even have to know which is the transposition function Φ: knowing that it 
exists is sufficient! By using kernels, you compute the dot product in the high dimensional 
space without having to use Φ.  

2.4 Some insights of statistical learning theory 

Figure 2.3 shows three different classifications done on the same set of points.  

 
Figure 2.3: Three different classifications 

The aim is to separate the dots from the circles. To the left, the boundary is almost linear, but 
there are quite many points which are not in the good class. To the right image, there are no 
errors anymore  but the classifier will be very complex. Moreover, what will happen for a 
point which belongs to the dot class and which stays in the area around the lost circle in the 
dot point? This kind of “events” could have just appeared because one of the training points 
with which the algorithm computes the boundary has been misclassified. Finally, in the 
middle is a compromise between both extremes is shown. Until now it seems natural but we 
have to put this reasoning in a mathematical structure. 

The learning of the algorithm is based on the minimisation of the risk (or testing risk) which 
is defined as :  

  (2.27) [ ] [ ] ( , , ( )) ( , )test X Y
R f R f c x y f x dP x y

×
= = ∫

  

where c is a loss function. In binary classification problems, where f and y ∈ − , c is often 
chosen as   

{ 1,1}

 1( , , ( )) ( )
2

c x y f x f x y= −  (2.28) 

  

The training risk (or empirical risk) can be computed in the following way, since for the 
training, we know which labels are associated with the entries. 

 
1

1 1( ) ( )
2

m

train i i
i

R f f x y
m =

= ∑ −  (2.29) 

But, as shown in Figure 2.4, minimising the training risk is not equivalent to minimising the  
test risk. 
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Figure 2.4: Empirical risk and training risk 

The learning theory explains that the set of functions where f  is chosen has to be reduced. 
This set has to have a suitable capacity for the training data. The statistical learning theory, or 
VC theory (VC stands for Vapnik-Chervonenkis), provides bounds for the test error. These 
bounds depend on the empirical risk and on the capacity of the function set.  

Each function produces a label distribution. Since the labels are 1 or –1 in a problem of binary 
classification, at most 2m different distributions exist. A rich class of functions could realise 
these 2m different separations. In this case, the class is said to shatter the m points. Of course, 
a given class is often not “powerful” enough to shatter all the training points.  The largest 
number of points that a class can shatter is called the VC dimension. The VC dimension can 
be seen as a summary of the capacity of the function class. For example, in R2, three points 

can be assigned in classes in eight different ways. All these different separations can be 
realised by a hyperplane (except if the three points are aligned). But a hyperplane in R2 won’t 

be able to shatter four points. Since hyperplanes in R2 (straight lines) can shatter three points 

the VC dimension of hyperplanes in R2  is three. As mentioned above, the VC-theory provides 

bounds (VC-bounds) for the test error. If h, the VC dimension of the class of function 
implemented by the learning machine, is smaller than m, we have the following relation for 
any distribution of data P and with a probability of 1-δ , 

  (2.30) [ ] [ ] ( , , )empR f R f h mφ= + δ
  

where the confidence term φ is given by  

                                           1 2( , , ) ln 1 lnmh m h
m h δ
  = +    

4 
+ φ δ  (2.31) 

  

This confidence term is monotically increasing with h. Using a very large VC dimension, the 
algorithm will always be able to get a zero training error but the confidence term φ will also 
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be large and a small empirical error won’t be guaranteed. Thus the choice of class of function 
is important but, unfortunately not easy. 

  

2.5 Support Vector Machine (SVM) 

The support vector classification (or SVC) algorithms are probably the most known “kernel 
algorithms” but it is important to note that there exist many other algorithms using the kernel 
trick, like, for example, regression estimation.  

The classifier used in support vector classification is the separating hyperplane. The 
hyperplanes which make a separation between the two classes can differ by the margin they 
offer between them and the closest points.  

Assume patterns x1,…, xm in a feature space H endowed by a dot product. The hyperplanes in 
H can be written as :  

 { }x w, x 0 , w ,H b H b∈ + = ∈ ∈  (2.32) 

w is a vector orthogonal to the hyperplane and the product of w and x is, if w has a unit 
length, the length of x along the direction of w. In practice, we will consider the canonical 
form4 of hyperplanes which requires a scaling of w and b such that the closest point xi to the 
hyperplane has a distance of 1 / ||w||. In Figure 2.5 one can see such a canonical hyperplane 
and the margin that it offers for a simple two dimensional example.  

 
Figure 2.5: Separation by canonical hyperplane in R2 

In pattern recognition, we try to find the good function (or one good function) that correctly 
classifies the labelled examples. The margin, which is the distance between the separating 
hyperplane and the closest point, and which is equal to 1 / ||w||, has to be maximised to obtain 
                                                 
4 Actually, there are two different canonical forms (w,b) or (-w,-b) which will correspond to two opposite 
classifications.  
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a good prediction. The separating hyperplane will thus be chosen such the margin is 
maximum. It is quite easy to understand the benefit of margin maximisation. In Figure 2.6, 
different hyperplanes separating two classes of objects can be seen. Since the test examples 
will likely be close to the training points, maximise the margin should lead to a good 
classification rate.  

 
Figure 2.6: Illustration of the benefit of margin maximisation 

To find this optimal hyperplane, an optimisation problem has to be solved. Assume a given 
set of patterns in H and their labels :  . The decision function 
we search has the form  

1 1 m m(x ,y ) ... (x , ) { 1,1}y H∈ × −

 (w, (x) sgn w, xbf = )b+  (2.33) 

and has to satisfy 

 ( )w, i i(x ) sgn w, xbf = + ib y=  (2.34) 

And since the hyperplane is canonical, we can write :  

 ( iw, x 1iy b+ ≥)  (2.35) 
  

Note that if this function exists, the data are linearly separable in the feature space.  

To maximise the margin 1/||w||, we have to minimise ||w|| or ||w||² (it is equivalent since ||x||² is 
an increasing function, and it is easier since we do not have to handle square roots). Our 
optimisation problem becomes: 

 
( )

2

w ,

i

1min (w) w
2

subject to x , w 1 1,...
H b

iy b i

τ
∈ ∈

=

+ ≥ ∀ = m
 (2.36) 
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which is called the primal optimisation problem. These kinds of problems are solved by 
introducing the Lagrange multipliers αi ≥0 (i=1,…,m) and by deriving the Lagrangian :  

 ((2
i

1

1(w, , ) w w, x 1
2

m

i i
i

L b y bα α
=

= − +∑ ) )−

)

 (2.37) 

where  

  (2.38) ( 1,..., mα α α=
  

The Lagrangian L must be minimised with respect to w and b and maximised with respect to 
α.  The patterns xi which correspond to   non-zero Lagrange coefficients are called Support 
Vectors. Only these points will influence the position of the hyperplane. The others, “far” 
from the bound, will not have any importance for the solution. Actually, it is not the primal 
problem which is solved but the dual one, which has the form:  

 

i j
1 , 1

1

1max ( ) x , x
2

subject to 0, 1,..., ,

and 0.

m

m m

i i j i j
i i j

i
m

i i
i

W y

i m

y

α
α α αα

α

α

∈ = =

=

= −

≥ =

=

∑ ∑

∑

y

 (2.39) 

The optimal hyperplane, i.e., the solution to the problem has the direction (actually, the 
direction of w, the orthogonal vector) :  

  (2.40) 
1

w
m

i i i
i

y xα
=

=∑
  

For the moment, all the developments were made in terms of dot product. As already 
announced earlier, the use of kernels will allow us to deal non linearly with the data and thus 
to find nonlinear separating surfaces. We implicitly transpose the data in a higher dimensional 
space and run the algorithm to find the optimal hyperplane  in this feature space. In practice, 
the only change is that we replace the dot products by kernels in the previous expression.  

However,  using kernels is not always sufficient. It happens quite often that even in the 
feature space, the separating hyperplane does not exist. Moreover, suppose that there is a 
mislabelled pattern in the training data. This pattern will probably deform considerably the 
bound. The solution for this is to authorise the algorithm to have some outliers (or training 
errors). This method leads to two slightly different classifiers: C-SVC and ν -SVC. Their 

names come from the constants C (or ν) introduced in the optimisation problem. C determines 
the trade-off between the minimisation of the training error and the maximisation of the 
margin. ν has approximately the same meaning but has the advantage to be more intuitive. 

Actually, ν can be seen as an upper bound of the fraction of margin errors and in the same 
time a lower bound on the fraction of SVs.  
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2.6 Multi-class classification 

In the problem which is tackled in this work, the recognition of face expressions, a binary 
classification is of course not sufficient since there are more than two different expressions. 
Multi-class classifiers can be easily obtained by using many binary classifiers. There are two 
well-known methods: “one versus the rest” and “pairwise classification” (or “one versus 
one”).  

 “One versus the rest” uses M classifiers if there are M different classes. Each of these 
classifiers is trained to separate one class from all the others. The final result is the 
class for which the answer is the highest.  

 “One versus one” trains a classifier for each pair of class and the class is selected by 
a voting system.  

  
The first solution seems to be simpler since the number of binary classifier is smaller, but that 
is not always the case. Separation between one class and all the others can be very difficult to 
find, while a separation between each pair is simpler. So the “one versus one” classifier can 

be faster than the “one versus rest” even if it has to train .( 1)
2

M M −  classifiers instead of M.  

2.7 Other kernel algorithms 
  
SVMs are probably the most known algorithm using the kernel trick, but the latter can be 
applied at a large variety of algorithms, for example the kernel principal component analysis. 
As told in the introduction, normal PCA is a method of dimensionality reduction by extraction 
of linear features from the data manifold. The kernel PCA will extract nonlinear features by 
first transposing the data in a feature space and then apply normal PCA in this feature space. 
The linear characteristics in the feature space correspond with nonlinear ones in the input 
space.  
  
The kernel trick can also be applied to Fisher discriminant analysis, regression estimation 
problems and to many other linear methods which can be “kernelized” for nonlinear use. 

 



 
  

3 Problems and data 
 
This chapter introduces both problems tackled, the classification of facial expression and the 
detection of camouflage using hyperspectral data. It also provides information on the data 
available to perform the work. 

3.1 Classification of facial expressions 

3.1.1 Introduction 

Huge progress has been made in artificial intelligence. The computers are now able to read a 
text, to recognise words, sentences, … But they are not yet able to understand! The 
recognition of facial expressions could be very useful in the dialogue between human and 
machine. It could be a way for the machine to get information on what you think or how you 
feel and so being able to answer to you in the right way. Even if we often do not  realise it, 
facial expressions is a very important way to communicate with somebody else. The 
expressions we take when communicating with other humans carry a lot of powerful 
information. We can recognise emotions, intentions or even more sophisticated states like 
interest, boredom or stress almost directly.  The ability for computers to recognise the 
expression of the person in front of it in real-time would be a huge step in the research about 
dialogue between humans and computers.  

The article [4], presents some applications of facial expressions recognition as the expression 
mirror (see Figure 3.1) which could be useful in computer animation applications. The 
animated face copies the expression of the man, acting in front of a camera. Another 
application is the integration of expressions recognition in animated tutorial software. The 
virtual teacher would be able to warn the student if he is not attentive, or able to ask a 
question if the student has a questioning face, … 

 17 
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Figure 3.1: The expression mirror5 

Let us end this introduction by a word about the face tracking. Facial expression recognition 
is not the only challenge in such problems. Before trying to recognise the expression, or the 
person, the computer or the robot has to find if there is a face and where it is located. This 
problem is not trivial and falls outside the scope of this thesis. There exist many different 
methods allowing to find the faces in the images. One such method is detailed in the article 
[5].  
 

3.1.2 Related work 

There are different possibilities to compute this classification. Using support vector classifiers 
is one of them. Others are, for example, the solution proposed in [6] which computes a 
principal component analysis followed by a LDA (Linear Discriminant Analysis) to find a 
representation subspace of the data. The aim is to get the most separated classes in this 
subspace. Another one, treated in [7], uses FAPs instead of the pixel data. FAPs (Face 
Animation Parameters) are linked with FPs, Feature Points specified in the MPEG-4 standard. 
Figure 3.2 shows the definition of the FPs. As explained in [8], MPEG-4 defines 84 FPs 
which provide spatial references to define the 68 FAPs. The FAPs correspond more or less 
with muscles actions. They are grouped in different categories corresponding to different  
parts of the face. 

                                                 
5 Figure comes from [4] 
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Figure 3.2: Definition of Feature Points in the MPEG-4 standard (from[8]) 

 

There are two different ways for using  Support Vectors Machines for classification of 
expressions. The first is to use directly the pixel values as input vectors as explained in the 
introduction. For example, an image of 16-by-16 pixels will be a vector of dimension 256 in a 
space of dimension 256. All the vectors representing images of  people having the same 
expression (for example, all the people smiling) will be more or less in the same clusters. The 
second possibility is to work with coefficients coding the position and the animation of the 
face, e.g., the FAPs or other coefficients more or less equivalent.  

The database available when performing this work did not have the FAPs. Thus, we decided 
to turn towards the first solution.  
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3.2  Hyperspectral data: Detection of camouflage nets 
 

3.2.1 Introduction 
 
Hyperspectral imagery, commonly named HSI, is a part of remote sensing science. Remote 
sensing is the science of acquiring information about the Earth's surface without being in 
contact with it. Aircrafts or satellites register reflected or emitted energy from Earth's surface. 
This information is afterwards processed, analysed and applied. Remote sensing has many 
applications, civil as well as military: 
 
 Agriculture: crop type classification, crop condition assessment, mapping of soil 

caracteristics,… 
 Forestry: species inventory, agroforestry mapping, burn delineation, biomass inventory, 

… 
 Geology  
 Hydrology: soil moisture estimation, measuring snow thickness, irrigation scheduling,…  
 Military applications: target detection, decamouflage, … 

 
Note that HSI is not only used in remote sensing science. It has a very large range of 
applications as for example, material recognition, food safety control, biomedical use such as 
detection of skin illness,… An interesting tutorial about remote sensing, presenting many 
different fields of applications, is available on the Canada Centre for Remote Sensing website 
[9]. 
 
As told above, the information comes from the electromagnetic radiation. Remote sensing can 
be divided in different categories. If we consider the type of energy sources, we can see two 
classes, the passive remote sensing, in which the sensors detect emissions or reflections of 
electromagnetic radiation from natural sources, and the active remote sensing, where the 
sensors detect radiations reflected by an object irradiated by an artificially energy source (e.g. 
a radar).  We can also consider the wavelengths used to separate the different types of remote 
sensing. The first class considers visible and reflective infrared radiation, the second thermal 
infrared (emitted), and the third one microwaves. Figure 3.3 shows the different wavelengths 
used in remote sensing.  
 
 

 
Figure 3.3: Wavelengths used in remote sensing 
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Infrared itself is also often subdivided into :  
 Near infrared (NIR), 0.7 – 1.4 µm 

 Short wavelength IR (SWIR), 1.4 – 3 µm 

 Mid wavelength IR (MWIR), 3 – 8 µm 

 Long wavelength IR (LWIR), 8 – 15 µm 

 Far infrared (FIR), 15 – 1000 µm 
The infrared radiations are either reflective or emissive. The reflective infrared covers the first 
two subdivisions (NIR and SWIR). The term thermal infrared (TIR) is often used for the 
emissive domain.  
 
Let us now make the difference between hyperspectral data and multispectral data.  In 
opposition to multispectral imaging which works with quite large, well separated frequency 
bands, sometimes with huge gaps between them,  HSI data are compounded of a large number 
of narrow bands close to each other. It is usual to get more than one hundred bands for 
hyperspectral imaging . The result is that hyperspectral  data are highly redundant, if you 
compare it to multispectral data, but they are thus more useful to recognise objects or 
elements which have very similar but unique spectra. Hyperspectral imagery is able to give 
more detailed information. The reader is invited to get more information about the usefulness 
of hyperspectral imagery and multiple applications by consulting [10]. 
 
HSI seems thus to be very well adapted to realise a target detection. That is actually the 
subject of this second application of classification by support vector machines. 
 
There are two different approaches to target detection, the signature-based target detection 
and the anomaly detection (see[11]). In signature-based detection, one has to know the 
spectral signature of the target. It is thus a supervised method, since the detector has to know 
some samples of what it is searching for. At the opposite, anomaly detection needs no 
knowledge about what it is searching. Anomaly detection tries to find pixels or objects that 
does not fit with the normal background. The fact to need no knowledge about background 
and objects to detect is for sure an advantage but this method will probably won't be so 
accurate and will detect some uninteresting anomaly. The SVM classification implemented in 
the scope of this work is of course to connect to signature-based detection since SVMs are 
supervised learning machines. 

3.2.2 Analysis of the data 
 
As told in the introduction, the data are issued from the FOI, the Swedish Defence Research 
Agency where Jörgen Ahlberg, my supervisor, is working. The image is 1594 pixels in width, 
4322 in length and 160 bands of frequencies (or wavelengths). Each value is coded by 16 bits. 
One can easily see that the quantity of data is quite huge since 1594*4322*160*2 makes an 
image of more than 2.2 GBytes. The records have been released as unclassified by removing 
classified data such as military vehicles and military camouflage nets. The "image" contains 
mainly natural background like grass, fields, wood in which some unclassified camouflage 
nets (bought in a sports shop) were hidden. Figure 3.4 gives an example of the nets used in 
their environment.  
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Figure 3.4: Examples of camouflage nets placed in the vegetation 

 
The airborne recording was taken by the Norwegian hyperspectral imager ASI. Technical 
information about the ASI imager is available in Appendix A.1. The image was recorded in 
overcast condition at around 6:00 pm and from 1000 m altitude. The scene can be 
characterised with respect to spatial, spectral, radiometric and temporal resolution [11]. The 
160 wavelengths are distributed each 3.75nm between 400nm and 1000nm. Thus the spectral 
range covers all the visible wavelengths (from  400nm to 700nm) and a part of the near 
infrared rays (700nm to 1000nm). In order to have an efficient detection, the target should be 
spatially resolved. That is to say that the target covers at least one entire pixel. The spatial 
resolution is thus very important. The radiometric resolution is the number of bits per sample 
while the temporal resolution determines how often a new pixel can be produced by the 
sensor.  
 
Joined to the image, a file called ROI (region of interest) contains the positions of the 
camouflage nets. It has first allowed me to work only on a small part of he image (where the 
camouflage nets lie) but above all, allowed me to get some training samples. 
 
The handling of such a huge image is not possible with normal Matlab tools since the whole 
image cannot be loaded in the RAM memory. To achieve it the hyperspectral imaging toolbox 
was used. This toolbox facilitates the handling of  images that are two large to fit in memory. 
The code of this toolbox was written by Jörgen Ahlberg,  Pierre Andersson and Tomas 
Chevalier. The toolbox allows for example to load only one part of the image in the memory 
but offers many other possibilities as by example reducing the frequency resolution, loading a 
whole frequency band of the image, reading and handling ROI files by extracting directly all 
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the region of interest,…The HSI toolbox offers also different functions to analyse 
hyperspectral data.  
 
A hyperspectral image can be seen as a "cube image", since bands make the third dimension. 
Figure 3.5 gives the representation of such an image. The word "line" and "sample" are used 
to determine the spatial position of pixels. Without any pre-processing, each  of the 6889368 
pixels is represented in a space of 160 dimensions. 
 

 
Figure 3.5: Representation of hyperspectral data 

 
To have an idea of the landscape where the nets are hidden, see Figure 3.6. It corresponds to 
the 100th band and is thus a frequency in the infrared. One can recognise different elements of 
the landscape : grass, woods, rivers, road,… The black areas correspond to the classified 
elements that have been removed.  
 

 
Figure 3.6: 100th frequency bands of the HSI image 

 





 

4 Experiments on classification of 
facial expressions 

  
This chapter develops the philosophy of the pre-processing, the programming of the 
classification using The Spider toolbox, the different test procedures. Finally, some of the 
results are presented and discussed. 

4.1 Data pre-processing 

The database used here counts around 1500 greyscale pictures (format pgm) of 23 subjects 
posing with different expressions. The six different expressions (the six primary facial 
expressions) are anger, disgust, fear, joy, sad, and surprise. The database was quite 
dissimilar, in the way that not all expressions are available for everybody and some 
expressions are more often represented than others.  

  

Since the classification is computed on the pixels values it is absolutely necessary that the 
faces are geometrically normalised (if not, same positioned pixels in vectors would have 
different meaning). It asks the user for each subject in the database and for each expression to 
give the position of the eyes and of the mouth. A scaling is processed in order to get faces 
with same sizes. After this, the user has again to select the right eye for each person. A 
translation is then done in order to get all faces in the same place in the pictures. The pictures 
are cropped to delete irrelevant information. They are then resampled to reduce the number of 
pixels, and histogram equalisation is done in order to get similar textures. The original images 
have a size of 512 by 512 pixels. After the normalisation, the size is 60 by 65 pixels. Figure 
4.1 illustrates the normalisation which has been processed on the whole database.  One can 
see, for two images, the original pictures and the results after normalisation. This process has 
to be done for all the images of every person and for every expression.  

 25 
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Figure 4.1: Normalisation of the pictures 

  

Since the output images have a dimension of 60 by 65 pixels, the input dimension of vectors 
for classification will thus be 3900. The images in this space are clustered by expressions (see 
Figure 4.2). The Support Vector Machine has to find the boundaries between these classes.  

 
Figure 4.2: Representation of clusters in the high dimensional space 

All the processing of the images and the programming of the support vectors classifier are 
done in Matlab, using mainly the Image Processing Toolbox. To program the support vector 
classifier, a toolbox called “The Spider”, available freely on the internet, was used. The 
Spider is a complete object orientated environment for machine learning in Matlab.  

Before programming the multi-class classification, some tests have been implemented with a 
binary classifier. Once working, the multi-class classification was programmed.   
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4.2 Philosophy of the programming 

For each subject and each expression, the database contains a sequence of pictures from this 
subject from neutral to very marked expression as shown by Figure 4.3.  

 
Figure 4.3: Example of the database 

So for each person, only the significant images were selected (only the right most in Figure 
4.3). Since the classification method is working on basis of vectors, it is necessary to read the 
images and to transform them into a vector of pixel values instead of a matrix of pixel values. 
It is still possible at this level to reduce the number of pixels (and thus the input dimension) of 
the pictures.  For each image one obtains a vector where the length is the number of pixels 
(initially 3900). To these vectors are added six values to determine the class to which it 
belongs (e.g., [1 –1 –1 –1 –1 –1] for anger). It is by this way that The Spider toolbox labels 
the classes. After this, according to the test that we want to compute, one can select pictures 
for the training (in this case with the labels, since it is a supervised training) and select other 
pictures for the test.  

In the object-orientated environment that The Spider toolbox is, both algorithms and data are 
objects. Every object has two methods: train and test. A data object has an input component X 
and usually an output component Y. Train and test take a data object as input and produce as 
output another data object. Train has access to the Y component but test has not. See [12] to 
get more information about The Spider toolbox.  

 

4.3  Test procedure 

Let us begin with another short comment about the database. There are, in the database, some 
pictures with very different textures even after the histogram equalisation. These differences 
are most likely due to different illuminations used when the pictures were taken. Initially, it 
was decided to work with only the good-textured image but later tried with all the images. 
The results were as good as with only the first category. Figure 4.4 gives an example of both 
kind of illuminations.  
 

 
Figure 4.4: Example of different illuminations in the database 

  

Three different tests were programmed in order to test the classification : 
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 Separability test 

The first one is simply the training of the algorithm. The Spider allows getting the training 
error (proportion of the training sample that the training was obliged to misclassify 
because a separation was not feasible). The only meaning of this test is the checking of the 
separability of the training data.  

Many parameters can be changed, as the dimension of the input vectors, the number of  
training vectors, and the type of kernel with all the potential parameters as degree, nu 
coefficient, etc. 

 “Half train half test” test 

The second script reads all the images one by one and takes one for the training database 
and the next one for the testing database. Thus two different databases are obtained (they 
do not contain the same pictures), but images from the training database are very similar 
to images from the testing database.  

Appendix A.2 provides some code lines with explanations in order to illustrate how 
training and test can be implemented using The Spider toolbox.  

 Leave-one-out test 

This last test is the most interesting. Until now all the tests are made on persons who 
belong to the training data. For the leave-one-out test, 22 of the 23 subjects available were 
used to train the machine while it was tested for the 23rd person. This test has been 
repeated leaving in turn each person out of the training database and testing for this one.  

These three algorithm have been run (see Chapter 2 for the definition of these kernels): linear, 
polynomial with different degrees and RBF with different width. The algorithms were run for 
different sizes of images first with the 3900 but after I tried to reduce as much as possible the 
number of pixels I need in the aim of course to accelerate the computation. I also took care of 
over-learning phenomena by running the training with different number of images.  

All the results correspond to “one-vs-one” multi-class classifier. I also tried the “one-vs-rest” 
classifier but it did not give better results and is moreover slower at the training. See Chapter 
2. 

4.4 Results and discussion 

4.4.1 Separability test 
  
Table 1 gives the lowest dimensions with which the data are separable for the three different 
kernels6.  
  

                                                 
6 For the polynomial kernels, the number of training vector was reduced, by two for the first experience and by 
four or the second column.  
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Table 1: Lowest dimensions allowing the separability 

Kernels Similar illumination Different illumination 
Linear 25 36 

Polynomial d=10 9 9 
Polynomial d=2 9 9 

RBF 10000 25 36 
 

  
  
These results can seem very surprising. A “picture” of nine or even 25 pixels is not really a 
picture anymore. If you watch a picture of 25 pixels, you will not be able to recognise 
anything. It is necessary to keep in mind that a very small difference of grey level for one or 
two pixels is sufficient to get two distinct points in the space. For polynomial and RBF 
kernels, it can probably be explained by the VC-dimension (see Chapter 2.4). For example, 
the VC-dimension of polynomial kernels is given by [13] :  
  

  (4.1) 
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1
d p

h
p

+ − 
= 
 

+

  
where p is the degree and d the dimension of the input space. Thus, polynomial kernels are 
able to shatter a very high number of points.  
  
The most surprising is probably the linear separability down to a 25 dimensional space for the 
reduced database and down to a 36 dimensional representation for the complete database.  It 
means that in this space of 36 dimensions, the six classes (or clusters) can be separated by 
hyperplanes. Since the algorithm is a “one-vs-one” multiclass classifier, it means that the 
algorithm finds actually fifteen hyperplanes separating each pair of classes.  
  
It is quite easy to check if the data are really linearly separable, simply by projecting each pair 
of classes on vectors and building the histograms. If the distributions of the projected classes 
are distinct, it proofs the separability. The first attempt was simply to project on the vector 
joining the two centroids of the classes. Figure 4.5 illustrates this projection for the pair 
“anger – sadness”. The histogram points out that the classes are not separable in this direction. 
The second attempt was of course to project the classes on the vector orthogonal to the 
separation hyperplane. This vector is easily computable from the Lagrange coefficients (see 
Equation 2.40) which can be obtained with the functions of The Spider toolbox. The result of 
the projections shows that the classes are well linearly separable. Figure 4.6 proofs the data 
are separable by hyperplane. Finally, Figure 4.7 is a plot of the projections on the line joining 
the centroids versus the projections on vector w. The two different clusters show clearly that 
the data are not separable in the direction of the centroids (y-axis) but they are in the direction 
of w (x-axis). The projections for the other pairs of classes proofing the linearly separability 
are available in Appendix A.3 
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Figure 4.5: Histogram of projections on vector joining both centroids 

  

 
Figure 4.6: Histogram of projections on vector w 
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Figure 4.7: Representation of linear separability 

  

4.4.2 The “half train half test” test 
  
As explained in Section 4.3, the algorithm is now trained and tested. The training database 
and the test database are similar but not identical (there is not any common picture in both 
sets). The similarity between these two sets leads us to think that the results of this 
recognition should be very good, particularly after having seen the data are separable. That is 
exactly what the results show in Table 2 and Table 3.   
  

Table 2: Error rates for "half train half test" test, same illumination 

 
 

Table 3: Error rate for "half train half test» test, different illumination 

 
  

 



                                               4. Experiments on classification of facial expressions 32 

4.4.3 The “leave-one-out” test 
  
We arrive probably now at the most interesting test for classification:  the recognition of 
expressions of somebody who does not belong to the training database. The next tables 
(Tables 4, 5 and 6) will present the error rates for classification using different dimensions 
and different kernels. Note that the number of training samples was often reduced. It does not 
seem to affect the error rate and it accelerates the training. This “leave-one-out” test is of 
course the one which is the longest, since it needs to train and test the machine around  twenty 
times. The most decisive parameter for the length of the training is the dimension of the input 
space.  
The three next tables present the results produced with the complete database (thus with the 
two different illuminations). Since the number of pictures is not the same for the different 
people, the mean is computed by weighting each error rate with the number of images for the 
concerned person. The dimensionality which seems to be the most efficient is 240. 
  
  

Table 4: Error rate of  "leave-one-out" test, linear kernel 

 

 
  

  
Table 5: Error rate of "leave-one-out" test, RBF kernel 

 

 
  

  
Table 6: Error rate of "leave-one-out" test, polynomial kernel (degree 10) 

 

 
  
As can be seen the kernel category does not seem to influence the results noticeably. The 
results are good for a high dimensional representation, and get slightly better when the 
dimension decreases. If the dimension is too low, the results are of course not so good. It is 
interesting to note that the classes were separable in very low dimensional space but the 
“leave-one-out” test does not have good results in these low dimensional spaces.  
  
It is also interesting to have an idea of the number of training samples needed. Figure 4.8 
presents the evolution of the error rate with respect to the number of samples used to train the 
machine. The evaluation was done for a polynomial kernel of degree ten and with a 
dimension of  342. We can thus see that it is not necessary to use the whole database to train 
the machine efficiently.  
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Figure 4.8: Evolution of the error rate with the number of training examples 

  
As shown in the three tables (Tables 4, 5 and 6), the best results obtained are around seventy-
five percent of recognition with the “leave-one-out” test. Many different configuration of 
kernels parameters have been tried (as the degree for polynomial one, the width for RBF 
kernel,…) as well as the input dimension or the number of training pictures.  
 
To improve the results, it could be probably interesting to improve the normalisation of the 
faces. It could be interesting to work on the database in order to get more uniform textures for 
the different people. It could be useful to have an automatic normalisation, finding 
automatically the position of the eyes and the mouth, because, even in one of these short 
sequences of people going from neutral to marked expression, the head is a bit moving 
(translation or rotation). The best normalisation would be to apply the scaling and the 
translation (or rotation) with parameters computed for each picture. But manually, this work 
is too long. One other interesting thing would be to work on a larger database, with more than 
the 23 persons available for this work. 

 



                                               4. Experiments on classification of facial expressions 34 

 



 

5 Experiments on hyperspectral data 
 
This chapter contains explanations on how target detection based on hyperspectral data has 
been implemented, the problems encountered and the results.  

5.1 Pre-processing 
 
The implementation of the pre-processing and the classification is done under Matlab using 
the specialised toolbox for hyperspectral data (see Chapter 2) and again The Spider toolbox 
for the implementation of the SVM classification.  

Since the camouflage nets stand only in a reduced area of the whole region photographed, the 
first step was to decide on a working zone including the nets and representative parts of the 
normal background. The position of the nets were extracted from the ROI file. Figure 5.1 
shows the working zone and where it comes from the whole image. I superposed on the 
working zone colour pixels representing the position of nets pixels7. The numbers on the axes 
correspond to the pixels positions in the whole image. 
 

 
Figure 5.1: Zoom on the working zone and nets positions 

                                                 
7 Shown as white dots in the black and white print. 

 35 



  5. Experiments on hyperspectral data 
 
36 

The working zone, constituted of 150300 pixels, is enough representative of the countryside. 
We can recognise some woods, some grass or fields, … The spectral resolution (160) can be 
reduced quite easily using a function of the HSI toolbox. This function creates a new HSI 
image where each band is the average of a number of bands of the previous image. I worked 
with different spectral resolutions, the full one (160), 32 and 16 bands, but most of the test 
were done with 16 bands. As advised by Jörgen Ahlberg, the supervisor of this project, it is 
not worth to work with a too high number of wavelengths. That is also one of the results 
available in [14]. Thus for each pixel, one has 16 bands that constitute the 16 elements of the 
frequency vector. The classification is computed on basis of these vectors.  
 

5.2 Training and test procedures 
 
The next step is to constitute the training database. To achieve this, samples of background 
and samples of nets are required. In order to constitute the background samples, the first 
attempt was to sample delimited areas containing no nets (areas delimited by the grid on 
Figure 5.1). Concerning the nets samples, Figure 5.1 shows they are divided in three groups: 
the Eastern nets, the Middle nets and the Western nets. It was first thought to use one of these 
groups of nets for the training database and to keep the others for the tests.  
 
The training database constituted turned out to be not representative enough, specially for the 
nets. Since they are nets, there are partly transparent. Thus the background on which they lie 
influences the spectrum. The Eastern nets are lying in the grass, the Middle nets along the 
road and the Western nets stand in the woods. A better representation is thus to take samples 
from each Eastern, Middle and Western nets. That is what was done: computing most of the 
training with the pixels of the first net of each group. For the training background samples, 
uniformly distributed samples on the whole working zone were taken, checking that they did 
not belong to the ROI file. 
 
There was mainly two different tests computed:  
 
 The first is the computation of the detection rate and the false alarm rate. The detection 

rate gives the percentage of nets pixels that have been classified as nets while the false 
alarm rate is the percentage of background pixels that have been classified as nets. The 
analysis of these two rates is very common and they are often represented in a graph 
where x-axis is the false alarm rate and y-axis the detection rate. The false alarm rate is 
computed using a set of background samples as the database (a set which is different than 
the training base, of course). The detection rate is computed using exclusively net pixels 
as test samples.  

 
 The second test, more visual, classify each pixel of the region analysed and plot a white 

spot on the image of this region when the pixel is classified as nets. One gets thus a way to 
visualise where are the nets, and at the same time, where are the false detections.  

 
Tests were done for two kind of normalisation. The first one was just to normalise the input 
vector to a unitary length in order to find more easily the kernels parameters. The second is a 
bit different since for a vector (typically, N=16) the new vector '  is 
computed using the relation 

1 2( , ,..., )Nx x x x= x

'
1i i ix x x += −                (5.1) 
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after which the vectors were also normalised to unitary length. Note that this normalisation 
reduces the input dimensionality by one dimension. The classification is not computed 
anymore on basis of the N frequency bands of each pixels but on the differences between 
these bands.  
 

5.3 Results 
 
The soft margin classifier C-SVC was used with different kernels. If the differences are not 
strong it seems that the RBF kernel gives slightly better results, with a width equal to two and 
C in the order of 10000. Figure 452 illustrates the kind of tests computed to choose the 
kernel's parameters. Here, the evolution of the training loss and the test loss for the nets 
(which is actually the negative false detection rate) are shown with respect to the width of the 
RBF kernel. The training database counted  around 1600 points: 144 of nets pixels and the 
rest of background. This unbalanced proportions of training input should not have a major 
influence on the results (assuming there is at least a minimum of points for each class). The 
training loss varies between 0.001 and 0.01. It is slowly increasing with the width. That is 
normal since with a large width the separation cannot be very accurate. The test loss seems to 
be minimal for a width equal to two. 
 

Losses vs width
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Figure 5.2: Performances of RBF kernel with different width 

 
 
The test loss is actually quite high (here around 30 percents). It can be explained by the 
smallest nets that are not detected, probably because they are not spatially resolved. Some 
nets are so small that they are represented by only two pixels. As mentioned in Chapter 2.3, it 
is very difficult to detect something which does not cover at least a whole pixel. If the target 
is not larger than two pixels, how can we be sure that it covers at least an entire one? 
 
Figure 5.3 shows false alarm rates and detection rates of training and tests in the same 
conditions: an RBF kernel whose width is equal to two and with constant C equal to 20000. 
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The only variable parameter is the dimension of the input object (or the frequency resolution). 
This confirms the comments on the dimensionality of the data in Section 5.1.  
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Figure 5.3: Detection and false alarms rates for different dimensionalities 

 
The training was also computed for different numbers of training data (always with the 150 
nets pixels but reducing the number of background pixels). Figure 5.4 shows the detection 
rates and the false alarm rates for different numbers of training points. The normalisation used 
is the first one, thus just a scaling in order to have a unitary length. The test was realised with 
an RBF kernel with a width equal to two and C equal to 20000.The legend gives the number 
of points used for the training. In this amount of training data, the number of nets samples 
stays the same.  
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Figure 5.4:  Detection rates with the first normalisation 
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The false alarm rate is in the order of two or three for one thousand. The visual test is 
illustrated by Figure 5.5. The white spots are the pixels which have been classified as nets. 
One sees that these false alarms are not uniformly distributed in the picture. They do not 
appear in the grass (right side) where only the nets are detected, except the too small ones. At 
the opposite, in the woods, false alarms are more frequent. Other realisation of this test are 
available in Appendix A.4. 
 

 
Figure 5.5: Visual test of target detection (kernel RBF 2, C=20000) 

 
The other kind of normalisation (including differentiation, see Equation 4.1) does not give 
good results. Figure 5.6 furnished the results for both rates. The experiment was done in 
exactly the same condition then the ones from Figure 5.4 (same kernel, same parameters, …), 
the only change is the normalisation.  
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Figure 5.6: Negative and positive false detection rates with the second normalisation 
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The difference is more observable in Figure 5.7 since it represents both plots in the same 
graph.  
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Figure 5.7: Comparison of both normalisation 

 
The new normalisation serial stands slightly more to the right, which means the false alarm 
rates are a bit higher. The difference does not seem so important but reducing the false alarm 
rate by, for example, 30 percents is really improving the visual test.  
 

5.4 Discussion 
 
The results obtained for the camouflage nets detection seem to prove that the Support Vector 
Machine is a good solution for such work. The nets, if they are not too small or in other words 
if they are spatially resolved, are detected. What is problematic in this classification, and 
where human analysis stays necessary, are the false alarms.  
 
A critical analysis of the results turns out useful to reduce this false alarm rate. Actually, if 
one has some knowledge about the size of the target we are searching for, for example assume 
the nets are not too small and should ocupy a certain number of pixels, one could decide if a 
detection, false or not, has to be investigated.  
 
Another thing to do in order to reduce the false alarm rate would be to favour one class. But 
the SVMs do not propose this solution since it would mean to solve the problem of 
maximisation of the margin using asymmetric margin. Actually, if the nets are well detected, 
a separating surface offering a smaller margin for the nets than for the normal background 
points would reduce the number of false alarms ( and of course, increase the number of false 
detections). Figure 5.8 shows how the number of false alarms would have been improved 
using a such asymmetric classifier.  
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Figure 5.8: Asymmetric classifier 
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6 Conclusion 
 

6.1 Summary 
 
This report shows that Support Vector Machines classification seem to be well adapted for 
both problems tackled : facial expression recognition and classification of hyperspectral data 
in order to detect camouflage nets hidden in vegetation.  
 
After the introduction, the second chapter attempts to give a short summary of the theory of 
SVMs and kernel algorithms. It is shown how the SVMs transpose input data in a higher 
dimensional space in order to find a linear separation between classes. This linear separation 
in the feature space, corresponds with a non-linear surface in the input space. Then, two 
sections were devoted to explanations about both problems. The usefulness of expressions 
recognition between humans and its possible transposition for dialogue between humans and 
machines are approached. Some alternative ways such as working with FAPs are quoted. 
Concerning the hyperspectral data, some definitions of hyperspectral imagery and Remote 
Sensing were necessary. Many different application of Remote Sensing have been quoted 
showing the increasing interest of scientists for this technique in civil applications as well as 
military ones. Finally, the hyperspectral data available to perform this work are detailed. 
 
In Chapter 3, which is devoted to the pre-processing, the implementation of the facial 
expressions classification and the analysis of the results, one saw that the classification seems 
to work very well for known people (that is to say people belonging to the training database). 
For unknown people, the average of recognition among the six classes was not better than 75 
percent. Let us underline that this recognition rate was variable with the person (for some 
persons, the recognition was very good and for other not so good) but the performance were 
also dependant on the classes. For example, it is easier to separate smiling people from angry 
people than to separate anger from disgust. 
 
We also discovered that the classes were separable down to a very low dimension, and 
specially linearly separable at a dimension of 25 or 36 (thus an image of 25 or 36 pixels). An 
investigation was done in order to check this "surprising" observation.  
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Concerning the detection of camouflage nets using hyperspectral data, it turned out that if the 
nets are large enough or, in other words, if they are spatially resolved, the nets are always 
detected, at least for the pixels that contain mainly area covered by a net. The detection rate 
obtained is between 70 and 90 percents but the visual test proved that most of the nets are 
detected, except the too small ones. The problem is related to the false alarms rate, since even 
with a preportion of  only a few per thousand pixels, these false detections can be very 
annoying. The false alarms are not uniformly distributed, the detection of camouflage nets in 
the grass is perfect (no false alarms) while the false alarms are more frequent in the woods. 
 

6.2 Comments and improvements 
 
It is quite difficult to know, when you use SVM, if you have reached the best realisation of 
the algorithm (that is probably not the case) or at least an approximate solution of this best 
realisation. There are many different parameters to adapt. These parameters change the 
results, sometimes just slightly, sometimes in a stronger way. First the choice of the kernel 
(linear, RBF, polynomial, or why not another kernel defined for the application). After this 
come the possible parameters of this kernel (by example the degree of the polynomial kernel, 
the width of the RBF, …). The following is for the soft margin parameters, if used. You have 
to find the ν coefficient or the C coefficient (see Section 2.1). Moreover, the number of 
training samples seems to have its own influence also. It is actually a well known problem: if 
there are too many training examples, the learning machine will begin to model noise, but on 
the other side, the training needs a sufficiently large training database in order to find good 
separating bounds.  
 
About the problem of facial expressions recognition, the normalisation of the pictures has 
probably an influence on the results. The normalisation I computed is quite basic. Thus the 
results should be improved using a better normalisation of the face pictures but it is also 
interesting to see that SVM can already classify such pictures, which are not so well 
normalised. SVM classification seems to be thus very flexible.  
 
Finally, concerning the camouflage net detection, we saw that the training database has also a 
primordial importance on the quality of the detection. It is absolutely necessary to have a 
database highly representative of the backgrounds where there are nets. It could be interesting 
to study the proportion between nets and background samples in the training database.  
 
Moreover, the radiations registered and analysed in this kind of hyperspectral data depend 
also of the position of the sun, or depend on the weather, if it is cloudy or not. This 
consideration leads us to think that the classifier trained here will probably not work so good 
in other conditions. For example, during the day, the value of each frequency band is 
changing, which means that the points in the space of frequencies are moving. Having 
different picture of the same area for different moments in the day could be interesting in 
order to try to train a more general classifier, valid the whole day. Figure 6.1 illustrates this 
idea.  
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Figure 6.1:Illustration of the time dependence for the classification of hyperspectral data 
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Appendix  
A1  ASI Hyperspectral Imager Datasheet 
This document is the datasheet of the "camera" used to register the hyperspectral data with 
which a part of this work was performed. The imager was the VNIR spectrometer. 
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A.2  Some examples of Matlab code 
This first appendix aims to give some key code lines used in the implementation under 
Matlab, using The Spider toolbox for the SVM classification.  
 
Commented extract from the "half train half test" test function 
 

The matrix I contains all the vectors (images) available and 
normalised. At each vector six labels are added defining from which 
class it comes from.  
Here, I is separated into two different databases but since images 
are comes from sequences, one can guess that the two Itrain and 
Itest matrix will be very similar 
 
Itrain=I(:,1:2:length(I(1,:))); 
Itest=I(:,2:2:length(I(1,:))); 
 
 
Creation of data objects for the training and for the test with the 
command, the 6 last elements of each vector (the labels) are the Y 
(output)  components of the data and the vectors of pixel are the X 
components (input).  
 
datrain=data(Itrain(1:Npixels,:)',Itrain(Npixels+1:Npixels+6,:)'); 
datest=data(Itest(1:Npixels,:)',Itest(Npixels+1:Npixels+6,:)'); 
 
 
Definition of the algorithm (SVM,one_vs_one, kernel, parameters, …) 
algo1=one_vs_one(svm({kernel('rbf',10000),'C=Inf', 'nu=0'})); 
 
Training of the algorithm 
[res,algo]=train(algo1,datrain); 
 
Test of classification  
tst=test(algo,datest); 
 
Compute of the classification loss 
classloss=loss(tst,'class_loss'); 

 
 
 
Commented extract from the "leave-one-out" test function 
 
One can see here how ,for each person, the algorithm is trained with 
all the other persons and test for this person. The classification 
losses are registered in the vector  loss. The matrix TAB contains 
the number of picture available for each person and for each 
expression. The matrix TABRED contains the index of the first 
relevant picture (since we know that the first pictures of each 
sequence are neutral).  

 
for p=1:23 
    if(any(TAB(1:6,p))) 
        p 
        count=zeros(1,6); 
        position=zeros(1,6); 
        I=[]; 
        index=0; 

 



  Appendix 
 
52 

        numclass=[]; 
        for row=1:6 
            for i=1:Nimages 
                if ((TABRED(row,i)~=0)&(i~=p)) 
                    k=0; 
                    for j=TABRED(row,i):TAB(row,i) 
                        k=k+1; 
                        L=readpgm(sprintf('CMU/%s … 
EXPRESSIF/%s_S%d_%d.pgm',REF{row,1},REF{row,2},TAB(7,i),j)); 
                        L=imresize(L,red); 
                        index=index+1; 
                        count(row)=count(row)+1; 

                        
I(:,position(row)+count(row))=[L(:);c(:,
row)]; 

                    end 
                end 
            end 
            position(row+1)=position(row)+count(row); 
            numclass(row)=index; 
        end 
        Itrain=[]; 
        Itest=[]; 
        [l,r]=size(L); 
        fprintf('Size of image : %d by %d pixels \n',l,c); 
        Npixels=l*r; 
        Itrain=I(:,1:step:length(I(1,:))); 
        k=0; 
        for row=1:6 
            if(TABRED(row,p)~=0) 
                for j=TABRED(row,p):TAB(row,p) 
                    K=readpgm(sprintf('CMU/%s 
EXPRESSIF/%s_S%d_%d.pgm',… REF{row,1}, REF{row,2},TAB(7,p),j)); 
                    K=imresize(K,red); 
                    k=k+1; 
                    Itest(:,k)=[K(:);c(:,row)] ; 
                end 
            end 
        end 
         
        
datrain=data(Itrain(1:Npixels,:)',Itrain(Npixels+1:Npixels+6,:)') 
        
datest=data(Itest(1:Npixels,:)',Itest(Npixels+1:Npixels+6,:)'); 
        
        algo1=svm({kernel('RBF',1000),'C=Inf', 'nu=0'}); 
        [res,algo]=train(one_vs_one(algo1),datrain); 
        tst=test(algo,datest,'class_loss'); 
        loss(p)=tst.Y; 
    else 
        loss(p)=0; 
    end 

 end    
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A.3  Test of linery separability 
 
In these figures, the projections of each pair of classes during the one-vs-one classification 
can be seen. These projections prove the linear separability between each pair of classes.  
The input dimension (or the number of pixels) is equal to 36. 
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Anger - Surprise 
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A.4  Some other visual detection results 
 
Here are two others results of the visual tests. They were also computed for a RBF kernel with 
a width equal to two. The parameter C is different. The classification was computed only for a 
quarter of the pixels in order to reduce the processing time.  
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