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Abstract 

Ericsson’s Packet Radio Access Network (PRAN) is a network solution for packet transport in 
mobile networks, which utilizes the Internet Protocol (IP). The IP protocol offers benefits in 
responsiveness and performance adaptation to data bursts when compared to Asynchronous 
Transfer Mode (ATM), which is still often used. There are many manufacturers / operators 
providing IP services, which reduce costs. The IP’s use on the Internet brings greater end-user 
knowledge, wider user community and more programs designed for use in IP environments. 
Because of this, the spectrum of possible attacks against PRAN broadens. This thesis provides 
information on what protection an Intrusion Prevention System (IPS) can add to the current 
PRAN solution. 

A risk analysis is performed to identify assets in and threats against PRAN, and to discover 
attacks that can be mitigated by the use of an IPS. Information regarding placement of an IPS in 
the PRAN network is given and tests of a candidate system are performed. IPS features in 
hardware currently used by Ericsson as well as missing features are pinpointed. Finally, 
requirements for an IPS intended for use in PRAN are concluded.
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1 Introduction 

This chapter introduces the background, purpose and methodology used throughout this thesis. It 
also provides reading instructions to help readers locate interesting parts. 

1.1 About this thesis 

This thesis is the final part of the author’s master degree in Computer Science and Engineering at 
the University of Linköping. The work was carried out at Ericsson AB in Linköping during 
winter / spring in 2008. 

1.2 Background 

Ericsson supplies their customers with radio network infrastructure within the mobile telephone 
market. Their solutions range all the way from the backbone of the mobile network to the radio 
base station closest to the end user. As one of the leading companies in the telecom business 
Ericsson has to evolve its products continuously. 

The Internet Protocol (IP) is increasing in popularity as transport protocol in several areas. One of 
the most rapidly increasing new deployment areas for the protocol is within the IP telephony 
market. IP is a packet based best effort protocol that delivers packets as fast as possible but 
without any guarantees that the packet will arrive at its destination. Many Internet Service 
Providers (ISPs) run IP as the network layer. Due to the expanding broadband market the price 
for bandwidth is cheaper than ever. 

Ericsson is interested in transitioning traditional Asynchronous Transfer Mode (ATM) network 
solutions to IP-based solutions. This is partly because IP scales better with higher data rates but 
also because there are many publicly available networks, which can be used for transmission of 
voice and data traffic. Rather than investing in building new networks specifically designed for 
voice and data transport, Ericsson’s customers can use public networks already in place. 

1.3 Purpose 

IP is well documented and used as the building structure of the Internet. Due to the large installed 
base of the IP protocol, it is more familiar to end-users than the ATM protocol. Ericsson believes 
that greater end user knowledge and the possible use of public networks for transportation of 
telephone traffic will increase threats against telephone networks. The purpose of this thesis is to:  

• Investigate the needs for an Intrusion Prevention System (IPS) when utilizing private or 
semi-public networks for Global System for Mobile communications (GSM) / Wideband 
Code Division Multiple Access (WCDMA) transportation in Ericsson’s Packet Radio 
Access Network (PRAN) solution.  

• Investigate where in the PRAN network topology an IPS should be placed if deployed.  

• Find existing security features and countermeasures in hardware currently used by 
Ericsson. 

• Conclude requirements for an IPS intended for use in Ericsson’s PRAN environment. 
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1.4 Methodology 

Ericsson is currently developing a reference solution for an IP network between the Radio Base 
Station (RBS) and the mobile backbone network. This reference solution comprises what 
hardware to use, where to place the equipment and how to configure it. The equipment being 
investigated in this thesis will mainly involve those parts that face to the private or semi-public 
network used as transport medium between the RBS and the backbone network. The analysis of 
the equipment will focus on finding IPS mechanisms that can be used to protect and detect 
intrusion attempts against devices used in the PRAN solution. 

Risk analysis will be performed to rank identified threats in order of loss of assets that a 
successful attack could result in to the customer and / or Ericsson.  

The different stages in the risk analysis performed in chapter 6.2 were performed by a group of 
five to six individuals. The result was put together by the author and a co-worker. 

By thoroughly examining the most common attacks today, existing countermeasures and their 
effectiveness in countering those attacks will be assessed. Desirable countermeasures to attacks 
that are not implemented in the assessed hardware are also discussed. 

The result of this thesis is mainly presented as functional and non-functional requirements 
deemed necessary for an Ericsson recommended IPS solution and where such system is best 
positioned. Identified security features and countermeasures in hardware currently used are also 
presented as well as results from tests performed on Juniper Network’s intrusion prevention 
system IDP. 

1.5 Scope 

The analyzed equipment is equipment that Ericsson expects to use in their solution. Therefore 
this thesis will be restricted to investigate hardware from Juniper Networks. 

This thesis focuses on the attacks most likely to be initiated by individuals or groups. These can 
be anything from employees, script kiddies or professional crackers. Intrusions by intelligence 
agencies and the like are out of scope of this thesis. 

Many of today’s mobile operators use dedicated lines specifically designed for telephone traffic. 
Such lines are often (wrongly) considered safe from harm because of the absence of external 
access. Investigations have shown that many attacks originate from within protected networks, 
see reference [1]. When an insider abuses his or hers trust to gain access to a dedicated line, it 
does not matter if the line is public or not. Since dedicated lines might be shared between several 
service providers, a malicious service provider might try to eavesdrop or sabotage for others 
using the same line. These lines are normally referred to as semi-public lines and serve as a base 
for the transport network throughout this thesis. 

1.6 Outline 

Chapter 2 introduces the reader to general computer security, e.g. the CIA model, different attack 
categories and how intrusions can be executed.  

Chapter 3 explains different network attacks that an adversary can execute, focusing on DoS 
attacks as availability is crucial in telephone networks. General knowledge of the TCP/IP suite is 
recommended to understand the concepts presented in this chapter. 
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Chapter 4 explains terminology and aspects of intrusion detection and prevention. It discusses 
what types of intrusion detection / prevention systems exist, how they work and what their pros 
and cons are. 

Chapter 5 is devoted to risk analysis and presents aspects that risk analyses cover. 

Chapter 6 presents results and findings of this thesis. Countermeasures that exist in investigated 
hardware are presented as well as tests of Juniper’s IDP and concluded requirements for an IPS. 

Chapter 7 present conclusions drawn from the investigations performed in this thesis. 

1.7 Reading instructions 

Those interested in computer security and intrusion prevention that are unfamiliar with different 
types of Denial of Service (DoS) attacks and ways of circumventing certain firewalls are 
recommended to read the whole thesis. Those with extensive knowledge in network security and 
is interested in the results can skip the theory parts and read chapter 6 directly. Ericsson 
employees are recommended to read at least chapter 6, especially chapter 6.7 to get familiar with 
concluded requirements for an IPS. 
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2 Computer security 

This chapter introduces concepts in computer security. It presents the CIA model, describes the 
fundamentals of exploitation, categorizes the threats to a system and discusses AAA. 

2.1 The CIA model 

The CIA model [2] identifies three values that need to be protected in a computer system. These 
are: 

• Confidentiality – the task of preventing unauthorized disclosure of information. 

• Integrity – the task of preventing unauthorized or accidental modification, creation or 
deletion of information. 

• Availability – the task of providing access to information and services when access is 
needed. 

If a system is able to assure that these three security tokens are fulfilled, it is considered secure. 
Even though it is an unrealistic task to completely satisfy these tokens, it is something that every 
system administrator must strive for. 

2.2 Attack categories 

Threats to a computer system can be generalize into four different categories. These are described 
below. 

2.2.1 Intrusion 

The act of gaining unauthorized access to a computer system from outside a system’s perimeter. 
Breaking in from outside the system’s perimeter refers to that the attacker has no previous access 
to any parts of the computer system. This is typically a person breaking into a company’s 
corporate system from the Internet to either steal or modify information, making a service 
unavailable, or just for challenge. 

2.2.2 Insider attack 

The act of an individual that is authorized to use a computer system, which results in access to 
information within the system he or she is unauthorized to access. This is typically an employee 
at a company which uses his or her permissions in a computer system to get increased privileges 
and thereby get access to information he or she is unauthorized to access. These attacks are 
harder to detect than intrusions if the system lacks the right logging capabilities and / or detection 
mechanisms such as an IPS system. 

2.2.3 Abuse 

The act of an authorized individual granting access or disclosing information to an unauthorized 
third party. This is by far the most difficult attack to detect as the computer system itself can not 
determine whether the third party that is granted access ought to have access or not. After being 
granted access, the third party is just as legitimate as the user granting the access. This issue can 
be addressed to some extent by combined interaction between the computer system and its 
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administrators. The system can for example report all new access’s to its administrators and let 
them decide whether a specific granting is legitimate or not. 

2.2.4 Denial of service 

A Denial of Service (DoS) attack is an attack that aims to paralyze a victim so that it is unable to 
process any data or function as usual. It might for example be to overwhelm a server with packets 
in a pace that exhausts the bandwidth of the server’s network connection. When the bandwidth of 
the connection has been filled, the server will be incapable of processing any other requests. 
There are also DoS attacks which exploit software errors in services; in this case it is often 
enough to send a single packet containing well-formed data to crash or interrupt a victim’s 
service. 

In the telecom industry the security token considered most important to preserve is usually 
availability. As DoS attacks undermine the availability of systems, chapter 3.1 is dedicated to 
explain the most common DoS attacks. 

2.3 Exploitation 

An attacker trying to break into a system mostly abuses some kind of software flaw in a public 
service to gain access to the system. This abuse is commonly referred to as exploitation and the 
exploit is often a well-formed string. The string is either so long that it overwrites vital data in the 
receiving service or crafted in a way that the receiving service misinterprets it. Exploitation can 
also be executed locally in a targeted host if the attacker already has access to the system. In this 
case the attacker’s goal is to gain escalated privileges in the system. The different types are 
discussed in the subchapter 2.3.1 Local and 2.3.2 Remote. 

2.3.1 Local 

In multiuser systems programs executed by a user mostly execute with the permission of the user. 
There are usually also programs that require more privileges than regular users have and must 
thus be run with so called super-user privileges. In UNIX systems the super-user privileges 
correspond to the ‘root’ account and in Windows systems it corresponds to either the 
‘administrator’ or ‘system’ account. When a regular user executes one of those programs that 
require super-user privileges he will temporarily inherit the privileges as long as the program is 
executing. If an attacker succeeds in fooling the program to start another program during the 
execution phase, the started program will have the super-user privileges as well. If this newly 
executed program is a shell prompt, the attacker will be able to access all parts of the system, 
because he is acting with the highest possible credentials through the shell prompt. 

To let a program execute another program can be done in several different ways. The most 
common way is to use a technique called buffer overflow which abuses the lack of boundary 
check when writing into a buffer. Assume a program has reserved 20 bytes for string storage and 
an attacker enters a 40 byte long string; either the program will reject the last 20 bytes of the 
string or if there are no boundary checks the program will overwrite parts of itself when trying to 
store the string. If an attacker manages to craft the string in a way so that it overwrites flow data 
in the targeted program, the attacker can control the program flow and direct it to execute a shell. 

There are several ways of maliciously controlling the flow of a program, some of them are found 
in [3], [4], [5]. 
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2.3.2 Remote 

In contrast to local exploitation where an attacker often has several programs to exploit, remote 
exploitation can only be executed on those services that are publicly available. Assume that there 
only is one service running on a server, in this case an attacker is bound to find a vulnerability in 
that service to be able to exploit it. The exploitation part is much like in the local case. The 
attacker sends a specially crafted string which overwrites or changes flow control data in the 
remote service. The result can be opening a backdoor or crashing the service in a way so that it is 
accessible without the need of logging in with a username and password.  

If an attacker does not gain root privileges directly by exploiting the remote service, he can try to 
exploit a local program as soon as he has shell access to the system. 

2.4 AAA 

This chapter introduces the reader to the AAA concept and methodology. AAA is an abbreviation 
for Authentication, Authorization and Accounting. There are two IETF frameworks, RADIUS [6] 
and DIAMETER [7], defining unified protocols for transmission of AAA data. Interested readers 
are encouraged to read either of these Request For Comments (RFC) for further information on 
the subject. 

2.4.1 Authentication 

“Authentication is the act of verifying a claimed identity in the form of a pre-existing label from a 
mutually known name space, as the originator of a message (message authentication) or as the 
endpoint of a channel (entity authentication)” [8]. 

Authentication is the task of validating a user’s identity before granting access to a service. This 
process can be performed by letting the user possess some information that only he has access to. 
This might be a username and password or some kind of biometric data, e.g. fingerprint or retina. 
The requested service compares the user supplied authentication data with the one stored in an 
authentication database. If there is match between the user supplied data and the database’s data 
the user is granted access to the service, else he is denied. 

2.4.2 Authorization 

“Authorization is the act of determining if a particular right, such as access to some resource, can 
be granted to the presenter of a particular credential” [8]. 

Authorization defines what rights and services a user has access to once access is granted through 
the authentication process. The authorization process continues throughout the whole session 
after a user has been authenticated. This can include determining whether a user has access to a 
particular file, device or service that is requested by the user. 

2.4.3 Accounting  

“Accountability is the act of collecting information on resource usage for the purpose of trend 
analysis, auditing, billing or cost allocation” [8]. 

Accounting is the process of gathering information about users’ behavior within a system, similar 
to a logging functionality. It is among other things used for billing, auditing or to determine 



7 

users’ resource consumption. One way of detecting / counteracting the attack type abuse, 
described in chapter 2.2.3, is to have a working accountability system that log user activities. 

2.5 False positives & false negatives 

False positives and negatives is a terminology generally used in computer security, but is here 
presented in the scope of intrusion detection and prevention.  

A false positive as an alert falsely generated by an IPS system when it interprets legitimate traffic 
as an attack. False positives are a burden to administrators, who must filter out those from real 
attacks, and thus the false positive rate in IPS systems are of great interest. A false negative 
occurs when a system fails to detect an executed attack and therefore does not trigger alarms as 
expected. It is often possible to tweak IPS systems to generate fewer false positives by adopting 
them to the environment they protect. But, decreasing the amount of false positives can implicitly 
result in more false negatives. This must be taken into consideration when tuning an IPS. 
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3 Network attacks 

This chapter introduces common network attacks; it discusses different types and provides 
detailed explanations of the attacks investigated. General knowledge of the TCP/IP protocol suite 
is recommended to fully understand the concepts of the attacks described. 

3.1 Denial of Service 

This subsection discusses Denial of Service (DoS) attacks that affect layers from the network 
layer to the transport layer in the TCP/IP model. The described attacks abuses vulnerabilities that 
come as a side effect of using protocols in the TCP/IP suite. Attacks that exploit implementation 
flaws in protocol stacks or similar are not considered. 

3.1.1 Flooding attacks 

This chapter describes attacks where an attacker tries to exhaust the bandwidth of a victim by 
using his own bandwidth. 

ICMP Flood 

An ICMP flood occurs when an attacker overloads a victim’s bandwidth with ICMP echo 
requests so that it is unable to process valid network traffic. To enhance the ICMP flood the 
attacker can send maximum sized ICMP echo request packets to increase the network load. 
Usually the attacker spoofs the source address in its packets; otherwise the attacker’s network 
load will be equal to the victim’s when he or she receives the replies from the victim. This attack 
is mostly used when an attacker has a faster connection then the victim. 

UDP Flood 

An UDP flood occurs when a victim gets overwhelmed with UDP packets that consume all the 
network bandwidth so that valid traffic cannot reach the victim. The attack idea is basically the 
same as with an ICMP flood, the difference lies in that another protocol is being used. By using 
UDP instead of TCP the attacker can mitigate countermeasures used to counteract some TCP 
floods, i.e. so called tarpits [9]. 

3.1.2 Amplified flooding attacks 

This chapter describes attacks where an attacker uses amplification techniques to increase the 
network load when attacking a victim. The bandwidth from several hosts is used to attack a target. 

Smurf 

Smurf attacks uses ICMP replies to overwhelm a victim’s network bandwidth. The attacker uses 
an amplification technique to create storms of ICMP replies directed towards a victim. The 
amplification technique relies on routers being configured to forward ICMP requests to broadcast 
addresses. If an attacker sends an ICMP request to a network’s broadcast address (and the border 
router which is hosting that network is configured to forward ICMP requests to broadcast 
addresses) then all active hosts on the destined subnet will reply with an ICMP reply. Provided 
that the source address of the ICMP request is spoofed with a victim’s IP address, all hosts on the 
subnet will respond with an ICMP reply to the victim. The amplification will depend on the 
number of hosts residing in the targeted subnet, but any amplification what so ever is good from 
the attacker’s point of view.  
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Fraggle 

A fraggle attack is a variant of smurf attack that uses certain UDP services instead of ICMP 
requests to trigger amplified responses. UDP services used can be echo, chargen, daytime and 
qotd. These services can be used to effectively take out two machines as well, by directing one of 
two victim’s chargen service (using UDP packets with spoofed source addresses) to another 
machines echo service. The other victim’s echo service will respond to the chargen service which 
in turn will respond to the echo service again and so on. This is sometimes referred to as a “ping-
pong attack”. The services echo, chargen and qotd are usually disabled by default and attacks 
abusing these services are thus rather unusual.  

A popular attack that can be counted as a type of fraggle attack is the DNS DoS attack. In this 
attack DNS requests with spoofed source addresses results in DNS replies being directed towards 
a victim. According to the paper “DNS Amplification Attacks” [10] the amplification of a DNS 
request can be as much as 70-80 folded. As DNS requests / replies are one of the most vital parts 
in the Internet and used on a regular basis by almost all hosts connected to the Internet, they 
cannot be disabled or filtered to mitigate this attack. 

3.1.3 Memory exhausting attacks 

This chapter describes attacks where an attacker abuses features in protocols to exhaust memory 
in a target. 

SYN Flood 

A SYN Flood is when an attacker floods a victim with TCP packets that has a spoofed source 
address and the SYN flag set. The SYN flag tells the victim that the source wants to initiate a 
connection. The victim will allocate connection resources in its kernel memory and respond with 
a SYN/ACK packet which will be sent to the spoofed source address. If there is no host that has 
the spoofed source address then the victim will wait for an ACK response until the session times 
out, usually one minute. If the attacker continues to send TCP SYN packets in a fast enough rate, 
the victim’s IP stack will eventually get filled up and unable to process other connection attempts. 
In the best case scenario the victim will be able to continue to operate when the SYN flood stops 
and in the worst case the machine crashes and must be rebooted. 

LAND 

In this type of attack an attacker sends TCP SYN packets with the source address and source port 
set to the destination address and destination port of the victim respectively. By doing this the 
victim will respond with a SYN-ACK and ACK sequence to itself, creating an empty connection 
that will last until it times out, usually 30 minutes. By creating so many bogus connections that 
the victim’s connection table gets filled up it will either be incapable of responding to any 
requests or in the worst case crash. 

SYN-ACK-ACK Proxy flood 

Some firewalls protect their hosts by proxying the initiation phase of some services before 
forwarding the connection to the host they are protecting. Proxying the initiation phase refers to 
the mechanism that a firewall performs the connection initiation with a client requesting a service 
that is situated behind the firewall. The connecting client thinks it is speaking to the requested 
service when it is actually speaking to the firewall during the initiation phase. When the initiation 
is complete, the firewall forwards the connection to the requested service. Since the firewall must 
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hold session information in its memory until it times out, the firewall gets vulnerable to an attack 
where an adversary makes several connections but never completes the initiation. If an attacker 
manages to start enough sessions to fill up the session table before they timeout, the firewall will 
be unable to process any requests at all. 

Firewall session table flood 

Stateful firewalls keep information about connections that it forwards in its session table. If an 
attacker opens enough connections to a service situated behind the firewall so that the firewall’s 
session table gets filled up, the firewall will be incapable of processing any other connections. 
This results in a denial of service of all the services that is protected by the firewall when trying 
to access them from outside the firewall perimeter. 

3.1.4 Memory corrupting attacks 

This chapter discusses attacks that corrupt translation tables (or similar) that are kept in memory 
in a host to make it non-functional. 

ARP storm 

Every network node that uses IP has a translation table that transform IP addresses into physical 
network addresses. In the case of Ethernet [11] this translation is made using a protocol called 
Address Resolution Protocol (ARP). This protocol keeps a table of IP addresses and its 
corresponding physical address, the Media Access Control (MAC) address, in every host using 
ARP. When sending an IP packet, a host at first broadcasts an ARP request to determine the 
MAC address corresponding to the destination IP address. The host having the requested IP 
address responds with a reply that holds the MAC address associated with the IP address. The 
broadcasting host gets the reply message and records the response in its ARP cache. If an attacker 
broadcasts forged ARP reply packets with false MAC addresses, all hosts belonging to the subnet 
will gracefully accept the forged MAC addresses and store it in the ARP cache. Later when a host 
translates an IP address to a MAC address, the MAC address will (probably) be wrong and when 
sending the packet there will be no host accepting the sent packet. This makes the host incapable 
of communicating with any other hosts – resulting in a denial of service for all network services 
in the attacked host. 

Switches used in networks are also affected by ARP storms. Switches hold data about what MAC 
addresses that are connected to each physical port on the switch, by keeping this information in 
the Content Addressable Memory (CAM) memory. If an attacker initiates an ARP storm, this 
memory will get overflowed with false ARP addresses. As a result, the switch will start 
broadcasting traffic instead of directing it to a certain port, as it does not know where to send 
traffic if the MAC address in a packet is not present in memory. 

ARP poisoning 

ARP poisoning is very similar to ARP storm, with the only difference being that an attacker does 
not broadcast ARP replies. Instead, forged ARP replies are only sent to a specific host within the 
subnet. By doing this, an attacker can make the victim send traffic destined to other hosts to the 
attacker instead. If the attacker wishes, he can pass on the packet to the intended receiver and act 
as the man in the middle or just drop the packets to cause a denial of service against the victim. 
Using the man in the middle technique with ARP poisoning an attacker is able to eavesdrop 
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and/or modify traversing packets. This technique is very efficient for eavesdropping and is hard 
to counteract if the communicating end hosts do not use static ARP tables. 

3.1.5 Distributed DoS 

This type of attack could be seen as an amplified flooding attack (as described in 3.1.2), but as 
this attack type is not really an attack but rather a way of carrying out an attack, it is dedicated a 
special chapter. 

Distributed denial of service is a technique where an attacker coordinates many computers to 
attack a victim with some type of DoS attack. The attack method used is not of importance, it can 
be any of the attacks described in chapter 3.1. The main thing is that the bandwidth from several 
hosts is used to attack a victim. By doing this an attacker is often able to overwhelm really fast 
connections or even attack the core of the Internet, e.g. top level DNS servers, as shown in 
“Amplified DNS Distributed Denial of Service Attacks and Mitigation” [12]. The attacker must 
be able to control the hosts he is coordinating in some way; this is often done by infecting 
computers with a virus or worm that makes the computers remotely controllable. Several infected 
hosts controlled by an attacker are often referred to as a “botnet”. There exist several programs 
for coordination of DDoS attacks, among the most famous ones are Stacheldraht, SubSeven and 
Trinity. 

By utilizing several DNS servers (preferably using the recursive name resolution paradigm) to 
attack a target (this is known as a DNS Distributed DoS attack), it has been proven that an 
attacker can disrupt core functionality of the Internet. In the case presented in [12], top level 
domain DNS servers were attacked and taken out of service. This attack is possible because of 
the amplification effect described in chapter 3.1.2 (see Fraggle subchapter), when abusing 
spoofed DNS requests. 

3.2 Reconnaissance 

This chapter discusses reconnaissance methods that attackers can use over a network to gain 
more information about systems they are attacking. Reconnaissance attacks are often the first step 
of a break in attempt as it is hard to blindly attack systems. When detecting a reconnaissance 
attack either by use of an Intrusion Prevention System (IPS) or by examining logs, an 
administrator should pay extra attention. It might be a good idea to block the IP address 
performing the information gathering or try to lure the attacker into a honeynet [13] to launch 
counter information gathering. Reconnaissance attacks can also be used to trigger false alarms to 
make a victim block legitimate addresses or to take attention away from a parallel attack taking 
place. It is therefore important to not make rash decisions when encountering a reconnaissance 
attack.  

3.2.1 IP address sweep 

An IP address sweep is the easiest and perhaps the slowest way of determining active hosts in an 
IP range. This is accomplished by sending an ICMP echo request to each IP address within a 
specific range. Active hosts are expected to respond with an ICMP echo reply. In doing this an 
attacker can map possible targets within an IP range. 
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3.2.2 Port scanning 

By executing a port scan, an attacker can determine what ports are open and perhaps also what 
services are running on the targeted host. A port scan can be carried out in several different ways; 
the slowest one is to initiate a connection attempt with every port to determine what ports are 
open and closed.  

The most common port scanning technique is know as a SYN scan and it is often referred to as 
being stealth as it does not complete the TCP three-way handshake when scanning for open ports. 
Even though this technique may avoid detection by some firewalls or IPS systems, it is not very 
likely that it will pass newer software and devices undetected. In SYN scanning, an attacker 
sends TCP packets with the SYN flag set to determine the state of a target’s ports. The target will 
respond with a TCP packet with the SYN and ACK flag set if the port is open, otherwise it might 
respond with a TCP RST packet or not at all. To fully establish a connection the attacker would 
have responded with an ACK packet, which he does not, because he already knows that the port 
is open after receiving the SYN-ACK packet. Since the target will not recognize the packet 
sequence as an established connection, the scan is referred to as being stealth. 

Another way of determining open ports is to send TCP packets with the FIN flag set to a targeted 
port range. If a port is closed the target will respond with a TCP packet with the RST flag set and 
if the port is open it will drop the packet. If the attacker does not receive a RST packet he or she 
recognizes the port as being open. This technique is also referred to as being stealth but as with 
the SYN scan it is not truly stealth and may be detected by properly configured IPS systems. 

There are variants of the SYN and FIN scan where the FIN, PSH, URG or no flags at all are 
combined in the TCP header. Different IP stacks respond differently to such packets, but these 
variants usually work as well as the SYN and FIN scan.  

All information in this section is taken from [14]. 

3.2.3 OS fingerprinting 

Almost all TCP/IP stacks are different. Even though some are built on a reference TCP/IP stack 
or built from scratch following the IETF’s RFC recommendations, developers interpret the RFC’s 
differently as well as the RFC’s having ambiguous statements in them. This makes it possible to 
determine what operating system a host is running by probing its TCP/IP stack with customized 
packets. The probes can consist of sending packets with erroneous flags set, or by examining 
TCP header sequence numbers, TCP options supported or IP fragment reassembly timeout. By 
examining responses from packets with erroneous flags set it is often possible to determine what 
operating system the target is running. It is of great importance for the attacker to know what OS 
the target is running as many vulnerabilities are OS specific. When the OS of the targeted host 
has been determined, an attacker can exploit weaknesses that are specific to that OS. A detailed 
description of different probing mechanisms is available in “Remote OS detection using TCP/IP 
fingerprinting” [15].  

3.2.4 Network topology reconnaissance  

The topology of the targeted network is also of great interest for a potential attacker. By using 
different techniques an attacker can find out how many routers a packet traverses on its way to a 
target, if there is a firewall or IPS in place, how the firewall is configured and if the firewall does 
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stateful inspection or not. These are just some examples of information that could be of relevance 
for an attacker. Some techniques are described below. 

It is possible for an attacker to find out what routers a packet traverses to a target by using the 
traceroute program. This program utilizes the Time To Live (TTL) field in the IP header in 
combination with ICMP time exceed to find routers on the way. It starts with a TTL value of one 
and increases the value until the packet reaches its destination. Each router hop results in the TTL 
value to be decreased with one and a router receiving a packet with a TTL value of one will 
respond with an ICMP time exceed to the source and drop the packet. By doing this it is also 
possible to find machines setup to be transparent in a network. To be transparent can refer to 
several things, among others it can be for a machine not to send ICMP time exceeded packets. 
Assume that an administrator has setup an inline IPS that works as a router but is configured to 
not send any ICMP time exceed packets. If an attacker sends packets with TTL value of two and 
just reaches one router before he gets an ICMP time exceed, he knows that there is a device in 
between that decreases the TTL value. The attacker may assume that this transparent device is an 
IPS and use different techniques to circumvent the system. 

Firewalls handle fragmented packets differently. Some firewalls assemble fragmented packets 
before forwarding them and some do not. Firewalls that do not assemble fragmented packets are 
vulnerable to the tiny fragment attack described in RFC1858 “Security Considerations for IP 
Fragment Filtering” [16] if they do not enforce a minimum size of fragmented packets that is 
sufficiently large. When a firewall does not enforce a minimum size for fragments, an attacker 
can intentionally fragment packets in a way that makes it possible to bypass firewalls and do 
topology discovery behind the firewall. 

It is also possible to use a variant of the tiny fragment attack that is referred to as the overlapping 
fragment attack, described in [16]. In this attack an attacker fragments packets in a way such that 
when assembled at the target, the fragments are assembled in a way that overwrites parts of the 
first fragment. This can be done by giving false offsets in the second fragment which overwrites 
the first fragment. This can make an attacker access targets that should be protected by a firewall 
and find vulnerable services to exploit. 

3.3 Eavesdropping 

If an attacker already has access to a targeted network, eavesdropping is perhaps the easiest 
attack to execute. Networks using hubs to connect nodes are the ones easiest to eavesdrop on. In 
these networks, all nodes connected to the hub are considered to be in the same segment and all 
traffic that traverses the hub is broadcasted to all the nodes. The result is that any node interested 
in eavesdropping can do so passively by just listening to the incoming traffic.  

Networks using switches are immune to this simple kind of eavesdropping, but they are 
vulnerable to attacks utilizing ARP poisoning (chapter 3.1.4) or ARP storm (chapter 3.1.4). In 
switched networks all nodes are located in separate collision domains and the switch decides on 
what physical port to deliver a packet by using its CAM memory. The CAM memory holds 
information on what MAC addresses that are connected to each physical port on the switch. An 
ARP storm attack can effectively fill the CAM memory with false data and render the table 
inconsistent. When this occurs the switch will broadcast all packets as it does not know on what 
port a particular MAC address is situated. A malicious user can use this technique to eavesdrop 
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traffic. ARP storms are easy to detect and might trigger alarms that notify an administrator that 
something suspicious is happening.  

ARP poisoning is a more covert way of eavesdropping data. Using ARP poisoning an attacker 
can act as the man in the middle and record traffic destined to or originating from a targeted host. 
This attack will seldom raise any alarms and is very efficient for eavesdropping. The only 
limitation is that an attacker must be located on the same broadcast domain as the target. 

Other techniques used for eavesdropping purposes are DNS cache poisoning, described in “DNS 
Cache Poisoning” [17], and router table poisoning, described in “A Scalable Method for Router 
Attack Detection and Location in Link State Routing” [18]. These techniques can be used for 
eavesdropping or redirecting traffic even if an attacker is not located on the same broadcast 
domain as the target. 

3.4 Injection 

All network protocols that do not use authentication are vulnerable to injection. This can be 
exploited by injecting false traffic with forged source addresses and act as another host than he 
actually is. An example could be a SNMP service that only accepts traffic from a certain IP 
address. As SNMP version 1 and 2 are unauthenticated, an attacker could easily forge the source 
address and inject malicious traffic. 
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4 Intrusion Detection and Prevention 

This chapter introduces different types of IPS systems, how they work and what type of attacks 
they can counter. IPS is an extension of the more commonly used abbreviation IDS (Intrusion 
Detection System). The first generation of systems designed for intrusion detection often only did 
the detection part and had no counter mechanisms implemented. In evolving the IDS, intrusion 
prevention became an extra feature which could take preventive actions. Vendors supplying IDSs 
with preventive mechanisms introduced the IPS abbreviation in an attempt to distinguish their 
product from an ordinary IDS system. Since preventing an attack at first requires detecting it, an 
IPS system must also include a detection part. By combining both, a third abbreviation was 
introduced, Intrusion Detection and Prevention (IDP); which is used in some commercial 
products. All three abbreviations are used and there are very vague definitions for all of them. As 
there is no proper definition for these abbreviations this thesis will use IPS to denote a system 
that includes both the detection and prevention functionality. 

4.1 Host IPS 

A Host IPS (HIPS) is usually implemented as a background process which examines logs and 
system behavior. It may intercept system calls to the kernel as well as calls to dynamically linked 
libraries and inspect them for suspicious data or behavior. A HIPS can also be implemented 
directly in the IP stack [19]. This makes it possible to examine network packets in any of the 
TCP/IP layers and take preventive actions before a malicious packet is forwarded to the receiving 
application. 

4.2 Network IPS 

A Network IPS (NIPS) is a device connected to the network it is supposed to monitor. It can be a 
regular PC equipped with IPS software (e.g. Snort [20]), or a dedicated IPS device. NIPSs can be 
connected to the network in a variety of different ways depending on the type of network it is 
deployed in and what functionality it is supposed to deliver. It can be installed as a passive 
detection system; in this case it can be connected to a mirror port on the switch that the nodes on 
the network are connected to. A mirror port works by copying traffic from one or several ports to 
another port that works as the mirror port. An IPS can also be installed using a network tap 
connected on the cable connecting an unsecure network with a secure one. Network taps are often 
unidirectional and an IPS connected this way can thus only passively monitor the network and 
not take any preventive measures. The passive IPS seldom has an IP address assigned to it, and 
hence all analysis are made in raw network format. This makes it harder to exploit vulnerabilities 
that might reside in the IPS operating system. The IPS software itself on the other hand might 
have vulnerabilities that can be exploited in it. An example of how an IPS can be deployed using 
a network tap is displayed in Figure 1 below. 
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Figure 1: Tap IPS deployment 

 

A network IPS can also be installed as an inline device. Inline means that all traffic destined to or 
from the monitored network passes through the IPS system. In this way, the IPS system can 
detect and prevent any attacks before they arrive at the designated host. Because of this reason an 
inline IPS is more efficient in countering attacks than a passive IPS. An example of how an inline 
IPS can be deployed is displayed in Figure 2 below. 
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Figure 2: Inline IPS deployment 

4.2.1 Network IPS placement 

In Figure 1 and Figure 2 above it is assumed that the IPS is protecting an internal network from 
an untrusted network. As an IPS is equally capable of detecting malicious traffic originating from 
an external network as well as within an internal, it can be deployed to prevent insider attacks as 
well. If it is to be deployed to detect insider attacks it must more or less be installed using a tap 
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device. Otherwise (if inline) it must be deployed in front of each server/device it is supposed to 
protect within the network. A passive deployment will only be able to detect insider attacks, not 
prevent them. Thus, to protect from insider attacks, the better solution is to install host based IPSs 
on the servers running critical services. 

Providing IPS functionality is a rather CPU intensive task as an IPS is supposed to perform in 
depth analysis of each packet. Therefore, when trying to protect a whole network, it is best to 
place the IPS after a firewall. The firewall will filter all packets not belonging to the network by 
analyzing packets in the network and transport layer. The IPS is then able to focus on detecting 
malicious content in the payload of the packets that are allowed to pass the firewall, thus 
decreasing the amount of traffic that needs to be inspected. In high speed network environments, 
this is an important aspect to consider as the risk that the IPS will act as a bottleneck is decreased. 

If the purpose of an IPS deployment is to identify the attack rate for a network, the IPS system 
should be deployed outside a firewall’s perimeter. In this case, a convenient solution is to deploy 
the IPS as a passive device as such a system never will limit traffic throughput and latency. 

4.3 Detection techniques 

There are two types of IPS detection engines; misuse detection and anomaly detection. The 
misuse detecting IPS search’s for attack signatures patterns within the network traffic or log files 
that indicate suspicious behavior. The signature of an attack might be an unusual high number of 
failed log-ins for a specific account or an IP packet containing a certain payload. These systems 
use a signature database to detect suspicious behavior and can therefore only detect attacks that 
are known and documented in the database. The maintainers of a misuse detecting IPS must keep 
the database continuously updated as new vulnerabilities are constantly being discovered. The 
signature database might also become a performance issue since it will grow rather large as the 
number of vulnerabilities constantly increases.  

Anomaly detecting IPSs can use statistical techniques to detect potential intrusions. At first the 
system has a learning phase where it learns what kind of network traffic or log messages it can 
expect to be normal. Deviations from this normal behavior are detected as anomalies and might 
trigger an alarm. These IPSs does not need a signature database to detect intrusions as the 
baseline created during the learning phase defines what is normal. This type of IPS thus has the 
potential to detect both unknown (so called zeroday attacks) and known vulnerabilities. An 
anomaly on the other hand does not necessarily constitute an intrusion and the absence of 
anomalies does not automatically imply the absence of intrusions. For example, an administrator 
who forgot his password might trigger an anomaly alarm if he does too many login attempts, thus 
generating a false positive. Anomaly detecting IPSs that continuously update their normality 
baseline might also be vulnerable to patient attackers who can gradually change the baseline to 
make malicious traffic part of the normal behavior – resulting in false negatives. There are also 
anomaly detecting IPSs that do not use statistical techniques to detect malicious traffic. These 
systems can for example detect anomalies within a protocol that it examines. A protocol anomaly 
might for example be a TCP packet with both the SYN and RST flags set, which is an abnormal 
behavior according to the TCP RFC specification. 

IPSs which utilize anomaly detection have greater potential to withstand future demands as 
signature detecting IPSs databases will grow and lack the ability to detect yet unknown attacks. 
Because IPSs are a rather new type of system, most of today’s commercial products implement 
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the misuse detecting paradigm. Lots of research has been carried out and is still being carried out 
in anomaly detecting algorithms, example of anomaly algorithms is found in [21], [22], [23], [24]. 
The author’s belief is that a combination of both types would be the best solution and will 
perhaps be seen in the future. 

4.4 Countermeasures 

An IPS system can counter attacks ranging from DoS to pure intrusion attacks. An intrusion 
attack might be exploiting a remote vulnerability by sending a specially crafted login string to a 
FTP server containing executable code that initiates a remote login shell. An IPS can react by 
either dropping the whole packet containing the malicious content, wipe out the malicious 
content from the payload and let the rest of the packet traverse as usual, or just log the intrusion 
attempt. The actions that can be taken by the IPS rely among other things on the placement of the 
IPS. If the IPS is deployed as an inline system it can drop packets and/or wipe out suspicious 
payloads. If deployed as a passive device the only option available is to log the intrusion attempt. 
In the case of a host based IPS there are several countermeasures an IPS can initiate when 
encountering an exploitation attempt. It can for example shutdown an attacked process when it 
encounters a buffer overflow or block the IP address performing the attack. 

DoS attacks that aim to fill up memory at network nodes can be countered either by blocking 
and/or limiting traffic from the source IP address or by blocking and/or limiting traffic to the 
designated target. As many DoS attacks spoof source addresses in packets being sent, it is a bad 
idea to block packets from the source address specified as this will result in denying services to 
legitimate users. Therefore, a better option is to limit the amount of traffic allowed towards a host 
that is protected by an IPS. DoS attacks that aim to fill up a target’s network connection are in 
general hard to counter in the end node (the receiving side). Here, preventive actions must be 
taken at a higher level in the network infrastructure. This might be to let the Internet Service 
Provider (ISP) of the target limit the amount of traffic allowed or deny certain types of packets 
from a specific subnet. 

4.5 Network vs. host based IPS 

Each type of IPS system has its pros and cons; a brief summary of the most differentiating 
features of them both is discussed in this chapter.  

While a network IPS (NIPS) system can monitor and protect a whole network, a host based IPS 
(HIPS) is only able to protect the host it is situated on. This makes it easier to administrate a 
NIPS then a HIPS, which must be installed on every host that needs protection. A problem 
sometimes experienced with HIPSs is that a successful intruder often is able to read log files 
generated by the IPS system directly on the compromised host. Intruders are therefore able to 
cover their tracks easily by erasing these log files or wipe out valuable information from them. A 
NIPS on the other hand is often harder to compromise, as it often is a device without an IP 
address, and thus the whole system including log files is more secure. HIPSs that examine logs to 
counter threats often fail in their attempts, because as soon as an attack is detected using the log 
files, the harm has already been done. Stack based and inline NIPSs counter threats before they 
reach the intended application / node and thus an attack will not affect the target. NIPSs are also 
not as dependent on the operating system for its detection source as a HIPS is. 
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Encrypted network traffic is an obstacle that the network based IPS cannot overcome. Even 
though there are solutions suggesting to let the IPS have access to encryption keys, it is not 
always feasible and/or convenient. Here, the host based IPS stands strong. A host based IPS can 
act on data after decryption has taken place in the IP stack and can thus detect intrusion attempts 
that are sent using encrypted traffic. Apart from a NIPS, a host based IPS can detect malicious 
usage and/or log user activity on the host which makes it possible to trace users that abuse their 
permissions in any way. A host based IPS will also be more accurate in determining if an attack 
was successful or not as it resides on the host OS. A passive network IPS monitoring a network 
with nodes running different kinds of operating systems may report an attack as successful for the 
whole network, when actually only the Windows machines of the network are affected. A host 
based IPS will thus probably generate less false positives, which is something that all 
administrators should strive for. 
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4.6 Circumventing intrusion detection and prevention 

This chapter describes basic techniques used to possibly circumvent IPS detection engines. The 
techniques described are rather old and hopefully modern IPSs counters these ways of 
circumvention. Still, since it is an important topic, this chapter will present an introduction to 
why it is so hard to build a fool proof IPS. 

4.6.1 Techniques 

One of the most vital aspects of an IPS is how it handles fragmented packets. All devices using IP 
have a fragment reassembly timeout. This means that a packet consisting of several fragments 
will be dropped if not all fragments are received within a certain time limit. This time limit is 
different in different implementations and this is one of the aspects that make some IPS systems 
vulnerable to circumvention as described in this chapter. 

Assume there is a difference between the fragment reassembly timeout in the IPS system and in 
the hosts that it is protecting. Also assume that the fragment reassembly timeout is longer for the 
hosts than for the IPS. In this case an attacker may intentionally fragment a malicious packet into 
two fragments and send the first fragment, which is received by the IPS. The IPS inspects the 
fragment, finds nothing suspicious and forwards the packet to the receiving host. The attacker 
then waits until the fragment reassembly timeout for the IPS has run out and then sends the 
second fragment. As the IPS now has discarded the first fragment, it will process the second 
fragment as a new packet. It examines the fragment, finds nothing suspicious and forwards the 
packet to the host. The host, which still holds the first fragment, will accept the second fragment 
and assemble the two fragments into one packet. The payload of the two fragments together may 
form malicious code that the IPS failed to detect as it discarded the first fragment while the 
receiving host did not. There is a similar technique to exploit IPSs, where the IPS has a longer 
fragment reassembly timeout than the hosts it protects. This is described in “Insertion, Evasion 
and Denial of Service: Eluding Network Intrusion Detection” [25]. 

These two are the two most basic techniques used. More information regarding evasion 
techniques for IPS systems is found in [25]. 

4.6.2 The Base-Rate fallacy 

All IPSs suffer from false positives. There are mathematical arguments for why IPSs exhibit 
rather high rates of false positives and one of them, “The Base-Rate Fallacy and the Difficulty of 
Intrusion Detection” [26], is presented in this chapter. The mathematics behind the study 
performed in [26] will not be presented; rather the main idea will be explained with an example. 

Assume there is a test for determining whether a person has a disease or not that has 99% 
accuracy. So when the test is given to 100 persons having the disease, the test will return a 
positive result for 99 of them. 

Suppose there is a person who has taken this test and it turns out to be positive. It might be 
assumed that this amounts to nearly conclusive proof that medication is necessary to cure the 
disease. However, the disease is extremely rare; only 1 person out of 10 000 actually has the 
illness (this is known as the rate of incidence). This dramatically changes things.  
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Because of the rate of incidence, the probability that the person (having the positive test result) 
actually has the illness is only about 1%. Many people forget to take into account the rate of 
incidence associated with a test and thus come up with false assumptions.  

This mathematical phenomenon is calculated using Bayes Theorem [27] and is so surprising that 
this result is termed the Base-Rate Fallacy. 

The conclusion drawn is that IPS systems not having completely accurate tests will still generate 
rather high amounts of false positives. False positives make it harder to find real intrusion 
attempts as the administrator or the system itself have to filter out false positives from true 
positives. When performing this filtering it is likely that true positives sometimes are filtered out. 
A clever attacker might try to trigger so many false alarms that the real attack is “hidden” within 
the false positives – computer security’s equivalence to the boy who cried wolf. It is easy to see 
that false positives are very hard to get rid off and IPS systems producing no false positives do 
not exist today. It is still often possible to tune an IPS so that it produces acceptable rates of false 
positives (it is an administrator’s responsibility to decide what an acceptable rate is). 

Note: For tests having 100% accuracy the rate of incidence does not matter – the test would never 
produce any false positives. 
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5 Risk analysis 

Risk analysis can be performed in a variety of ways and interpreted differently by those 
performing the analysis. As risk analysis is a rather ambiguous task, there are no rights and 
wrongs, only results of what the person(s) performing the analysis concluded. As there are no 
rights nor wrongs, risk analysis is a task built very much on experience. It is therefore desirable 
that the task is performed by a group of people rather than a single individual. 

Risk analysis can be divided into two different types, quantitative and qualitative risk analysis. In 
quantitative analysis the values used to calculate the risk are real world numbers. By assigning 
monetary values to assets and real probabilities to threats, the risk to assets can be calculated. In 
qualitative risk analysis, the analyzer assigns imaginary values to assets and threat probabilities. 
These values are based on the knowledge and experience of the analyzer who has to make the 
decision of what value to assign to each category. The values used in qualitative analysis can for 
example be values on a scale ranging from one to ten. As monetary values sometimes can be hard 
to estimate and threat probabilities just are qualified guesses (or based on statistical data), 
qualitative risk analysis is often the preferred. 

It is often easier to identify assets, vulnerabilities and threats by dividing them into different 
levels; one way to start is to identify them at a high level and then divide the high level content 
into low level items. This approach is called the top-down approach and can be based on different 
number of levels. 

5.1 Assets 

Assets is rather straight forwarded to identify, the problematic issue is to value the asset in a 
proper way. Assets can for example be hardware, software, information or reputation. In 
quantitative analysis the value would reflect the actual monetary value. Values for immaterial 
assets are often hard to establish. For example, when trying to estimate the value for a business 
plan it is often easier to just conclude that the value of the business plan is “very high” or a nine 
out of ten when using qualitative analysis. Assets can be rated according to the expected loss of 
income if the asset is lost or disclosed. 

5.2 Vulnerabilities 

Vulnerabilities are the properties of a system that accidentally or intentionally could be exploited 
and result in loss of assets. Vulnerability in risk analysis must not be confused with the term used 
in software security where a vulnerability is an actual flaw in a program. Even though 
vulnerabilities in the scope of risk analysis can be a software flaw it is not always the case. 
Examples of vulnerabilities that are not software flaws are: a program running with higher 
privileges than it needs, an open service facing the internet that needs to be running or a pre-
shared key that is world readable within a system. Vulnerabilities can be rated according to their 
severity if exploited. 

5.3 Threats 

Threats are actions taken by enemies who try to exploit a vulnerability to damage assets. Threats 
can be rated according to the probability that an enemy will launch an attack related to that 
specific threat. Threats can be executed by many different parties; it might be an insider, a person 



23 

outside the company or an organization. Depending on the difficulty, cost and parties capable of 
performing an attack, the likelihood that the attack will be executed can be calculated.  

5.4 Threat agents 

Threat agents are the one or those carrying out a threat. A threat agent is described by expertise, 
available resources and motivation. An example of a three leveled ranking system for threat 
agents could be: 

• Basic; an attacker in this category is very much the “average user” with basic knowledge 
and limited resources. 

• Medium; the typical attacker has some technical experience and medium set of resources. 

• High; professional and highly skilled attacker with almost unlimited set of resources. 

5.5 Calculating risk 

A method presented in Dieter Gollman’s “Computer Security” [2] uses the following formula to 
calculate the risk:  

Risk = Asset * Threat * Probability.  

This formula takes the three first parts discussed above into account when calculating the risk. It 
does not consider the threat agents likelihood explicitly but rather it takes it into account 
implicitly when calculating the probability. If the value of the asset is hard to identify it might be 
possible to neglect it or use qualitative values for it. As an asset’s value is of great importance 
when calculating the impact for a threat, a better solution is to use qualitative values rather then 
neglect it to get risk values that reflect a threat’s impact. What formula to use is completely up to 
the one performing the risk analysis and another risk calculating formula (used in the risk 
analysis in this thesis) is presented in chapter 6.2 in this thesis. 
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6 Results 

This chapter presents the results and findings of this thesis. 

6.1 Topology of examined network 

This chapter provides an overview of the topology of the assessed network, discusses where 
attacks are most likely to occur and from where they could originate. Equipment of interest for 
this thesis is discussed in chapter 6.1.1 and displayed in Figure 3. 

6.1.1 Topology 

Figure 3 presents the network topology and the devices that reside within the assessed network. 
The trusted zone is a network where only authorized devices have access and it is assumed that 
only authorized personnel can access these devices. Keep in mind that, just because it is assumed 
that there only are authorized users in the trusted zone, it does not mean that they do not abuse 
their permissions for malicious activities. The untrusted zone is a semi-public network where 
only authorized devices ought to be connected but with the assumption that devices for malicious 
intent could be physically connected. 

The switch is a layer 2 switch that forwards packets according to the destination MAC address. 
The firewall operates on layer 3 and layer 4 and makes decisions according to an Access Control 
List (ACL) whether to forward a packet or not. The firewall also supports IPsec and this is where 
IPsec tunnels are terminated, while the other end is terminated at the Radio Base Station (RBS). 
The RBSs are the receiving nodes of traffic transported over the untrusted network. Traffic over 
this network can be encrypted and authenticated using IPsec, but this is not mandatory. In some 
cases a RBS also has firewall functionality, depending on the setup of the station. 

The RBS is where mobile telephones connect. The Base Station Controller (BSC) is the node 
controlling the RBSs within a specified area. It routes all mobile traffic, e.g. voice, data and 
signaling traffic. It is therefore important to preserve the availability aspect and at the same time 
be able to guarantee a low latency in the network connecting the BSC with the RBS. Too much 
delay in the network will render the network useless for voice and signaling traffic while data 
traffic is not as sensitive. 

The NTP server offers synchronization functionality for the RBSs, which has to be synchronized 
at a very high granularity to function properly. 
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Figure 3: PRAN network topology 

6.1.2 Attack targets 

Possible targets from a Packet Radio Access Network (PRAN) perspective are: the switch, the 
firewall, the NTP server and parts of the RBS. Security of the BSC is not maintained by the 
PRAN project and attacks targeting the BSC is thus out of scope for this thesis. PRAN nodes can 
be attacked either from the trusted or the untrusted network. Attacks can be any of the ones 
described in chapter 3, for example eavesdropping traffic, injecting traffic or performing a DoS 
attack. 

6.2 Risk analysis 

This chapter analyzes risks for Ericsson PRAN solution. The analysis does not consider physical 
threats, such as hardware being stolen or intruders breaking into facilities with hardware 
equipment to physically connect to a private network. It only considers attacks that are executed 
over networks that the PRAN equipment is connected to. 

6.2.1 Prerequisites 

The untrusted network used as transport network in the assessed topology (Figure 3) is not the 
Internet. It is still assumed to be semi-public and therefore poses a greater threat than the trusted 
network. The trusted network is a network where only authorized personnel and devices are 
assumed to have access. 

6.2.2 Risk calculation 

The risk model used in this thesis is qualitative. Risks are classified based on impact 
(consequence) and probability of threat materialization. The risk is calculated using the formula:  
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Risk = Impact * Probability  

This is quite different from the model described in the theory section with the greatest difference 
being that the value of the asset is not explicitly used in the formula. Instead an asset’s value is 
implicitly integrated into the impact of a threat.  

The impact of a threat is equal to the threat’s impact to an asset if materialized. Vulnerabilities in 
combination with existing controls result in a probability that the vulnerability will be exploited 
by a threat. If there are no vulnerabilities to exploit for a threat then there is no risk to the assets. 
By combining the impact and the probability, the risk to the asset can be classified. This way of 
calculating risks is illustrated in Figure 4 below.  

 

Asset Threat Vulnerability
Existing

Controls

Impact Probability

Risk

 

Figure 4: Risk analysis illustrated 

 

The risk is calculated using a four graded scale for both the impact and the probability of a threat. 
The following tables (Table 1 and Table 2) are used in the risk assessment process throughout 
this thesis. 

 

Impact (consequence) levels 

Grade Qualitative measure Description 

1 Negligible Very low or no impact on the business. 

2 Minor Rather low impact on the business. Business objectives can still be 
achieved but more resources and/or measures may be needed. 

3 Major High impact on the business. It is very difficult to achieve the 
business objectives even with additional resources. 

4 Severe Very high impact on the business. It is uncertain whether the business 
can continue or not. 

Table 1: Impact levels used in risk analysis 
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Probability levels  

Grade Qualitative measure Description 

1 Rare It may occur, but only under exceptional circumstances. 

2 Unlikely Could occur at some time. 

3 Likely It is likely that it will occur. 

4 Almost certain It is expected normally to occur. 

Table 2: Probability levels used in risk analysis 

 

Risk levels  

As with impact and probability there are four different risk levels. When the impact and the 
probability has been set for each of the threats, the results of impact * probability are to be 
interpreted according to the diagram presented in Figure 5 below.  
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Figure 5: Risk classification 

 

6.2.3 Assets identification 

Assets were identified using a top-down approach as described in chapter 5. The top-down 
approach used includes three different levels in the identification process. These are: 

• Business level  

• Network level  

• Node level 

The business level is the highest and most abstract level. Assets in this level can be trade secrets, 
brand reputation, documentation and similar. Network level assets are equipment and protocols 
which make the PRAN solution able to transport traffic as desired as well as traffic transported 
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using PRAN. Last, node level assets can be data and services that is stored or running on the 
nodes in the network. 

Identified assets are presented in Appendix A: “Assets and threats report”. 

6.2.4 Vulnerability analysis 

Identified vulnerabilities were grouped together into three different tables using the CIA model; 
one table each for vulnerabilities that could lead to violation of either confidentiality, integrity or 
availability. Using this method it would be easier to identify threats to an asset by just assigning a 
threat to be either C, I or A. A seminar was held where possible vulnerabilities in used protocols 
and services were identified and placed in the tables. These vulnerabilities were later on used to 
appoint a probability for materialization of a threat. 

Identified vulnerabilities are presented in Appendix B: “Vulnerability report”. 

6.2.5 Existing controls 

Existing controls were never identified explicitly. Rather, they were taken into account implicitly 
when assigning probabilities to threats. For example, if an asset was log files and it was known 
that log files were encrypted, the probability for violation of confidentiality would be lower than 
if the files were unencrypted. 

6.2.6 Threat identification 

Threats were classified according to the CIA model and therefore a threat was denoted as 
confidentiality, integrity or availability. The threat itself is not C, I or A, but rather violation of 
either of these three security tokens. The impact and the probability of threat materialization were 
identified for each threat as well. The impact depended on what asset the threat corresponded to 
and the probability depended on what vulnerabilities and controls for a particular security token 
there was. Table 3 shows an example of how a threat identification result is presented. In the 
example the asset is log files, the threat is violation of integrity, the impact is rated as negligible 
and the probability of threat materialization is low. 

Identified threats are presented in Appendix A: “Assets and threats report”. 

 

Asset Threat Impact Probability 

Log files Integrity 1 2 

Table 3: Example of result for threat identification 

 

6.3 Placement of an IPS in assessed network 

This chapter discusses where in the PRAN network topology an IPS system ought to be placed. 
The different subchapters will discuss pros and cons for each solution and finally a 
recommendation for placement is presented. 
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6.3.1 As inline device 

The most obvious benefit of placing an IPS in inline mode is that it is possible to prevent attacks 
before they reach the intended target. On the other hand, as low latency is a very important aspect 
of mobile networks, an inline device may act as a bottleneck and add so much delay that it 
renders the network non-functional. Different deployment solutions are presented below. 

Solution 1 

The benefit of this solution is that any attacks that manage to break through the firewall can be 
prevented by the IPS. This solution is perhaps the most common today because it adds an extra 
layer of security to the trusted network. It is also good practice to place the IPS behind the 
firewall because the firewall will perform filtering before the IPS can act on any traffic. As an 
IPS performs more processor intensive tasks than a firewall, it will decrease the load on the IPS 
and make it less probable that the device will serve as a bottleneck in regards to latency. However, 
this solution makes the switch and the Network Time Protocol (NTP) server vulnerable to attacks 
from the trusted network. Attacks sometimes originate from the inside, and as this solution leaves 
these two devices unprotected from the trusted network it is not recommended. Another 
downside of this solution is that an IPS easily can add too much delay between the Base Station 
Controller (BSC) / NTP server and the Radio Base Station (RBS). This could cause RBSs to lose 
their synchronization or render voice traffic useless. False positives could also result in legitimate 
traffic being dropped on the path to the RBS. 
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Figure 6: IPS solution 1 
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Solution 2 

In this solution the IPS is able to protect the switch, NTP server and firewall from attacks 
originating from the trusted network. Traffic from the trusted network is insensitive to delays, 
therefore it does not matter that an IPS adds extra delay to traffic traversing to or from that 
network. By using this solution the IPS does not add any delay to the path between the BSC and 
the RBS. It still leaves the NTP server and the switch vulnerable to attacks that manage to break 
through the firewall. However, assuming that the firewall is good enough to filter out such attacks 
this solution is favorable.  
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Figure 7: IPS solution 2 

 

Solution 3 

This solution is not recommended as it is very prone to add too much latency to the traffic 
between the BSC / NTP server and the RBS. An adversary could easily send bogus traffic to the 
IPS, which has to inspect the traffic, that will result in too much latency being added to the traffic. 
If IPsec is used between the RBS and the firewall, an IPS will also not be able to inspect the 
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encrypted traffic and harmful data can still pass through the IPS. The only benefit of this solution 
is that it is possible to gather statistics of what attacks that are targeted against the network. 
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Figure 8: IPS solution 3 

 

Solution 4 

A combination of solution 1 and 2, where an IPS is placed both between the trusted network and 
the switch plus an IPS between the firewall and the switch, is also a possible solution. But as this 
solution has the same drawback as solution 1 (problem with latency) this is a less favorable 
solution. If it is possible to get a worst case estimation of latency that is within specified 
boundaries, this could prove to be a good solution. Again, also remember that false positives may 
result in data being dropped between the RBS and the BSC. 

6.3.2 As passive sniffer device 

As a passive sniffer it is possible for an IPS to act invisibly without adding any delays to the 
monitored traffic. The obvious drawback is that an IPS will not be able to prevent attacks but 
rather observe the presence of attacks. The value of knowing that an attack has taken place or that 
an adversary is doing reconnaissance within the network should not be underestimated. Therefore, 
the use of an IPS in passive mode is very much an option. Different deployment scenarios are 
presented below. All sniffing should be performed using a network tap as showed in the figures. 
It is possible to use a mirror port on the switch as well, but this should be used with caution as it 
is possible to overload mirror ports if more than one port is mirrored. 
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Solution 5 

This solution monitors traffic to and from the trusted network. Any possible misuse or abuse 
from the trusted network can be fully monitored but no preventive actions can be initiated. The 
fact that an inline device between the trusted network and the switch (as in solution 2) offers 
better functionality without any drawbacks makes this solution less preferable.  
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Figure 9: IPS solution 5 
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Solution 6 

Monitoring traffic that passes between the firewall and the switch makes it possible to detect 
attackers that have broken through the firewall, as well as some attacks originating from the 
trusted network. Encrypted traffic poses no problem as the IPsec tunnel terminates in the firewall. 
Response times are very important on the path between the BSC / NTP server and the RBS and 
this solution adds no latency to that path. The drawback is that it in general is unable to detect 
attacks targeting the NTP server and/or the switch if they originate from the trusted network. This 
solution still offers rather good surveillance without adding any latency and is therefore 
recommended. 
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Figure 10: IPS solution 6 
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Solution 7 

This solution is only good for gathering statistics about attacks targeted against the network. As 
the IPS is passive, it does not add any latency and poses therefore no complications even though 
it is placed in the path to the RBS. If IPsec encryption is used between the RBS and the firewall, 
the IPS will be unable to detect any attacks carried in encrypted packets. Nor does it detect 
attacks that originate from the trusted network as long as an attack is not forwarded by the 
firewall. 
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Figure 11: IPS solution 7 

 

6.3.3 Recommendation 

The recommended solution that offers both good surveillance and throughput for the PRAN 
solution is a combination of solution 2 and 6. Solution 2 offers prevention of attacks that 
originate from the trusted network by placing an inline IPS between the switch and the trusted 
network. Solution 6 offers surveillance of traffic that passes to or from the firewall by placing a 
passive sniffer between the switch and the firewall. Because of the vital response times between 
the BSC / NTP server and the RBS it is recommended not to use inline devices in this path. Even 
though manufacturers often specify latency add-ons in their papers, IPSs tend to add 
unpredictable values of latency (as shown in chapter 6.5). This is because it depends much on the 
configuration and what traffic that passes through the device. For example, there could be a 
difference in delay, if an IPS is configured to look only for a few signatures in contrast to when 
using all signatures. Another benefit of placing the sniffer in this way is that the firewall will do 
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the coarsest filtering, which likely will result in fewer false positives being generated by the IPS. 
It also decreases the load on the IPS system. The recommended solution is found in Figure 12 
below. 
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Figure 12: Recommended IPS solution 
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6.4 Countermeasures to identified threats 

This chapter describes countermeasures that an IPS can take to counter identified threats. Only 
network and node level threats are considered as they are the ones that can be countered by an 
IPS. The examined hardware devices are all manufactured by Juniper Networks [29] since 
Ericsson has a business agreement with them. 

6.4.1 Security features in Juniper IDP 

Juniper IDP is an intrusion prevention system for IP based networks. Juniper IDP is shipped with 
a database containing attack signatures for over 50 protocols, with a total amount of over 5000 
signatures. Of these 50 protocols only 6 protocols are of interest for the PRAN solution, these are 
presented in Table 4 below. IDP offers the ability to create customized signatures through their 
management system NetScreen Security Manager (NSM). This makes it possible to write new 
signatures. IDP also offers protocol conformance check for the network, transport and application 
layer to detect / prevent suspicious traffic. The device supports high availability features using 
NSRP, which is Juniper’s enhanced proprietary version of the VRRP protocol. It supports several 
features for centralized logging, i.e. syslog and SNMP. It has the ability to reassemble packets 
before forwarding them to detect attacks that are fragmented. If configured, the IDP can record 
packets preceding as well as succeeding a detected attack, which is useful for traceability when 
trying to filter out false positives. The IDP has firewall functionality as well, to filter traffic 
according to its protocol headers. Whitelisting is an important feature in IPS systems, which 
makes it possible to specify hosts or networks that never should be blocked. Juniper’s IDP 
supports this feature by using exemption rules that are prioritized higher than regular blocking 
rules. 

6.4.2 Countermeasures in Juniper IDP 

This subchapter presents countermeasures implemented in Juniper’s IDP that can be useful to 
mitigate the effects of attacks presented in Appendix C: “Attacks against PRAN and its nodes”. 
The identified countermeasures are fully presented in Appendix D: “Mitigation of attacks against 
PRAN nodes using Juniper’s IDP” and are gathered into groups. These groups are presented 
below in Table 4. The table is a stripped down version of the complete list to easier get an 
overview of the countermeasures. 

 

Mitigation of  Description 

Attacks targeted against  
the IP stack 

This group holds attacks that try to exploit weaknesses or vulnerabilities within a 
host’s IP stack. 

Attacks targeted against 
the TCP stack 

This group holds attacks that try to exploit weaknesses or vulnerabilities within a 
host’s TCP stack. 

Attacks targeted against 
the UDP stack 

This group holds attacks that try to exploit weaknesses or vulnerabilities within a 
host’s UDP stack. 

Attacks targeted against 
SSH services 

This group holds attacks that try to exploit weaknesses or vulnerabilities within a 
host’s SSH service. 
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Attacks targeted against 
IKE services 

This group holds attacks that try to exploit weaknesses or vulnerabilities within a 
host’s IKE service. 

Attacks targeted against 
the ICMP stack 

This group holds attacks that try to exploit weaknesses or vulnerabilities within a 
host’s ICMP stack (which is a part of the IP stack). 

DoS attacks This group holds attacks that try to exploit weaknesses or vulnerabilities within a 
host to achieve denial of services. 

Network reconnaissance 
attacks 

This group holds attacks that try to gather information about hosts within a 
network, e g what services and OS host are running. 

Misconfiguration One important feature of the IDP is its ability to drop traffic that is destined for 
services or hosts that shouldn’t be running in a network. 

Backdoors Juniper’s IDP is able to detect interactive traffic on suspicious ports within a 
network; which could prove the presence of backdoor(s) on a host in a network. 

Table 4: Attacks mitigated by Juniper IDP 

6.4.3 Security features in Juniper SSG550 

Juniper SSG550 is mainly a firewall and VPN device but it also includes a light version of 
signature detection called Deep Inspection (DI). DI supports signature detection in packet 
payload and header. SSG550 also has support for protocol conformance checks to detect 
erroneous packets by examining protocol headers in the network, transport and application layer. 
Protocol anomalies could indicate that someone is injecting malicious traffic into the network. 
The DI feature comes with a signature database of around 250 known attack signatures, most of 
them for frequently used web services such as HTTP, SMTP and FTP. As neither of these 
services are used in PRAN these signatures are of little help. The only service of interest present 
in the DI database is SSH. The protocol conformance check could still be useful, but as no 
documentation has been found of what protocol conformance checks the DI does, it is hard to tell 
the benefits of using this feature. The SSG550 supports the ability to build customized signatures 
using regular expressions, which can be helpful if an administrator has enough details to build his 
own signature for an attack. It is unknown whether it is possible to use attack signatures 
developed for Juniper’s IDP in the SSG550. If it is possible, one solution would be to put those 
signatures that are identified as useful in IDP into the SSG550. The SSG550 also supports 
centralized logging using syslog or SNMP. It handles packet reassembly before it performs Deep 
Inspection / forwarding and will thus detect attacks that are fragmented. Like the IDP the 
SSG550 also supports high availability deployments using NSRP. SSG550 has support for traffic 
shaping which makes it possible to specify what traffic is most critical and to prioritize that 
traffic higher during high CPU loads. This is especially useful in the case of a DoS attack. 

6.4.4 Countermeasures in Juniper SSG550 

This chapter presents countermeasures that are of interest from a PRAN perspective which are 
implemented in the SSG550. 

As SSG550 is mainly a firewall and VPN device, it is designed to filter traffic using protocol 
header information in the network and transport layer. It also possesses protection against some 
DoS attacks and it is those in conjunction with some other countermeasures that are presented in 
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Table 5 below. Even though it has signature detection capabilities the signatures that come with 
the device are of little use for PRAN as these mostly are for regularly used services, e.g. SMTP 
and HTTP. As a result, most of the countermeasures presented here are for mitigation of DoS 
attacks. SSG550 offers brute force protection for some services, but unfortunately not for any of 
the services used in PRAN. 

 

Mitigation of  Description 

IP address sweep An attack that aims to find running hosts in a network. 

Port scanning Attacks that aim to find running services of a host. 

OS probing Attacks that aim to identify the running OS of a host. 

SYN flood An attack that aims to fill the TCP stack memory of a host with bogus TCP 
connections. 

ICMP flood An attack that aims to fill the network bandwidth connected to a host using the 
ICMP protocol. 

UDP flood An attack that aims to fill the network bandwidth connected to a host using the 
UDP protocol. 

Teardrop An attack that aims to paralyze a computer by sending false offsets in IP packets. 
The attack only works if the target’s IP stack handles false offsets in a wrong way. 

Bad IP options Packets with false IP options. This could indicate that someone is injecting 
erroneous packets or a device behaving strangely. 

Source routing Can be used for eavesdropping or IP spoofing purposes. The SSG550 detects 
presence of such packets and has the ability to deny them. 

Land An attack that sends packets with same source and destination address and port.  

SSH Attacks aiming to exploit the SSH service. The deep inspection database has 
signatures for SSH attacks and protocol conformance checks, but does not offer 
protection against SSH brute force login attempts. 

Table 5: Attacks mitigated by Juniper SSG550 

6.4.5 Security features and countermeasures in Juniper SSG5 

Juniper’s SSG5 uses the same OS (Juniper’s ScreenOS) as SSG550, and therefore it supports the 
same security features and countermeasures as the SSG550, which are listed in chapter 6.4.3 and 
6.4.4. 

6.4.6 Missing countermeasures in Juniper’s solutions 

This subchapter presents countermeasures desirable for an IPS being deployed in PRAN that are 
missing in Juniper’s IDP, SSG550 and SSG5.  
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Mitigation of  Description 

ARP storm An IPS should detect / mitigate effects of ARP storms. This attack is possible to 
mitigate (but will not be detected) if Juniper’s IDP is put into ProxyARP mode 
instead of transparent inline mode. 

ARP poisoning An IPS should detect / mitigate effects of ARP poisoning. It seems that Juniper’s 
IDP detects changed MAC addresses for already known IP addresses, but no 
documentation confirming this has been found. 

Shellcode PowerPC Juniper’s IDP supports detection / prevention of certain patterns often used in 
exploits, such as NOOP sleds and SETUID syscalls, but only supports 
architechtures like x86 and SPARC. Juniper SSG550 uses PowerPC as CPU and it 
would be advisable to have shellcode detection / prevention for PowerPC as well.  

RSTP An IPS should detect / mitigate effects of RSTP misuse / abuse. Maliciously 
crafted RSTP packets can cause network nodes that use RSTP to create network 
loops which leads to degradation in or failure to the network. 

ICMP redirect An IPS should detect / prevent ICMP redirect message. ICMP redirect messages 
can change a targeted host’s routing table which can lead traffic being sent 
through network paths / nodes that it should not pass. This attack can thus be used 
for eavesdropping and/or denial of service. 

Source routing An IPS should detect / prevent source routed traffic which could indicate that 
someone is trying to eavesdrop traffic or injecting spoofed packets. ScreenOS 
(used in SSG550) offers this protection but not Juniper IDP. Source routing makes 
it possible for an attacker to send packets with spoofed source address and still be 
able to receive responses from the targeted host. 

VLAN jumping An IPS should detect / prevent nested VLAN headers which could indicate that 
someone is trying to exploit VLAN jumping for malicious usage. Using nested 
VLAN headers an attacker may be able to inject traffic into VLANs that should be 
inaccessible from the attacker’s VLAN segment. 

ICMP destination 
unreachable 

An IPS should detect / prevent hard ICMP destination unreachable packets. By 
spoofing the source address of ICMP destination unreachable packets it is possible 
for an attacker to reset legitimate connections of a targeted host. 

ICMP source quench An IPS should detect / prevent ICMP source quench packets. On receiving ICMP 
source quench packets, the receiving node suppresses its outgoing data rate to the 
sender of the source quench packet. This is done to not overwhelm a receiver. An 
attacker can send ICMP source quench packets with spoofed source address to 
make a targeted host slow down traffic rate towards a node. 

ICMP fragmentation 
needed 

An IPS should detect / prevent ICMP fragmentation needed packets. ICMP 
fragmentation needed packets can cause a targeted node to perform unnecessary 
packet fragmentation, which leads to more overhead and suppressed data rate. 

TCP RST termination An IPS should detect / prevent unusual large amounts of TCP RST packets. By 
sending large amounts of forged TCP RST packets it is possible for an attacker to 
blindly reset legitimate connections on a targeted host. 

Table 6: Countermeasures missing in Juniper’s solutions 
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6.4.7 Threats that can be mitigated using Juniper IDP 

The discussion in this chapter covers threats that directly can be mitigated by using Juniper’s IDP. 
Many threats can be countered indirectly by using Juniper IDP, for example if the IDP manages 
to counter a system compromise, it may protect against eavesdropping, lost log files, stolen 
credentials and more. The recommended deployment solution is to have an inline IPS between 
the trusted net and the switch and a passive device between the firewall and the switch (as seen in 
Figure 12: Recommended IPS solution). Therefore it is only possible to mitigate effects of attacks 
that originate from the trusted net while others only can be detected. 

Confidentiality threats against transport traffic can be mitigated by deploying Juniper’s IDP in 
ProxyARP mode. It will then defend against ARP storms that else could lead to revealing traffic 
in transport in the switch. The IDP also seem to notify when a MAC address of an already known 
host changes (found during practical testing), but it is unknown if it detects ARP poisoning, 
which would be valuable. No documentation about protection mechanisms against ARP 
poisoning on Juniper’s IDP have been found. 

The greatest benefit of using Juniper’s IDP is probably its many countermeasures against 
availability threats. It counters most attacks aiming to exploit weaknesses in IP, TCP and UDP 
network protocols and therefore protects many of the identified assets found in Appendix A: 
“Assets and threats report”.  

The IDP counters threats aiming to compromise systems by exploiting their SSH services, which 
is of great value. It also has the ability to drop traffic to hosts or services that should not be 
running in the network environment. Thereby it can protect against potential backdoors and 
misconfigured services that should not be running. 

6.4.8 Improved / future countermeasures 

During investigation of the IPsec protocol it was found that the IPsec protocol stack is susceptible 
to an attack that exploits the authentication process of the IPsec protocol, which is described in 
“Reducing the Impact of DoS Attacks on Endpoint IP Security” [30].  

If an attacker manages to find out the destination address and Service Parameters Index (SPI), 
which are stored in cleartext in IPsec packets. The attacker can then inject traffic that is accepted 
by the pre-authentication phase in the IPsec stack and thus the packets will proceed to be 
processed by the authentication algorithm. As the authentication phase is a computational 
intensive task, the attacker can make the CPU utilization of the tunnel terminating host to rise. 
The result is degradation of network throughput. The author has not been able to further 
investigate whether it is possible to mitigate the effects of this attack using an IPS, but this is 
interesting to do in the future. It is also of importance to know that using IPsec makes a host 
vulnerable to this kind of attack. 

There is also a DoS attack that aims to exploit IKE services; this attack is fully described in the 
presentation “IKE Protocol Vulnerability Risks” [31]. It is uncertain if an IPS could mitigate 
effects of this attack but it is the author’s belief that it is the case. Since IKE is not an explicitly 
specified service of PRAN at this moment it is not a hard requirement for an IPS to mitigate 
effects of this attack. It is still advisable that future requirements for an IPS take this attack into 
account as IKE has the potential to become useful in future solutions. 
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6.4.9 Pros and cons using the countermeasures 

The obvious benefits of using countermeasures to the identified attacks are that they can be 
mitigated, but there are drawbacks as well. The problem with false positives in the case of an IPS 
is that it will perform actions without interacting with an administrator. It will thus take 
predefined actions when encountering e.g. an attack signature and not reflect whether the traffic 
is legitimate or not in each specific case. For example there could be a signature for a certain 
HTTP payload containing the string “attack”. Assuming that a user is doing a search for “IIS 
attack” on a search engine this will trigger the signature even though it probably is legitimate 
traffic. Depending on what the IPS does when encountering a match it can cause problems or not. 
If the IPS is configured to drop packets matching a certain signature, there can be lots of trouble 
with false positives as this can result in legitimate traffic being dropped. Another problem for 
IPSs being deployed in inline mode is that they will add latency to network traffic passing 
through them. In mobile networks where short delays are vital for among other things speech 
traffic, this can cause problems as well. Some tests showing how latency is influenced in the case 
of using a Juniper IDP in inline mode is found in chapter 6.5.2. 

6.5 Testing of Juniper’s IDP 

This chapter presents the analysis done of Juniper’s IDP system. It shows what signatures that 
have been detected when executing security analyzers such as Nessus [32] and Saint [33] as well 
as tests carried out on response times and throughput. 

The testing was done by setting up Juniper’s IDP into transparent inline mode and connecting 
two Sun computers with Linux as OS at each end of the IDP. One of the Sun computers then 
simulated attacks and performed testing against the other node. By using this configuration all 
simulations could be performed without adding latency from any other network device. The IDP 
was setup to detect all attack signatures and protocol anomalies that came with the latest 
signature database at that moment (2008-04-04). It was also setup to detect backdoors, port scans 
and DoS attacks such as SYN, ICMP and UDP flood. “Not detected” in column three in all the 
tables presented in chapter 6.5.x means that the IDP failed to create any log messages that could 
indicate that an attack was launched. The configuration is shown in Figure 13 below. 

 

IPS
Sun machine 1 Sun machine 2

 

Figure 13: Test configuration 

6.5.1 Security analysis 

Several security programs were used for security testing. All tests were run using only the 
provided features of each program without any customizations. Thus, no efforts in trying to 
circumvent the IDP was made. 
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NMAP 

NMAP is an open source network scanner. It finds available hosts in a network, determines open 
ports on hosts and can very accurately guess a host’s OS remotely by probing its network stacks. 
The following scan attempts and results were made: 

 

Scan command Description Detected as 

Nmap –O2 ’target’ Tries to determine the remote host’s OS 
using nmap’s new OS detection system. 

Trojan: SubSeven Scan Attempt.  

TCP: C2S TCP SYN packet w. additional flags. 

Nmap –O1 ’target’ Tries to determine the remote host’s OS 
using nmap’s old OS detection system. 

Scan: NMAP udp scan initiated  

TCP: C2S TCP SYN packet w. additional flags 

Nmap –sS ’target” TCP port scan using TCP SYN packets. 
Only scans popular ports. 

Trojan: SubSeven Scan Attempt.  

TCP Port Scan In Progress 

Nmap –sN ’target’ TCP port scan using TCP packets 
without any flags set. Only scans 
popular ports. 

Scan: Any null TCP packet 

TCP Port Scan In Progress 

Nmap –sF ’target’ TCP port scan using TCP FIN packets. 
Only scans popular ports. 

TCP Port Scan In Progress 

Nmap –sX ’target’ TCP port scan using TCP packet w. all 
flags set. Only scans popular ports. 

Scan: NMAP XMAS TCP packet 

TCP Port Scan In Progress 

Nmap –sU ’target’ UDP port scan. Only scans popular 
ports. 

Syslog: empty message 

Nmap –sO –PP ’target’ Detects active hosts using ICMP 
timestamp packets and performs IP 
protocol scan. 

Not detected 

Nmap –PM ’target’ Detects active hosts using ICMP 
netmask packets and perform IP 
protocol scan. 

TCP Port Scan In Progress 

Nmap –sO ’target’ Detects supported IP protocols in target 
host. 

Not detected 

Table 7: Results after execution of NMAP 

AMAP 

AMAP is an open source network scanner that also determines what service is running on 
specified ports. Among other things it can grab port banners to identify the running service. The 
results of detecting AMAP scans are presented here. Port 22 and 5901 correspond to SSH and 
VNC respectively and both those services were running on the scanned machine. 
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Scan command Description Detected as 

Amap –A ’target’ 22 Tries to determine what service is 
running on port 22 of the target. 

Scan: thc-amap ftp on ssh scan.  

Scan: thc-amap SAP-R3 on ssh scan.  

Scan: thc-amap http on ssh scan.  

Scan: thc-amap ssl on ssh scan. 

Amap –A ’target’ 5901 Tries to determine what service is 
running on port 5901 of the target. 

Protocols: HTTP on non-standard port 

Amap –B ’target’ 22 Just grab the port banner of port 22. Not detected 

Table 8: Results after execution of AMAP 

Xprobe 

Xprobe is an OS fingerprinting tool for detecting the OS on a targeted host remotely. The 
following results (Table 9) were given after execution of the tool. 

Scan command Description Detected as 

xprobe2 ’target’ Tries to determine the OS of the target 
using various probes. 

Scan: Xprobe ICMP echo w. bad ICMP code. 

Table 9: Results after execution of Xprobe 

Nessus 

Nessus is a vulnerability scanner with the ability to send precompiled plugins that are known to 
exploit flaws in services. The vulnerability database holds over 20000 plugins, which can be both 
remote and local. For remote plugins Nessus first performs a port scan, finds open ports and then 
executes any plugins that are known to exploit flaws in services running on the found open ports 
(if any). As the IDP only detects signatures in network traffic only remote plugins were executed 
during the test. Services running on the targeted machine were: SSH, VNC, RPCbind and NTP. 
Nessus 3.20 with the latest vulnerability database at that moment (2008-04-08) was used. The 
result is presented in Table 10. 

 

Scan command Description Detected as 

Nessus with all remote 
plugins enabled and 
SYN scan to detect 
open ports. 

Finds open ports using SYN scan and 
then executes any plugins for found 
services. 

Scan: Nessus SSH scan 

Scan: Nessus TFTP scan 

SSH: Brute Force login attempt 

TCP: C2S Info segment out of window 

TCP Port Scan  

Distributed Port Scan 

Table 10: Results after execution of Nessus 
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Saint 

Saint is like Nessus a vulnerability scanner with precompiled plugins that exploit known 
vulnerabilities. Saint is a commercial product and thus a trial version of the program could only 
be used during testing. The trial version informs about probable security holes but is not able to 
determine whether it is a false positive or not – which the full version can. Saint was run against 
the same machine with the same configuration as in the Nessus test. Thus the running services 
were: SSH, VNC, RPCbind and NTP. Saint version 6.7.6 was used for testing. The result is 
presented in Table 11. 

 

Scan command Description Detected as 

Saint with option 
“heavy”, “perform 
dangerous test”, TCP / 
UDP scan enabled. 

Finds open ports using TCP / UDP scan 
and then compares findings with the 
vulnerability database which might 
hold exploits. It does not execute any 
exploits as a trial version was used. 

Scan: SubSeven scan attempt 

Scan: THC-AMAP HTTP on SSH scan 

Scan: Xprobe scan ICMP ECHO w. bad ICMP 
code 

TCP: C2S SYN packet with additional flags 

TCP Port Scan 

Table 11: Results after execution of Saint 

Backdoor 

A simple backdoor was setup using the program Netcat which can be configured to start a 
program as soon as a connection is made to the listening port. Netcat was configured to launch a 
shell as soon as a connection was made, and there were no problems to connect to the listening 
node and start executing shell commands. The IDP failed to identify the backdoor, and if it is this 
easy to set up a backdoor that is undetected, it is unlikely that it will detect backdoors where the 
smallest effort to make it covert has been made. This is probably because this kind of backdoor 
does not generate any kind of interactive traffic. Netcat first sends the command after enter has 
been hit and then the response is received. With for example SSH each pushed button is sent 
individually as well as the response. This makes the traffic look more “interactive” and it is this 
type of traffic that the IDP detects as backdoor traffic; which probably is why the IDP fails to 
detect the Netcat backdoor. 

DoS attacks 

Three main types of DoS attacks were executed, SYN, UDP and ICMP flood. For SYN and UDP 
flood two types of protection are supported by the IDP; relay and passive protection. Both of the 
protection mechanisms were tested when SYN and UDP flood was launched and showed some 
interesting results, especially for UDP flooding. The tools used for testing were: regular Linux 
ping command, unicornscan [34], nmap [35] and hping3 [36]. The result is found in Table 12 
below. 

 

Attack command Description Detected as / Performance impacts 

ping -f -s 65000 Performs a ping flood by sending Not detected / Very small performance issues 
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‘target’ ICMP packet with size of 65kb without 
waiting for the response before sending 
the next echo request. The receiving 
host noted incoming traffic of approx. 
140Mbit/s. 

were experienced. A regular ping performed 
during the flooding got a maximum response 
time of 3ms. Average response time of 32 
packets sent during flooding was 1.5ms. No 
packet loss was experienced. 

unicornscan -mU -R 
10000 -r  20000 
‘target’ 

Unicornscan is a port scanner that can 
repeat a scan a number of times. This 
program is not intended to be used for 
DoS purposes, but it turned out that the 
IDP responded to this command as a 
DoS attack. The command performs a 
UDP port scan 10000 times with a rate 
of 20000 packets/sec. Protection 
against UDP flood was set to “passive 
mode”. 

Not detected / It took around 10 secs before a 
new UDP connection could be setup. When the 
connection had been setup there was no 
remarkable performance degradation. Regular 
TCP and ICMP transmissions functioned as 
usual – no problems. Only UDP session 
initiation was influenced. 

Nmap -sU ‘target’ Performs a nmap UDP scan. This 
command was run repeatedly for 10-15 
times. 

Syslog: Empty Message / The UDP port scan 
hanged and could not continue. A new UDP 
session could be set up and send traffic as usual. 
TCP and ICMP were not affected. 

hping3 --udp --flood --
rand-source -p 100 
‘target’ 

Performs a UDP flood to port 100 with 
randomized source address. The IDP 
was set to protect against UDP floods 
in “relay mode”. 

Not detected / Average ping response for 32 
echo requests during UDP flood was 31ms. This 
is a bit misleading as only one packet got a 
response time above 1s and all others got below 
1ms, but packets having response time above 1s 
occurred repeatedly within different intervals. A 
new UDP session could be setup but took 
~28secs to establish. The ability to transport 
TCP traffic was also not affected at all. 

hping3 --udp --flood --
rand-source -p 100 
‘target’ 

Performs a UDP flood to port 100 with 
randomized source address. The IDP 
was set to protect against UDP floods 
in “passive mode”. 

Not detected / Average ping response for 32 
echo requests during UDP flood was 57ms. As 
the previous result, this is also somewhat 
misleading as only two packets got ~1s response 
time whereas all other got below 1ms. But this 
is important to note as such response times are 
unacceptable in mobile networks for among 
other things synchronization reasons. A new 
UDP session took ~40 seconds to set up, when 
the session had been set the transfer showed no 
degradation. TCP and ICMP traffic was 
forwarded as usual. 

hping3 --flood -S 
‘target’ 

Performs a TCP SYN flood without 
randomized source address. The IDP 
was set to protect against SYN floods 
in “passive mode”. The receiving host 
noted incoming traffic of approx. 
10mbit/s and 20 000 packets/s. 

SYN Attack / Average ping response for 32 
echo requests during SYN flood was 197ms 
with 18% packet loss. A new TCP session could 
be setup and a transfer initiated. 

hping3 --flood --rand-
source -S ‘target’ 

Performs a TCP SYN flood with 
randomized source address. The IDP 
was set to protect against SYN floods 

Not detected / Average ping response for 32 
echo requests during SYN flood was 50ms with 
a maximum response of 196ms and 11% packet 
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in “passive mode”.  loss. The SYN protector clearly limits the 
amount of SYN packets let through when they 
have randomized source address. Surprisingly 
the IDP creates no log of detecting a SYN flood 
even though it obviously limits the traffic it lets 
through. New TCP connections could be setup 
and a transfer initiated. 

hping3 --flood -S 
‘target’ 

The IDP was set to protect against SYN 
floods in “relay mode”. The command 
performs a TCP SYN flood without 
randomized source address.  

SYN Attack / Average ping response for 32 
echo requests during SYN flood was 0.3ms with 
0% packet loss. There was no problem creating 
new TCP sessions to the targeted host during 
the attack. 

Hping3 --flood --rand-
source -S ‘target’ 

The IDP was set to protect against SYN 
floods in “relay mode”. The command 
performs a TCP SYN flood with 
randomized source address. 

SYN Attack / Average ping response for 32 
echo requests during SYN flood was 0.3ms with 
0% packet loss. There was no problem creating 
new TCP sessions to the targeted host during 
the attack. 

Table 12: Results after execution of various DoS attacks 
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6.5.2 Throughput and latency 

These tests present Juniper IDP’s influence on response times during load and network 
throughput on different ports. The IDP was setup to detect all attack signatures, protocol 
anomalies and configured to prevent SYN and UDP floods. According to Juniper’s specifications 
the IDP 200 (which was used for testing) offers a data throughput of 250Mbit/s and handles 
70 000 sessions simultaneously. 

Response times during no network load 

This test shows ping response times between the two hosts when no other traffic was passing 
through the IDP. The response times were measured using the standard Linux ‘ping’ command. 
This result is useful to have when comparing against the other ping response results in this 
chapter. Two ping sessions were performed with the other session starting 20 seconds after the 
first was finished. 
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Figure 14: Ping response times during no network load 
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Response times during TCP SYN port scan 

This tested the response time between the two hosts during a TCP SYN port scan. The port scan 
was made using unicornscan repeatedly and the response time was measured using the regular 
‘ping’ command. Unicornscan showed packet rates of up to 20 000 packets/s when performing 
the SYN scan, which is a considerably high packet rate. This equals a data rate of around 
12Mbit/s. The line for Latency 1 depicts the first ping session of 32 ICMP echo request packets 
and the line for Latency 2 depicts the second ping session which was executed 20 seconds after 
the first sessions was finished. 
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Figure 15: Ping response times during SYN port scan 

As seen in Figure 15 the second ping session gives very high response times. This is probably 
because the IDP treats every attempted port connection as a new session and thus the session 
table in the IDP will eventually get filled up. The port scan reaches from port 0 to 65 535 which 
results in equally many sessions for one round. As the IDP only supports 70 000 sessions it must 
start to drop sessions in the table when this limit is reached and this could be why the second ping 
sessions shows high round trip times. This phenomenon does not always occur when performing 
SYN scan and sometimes takes time to reproduce. Therefore it is unsure whether it depends on 
the session limit as described above or not. Another possibility is that the network stack in one of 
the hosts gets overloaded, which generates these high round trip times. The problem could on the 
other hand not be reproduced when performing the same test over a crossed TP cable between the 
two hosts. It is therefore unlikely that the high response times are a result of an overloaded 
network stack. The author has not been able to find any other explanations to this phenomenon. 
The result shows that it is possible to achieve a rather high degradation in response times by 
performing a TCP SYN port scan. Round trip times of 60ms are not acceptable in mobile 
networks as both synchronization and speech traffic are very sensitive to delays. 
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Response times during TCP traffic load 

This tested the response time during a TCP transaction. The transaction was performed by piping 
out a 2.1GB file to a network channel set up by Netcat. Netcat pushes traffic as fast as it is fed 
and the disk device had no problem exceeding the maximum throughput (250Mbit/s) of the IDP. 
When performing the same transaction over a crossed TP cable between the two hosts the 
average speed was 420Mbit/s. The difference in throughput between port 80 and 123 depends on 
the different amount of checks the IDP performs for the two. There are far more attack signatures 
for port 80 which is HTTP than for port 123 which is NTP. This results in a lower throughput on 
port 80 than port 123 because the IDP must compare traffic on port 80 against more signatures. 
The speeds for each port shown in Figure 16 are average speeds of sending the 2.1GB file. 
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Figure 16: Ping response times during TCP traffic load  

Because of the few signatures for NTP the traffic on port 123 almost reaches the maximum 
throughput of the IDP. As a result, response times are very little influenced, but it should be 
noted that packet loss was as high as 33%. The high packet loss probably depends on that the data 
rate is so close to the maximum throughput of the IDP. For port 80 the average throughput was 
140Mbit/s and the response times varies between 1ms and 10ms. No packet loss was experienced. 
It is clear that the IDP matches different signatures depending on what port the traffic uses as the 
data rates differentiate as much as 100Mbit/s between port 80 and 123. 
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Response times during UDP traffic load 

As UDP lacks transmission control it transmits data as fast as possible. The sending host reached 
rates of 420Mbit/s when sending UDP data which overloaded the IDP and it therefore stopped 
forwarding packets. This mode of operation is called “fail closed”, which means that when 
unable to process all packets the IDP stops forwarding packets. The good side is that no 
malicious traffic is let through even though it is overloaded, but the bad side is that it results in a 
denial of service for all other traffic. 

To test response times during UDP load a rate limited queue had to be set up on the sending host 
to not overload the IDP. The rate limiting used was the Linux standard kernel throttling support 
CBQ (Class Based Queuing), and two different limits were setup and tested. The result is found 
in Figure 17 below. 
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Figure 17: Ping response times during UDP traffic load 

As seen in Figure 17 the response times during 220Mbit/s throughput are only slightly higher 
than during the 190Mbit/s load. The highest response time is just a little more then 3.5ms which 
is perfectly acceptable and no packet loss was experienced. 

TCP throughput 

This tested the TCP throughput for four regularly used ports. The test setup was the same as 
when testing response times during TCP traffic load. A 2.1GB file was transferred using Netcat 
which transfers data as fast as possible. A timer was started when the transfer began, stopped 
when finished and the average speed was calculated.  
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Figure 18: TCP throughput 

The diagram in Figure 18 shows clear differences in throughput between the four ports, with port 
21 (FTP) having the slowest rate. This is probably because FTP can carry almost any kind of 
payload and thus the IDP must check the data against a lot of signatures when trying to detect 
malicious data. 

UDP throughput 

No measurement of UDP data throughput could be done as the IDP stopped forwarding UDP 
traffic when loading it with too high data rates. As no transmission control is done by UDP, the 
sender transmits traffic as fast as possible and thus overloads the IDP when reaching rates above 
250Mbits/s. 

6.5.3 Problems 

The biggest problem discovered during testing with Juniper’s IDP is its inability to handle UDP 
port scans and floods. As Ericsson’s PRAN uses NTP as time synchronization protocol, which 
uses UDP to deliver packets, it is vital that UDP packets do not get dropped. The testing shows 
that it takes at least 8 seconds to establish a new UDP session during an UDP port scan and as 
much as 40 seconds during a UDP flood. This is not acceptable as an adversary easily could 
abuse this to achieve denial of service for the synchronization. No documentation describing why 
this behavior occurs has been found and further investigation in this matter ought to be done if 
Juniper’s IDP is to be used in a real solution. A qualified guess is that the UDP flood protection 
stops the forwarding of UDP traffic during an attack. If this is the case, the protection does not do 
any good anyway as this in it self results in denial of service. 
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A similar problem arises when performing a TCP SYN port scan. Response times for ICMP echo 
requests get as high as 100ms when performing a TCP SYN port scan repeatedly. This 
phenomenon sometimes takes time to reproduce. At first the response times can be fine and then 
suddenly rise. It is hard to determine the actual reason for this behavior but the probable reason is 
the limited number of sessions that can be handled simultaneously. As said before the IDP must 
hold session data of every attempted connection, and when the session limit of 70 000 is reached 
it must flush out the connection that is least probable to be used again. Another explanation could 
be that the maximum number of packets handled per second is reached. Juniper’s specification of 
the IDP does not reveal any number for maximum packet rate so it is hard to tell whether this 
could be an issue or not. 

6.6 AAA 

This chapter discusses what AAA functionality that is wanted in the PRAN environment and 
what functionality Juniper’s IDP, SSG550 and SSG5 offers. 

6.6.1 The need for AAA 

The author’s opinion is that the most important AAA functionality in PRAN is accounting. There 
will be several devices deployed that all need some kind of surveillance. It would probably be a 
full time job for a person to audit logs in all devices if there were no possibility for central 
logging. It is still important to provide proper authentication for the persons administrating the 
devices. Each administrator should have the possibility to use a personal account for security 
reasons. The possibility to grant different permissions to different administrators is also vital. 

6.6.2 Accounting 

Accounting in the context of PRAN is the ability to collect information about security incidents 
(for example the finding of an attack signature) and having information of who that was logged in 
during a particular time period.  

NetScreen Security Manager (NSM), which is the program used to administrate Juniper’s IDP, 
provides several options for logging. The least logging performed by Juniper’s IDP is internally 
on the NSM server, which logs information directly from the IDP. Keeping logs on a NSM server 
is good if all hardware used in a network is Juniper. As NSM supports administration of lots of 
hardware provided by Juniper, all logging can be centralized to the NSM server. For logging to 
other external servers NSM offers support for syslog, SNMP traps, XML and emails. Syslog is a 
standard for forwarding log messages in an IP network and provides good functionality for 
centralized logging in an environment with different hardware. SNMP traps are mostly used to 
generate alert messages and also offer the ability for a centralized system that records these 
events. The XML option creates XML formatted entries in a file that can be situated on an 
external server if wanted, and the email option offers the ability to send log messages by email. 

ScreenOS (the OS on SSG550 / SSG5) offers centralized logging through syslog, SNMP traps, 
NSM and emails. NSM is the server used for administration of Juniper’s IDP as described in the 
text above. The limitation for sending reports by email is that only two addresses can be specified 
but up to four external syslog servers can be used. ScreenOS also has the ability to store logs 
internally, which can be accessed through ScreenOS’s regular administration web interface. 
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6.6.3 Authentication and authorization 

NetScreen Security Manager (NSM) is the program used to administrate Juniper’s IDP. To login 
to a NSM server Juniper’s GUI client must be installed and the authentication process takes place 
between the GUI client and the NSM server using a login name and password. NSM offers the 
ability to add arbitrary many administrator accounts which makes it possible to get individual 
accounts for all administrators. Each account corresponds to a role. There are six predefined roles 
and there is possibility to create new ones. The roles define what a user is authorized to do, for 
example a user can be given read-only rights. There are many attributes that can be set for each 
role. An attribute could for example be “Create / Edit Firewall Rulebase” or “Edit Security 
Policies”. This makes it easy to customize what each user is allowed to perform. NSM can also 
be configured to get account information from an external authentication and authorization server. 

The SSG550 and SSG5 can be administrated either through a web based interface or by 
connecting with Secure Shell (SSH). ScreenOS (the OS running on both SSG550 and SSG5) 
offers the ability to add arbitrary many administrator accounts, which makes it possible to create 
individual accounts for each administrator. Each account can choose from having “read-write” or 
“read-only” permissions. It can also be specified whether a user is allowed to login by using SSH 
or not. These authorization options are far too few to be satisfying. ScreenOS can be configured 
to get authentication and authorization information from an external RADIUS server as well as 
getting this information from a local database. 
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6.7 Requirements 

These requirements have been gathered using Appendix C: “Attacks against PRAN and its 
nodes” and information from the book “Intrusion Prevention and Active Response” [37]. For 
each attack in Appendix C that can be mitigated using an IPS a requirement is stated. 
Requirements that do not directly mitigate effects of an attack are concluded following 
recommendations in “Intrusion Prevention and Active Response”. The requirements importance 
are rated in a three leveled order; high, medium and low. 

6.7.1 Functional requirements 

This chapter presents the concluded functional requirements. They are grouped together in 
different tables to make them easier to overview. 

Protocol conformance 

ID Name Importance Description 

F-1.1 IP protocol 
conformance 

Low An IPS shall be able to check that the IP header of a packet follows RFC 
specifications. By doing this attacks that aim to abuse implementation 
flaws in IP stacks can be mitigated. As it is the author’s belief that most IP 
stacks are mature enough to not have implementation flaws the importance 
is set to low. This belief is not true in the case of embedded systems that 
often have rewritten network stacks to comply with the smaller memory 
available. 

F-1.2 TCP 
protocol 
conformance 

Low An IPS shall be able to check that the TCP header of a packet follows RFC 
specifications. By doing this attacks that aim to abuse implementation 
flaws in TCP stacks can be mitigated. As it is the author’s belief that most 
TCP stacks are mature enough to not have implementation flaws the 
importance is set to low. This belief is not true in the case of embedded 
systems that often have rewritten network stacks to comply with the 
smaller memory available. 

F-1.3 UDP 
protocol 
conformance 

Low An IPS shall be able to check that the UDP header of a packet follows RFC 
specifications. By doing this attacks that aim to abuse implementation 
flaws in UDP stacks can be mitigated. As it is the author’s belief that most 
IP stacks are mature enough to not have implementation flaws the 
importance is set to low. This belief is not true in the case of embedded 
systems that often have rewritten network stacks to comply with the 
smaller memory available. 

F-1.4 SSH 
protocol 
conformance 

Medium An IPS shall be able to check that SSH sessions follow RFC specifications. 
By doing this attacks that aim to abuse implementation flaws in SSH 
services can be mitigated. 

F-1.5 NTP 
protocol 
conformance 

Medium An IPS shall be able to check that NTP traffic follows RFC specifications. 
By doing this attacks that aim to abuse implementation flaws in NTP 
services can be mitigated. 

F-1.6 IPsec 
protocol 
conformance 

Low An IPS shall be able to check that Ipsec traffic follows RFC specifications 
to mitigate effects of Ipsec stack implementation flaws. This is only 
interesting of the IPS is to be placed outside the firewall. As placement 
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outside the firewall is not recommended the importance is set to low. 

F-1.7 RSTP 
protocol 
conformance 

Medium An IPS shall be able to check that RSTP traffic follows the RFC 
specifications for the RSTP protocol. RSTP is a vital protocol within the 
PRAN environment and abused flaws in the RSTP protocol could have 
fateful consequences. 

F-1.8 IKE 
protocol 
conformance 

Low An IPS shall be able to check that IKE traffic follows RFC specifications. 
As IKE is not a part of PRAN specification the importance is set to low. 
But as IKE can be used as key exchange protocol in deployments that does 
not fully follow PRAN specifications this option is preferable. 

Table 13: Requirements for protocol conformance checks 

Attack signatures 

ID Name Importance Description 

F-2.1 x86 
shellcode 

High An IPS shall be able to detect / prevent x86 shellcode in network traffic. 
The presence of shellcode in traffic almost certain indicates that someone 
is performing an attack. 

F-2.2 PowerPC 
shellcode 

High An IPS shall be able to detect / prevent PowerPC shellcode in network 
traffic. The presence of shellcode in traffic almost certain indicates that 
someone is performing an attack. 

F-2.3 SSH 
exploits 

High An IPS shall be able to detect / prevent publicly known SSH exploits. The 
presence of SSH exploit code in traffic almost certain indicates that 
someone is performing an attack. 

F-2.4 NTP 
exploits 

High An IPS shall be able to detect / prevent publicly known NTP exploits. The 
presence of NTP exploit code in traffic almost certain indicates that 
someone is performing an attack. 

Table 14: Requirements for attack signatures 

Traffic abnormalities 

ID Name Importance Description 

F-3.1 Unknown 
hosts / 
services 

High An IPS shall be able to detect / prevent traffic targeted to hosts / services 
that should not be running in the network. Traffic to unknown services / 
hosts could indicate the presence of malicious or misconfigured devices in 
the network. 

F-3.2 SSH brute 
force 

High An IPS shall be able to detect / prevent SSH brute force login attempts 
which almost certain indicates that someone is trying to break into a host. 

Table 15: Requirements for countermeasures against traffic abnormalities 
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Fragment reassembly features 

ID Name Importance Description 

F-4.1 IP fragment 
reassembly 

High An IPS shall support IP fragment reassembly to be able to detect attacks 
that are fragmented. 

F-4.2 TCP 
window 
reassembly 

High An IPS shall support assembling of TCP packets that is held within a 
variable specified window size to counter TCP splicing attacks. If this is 
not supported it is easy for an adversary to split an attack over several 
small TCP packets to evade detection. 

Table 16: Requirements for features for fragment reassembly 

 

Denial of Service attacks 

ID Name Importance Description 

F-5.1 ICMP echo 
request 
flood 

Medium An IPS shall be able to detect / mitigate ICMP echo request floods which 
could lead to denial of service. 

F-5.2 Smurf flood High An IPS shall be able to detect / prevent ICMP echo requests to broadcast 
addresses which almost certain indicates a smurf denial of service attack. 

F-5.3 ICMP 
destination 
unreachable 

Low An IPS shall be able to detect abnormal amounts of ICMP destination 
unreachable packets which could indicate that someone is trying to trick 
hosts into aborting connections with other hosts. 

F-5.4 ICMP 
source 
quench 

Low An IPS shall be able to detect / prevent ICMP source quench messages 
which could indicate that an adversary is trying to slow down transfers 
between hosts. 

F-5.5 ICMP 
fragmentatio
n needed 

Low An IPS shall be able to detect abnormal amounts of ICMP fragmentation 
needed packets which could indicate that someone is trying to degrade 
transfer performance. 

F-5.6 UDP flood High An IPS shall be able to detect / prevent UDP floods to mitigate effects of a 
denial of service attack. 

F-5.7 LAND  High An IPS shall be able to detect / prevent TCP packets with same source and 
destination address and port which almost certain indicate a LAND attack. 

F-5.8 TCP RST 
termination 

Low An IPS shall be able to detect abnormal amounts of TCP RST packets 
which could indicate that someone is trying to terminate TCP connections 
maliciously. 

F-5.9 SYN flood High An IPS shall be able to detect / prevent TCP SYN floods to mitigate effects 
of a denial of service attack. 

Table 17: Requirements for countermeasures against DoS attacks 
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Eavesdropping / injection attacks 

ID Name Importance Description 

F-6.1 ARP 
poisoning 

High An IPS shall be able to detect IP addresses belonging to more than one 
MAC address which could indicate someone performing an ARP poisoning 
attack. 

F-6.2 ARP storm High An IPS shall be able to detect abnormal amounts of ARP packets which 
could indicate that someone is performing an ARP storm attack. 

F-6.3 ICMP 
redirect 

Low An IPS shall be able to detect / prevent ICMP redirect messages. Presence 
of such packets could indicate someone trying to perform eavesdropping or 
denial of service by changing the target’s routing table. 

F-6.4 Source 
routing 

Medium An IPS shall be able to detect / prevent source routed traffic. Presence of 
such traffic could indicate someone trying to perform eavesdropping. 

F-6.5 Nested 
VLAN 
headers 

Medium An IPS shall be able to detect / prevent packets with nested VLAN headers. 
Presence of such packets could indicate that someone is trying to inject 
traffic into other VLANs. 

Table 18: Requirements for countermeasures against eavesdropping and injection 

 

Reconnaissance attacks 

ID Name Importance Description 

F-7.1 TCP port 
scan 

High An IPS shall be able to detect / prevent various types of TCP port scans 
which almost certain indicates that someone is performing network 
reconnaissance. It should at least detect / prevent the following scan types: 
connect, SYN, ACK, Null, FIN, Xmas, Window, Maimon. 

F-7.2 UDP port 
scan 

High An IPS shall be able to detect / prevent UDP port scans which almost 
certain indicates that someone is performing network reconnaissance. 

F-7.3 IP scan Low An IPS shall be able to detect IP scans. An IP scan aims to identify 
supported network layer protocols. 

F-7.4 Host 
discovery 

Medium An IPS shall be able to detect various types of host discovery attacks. It 
should at least be able to detect the following types of host discovery 
attacks: ICMP echo request (ping sweep), TCP SYN sweep, TCP ACK 
sweep, TCP FIN sweep, TCP Xmas sweep, TCP Null sweep, UDP sweep. 

F-7.5 Remote OS 
identificatio
n 

High An IPS shall be able to detect various remote host OS identification 
attacks. Such attacks are mostly based on recording the responses for 
specially crafted IP, TCP or UDP packets for example with different sets of 
TCP flags and options. 

Table 19: Requirements for countermeasures against reconnaissance attacks 
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Other features 

ID Name Importance Description 

F-8.1 White listing High An IPS shall support the ability to assign IP addresses into a list that never 
will be blocked regardless if attacks seem to originate from these 
addresses. 

F-8.2 Packet 
capture 

Medium An IPS shall support the ability to capture packets preceding and 
succeeding a detected attack to make it easier to filter out false positives. 

F-8.3 Traffic 
prioritizing 

Low If deployed in inline mode between the BSC and RBS (not recommended – 
thus the low importance) then an IPS shall support traffic prioritizing by 
using DiffServ and P-bits. 

F-8.4 External 
logging 

High An IPS shall offer the ability to record logs to an external syslog server. 

F-8.5 Backdoor 
detection 

High An IPS shall be able to detect / prevent backdoor traffic. Traffic matching 
such patterns almost certainly indicates that someone has broken into a 
system. 

Table 20: Requirements for features that do not fit into a special category 

6.7.2 Non-functional requirements 

In this chapter the concluded non-functional requirements are presented. As there are rather few 
non-functional requirements all are listed in a single table. 

ID Name Importance Description 

N-1.1 GUI High An IPS shall be delivered with software that has a graphical user interface 
to manage the IPS device and audit logs. 

N-1.2 Traffic 
visualization 

Medium An IPS shall be delivered with software that makes it possible to visualize 
current and historical traffic flows. 

N-1.3 Latency Low An IPS being deployed inline between the BSC and RBS must not add too 
much delay to traffic passing through the device. Since it is not 
recommended to have an inline IPS between the BSC and the RBS the 
importance of this requirement is set to low. If an IPS is to be deployed 
inline between the BSC and RBS the importance must be set to High. To 
conclude a maximum delay limit is out of scope for this thesis. Further 
testing must be performed to establish such limit. 

N-1.4 Automatic 
signature 
updates 

High An IPS shall support the ability to automatically update its signature 
database through internet or any other network system. 

N-1.5 Custom 
signatures 

Medium An IPS shall offer the ability for an administrator to create new custom 
signatures that does not come with the regular signature database. It should 
also support the use of regular expression when creating new signatures. 

N-1.6 Attack Medium An IPS shall offer attack descriptions for detected attacks such that it is 
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description possible for an administrator not knowing of a specific attack if it is a 
severe attack or not. 

N-1.7 Attack 
rating 

Medium An IPS shall offer the ability to rate attack signatures according to a scale 
of five different levels. It should also be possible to change to rating of all 
signatures in the database. 

N-1.8 Attack 
sorting 

Medium An IPS shall offer the ability to sort and display recorded attacks according 
to there severity. 

Table 21: Requirements for features that are non-functional 
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7 Conclusion 

There are many aspects that must be considered when deciding whether to deploy an IPS or not. 
This thesis states where in the PRAN solution an IPS should be placed and what functionality it 
should have. At the moment of writing this thesis, most operators still use private networks for 
transportation of mobile traffic and thus intrusion attempts are rather unlikely to occur in such 
rate that it would be economic to deploy an IPS solution. Since the future might bring more open 
networks being used for transportation and radio base stations being easier to access physically, 
the need for IPSs can rise. If or when this happens, the use of an IPS solution will become more 
valuable. It is still important to remember that an IPS also offers protection against insider threats, 
which must be taken into consideration when deciding whether to deploy an IPS or not.  

The most important result of this thesis is the requirements that should be provided by an IPS that 
is to be used in a PRAN environment. The tests show that an IPS can add much latency to traffic, 
and an IPS should therefore not be placed inline if traffic that are sensitive to delay must pass 
through it. It is also found that the existing hardware misses IPS features that are desirable in the 
PRAN environment and that it has problems to mitigate certain attack types. 
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8 Future work 

This chapter suggests future work that can be performed in the intrusion detection and prevention 
area of PRAN. 

8.1 Open source IPS 

Try out different variants of open source IPS software and compare them to commercial products. 
It is can be easier to adapt and tweak open source software to comply better with requirements 
than a commercial product which often utilizes closed source. 

8.2 Inline IPS 

Perform further research whether it is possible to use an inline IPS when traffic sensitive to 
delays flows through it. The tests performed in this thesis uses fictitious traffic to perform 
throughput and response analysis. It would be of interest to see how an IPS system performs in a 
real world environment. 

8.3 Host based IPS 

Investigate whether it is possible to use a host based IPS system on any of the nodes in the PRAN 
environment. This can perhaps be part of the node hardening process which is performed on the 
nodes. 
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9 Glossary 

ACL Access Control List 

ARP Address Resolution Protocol 

ATM Asynchronous Transfer Mode 

BSC Base Station Controller 

CAM Content Addressable Memory 

CBQ Class Based Queuing 

Cracker An individual whom has the knowledge to build new tools and/or exploits to attack 
computer systems. 

DDoS Distributed Denial of Service 

DNS Domain Name System 

DoS Denial of Service 

GSM Global System for Mobile communications 

HIPS Host Intrusion Prevention System 

Honeynet A fake network too trap / counteract / detect intrusion attempts 

HTTP Hypertext Transfer Protocol 

ICMP Internet Control Message Protocol 

IDP Intrusion Detection and Prevention 

IDS Intrusion Detection System 

IETF Internet Engineering Task Force 

IKE Internet Key Exchange 

IP Internet Protocol 

IPS Intrusion Prevention System 

IPsec Internet Protocol Security 

ISP Internet Service Provider 

MAC Media Access Control 

NIPS Network Intrusion Prevention System 

NSM NetScreen Security Manager (trademark of Juniper Networks) 
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NSRP NetScreen Redundancy Protocol (Juniper Network’s proprietary version of VRRP) 

NTP Network Time Protocol 

PRAN Packet Radio Access Network 

RBS Radio Base Station 

RFC Request For Comments 

Script kiddie An individual whom uses already developed tools to attack computer systems 

SNMP Simple Network Management Protocol 

SPAN Switch Port Analyzer  

Spoofed Forged 

SSH Secure Shell 

TCP Transmission Control Protocol 

TTL Time To Live 

UDP User Datagram Protocol 

VRRP Virtual Router Redundancy Protocol 

WCDMA Wideband Code Division Multiple Access 

XML Extended Markup Language 
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Appendix A: Assets and threats report 
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Appendix B: Vulnerability report 
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Appendix C: Attacks against PRAN and its nodes 
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Appendix D: Mitigation of attacks against PRAN nodes using
 Juniper’s IDP 
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