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If you try and take a cat apart to see how it works, the first

thing you have on your hands is a non-working cat.

—Douglas Adams
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Abstract

Complex traits represent valuable research targets as many highly desir-

able properties of plants and animals (such as growth rate and height)

fall into this group. However, associating biological markers with these

traits is incredibly challenging, in part due to their small effect sizes. For

the two species at the core of our research, European aspen (Populus

tremula) and Norway spruce (Picea abies), association studies are even

more challenging, primarily due to the fragmented state of their genome

assemblies. These assemblies represent the gene space well, but poorly

represented inter-genic regions hinder variant discovery and large scale

association studies.

In this thesis, I present my work to improve association discovery of

complex traits in forest trees. Firstly, to overcome the issues with assem-

bly fragmentation, I have created an updated version of the P. tremula

genome, which is highly contiguous and anchored in full chromosomes.

To calculate the dense linkage map required to order and orient the

aspen assembly, I developed “BatchMap”, a parallel implementation of

linkage mapping software. BatchMap has been successfully applied to

several dense linkage maps, including aspen and Norway spruce, and

was essential to the progress in improving the aspen genome assem-

v



bly. Further, I developed seidr, which represents a starting point in

multi-layer, network-based systems biology, an analysis technique with

promising prospects for complex trait association analysis. As a case

study, I applied some of the methods developed to the analysis of leaf

shape in natural populations of European aspen, a complex, omnigenic

trait.

The multi-layer model of systems biology and related analysis techniques

offer promise in the analysis of complex traits, and this thesis represents

a starting point toward an intricate, holistic model of systems biology

that may help to unravel the overwhelmingly complicated nature of

complex traits.
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Sammanfattning

Viktiga fenotyper hos m̊anga organismer klassificeras som komplexa, och

de är därför attraktiva att forska p̊a. Dock är det en stor utmaning at

associera biologiska markörer med dessa egenskaper, dels p̊a grund av

deras ofta små effekter p̊a egenskapen i fr̊aga. För de tv̊a arter som

representerar grunden i v̊ar forskning, asp (Populus tremula) och gran

(Picea abies), kompliceras detta ytterligare av att deras referensgenom

är fragmenterade, vilket försv̊arar identifiering av sekvensvariation och

storskaliga associationsstudier.

I denna avhandling presenterar jag mitt arbete som ämnar att förbättra

associationsstudier med komplexa egenskaper i skogsträd. För att

övervinna de redan nämnda komplikationerna gällande fragmenterade

genomsekvenser har jag producerat en uppdaterad version av refer-

ensgenomet för P. tremula. Denna version är betydligt mindre frag-

menterad och förankrad i hela kromosomer. För att kunna beräkna den

täta kontaktkarta som krävs för att ordna och orientera sekvenserna i

asp utvecklade jag ”BatchMap”, en paralleliserad implementation av ett

program för beräkning av kontaktkartor. BatchMap har framg̊angsrikt

tillämpats p̊a flera täta kontaktkartor, inklusive asp och gran, och pro-

grammet var en grundförutsättning för att göra nya framsteg i sam-

xvii



mansättningen av aspgenomet. Vidare har jag ocks̊a utvecklat seidr som

representerar en startpunkt i mångskiktad, nätverksbaserad systembi-

ologi; en analysteknik med lovande förutsättningar för associationsstudier

med komplexa egenskaper. Som en fallstudie tillämpade jag n̊agra av

metoderna p̊a analys av bladform — en komplex och omnigenisk egen-

skap – i en naturlig population av asp.

Denna multiskiktade modell av systembiologi och besläktade analystekniker

är lovande när det kommer till analys av komplexa egenskaper, och denna

avhandling representerar en startpunkt för en intrikat, holistisk modell av

systembiologi som kan hjälpa till att reda ut den till synes överväldigande

komplexitet vi ser hos komplexa egenskaper.

xviii Sammanfattning



Goals and Aims

The core goal of the work in my thesis was to provide an improved

framework for phenotype association studies in Norway spruce (Picea

abies) and European aspen (Populus tremula). Due to the complexity

and difficulty in working with Norway spruce, I focused primarily on

aspen and plan that the insights gained and software developed will

apply to Norway spruce more effectively in the future.

To provide such a framework, I focused on two main components. Firstly,

the genome assembly of both species can benefit a lot from higher

contiguity, as both are fragmented assemblies based in large parts on

short sequence data. Recent improvements in sequencing technology

enable the cheaper generation of long sequences and provides a promising

tool to create more contiguous genome assemblies. Secondly, I aimed

to include diverse data into the association framework, as currently we

often only utilize single data sources for analyses in systems biology. I

hope that integrating diverse data from multiple sources will benefit

both the functional and phenotype associations in both species.

xix
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Introduction

Complex organisms cannot be construed as the sum of their genes,

nor do genes alone build particular items of anatomy or behavior

by themselves. Most genes influence several aspects of anatomy

and behavior — as they operate through complex interactions with

other genes and their products, and with environmental factors

both within and outside the developing organism. We fall into a

deep error, not just a harmless oversimplification, when we speak

of genes “for” particular items of anatomy or behavior.

Excerpt From: Stephen Jay Gould. “I Have Landed.”

Contemporary biology has, in many regards, become the science of

genes, their products, and the products of those products. Research

on genomes, genes, proteins, or any layer of a biological organism of-

ten focuses on that particular aspect of it, while the complex interplay

between those aspects is an afterthought. While the immense value in

reductionist biology is beyond doubt, it is equally vital to relate the

various components to the organism as a whole. The field of systems

biology has paved the way in linking these many-faceted layers, mainly

through the use of functional genomics. Systems biology enables a com-
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prehensive view into which processes, particularly genes, are associated

with a given trait. This comprehensiveness also makes it a powerful

tool when studying complex traits, which are characterized by their

non-Mendelian inheritance and quantitative contribution to the outcome

in question21. In other words, complex traits are those where a large

number of genes each contribute a small amount to the general pheno-

type. A great example of a complex trait is the shape of leaves in natural

populations of Populus tremula, which is likely the result of the workings

of numerous genes with varying effect sizes4.

Despite the advantages of a holistic approach to research questions,

practical examples are scarce. These “multi-omics” approaches34 offer

a powerful way of association discovery. Still, the considerable effort

required to carry out actual multi-layer studies and the complexity of

the models that arise in such research makes them prohibitively resource

demanding. Besides, formulating a model to include many layers of

heterogeneous data is not straight forward, and there is currently no

consensus on the best framework to do so. One area of research within

systems biology that is of particular interest to this model complexity

is network biology. Biological networks offer an intuitive framework to

express and study the interactions of genes, proteins, or more abstract

concepts like nucleotide polymorphisms. Within these diverse types

of systems, consider gene networks, where nodes in a graph represent

genes, and interactions between genes are links between these nodes

(concisely reviewed in92,27). Similar ideas extend to genomic variants,

proteins, metabolites, and other aspects of biological organisms. Once
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Figure 1.1: An example of a complex trait: the broad diversity of leaf shapes
in P. tremula. The shape of leaves varies extensively in natural populations of
European aspen. This trait, while highly hereditary, is an example of a complex
trait, as it is the result of many genes, which each contribute very little to the
overall shape of the leaf.
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established, the separate network layers connect across their domain

with links that support interactions between layers. This type of network

biology, a relatively recent addition to the tools of systems biology, has

grown in popularity with the steady increase in computational power,

the lower access barriers to High Performance Compute (HPC) clusters,

and the advent of high-throughput sequencing. While it is challenging

to make use of networks per se to associate genes and traits, they can

serve as a valuable basis to map the genetic links in a process, which

enables the study of groups of genes (or modules) in the context of this

process. Further, network modules assist in annotating functions of

previously unknown genes, a feature that is very welcome when working

with non-model organisms.

Within the next chapters, I introduce four aspects of biological organisms,

the reasons why we study them, and some of the techniques we use to do

so. Finally, chapter 8 summarizes core ideas on how to integrate these

aspects into a holistic model of a biological system.
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The Forest Trees Populus tremula and Picea abies

The tree species Populus tremula and Picea abies are both highly valu-

able research subjects in forest tree genomics, albeit for very different

reasons. P. tremula, commonly called European, Eurasian or quaking

aspen, is a pioneer species characterized by its rapid growth, ease of

propagation, and relatively small genome at less than 500 Mbp1. Fur-

ther, most species in the Populus genus, which spans the entire northern

hemisphere, readily form hybrids with enhanced growth characteristics77.

Beyond these traits, its ease of propagation, clonal replication, ability to

transform, and small genome size make P. tremula an excellent model

for research in forest trees. A quality of particular interest for studies in

natural variation and complex traits is the incredible diversity of leaf

shapes in aspens4(Figure 1.1). This phenotype is an excellent proxy

for natural variation as a whole, and as a complex, omnigenic trait leaf

shape is a challenging target for gene association mining4. Besides its

vital importance for biodiversity, European aspen provides a readily

available source of wood for pulp, biofuel, or similar applications77.

P. abies - often referred to as Norway or European spruce - stands oppo-

site P. tremula in many aspects. It boasts one of the largest assembled
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genomes (20 Gbp) of any species to date, and its long generation times

- P. abies takes approximately 25 years to become sexually mature -

make breeding programs slow to yield improvements59,3. Its incredibly

high interest as a subject in forest tree genomics is due to its enormous

economic importance for Sweden in particular, with a mean annual har-

vest in 2017 of 47.5 million m3 standing volume (compared to the next

highest yield of 28.4 m3 standing volume in Scots pine)56. Additionally,

it was the first gymnosperm that had its genome assembled, representing

one of the last big taxonomic groups without a genome at the time.

Scots pine (Pinus sylvestris, another conifer) and Norway spruce are the

two most widespread trees in Swedish forests and comprise about 80%

of Sweden’s standing forest tree volume55. Of about 28 million hectares

of total woodland in Sweden, the national forest industry currently uses

23.6 million hectares, or roughly 84%, as production forests56. New

genomics assisted breeding programs, therefore, are potentially highly

impactful to the economic state of Swedish forestry as a whole, despite

the challenging nature of conifer genomics. A stunning success story

of how this approach can be employed is eucalyptus forestry in Brazil,

where genomics assisted methods helped to cut the time-to-harvest in

half, from 6-7 years to 2-3 years18.

In summary, P. tremula and P. abies are an unexpected but advanta-

geous marriage of research subjects. The former, with its manageable

genome and ease of propagation, allows for faster prototyping, research,

and development - both in the wet and dry lab. As such, the original

idea that inspired a lot of work in this thesis is that the methods, which
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can be much more easily developed and tested in aspen, then provide a

promising opportunity in Norway spruce breeding programs, a pillar of

the Swedish economy.

The Forest Trees Populus tremula and Picea abies 7



8 The Forest Trees Populus tremula and Picea abies



Studying Biological Organisms in the High Through-

put Era

3.1 A Brief History of Sequences and Sequenc-

ing

To properly grasp the state of sequence-based biology today, it is essential

to discuss the path that led us here. The recent history of sequencing

is full of paradigm shifts due to technological breakthroughs (reviewed

in Kulski [42]). In 1977, Frederick Sanger - among others - invented

a method to determine the sequence of Deoxyribonucleic Acid (DNA).

Though several nucleotide sequencing protocols were published (and

in-use) before, Sanger’s approach was much less labor-intensive than

previously published protocols and therefore marked the beginning of

sequence-based genomics. Next, the Polymerase Chain Reaction (PCR),

invented by Karey Mulligan in 1983, provided a way to amplify targeted

pieces of DNA without the need for time-consuming cloning experiments.

The human genome project, a colossal 13-year group effort between 1990

and 2003, was a momentous breakthrough for sequencing and genome as-
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sembly. By the mid-2000s, the first High Throughput (HT) technologies

became commercially available. Roche’s 454 pyrosequencing, Illumina’s

Genome Analyzer, and Applied Biosystem’s SOLiD platform were among

the most widely used techniques. All of these technologies share two

characteristics: Firstly, due to issues with diminished performance af-

ter time, these platforms can only sequence short DNA fragments of

about 50 bp to 500 bp length. Secondly, the sequencing occurs in a

massively parallel reaction on all DNA fragments. These technologies

enabled researchers to generate massive amounts of sequence data in

relatively short time-frames (e.g., less than ten days). Additionally,

second-generation sequencing systems can make use of modified proto-

cols to sequence messenger RNA (mRNA), after a reverse transcription

step that converts mRNA to complementary DNA (cDNA).

Back in 1965, Holley et al. [36] published the first non-synthetic sequence

of nucleic acid: a 77 bp long transfer RNA (tRNA) from Saccharomyces

cerevisiae. This effort took over seven years to prepare65. By 2010,

the National Center for Biotechnology Information (NCBI) Short Read

Archive (SRA) had grown to over 10 Tbp of sequences. At the time

of writing (March 2020), it stands at 40 Pbp of raw data1. Modern

platforms, such as the Illumina NovaSeq, now generate the equivalent

of 200 human genomes in fewer than two days. The third generation of

advancements in sequencing technology came in the form of long-read

single-molecule sequencing. As briefly mentioned before, a significant

limitation of high-throughput technologies like Illumina’s Genome An-

1https://www.ncbi.nlm.nih.gov/sra/docs/sragrowth/
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alyzer was the short read length, which made the assembly of large

and complex genomes a challenging effort and often led to a loss of

information in fragmented assemblies67. Long reads can often bridge

difficult-to-assemble regions, which leads to much higher initial conti-

guity for projects that make use of them. Since the early-2010s, two

companies have successfully developed platforms that could sequence

single molecules several tens- to millions of base pairs in length: Oxford

Nanopore and Pacific Biosciences. The emergence of these technologies

led to a boom in genome assembly, elevating the process from a massive,

multi-year, group effort, to something a single researcher could achieve

in the time-span of a single year or less.

3.2 Current Challenges and Advancements

Currently, Illumina’s HiSeq and NovaSeq systems dominate the short-

read sequencing sector, while Oxford Nanopore and Pacific Biosciences

compete in the long-read sequencing market. Genome assembly projects

often opt for hybrid strategies, which can provide high-quality assemblies

at a lower cost. These use long reads for the initial contigging stage,

short reads, with much lower error rates, to correct small assembly errors,

and long-range evidence such as optical mapping to correct large, struc-

tural issues and provide long-range linkage information for scaffolding.

Further, the low per-sample cost of sequencing makes generating dense

linkage maps (see Chapter 6.5) from hundreds to thousands of individuals

feasible. These maps can then assist in ordering and orienting scaffolds

in the genome assembly and boost the statistical power of Genome Wide

Studying Biological Organisms in the High Throughput Era 11



Association (GWA) and Quantitative Trait Locus (QTL) studies.

In transcriptomics, where experiments focus on sequencing mRNA to

quantify transcript abundance, the growing complexity and sample depth

of RNA Sequencing (RNA-Seq) projects has led to problems in designing

informative Differential Expression (DE) experiments as DE inherently

involves a binary statistical test between conditions. This increased com-

plexity makes experiments involving, e.g., time series or developmental

series hard to analyze.

Comprehensive “multi-omics” projects include population genomics,

transcriptomics, metabolomics, and even proteomics. The challenge in

multi-omics projects is to bring these different data sets into an integra-

tive analysis with a clear outcome.

Due to the massive volume of data generated by high-throughput tech-

nologies, the challenges of modern genomics have shifted from the wet-

to the dry-lab. More and more, large computational clusters provide

the computing power necessary for experiments such as genome assem-

bly, population genetics, and transcriptomics, which can use millions

of CPU-hours. The bottleneck of research labs is increasingly the data

analysis, not the data generation, and biologists often spend more time

writing code than they do extracting DNA in the lab. As both the

wet-lab and the computational parts of the process become more and

more streamlined, crucial importance will lie in the interpretation of

results, and tools that assist researchers in generating hypotheses are

needed to provide insights into an otherwise endless flood of data.

In the next four chapters, I will touch on four distinct aspects of bio-
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logical organisms that are relevant for my thesis in particular. These

are the phenome (or the collection of observable phenotypes/traits),

the genome assembly for a reference individual, genomic variation of a

study population and the transcriptome of an experimental sample set.

There are, of course, many more aspects worth considering in general,

metabolomics, and proteomics as just two of many examples. However

for the sake of brevity, these will be excluded as I have yet to perform

significant work involving them.

Studying Biological Organisms in the High Throughput Era 13
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Aspect 1: The Phenome

4.1 About the Phenotype and the Phenome

A phenotype (from Greek phainein meaning “to show”), of an organism is

a measurable or observable trait. Examples of physical traits are height,

weight, color, shape, etc., while, e.g., biochemical traits describe levels of

enzymes and their products. In trees, one could, for example, measure

the amount of lignin in a given tissue sample. The measured values can

exist in real-valued (measurements), integral (class labels), or Boolean

space (binary conditions such as healthy/sick). As it is impossible to

measure all characteristics of an organism, researchers typically quantify

a low number - tens to maximally hundreds - of traits relevant to a

biological question. These might be quantified by hand, or by a robot

in an automated phenotyping platform. The word “phenome” refers to

the complete collection of traits in an organism, and “phenomics” is the

study of such traits.

The role of the phenome is to quantify the subjects of the study. As

an example, consider an experiment on the efficacy of fertilization on

the growth rate of aspen seedlings; without periodic measurements of
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the height, diameter, or biomass of seedlings in both conditions, it is

impossible to establish accurate data to confirm or reject the experiment’s

hypothesis.

4.2 On Effect Sizes: Simple and Complex Traits

In a broad sense, one can differentiate between simple and complex

traits, which refers to their underlying genetic control. Simple traits are

subject to the control of only a few genetic factors, often a single one.

In a modern context, these were described by Gregor Mendel in 1865

and 1866, who studied the inheritance of traits in pea (Pisum sativum)

plants. Mendel studied traits under mono-genic control, meaning they

are the outcome of a single gene, which allowed him to create a simplified

model of inheritance. Most traits, however, violate many of Mendel’s

principles as they are quantitative, not discrete traits, resulting from

small contributions of a large number of loci, i.e., they are polygenic.

In 1918, Ronald Fisher expressed this idea in his “infinitesimal model”,

which states that the result of variation in quantitative traits is due to an

infinitely large number of genes, each of which contributes an infinitely

small amount to the overall outcome. However, many causal variants

are not within genes, but in inter-genic space. The measure of a locus’s

contribution to the result is a locus’s “effect size”. Those with small

effect sizes contribute little to the eventual phenotype (they may, of

course, add a lot to another, unobserved phenotype).

In contrast, genes with large effect sizes contribute a lot. Complex

traits result from small contributions of a large number of genes or other
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loci. They, therefore, are hard to study using classical methods as these

relied on disrupting genes hypothesized to contribute to trait-control and

observing the effect that mutation or disruption of that gene had on the

phenotype21. For complex traits, the number of genes one would need to

disrupt is prohibitively high, and producing combinatorial knock-outs of

such a large number of genes is likely to render the organism in-viable.

For example, studies have identified more than 697 genetic variants

in 424 genes linked to adult human height88. Recent developments in

experimental methods, particularly Genome Wide Association (GWA)

studies, address these shortcomings in part94.

4.3 Studying the Phenome

Presently, most academics still quantify phenotypes in research subjects

by hand, as opposed to using automated phenotyping platforms com-

monly found in industrial breeding programs. While less flexible, the

latter can provide pre-defined phenotypes for a large number of samples,

with the researchers themselves having to invest little time. Another re-

cent analysis trend, popularized by machine learning pipelines, is feature

(feature in the sense of a data characteristic) engineering. This technique

applies knowledge of the subject matter to the source data (e.g., images)

to extract or create features for use in downstream processes.As an

example, image recognition algorithms can extract features like leaf vein

length, branch points, angles, and thickness from image scans of leaves.

This richer feature space, in turn, provides downstream analyses with

more potential co-variates, which is often a boon to predictive strength
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Figure 4.1: Effect sizes of genes underlying two phenotypes. On the left, a
single locus controls the color of the flower in pea leaves. Therefore it has a
large effect size (indicated by the thickness of the arrow). On the right, many
loci control the leaf shape phenotype. Each locus contributes little by itself
(therefore, each has a small effect size).
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of models.

4.4 The Leaf Shape Phenotype in Populus trem-

ula

One of the central phenotypes in this thesis is the natural variation

of leaf shape among P. tremula individuals across the species range

in Sweden. Note that the emphasis is on the shape, not size, as leaf

size is more strongly influenced by the environment, while leaf shape

is highly hereditary4. As a result, leaf shape is consistent for all leaves

from an individual, even when that individual is clonally propagated in

contrasting environments. In contrast, the size of those leaves will be

more variable both within each clonal replicate and, especially, among

the clonal replicates grown in different environments. Image recognition

software takes scans of leaves and detects shape features such as length-

to-width ratio, circularity, and serration number as well as depth. These

features represent outcomes in statistical analyses like Genome Wide

Association Study (GWAS) or Quantitative Trait Locus (QTL) (more

on that in chapter 6.6). Additionally, morphometric methods like the R

package “Momocs” can use the shape (or outline) directly as a co-variate,

which eliminates the need to generate sub-features and allows using

the overall shape in the model13. A common strategy to process these

outlines involves Principal Component Analysis (PCA) to place samples

on N-dimensional feature vectors according to their principal components

(Figure 4.2). A goal of these types of analyses is the detection of genes
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Figure 4.2: Principal component analysis of leaf shape outlines. This example
shows a morphometric PCA of leaf shapes. The leaves are first scanned, then
computer software analyses their out-lines. Afterward the outlines are ana-
lyzed using morphometrics software, which models the shape as mathematical
functions. These can then be used as a direct coefficient, as in this PCA. The
colored boxes represent groups of leaves, and their position is relative to the
grey shapes in the background, i.e., a leaf that is more on the left is likely
longer, while a leaf to the right is wider.

(or genomic variation) that influence the outcome. With complex traits

like leaf shape, however, each co-variate might have such a small effect

size, that thousands of samples are needed to detect causative variants

reliably35.
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Aspect 2: The Genome Reference

5.1 About the Genome

An organism’s reference genome is the collective set of haploid Deoxyri-

bonucleic Acid (DNA), both nuclear and in organelles (the chloroplast

and the mitochondrion). It includes both the inter-genic and genic DNA

of - most often - one reference individual. The reference is essential to

many analyses and a high-quality genome assembly unlocks complex

and highly informative experiments. Recent improvements in long-read

sequencing have enabled relatively cheap and effective genome projects.

They have hence led to a genome boom, with many groups investing

effort into obtaining an “as complete as possible” genome sequence for

their organism of interest.

5.2 Studying the Genome

Typically, genome research focuses on one or more subdivisions of genomic

information. Firstly: the sequence. Contained within the sequence

are a multitude of information on genes, repeats, and transposable
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elements, which software can infer using a diverse set of external evidence

through genome annotation (reviewed in Yandell et al. [90]). Secondly:

the structure and organization. Chromatin conformation capture via,

e.g., Hi-C, has provided a new dimension of depth in the study of

genome structure (reviewed in Lin et al. [44]). In Hi-C, cross-linked

chromatin is stabilized, then digested with a restriction enzyme. The

ends are ligated and subsequently amplified and sequenced, yielding

information about DNA loci in close proximity30. The 3D structure

of the genome influences many of its biological functions, including,

for example, damage repair and cell differentiation and accessibility of

genes for transcription44. Thirdly: epigenetic modifications. Epigenetic

modifications have garnered a large amount of interest in the past two

decades. These hereditary, but also reversible, modifications play a

role in regulation and chromatin accessibility and are therefore key to

many disease phenotypes4. Tools to study these types of modifications

are Chromatin Immunoprecipitation (ChIP) sequencing and bisulfite

sequencing. Briefly, in ChIP-Seq DNA and a protein that interacts

with this DNA are cross-linked. Enzymes then digest all free DNA,

and the remainder is sequenced, thereby showing DNA sequences that

were interacting with a protein. In bisulfite sequencing, treating DNA

with bisulfite triggers a change of un-methylated cysteine nucleotides

into uracil, so post-treatment, only methylated cysteines remain. These

cysteines reveal methylation marks in samples’ genomes.
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5.3 Sequencing the Genome

The first complete genome sequence of a free-living organism was that

of Haemophilus influenzae. It was produced in 1995 using shotgun

sequencing, where small, random DNA fragments are sequenced with

short-read technologies and then computationally assembled29. This

approach typically works well for prokaryotes, but eukaryotes usually

have much larger and more complex genomes. Therefore, the first

genome sequence efforts of eukaryotes often relied on time- and labor-

intensive Bacterial Artificial Chromosome (BAC) and Yeast Artificial

Chromosome (YAC) libraries to first reduce the assembly complexity,

and subsequently generate a super-assembly from the libraries1. The

enormous throughput and low cost of short-read technology, especially

Illumina’s HiSeq machines, led to a boom of eukaryotic shotgun draft

assemblies, which typically suffered from high fragmentation and missed

long stretches of repetitive sequence66. The absence of long sequences also

made it near impossible to assemble phased haploid sequences66. More

recently, long read technologies such as Oxford Nanopore and Pacific

Biosciences are steering genome assemblies toward higher completeness.

These systems had a substantial impact on the genomes of plants due

to their often large, complex, repeat-rich DNA, which often exceeds 20

billion nucleotides (the human genome is about three billion nucleotides

long)38.
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5.4 Genome Assembly

Genome assembly is an often complex and incremental process that starts

with raw sequence reads and ends with a more or less complete genome

(see Figure 5.1 for an example schematic). The first step in an assembly

pipeline is the generation of contiguous sequences (contigs) from raw

fragments. Early software used overlap layout consensus algorithms

for this step, where all raw reads are compared to all other raw reads.

While accurate in practice, this algorithm scales exponentially with the

number of input sequences, so it was not feasible for the high number of

short reads from, e.g., Illumina’s HiSeq machines. Software for genome

assembly of short reads typically uses graph structures like De-Bruijn

graphs, where sequences are broken into k-mers (sub-sequences of length

k). While these graph-based assemblers are much faster, sequence errors

and repetitive regions introduce complex structures in the graph that

need to be resolved, leading in some cases to misassemblies66. As a

consequence, assemblers for long third-generation sequence data have

again shifted to overlap layout consensus.

After creating contigs, assemblers try to join these into scaffolds,

which are groups of subsequent contigs joined by some length of unknown

sequences. Access to paired-end sequencing data, which sequences the

ends of a long fragment of DNA, can give information about two or more

contigs belonging in sequence. These can then be joined by unknown

sequence into so-called scaffolds. To group scaffolds into super-scaffolds
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Figure 5.1: A typical genome assembly. A Initially, DNA is sheared and
sequenced. The read length is dependent on the platform. B Assembly software
overlaps the reads with matching sequence. Some regions will have no sequence
available and will create gaps in the assembly. C Long distance evidence from
e.g., optical mapping, chromosome conformation capture, or jumping reads can
be used to scaffold the sequences from the previous step. The gaps will be filled
with unknown sequence (grey). D Evidence from genetic maps can point to
issues with respect to the orientation and ordering and also help to scaffold
regions without any evidence from other steps. In order to orient a sequence,
at least two markers are required, but one marker is sufficient to scaffold. E
The final assembly (with unknown sequence in grey) is an approximation of
the “true” genome.
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or even chromosomes, this is often not enough. Hence researchers have

to rely on long-range linkage information, such as that from optical

mapping, Hi-C, or a genetic map. An optical map uses enzyme labeling

in combination with physical size measurements to ascertain the linkage

of specific sites. At the same time, Hi-C is a method based on chromosome

conformation capture. In Hi-C, DNA is first stabilized by cross-linking.

Sequencing the ends of neighboring cross-linked fragments then obtains

long-distance information about the cross-linked fragments. In a genetic

map (Chapter 6.5), a mapping population provides markers that establish

linkage and order of assembled fragments. Genetic maps are one of the

few tools that allow grouping scaffolds into chromosomes.

Due to the higher sequence error of third-generation sequences, genome

assemblies that result from these data often need to be polished, utilizing

consensus from either the long read data itself or higher accuracy second

generation data2.

5.5 Optical Maps

Optical mapping is a strategy to create large-scale maps of labeled sites

in genomes. Briefly, a single long molecule of DNA is immobilized on

a glass slide and stabilized. A labeling enzyme is added to mark the

DNA molecule at its recognition sites. Then, the fragments are analyzed

under a fluorescent detector, and physical lengths between label sites

are measured. By repeating this process for many randomly sheared

molecules of DNA, these single-molecule maps can be overlapped to

create a full-genome map. Assembly software can then take the sequence
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scaffolds and cross-reference them with the lengths and recognition sites

of the optical map to create super-scaffolds1.

5.6 Genetic Linkage Maps

Genetic maps are representations of genetic linkage. Two loci in a genome

are defined as linked if they have a high probability of co-occurring in

offspring populations. This linkage is usually due to their physical

proximity, which makes genetic linkage an excellent tool for genome

assembly. During the assembly process, regions that are of particularly

low complexity, or hard to sequence (e.g., regions near centromeres)

introduce breaks in the graph and fragment the assembly. If a linkage

map provides the knowledge that two locations are closely linked, they

can be joined in the final assembly even if they represent two distinct

scaffolds. Linkage mapping looks at genetic variants of sibling populations

(typically back-crosses, F2, or sometimes F1 populations) to calculate the

frequency with which these variants co-occur. Estimating genetic linkage

is then done via statistical software using expectation maximization

heuristics2. The cost of creating a linkage map, typically using several

hundred to thousands of individuals in the mapping population, is often

prohibitive for smaller genome projects. However, dense linkage mapping

can yield enormous benefits when finishing assemblies54.

1https://bionanogenomics.com/technology/platform-technology/
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5.7 Genome Annotation

After assembling the genome sequence, it is just a long string of nu-

cleotides without context. Genome annotation adds context by detecting

genes, repeats, and other features of interest (non-coding RNAs (ncR-

NAs), transfer RNAs (tRNAs), etc.). Annotation software either uses

ab initio inference, which detects genomic features based on their intrin-

sic characteristics, or reference-based algorithms, which detect features

based on their similarity to other known sequences. Most annotation

projects use a hybrid strategy, like the one implemented in the popular

MAKER software, with both intrinsic and external evidence to elim-

inate bias as much as possible from either of the inputs17. Following

the feature detection, guilt-by-association methods like Blast2GO or

eggNOG provide functional annotation to the detected proteins using

publicly available databases22,37. Commonly searched databases are

InterPro6, KEGG39, GO23, and PFAM8. One important limitation of

these methods is that they rely on an existing body of evidence, based

on sequence similarity. As research projects create more data from other

aspects of the organism (e.g., gene expression), methods that could build

on these data sets offer a promising source of information for the many

genes with unknown functions that arise in genome assemblies.

5.8 The Populus tremula Genome Reference

In 2007, the P. tremula re-sequencing project started to harness the

power of high throughput sequencing and bring it to P. tremula to
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enable large scale population genomics. Initially, it was a re-sequencing

study using Populus trichocarpa as a genome reference. It, however,

quickly became clear that European aspen had rapidly diverged from

its American relative, and therefore a species-specific reference was

needed. The P. tremula genome assembly employed a hybrid strategy,

using three Illumina short-read libraries of varying fragment lengths

to establish contigs, 454 Pyrosequencing to improve contiguity, as the

read lengths 454 could reach were much longer than Illumina’s. Further,

long insert jumping libraries were used in scaffolding the final assembly.

Despite this strategy, the assembly was highly fragmented, split in

over 200,000 scaffolds. It did nonetheless enable extensive comparative

genomics involving P. tremula and its North American relative Populus

tremuloides and Populus trichocarpa, which demonstrates the power

of even a fragmented assembly1. However, on-going Genome Wide

Association (GWA) studies hinted that an improved assembly could

boost the power of association experiments. We, therefore, started the

version two aspen project, to create a chromosome-scale assembly to

enable complex association studies. The version two assembly is based on

long, single-molecule sequencing generated using the Pacific Biosciences

platform, corrected by high-coverage Illumina data, scaffolded by an

optical map, and finally oriented and ordered into chromosomes using a

genetic map3. This assembly enables higher variant discovery rates for

GWA and Quantitative Trait Locus (QTL) studies and will prove even

more useful for high-order genome synteny and population genomics

analyses.
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Aspect 3: Genetic Variation

6.1 About Genetic Variation

Genetic variation refers to differences in the genome (see Chapter 5)

among individuals of the same species. Studies on genetic variation

often involve data on many individuals in a study population, ranging

from a few tens to many thousands of individuals. Genetic variation

is the fuel to evolution and the reason behind many of the differences

in phenotypes of individuals. Yet one must be cautious not to assume

phenotypic differences among individuals are due to Deoxyribonucleic

Acid (DNA) variation only, as beautifully worded in the epigraph of

this thesis. Besides the information on current variation among the

individuals of a population, studies on genetic variation also allow insight

into the evolutionary history of species. As a very nice example, Kardos

et al. [40] study the genetic variation in Swedish wolves to determine the

history of inbreeding due to a bottleneck in their population as a result

of the culling of wolves by humans.
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6.2 Studying Genetic Variation

To study genetic variation, one must first determine the genetic variants

present in the population at hand. Several methods are currently in use,

and I will discuss two relevant ones in the following sections: Whole-

genome re-sequencing and targeted re-sequencing.

After one has found the genomic variants, two analysis methods have

proven themselves powerful and popular: Genome Wide Association

(GWA) and Quantitative Trait Locus (QTL) studies. Both of these meth-

ods find associations between genetic variants and phenotypes. GWA

studies utilize a natural population, and QTL studies use a controlled

cross, where all members of the population share the same parents. In

chapter 5, I mentioned another type of analysis of variant data: Linkage

mapping. In a linkage mapping study, researchers identify loci on the

genome that are genetically linked, which usually occurs due to the

physical proximity of these loci. Linkage maps are incredibly useful for

genome assembly, GWA, and QTL studies.

6.3 Whole-Genome Re-Sequencing

Whole-genome re-sequencing starts in the same way as shotgun genome

assembly by randomly fragmenting and sequencing DNA fragments (see

Chapter 5). However, as the aim is to align those sequence reads to an

existing reference assembly, lower coverage is required, and the analysis

can tolerate regions with low or no coverage. As such, 10X is typically

adequate for high-quality variant calling. Whole-genome re-sequencing
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provides the highest variant detection power, but at a far higher cost than

other methods. Only a few research groups have the means necessary

to re-sequence more than a hundred individuals. In addition to the

cost, the enormous computing power and storage required to analyze

large collections of whole-genome re-sequencing data can be prohibitive.

However, if the locus of the variant is completely unknown, this method

is far more robust than the others presented here, as it requires almost

no previous information (beyond the availability of a genome reference).

6.4 Targeted Re-Sequencing and Reduced Rep-

resentation Re-Sequencing

Targeted re-sequencing is a method of harnessing many of the upsides

of whole-genome re-sequencing, such as the throughput and the variant

density, at much lower cost by specifically capturing sequences of partic-

ular interest. In contrast, reduced representation re-sequencing does not

target specific regions, but enriches for the most informative regions of

the genome, which are represented by open chromatin68. To generate

more cost- and resource-efficient variant detection data, these methods

sequence only a sub-space of the genome.Restriction Site Associated

DNA Sequencing (RAD-Seq) is an example of reduced representation

re-sequencing, where DNA is first digested by restriction enzymes, then

sequenced as in any other short-read protocol. Another popular method

of genome subspace selection is through capture probes, an example of

targeted re-sequencing, where DNA bait sequences help to capture and
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sequence user-selected specific target loci. The latter requires some pre-

existing information to design probes, while Restriction Site Associated

DNA Sequencing (RAD-Seq) does not rely on intricate knowledge of the

genome.

6.5 Linkage Mapping

Linkage mapping is a method that far predates sequencing, with the

first experiment to demonstrate linkage carried out in 19059. At the

time, scientists believed that genetic markers exist independently of one

another, but observations showed that some markers appeared together

more often than expected by chance. These markers were said to be

linked. We now know that the reason for their linkage is due to their

physical proximity on the DNA, which results in a reduced likelihood

that these loci will be split during meiosis by a cross-over event. The

probability of such a split occurring between two loci decreases the closer

they are to each other. Therefore, given enough genetic markers, and

enough related individuals, one can map the linkage of large stretches

of the entire genome. Using the strategies mentioned above to detect

genetic variants in a sufficiently large population of at least several

hundred related individuals, researchers can create dense linkage maps

that place most genes of even highly fragmented assemblies in their

relative order. This information is invaluable for genome assembly, and

to enable comparative analyses based on genome synteny, as it serves

to order and orient the assembled draft scaffolds into chromosome-scale

sequences. Further, linkage maps are in use for QTL studies to increase
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the power to detect rare variants (alleles) with strong effects on the

phenotype58. Further, linkage maps can be combined with GWA studies

to detect rare alleles with a strong effect on the phenotype80.

6.6 Genome-Wide Association Studies and Quan-

titative Trait Locus Studies

GWA and QTL studies both share the same goal: to identify genomic

loci that contribute causal effects to a given trait. GWA studies utilize a

natural population; it is desirable to remove related individuals and have

as little structure in the population as possible. In QTL studies, the study

population is a controlled cross with the same lineage. Typically, the

parental lines show diverging phenotypes, of which the filial individuals

display mixture effects. Only a single recombination event for each

individual in the QTL study occurs, which greatly reduces the complexity

of the statistics. QTL mapping has its roots in very early linkage

mapping, where large scale re-sequencing was not possible. It predates

Oswald Avery’s discovery that DNA is the carrier of genes (and therefore

responsible for inheritance) by 20 years71,7. Briefly, GWA and QTL

studies make use of probabilistic statistics, or regression, to test whether

there is a significant difference in trait values for individuals having either

allele of a variant, as indicated by the calculated p-value.
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6.7 The Linkage Maps of Populus tremula and

Picea abies

To increase contiguity of both species genome assemblies as well as boost

the power of GWA studies, we used targeted re-sequencing to detect

variants near (or in) genomic loci containing genes. For P. abies, we

used 21,056 genetic markers in a total of 1,997 seeds from five ramets to

construct the genetic map. In P. tremula, we used 19,520 genetic markers

in 764 F1 progeny for the map10,5. Due to the high density of markers

and the computational complexity of map construction, we implemented

a parallel and efficient fork of the popular OneMap R package2,51. The

map of P. tremula helped to anchor scaffolds of its genome assembly into

chromosomes and to evaluate the rate of recombination of P. tremula in

Europe. The map of P. abies is currently in use to evaluate the state of

the current assembly3,10,5.
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Aspect 4: The Transcriptome

7.1 About the Transcriptome

The central dogma of molecular biology states that the Deoxyribonucleic

Acid (DNA) in the genome encodes genes, which enzymes first transcribe

into Ribonucleic Acid (RNA), and then translate into proteins. The

transcriptome of an organism is all these gene-RNA transcripts at a

given point in time. It is important to note that in contrast to the

phenome (Chapter 4) and the genome (Chapters 5, 6), the state of the

transcriptome changes rapidly and dynamically. The half-life of tran-

scripts is a property dependent on a multitude of factors, e.g., the species,

with larger multi-cellular species having longer half-lives (5 minutes in

Escherichia coli, 32 minutes in baker’s yeast, 426 minutes in mouse, 600

minutes in human), although recent research challenges these values

and reports human half-life as short as 4.8 minutes76,31,11,91,19. Some

of these studies showed that fast-decaying genes often have regulatory

functions76,91. This property increases the difficulty of the experimental

design in transcriptome-based studies, as the sampling interval of these

experiments needs to consider the half-life of transcripts.
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7.2 Studying the Transcriptome

To quantify the levels of gene expression, the most popular method today

is RNA Sequencing (RNA-Seq), a variation of Illumina’s short-read se-

quencing protocol that includes a reverse transcription step to sequence

complementary DNA (cDNA). Within the last decade, sequencing-based

methods have largely replaced expression microarrays due to their in-

creased robustness and ability to quantify previously unknown tran-

scripts78. While most RNA-Seq today is done in bulk (all messenger

RNA (mRNA) of a large number of cells is sequenced), it is now pos-

sible to sequence gene expression at single-cell resolution87. Diverse

downstream applications can make use of these data, two of which are

relevant for this thesis. They are differential expression, which compares

the RNA levels between two or more conditions, and gene co-expression

networks, which correlate expression levels among genes to form a graph

of gene-gene interactions.

7.3 RNA-Sequencing

Presently, Illumina short-read technology is by far the most common

method of quantifying transcription. While the Sequence Quality Control

(SEQC) project showed that short read RNA-Seq is subject to some

batch effect bias, and that it is not wholly quantitative, their assessment

nonetheless scored RNA-Seq as a robust, high-throughput method for

expression quantification78. Ever-improving protocols and technological

advancements only serve to improve accuracy, throughput and bias
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reduction. Briefly, RNA transcripts are extracted, and care is taken

to deplete Ribosomal RNA (rRNA) and short RNA in order to enrich

mRNA. This mRNA is then reverse transcribed into cDNA, which can be

sequenced in the same way as a sample of any other DNA. A step specific

to RNA-Seq is the strand-specific protocol, where sequences are treated

with UDGase, an enzyme that digests sequences containing uracil, which

is added to the second strand cDNA so that only copies of the first strand

are amplified. Therefore, this protocol always sequences the anti-sense

strand95. Knowing which strand the sequence originated from is beneficial

when either reconstructing transcripts, or when matching transcripts

to the reference genome. More recently, both Oxford Nanopore and

Pacific Biosciences have introduced their RNA sequencing protocols

based on their long-read technologies. An interesting capability of Oxford

Nanopore, in particular, is the option to sequence “direct RNA”, which

does not require conversion to cDNA. This “direct RNA” sequencing

helps to reduce bias introduced by the various re-coding (such as reverse

transcription and Polymerase Chain Reaction (PCR) amplification) steps

necessary in other protocols26. In experimental setups, researchers are

often interested how the relative abundance of a gene changes with a

measured condition, the hypothesis being that the condition and the

function of the gene are related if they co-vary.

7.4 Differential Expression

Differential Expression (DE) is a group of statistical analyses that exam-

ine the difference of gene expression between two or more conditions. It

Aspect 4: The Transcriptome 39



is an area of research that has received extensive attention and is now

a very mature pipeline. Two of the most robust software packages to

this end are “edgeR”52 and “DESeq2”46, both implemented in the R

programming language82. Both “edgeR” and “DESeq2” use the negative

binomial distribution to represent transcript counts, which captures the

data much better than the initially used (and more intuitive) Poisson

distribution52. DE is a powerful and sensitive tool, but it can quickly

become overwhelming and hard to interpret for complex experimental

designs such as time series or developmental experiments.

7.5 Gene Expression Networks

An alternative analysis to DE, that often performs well in time- or de-

velopmental series, is gene expression network analysis. Gene expression

networks use statistics and machine learning to establish links between

genes based on their expression pattern. Gene networks fall into at

least two categories: Gene Regulatory Networks (GRNs) and Gene Co-

expression Networks (GCNs). A GCN deals in a more general sense

with the similarity between two or more genes (their expression profiles),

while a GRN models relationships between transcriptional regulators

and their targets. This distinction is an abstract one based more on the

intended use case of the network, as opposed to its construction pipeline.

GCNs are typically used for functional inference of unknown genes and

for identifying sets of co-expressed genes with the hypothesis that these

share common regulatory control and common biological function62. An

especially useful extension of this is the use of comparative networks
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across species, to transfer domain knowledge of a well-studied organism

onto an emerging one28,63. Further, gene networks can assist in prioritiz-

ing targets in gene lists or identifying novel regulatory associations85.

Algorithms to infer gene networks from expression data typically fall

into one of four categories: Correlation-based, Mutual Information (MI)-

based, regression-based, or bayesian-based. In independent studies that

compare the performance of such algorithms, there is usually no single

best algorithm, and, e.g., Marbach et al. [50] suggested that a commu-

nity network created from multiple inference runs has the potential to

outperform any single algorithm50. A possible theory to explain this

performance increase is that community networks can overcome bias

to specific gene interactions (e.g., positive feedback loops) that single

methods show50. Pearson’s ρ is an intuitive example of this bias: when

the expression profile of two genes coincides within the sampling interval

(the time axis), these two genes will score highly. However, if the first

gene has a delayed effect on the other’s expression, one that is long

enough such that it does not fall within one sampling step, the resulting

lag will reduce the value of ρ considerably (see Figure 7.1).

Constructing gene networks is a time- and labor-intensive process, and

software that assists researchers in the inference process is scarce. Efforts

such as LSTrAP61 and LSTrAP-Cloud81 enable GCN inference for a

wider group of researchers, but a good framework for community network

inference is currently lacking.
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Figure 7.1: Lagged expression profiles. Time-delayed interactions between two
genes, like the one in the top row, can often cause problems for correlation-type
analyses. The genes in the top row have a correlation of 0.40 (Pearson) and
0.47 (Spearman), while the bottom row fares much better at 0.97 (Pearson)
and 1 (Spearman). Machine learning methods have the potential to associate
even complex time-lagged samples.
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7.6 Differential Gene Network Analysis

Frequently, experiments focus on the comparison of one or more ex-

perimental conditions. It is, however, not immediately obvious how to

compare gene networks in a similar setup. A sub-group of gene expression

network analysis aims to provide a framework for this, referred to as

Differential Gene Network Analysis (DGNA). In DGNA, two condition-

specific groups (modules, genes, or edges; Figure 7.2) are considered

significantly different if all edges score consistently higher in the condi-

tional test compared to a null model32. Briefly, a network is inferred for

both conditions, and the difference of all link weights calculated. Then,

for N permutations, the samples are shuffled between conditions, the

networks are inferred again, and edge weight differences are calculated

again. The significance measure is then based on how often the edge

weight difference between the two condition-specific networks was higher

in the un-permuted, compared to the permuted networks.

When performing DGNA, one can consider the difference in the specific

link between the specific link of two genes (edge level, Figure 7.2, right),

the difference of all links of one gene (gene level, Figure 7.2, middle), or

the difference of all links of a group of genes (module level, Figure 7.2,

left). As for deciding which genes make up a module, one can detect

modules de novo using graph partitioning algorithms such as InfoMap69,

or use external information on, e.g., pathways, such as KEGG39 or GO23,

as demonstrated in Grimes et al. [32].
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Figure 7.2: Illustration of possible Differential Gene Network Analysis (DGNA)
comparisons. On the left, a full differential network comparison is shown. A
module of genes and their edges are compared between conditions (one condition
is highlighted red, the other blue). In the middle, all edges of a single gene are
compared across conditions. On the right, a single edge is compared across
conditions.
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7.7 Seidr and Transcriptional Network Analy-

sis

Currently, gene network inference is a much less standardized pipeline

compared to, e.g., Differential Expression (DE). Although competitions

such as the one presented by Marbach et al. [50] hint at measures to

improve robustness of network inference, the research effort in this field

remained mostly theoretical, with few discoveries put into practice. Many

studies, even today, define a co-expression network by all-vs-all Pearson

correlation, with little thought to the possible issues this presents, such

as the potential bias of Pearson’s ρ toward specific types of gene-gene

interactions5,50. We, therefore, developed seidr, a gene network inference

tool that takes much of the theoretical best-practice ideas into an easy-to-

use command-line application. Seidr creates community networks, where

several inference methods contribute to a final, aggregated network,

to reduce the bias any single approach might have. Further, seidr

implements dynamic network back-boning for noisy datasets25, which

we show further improves the signal-to-noise ratio in our evaluations5.

Finally, seidr includes other network analyses, e.g., differential network

analysis[32].
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Tying the Layers Together

8.1 Machine Learning to Integrate

Heterogeneous Layers of Information

One of the biggest challenges of “real” systems biology is the integration

of multiple heterogeneous data sets. Often, statistical methods rely on

the fact that data follow a specific distribution (parametric statistics)

or that they come from the same - if unknown - distribution (non-

parametric statistics). Further, the complexity of the data at all levels

even takes it in to question if the data support the same message. For

example numerous studies show that transcriptomic data and proteomic

data often do not agree86. On the other hand, performing independent

analyses and linking the results often results in a collection of gene lists

that may or may not agree on the outcome (usually they don’t).

To find an abstract way to join these layers, we need to know what

to expect from the experiment at hand. Expressing the relationships

within and between all aspects as multi-layered networks is a natural and

intuitive way of representing such a biological system. At first glance,

however, it is not clear what such a network should express, and more
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specifically, what purpose it serves.

In general, there are three goals in most experiments in systems biology:

Feature selection, clustering, and prediction. For feature selection, one

aims to identify the features (e.g., genes, variants, sequences, etc.) that

best correspond to a particular phenotype. Two intuitive examples are

Genome Wide Association (GWA) and Differential Expression (DE)

studies (see Chapters 6.6, 7.4), where one tries to find the genes or

variants that coincide with variation or an induced change in a phenotype.

In clustering, researchers group similar samples, based on their features.

Often, this is part of the quality control, as exemplified by Principal

Component Analysis (PCA) in most DE experiments. However, in many

single-cell RNA Sequencing (RNA-Seq) studies, clustering is the outcome

of the analysis41. Prediction experiments target direct applications. A

good example is cancer detection and classification based on RNA-Seq of

blood platelets in humans12, where the study aims to build a model that

can accurately predict whether a patient has cancer and if they do, which

type of cancer they have. As we now established a form (multi-layered

networks) and goals (feature selection, clustering, or prediction), we

require a way to build links in the system - within and between layers -

that follow these goals.

Machine Learning (ML) approaches have transformed the way we think

about data science in recent years, as they are flexible, and perform

well for a wide range of applications. They offer facilities for feature

selection, clustering, as well as prediction, and they receive enormous

attention from the scientific community, promising active development
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and constant improvement. They, therefore, are prime candidates to

train links in the systems biology network. In this chapter, I will present

three popular ML methods in the context of systems biology and with

possible applications to a heterogeneous data model.

8.2 Support Vector Machines

Support Vector Machines (SVMs)14,24 are incredibly flexible and, there-

fore, in use for a wide range of applications in biology such as protein

homology detection, recognition of translation start sites, functional

classification of promoter regions, prediction of protein-protein interac-

tions and prediction of Gene Regulatory Networks (GRNs)57,70. SVMs

are maximum-margin classifiers, as their objective is to find a decision

boundary that maximizes the margins to the observations of target

groups. More intuitively, imagine a two-dimensional data set with two

classes A and B. An SVM will find the line separating A and B while

at the same time maximizing the distance of said line to both groups.

Therefore, the objective function of SVMs is convex, meaning it will not

get stuck in local minima and is guaranteed to find the global minimum.

Finally, a key feature of SVMs is the so-called “kernel-trick”, which

replaces the default linear term in the formula with an arbitrary vector

product. This modification allows the decision boundary of SVMs to

take an arbitrary shape, such as polynomial or gaussian functions16.

However, the “no free lunch” theorem applies also to SVMs. The

algorithm is notoriously sensitive to the parameters a user sets, under-

performs when the number of samples is fewer than the number of
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features (a widespread occurrence in genomics) and scales poorly with

large data sets in terms of its training and memory complexity16,79. In

most cases, data fed into an SVM needs to be standard scaled (zero

mean and unit variance), as otherwise large values, possibly on different

orders of magnitude - would dominate the training. At first glance, it

is not apparent how two different data sets (e.g., protein sequence and

expression counts) could both train such a method, but, e.g., Lewis et al.

[43] show that it is possible via a combination of kernel matrices. This

approach, however, is labor-intensive and requires the user to optimize a

large number of dataset-specific parameters. Finally, calculating feature

importance in SVMs can be achieved by utilizing the support vector

weights themselves in many cases83. When that is not possible, the fall-

back option means permutation testing is required, which presents too

high a computational cost for most applications with high-dimensional

feature-space.

8.3 Random Forests

The Random Forest (RF) algorithm15 is an ensemble learning strategy

that trains a large number of independent decision trees, each of which

is only allowed to access a subset of the data generated by bootstrap

re-sampling. Further, at each split of the decision tree, it is only al-

lowed to access a subset of features, as otherwise features with high

predictive power would be selected in most trees, which would lead to

over-fitting. In biology, RFs are in use for similar applications as the

SVMs mentioned previously64,84. A particular domain of RFs within

50 Tying the Layers Together



biology is their application to GWA studies (Chapter 6.6)89. RFs are

easily parallelized on modern compute architecture and are overall robust

to some variation in user settings60. Further, RFs are not limited to any

shape in their decision boundary and can predict linear and non-linear

boundaries without any change in strategy. Finally, RFs can be trained

on heterogeneous data when one takes care to pre-process them to ad-

just possible class imbalances93. The RF algorithm also has a built-in

method for determining variable importance. Briefly, since each tree is

constructed using a bootstrap sample of all observations and each split in

said trees includes only a sample of features, one can measure the mean

decrease of impurity (a.k.a. Gini Importance). The Gini importance is

the average number of samples a feature splits across all trees, weighted

by the proportion of samples reaching the split15. As an example, if a

feature would, on average, correctly classify (split off) half of all samples

in the data set, it would receive a Gini importance of 0.5.

However, models generated by RFs are typically hard to interpret and

represent black boxes to the user. Additionally, if models utilize a large

number of trees, their complexity represents a bottleneck in prediction

speed and model size.

8.4 Deep Neural Networks

Deep Neural Networks (DNNs) are older than the two previous meth-

ods, with their inception often being attributed to Warren McCulloch

and Walter Pitts in 194353. Throughout the 20th century, progress on

neural networks has been slow, and the algorithm often lagged behind
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state-of-the-art performers on account of its tendency to over-fit and

the computation complexity required for both training and predicting

large data sets75. Since the early 2000s, advances in the design of DNNs

and computational power have, however, cemented DNNs as the best

performer in a wide range of applications75. Due to their impressive

performance in many other domains, biological science has recently also

begun to embrace DNNs with diverse applications in most “Omics” sci-

ences.

DNNs work by connecting a large number of “neurons”, which are in-

spired by biological neurons and uses mathematical functions as their

“signal”. At the very least, these networks have one input layer of neurons,

one hidden layer, and one output layer, which constitutes a shallow neu-

ral network. Deep neural networks have at least two, often many more,

hidden layers with various configurations of neurons. These neurons

transform the data from input to output. For each training sample the

parameters of the neurons are adjusted according to the model’s loss

metric via a process called “backpropagation”. One limitation of back-

propagation is the requirement of neurons and the overall loss function

to have a mathematical derivative. As an example, if a neuron were to

model a linear function f(x) = ax+ b, the derivative f ′(x) = a would

be a constant, leaving no parameters to adjust. While some DNNs in

rare cases do utilize these linear neurons, the loss function of the entire

network must have a non-constant derivative; otherwise the network

could not learn. In practice, this limit on some functions is rarely an

issue for real-world applications, as the number of total parameters can
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approximate most functions.

While DNNs are incredibly powerful, they are notoriously hard to in-

terpret and offer no built-in way to select feature importance. As a

consequence, a significant body of research concerns the interpretability

and variable selection in DNNs. Due to their incredible flexibility, DNNs

fit various targets of systems biology research. Here I will present two

possible applications in biological research.

8.4.1 DNNs as Encoders

Auto-encoders are a unique configuration of DNNs, characterized by an

encoder section that feeds into a bottleneck layer, and a decoder section

that transforms the bottleneck layer back into the original input (Figure

8.1). The encoder, therefore, changes the original input-data into a

low-dimensional representation of it, similar to, e.g., PCA. This method,

as opposed to PCA, is not bound by linearity constraints and can learn

to encode arbitrarily complex functions. Given an appropriate training

set, it can remove noise or bias from an input data set (e.g., Lu et al.

[47]). The low-dimensional representation can then feed into further

processing, such as clustering, regression, and classification. As an exam-

ple, in Maćıas-Garćıa et al. [48], the authors show that pre-processing

immunohistochemistry data using deep neural auto-encoders improves

the predictive power of the data set for breast cancer classification.
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Encoder Decoder

Figure 8.1: A neural network auto-encoder. The raw data is fed into the
blue layer on the left and passes through the red into the yellow bottleneck
layer. These first three layers make up the encoder. After the bottleneck, the
data moves on the right through the red and blue layers, reconstructing the
original data. These layers make up the decoder. Even in this simple 16-8-4-8-
16 configuration, the DNN can train 65588 parameters, which illustrates the
immense complexity of an artificial neural network.

54 Tying the Layers Together



8.4.2 DNNs as Predictors

By far, the most common application of DNNs is prediction. Typically,

this refers to either classification, where the model predicts discrete classes

(like “healthy” and “sick”), or regression, where the model predicts a

continuous variable (like the price of a stock). In biology, predicting

disease phenotypes, such as cancer, is a typical application of DNNs.

Recently, combining multi-omics data with deep learning has been a

widespread application in the biomedical sciences (e.g., Chaudhary et al.

[20]), but the research body in plant sciences is moderate at present.

DNNs present a possible opportunity, especially in hard-to-breed species

like P. abies, to develop fast-tests for seedlings with desirable traits.

8.5 Linking the Aspects Through Machine Learn-

ing: seidr-hf

The design of the ML stack is crucial if one wants to establish a functional

link between the four aspects of this thesis. SVMs and RFs are already

in prominent use to infer within-aspect relationships for the transcrip-

tome5,70 and genetic variation89, and DNNs offer a natural way to create

between-aspect links in the form of layers in a network. One example

of this an extension of the gene network inference toolkit seidr5, called

“seidr-hf”. Seidr-hf uses a gene-expression network as a baseline and

includes data from other aspects in a DNN, to predict functional links

(i.e. a binary classifier that predicts 1 if two input genes are associated

to the same function, and 0 otherwise, Figure 8.2). Currently, seidr-hf
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does not make use of genome variation information, as this specific type

of data is not likely to be useful in predicting functional relatedness. It is,

however, easy to envision a different architecture of seidr-hf, that learns

an outcome of a desirable trait (e.g., growth rate), based on sample

input. Given enough training data, the DNN could then learn to predict

the feature in a new, unknown sample.
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Figure 8.2: The seidr-hf Deep Neural Network (DNN) predicts gene function
of genes with unknown function. This DNN combines information from the
genome (promoter motifs and protein sequence) with raw gene expression
information. The protein sequences are processed using vector embeddings
and pooled to simplify the layer (turquoise, embedding, and average pooling
layers). The other input is processed by a fully connected layer (dense, red).
This data is fed to a gene network from seidr. Batch normalization layers (grey)
make training steps more consistent and prevent over-fitting. After several
fully connected layers (red, dense), a single neuron serves as output (dark blue,
dense) and predicts if two input genes are likely part of the same functional
pathway.

Tying the Layers Together 57



58 Tying the Layers Together



Summary of Papers

9.1 Functional and Evolutionary Genomic In-

ferences in Populus Through Genome and

Population Sequencing of American and Eu-

ropean Aspen

Populus tremula is an ecological keystone species of economic importance

and has several characteristics that make it a prime model for forest

tree genomics77. The aspen genome assembly, started as a re-sequencing

project in the mid-to-late 2000s, was the first step in establishing P.

tremula as a model for European forest tree research. While Populus

trichocarpa originally served as the genome reference, it quickly became

apparent that the divergence of the two species is higher than expected.

Species-specific genome assemblies were needed for Populus tremula and

Populus tremuloides to facilitate high-accuracy studies. The P. tremula

assembly used a hybrid strategy of three Illumina short-read paired-end

libraries with varying insert size, Illumina Mate Pair jumping libraries

and 454 Pyrosequencing data. At the same time, the P. tremuloides
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assembly utilized an Illumina short-read, paired-end only strategy. Due

to the high levels of heterozygosity in both species, the assemblies proved

challenging with the data at hand.

Using the assemblies and population genetics analyses of P. tremula,

P. tremuloides, and P. trichocarpa, we showed conservation in the gene

space of the Populus species, but extensive genetic variation in inter-genic

space of both aspens. Further, we identified regions under positive and

negative selection, showing that negative selection is much higher in

coding compared to non-coding regions. Finally, our research linked

the selective pressure on genes to their expression characteristics and

gene-coexpression networks, as well as expression Quantitative Trait

Locuss (QTLs).

Even though the assemblies themselves were still highly fragmented, they

proved useful for functional and genomic studies in the Populus species

and provided a valuable resource for forest tree genomics using aspens

as a model species.

9.2 BatchMap: A parallel Implementation of

the OneMap R Package for Fast Computa-

tion of F1 Linkage in Outcrossing Species

While the genome assembly of P. tremula proved already useful in many

regards, Lin et al. [1] showed that it was still highly fragmented and

therefore hindered extensive population-based Genome Wide Association

(GWA) and QTL studies. Consequently, we decided to improve upon this
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assembly and include a genetic map comprising an F1 population of 764

individuals, genotyped using a capture probe selection, high-throughput

approach. This method produced 19,519 informative markers, a density

that overwhelmed free and open software commonly used to construct

genetic linkage maps. I, therefore, developed BatchMap, an algorithm

that processes map data in batches, with the possibility of extensive

marker re-ordering within batches, which allows it to carry out much of

the ordering in parallel. I showed on four simulated data sets of varying

sizes that our approach is substantially faster, while usually as accurate

or better than other methods.

This approach has dramatically cut the time required to construct high-

density genetic maps. To date, the genetic maps of Norway spruce10, Eu-

ropean aspen5 and cultivated allo-octoploid strawberry33 used BatchMap

for map construction.

9.3 An Improved Genome Assembly of the Eu-

ropean Aspen Populus tremula

Several studies, e.g., Mähler et al. [4], suggested that GWA and QTL

studies were hindered by the fragmented state of the version one as-

sembly of P. tremula. To improve the fragmented genome assembly

of European aspen1, we decided on a hybrid strategy that maximizes

assembly contiguity while sacrificing little correctness. I created an initial

assembly using high coverage long read data from Pacific Biosciences

Single Molecule Real Time (SMRT) sequencing. Due to small Insertions
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or Deletions and Single Nucleotide Polymorphisms (SNPs) errors, we

aligned over 100x coverage of high accuracy Illumina short-read data to

correct these small, local errors in three rounds. We then produced an

optical map and created consensus scaffolds of the corrected long read

assembly. Finally, we integrated the genetic map from Apuli et al. [5],

and provided a chromosome-scale, ordered and oriented assembly of P.

tremula.

Using a GWA study as an example, we show an improved rate of SNP

discovery compared to the previous assembly, which directly improves

the association of several genes and variants to the Salicinoid Phenolic

Glycoside (SPG) metabolism. Further, the new assembly enabled higher

accuracy in genome-wide synteny analyses, giving new insights into the

evolution of the Populus species. Besides our research, this assembly

provides a valuable tool for research in forest tree genomics using Populus

tremula as a model.

9.4 Complex Genetic Architecture of Leaf Shape

is Associated with Gene Expression Varia-

tion in Populus tremula

To establish a link between a phenotype and two aspects of systems

biology (genetic variation and gene expression), we decided to study the

genetic architecture underlying leaf shape variation in European aspen.

Leaf shape is a complex, but highly heritable trait in Populus tremula. In

this study, we employ a mixture of gene expression and variant analyses
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to investigate the relationship of genetic or expression markers and the

shape of leaves.

We show that the effect size of markers contributing to the overall

leaf shape is likely to be extremely small, thereby preventing us from

establishing a clear link between gene expression, genetic markers, and

leaf shape. We further show that genes that were associated with the

shape phenotype show signatures of relaxed selection, and were peripheral

in the gene co-expression network. Finally, we identify several genes

with currently unknown functions as being linked to the leaf shape

phenotype. These insights identify leaf shape in P. tremula as a complex,

omnigenic trait and provide a basis for further research into the defining

characteristics of how we look at and classify plants.

9.5 Enhanced Ensemble Gene Networks in Sys-

tems Biology

One of the most significant challenges in current biological research is

to link genes to the control and mechanisms of complex traits21. These

genes tend to be particularly hard to identify, as complex traits arise from

small contributions of a large number of genes. Current data analysis

methods struggle to identify these genes, which limits their utility for

assisting researchers with generating hypotheses that highlight the roles

they play in the development of the trait. A popular method, gene

network inference, is limited by the noisy results it produces50. We

build on recent research on communities of networks and dynamic edge
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pruning to improve the signal-to-noise ratio in gene networks.

We developed seidr, a gene network inference tool, that generates indi-

vidual networks using a variety of methods, including all top-performing

methods in the DREAM550 study as well as several that have been

published since, and aggregates them into a community network. Using

three eukaryotic model organisms, Saccharomyces cerevisiae, Drosophila

melanogaster, and Arabidopsis thaliana, we show that individual al-

gorithms are biased toward functional evidence for certain gene-gene

interactions. We further demonstrate that there is a large variance in

the performance of these algorithms depending on the cutoff selected to

determine “true” edges, and that dynamic cutoff strategies outperform

näıve pruning. We then show that the community network is less biased,

and typically performs best across different standards and comparisons

for the model organisms. Our approach provides an easy-to-use toolset

for research to enable best-practice-guided gene network inference for

modern transcriptomics.
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Conclusion and Future Perspectives

The research of complex, omnigenic traits is still in its infancy and a clear

answer on how to design a study that targets such a trait might still be

far off in the future. With my research, I hope to have provided several

building blocks to enable more multifaceted approaches in biology as a

whole and Populus tremula in particular. The new genome assembly has

already yielded interesting results, and methods like Seidr and BatchMap

have proven useful in other species. However, analyzing the leaf shape

phenotype in P. tremula demonstrates that we still have some progress

to make. The next iteration and constant development of the Norway

spruce breeding program will, in addition, prove useful to the continued

effort to transfer insights gained in Populus, to a challenging species like

Picea abies.

While current research in biological sciences is still far off from

predicting “perfect” associations of genes or genomic variants and traits,

the advent of the high-throughput age has certainly brought us closer

to generating accurate models that represent organisms well. In truth,

true multi-omics studies are as complex and resource-demanding as

ever, which is evidenced by the fact that I was only able to include
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genomics and transcriptomics in this thesis. It will be incredibly exciting

to extend our progress further, employing, for example, metabolomics,

proteomics, aspects of epigenetics and chromatin structure and possibly

even imaging in the models that drive prediction and selection. As with

most modern machine learning, a major challenge of this will be not in

the architecture of the model, or even the resources required to train it.

Rather, the major challenge will be the creation of a suitable training

data set that is both of high quality and includes enough observations to

allow our models to generalize. Further, improving the interpretability

of Machine Learning (ML) models and elevating them from black boxes

to understandable models will be crucial. Herein also lies one of the

most enjoyable aspects of bioinformatics: every new development in

the technologies that our software employs opens many new doors and

avenues toward our goals. A wonderful example of this is the possibility

of single-cell sequencing. While the technology has not yet been widely

utilized for plant research, in part because of the challenge of the cell

wall, it has already made big waves where it is available. For our types

of analyses, it would bring another level of granularity, and a definite

increase of biological observations, to transcriptomics in general, and

gene networks in particular. In the introduction of my thesis, I quoted

Stephen Jay Gould, who expressed that complex organisms are not just

the sum of their genes. In the beginning of the same essay, he wrote:

“Every age must develop its own version of the unobtainable

and chimerical quick fix: the right abracadabra to select

the winning lottery number, the proper prayer to initiate
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the blessed millennium, the correct formula to construct

the philosopher’s stone. In a technological age, we seek the

transforming gene to elicit immediate salvation from within.”

In the sum of both these quotes lies the crux of complex traits. If a

phenotype is the result of the contributions of thousands of genes and

their interactions within and with their environment, perhaps we should

stop trying to find genes “for” a given phenotype, and rather view them

as one of the building blocks in a system so intricate, we may be centuries

away from the perfect, unified model of a higher organism. Instead, we

can use these building blocks to build purpose-driven applications of

the information we collect of organisms. Instead of searching for the

transforming gene, we search for the outcome of the contributions of all

genes in an “omnigenic” system.
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