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Abstract

Weather and climate prediction is dominated by high dimensionality, interac-
tions on many different spatial and temporal scales and chaotic dynamics. This
makes many problems in the field quite complex ones, and also state-of-the-art
numerical models are - despite their immense computational costs - not suf-
ficient for many applications. Therefore, it is appealing to use emerging new
technologies such as artificial intelligence to tackle these problems.

We show that it is possible to use deep neural networks to emulate the full
dynamics of a strongly simplified general circulation model, providing both
good forecasts of the model state several days ahead as well as stable long-term
climate timeseries. This method partly also works on more complex and real-
istic models, but only for forecasting the model’s weather several days ahead,
not for creating climate runs. It is sufficient to use 50-100 years of data for
training the networks. The same neural network method can be combined with
singular value decomposition from numerical ensemble weather forecasting in
order to generate probabilistic ensemble forecasts with the neural networks.

On a more fundamental level, we show that in a simple dynamical systems
setting there seem to be limitations in the ability of feed-forward neural net-
works to generalize to new regions of the system. This is caused by different
parts of the network learning to model different parts of the system. Contra-
dictory, for another simple dynamical system this is shown not to be an issue,
raising doubts on the usefulness of results from simple models in the context of
more complex ones. Additionally, we show that neural networks are to some
extent able to “learn” the influence of slowly changing external forcings on the
dynamics of the system, but only given broad enough forcing regimes.

Finally, we present a method to complement operational weather forecasts.
Given the initial fields and the error of past weather forecasts, a neural network
is used to predict the uncertainty in new forecasts, given only the initial field
of the new forecast.
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Sammanfattning

Väder- och klimatprognoser domineras av hög dimensionalitet, samverkan på
flera olika rumsliga och temporära skalor samt kaotiska dynamik. Det medför
att många problem inom fältet blir rätt komplicerade, och även de moderna
numeriska modellerna – trots deras ofantliga beräkningskostnader – är inte
tillräckliga för många ändamål. För att hantera dessa problem är det därför
tilltalande att använda sig av nya teknologier, så som artificiell intelligens.

Vi visar att det är möjligt att använda sig av djupa neurala nätverk för att
efterbilda den fullständiga dynamiken av en starkt förenklad allmän cirkula-
tionsmodell, vilket förser med bra prognoser av modell-läget både för flera
dagar framöver samt för långsiktiga stabila klimatperioder. Metoden fungerar
delvis även på mer komplexa och realistiska modeller, men endast för att förut-
säga modellens väder flera daga framåt, inte för att skapa klimatkörningar. Det
räcker med 50–100 års data för att träna upp nätverken. Samma metod för neu-
rala nätverk kan kombineras med singulärvärdesuppdelning från numeriska
ensemble väderprognoser för att producera probabilistiska ensembleprognoser
med neurala nätverk.

På en mer grundläggande nivå, visar vi att i en enkel dynamisk systeminställ-
ning verkar det finnas begränsningar i förmågan för framåtriktade neurala nätverk
att kunna generalisera till nya regioner i systemet. Det beror på att olika delar
av nätverksinlärningen är ansvariga för att modellera olika delar av systemet.
Däremot, för ett annat enkelt dynamiskt system visas det ovannämnda inte vara
ett problem, vilket ifrågasätter hur användbara resultaten är från enkla modeller
i samband med de mer komplexa modellerna. Ytterligare visar vi att neurala
nätverk kan delvis ”lära sig” hur externa krafter, som långsamt förändrar sig,
påverkar dynamiken i systemet, ifall regimerna för dessa krafter är tillräckligt
breda.

Slutligen presenterar vi en metod för att komplettera operativa väderprog-
noser. Neurala nätverk kan användas till att förutsäga osäkerheten i nya prog-
noser, då de förses med de initiala fälten och felaktigheter från tidigare väder-
prognoser samt med endast med det initiala fältet för den nya prognosen.

ii



List of Papers

The following papers, referred to in the text by their Roman numerals, are
included in this thesis.

PAPER I: Sebastian Scher, (2018). Toward data-driven weather and climate
forecasting: Approximating a simple general circulation model
with deep learning. Geophysical Research Letters, 45, 12,616–
12,622. https://doi.org/10.1029/2018GL080704

PAPER II: Sebastian Scher, Gabriele Messori (2019): Weather and climate
forecasting with neural networks: using general circulation mod-
els (GCMs) with different complexity as a study ground, Geosci.
Model Dev., 12, 2797–2809,
https://doi.org/10.5194/gmd-12-2797-2019

PAPER III: Sebastian Scher, Gabriele Messori (2019): Generalization prop-
erties of feed-forward neural networks trained on Lorenz systems,
Nonlin. Processes Geophys., 26, 381–399,
https://doi.org/10.5194/npg-26-381-2019

PAPER IV: Sebastian Scher, Gabriele Messori (2020): Probabilistic neural
network forecasts with singular value decomposition, manuscript,
https://arxiv.org/abs/2002.05398

PAPER V: Sebastian Scher, Gabriele Messori (2018) Predicting weather fore-
cast uncertainty with machine learning. Q J R Meteorol Soc.; 144:
2830– 2841. https://doi.org/10.1002/qj.3410

Reprints were made with permission from the publishers.

Papers not included in this thesis:

Sebastian Scher, Gabriele Messori (2019) Selective ensemble mean tech-
nique for severe European windstorms. Q J R Meteorol Soc.; 145: 376– 385.
https://doi.org/10.1002/qj.3408

Sebastian Scher, Gabriele Messori (2019) How global warming changes the
difficulty of synoptic weather forecasting. Geophysical Research Letters, 46,
2931– 2939. https://doi.org/10.1029/2018GL081856

iii



Sebastian Scher, Jennie Molinder (2019). Machine Learning-Based Predic-
tion of Icing-Related Wind Power Production Loss. IEEE Access 7: 129421-
129429.https://doi.org/10.1109/ACCESS.2019.2939657

Hylke de Vries, Sebastian Scher Rein Haarsma, Sybren Drijfhout, Aarnout
van Delden (2019). How Gulf-Stream SST-fronts influence Atlantic winter
storms. Climate dynamics, 52(9-10), 5899-5909.

iv



Author’s Contribution

The ideas behind papers I, II, IV and V were developed by myself. The idea
behind paper III originated from a discussion with Gabriele Messori. The study
design for paper I was made solely by me and for papers II-V by me together
with Gabriele Messori. In all papers I gathered or created the datasets, ran the
numerical models, implemented the machine learning algorithms and all other
necessary software.

v



Contents

Abstract i

Sammanfattning ii

List of Papers iii

Author’s Contribution v

1 Introduction 1

2 Artificial intelligence, machine learning and neural networks 2
2.1 Machine learning . . . . . . . . . . . . . . . . . . . . . . . . 2
2.2 Artificial neural networks an deep learning . . . . . . . . . . . 3

2.2.1 Convolutional neural networks . . . . . . . . . . . . 5
2.2.2 Deep learning . . . . . . . . . . . . . . . . . . . . . . 6

2.3 Overfitting and generalization . . . . . . . . . . . . . . . . . 7

3 Numerical weather prediction, climate models and weather data 9
3.1 State-of-the-art models . . . . . . . . . . . . . . . . . . . . . 9
3.2 Theoretical and practical predictability . . . . . . . . . . . . . 9
3.3 Ensemble prediction . . . . . . . . . . . . . . . . . . . . . . 10
3.4 Forecast ranges . . . . . . . . . . . . . . . . . . . . . . . . . 11
3.5 Idealized models . . . . . . . . . . . . . . . . . . . . . . . . 12
3.6 Observations and reanalysis datasets . . . . . . . . . . . . . . 14

3.6.1 Reanalysis datasets . . . . . . . . . . . . . . . . . . . 14

4 Fundamentals of data-driven weather and climate prediction 17

5 Epistemology 19

6 Summary of papers 20

7 Outlook 23



1 Introduction

The simulation of the atmosphere, and other components of the Earth’s climate
system such as the Ocean and ice sheets, are a crucial part both of weather
prediction and of understanding the effects of anthropogenic emissions on the
Earth’s climate. Accurate weather predictions are crucial for many areas of
society [1], and anthropogenic climate change has been the focus of a vast
body of research over the last decades [2].

While originally done with very idealized models, for decades now the
cornerstone of both weather prediction and climate simulations are sophisti-
cated numerical models. The basic - and most essential - models are the ones
that simulate the whole globe. In the context of climate, these are often called
General Circulation Models (GCMs), and in weather prediction global NWP
models (NWP standing for Numerical Weather Prediction). While NWP mod-
els have had a constant rise in skill due to small improvements over the last
decades [3], the fundamental approach has not changed in this time. The same
holds true for GCMs. However, recent breakthroughs in artificial intelligence,
mainly in the sub-field of machine-learning and neural networks, have lead to
a rise in interest of using these evolving technologies also in the context of
weather prediction and climate modeling, potentially in conjunction with nu-
merical models, or in a stand-alone way. This thesis presents several methods
developed in this direction, as well as a more fundamental assessment of the
possibilities and limitations of neural networks in the context of weather and
climate.
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2 Artificial intelligence, machine learning and neural
networks

Artificial intelligence (AI) is a broad topic with many problem settings and
approaches, and there is not one single definition of AI [4]. One of it’s many
definitions, and one that is useful in the context here is “The study of the com-
putations that make it possible to perceive, reason, and act.” [5].

A lot of AI research is focused on things that computers cannot yet do,
but that humans can do well. In the context of weather and climate prediction,
this is not the right approach in a strict sense. Many of the problems here can
indeed not be solved by computers sufficiently, but even less so by humans -
for example forecasting atmospheric dynamics more than two weeks ahead.
However, when one extends the definition of “humans can do something”,
then the problem setting is valid. Humans have been able to discover certain
physical laws, and were able to code them up into numerical models. So the
goal of AI in the context of weather and climate forecasting could also be
formulated as “doing as well - or better - than the models created by humans”.

2.1 Machine learning

One of the sub-disciplines of AI is Machine Learning (ML)(see fig. 1). This
field has seen a boom in the last decade, and this boom was indeed the reason
for much of the recent progress in the field of AI in general. For the prob-
lem setting of weather and climate forecasting it is also the most interesting
and directly applicable part of AI. Put very simple, ML is the art of “learning”
from data. “Learning” can mean different things, from finding structure in the
data to making forecasts. Independently of the used methods, ML is often
divided into three categories which cover fundamentally different approaches
and problem settings. These categories are supervised learning, unsupervised
learning and reinforcement learning. Supervised learning deals with learn-
ing connections between pairs of inputs and outputs. This includes problems
like timeseries forecasting (the connection between the values at two different
points in time) and the connection between two or more physical observa-
tions, but also more abstract problems like image recognition (the connection
between an image and the label of an image). The distinguishing feature of
supervised learning is that the thing to predict (the output) is known at training
(=learning) time. Contrary, in unsupervised learning, there is no given output.
Here the goal is to find structures or connections in the data. Well-known ex-
amples include clustering algorithms, dimensionality reduction techniques (for

2



AI ML
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learning

Unsupervised
learning

ANN DL

Figure 1: Relation between Artificial Intelligence (AI), Machine Learning
(ML), Artificial Neural Networks (ANN) and deep learning (DL)

example principal component analysis) and more recently generative adversar-
ial networks, which try to learn probability distributions of high-dimensional
data [6]. Finally, the discipline of reinforcement learning deals with finding
strategies that optimize some reward. While very important in other contexts,
including recent breakthroughs in game-playing capabilities of computers [7–
9], it is of only minor importance in the setting of weather and climate fore-
casting.

Since machine learning deals with learning from data, methods using ma-
chine learning are often referred to as “data-driven”. This emphasizes their
reliance on data - in many cases on data alone - in contrast to for example
using already known physical laws like in numerical simulations.

2.2 Artificial neural networks an deep learning

Artificial Neural Networks (ANN) are a set of connected mathematical func-
tions, roughly inspired by the function of nervous cells in the human brain.
Their fundamental building blocks are so-called neurons. Neurons are simple
mathematical functions that take several inputs xi, and output a single scalar z

z = f

(
∑

i
wixi +b

)
(1)

with the parameters (“weights”) wi and the bias-parameter b.
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The function f is a (often non-linear) scalar function, called the activation
function. A widely used activation function is the rectified linear unit (ReLu)

f (y) =

{
y y≥ 0
0 y < 0

(2)

Other widely used activation functions are the sigmoid function and the
hyperbolic tangent function.

Neurons can be grouped together in layers. In the simplest possible net-
works, so-called fully connected (or “dense”) networks, all neurons in one
layer share the same inputs. The outputs of the layers in one layer constitute
the inputs to the next layer. The last layer is the output-layer, the output of its
neurons are the output of the network (the target variables in regression prob-
lems). Depending on the application, different activation functions are used in
the output layer. For classification tasks, usually sigmoid functions are used.
For regression tasks, linear activation functions are widespread, but in certain
cases also other functions can be used, for example in cases were the output
values are known to be bounded within a certain range. The intermediate lay-
ers are called the hidden layers, because their outputs are only used for the next
layers, and thus “hidden” for the user. An example of a simple fully connected
network is shown in fig. 2. Due to the hidden nature of the intermediate layers,
and the often very large number of parameters - which are not easy to interpret
- ANNs are often referred to as a “black-box”.

From a mathematical point of view, a neural network can be seen as func-
tion with a number of parameters (potentially billions), in which the derivative
of its output with respect to the parameters can be very efficiently computed
using the back-propagation algorithm. With this algorithm, the computation
of the gradient with respect to all parameters requires only one forward and
one backward pass through the network. Given a scalar target loss function
(for example mean square error of the predictions), the network can then be
trained (“fitted” to the data) using training algorithms. These algorithms use
the gradient of the loss function to adjust the parameters in order to minimize
the loss function. The most common training algorithm is stochastic gradi-
ent descent, and variations thereof such as the Adam optimizer [10]. They all
have in common that they select a random subset of the training data (called
a “mini-batch”), compute the gradient of the loss function for this subset, and
then adjust the weights of the network in the opposite direction of the gradient,
using a parameter called the learning-rate.

An interesting property of ANNs is that it can be theoretically shown that
for any function and any maximum allowed error ε > 0, there exists a finite
neural network with only a single hidden layer and with certain parameters, so
that it approximates the function with error < ε . This is known as the general

4
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Figure 2: Example of a fully connected neural network with linear output neu-
rons.

approximation theorem [11]. This theorem, however, does not provide any
way of actually finding such a network. Therefore, in practice, first a network
architecture is chosen, and then the weights adjusted with training on actual
data. The choice of network architecture is usually done empirically, thus by
trying out.

2.2.1 Convolutional neural networks

Convolutional Neural Networks (CNNs) are a class of non-fully-connected
ANNs. Together with other improvements, such as deep architectures and
dropout regularization, they have lead to a major milestone in image-recognition
in 2012 [12], creating a rise of new interest in ANNs. The principle behind
CNNs is a combination of local connections and weight sharing. Local con-
nections means that not all neurons in one layer are connected with all neurons
in the next layer, but that each neuron is connected only to a fixed number
of other neurons. Weights sharing means that certain connections share the
same weight. In CNNs this is done via a discrete convolution operation, effec-
tively creating movable filters. The filter has a certain set of weights, and these
weights are the same independent of the position of the filter. Mathematically,
this can be written as

zi = f

(
bK/2c

∑
k=b−K/2c

wkxi+k +b

)
(3)
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for the 1-dimensional case with an (uneven) filter size of K,

zi, j = f

(
bK/2c

∑
k=b−K/2c

bL/2c

∑
l=b−L/2c

wk,lxi+k, j+l +b

)
(4)

for the 2-dimensional case, and equivalent for higher dimensions.
The use of convolution layers drastically reduces the number of weights

in the network. In a fully connected network, two layers with N neurons each
need N2 weights. In a convolution layer, this is reduced to the size of the con-
volution filter (often 3× 3 ). Additionally, the concept of convolution depth
is often used. In this case, not a single but multiple filters are used (some-
times called feature maps), each producing its own output. An example of a
CNN is shown in fig. 3. CNNs are an appealing method when dealing with
gridded geophysical datasets. Many physical laws are known to be translation-
invariant, and using CNN implicitly includes this knowledge in the ANN.

2.2.2 Deep learning

The name Deep Learning (DL) refers to neural network that have more than
one hidden layer, so-called deep neural networks. Deep networks suffer from
the vanishing-gradient problem, therefore they have long been thought infea-
sible to train. However, recent advantages in activation functions and weight
initialization, together with the use of the computing potential of graphical pro-
cessing units have made them usable. Deep ANN architectures are superior to
shallow (only one hidden layer) architectures in many applications. One of the
reasons for this is that the first layers learn to extract features, meaning rel-
evant portions and transformations of the data, and the following layers then
learn to use these features for classification or regression. For many other
machine-learning algorithms it is first necessary to hand-craft these features.
This can mean for example selecting variables, dimensionality reduction tech-
niques, but also applying filters (for example spatial or temporal smoothing).
Hand-crafting features requires both a lot of domain-specific knowledge and
empirical trying out. When using deep ANNs this is often not necessary, mak-
ing them more general applicable and requiring less human knowledge. An-
other advantage of deep ANNs is that they tend to find local minima that are
more stable than the minima found by shallow architectures, even up to the
counter-intuitive fact that deep networks with more parameters are less prone
to overfitting (working well on the training data, but not on new data) than
shallow ones with fewer parameters, which is against what statistical learning
theory predicts [13]. All this has lead to the recent wave of deep learning that
revolutionized many fields such as computer vision, speech recognition and
genomics [14].
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Figure 3: principle of a CNN, here with a 3×3 kernel.

2.3 Overfitting and generalization

One of the central topics in data-driven prediction is overfitting and generaliza-
tion. Overfitting means that a method has learned to make good predictions on
the training data, but that it is not able to make good predictions on data that
has not been included in the training. The opposite is generalization, which
means that the method does not overfit but did learn to work also on new data.
Some linear methods, for example linear regression, and even more so lasso-
regression, have only little problems with overfitting. They are, however, also
not able to capture complex relationships, meaning that for many problems
they have substantial errors both on the training data and on new data. In the
terminology of statistical learning this means that they have low variance but
high bias. Non-linear methods with many parameters, such as ANNs, are able
to capture also very complex relationships - meaning they have potentially low
bias. However, the are also very prone to overfitting - up to the point that it
can happen that the network does not learn any general connection, but only
“memorizes” all training samples. In this case the predictions are near perfect
on the training data, but very bad on new data. These methods have high vari-
ance, meaning that their predictions are very sensitive to the training data. Re-
training with a slightly different training set - for example a training set with
different random noise - would completely change the predictions on unseen
data. With so-called regularization methods it is possible to decrease the vari-
ance, leading to better generalization. For ANNs, many regularization tech-
niques have been developed, for example weight sharing (such as in CNNs),
dropout-regularization[15], and stopping when the error on unseen data stops
to decrease (early stopping). However, regularization always comes of the cost
of higher bias. This is known as the Bias-Variance Tradeoff or Bias-Variance

7



Dilemma.
Testing generalization and overfitting is usually addressed in an empirical

way - one explicitly checks whether a trained methods also performs well on
left out data. This, however, requires very careful treatment of the available
data. First, to test for overfitting, it is necessary to hold out a portion of the
data from the training, often referred to as the test-data. The performance
of the method is then not tested on the training but on the test-data. In case
one tests only a single method this is sufficient. Usually, however, one tests
many different methods. Especially when using ANNs, there are enormously
possible configurations. When one is testing many different configurations
and/or methods (often referred to as tuning), it would be erroneous to test all
methods on the test-set, and then select the one that works best on the test-
set. If one did this, one would indirectly “leak” information from the test-set
into the selection procedure - this is therefore known as leakage. This can be
remedied with selecting an additional part of the available data for validation.
Each method/configuration is now trained on the training data alone, and then
validated on the validation data. The methods that works best on the validation
data is selected, and finally tested on the test-set.

Finally, attention has to be given on how to split the available data into
training, validation and test data. Features of the dataset, like autocorrelation
and class-imbalance have to be taken into account in order to assure that the
validation and test set are representative of the underlying data, and that no
accidental data leakage occurs.

8



3 Numerical weather prediction, climate models and
weather data

3.1 State-of-the-art models

The motions of the atmosphere (and of the ocean) are physically described by
the fundamentals of fluid dynamics. The basis are the 3-dimensional Navier-
Stokes equations, as set of nonlinear differential equations. Together with
other equations describing energy transfer and conservation and a hydrostatic
approximation they are often referred to as the “primitive equations” in the
context of weather and climate models. As no general solution to the Navier-
Stokes equations is known, they can only be solved in an approximate way with
discrete numerical methods. Due to their non-linearity, this requires the use of
so-called closure schemes. These form, together with processes not covered
by fluid dynamics (for example radiation), the parameterization schemes of
the numerical model. While the Navier-Stokes equations are exact, the param-
eterization schemes are not - or at least not purely - based on physical laws.
These inexact parameterization schemes, together with the error induced by
numerically discretizing the primitive equations, make the models imperfect,
and thus lead to errors in the solutions provided by the models (for example a
weather forecast or climate simulation).

In NWP, another major error source comes from the estimation of the ini-
tial condition of a forecast. In order to make an accurate prediction, not only
a good enough model of the atmosphere is needed, but also a good estima-
tion of the current state of the atmosphere, which forms the initial condition of
the model. This is accomplished with data-assimilation methods that combine
observations and numerical models [16].

While there are some differences between NWP models and climate mod-
els, for example climate models do not have data-assimilation schemes, and
slightly more focus on energy-conservation than NWP models, they are very
similar, since they fundamentally rely on modeling of atmospheric flows (and
other components of the climate system). Therefore, methods developed for
one can often be used also for the other.

3.2 Theoretical and practical predictability

The Navier Stokes equations are very sensitive to initial conditions. This
means that in order to get a good forecast also at long lead-times, the error in
the initial conditions must be very small. The maximum acceptable initial error

9



decreases rapidly with increasing leadtime. From this, often the erroneous as-
sumption is drawn that there exists a predictability time-horizon behind which
is theoretically impossible to make accurate predictions, which would imply a
fundamental limitation in the predictability of atmospheric motions. The error
of this assumption is extensively discussed in [17]. There exist in fact theo-
retical dynamical systems in which there is a limited predictability horizon -
meaning that however small one makes the initial error, it is still not possible
to get reasonable prediction after a certain time limit. When making the initial
error smaller and smaller, the predictability horizons grows, but only asymp-
totically towards a limit. An example for this are the surface quasi-geostrophic
equations. The real atmosphere is however described by the 3-dimensional
Navier-Stokes equations. For these, it is not known whether a theoretical pre-
dictability limit exists, which is connected to the fact that no general solution
to these equations is known.

Thus, regarding theoretical predictability limits for the atmosphere, it is
not known whether these exist, at least in the sense of classical physics. If
there is no finite predictability limit, it would be possible to achieve any time-
horizon when reducing the initial error more and more. Only quantum me-
chanics would finally set a limit, as the Heisenberg uncertainty-principle puts
an absolute lower limit to the possible initial error of the atmospheric state. In
a practical sense, however, these considerations play only a small role, as the
current initial error is orders of magnitudes higher than the quantum-physical
limit. Given the current technologies, even without a mathematical proof of a
theoretical predictability limit, it is assumed that at least the practical predic-
tion horizon of the atmosphere is roughly at 2 weeks [18, 19].

3.3 Ensemble prediction

Due to the inherent practical uncertainty in weather forecasts, the forecasts are
never perfect. In many contexts in which weather forecasts are used it is not
sufficient to only have a forecast, but also a measure of (un-)certainty is needed.
The standard method that has been developed to accomplish this is ensemble
forecasting [20]. Here, not a single forecast is made with a NWP model, but
a whole range (often 10-50) forecasts, which thus form an “ensemble”. The
different runs are made with slightly different starting conditions, slightly dif-
ferent model formulations, random components in the model, or a combination
of these. The difference between the individual forecasts can then be used to
get the range (including probabilities) of future weather states. While harder to
interpret than a single forecast, for many applications, this makes the forecasts
much more valuable than single forecasts [21], and is now standard practice in
weather services around the world.
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3.4 Forecast ranges

The atmosphere exhibits variability over a large range of different timescales
[22]. Since different physical mechanisms are behind the changes over differ-
ent timescales, and also for practical reasons, the field of weather prediction is
usually split into several time-horizons. While these time-horizons of course
don’t have “sharp” boundaries, both the techniques and the type of forecast
quantities are different for the different regimes. The further ahead the fore-
cast, the larger the spatial scales for which the forecast makes sense (from km
to continental scale), and the longer the temporal averaging of the forecast,
from minutes over seasonal means up to multi-decade statistics.

Nowcasting Nowcasting deals with forecasting the weather (mainly precip-
itation) over the next minutes, with maximum a couple of hours ahead. Many
methods rely solely on precipitation radar images and extrapolation of the radar
fields into the near-future (e.g. [23]), but also integrated systems with NWP
models exist (e.g. [24]). The essential difference to the other regimes is that
the weather is influenced only very locally at this range.

Short-range The short-range goes up to ~48 hours. In this time-horizont,
even the regional weather is already influenced globally or at lest near-globally,
meaning a purely local approach is not feasible anymore. In operational prac-
tice, forecasts for this range are usually made with regional high-resolution
models that are nested in coarser global models.

Medium range The medium range covers the evolution and lifetime of mid-
latitude weather systems (high and low pressure systems), which govern the
weather on the scale of a couple of days to up to two weeks. The main goal
is to forecast trends (for example in temperature and in weather patterns) and
the occurrence of strong cyclones. Forecasts for this range are made by global
NWP models. This range is also were the theoretical predictability limit of
the atmosphere is thought to be in [18, 19]. For current NWP systems, from
roughly one week onward, deterministic (single) forecasts are not useful any-
more. Therefore, the concept of ensemble forecasting has been developed first
for the medium range and is thus in widespread used here.

Sub-seasonal The field of sub-seasonal prediction deals with forecasts up
to ~60 days ahead [25]. This field is relatively young, but has gained a lot
of attention over the last years. For the tropics, the focus lies on predicting
the Madden-Julian Oscillation, and in the mid-latitudes on the identification
of situations in which the predictability horizon is longer than usual due to
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specific states of the atmosphere [26]. Sub-seasonal forecasting is done with
the same (or similar) models as medium range forecasting.

Seasonal Seasonal prediction aims to predict the mean weather of the next
season(s), roughly up to 1 year ahead, even though some progress has also been
made on predictions more than 1 year ahead [27]. Since this is far beyond the
predictability limit of the atmosphere, the goal is not to predict the weather at
a certain day, but only the statistics, for example mean temperature or precip-
itation anomalies over the season (e.g. the season will be wetter than usual).
Seasonal forecasts are nearly exclusively done in a probabilistic way. For most
of the regions of the world, the potential of seasonal forecasts is closely related
to the El-Nino southern oscillation phenomenon. In contrast to the shorter time
ranges, the exact initial state of the atmosphere is not as crucial for seasonal
predictions. Seasonal prediction is done both with global numerical models
(e.g. [28]) and with statistical models (e.g. [29]). The global numerical mod-
els are very similar to NWP models, and the transition to climate models is
fluent [30].

Near-term climate prediction The goal of near-term climate prediction is
to predict the climate several years ahead, starting form the current climate
state. It does not only rely on the current climatic state, but also on projections
of external forcing (e.g. anthropogenic greenhouse gas emissions) [31].

Climate projections Climate projections deal with the influence of external
forcings (such as greenhouse gas emissions) on the climate system. They are
usually made 50-100 years ahead, but sometimes also for several hundreds of
years. Of interest are not single snapshots of the model, but longer statistics
(for example mean temperature over 30 years, but also frequency of extreme
events etc.). In contrast to near-term climate prediction, this is independent
of the current initial climate state. The GCMs are not started from current
conditions, but first run until they reach an equilibrium. Due to the reliance
on future emission scenarios often the term “projection” is used instead of
“prediction”.

3.5 Idealized models

For many applications, both NWP and climate models are designed in a way
to be as accurate as possible, limited only in physical understanding (in the
parameterizations) and computational resources. While being the most accu-
rate ones, such models are not only computationally expensive, but also very
complex and hard to understand. Therefore, for many studies, also models that
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Far from reality Close to reality

Simple models 
(Lorenz63, Lorenz95)

Easy to understand
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Hard (impossible)
To understand

Very high
dimensionality
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(GCMs, NWP models)

Figure 4: simple and complex models

have on purpose been made simpler are used. Two of the very simplest ones
are the so-called Lorenz models, namely the Lorenz63 [32] model

ẋ = σ (y− x)

ẏ = x(ρ− z)− y

ż = xy−β z

(5)

with 3 state variables x,y,z and 3 parameters σ ,ρ ,β , and the Lorenz95
[18] model

ẋi = (xi+1− xi−2)xi−1− xi +F (6)

with N state variables xi and a single parameter F . These are very simple
systems of coupled ordinary differential equations (ODEs), that have charac-
teristics that are - in a very idealized way - similar to some characteristics of
the real atmosphere.

Therefore, these models are widely used as toy-models to test new ap-
proaches that are ultimately targeted at more complex models (e.g. [33, 34]),
including machine-learning based methods (e.g.[35, 36]).

Another approach to testing new methods is through the use of simplified
GCMs. These are much more complex and realistic than the Lorenz mod-
els, but less complex than full GCMs. They are still based on the primitive
equations, but with simplifications compared to GCMs, especially in the pa-
rameterizations and the resolution of the discretizations. Their main advantage
is that they are computationally very cheap to run, and also that their dynamics
(their “weather”) is less complex, making it easier to study. Examples of such
models include the Planet Simulator [37] and the SPEEDY model [38]. The
relationship between simple and complex models is illustrated in fig. 4.
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3.6 Observations and reanalysis datasets

The success of any type of data-driven application for weather and climate
prediction will hang on the availability of suitable data. Considering the atmo-
sphere (and many other geophysical fields), there are two fundamental ways
of doing measurements: in-situ measurements, and indirect measurements. In-
situ measurements directly measure the desired quantity at a given location, for
example temperature or windspeed. This is done on the ground with weather
stations, in the upper air with weather-balloons, dropsonds and aircraft, and at
sea with ships and buoys. Indirect measurements measure the desired quanti-
ties indirectly and remotely, therefore they are often described under the term
remote sensing. They rely on indirect quantities, for example electromagnetic
spectra at a certain wavelength, in order to infer the actual quantity (for exam-
ple temperature). Remote-sensing methods are often satellite-based, but can
also be done from the ground. The indirect measurements are combined with
physical knowledge, and together with often numerous assumptions, are then
converted to the desired quantities. Examples include atmospheric tempera-
ture [39], windspeed [40] and rainfall [41]. These remote methods have much
better spatial coverage than ground-based in-situ measurements, and both bet-
ter spatial and temporal coverage than balloon-based measurements, and have
thus become more and more important in NWP data-assimilation. However,
they also have numerous short-comings, such as instrument drift over time
and the many assumptions needed to use them, which can lead to inaccura-
cies. Measurements done by low-orbit satellites have the additional challenge
of having complicated spatial and temporal measurement patterns. This is be-
cause the satellite is orbiting around the earth faster than the Earth’s rotation,
and measurements can be done only for a certain region below the satellite.
Thus, even satellite measurements do not necessarily provide perfect global
grids with fixed time-resolution and without missing data. This can be an ob-
stacle for many applications.

3.6.1 Reanalysis datasets

Reanalysis datasets solve some of the shortcomings of both remote-sensing
based an in-situ measurements. They aim to provide the best guess of the at-
mospheric state an a complete global 3d-grid, without any missing fields. This
is accomplished via combining a NWP model with all available observations.
The observations form the basis for the best-guess. However, due to the incom-
pleteness of the observations (insufficient coverage, not all variables measured,
potentially missing data), the observations are combined with a background-
guess. This background guess comes from a short (usually a couple of hours)
forecast made by a NWP model. The combination of observations with this
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Figure 5: Measurements used as input for NWP models and reanalysis datasets
(from ECMWF.int under CC BY-NC-ND 4.0)

background-guess forms the best guess of the current state. This is then used
to initialize the NWP model in order to provide the best guess for the next
timestep. This method is exactly the same as in the data-assimilation of oper-
ational NWP models, where it is called the analysis step. The output is thus
on the same grid, and provides the same variables, as the NWP model uses.
In principle one could thus use the archived analyses of operational forecasts.
However, since the NWP models change over time, these archives are not con-
sistent and thus hard to use. Therefore, renalaysis datasets are made by several
forecast centers over the world. These use a fixed version of the NWP model
and data-assimilation system together with historic observations in order to
create an as consistent as possible guess of past atmospheric states. The most
widely used reanalysis datasets are the ECMWF reanalysis series (most recent
version ERA5 [42]), and the NCEP/DOE Reanalysis [43] (most recent ver-
sion II), which cover the period 1979-present. A second class of reanalysis
datasets are 20th-century reanalyses [44, 45]. They provide data from the late
19th or the early 20th century on up to present. Since satellite observations are
not available for the early periods, they rely solely on surface measurements.
While very attractive due to their long timespan, they are much less accurate
then satellite-based reanalyses, and have to be used and interpreted with more
care.

For machine-learning based applications, reanalysis datasets are very con-
venient due to their consistent data-formats (fixed global grids) and because
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they already have dealt with a lot of the problems both of in-situ measure-
ments and satellite-based observations. However, they also have to be used
with care, and should in no way interpreted as the “truth”. They both suffer
from observations errors, and since they are partly based on numerical models,
they suffer form errors in these models, especially in regions were observations
are sparse or completely unavailable. Additionally, even though the model and
data-assimilation scheme is the same for the whole period, the available ob-
servations change over time, which can cause spurious trends and also sudden
jumps in certain variables.

Finally, when put in the context of data-driven prediction, every method
that uses reanalysis data actually cannot replace NWP models completely,
since a NWP model is always needed for the reanalysis.
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4 Fundamentals of data-driven weather and climate
prediction

There are several ways in which machine-learning based methods can be used
in the context of weather and climate prediction. One approach is to identify
“weak” parts of numerical models, such as certain parameterization schemes,
and improve or replace them with data-driven methods. Examples includes
“short-cutting” radiation calculations, which can be done very accurately with
numerical methods, but only at high cost [46–48] as well as replacing param-
eterizations for unresolved processes (for example vertical air movement on
scales unresolved by the numerical model) [49, 50]. For NWP purposes, ma-
chine learning techniques can also be used to supplement numerical weather
forecasts, in the form of post-processing and forecast interpretation techniques
[51, 52].

Another, more fundamental approach is to predict the motion of the atmo-
sphere directly with machine-learning based methods. In this case, the state of
atmosphere at time t (and potentially also other parts of the climate system) is
represented as a data-vector ~xt , where ~xt could for example represent gridded
temperature for the whole globe at a certain height. The goal is then to predict
~xt f uture , given either the current state ~xt , or the current and several previous
states~xt ,~xt−1,~xt−2, .... . Mathematically, this means we want to find a function

f (~xt) 7−→~xt f uture (7)

thus making this a perfect candidate for supervised machine learning. Given
enough observations ~xt , it should be possible to approximate this function f
with for example a neural network. This problem formulation is in fact much
more fundamentally applicable than only to weather and climate prediction. It
is applicable to any type of dynamical system, meaning a system whose state
evolves over time. Indeed, this is a widely studied topic for simple dynamical
systems (e.g.[53–56]).

In the nowcasting regime, neural network methods have been proposed and
shown to outperform traditional optical methods in forecasting precipitation
[57, 58].

In the much harder medium range of weather prediction, some small progress
has been made using deep neural networks with approach outlined above [59,
60]. These studies used small subsets of reanalysis-datasets to predict 500hPa
geopotential height, which is a proxy of mid-latitude weather situations.

Another way would be aiming to predict only a single point y instead of
the whole state
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f (~xt) 7−→ yt f uture (8)

In contrast to the method of eq. (7), this methods does not allow to make
consecutive forecasts (using the forecast again as input for another forecast).
In both problem settings,~x could be the atmospheric state (or a subset thereof)
from reanalysis. The target y the second approach could either also come from
reanalysis (for example a single gridpoint, or also some mean quantity over a
certain area), or from ground based weather stations.

For climate prediction, the problem needs to be formulated differently. For
predicting future climate states one is not interested in the instantaneous state
of the atmosphere at a certain time in the future, but on the statistics of future
atmospheric states. Such statistics could for example be the mean temperature
or the typical variability of windspeed over many years. If one already has
solved the problem of forecasting specific timesteps, one way to accomplish
this with machine learning based methods is via making many consecutive
forecasts. This creates a long series of future atmospheric states, allowing
then to compute statistics from these states. Another approach is not to model
future states, but directly model future statistics. This has been done with
handcrafted statistical models, whose parameters are then determined from
observations or numerical climate simulations [61]. More general, this means
that in eq. (8) y would be some kind of scalar statistical quantity, for example
mean temperature or variability.
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5 Epistemology

“The scientist describes what is; the engineer creates what never
was.” Theodore von Kármán

Research around the usefulness of certain methods (e.g. machine learning) for
certain problems (e.g. weather forecasting) is located at the border between
science and engineering. Science has the goal of acquiring new knowledge
and understanding, with “useful” methods only a side-effect. Engineering, on
the other hand, aims to solve a certain problem with desired accuracy, usually
with limited resources (with “resources” being very general, e.g. monetary
resources, computing time, materials etc.). In the context of weather prediction
methods, one could formulate it like the following: Science cares about why
something works, whereas engineering cares about that something works.

Research around the use of machine learning (especially very general meth-
ods such as neural networks) for a given problem presents a challenge from an
epistemological point of view. Given the general approximation theorem men-
tioned earlier, it is fundamentally impossible to prove that neural networks
cannot be used for a given general task, since we know that there exists a net-
work that can perform the task. Only when the task is narrowed down very
specifically (“this problem setting with this network architecture and training
method, using exactly this dataset”), can such a disprove be made. On the
other hand, proving that a method does work - at least in the engineering sense
- is easy, as one simply needs to empirically show that it works. In a strict
sense, this does not necessarily ensure real knowledge discovery - except for
the new knowledge that the method works in the given context. Given the
black-box nature of many data-driven methods, it is hard to get understanding
on why something does or does not work. However, one can also turn around
the approach, and formulate new questions that use a data-driven forecasting
method as “measure”, in order to gain understanding of the underlying dataset
and/or system. Instead of asking “why does method a work for system x, but
not system y”), one can use the fact that it works for x bot not for y to gain un-
derstanding of the underlying systems, or of different subsets within the same
system. An example of this is the skill of neural-network forecasts as a mea-
sure of intrinsic predictability [62]. Therefore, even research originating from
an engineering approach, such as empirically finding good prediction methods,
can be used for actual knowledge discovery in the scientific sense.
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6 Summary of papers

Paper I Paper I presents the principle of using CNNs to learn the time-
evolution of the full state of the simplified GCM PUMA. The dataset to learn
consists of daily snapshots of 3d atmospheric fields of four variables (temper-
ature, geopotential height, meridional and zonal windspeed) of a 100 year run
with the simplified GCM PUMA, without seasonal cycle. Through extensive
empirical testing we find a CNN architecture that works for the given problem
and is able to “lean” to forecast the model state 1 to 14 days ahead with high
skill. We also test the trained networks in a climate setting. For this, we make
a very long (1000 years) series of consecutive neural network forecasts, thus
creating a network climate run. This climate run is stable and does not drift
away, which is surprising given that no conservation properties have been ex-
plicitly put into the neural network design or training. The long term statistics
(the “climate”) of this run are relatively realistic, but its long-term variance is
to low.

Paper II Paper II builds on the results form Paper I and extends its approach
to a wider range of GCMs. We apply the same method both to a version of
PUMA with higher horizontal resolution (T42 instead of T21) and seasonal
cycle, and to the more complex model PLASIM, which at its core uses PUMA,
but with hydrological variables as well as a simple ocean model added. Addi-
tionally, the length of the training date is varied from 1 year up to 800 years,
and the influence of the training data length on the forecast skill of the neural
networks investigated. For all models, the neural network is able to make rea-
sonable forecasts on the order of roughly a week, which is the typical timescale
of mid-latitude weather. In contrast to the simple setup from Paper I, the net-
works are not able to generate stable climate runs through consecutive fore-
casts. Regarding the influence of the training data length on forecasts, the
forecasts skill first increases with increasing training data length, but then sat-
urates at 50-100 years, depending on the model and resolution. Finally, the
empirical search for a good network architecture from Paper I was repeated on
the PLASIM model, and gave the same architecture as for the simpler PUMA
model. This shows that there is some knowledge to be gained from studying
simpler models first.

Paper III In paper III we take one step back and ask more fundamental ques-
tions related to the emulation of dynamical systems with neural networks. An
important measure of the usefulness of any machine-learning method for a
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given problem is how well it generalizes to data not present in the training
data. We formulate this question here in a special way, tailored to the context
of dynamical systems. For this, we define different regions of phase-space for
the system, and then assess whether the neural network can also make good
forecasts in regions of phase space that were on purpose not included in the
training data. In addition to the forecast quality, we also asses whether a long
run of consecutive neural network forecasts is able to explore this left-out re-
gion on its own. We find that for the Lorenz63 system, the neural networks are
generally not able to make good forecasts in the left-out regions, and are able
to explore these regions only if they are small. To explain this behavior, we
abandon the typical “black-box” approach of neural networks, and actually ex-
amine the behavior of the internals of the neural networks. With this we show
that the inability of the network to generalize to new regions of phase space
is related to the fact that parts of the neural networks learn to model part of
the phase-space of the system, which causes troubles to their forecast if they
haven’t seen all regions in the training. Contrarily, for the Lorenz95 system
these problems do not seem to exist.

As a second question, we consider the problem of learning the influence of
external forcing on the system. The dynamics of many real-world systems are
influenced by external factors. Here, we mimic this with slow changes in the
parameters of the Lorenz63 and Lorenz95 systems. We show that the neural
networks are to some extent able to learn the influence of external forcing and
to extrapolate it to new forcing regimes, but only given a sufficiently wide
range of different forcing in the training data.

Paper IV In paper IV we consider the problem of probabilistic forecasting.
One way of creating a probabilistic weather forecast is to run the same fore-
cast model several times, with slightly different starting conditions. One of
the widely used methods for this uses Singular Value Decomposition (SVD)
in connection with the numerical model. We show that it is possible to trans-
fer the principle behind this method to purely neural network forecasts. The
method is then tested on the Lorenz95 system, the Plasim GCM and on re-
analysis data. The method works in principle, and there is some information
on forecast uncertainty in the spread generated by the ensembles. However,
the method is not superior to using simple random perturbations for all tested
systems. Additionally, retraining the network a couple of times and generating
an ensemble this way seems to be the best method for the tested systems and
network architectures.

Paper V Paper V again considers the area of probabilistic forecasting, but in
a more practical approach. Here we use neural networks not as a self-standing
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method for forecasting, but as a complement to numerical weather forecasts.
Specifically, we use a CNN to predict the uncertainty of a NWP forecast. For
this, the network is trained on the error and the ensemble spread of a large
number (~10000) of past weather forecasts, and then is able to predict a scalar
measure of uncertainty for a new initial forecast field. This method does not
work as well as numerical ensemble weather forecasts, but is computationally
much cheaper. Additionally, we compare it to a number of simple base line
methods, and the CNN method outperforms all of them.
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7 Outlook

The results of this thesis were mainly proof-of-concept methods. From here
on, there are two natural ways to continue:
(1) turn the proof-of-concepts into full working examples, on full-scale real
world data. This involves many challenges, both technical and scientific ones,
including

• distributing the neural networks across many GPUs in order to allow for
the extremely high dimensionality of the input data (for example state-
of-the-art reanalysis data)

• architectures beyond CNNs that are specifically designed for geoscien-
tific data, for example spherical convolution operations

• combining ANN approaches with physical equations

• combining ANNs with numerical models. When GCMs are used to-
gether with automatic differentiation systems (e.g. [18, 63]), they could
be directly included in the training of the neural networks

All these ideas will require close collaboration between the NWP, climate mod-
eling and computer science communities.
(2) a more fundamental approach from the dynamical systems point of view.
Questions here include

• is it “easier” to attempt a single long forecast, or several consecutive
short ones?

• How do results map from one system to another system, specifically
from simpler to more complex ones?

• Are there any general rules for this? Can we explain them with statistical
learning theory?

The questions in (2) require the relatively empirical approach usually used in
machine-learning research to be combined with the mathematical more rigor-
ous approach of statistical learning theory.
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