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Abstract

Regression testing is an important part of software development and is integral
for finding regression errors caused by code changes or issues with revision
control. However, executing all test cases in the test suite is often infeasible.
One solution to this problem is to use a prioritization technique. Test priori-
tization techniques are often utilized to rearrange the execution order of test
cases, such that the number of software faults found are maximized as early as
possible.

A test prioritization heuristic is presented in this report, which uses data re-
garding a test case’s previous execution history to calculate which test case
is most likely to find a failure for the current version of the software. The
proposed prioritization strategy uses two different modules. The first module
statically prioritizes test cases by calculating a score for each test case, based
on previous failure rate and distance of last execution. The second module,
which is referred to as the history correlator, compares the test histories of ev-
ery possible pair of tests and check for similarities in test execution histories.
When a test has been executed in the regression testing phase, all test cases
with similar test execution histories are given highest priority.

The proposed strategies are tested in an experiment, using a software project
from EA DICE as the software under test. The experiment presented in this
report compares the performance of the history score calculation compared to
the performance of random prioritization. The performance of both modules
together is also compared to only using the first module, to decide if the history
correlator improves the performance of the history score module. The results
shows that the history score prioritization displays some potential to prioritize
test cases that results in failure, but needs future improvements to provide re-
sults in a consistent basis. The addition of the history correlator does not lead
to significant improvements in detecting failures.
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Sammanfattning

Regressionstestning är en viktig del utav mjukvaruutveckling och är väsent-
lig för att finna regressionsfel. I de flesta fall är det omöjligt att exekvera alla
testfall. Därför används ofta testprioriteringstekniker för att arrangera om ex-
ekveringsordningen av testfall, på ett sätt så att antalet funna fel maximeras så
tidigt som möjligt.

I denna rapport redovisas en prioriteringsheuristik som använder data om före-
gående körningar från testfall för att avgöra vilka test sommest troligt kommer
hitta fel i den aktuella versionen av mjukvaran. Prioriteringsstrategin består av
två moduler. Den första modulen prioriterar tester genom att ge varje test pri-
oriteringspoäng baserat på föregående misslyckade körningar och tiden sen
senaste exekvering av testfallet. Den andra modulen jämför föregående exe-
kveringar mellan varje möjliga par av testfall och letar efter likheter. När ett
testfall har exekverats under regressionstestning, ge högsta prioritet till alla
testfall som har liknande exekveringshistorik. Den presenterade strategin tes-
tas i ett experiment, där prioriteringsstrategin testas mot ett mjukvaruprojekt
från EA DICE. Första delen av experimentet jämför poängkalkyleringsstrate-
gin med slumpmässig prioritering. Andra delen av experimentet jämför pre-
standan mellan användning av båda modulerna jämfört med endast poängkal-
kylering, för att undersöka om den andra modulen förbättrar prestandan för
poängkalkyleringen.

Resultatet visar att poängkalkyleringen visar potential i att prioritera testfall
som resulterar i att fler fel är funna. Dock krävs det flera förbättringar för första
modulen för att kunna få ut bra resultat som är konsekventa. Det finns inte
tillräckligt med bevis som indikerar att den andra modulen bidrar till ett bättre
resultat.
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Chapter 1

Introduction

While developing software in the industry, changes to the code are often in-
troduced in the mainline code. Changes of the code base are meant to either
fix a bug in the software or implement a new feature of the software. How-
ever, it can have the unfortunate side effects of introducing more faults to the
software, which is known as a software regression. Software regressions can
occur due to different reasons, such as cheap bug fixes that are incompatible
with other parts of the code or errors with revision control. Regression testing
is an important part of the software development process that aims to detect
and rectify regression errors in the software. By some estimates, regression
testing can consume up to 80 percent of the testing budget and can consume up
to half of the software maintenance cost [1]. After changes have been pushed
to the code base, tests are executed to validate that no new faults have been in-
troduced in the current software build and that the software has not regressed
back to a previous or unintended state.

Ideally, it would be optimal to execute the entire test suite during regression
testing, known as the re-test all strategy [2]. This method can provide certainty
that there are no new faults introduced into the code base. However, in most
cases, this is not a viable option, as software in the industry is often large-
scale and has a large number of test cases. In many companies, running all
tests could take hundreds or even thousands of hours [3], which is a too high
cost for most companies.

Regression test selection is a proposedmethod that selects a subset of the initial
test suite [4]. The test cases in this subset are then executed during regression

1
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testing. This method can reduce the time spent on regression testing compared
to the re-test all approach. One of the downsides with this method is the risk
that a relevant test could be ignored in the selection process. In contrast, test
case prioritization does not eliminate test cases from the test suite. Instead,
the execution order of the test suite is reordered to maximize efficiency. The
reordering is based on a heuristic that aims to assign a higher priority to test
cases that are more likely to result in a failure. This increases the fault de-
tection rate and provides feedback to the developer earlier. If the system is
prematurely halted, then the test with the highest probability will have already
been executed within the available testing time.

Many different techniques for implementing test case prioritization have been
proposed in literature and can be based on different types of data, like code
coverage, test similarity, fault severity or time execution, to name a few [5]. Liu
et al. [6] presented a prioritization algorithm that uses approximations of fault
severity, fault probability and software requirement prioritization to determine
the order of test cases. Haghighatkhah et al. [7] studied the effects of strategies
that uses previous history of test case executions and found that they can be
effective in finding regression faults.The strategy presented by Pradhan et al.
[8] prioritizes test cases based on fault detection capability and test reliance.
Tests are also reprioritized during test execution when a test case fails, to run
tests that display similar results. Aman et al. [9] proposed a recommendation
system that recommends test cases based on a manual selection of tests done
by a user.

EA is currently one of the biggest video game publishers in the industry. One
of the development studios under EA is EA Digital Illusions CE AB (EA
DICE), which has been a subsidiary of EA since 2006 and has produced games
like Battlefield, Mirror’s Edge and Star Wars Battlefront. These games were
made using the Frostbite Engine, which is EA’s own proprietary game engine.
One of the features regarding the engine is Frostbite Schematics; a domain-
specific language that uses a graph like structure to define execution flow and
game logic. This makes it easier for game designers, who may not have a
much programming experience, to implement objects, game mechanics etc.
Schematics is also used to create test cases. The test case node in schematics
contains features that can define when the test succeeds, when it fails, poten-
tial test setup, test timeout and what happens upon success or failure, to name
a few. The engine creates the result messages and together with their other
test related services, saves the execution results and metadata regarding the
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executed test.

Video game development differs a bit from other forms of software develop-
ment. The biggest contrast is that the main goal of a video game is to be “fun”.
The requirements of a video game are most often more “high-level” and ab-
stract and typically not as detailed as functional requirements in other types of
software [10]. While it is still important for the software to function properly,
a video game does not necessarily have to be free from bugs as long as the
faults in the software does not negatively influence the “fun-factor”. This af-
fects the testing process, as testing "fun" is something that has to be evaluated
by humans. Historically, unit testing and test automation are not as frequent
in the games industry compared to other industries [10]. Reasons for this are
that it is very difficult to explore the massive state space of games, difficulty
in asserting correct behaviour and non-determinism. In the context of game
development using Frostbite, it is impossible to perform unit testing, because
the full software stack is needed, which adds to the total cost. Usually the
game is tested either by a human player or a bot that simulates human player
behaviour. The "Games as a Service" business model (GaaS) [11] is becoming
more prevalent in the industry. This means that development and monetiza-
tion of the game continues after a game releases. Content is provided to the
players for a longer period of time after release. This puts a higher empha-
sis on continuous software testing. Some video game companies, including
EA DICE, are experimenting with new methods to automate and improve the
testing process of video game development.

As stated, there are many different techniques that have been proposed in var-
ious literature. However, not much research has been done in the context of
video game development. In this report, a test prioritization algorithm is pro-
posed for prioritizing test cases during regression testing of video game devel-
opment projects. The results from this study shows how test prioritization can
affect the number of faults found during regression testing of video game soft-
ware. It also provides insights into what types of prioritization techniques that
are worth focusing on, as well as the type of data that is valuable for regression
testing.
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1.1 Research Questions

The research questions for this project are as follows:

- RQ1: In the context of a software project in the video game industry, what
test prioritization strategy can be used to increase the efficiency of fault detec-
tion?

-RQ2: How is test prioritization affected by prioritizing test cases with similar
execution histories?

1.2 Contributions and Scope

The contributions that this project provides is a novel technique for prioritizing
test cases. The presented strategy differs from related work in the field, as it
is designed with the limitations of video game development in mind. There is
currently a gap in the scientific literature regarding test prioritization in video
game development, which this report aims to address. Additionally, the find-
ings from this report may be a first step in introducing automation of test se-
lection for game development projects.

This project examines the effectiveness of using prioritization techniques that
utilizes results of previous test executions, as this data is easily available for
game development projects at EA. The experiments are conducted on a real
industry game project that has been released to the public. The scope of the
experiment is not including investigating other forms of test prioritizations
and their effects on game testing. Another limitation of the project is that the
experiments measures effectiveness of the proposed strategy in terms of found
failures, but does not take into account the cause for failures or if the same
failure is discovered multiple times, due to difficulty in determining the cause
of failure, without rerunning the test case manually.
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1.3 Ethics and sustainability

Testing is an important part of the development process, as finding failures
contributes to making a product more stable and safer for consumers. For the
most part, there are not many major ethical concerns regarding video games
that does not function properly. In most cases, the worst that can happen is
that the game becomes unplayable and the customers are unsatisfied with the
game experience. However, there have been some instances where games can
pose a security risk. For instance, Unreal Engine has had security flaws in the
past that have allowed arbitrary code execution from remote servers [12].

Furthermore, a functioning test prioritization could lead to less time being
spent on executing test cases. In some cases, regression testing is done by
remote test farms, which usesmultiple server machines to run test cases. If less
time is spent running test cases on remote test farms, then it would contribute
to lower energy consumption.

1.4 Outline

Chapter 2 provides necessary background information regarding the field of
study. Chapter 3 will showcase related work in the field of regression testing
prioritization and regression testing selection. Chapter 4 describes the pro-
posed algorithm, as well as the experiment setup, in more detail. Chapter 5
presents the results of the conducted experiments. Chapter 6 discusses poten-
tial threats to validity and the potential future work that can be done. Chapter
7 contains the conclusions that were reached from the results.



Chapter 2

Background

This chapter provides the necessary background for this project. First, some
general knowledge regarding regression testing and test prioritization. After
that, related work in this field are described. Finally, the distance method that
is used in the proposed solution is explained.

2.1 Regression Testing

Regression testing is the process of running test cases after a change has been
made in the software to ensure that no new bugs or faults have been introduced.
It is a way of controlling that the software is still functioning as intended and
that it has not regressed back to a previous state. According to IEEE, regres-
sion testing is defined as “selective retesting of a system or component to verify
that modifications have not caused unintended effects and that the system or
component still complies with its specified requirements” [13].

A simple technique for regression testing is the retest-all technique. The retest-
all method reruns all test cases in the test suite for every regression testing
phase. While the techniques ensure that no regression errors has been intro-
duced in the modified code, it is very expensive to rerun all test cases. For
smaller software projects, it might be feasible to apply this strategy, but many
industrial projects have very large test suites, rendering this method too inef-
ficient for industrial development projects. Because of this, research has been

6
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active in the field of testing to find efficient methods for improving the regres-
sion testing process [3, 14, 15, 9].

Many different types of techniques for regression testing have been explored
in the field. These regression testing techniques can be split into three differ-
ent categories [16]. The first one is referred to as regression test selection or
test case selection. Instead of running the entire test suite, RTS techniques
selects a subset of the entire test suite to execute. The regression test selection
problem is defined as follows:

Given: Program P , modified version of P, P ′ and test suite TS .
Problem: Find subset of TS ,TS ′, to use when testing P

By selecting a subset of the of test cases from previously executed tests, the
time spent on test executions is reduced. Regression testing techniques attempt
to select test cases that are only relevant to the most recent modification of the
software under test [17].

The second category is known as test case minimization or test case reduction.
The goal is to minimize the cost of running the test suite, which is achieved by
generating a subset of the original test suite that contains fewer test cases than
the original test suite, but still satisfies all the requirements from the original
test suite [18]. The test minimization problem is defined as follows [19]:

Given: Test suite T , set of test requirements r1, ..., rn
Subsets of T, T1, T2, ..., Tn, one associated with each ri such that any one of
the test cases of Ti can be used to test ri.
Problem: Find a representative set of test cases from T that satisfies all ri.

A subset of T is formed by disregarding tests that are redundant, obsolete
or outdated. The optimal solution to this problem is the solution that results
in the smallest possible subset of T . Some examples of proposed test suite
reduction techniques in the past have used heuristics based on cluster analysis
[20] or genetic algorithms [21, 22].

The last type of techniques that has been studied are test case prioritization
techniques, which is the main focus of this report.
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2.2 Test Case Prioritization

Unlike regression test selection or test case minimization, the goal of test pri-
oritization is not to reduce the number of test cases in the test suite. Instead,
the order in which the test cases are executed in is rearranged. The purpose is
to try to improve the performance of the regression testing phase, by prioritiz-
ing test cases that are deemed to have higher priority or has a higher chance
of resulting in a failure. This helps if the regression testing phase has to be
aborted due to lack of time, as the idea is that the most important tests have
been run and that most faults are found as early as possible during testing. This
is useful for increasing the efficiency of regression testing and to ensure that
as many faults as possible are found if the testing process is interrupted. The
test case prioritization problem can be defined as follows [23]:

Given: Test suite, T
Set of permutations of T , PT
Function that converts a permutation of T into a “award value”, f
Problem definition: Find a T ′ such that ∀T ′′, T ′′ ∈ PT , T ′′ 6= T ′, f(T ′) >

f(T ′′).

PT in this instance represents the set of all possible test prioritizations of test
suite T. The problem is defined as finding the permutation of the test suite
which yields the highest award value. The award value can be summarized as
the highest number of test cases within the shortest possible time frame. There
are two defined types of test case prioritization. “General prioritization” at-
tempts to create one prioritization order of test cases that is effective on average
for multiple subsequent versions of the software. “Version-specific prioritiza-
tion” is instead concerned with creating the prioritization order of test cases
for a specific version of the software. There have been an increased interest
in test case prioritization, as indicated by the increased interest from literature
[16].

2.3 Mahalanobis Distance

The Mahalanobis distance was first introduced by P.C Mahalanobis in 1936
[24]. It is a measurement of the distance between an observed point in the
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Euclidean n-space, ~x = (x1, x2, ..., xn)
T from the data set of all observations

with mean ~µ = (µ1µ2, ..., µn)
T . This metric takes into account the dispersion

of all the observations in the data set, which Euclidean distances does not.
A way to describe the Mahalanobis distance is as measuring the amount of
standard deviations that ~x is from ~µ, with the distance being zero if ~x = ~µ.
Equation 2.1 shows the formula for calculating the Mahalanobis distance of ~x
and µ with covariance matrix S.

DM(~x) =
√

(~x− ~µ)TS−1(~x− ~µ) (2.1)

The formula is useful for measuring the level of abnormality in multi-variable
observations. It is a very useful measure for problems related to multi-variable
analysis and has been utilized for several classification problems and for anomaly
detection. Some examples of application areas where Mahalanobis distance
has been used include a proposed method for detecting botnets [25], Maha-
lanobis metric learning for single-shot person re-identification [26] and a pro-
posed method for anomaly detection in hyperspectral images [27]. The Ma-
halanobis distance formula has also been applied as part of some test case pri-
oritization strategies [28, 9, 29] (more details are given in chapter 3). Certain
properties regarding test case meta data, e.g, previous failure rate, can be rep-
resented as multidimensional vectors. Given the properties of every test case,
the Mahalanobis distance can be calculated, which indicates how similar the
test cases are based on their properties. A vector containing the least valued
properties for a test case can serve as a basis for comparison to prioritize test
cases based on the highest displayed Mahalanobis distances. The proposed
solution in this report uses this formula for calculating priority scores for the
test cases.



Chapter 3

Related Work

There have been many proposed solutions that use regression test selection or
test case prioritization with the goal of increasing the fault detection rate dur-
ing the testing process. This chapter presents other related works in the field of
test selection and test prioritization. The first section describes scientific liter-
ature that evaluates techniques that uses past execution history data from test
cases. Afterwards, related work that have utilized Mahalanobis distance in the
past are described. Finally, other scientific literature in the field are presented.
These techniques are based on other factors, e.g, test diversity, textual test de-
scriptions and hybrid solutions that uses multiple different factors to prioritize
test cases.

3.1 History Based Techniques

Kim and Porter [30] proposed one of the first test case prioritization strategies
that uses execution data from previous text executions. Their proposed strategy
utilizes three different factors in their prioritization. Test cases are prioritized
based on the number of faults that have been exposed by the test previously.
It also take into account the test execution history of every test, with tests that
have not been executed recently gaining higher priority, in order to be able to
cycle through all test cases over multiple testing sessions. Finally, coverage of
program entities are also taken into account.

10
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The solution proposed by Khalilian et al. [31] uses a function to determine
priority scores that is based on previous execution history, demonstrated fault
detection effectiveness, and previous priority score.

A recent research article by Haghighatkhah et al. [7] investigated the effec-
tiveness of history-based test prioritization (HBTP) and diversity-based test
prioritization (DBTP). Their findings indicated that between 57–97% of all
regression faults can be found solely with previous failure knowledge, imply-
ing that historical data can have a strong predictive power for finding faults.
Furthermore, HTBP based methods did not need a large history interval to
be effective, but it could contribute to increased effectiveness. However, this
varied from different projects. They also discovered that DBTP techniques
could also be used in combination with HBTP techniques for increased effec-
tiveness, but displayed significant improvement with little or no history data
available, suggesting that DBTP techniques could be useful for the early stages
of a project, when little history data is available.

Another study by Elbaum et al. [32] proposed novel strategies for different
phases of testing. They illustrate two different phases of regression testing,
which they refer to as the pre-submit phase and the post-submit phase. The
pre-submit phase is a smaller testing phase where the developer runs test cases
before submitting the changes to the code base, as detecting as many errors as
possible before submission can help save time. Only when the pre-submit
phase test execution succeeds can the developer push their changes to the code
base. As changes to the code bases are made, the code needs to be tested to see
if everything is integrated correctly, which is done in the post-submit phase.
During the pre-submit phase, a regression test selection technique is utilized
for picking and executing the test cases deemed to be the most effective for that
phase. Given a test suite, a failure window and an execution window, certain
test cases are selected. The selected set consists of test cases that have not been
executed within the execution window, that have failed within the failure win-
dow or tests that are new. The execution- and failure-windows are predefined
intervals that can be measured in either time or number of test suites executed
(the authors used time in their experiments). The post-submit phase uses a test
case prioritization strategy to reorder test executions. Test cases are assigned
higher priority if they have not been executed within the execution window,
have failed within the failure window or is new, much like the selection in the
first phase. They also define a prioritizationwindow, that also can be expressed
in either time or number of test suites. The prioritization and test execution
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is triggered when the prioritization window is exceeded. They reported that
their TCP technique can reduce delays in fault detection during post-submit
stage and that using both techniques can improve the cost-effectiveness of the
CI.

Pradhan et al. [8] presented a prioritization strategy that utilizes an initial pri-
oritization order, but also dynamically reprioritizes test cases during test ex-
ecution. The technique is referred to as “REMAP” and uses three key com-
ponents. The first component is the “Rule Miner” (RM), which tries to find
relations between test cases based on previous execution history and creates
“fail rules” and “pass rules”. A fail rule indicates a relation between two test
cases Ti, Tj where V (Ti = fail) → V (Tj = fail). For a fail rule to be cre-
ated, the rule must hold true for most of the previous executions of Ti, Tj . A
pass rule is similar, but is defined as: V (Ti = pass) → V (Tj = pass) and
is created when it holds true for most of the previous executions. The second
component is the “Static Prioritizer” (SP), which prioritizes test cases based
on Fault Detection Capability (FDC) and Test Reliance Score. FDC indicates
how often a test case has found faults in the past. TRS is based on the num-
ber of unique test cases whose results can be predicted by executing the test
using the defined fail and pass rules from the RM. The third component is the
Dynamic Executor and Prioritizer (DEP), which executes the test cases in the
order established by the SP.When a test case has been executed, the DEP looks
at the rules generated from the RM and see if the test implies any results from
any other tests. If it is implied that another test will fail, then that test case is
prioritized to run next. If it implies that another test case will succeed, then
that test case is given lowest priority.

3.2 Techniques Utilizing Mahalanobis Distance

As mentioned in section 2.3, some related work in the field have utilized Ma-
halanobis distance as part of their proposed prioritization strategy. Aman et al.
[28] tests a prioritization strategy that uses the 0-1 programming method to-
gether with the Mahalanobis-Taguchi method. The value of a test case is eval-
uated by calculating the Mahalanobis distance between the parameters of the
test case and the least desirable state of these parameters. When all tests have
a value and cost assigned, then test cases are selected in such a way that the
estimated value is maximized without the expected cost exceeding the upper
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cost limit. They use the tool 1p_solve to solve the 0-1 programming problem.

In [9], Aman et al. presents a test recommendation system which recommends
test cases to run based on a manual selection done by a user. Test cases are
classified into different clusters, which is done by applying Jaccard Index for-
mula on the written descriptions of test cases. The test cases that belong in the
same clusters as the manually selected test cases are also selected. After the
selection is done, the Mahalanobis distance for each test case are calculated in
the same way as in [28] and the tests are recommended in descending order
of distance values. Any test cases that get the distance 0 is not recommended.
In [29], the strategy is instead to recommended test cases that are the most
similar to the test cases selected by the user. After the most similar test cases
have been selected for recommendation, the remaining test cases in the rec-
ommended set is selected by using the Mahalanobis method, in the same way
as the previous two solutions.

3.3 Other Techniques

A study by Hemmati et al. [33] from 2015 test and compare three different
prioritization strategies, which all uses different data from test cases. Their
first strategy utilizes textual descriptions of test cases that are written in plain
English text, which describes the features being tested, functional test struc-
ture and expected results. With the help of a modeling technique known as
Latent Dirichlet Allocation (LDA) [34], topics are created from an analysis of
statistical co-occurrences of keywords from the test descriptions. Each topic
is a probability distribution of unique words in the corpus and each test has
a certain distance to a topic. The prioritization algorithm chooses test cases
based on topic coverage, with the idea that “if you do not test a topic you won’t
find defects related to that topic” [33]. Test cases are prioritized to maximize
the number of covered topics as fast as possible. The second prioritization al-
gorithm tested is diversity-based and also uses the written description of each
test case. Two distance metrics are used to measure the distance between each
possible pair of test case descriptions: Manhattan- and Euclidean-distance.
The idea behind this strategy is that “if two test cases are textually similar,
they will likely exercise the same portion of the source code and therefore de-
tect the same faults” [33]. Using a greedy algorithm, test cases that have the
highest distance away from the set of already-prioritized test cases are prior-
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itized. The third prioritization algorithm uses the previous execution results
of test cases. They create several clusters that represents different risk-factors
and test cases are assigned a risk factor that is based on the last recorded fail-
ure of a test case. Test cases that are considered to have the highest risk are
prioritized first. All three prioritization strategies were executed on releases
of Mozilla Firefox that are developed with a traditional and rapid/agile devel-
opment environment respectively, to see if these strategies perform better in a
rapid development environment. Their results showed that no strategy dom-
inated for traditional development environments. However, for rapid release
development environments, the third strategy proved to be the most efficient
and came close to the optimum performance values.

Bin Noor et al. [35] uses information about previous test execution results as
input for their prioritization algorithm. However, their presented prioritization
strategy relies on the similarities that test cases share with previously failed
test cases, rather than on previous failure history. They state that ’in practice,
a failing test case may not be exactly the same as a previously failed test case,
but quite similar, e.g., when the new failing test is a slightly modified version
of an old failing one to catch an undetected fault’ [35]. The similarity between
test cases is defined based on the sequence of method calls. First, execution
traces of previous failing test executions are extracted. Afterwards, the method
calls in the current iteration of test cases are extracted. The current test cases
are given similarity scores, based on the distance from the method calls of
the current test cases and the method calls by failing test cases in the past.
Three different similarity functions were tested: Basic Counting, Hamming
Distance and Edit Distance. Their solutions were tested in an empirical study
of five real-world java projects.

Henard et al. [36] studied different prioritization algorithms that are used in
white-box testing and black-box testing. They tested 10 different white-box
prioritization algorithms and 10 different black-box prioritization algorithms
and compared the performance to of black-box test prioritization against white-
box prioritization. Their findings showed a small difference in performance
between black-box and white-box prioritization and they also reported a major
overlap between found faults.

Azizi and Hyunsook [37] proposed a novel prioritization strategy, which is
referred to as ReTEST, and is meant for agile development. Their solution
utilizes fault history, test case diversity and the changes to the software to
select test cases. They represent the test suite with a test case graph. Each
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node represents a test case and each edge between two vertices represents a
similarity index, which is calculated using Jaccard Index. The difference be-
tween two versions of the program is referred to as queries. Their proposed
solution recommends test cases whose cosine similarity to the query is higher
than a predefined threshold. From the recommended tests, the test cases that
have failed previously are selected. Finally, from the selected set, the first test
case is selected and its distance to every test in the recommended set is cal-
culated. The recommended test with the lowest distance (lowest similarity)
is selected. This process is repeated until the predefined cap of selected test
cases is reached.

While there have been many different proposed solutions of test prioritization
techniques in the field, not much literature regarding software testing priori-
tization in the video game industry exists. The work presented in this report
differs from other related work in the field, in that it investigates how prioriti-
zation techniques can be used in the context of video game development. For
the development project used in this study, only metadata regarding historical
information about the test cases are available, like execution status, execution
time etc.

3.4 Summary

To summarize, much of the related work regarding test selection and test pri-
oritization uses test history data, diversity metrics or textual descriptions or
changes in the code. Some solutions combines different metrics. Table 3.1
shows a summary of the presented history based techniques. Table 3.2 shows
a summary of the methods that utilizesMahalanobis distance. Table 3.3 shows
a summary of the other prioritization techniques presented.
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Author Year Type Key Features

Kim & Porter 2002 History Code coverage, last
execution distance,
previous failures.

Khalilian et al. 2012 History Fault detection
effectiveness and
previous priority
scores.

Haghighatkhah et al. 2018 History & Diversity Checks the effective-
ness of history and
diversity based tech-
niques.

Elbaum et al. 2014 History Selects test cases
executed outside
execution window,
failed within failure
window or new
tests. Has a pre- and
post-submit phase.

Pradhan et al. 2018 History Three components:
Rule Miner, Static
Prioritizer and Dy-
namic Executor and
Prioritizer.

Table 3.1: Summary of all history based techniques
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Author Year Type Key Features

Aman et al. 2016 History 0-1 programming, Maha-
lanobis distance.

Aman et al. 2017 History & Manual Selec-
tion

Manual selection, diver-
sity based test recom-
mendation, Mahalanobis
distance.

Aman et al. 2018 History & Manual Selec-
tion

Recommends test cases
closest to manual selec-
tion by user, calculates
distance using Maha-
lanobis distance.

Table 3.2: Summary of related work that uses Mahalanobis distance.

Author Year Type Key Features

Hemmati et al. 2015 Topic Coverage, His-
tory & Diversity

Compares topic cov-
erage, diversity met-
ric and history based
metric.

Bin Noor et al. 2015 History & Similarity Prioritizes test cases
based on similarity of
test cases that failed
in the past.

Henard et al. 2016 Black-box vs White-
box

Compares different
prioritization strate-
gies for black-box and
white-box testing.

Azizi & Hyunsook 2018 Diversity & History,
Based on Changes in
code

Test graph, based on
changes in software,
previous failures and
test similarity.

Table 3.3: Summary of the other prioritization techniques



Chapter 4

Methods

In this chapter, the methodology applied in the experiment is described in
greater detail and the motive behind them is explained. First, the prioriti-
zation heuristic proposed in this paper is presented and explained in detail.
Afterward, the experiment, setup and workflow used to test the prioritization
heuristic is described. Finally, the data used in the experiment is described in
more detail.

4.1 Implemented Prioritization Heuristic

This paper proposes a prioritization heuristic to select test cases with the aim of
improving the regression testing phase of video game development projects. In
some cases, the metadata regarding tests is limited. Coverage-based methods
can be used for test selection, but coverage information is not always avail-
able. The proposed strategy uses only information about previous test case
executions to determine the order that test cases should be executed.

The implemented prioritization heuristic in this report consists of two parts.
The first one is a static prioritizer that prioritizes test case order execution be-
fore the regression testing takes place. The second part is a dynamic prioritizer
that reprioritizes test cases during the test execution phase.

The static prioritizer that is proposed in this report uses metadata from previ-
ous executions of test cases to generate a score for each test case for the system

18
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under test. The test cases are then sorted in descending order. The score of
each test case is calculated using the Mahalanobis distance formula from Sec-
tion 2.3. The calculation uses two parameters for evaluating test cases: Gap
between Last-run and current run (GLC) and Failure Rate (FR). This imple-
mentation is inspired by a solution proposed by Aman et al [9], but with a
modification in how FR is calculated.

GLC denotes the number of consecutive times that the test case has not been
executed until the current version. Higher values of GLC means that there
is a larger time gap since which a test case was last executed, which means
it should be more highly prioritized compared to test cases with lower GLC
values. A test case that has not been executed in a long time may reveal a
regression error that has not been spotted, compared to a test that was recently
executed. It also ensures that tests with no previous execution history, like test
cases that are new, are taken into account.

FR denotes the rate at which a test case results in a failure. In a report by
Aman et al. [9] they calculate the failure rate by taking the number of times
the test case resulted in a failure and divided it by the times the test case has
been executed. However, this would make an assumption that all previous
failures are equally valuable, without taking into consideration of factors like
how recently the failure occurred. The formula has been modified to put more
emphasis on recent failures compared to distant failures; the reason being that
recent failures could be a better predictor towards predicting the current exe-
cution result. Failures that are less recent may not be as accurate in predicting
failures as recent failures, as there is a higher chance that less recently dis-
covered errors have been fixed. The formula for calculating FR is shown in
Equation 4.1. FRt defines the failure rate calculated at time frame t, and ht
defines an observation of execution result at time frame t. ht takes the value 0
if the test case has not been executed at time frame t or if it did not result in a
failure. ht takes the value 1 if the test case execution at time frame t resulted
in a failure. α is a constant used to weigh individual observations and can be
a value between 0 and 1. Higher values of α emphasises recent executions,
while a lower values emphasises older ones.

FR0 = h0

FRt = αht + (1− α)FRt−1

(4.1)

An example of execution histories is shown in table 4.1. TheGLC values of the
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test cases in this example would be 3, 1, 1 forTC1 ,TC2 andTC3 respectively.
Given that α = 0.3, the values of FR for TC1 , TC2 and TC3 are 0.0, 0.553
and 0.7 respectively.

Test Cases t4 t3 t2 t1 t0

TC1 — — Pass — —
TC2 Pass Fail Pass Fail Fail
TC3 Pass Fail Fail Fail Fail

Table 4.1: Example of test execution histories

Using the described parameters, the value to decide the prioritization value
of the test case is calculated using the Mahalanobis Distance formula. As de-
scribed earlier, the formula is used to calculate the distance between two points
in amulti-variable space. It is usually applied to calculate the distance between
an observation and the mean to the set of all observations. For the purposes of
prioritizing test cases, the formula is applied to calculate the Mahalanobis dis-
tance between the observed values of GLC and FR for a test case and the least
desired values for said variables. The least valuable case is when GLC = 0

and FR = 0.0, as it represents a test case that was recently executed and that
have not demonstrated any previous failures. The test cases that differs the
most from this scenario are the most interesting test cases to prioritize. Equa-
tion 4.2 shows the formula where ~x is a vector containing the GLC and FR
values of a test case and ~x0 is the vector containing the least valuable GLC
and FR values, which is a zero vector.

DM(~x) =
√
(~x− ~x0)TS−1(~x− ~x0)

S =

[
Var(GLC ) Var(GLC ,FR)

Var(GLC ,FR) Var(FR)

] (4.2)

When all prioritization scores are calculated, the execution order of each test
case is sorted by prioritization score in descending order. After this, the second
module of the history based prioritization algorithm is executed. For each
available pair of test cases, Ti, Tj , the execution history of Ti is compared
with the execution history of Tj , to check for similarities in execution results.
This module is referred to in this report as the "history correlator". When
comparing test execution histories for a pair of test cases, T1 andT2, the process
consists of iterating through each previous time frame, ti, of T1 and see if there
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exists a previous execution within ti that results in a failure. If T1 shows a
failure at time frame ti, then ti is checked for T2 to see if it also resulted in a
failure and if the cause of any potential failure appear to be the same as for T1.

Equation 4.3 shows the method which is used to determine the correlation
factor, β, between T1 and T2, where β is a value between 0 and 1. xfail denotes
the number of times that there is a ti that contains a failure from both T1 and
T2, where the reason for failure appear to be the same. xtot denotes the total
number of times there is a ti that contains a failure from T1. If β > β̂, then the
test execution histories from T1 and T2 is considered to be correlated, where β̂
is a predefined correlation threshold that is set beforehand. An important detail
is that xtot does not include any ti where T2 has not been executed, even if T1
contains a failure within that time frame. The reason for this is that there is no
way of determining if the execution of T2 within that time frame would result
in a failure or not, and to ensure that the correlation factor is not influenced
by missing data. This process is done for all available test cases. For each test
case, the correlating test case executions are found and recorded. Table 4.2
shows another example of test case execution histories and table 4.3 shows the
correlation that are inferred from this example.

β = xfail/xtot (4.3)

Test Cases t8 t7 t6 t5 t4 t3 t2 t1 t0

TC1 Fail Fail Pass Fail Pass Pass Fail Pass Fail
TC2 Pass Fail Pass Fail Pass — Pass — —
TC3 Fail — Pass Fail Pass Pass Fail Fail Fail
TC4 Pass Fail Pass Fail Pass Fail Pass — —

Table 4.2: Example of test execution histories

Failure Correlations
T1 → T3
T2 → T4
T4 → T2

Table 4.3: Test cases that are regarded as correlated, based on the histories
presented in table 4.2
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During the execution of test cases, the order of execution follows the calcu-
lated prioritization scores from the static prioritizer. After a test case has been
executed, the dynamic prioritizer will deprioritize any test cases with execu-
tion histories that are considered correlated with the executed test case. The
core idea is that any tests that has repeatedly shown the same errors around
the same time frames are more likely to result in a failure and show an error
that has already been detected by another test case. By deprioritizing these test
cases, there is a higher chance of finding more unique errors during regression
testing.

4.2 Experiment

In order to test the proposed solution, data of previous test executions needs to
be obtained. The host company stores some information about previous execu-
tions in their databases, which is where the necessary data for this experiment
was obtained. From the stored data contains information about when the test
started execution and when the test ended. It is important to note that the time
documented does not take into account any potential setup, like building bi-
naries if they are not built, or allocating a test to a remote machine. The data
also shows if the executed test case passed, if it resulted in a failure, or if it was
aborted or skipped. The common reason for tests being aborted or skipped can
be due to some trouble with the testing tool, problems with hardware or due
to some error in the setup of the test. Any potential error messages thrown by
the test case are also stored in the database. This is explained more in detail
in Chapter 5.

The experiment is conducted using 14 different submitted versions of the soft-
ware under test, which are fetched from the project’s Perforce repository. For
each version of the software, previous executions of test cases are fetched from
the database, where each execution have been run on submitted versions that
dates back to at most 2 weeks before the current version was submitted into
the repository. Each subsequent version of the software used in the experiment
was submitted roughly a week apart from each other. The different versions
of the software that are used in the experiment are from the same repository
branch, which is the branch that holds builds that are stable enough to success-
fully build its binaries without any errors. The only way to run Frostbite tests
is to build the project, which means that all test cases must be taken from this
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branch.

The two-week execution history span is split up into multiple timeframes, ti,
in the same way as shown in tables 4.1 and 4.3. Each ti represents a 12 hour
timespan, with 28 timeframes in total. A test result is contained in ti if the test
case in question has an execution from a submitted version that takes place
within a 12-hour span of ti.

The experiment tests three different approaches for prioritizing test cases. The
first strategy tested is the random strategy, where the execution order of the
tests is randomized. This serves as a basis for comparison to the proposed
solution. This strategy is done with multiple random seeds to mitigate the
issue of any potential extreme test results. The second strategy tested uses
the history-based score calculation described in Section 4.1 to see if it shows
any improvement compared to random selection. This strategy is executed
multiple times, where each execution tests a different value for α. The set of
values for α is {0.30, 0.35, 0.40, 0.50, 0.55, 0.60, 0.65, 0.70, 0.75, 0.80, 0.85,
0.90, 0.95}. The final strategy tested uses the history-based score calculation
together with the module that checks for correlation in execution histories, to
show whether the extra modules have any effect on the ability to detect errors.
This strategy is tested for multiple values of α and β. The set of values for α
is same as described earlier, and the set of β is {0.20, 0.25, 0.30, 0.35, 0.40,
0.50, 0.55, 0.60, 0.65, 0.70, 0.75, 0.80, 0.85, 0.90}.

Each variation of the test prioritizer will be tested for a scenario where 8 hours
is available for regression testing. This might represent a regression testing
phase that is left to run overnight before the employees arrive to the office the
following day. Since all test cases cannot be executed in such a short time
frame, the purpose of the experiment is to compare the mentioned approaches
for determining test case execution order and determine if the proposed prior-
itization strategy can find more errors within this 8-hour time span.

However, due to the many variations in configurations of the experiment that
needs to be executed, e.g, different random seeds, different alpha values, etc.,
the time needed to execute all the necessary variations is outside the scope of
this project. To work around this, all test cases are executed beforehand on
high-performance hardware and the results of the execution are documented
and saved, as well as the execution time of the test. This makes it possible to
simulate test executions by simply fetching the saved result and execution time
of the already executed test case, instead of performing a real execution of the
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test case. During the experiment, the test cases are prioritized according to the
selected heuristic. After an execution order of tests have been determined, the
execution of test cases are simulated. The simulation ends when the simulated
total execution time of all simulated execution surpasses 8 hours. The number
of failed test cases is documented, as well as number of tests executed and at
what time each failure is found.

4.3 Software Under Test

The software under test for this experiment is the code base for the game
"Battlefield V", which was released to the public in November 2018. Since
the game was already released at the time of the project, the project work
consisted of fixing bugs, implementing new functionality and providing more
post-launch content. The builds used in the experiment are taken from a spe-
cific branch in the project repository, which is referred to as b. This branch is
used to push a collection of recent changes done to the code base before they
are merged with the main branch. However, before changes can be pushed to
this branch, the changes are pushed to bunverified . This branch is used to check
that the game can still build with the added changes, which is important as test
cases cannot be executed if the binaries cannot be built. This means that it is
possible to execute test cases for any build from b. The other branches used
in this project does not have that guarantee, which is why all builds are taken
from branch b.

It is important to note that the project has two different repositories. One of
the repositories is used to push content changes. This is usually done by game
designers and can be e.g new models, textures, scripts, music and other game
assets. The other repository is for code changes, which are changes done to the
game engine and the code of the game. Both these repositories use the branch
structure described above. A build takes data from a specific changelog of the
content repository and the data from a specific code repository. There are a
total of 14 builds used in the experiment, where each build is extracted from
b roughly one week apart from each other. Another thing to note is that all 14
builds are of the PC version of the game; the console versions are not used in
this study.

Test cases can be run on local workstations, which is usually done when a de-
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veloper wants tomonitor the events happening in a test or if they are looking for
the reason of failed test case, as the error information does not always provide
enough information to determine the cause of failure. However, often tests are
run on a remote testfarm, which is a collection of machines dedicated to run
tests that can be leased by developers when executing tests. The pre-execution
phase executes all test cases in the build’s test suite on one of the testfarms.
A full execution of the test suite can take about 50 - 60 hours when executed
sequentially, which is the case in this project. The length of test cases can vary
greatly dependent on what type of test case that is executed, ranging from a
few seconds to almost an hour per test case. For instance, there are test cases
which check if the game can boot a level and start playing the game. These
kinds of tests usually only takes a few seconds if everything is functioning
properly. The tests are often trying to emulate player behaviour, which means
that the tests are often non-deterministic and behave differently between exe-
cutions. The execution flow can also be disrupted by a fault in the software,
which would also affect the execution time of a test case. For instance, there
are test cases that tries to play an entire game mode from start to finish, with
the use of player bots. This includes booting up the level and performing game
objectives. The time to execute the test can vary, but usually don’t exceed 60
minutes if everything works properly. In most cases, the timeout for a test case
is around 60 minutes.

4.4 Summary

To summarize, the proposed technique for prioritization test cases consists of
two modules. The first module gathers information, for each test case, about
previous failures of test cases and time since last execution. With this informa-
tion, a priority score is calculated and test cases with highest score are executed
first. The second module is an addition to the score prioritization, where test
cases are dynamically reprioritized during test execution. When a test case
fails, give highest priority to any test cases that show a similar test execution
history. Fig 4.1 shows the workflow of the experiment where these methods
are tested. The test cases used in the experiment tests the code base for the
game "Battlefield V".
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Figure 4.1: Graph describing experiment setup



Chapter 5

Results

In this chapter, the results from the experiments are presented and discussed.
The results from the experiments show the amount of failures that were found
during the simulated 8 hour time span.

5.1 Types of execution results

There are 4 different results that a test case can display after execution:

• Passed: Test case was executed successfully without any errors.

• Failed: Test case was executed, but failed due to a technical or functional
error during test case execution.

• Aborted: Test case was aborted during execution for various reasons.
This could indicate an error with setup of the test case or problems with
the test executor tool.

• Skipped: Test case execution was skipped by the test execution tool for
various reasons. This could indicate that test case is not possible to setup
in the current test environment.

The most important results to look for is the number of test cases that end with
the result “failed”. These are the failures that highlights functional failures in
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the SUT. The “aborted” and “skipped” test cases are not considered as impor-
tant as they might not occur due to a problem in the software but rather due
to an error in the test execution tool. These results also display a higher ten-
dency of non-deterministic execution results. With these factors in mind, the
results will be mostly compared according to the number of "failed" results,
while the "aborted" and “skipped” results will not be considered as valuable
as the “failed” result. However, the total number of found failures will also be
measured. Table 5.1 shows the number of tests for each build version and the
results from a full test suite execution.

As a reminder, higher values of α emphasises the results of recent executions,
while lower values puts slightly more weight to older ones. The value of β
determines the strictness of defining correlating test cases.

Build # Executed Passed Failed Aborted Skipped

1 486 360 64 57 5

2 486 359 63 60 4

3 486 406 22 54 4

4 486 407 30 45 4

5 495 411 35 44 5

6 543 465 28 44 6

7 543 469 25 44 5

8 544 467 27 45 5

9 544 462 31 46 5

10 548 453 41 50 4

11 549 463 30 52 3

12 549 472 24 52 1

13 550 471 25 53 1

14 569 486 26 55 1

Table 5.1: Table of results from full test suite execution

This chapter will summarize the results and show a few graphs to serve as
examples. All of the graphs generated can be found in appendix A.
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5.2 History Score

Comparing the results achieved with the history score prioritization with the
result of the random prioritization shows varied results across the 14 builds
used in the experiment. Some builds shows the history score outperforming
all of the 100 random executions. However, other builds shows the history
score prioritization outperforming about 50–75% of the random executions.
In the worst cases, the history score does actually shows worse performance
than most or all random executions. There is also varied results when it comes
to the alpha value that leads to the best performance of the history score pri-
oritization.

Some of the builds show that the history score prioritization outperforms most
of the random executions in terms of finding failures, with build #12, #13 and
#14 serving as extreme cases of this, like in fig 5.1. Some of the builds do
however, demonstrate a pretty poor performance and show worse results than
most random executions, like in 5.2. Furthermore, there is a lack of consis-
tency in what alpha values that are the most effective to use to determine the
history score. For build #1, #2, #5, #6, #10, #12, #13 lower alpha values results
in the best performance. An example is shown in Fig 5.3. Build #3, #7, #8,
#11 showed instances where higher alpha values led to better results. Fig 5.4
shows an example of this. For build #4, #9, #14, different alpha values cause
no or negligible difference in the results, like in Fig 5.5. While the successful
builds showcases the potential of the algorithm being utilized for test case pri-
oritization, the results are too inconsistent to be able to utilize the algorithm
in this form.
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Figure 5.1: Results of random and history score prioritization for build #12.
The history score prioritization shows an extreme increase in performance,
except for α = 0.95. High values of αmeans that more weight is put on recent
test execution results.
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Figure 5.2: Results of random and history score prioritization for build #6. In
this instance, the history performance is lacking in comparison to the random
prioritization instances.

In order to see if there is a statistical significance between the random priori-
tization and the history score prioritization, a Wilcoxon signed-rank test was
conducted. Each matched pair of data contains the random and the history-
score performance for a build, giving a total of 14 matched pairs. According
to theWilcoxon signed-rank test, there is no statistical significance when look-
ing at the total failures found. However, when considering only "failed" results,
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the assessment from the signed-rank test is that there is a statistical significance
in the difference shown between the random and history-score prioritization
(with a 95% confidence), when α ≥ 0.50.
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Figure 5.3: Results of random and history score prioritization for build #2.
Lower values of α seems to perform better in this instance.
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Figure 5.4: Results of random and history score prioritization for build #3.
Higher values of alpha seems to perform better in this instance.

An explanation for why the most effective alpha value seems to vary could
be partially due to the number of differences to the software that a submitted
build might introduce to the software project repository. It is possible that
the number and size of changes, that have been applied to a version of the
software influences the algorithm’s effectiveness. If a version of the build has
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been undergoing major changes from previous versions, then there is a lower
chance that previous test results will accurately predict the result of the current
test execution. This might also explain the reason why different alpha values
vary so much in effectiveness. As stated earlier, higher values of alphas puts
more emphasis on recent execution results and lower values of alpha puts a
little less emphasis on recent executions, with a little more influence from
more distant executions. For major changes, the recent history of test cases
has a higher chance of being less relevant because of the drastic change. In
that case, it might be better to have a smaller alpha, as the score is slightly
more influenced by the whole test history overall, which is most likely a better
predictor than looking at recent executions. Likewise, if very small changes
have occurred, then the software is still very similar to the previous version.
Therefore, it is more likely that the result of the test execution will be similar
to the more recent executions, In these scenarios, a higher alpha value would
therefore most likely provide a better result.
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Figure 5.5: Results of random and history score prioritization for build #14.
There are no major differences in performance for different alpha values.

As stated, if a build version has undergone major changes since the last sub-
mitted build, then there is a smaller chance that the previous test history can
accurately predict the result of the test case execution. No other data is being
utilized in the proposed heuristic to predict the test results, and the heuristic
does not take into account the changes that have occurred in the software. This
might explain the varying number of failures that are found in each build. In
addition, this might also explain why the last three builds show very similar
results. The changes might not be that major between the three build, which
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could be why they all show extreme results.

RQ1 asked the question: "In the context of a software project in the video
game industry, what test prioritization strategy can be used to increase the
efficiency of fault detection?". The experiment tested the performance of a
strategy that uses previous execution results of test cases and time since last
execution to create a prioritization order of test cases. When compared to
random prioritization, the strategy showed a statistical significant increase in
performance when emphasis was put on the results from recent executions.
However, when this is not the case, the observed difference is not statistically
significant. The current version of the proposed strategy might not always
result in increased performance.

5.3 History Correlator

Examining the results of the using history correlator together with the his-
tory score prioritization reveals no improvement in detecting failures. In some
cases, it results in the same or lower number of detected failures when com-
pared to just using the history score prioritization, like in fig 5.7. Some of the
builds demonstrate an increase in found failures, like in fig 5.6.
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Figure 5.6: Results of history correlator for build #6 with α = 0.45. For
β = 0.70, the performance is much lower compared to the surrounding values.
The value of β determines the threshold for how similar the test execution
histories has to count test cases as correlated.
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Most of the results show little or no difference between using the correlator
with high beta values (β ≥ 0.70) and not using the correlator, like in fig 5.7.
The probable reason for this is that for very high values of beta, the restrictions
for correlated test cases becomes too strict to affect the execution order of the
test cases, meaning that the prioritization order stays the same as it would have
if only the history score prioritization was used.
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Figure 5.7: Results of history correlator for build #8 with α = 0.45. For
β ≥ 0.70, the performance stays the same and matches the performance of not
including the correlator.

It is apparent that the results of the history correlator are too inconsistent to
be able to indicate that the history correlator has a positive effect on failure
detection. While there have been some examples of improvement, there are
too many instances where the correlator does not change the results or where
it results in fewer failures found. There are also inconsistencies of what beta
value that is most fitting to use for the correlator. These inconsistencies could
indicate that the correlator is no more effective than random selection of tests,
which would explain the random nature of the results. The results showed in
fig 5.6 is a good example that illustrates this. As mentioned, when the beta
value is 0.70, there is a sudden decrease in failures found that is an outlier
compared to surrounding beta values. Theoretically, this is not a probable
outcome; the small change in beta value would most likely not result in such
a drastically different order in which tests are executed. From the data, it can
be inferred that the history correlator does not contribute in a significant way
in finding a more suitable test prioritization in this scenario.
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RQ2 asked the question: "How is test prioritization affected by prioritizing test
cases with similar execution histories?". The experiment shows that repriori-
tizing test cases based on test history similarity does not lead to a significant
increase in the results, and will in some cases perform worse than not utilizing
it at all.

5.4 Summary

To summarize, the history score prioritization shows promising results in some
cases, when compared with the random executions. For certain alpha values,
the difference in performance seems to be statistically significant. However,
due to the varied results displayed, as well as each alpha value varying in ef-
fectiveness from build to build, further work is required to make the strategy
more viable for use in the industry. As for the addition of the history correla-
tor, the results show no significant improvements when compared to just using
the history score prioritization.
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Discussion

This chapter discusses potential reasons for the outcome of the experiment and
other factors that may have impacted the experiment. First, several threads
of validity are presented, and afterwards, potential future work regarding the
project is described.

6.1 Threats to validity

There are multiple factors regarding these experiments that could have affected
the results and serve as threats to validity. An important fact to keep in mind
is that the test cases were not actually executed when testing the prioritization
techniques in the experiments, but rather simulated. The test cases were exe-
cuted as part of the experiment setup and the results were stored, so that they
could be accessed during simulation. This experiment setup was done to save
time, as executing over 100 8-hour experiment sessions for each build would
have taken too long, even if the experiments had been executed in parallel.
However, this has the consequence of assuming that the results of a test case
are deterministic. This is not always the case, as there is a possibility that the
tests are flaky, which is a common problem in software development [38]. A
test could also fail due to problems in the test execution tool or problems with
deploying the test on the remote test server. This introduces a possibility that
some of the found failures might have passed had they been executed again. It
applies more likely to test cases that resulted in “aborted” or “skipped”, due to

36
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the the nature of these failures. Furthermore, video games can be considered
non-deterministic by design and often incorporate unpredictable outcomes and
interaction ofmultiple subsystems [39]. For this reason, the test suites were ac-
tually executed twice, and there was a slight difference in number of “aborted”,
“skipped” and “passed” test cases between both full test suit executions. This
is the reason why “aborted” and “skipped” test cases were not regarded as
important as “failed” test cases in the results.

Another factor to keep in mind is that the builds were extracted from the same
branch in the repository. This means that the variety of the software builds
used in the project are somewhat limited. However, this was necessary, as the
branch in question was used for pushing changes to the software that have been
verified to not cause the software to become unstable. If it is still possible to
build the binaries after the changes are submitted, then it can be pushed to the
branch that is used in the experiment. This is necessary, as a test case needs to
be able to run the game for the level it uses in the test, which is only possible
if the game can boot properly.

One more factor that could serve as a threat of validity is that many of the test
cases do not have previous execution history, as they had not been executed
within the last two weeks prior to the build’s submission date. This was the
case for many of the test cases. The history score prioritization does handle
these test cases, as one of the parameters of the history score is the distance
from the last execution. The purpose of the calculation is also to execute test
cases that have not been executed in a long time. In the experiment, these test
cases had a relatively high priority compared to most test cases. The test cases
that ranked higher were test cases with a heavy history of failures, especially
if many of the failures were recent. The test cases that ranked lower than test
cases with no history were test cases with mostly successful previous test runs.
However, the fact that many test cases do not have any history information
means that the test cases will receive the same prioritization score. This results
in the original listing order for these test cases being preserved, which means
that the history prioritization becomes dependent on the original listing order
of the test cases. This is somewhat mitigated by the fact that the execution
results used for a build in the experiment are part of the next build’s execution
history, so with the exception of the first build in the experiment, all test cases
have at least one execution in its history. Even so, that does not change the fact
that test cases with identical test histories will have the same prioritization
score. While the history score calculation is supposed to be able to handle test
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cases with no history information, it would most likely be more effective when
most test cases have history information.

More importantly, the history correlator is affected by empty or very small
execution histories. Obviously, if there is no history information available,
the history correlator cannot perform any reprioritization of test cases. This
also brings up the issue regarding the beta value. The beta value is supposed
to act as a threshold for how high of a percentage of the histories needs to
match in order to count the tests as correlated. However, this only counts
timeframes in the history that contain a result. For instance, if a test case has
only been executed in two different timeframes, then the correlator will only
check for the corresponding frames in the compared test case (and if that test
case has not been executed at that point, then the timeframe is also discounted).
However, the beta value does not change according to how many timeframes
that are used for checking correlations between test histories. To illustrate
an example, if β = 0.50, and we are comparing two timeframes, then only
one of the timeframes needs to match. In contrast, if we are comparing 16
timeframes, then 8 of them need to match, which is less likely in practise.
The proper course of action is to adjust the beta value based on how much
information that is available for the history correlator. This could have been
a significant factor to explain the results that the history correlator produced
and might be one of the reasons as to why it did not perform that well.

The test execution times reported for the test cases might not take the entire
setup into account when reporting test execution time. The execution time
reported is supposed to include the time it takes for setting up the test. It is
uncertain at what point during test setup counts towards the reported test time.

Another limitation to keep in mind is that there might have been test cases that
exist in the test suite, but that are not in use for the current build of the game.
This could be because a test is outdated and has not kept up with the changes
in the software or that it tests functionality that do not exist or is relevant any-
more. This is difficult to knowwithout a detailed knowledge of the entire game
project, so this has not been fully accounted for during the experiment. Some
of the failures found might therefore be part of outdated tests.
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6.2 Future Work

Since the results shown are inconsistent, more experimentation with the al-
gorithm is needed to validate the effects that the proposed test prioritization
method has on failure detection. One way of creating more reliable data is to
try and run the experiments where most of the test cases have a good range of
previous history executions available. This would solve the issue of most test
cases receiving the same history score. It would make the history correlator
slightly more viable to use, as more execution data means that the correlator
can find more relations between test cases. The test cases would then be less
dependant on the original test listing order. Another potential solution to this
issue is to randomize the prioritization order for tied test cases.

The initial plan of the algorithm was to identify the specific reasons for test
failures. This information would be used by the history correlator to corre-
late test cases that displays the same kind of failure at around the same time.
However, this was not possible, as the error logs for documented failures do
not provide sufficient information on most occasions to describe why the test
case failed. Since this information could not be obtained, the history correla-
tor looks only for failures that occur around the same time instead. It would be
interesting to observe if the performance changes when specific error causes
are taken into account.

In addition, distinguishing specific causes for failures is also an interesting
metric that is worth investigating in the future. The plan for this thesis project
was initially to distinguish between failures. However, due to complications
regarding retrieving causes of failures, this did not make it into the final ex-
periment. Can the proposed prioritization technique be useful in identifying
different failure causes or would it find multiple instances of the same error?

The results also show that perhaps more information is needed to be taken into
account to produce a more efficient prioritization technique. One of the prob-
lems with the proposed solutions is that it does not take any changes made to
the code into account. It seems that basing the prioritization algorithm solely
on previous history executions is not enough to provide consistent positive
results. It proved to be difficult to implement a coverage method that priori-
tizes test cases based on software changes, due to the complexity of Frostbite
Schematics. Future work could involve investigating the possibility of adding
a module to the proposed method that selects test cases based on recent soft-
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ware changes.

Furthermore, there might be additional parameters that could be utilized to
prioritize test cases. A prime example would be test execution time. Prioritiz-
ing faster test cases might be beneficial, as it would allow more test cases to
be run within a limited time frame, which could lead to more failures that are
found. Using execution time in combination with the parameters used in this
solution might provide a better solution.

As mentioned in Chapter 3, some prioritization solutions uses manual selec-
tion done by a person as a basis for their strategy. Since the prioritization
strategy does not, in its current form, take any changes of the code into con-
text, perhaps incorporating manual selection is a potential way of mitigating
this issue. The prioritization algorithm may then calculate the prioritization
score of the remaining test cases and queue them after the manually selected
set. Another method is to let the manual selection serve as a limit to what test
cases that should be queued up for regression testing. For this application area,
the prioritizer would only give a score to the test cases that are in the selected
set.

Finally, the performance of the proposed solution needs to be compared to
other test prioritization methods in the field. Comparing the proposed method
to random executions might be good to showcase potential of the solution, but
is not a valid indicator that shows how it compares to the state-of-the-art or
the methods that are used in the industry.
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Conclusions

As some video games are moving into GaaS business model and development
costs are getting higher in general, it becomes more important to increase the
efficiency of the testing process. In this report, a prioritization technique was
proposed that uses previous test execution data to prioritize test cases and con-
sists of two different modules. The first module uses various data regarding
the results of the test case’s previous executions to calculate a score that acts
as an estimate of how likely the test case will result in a failure if it is executed.
The second module tries to find associations between test cases by looking for
similarities in test histories. If a test case fails, any test cases with similar test
histories are immediately executed. The technique was tested on one of the
video game project at EA DICE that is currently in its post-launch state.

Overall, the history score prioritization shows some promise and has shown
capabilities in detecting failures efficiently in some cases. However, in its cur-
rent state, it is not efficient enough to be used in software project without some
additional refinement. One of the reasons that can explain the varying results
is that the prioritization algorithm does not take the changes made to the code
into context. Because it is based on previous history data, it cannot be used
in the early development phase of a game’s life cycle. In addition, because
the strategy doesn’t take into account the changes in the software, it might not
be as suitable for the development phase of game development. This is due
to radical changes to software occurring more frequently during this phase of
development. However, it has potential to be useful in the post-launch phase
of a video game’s life cycle, where the changes are generally less drastic. As

41



42 CHAPTER 7. CONCLUSIONS

the games-as-a-service model is on the rise, the proposed solution could be
useful to efficiently find failures during the post-launch maintenance phase.

In contrast, no credible evidence was found that showcases any signs that the
history correlator can increase the failure detection rate. One of the reasons
for this might be due to the lack of history data in many test case, as well as
the data quality being insufficient in this instance. Had there been opportunity
to determine the cause of past failures in this project, there could have been
potential for the history correlator to show better results.
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Appendix A

Experimental results

All results of the experiments are presented here. For the history score prioriti-
zation, all graphs for all 14 builds are presented, as well as written descriptions
about the results. For the history correlator, a selected sample of graphs is se-
lected that represent the overall result of the experiment. This is done for the
sake of brevity, as most of the graphs do not differ from the presented graphs.

A.1 History score

Build #1 shows that the history score prioritization finds the most failures for
low alpha values. For alpha = 0.30, the number of “failed” matches the per-
formance of the best of the random executions. In terms of total failures found,
the history score prioritization matches the median of random executions, and
even outperforms the bottom 50% of the random results when alpha is low.
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Figure A.1: Results of random and history score prioritization for build #1

Build #2 shows a big increase in found “failed” results from random priori-
tization to history prioritization, with the highest amount of “failed” results
coming from lower alpha values. In terms of total failures, all alpha values
seems to be outperforming the bottom 75% of the random test executions.
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Figure A.2: Results of random and history score prioritization for build #2

Build #3 shows a high number of found failures for higher alpha values, where
it seems to outperform all random executions in terms of found “failed” results
and also achieves higher results than 75% of the random executions in terms of
total failures. However, for alphas lower than 0.80, the history score prioritizer
does not seem to show better performance than random executions. For alpha
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values lower than 0.40, it seems to perform much worse than all of the random
executions. This is contrasting the results from the previous two builds.
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Figure A.3: Results of random and history score prioritization for build #3

Build #4 shows no difference between different alpha values in the amount of
failures found. The number of failures found by the history score prioritizer is
higher than most of the random executor and the total amount of failure found
matches the 75% margin of the random executions.
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Figure A.4: Results of random and history score prioritization for build #4

Build #5 shows very poor results, as the history score prioritization only man-
aged to find one “failed” result. Furthermore, alpha values between 0.45 and
0.60 do not find any “failed” results. In general, history score performs much
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worse than most of the random executions. Lower alpha values find slightly
higher number of total failures, but it still do not perform well compared to the
random executions.
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Figure A.5: Results of random and history score prioritization for build #5

Build #6 shows similar results compared to build #5. Compared to the ran-
dom execution, the history score prioritization finds fewer failures. It displays
better performance for alpha values that are lower than 0.60, although still not
comparable to most random executions.
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Figure A.6: Results of random and history score prioritization for build #6

Build #7 shows very different results depending on the different alpha values.
Alpha values lower than 0.55 displays a poor performance compared to the ran-
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dom executions. The lower values discovered fewer “failed” compared to the
median of the random execution results. This is also the case when “aborted”
and “skipped” failures are taken into account. However, for higher values of
alpha, the history score prioritization manages to find a higher number of both
“failed” and total results that performs better than roughly 75% of the random
executions.

Failed Aborted Skipped Total0
2
4
6
8

10
12
14
16
18
20
22
24
26
28
30

N
um

be
r 

of
 fa

ilu
re

s

0.30 0.35 0.40 0.45 0.50 0.55 0.60 0.65 0.70 0.75 0.80 0.85 0.90 0.95
Alpha value

0
2
4
6
8

10
12
14
16
18
20
22
24
26
28
30

Failed
Aborted
Skipped

Build version #7, Total errors found

Figure A.7: Results of random and history score prioritization for build #7

Build #8 shows the same tendency in alpha values as build #7. Higher alpha
values shows better results than lower values of alpha. It also demonstrates
the same tendencies in the comparison against the random executions. The
history score prioritization shows better results than 75% ofmost failures, both
in "failed" results and total failures.
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Figure A.8: Results of random and history score prioritization for build #8
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Build #9 shows no difference between all alpha values in terms of number of
failures found. Examining the total amount of failures with the random exe-
cutions indicates a poor performance compared to most random executions.
However, taking only “failed” results into account, the history score prior-
itization manages to find more failures than more than 75% of the random
executions.
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Figure A.9: Results of random and history score prioritization for build #9

Build #10 shows that all alpha values in the history score prioritization display
a higher number of found failure compared to the random executions, both in
“failed” results and total amount of failures. The results show that lower alpha
values result in a slightly higher number of found failures.
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Figure A.10: Results of random and history score prioritization for build #10
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Build #11 shows a small difference in number of failures found between differ-
ent alpha values. For alpha values lower than 0.80, the number of both “failed”
and total results is slightly lower than the median of the random executions.
For the other alpha values, themedian of both “failed” and total results matches
the result of the history score prioritization.
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Figure A.11: Results of random and history score prioritization for build #11

The remaining three builds deviate greatly from the other builds. In contrast,
these builds seem to show that the history-score prioritization is greatly out-
performing the random executions. Build #12 and #13 show almost the same
results, finding almost all failures from a total test suite execution. Build #14
also shows this tendency, albeit slightly less extreme as build #12 and #13.
alpha = 0.95 is an outlier for build #12 and #13, showing a much lower fail-
ure count. However, it still finds most of the "failed" results and outperforms
all random executions in this regard. There is no observed difference between
alpha values for build #14.
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Figure A.12: Results of random and history score prioritization for build #12
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Figure A.13: Results of random and history score prioritization for build #13
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Figure A.14: Results of random and history score prioritization for build #14

A.2 History Correlator

Build #1 shows a slight increase when using the correlator in the number of
“failed” results, especially when β = 0.30. The increase is smaller when α =

0.30. Build #2 does not show a major difference in the execution results, as the
correlator manages to find 1 or 2 more failures than not using the correlator.
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Figure A.15: Results of history correlator for build #1 with α = 0.45
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Figure A.16: Results of history correlator for build #2 with α = 0.45

The results of build #3 show very different results depending on which alpha
value that is used. For low alpha values, where the history score prioritization
performed the worst, there is a significant improvement when incorporating
the history correlator into the prioritization. However, for higher values of
alpha, the correlator shows either the same or sometimes worse performance.
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Figure A.17: Results of history correlator for build #3 with α = 0.35
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Figure A.18: Results of history correlator for build #3 with α = 0.85

Build #4 shows no difference between executions with the correlator and exe-
cutions without the correlator. Furthermore, there is also no difference demon-
stratedwhen using different alpha values when calculating history score. Build
#5 shows a similar trend, showing very small differences when the correlator
is in use, as well as small variation between different alpha values.
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Figure A.19: Results of history correlator for build #4 with α = 0.45
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Figure A.20: Results of history correlator for build #5 with α = 0.45

For build #6, the correlator does show some improvement, but only for certain
beta values. For β ≥ 0.60, the number of "failed" and total results is higher,
with the exception of when β = 0.70. Build #7 shows no improvement, as the
correlator shows no significant difference in performance for low alpha values
and worse performance for higher alpha values.
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Figure A.21: Results of history correlator for build #6 with α = 0.45
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Figure A.22: Results of history correlator for build #7 with α = 0.45
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Figure A.23: Results of history correlator for build #7 with α = 0.85

For build #8, the correlator performs much worse for low beta values. High
alpha values give no different results, which implies that the prioritization is
not affected by the correlator. Build #9 shows a similar trend. Build #10 shows
a slight performance increase for high beta values, but lower beta values finds
a lower amount of failures. Build #11 also show no improvement from the
correlator, and only show either lower or the same performance as not using
the history correlator.
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Figure A.24: Results of history correlator for build #8 with α = 0.45
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Figure A.25: Results of history correlator for build #9 with α = 0.45
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Figure A.26: Results of history correlator for build #10 with α = 0.45
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Figure A.27: Results of history correlator for build #11 with α = 0.45

Build #12, #13 and #14 were the builds that showed extreme results from the
history score prioritization. The correlator show almost the same performance
as not using the correlator for build #13 and #14. Build #12 shows a similar
performance for a high beta value, but very low results for lower beta values.
There is an exception in build #12 and #13 for α = 0.95, when the history
score drops significantly in performance. For build #13, the correlator does
not mirror this drop in performance and displays the same performance as the
other alpha values. In build #14, beta values lower than 0.50 show a decrease
in performance for the correlator.
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Figure A.28: Results of history correlator for build #12 with α = 0.45
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Figure A.29: Results of history correlator for build #13 with α = 0.45



64 APPENDIX A. EXPERIMENTAL RESULTS

0.20 0.25 0.30 0.35 0.40 0.45 0.50 0.55 0.60 0.65 0.70 0.75 0.80 0.85 0.90None
Beta value

0
5

10
15
20
25
30
35
40
45
50
55
60
65
70
75
80

N
um

be
r 

of
 fa

ilu
re

s
Build version #14, Alpha = 0.45, Total errors found

Figure A.30: Results of history correlator for build #14 with α = 0.45
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