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Abstract

This work explores the performance of state-of-the-art semantic seg-
mentation models on mammographic imagery. It does so by compar-
ing several reference semantic segmentation deep learning models on a
newly proposed medical dataset of mammograpgy screenings. All mod-
els are re-implemented in Tensorflow and validated first on the bench-
mark dataset Cityscapes. The new medical image corpus was gathered
and annotated at the Science for Life Laboratory in Stockholm. In ad-
dition, this master thesis shows that it is possible to boost segmentation
performance by training the models in an adversarial manner after reach-
ing convergence in the classical training framework.

Sammanfattning

Denna uppsats undersöker hur väl moderna metoder presterar på
semantisk segmentering av mammografibilder. Detta görs genom att
utvär-dera flera semantiska segmenteringsmetoder på ett dataset som
är framtaget under detta examensarbete. Utvärderingarna genomförs
genom att återimplementera flertalet semantiska segmenteringsmodeller
för djupinlärning i Tensorflow och algoritmerna valideras på referens-
datasetet Cityscapes. Därefter tränas modellerna också på det dataset
med medicinska mammografi-bilder som är samlat och annoterat vid
Science for Life Laboratory i Stockholm. Dessutom visar detta exam-
ensarbete att det är möjligt att öka segmenteringsprestandan genom att
använda en adversarial träningsmetod efter att den klassiska träningsal-
goritmen har konvergerat.
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Chapter 1

Introduction

Breast cancer is the most common cancer disease for women in developed
countries. Around 10,000 women each year are diagnosed with breast
cancer in Sweden. During an average week approximately 27 women
die from breast cancer in Sweden, and a trend of increasing cases has
been observed in recent decades.

Breast cancer screening was introduced in Stockholm in 1998, and
is estimated to have reduced mortality by around 30% [15]. If a can-
cer is discovered between screenings, it is called an interval cancer (IC).
They mostly originate when a woman discovers a lump herself. Interval
cancers are more aggressive and result in higher mortality than screen-
detected tumors, therefore it is crucial that we find ways to improve
the screening process and to identify which women are at risk. Un-
fortunately, increased demand for screening resources comes at a time
when the supply of qualified radiologists is low and their duties are over-
stretched.

The main goal of one of the SciLifeLab-based projects, funded by the
Swedish research council and Stockholm City Council, is to develop and
train deep learning models to recognize early signs of breast cancer. As
a potential help in the development of such machine leaning tools, this
master thesis aims at developing a reliable model to perform semantic
segmentation on mammographic images. Success in this task could im-
prove the quality of posterior detection and risk assessment networks,
ultimately increasing the quality of cancer control via mammographic
images.

1
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1.1 Research Question

In accordance to what is explained in the previous section, this work will
address the following research question:

"Is it possible to develop a competent semantic segmentation model for
mammographies using deep learning?".

The performance of the model will be assessed using the pixel accu-
racy, the mean intersection over union across classes and the mean pixel
accuracy across classes.

1.2 Motivation / Purpose

In this thesis, the objective is to perform semantic segmentation in mam-
mographies. Therefore, the goal is to recognize things such as the skin,
the pectoral muscle, the nipple, the mammary gland or calcifications in
large-sized grayscale images. The task of performing semantic segmen-
tation on mammographic imagery is motivated by several factors.

To start with, success in developing a competent model for semantic
segmentation on mammographies could be useful to improve the process
of generation and revision of mammographies in hospitals. For example,
it could be used for quality control, automatically detecting mammogra-
phies that need to be repeated due to poor quality or artifacts.

Secondly, semantic segmentation provides spatial information that
could be potentially useful for cancer risk prediction networks. Cancer
risk prediction in a relatively new path of investigation that aims at pre-
dicting the risk of developing cancer in the future given some medical
data. Thus, a model attempting to predict the risk of developing can-
cer from mammographies could extract useful insight if provided with
the semantic segmentation of a mammography in addition to the mam-
mography itself, e.g. focusing only on some areas of interest while ig-
noring the areas with no relevant information (like the background of the



CHAPTER 1. INTRODUCTION 3

image). Furthermore, a pre-trained model on the task of semantic seg-
mentation could boost the performance of current tumor classification /
detection approaches, as proposed in [41].

Finally, it is a research question that, for the moment, remains unex-
plored. Up to the best of my knowledge, there is no paper in the literature
reporting results on this specific task. Contrarily, most of the research go-
ing on related to mammographies attempts to locate tumors directly [31]
[34] [24].

1.3 Limitations

The aim of this master thesis is to asses the potential of deep learning
techniques to semantically segment mammographies. However, the scope
of this work is limited to evaluate the feasibility of using such models,
and not its deployment as an optimized and practical market solution.

Furthermore, testing more models have been prioritized over a thor-
ough search of the hyper-parameter space during training. Therefore, a
more exhaustive hyper-parameter tuning could lead to a slight increase
in the performance metrics reported in the present thesis for any given
model.

1.4 Societal, ethical and sustainability aspects

The increasing presence of Artificial Intelligence and Machine Learning
systems in our society come hand by hand with a set of ethical questions
that need to be addressed. The field of medicine is especially sensitive
and can raise concerns about the fact of letting such systems take deci-
sion than can influence human health.

Although the aforementioned concerns seem logical for decisions that
can determine whether a patient lives or dies (in which cases remains
generally unquestioned that humans should still have all responsibility),
the use of machine learning for prevention and control of diseases pro-
vokes much less skepticism. It is in this context that we can frame the
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models aimed to be developed in this work.

Another issue related to machine learning is the potential impact in
the job market produced by the automation of tasks. This is a debate with
many implication that need to be addressed properly. However, for the
specific case of breast cancer prevention in modern societies, the current
lack of qualified doctors makes the development of Artificial Intelligence
support systems a need rather than a potential problem. From my per-
spective, the development of such systems seems to be the best approach
to guarantee health coverage to the larger number of people possible in
the coming years.

1.5 Outline of the Master Thesis

The rest of the work is organized as follows: Chapter 2 reviews the basic
background theory required to understand this work. Chapter 3 details
the evolution of the field of semantic segmentation through a revision of
the most important papers published in recent years. In Chapter 4, the
reader can find a detailed description of the data used for training, as well
as the architecture of the considered networks. Results are presented in
Chapter 5. Finally, Chapter 6 contains a review of the work done in this
master thesis, a summary of the achievements of this master thesis and a
description of possible future work.



Chapter 2

Background

2.1 Semantic Segmentation

Image segmentation is a long-standing computer vision task than con-
sists on dividing an image into several parts, normally following some
kind of criteria, but not necessarily pursuing an understanding of the im-
age content. On the other hand, semantic segmentation is a different task
that goes a step further than image segmentation by trying to divide an
image into semantically meaningful parts (note that semantics is a branch
of linguistics concerned with the meaning) [22]. More specifically, seman-
tic segmentation is concerned about dividing the image into regions with
different meaning or belonging to different categories. Very often these
categories are a predefined set of objects that allow total segmentation of
the image. An example of Semantic Segmentation can be seen in 2.1.

Figure 2.1: Example of semantic segmentation [6]

5
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A very common way to achieve Semantic Segmentation (and the "de-
fault" approach in recent literature) is labeling each pixel of an image
according to the category or object they belong to. This will also be the
approach pursued in this master thesis.

Many consider the ability to perform semantic segmentation, some-
times also referred as scene understanding or pixelwise classification, as
a core capability towards the development of technologies such as self-
driving vehicles, natural human-computer interaction or virtual reality.

2.2 Semantic Segmentation metrics

Different evaluation metrics for semantic segmentation can display di-
vergent outcomes since it is unclear how to define a good performance on
this task. Three of the most commonly used metrics, and the ones taken
into consideration in this master thesis, are pixel accuracy, the mean in-
tersection over union and the mean per class accuracy.

For all of them, let nij be the number of pixels of class i predicted
to belong to class j. Also, let ki =

P
j nij be the total number of pixel

belonging to class i. If we assume to have a T total number of classes,
then:

• Pixel accuracy can be computed as:

acc =
P

i
niiP
i
ki

• Mean intersection over union can be computed as:

miou = 1
T

P
i

nii

(ki+
P

j
nji�nii)

• Mean per class accuracy can be computed as:

macc = 1
T

P
i
niiP
i
ki



CHAPTER 2. BACKGROUND 7

2.3 Artificial Neural Networks

The concept of Artificial Neural Networks (ANN’s) encompasses a fam-
ily of machine learning models loosely inspired by the biology of human
brain and the manner it operates. These models are able to "learn" to per-
form specific tasks based on examples provided to them.

At a very general level, these networks are composed by a set of
units or nodes connected between them in a way that somewhat mim-
ics the neural architecture in the human brain. These units are called
artificial neurons. The strength of the connections between pairs of neu-
rons remain as model parameters and can be "learned" through a pro-
cess called "model training". This process is in turn based on a technique
called back-propagation, which permits adjusting the individual connec-
tion values (also called weights) in order to minimize a function that rep-
resents (hopefully) how big are the errors that the network commits while
performing the task under consideration. The aforementioned function
is generally referred as loss function or cost function.

Typically, not all the artificial neurons are directly connected. Contrar-
ily, neurons are aggregated into subsets of neurons called layers, gener-
ally connected between them in a sequential manner. Neurons from one
layer are normally connected to a set of layers from the previous layer
and to a set of units in the following layer. Consequently, signals travel
from the first layer (the input layer) to the last layer (the output layer)
traversing intermediate layers, which are called hidden layers.

Layers can be understood as a sequence of operations performed over
the values received from the previous subset of neurons (in all cases but
in the input layer) and whose results are passed forward to the next layer.
For early ANN models these operations would be a matrix multiplica-
tion followed by the summation of a bias term and a non-linear opera-
tion (such a sigmoid or tanh). However, the current state-of-the-art in-
cludes a much wider range of operations that can be part of a ANN layer
(dropout, batch normalization, etc.).

The method used to train Artificial Neural Networks is called Back-
propagation. This method basically calculates the gradient of the loss
function (also knows as error function or cost function) with respect to
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each parameter in network. Then, this gradient is used to adjust the pa-
rameters in the direction of the minimum loss function value.

2.4 Deep Artificial Neural Networks

The minimum number of layers that an Artificial Neural Network can
have is 3: one input layer, one hidden layer and one output layer. How-
ever, more hidden layer can be added to this architecture. Within this
context, a Deep Artificial Neural Network (DNN) is a neural network
with an architecture containing more than three layers. Thus, DNN’s are
nothing but a specific type of ANN’s.

Although theoretically a shallow network with enough neurons in the
hidden layer can represent any function, the truth is that in practice deep
networks work much better. The intuition behind that is that each layer
in a Deep Artificial Neural Network adds its own level of non-linearity,
achieving a higher abstraction capacity, unreachable by a single hidden
layer. Each layer’s inputs are only linearly combined, and hence cannot
produce the non-linearity that can be seen through multiple layers.

2.5 Convolutional layers

The ANN layers in which all units between 2 consecutive layers are inter-
connected are called fully connected layers. Although this sort of layers
can be used to extract features and classify data, they are not useful in
practice to deal with data such as images or audio. First of all, because
these types of data are generally represented in a very high dimension
space and the amount of nodes and consequently computational power
required even to train a relatively shallow network is prohibitive. Sec-
ondly, because there is a much more efficient approach to exploit the
intrinsic spatial structure of the data. This approach is a subfamily of
ANN’s called Convolutional Neural Networks (CNN’s).

As regular neural networks, CNN’s take inspiration from the human
brain, more specifically from the visual cortex. Apparently, different neu-
rons (or groups of neurons) in the visual cortex of the brain are sensitive
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to different patterns and fire accordingly. Furthermore, these groups of
neurons are distributed in a hierarchical manner that permits to build up
from detecting very simple patterns such as lines in different directions
for neurons at the bottom of the architecture to much more complex pat-
terns for neurons at the top of it. All these ideas are the basis of CNN’s.

Thus, CNN’s are Artificial Neural Networks whose architecture is
based on a layer type called convolutional layer. Each layer in a CNN
is characterized by a set of filters that is applied to the data received from
the previous layer (in this context called feature map). These filter are
able to "detect" different spatial patterns and, by being "slid" across the
input, can determine where each patterns occurs. From the mathematical
point of view, the operation that describes the application of the filters is
the convolution. At each location of the filter, the product between the fil-
ter element and the input element it overlaps is computed and the results
are summed up to obtain the output in the current location. The process
is repeated to produce all the output values. Therefore, the parameters
to be learned during training are the filters instead of all interconnections
between neurons like in fully connected layers. Additionally, another ad-
vantage of CNN’s is that by "sliding" the same filters across the feature
maps, we can deal with inputs of an arbitrary spatial size. On the other
hand, fully connected layers require input of a fixed size, because the
number of connections to be learned has to be determined in advanced.

Convolution layers in CNN’s are defined by several parameters.

1. kernel size: the kernel size defines the field of view of the convo-
lution as it refers to the spatial dimensions of the filter (the size is
generally the same is all spatial dimensions, but it is not necessary).

2. input depth: refers to the number of stacked feature maps received
from the previous layer. Thus, the filter dimensions in a given con-
volutional layer will be the spatial dimensions and the input depth
(e.g. for image, filter will have dimensions height x width x depth).

3. output depth or number of filters: the size of the filter bank contained
in a layer. Each filter will end up generating a feature map. These
filter maps will be stacked and passed forward to the next layer.
Consequently, the number of filters in one layer is equivalent to the
input depth in the next one.
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4. stride: stride is the number of pixels slid along each dimension to
calculate consecutive filter outputs.

5. padding: this parameter defines how the border of a sample is han-
dled. Unpadded convolutions will crop away some of the borders
if the kernel size is larger than 1.

All together, these parameters define a convolution operation. For
example, figure 2.2 represents a 2D convolution with a kernel size of 3,
stride of 1 and padding.

Figure 2.2: Example of 2D convolution [40]

2.6 Dilated/Atrous convolutional layers

Some researchers expanded over the idea of convolutional layer (Fisher
Yu and Vladlen Koltun [44]) by introducing one extra parameter called
dilation. Until then convolutional filters where essentially assumed to be
contiguous as in figure 2.2. However, Yu and Koltum showed that it is
possible to have filters that have spaces between each cell. These spaces
are called dilation (e.g. a dilation of 2 means that one pixel gap between
filter nodes in each direction). An example of a 2D convolution with a
kernel size of 3, stride of 1 and diation of 2 is represented in figure 2.3.
Behind the idea of dilated convolution lied the aim increasing the effec-
tive receptive field of the network units (i.e. the area of the original image
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that can possibly influence the activations) preserving the same number
of notwork parameters. Thus, to the light of this new layer parameter,
regular convolutions are nothing but dilated convolutions with dilation
1.

Figure 2.3: Example of 2D dilated convolution [40]

2.7 Transposed convolutional layers

Figure 2.4: Example of 2D transposed convolution [40]

There is still another interesting operation with respect to the topics
treated in this master thesis. This operation, referred as transposed con-
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volution, deconvolutions or fractionally strided convolution, is the oper-
ation that goes in the opposite direction of a normal convolution. This op-
eration produces output spatial dimensions larger that the input spatial
dimensions (e.g., map from a 4-dimensional space to a 16-dimensional
space) while keeping the connectivity pattern of a regular convolution.

An example of transposed convolution, which can be achieved by
means of some smart padding on the input data, is represented in fig-
ure 2.4.

2.8 Adversarial Training

Within the field of machine learning, it is important to point out the dif-
ference between discriminative models and generative models.

Discriminative models, sometimes also referred as conditional mod-
els, are used to learn the dependence of some unobserved target vari-
ables from some observed input variables. From the probabilistic point
of view, these models try to learn the conditional probability distribution
P (target|input), which can later be used to predict new target variables
given new observed inputs. That means that these models don’t learn the
joint distribution of observed and target variables itself. Consequently,
discriminative models are not able to generate new samples of the prob-
lem under consideration. However, for tasks such as classification and
regression that do not require the joint distribution, discriminative mod-
els can yield to very high performance. Logistic regression[18], nearest
neighbour[11] or traditional neural networks are examples of discrimi-
native models.

On the other hand, we have generative models. The goal of genera-
tive models is to learn the true underlying joint distribution of the data
P (input, target). Knowing this probability distribution allows generat-
ing new data samples for the problem under consideration. It is possible
to find many different generative models in the machine learning litera-
ture. Some were proposed much before the advent of deep learning, as
it is the case of Gaussian Mixture Models [30] or Hidden Markov Mod-
els [5]. However, a more recent approach has demonstrated a very good
synergy with deep learning ideas, leading to remarkable results in gen-
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erating samples from high dimensional data distributions (i.e. images,
speech signals, etc.). That is the case of Generative Adversarial Networks
(GAN’s) [13].

GAN’s can be described as a training framework for Generative Arti-
ficial Neural Networks. Typically, a GAN consists of two networks. one
generator and one discriminator (sometimes also referred as the critic).
These two networks have opposite learning goals. The generator pro-
duces samples from a latent space, and tries to make these samples indis-
tinguishable from the ones contained in the training distribution. Con-
trarily, the discriminator network tries to infer if the samples provided
to it come from the training distribution or were generated by the gen-
erator. In the original paper from Ian J. Goodfellow et al., the generator
role is compared to the one of a team of counterfeiters who try to pro-
duce fake currency. Oppositely, the role of the discriminator is said to
be analogous to the police, who try to detect the counterfeit currency.
Typically, both networks are differentiable and can be trained using the
back-propagation algorithm.

As explained, GAN’s were first thought as a framework to train gen-
erative models. However, the idea of training in an adversarial manner
can be extended also to the discriminative context [25]. That is the case,
for example, of problems in which we want to predict multiple outputs,
somehow correlated among them, from the input data. Under these cir-
cumstances we can train a Discriminator to infer if the generated out-
puts come from the ground truth of were generated by the model (which
in this case would not be a generator, but another disciminative model).
The reasoning behind this approach is that the discriminator will provide
insight to the model on how the different outputs relate among them,
avoiding unrealistic joint predictions.

In the specific case of semantic segmentation, the multiple outputs are
each one of the predicted pixels. It is important to note that any seman-
tic segmentation model will predict a pixel label taking into account the
patch of pixels around in the input image, but it won’t take into account
the label predictions of these same neighbouring pixels (i.e. the network
does not assess the set of predictions as a whole, where the probability
of a pixel label is conditioned by the labels of those around it). Thus,
this reformulation of adversarial training seems to be very suited for the
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problem considered in this master thesis.



Chapter 3

Literature Review

Semantic Segmentation is a computer vision problem that requires of
both identifying the objects that appear in an image and correctly local-
izing them in a pixel-wise manner. Still, these two tasks seem to be di-
ametrically opposed. While to identify objects (classification) we desire
a model robust against transformations like translation and rotation, for
pixel-wise localization we are concerned about keeping the information
about where the objects are located within the image.

Previous to the advent of the Deep Learning revolution in computer
vision, the most successful methods for semantic segmentation were based
on techniques such as decision trees [35] or markov random fields [43].
Nonetheless, deep models based on convolutional neural networks (CNN)
are currently completely dominant in the field.

Around 2012 a popular deep learning approach for Semantic Segmen-
tation was patch classification, as suggested by Ciresan et al. in [9]. By
using a deep CNN-based classification model, they performed binary
classification on biological data (electron microscopy images from ISBI
2012 EM Segmentation Challenge). By that time, dense prediction was
generally still tackled as a pure classification problem. This is shown by
the fact that for each pixel, class predictions had to be individually esti-
mated based on a patch around it. The main reason people used patches
was that classification networks usually have fully connected layers and,
therefore, the models required fixed input images sizes. However, back
then it was already clear that CNN could be used for image segmentation
to obtain better results than with any previously explored technique.

15
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Around 2015, Long et al. observed that fully connected layers in clas-
sification networks could be viewed as convolutions with kernels that
cover their entire input regions, a fact also noticed by [33]. Therefore,
there was no need to lose the spatial information captured by convolu-
tional layers by using fully connected ones. This approach alleviated the
problem of having to compute predictions for each pixel individually.
The Fully Convolutional Network (FCN) model is equivalent to evaluat-
ing the original classification network on overlapping input patches but
is much more efficient because computations are shared over many over-
lapping regions. Consequently, that allows FCN model to generate dense
predictions for images of any size much faster than with any previous
strategy.

With all these ideas, Long et al. set the basis for what would be the ba-
sic scheme followed by semantic segmentation researchers in subsequent
years.

In addition, Long et al. also tackled the classification/localization du-
ality problem from a different point of view than previous researchers.
Their approach follows a design called encoder-decoder architecture, the
main idea of which is combining a contracting path (encoder) that ex-
tracts the "what" information with a posteriorly applied expanding path
(decoder) that will retrieve the "where" information. They realized that
some already existing architectures were specially good at capturing the
contextual information of an image (the "what"). Thus, one of their con-
tributions was to re-purpose some of the popular imagenet pretrained
networks for classification as the encoder of their model. In fact, ex-
cept by the last layers, the rest of the encoder models Long et al. used
where completely based on classification-specific architectures (AlexNet,
VGG net [37] and GoogLeNet [38]). However, generated score maps from
these networks were very coarse due to the repeated application of max-
pooling layers and convolutions with stride higher than 1 along the archi-
tecture. These operations cause a lost of the high resolution information
required to do pixel-wise prediction. This is the reason why the paper
suggests the idea of using a decoding path.

In order to retrieve the original spatial dimensions and the "where"
information, Long et al. introduced the idea of using transposed con-
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volutional layers, which can learn upsampling strategies from training
and became the main component of the decoding part of their model. In
addition, they also advocated for the use of skip connections in their ar-
chitecture to improve over the coarseness of upsampling.

After FCN [23], it seemed clear that the fully convolutional approach
was the path to follow due to its computation efficiency and promising
results. However, the upsampling strategy suggested by Long et al, de-
spite the upconvolutional layers and a few shorcut connections, still pro-
duced quite coarse segmentation maps. Therefore, a margin for improve-
ment seemed to exist. It is at this point that came about a model that
would become one of the most famous of the recent segmentation litera-
ture (specially in the scope of medical imaging), U-Net [32].

U-Net also follows an encoder-decoder architecture. As before, the
idea is that the encoder gradually reduces the spatial dimension in order
to capture the "what" information and the decoder gradually recovers the
object details and image size, capturing the "where" information. How-
ever, U-Net introduces more shortcut connections between the contract-
ing path (encoder) and the expanding one (decoder) to merge both types
of information. At the same time, these shortcuts help skipping some lay-
ers when back-propagating the error during training, avoiding problems
like vanishing gradients. In addition, Ronneberger et al. demonstrate
in the paper that a strategy of using a large amount of data augmenta-
tion techniques could make up for the lack of large datasets of annotated
training samples, a recurrent issue in medical applications.

A very similar approach to U-Net is SegNet [4]. The main difference
lies in that SegNet does not transfer entire feature maps from the encod-
ing path to the decoder. Alternatively, this model transfers only the max-
pooling indices. Obviously, that results in less memory requirements in
the SegNet case. Furthermore, SegNet does not make us of deconvo-
lution operations. Alternatively, transferring the pooling indices allows
to generate sparse upsampled maps, which can be later convolved with
trainable filters to generate dense feature maps.

Although all approaches explored in the modern semantic segmen-
tation literature are based on the FCN, the Encoder-decoder architecture
is not the only one. A different path of research proposes input multi-
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scaling as a method to cope with the classification/localization dilemma
and capture long range context as well as fine details. More specifically,
by applying the same model to inputs at multiple scales the network
can have access to information with different levels of detail. Thus, se-
mantic segmentation can be successfully performed by merging features
obtained using different input scales. This is the approach used by the
models presented in [12] and [21]. However, this type of models present
an important drawback: they do not scale well for Deep Convolutional
Neural Network due to factors such as limitations in GPU memory (in
semantic segmentation it is not rare to work with images of large size).
This sort of methods are sometimes referred as "Image Pyramid".

However, in the most recent and successful attempts to perform se-
mantic segmentation researchers have tacked the aforementioned limita-
tions by using an alternative type of convolution that permits expanding
the field of view of the networks nodes without paying the fee of spatial
dimensionality reduction. This alternative operation is called "atrous"
(with holes) or dilated convolution, and was originally suggested for effi-
ciently computing the undecimated discrete wavelet transformation [26].
This name comes from the fact that it is equivalent to a usual convolu-
tion in which the filter has been previously dilated. Dilating the filter
means expanding its size by filling the alternate empty positions with
zeros (where, obviously, information is lost). Therefore, we can deduce
that the same amount of information is captured as compared to a reg-
ular convolution with equivalent filter size, but the "atrous" convolution
renounces to a part of the local information to capture other informa-
tion located further away (context). Larger dilation factors will result in
feature maps containing information from a larger spatial support in the
previous layer.

One of the first papers that reported the convenience of applying "atrous"
models for semantic segmentation is [44]. In this work, the authors devel-
oped a dilated convolution-based context module with the idea of cap-
turing contextual information at multiple scales without decreasing the
dimensions of the feature maps. Then, Yu et al. demonstrated that their
module enhances the results of several state-of-the-art (in 2016) seman-
tic segmentation methods when plugged-in at the end. In addition, they
also showed that re-purposed imagenet pre-trained architectures often
have vestigial components, the ablation of which can lead to accuracy
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improvements in the task of semantic segmentation (e.g. late max pool-
ing operations).

However, Yu & Koltun applied dilated convolutions in cascade. This
means that, given a feature map, only one type of dilation is applied to
it. In, [7], a few researchers from Google Inc. explore the possibility of
applying, in parallel, several convolutions with different dilation factors
on top of a feature map with the idea of capturing information at multi-
ple scales at the same time. This idea can somehow be thought as a more
efficient and scalable way to do what "Image Pyramid" models attempt.
In the paper, the authors show very noticeable results with both a model
based on cascade application of dilated convolutions and a model that
complements parallel and cascade dilated convolutions.

Despite the differences in the CNN architectures, a common property
across all the aforementioned approaches is that all pixel labels are pre-
dicted independently from each other. Therefore, another important hur-
dle in semantic segmentation models is the lack of a general image un-
derstanding to detect pixel labellings that are inconsistent from a global
perspective. Most humans would be suspicious of a single pixel labeled
as class A completely surrounded by pixels labeled as class B, specially
if their RBG values don’t differ in excess. However, despite its powerful
learning capabilities, DCNNs models are not able to detect spatial incon-
gruent label layouts in the output maps.

Consequently, is it not rare the use of complementary techniques to
pure semantic segmentation approaches that attempt to enforce spatial
contiguity in the resulting segmentation maps.

Post-processing with Conditional Random Fields (CRF) [20] has his-
torically been the most effective way to refine segmentations. CRF’s are
graphical models which ‘smooth’ segmentation based on the underly-
ing image intensities. In the semantic segmentation setting, they work
based on the observation that similar intensity pixels tend to be labeled
as the same class. In [8], a fully connected CRF model is defined on the
complete set of pixels in an image. However, similarities among pixels
are defined in a pair-wise manner, what can fail at enforcing high-order
consistency. Other approaches, attempts to overcome this problem based
on the idea of super pixels [19] [3]. Actually, in [3] the authors show that
specific classes of higher order potentials can be integrated in CNN-based
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segmentation models and learned in an end-to-end fashion.
More recently, Ian J. Goodfellow et all. developed the idea of Gen-

erative Adversarial Networks (GANs) [13]. GANs were originally pro-
posed as a generative model. In it, two architectures learn competing
against each other by minimizing opposing loss functions until conver-
gence. More specifically, a generative model that tries to learn the data
distribution in order to trick a discriminative model, whose goal is to in-
fer if a sample comes from the original distribution or was generated by
the generative model. In the original paper, these two networks are im-
plemented as multilayer perceptrons. Obviously, multilayer perceptrons
are too simple compared with the state-of-the-art semantic segmentation
models to be competitive in the task.

Fortunately, several improvements have been published over the years,
including some regarding the networks architecture that permit stable
training of much deeper networks based on Convolutional Neural Net-
works (CNNs), as we are interested in most high-level computer vision
tasks. This sort of architectures are denominated Deep Convolutional
Generative Adversarial Networks (DCGAN’s) [29]. In the cited paper,
the authors propose a set of constraints on the architectural topology
to make convolutional models stable during training in a GAN setting.
In short, research on DCGAN’s suggest replacing pooling layers with
strided convolutions in the discriminator and with fractional-strided con-
volutions in the generator, advocate for the use of batch normalization in
both networks and defend using ReLU activation function in most of the
layers of the generator and leaky ReLu in all layers in the discriminator.
Finally, [29] also proposes the removal of any fully connected layer from
the architecture. However, the semantic segmentation reference models
have not included any fully connected layers in their architecture ever
since the appearance of FCN’s.

As explained before, the goal of generative models is to learn the true
underlying distribution of the data. That, in turn, allows sampling from
the joint distribution of the observation and the class, obtaining new sam-
ples drawn from the original dataset distribution. Whereas that is not
what we look for in the case of semantic segmentation, it is possible to
re-purposed the idea of GAN’s to train semantic segmentation models in
an adversarial manner by adding an adversarial term to the loss function
of the segmentation model. The function of the adversarial term is en-
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couraging the segmentation model to produce label maps that cannot be
distinguished from ground-truth ones by an adversarial binary classifica-
tion model. Since the adversarial model can jointly assess large patches of
labels, it is expected to transmit to the segmentation model insight about
how to generate more consistent segmentations.

Summarizing, in the current semantic segmentation literature we en-
counter 4 main different types of models, all evolving from the idea of a
fully convolutional neural network:

(a) Image pyramid
(b) Encoder-Decoder
(c) Context Module
(d) Spatial Pyramid Pooling

In addition, we can find 2 different ways to reinforce global consis-
tency of the segmentation maps:

(a) Conditional Random Fields (CRFs)
(b) Adversarial Training

All of them (with the only exception of CRFs) are explored in this
master thesis.
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Methods

4.1 Data

In order to train the models, the Karolinska Hospital granted access to a
large corpus of mammography data from the entire population of Stock-
holm county between 2008 and 2015. However, none of the screenings
had pixel-wise annotations. Therefore, these annotations have been cre-
ated by researchers of the Science for Life Laboratory (including the au-
thor of this master thesis) under the supervision of expert radiologist
from the Karolinska Hospital.

The mammography annotation process was carried out in parallel
with the thesis. For this reason, a popular dataset for Semantic Segmen-
tation named Cityscapes dataset [10] was used during the first stages of
the thesis to train and test the models. Cityscapes has a similar number
of classes than the Mammography dataset and is composed by images of
comparable size to the mammographies. Furthermore, papers about se-
mantic segmentation often report performance on the cistyscapes dataset,
which proved very helpful to validate the model implementations.

4.1.1 Cityscapes Dataset
Cityscapes [10] is a large-scale dataset that aims at capturing the complex-
ity of real-world urban scenes. It contains 5000 high-quality pixel-level
annotations of images captured on the streets of up to 50 different cities,
divided into train (2975), validation (500) and test (1525). The dataset in-

22
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cludes images taken in different seasons (spring, summer, fall), as well as
under different weather conditions. Furthermore, all images have a fixed
resolution of 2048 x 1024 pixels.

Figure 4.1: Cityscapes sample images

The evaluation protocol defines 19 classes for evaluation. Accord-
ing to the authors, classes were selected based on their frequency, rele-
vance from an application standpoint, practical considerations regarding
the annotation effort, as well as to facilitate compatibility with existing
datasets. 4.1 lists all classes in addition to the percentage of pixels of each
class contained in the dataset. Note that test annotations are not avail-
able and model evaluation on a test set is generally obtained by means of
a submission to "https://www.cityscapes-dataset.com/submit/" . Thus,
percentage of per class pixels can not be calculated.
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Dataset: Train Validation Test
road 32.64% 32.93% -

sidewalk 5.39% 4.73 % -
building 20.20% 19.17 % -

wall 0.58% 0.64 % -
fence 0.78% 0.72 % -
pole 1.09% 1.29 % -

traffic light 0.18% 0.17 % -
traffic sign 0.49% 0.58 % -
vegetation 14.10% 15.15 % -

terrain 1.02% 0.73 % -
sky 3.56% 2.93 % -

person 1.08% 1.14 % -
rider 0.12% 0.19 % -
car 6.19% 5.70 % -

truck 0.24% 0.26 % -
bus 0.21% 0.34 % -

train 0.21% 0.10 % -
motorcycle 0.09% 0.07 % -

bicycle 11.84% 13.17 % -

Table 4.1: Cityscapes - % of pixels per class

4.1.2 Mammography dataset
The Mammography dataset is a medical dataset composed by 190 high-
resolution grayscale images of mammography screenings.

Annotations where generated by researchers of the Science for Life
Laboratory as binary pixel-wise maps for 13 different categories. QuPath,
a software application specifically designed for bioimage analysis, was
used for the task. The categories considered during the annotation pro-
cess were the following.

The Mammography dataset is a medical dataset composed by 190
high-resolution grayscale images of mammography screenings.

Annotations where generated by researchers of the Science for Life
Laboratory as binary pixel-wise maps for 13 different categories. QuPath,
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a software application specifically designed for bioimage analysis, was
used for the task. The categories considered during the annotation pro-
cess were the following.

1. nipple
2. calcifications
3. skin
4. tumor
5. thick vessels
6. calcified vessels
7. auxiliary lymph nodes
8. text
9. foreign object

10. submammory tissue
11. pectoral muscle
12. mammary gland
13. background

The ranking above indicates which pixels should superpose which
other pixels when merging the binary maps into single pixel-wise an-
notations. All binary maps except calcifications, text, nipple and axil-
lary_lymph_nodes where smoothed using a Gaussian filter at merging
time. This was done to avoid sudden transitions in the annotations. The
four previously mentioned categories were excluded due to its small size.
Figures 4.2 and 4.3 show examples of the generates annotations and A.1
details a legend to interpret them.
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Figure 4.2: Mammo dataset sample image

Figure 4.3: Mammo dataset sample image
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Figure 4.4: Mammo dataset legend

One of the main challenges we faced with this dataset was that it
was very imbalanced. Some categories such as background or mammary
gland had a much higher presence than others. To prevent this problem
from affecting model training, it was necessary to create a dataset com-
posed by crops obtained from the original images, sampled in a way that
could mitigate the imbalance problem. In fact, several crop datasets with
different crop sizes were generated from the original high-resolution im-
ages and used to train different models that required different input sizes.
Crop sizes used to generate the datasets were 256 x 256, 700 x 700, 900 x
900 and 1500 x 1500 pixels.

Thus, to create a (more) balanced dataset containing crops of a given
size x, each image from the original dataset was taken and a list of unique
labels found in it generated. Then, categories mammary gland and back-
ground were removed from the unique label list because one of the two
will be always present in any crop generated. From the remaining labels,
one was selected randomly using a uniform distribution. Following, a
pixel of the selected category was randomly selected also with uniform
probability and used as the center of a new crop. This procedure was
repeated several times for each of the original images until reaching the
desired size for the crop dataset (see Table 4.2).

In addition, with 25% probability, an elastic transformation as the one
described in [36] was applied to the generated crops. Figures 4.5 and 4.6
show the results of applying the elastic transformation to a crop.
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Figure 4.5: Elastic transformation (right) applied to the original image
crop (left)

Figure 4.6: Elastic transformation (right) applied to the original annota-
tions (left).

Finally, Table 4.2 provides information about the different crop datasets,
including the number of crops for both train and validation and the per-
centage of pixels of each class contained in the dataset. The test set is
composed by 37 full size images and is common to all datasets. Informa-
tion about the test set can be found in Table 4.3. As it can be easily seen in
the tables, training and validation datasets are much more balanced than
the test dataset.
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Crop size: 256 pixels 700 pixels 900 pixels 1500 pixels

Dataset: Train Val Train Val Train Val Train Val

# Crops: 6689 992 6695 992 6696 992 3346 496

nipple 2.14% 2.6% 0.64% 0.72% 0.40% 0.45% 0.31% 0.41%
calcifications 0.08% 0.07 % 0.04% 0.03 % 0.03% 0.03% 0.04% 0.03%

skin 2.63% 2.37 % 1.72% 1.54% 1.48% 1.34% 1.25% 1.25%
tumor 4.81% 4.79 % 2.05% 1.95% 1.39% 1.29% 0.80% 0.81%

thick vessels 2.53% 2.39 % 1.84% 1.91% 1.68% 1.83% 1.44% 1.50%
calcified vessels 0.06% 0.00 % 0.03% 0.00% 0.02% 0.00% 0.01% 0.00%

auxiliary lymph nodes 0.60% 0.84 % 0.27% 0.31% 0.19% 0.20% 0.10% 0.09%
text 0.59% 0.63 % 0.18% 0.19% 0.09% 0.11% 0.05% 0.05%

foreign object 0.44% 0.68 % 0.21% 0.31% 0.21% 0.39% 0.57% 0.91%
submammory tissue 2.87% 2.49 % 1.26% 1.07% 0.79% 0.78% 0.37% 0.38%

pectoral muscle 9.71% 10.59 % 8.49% 8.77% 7.10% 7.23% 4.86% 4.50%
mammary gland 40.22% 38.20 % 45.92% 44.12% 47.39% 45.18% 45.38% 41.78%

background 33.31% 34.31 % 37.32% 39.05% 39.20% 41.15% 44.79% 48.27%

Table 4.2: Mammography dataset - % of pixels per class

Dataset Test
# Images 37

nipple 0.11%
calcifications 0.003%

skin 0.74%
tumor 0.25%

thick vessels 0.84%
calcified vessels 0.00%

auxiliary lymph nodes 0.07%
text 0.03%

foreign object 0.09%
submammory tissue 0.25%

pectoral muscle 2.79%
mammary gland 28.27%

background 66.54%

Table 4.3: Mammography dataset - % of pixels per class
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4.2 Models

As explained in previous sections, many different network architectures
have been proposed along recent years to tackle the task of semantic seg-
mentation within the scope of deep learning. Some of the most relevant
ones are trained in this master thesis on the task of segmenting mammo-
graphic imagery. Thus, this section describes in detail the architecture of
the models that have been considered.

4.2.1 Fully Convolutional Network
The Fully Convolutional Network (FCN) was the first model for seman-
tic segmentation to completely get rid of fully connected layers, which
enabled it to process images of any size. The first part of the architecture
consists on an encoder to extract the context information of the image.
This encoder follows the same architecture as VGG16 [37], alternating
sequences of 2 or 3 convolutional layers with max pooling layers. In it,
each convolutional operation is followed by a rectified linear unit (ReLU)
activation function. Differently to the original VGG16 architecture, the
final fully connected layers are replace by convolutional layers. The ex-
act details of the encoder architecture are described in table 4.4, including
kernel sizes, convolution strides, feature map dimensions and receptive
field for each layer in the network. The input and output sizes are cal-
culated with respect to input patches of size 256 x 256 pixels. This is the
size used in the original paper and the one used in this thesis to train the
model.



CHAPTER 4. METHODS 31

Figure 4.7: FCN Encoder [23]

Input Output
Name: Layer Kernel Size Stride Padding Input Size Output Size Feature Feature Receptive Field

Maps Maps

conv1_1 1 3 1 SAME 256 256 3 64 3
conv1_2 2 3 1 SAME 256 256 64 64 5

max_pool1 3 2 2 SAME 256 128 64 64 6

conv2_1 4 3 1 SAME 128 128 64 128 10
conv2_2 5 3 1 SAME 128 128 128 128 14

max_pool2 6 2 2 SAME 128 64 128 128 16

conv3_1 7 3 1 SAME 64 64 128 256 24
conv3_2 8 3 1 SAME 64 64 256 256 32
conv3_3 9 3 1 SAME 64 64 256 256 40

max_pool3 10 2 2 SAME 64 32 256 256 44

conv4_1 11 3 1 SAME 32 32 256 512 60
conv4_2 12 3 1 SAME 32 32 512 512 76
conv4_3 13 3 1 SAME 32 32 512 512 92

max_pool4 14 2 2 SAME 32 16 512 512 100

conv5_1 15 3 1 SAME 16 16 512 512 132
conv5_2 16 3 1 SAME 16 16 512 512 164
conv5_3 17 3 1 SAME 16 16 512 512 196

max_pool5 18 2 2 SAME 16 8 512 512 212

conv6_1 19 7 1 SAME 8 8 512 4096 292
conv6_2 20 1 1 SAME 8 8 4096 4096 292
scores 21 1 1 SAME 8 8 4096 num_classes 292

Table 4.4: FCN encoder architecture

After passing through the encoder, which includes the application of
5 max pooling layers, the spatial dimensions of the feature maps are 32
times smaller than the input image patch. Since semantic segmentation
requires to generate predictions with the same spatial dimensions as the
input, it is necessary the up-sample the encoded logits somehow.

The solution proposed by Long et al. involves defining different 3
sub-models of FCN. These sub-models are trained sequentially, using the



CHAPTER 4. METHODS 32

weights obtained from training the previous model as initial weights for
the following one. The first sub-model, called FCN32, takes the feature
maps of size 8 x 8 obtained after max_pool5 and applies a bilinear up-
sampling step to resize them back to 256 x 256 pixels (the input size).
The second sub-model, referred in the original paper as FCN16, uses a
transposed convolutional layer to learn the best strategy to upsample
max_pool5 outputs from size 8 x 8 to size 16 x 16. Following, the 16 x
16 upsampled version of max_pool5 and the 16 x 16 output of max_pool4
are summed up and finally resized to 256 x 256 pixels with a bilinear
upsampling layer. The last sub-model on the decoding strategy is called
FCN8 and goes a step further than FCN16. In it, the result of summing
the 16 x 16 version of max_pool5 to the 16 x 16 output of max_pool4 is
upsampled again by means of another transposed convolution to size 32
x 32. This 32 x 32 feature map is summed up with the 32 x 32 output
of max_pool3 and finally upsampled to 256 x 256 pixels with a bilinear
upsampling layer like in the first 2 cases. Transposed convolutions are
followed by ReLU activation functions just like any other convolution on
the model. Exact details of the decoder can be found in table4.5.

During training, FCN32 will be initialized using VGG16 imagenet
pretrained weights. Following FCN16 will be trained using FCN32 weights
as initial weights. Finally, FCN8 will be initialized with FCN16 weights,
trained and used for inference.

Input Output
Name: Layer Kernel Size Stride Padding Input Size Output Size Feature Feature Receptive Field

Maps Maps

t_conv_1 1 4 2 SAME 8 16 num_classes num_classes -
t_conv_2 1 4 2 SAME 16 32 num_classes num_classes -

Table 4.5: FCN decoder architecture

Figure 4.8: FCN Decoder [23]
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4.2.2 U-Net
The U-Net [32] is another model that follows an encoder-decoder archi-
tecture. Actually, the name U-Net comes from the fact that the encoder
and the decoder are symmetric, as can be seen in figure 4.9.

Figure 4.9: Unet architecture[32]

The encoding path, which aims at capturing the context information
of the image, resembles to most image classification models, alternating
between convolutions and max pooling operations. The specific details of
the encoder are described in table 4.6, where input and output layer sizes
are calculated with respect to an input size of 572 x 572 pixels. This is
the size used in the original paper during training and also in this master
thesis.
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Input Output
Name: Layer Kernel Size Stride Padding Input Size Output Size Feature Feature Receptive Field

Maps Maps

conv1_1 1 3 1 VALID 572 570 3 64 3
conv1_2 2 3 1 VALID 570 568 64 64 5

max_pool1 3 2 2 VALID 568 284 64 64 6

conv2_1 4 3 1 VALID 284 282 64 128 10
conv2_2 5 3 1 VALID 282 280 128 128 14

max_pool2 6 2 2 VALID 280 140 128 128 16

conv3_1 7 3 1 VALID 140 138 128 256 24
conv3_2 8 3 1 VALID 138 136 256 256 32

max_pool3 9 2 2 VALID 136 68 256 512 36

conv4_1 10 3 1 VALID 68 66 512 512 52
conv4_2 11 3 1 VALID 66 64 512 512 68

max_pool4 12 2 2 VALID 64 32 512 1024 76

conv5_1 13 3 1 VALID 32 30 1024 1024 108
conv5_2 14 3 1 VALID 30 28 1024 1024 140

Table 4.6: Unet encoder architecture

The decoding path tries to retrieve localization information lost dur-
ing pooling operations. It follows an architecture symmetric to the encod-
ing path, but replacing max pooling steps by transposed convolutions. In
addition, at several points along the decoding path, the feature maps are
concatenated to the ones coming from the same stage at the encoder be-
fore proceeding. The specific details of the decoder are described in 4.6.

Input Output
Name: Layer Kernel Size Stride Padding Input Size Output Size Feature Feature Receptive Field

Maps Maps

t_conv_1 15 2 2 VALID 28 56 1024 512 -
conv6_1 16 3 1 VALID 56 54 1024 512 -
conv6_2 17 3 1 VALID 54 52 512 512 -

t_conv_2 18 2 2 VALID 52 104 512 256 -
conv7_1 19 3 1 VALID 104 102 512 256 -
conv7_2 20 3 1 VALID 102 100 256 256 -

t_conv_3 21 2 2 VALID 100 200 256 128 -
conv8_1 22 3 1 VALID 200 198 256 128 -
conv8_2 23 3 1 VALID 198 196 128 128 -

t_conv_4 24 2 2 VALID 196 392 128 64 -

conv9_1 25 3 1 VALID 392 390 128 64 -
conv9_2 26 3 1 VALID 390 388 64 64 -

Table 4.7: Unet decoder architecture

In is important to note that U-net convolutions are not padded. This
is the reason why the ouput size of the decoder is 388 x 388, correspond-
ing to the 388 x 388 central patch of the input image. Furthermore, each
convolution or transposed convolution along the network is followed by
a rectified linear unit (ReLU) activation function.
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4.2.3 Dilation10
The dilation10 [44] model does not follow a encoder-decoder architec-
ture like the previous ones. Nonetheless, it can also be also divided in 2
clearly differentiated modules: the front-end module and the the context
module.

The frond-end module is designed to extract the "what" information
of the images, very much like an encoder. Just like image classifiers, en-
coder architectures normally alternated convolutional layers with max-
pooling operations, obtaining like that a field of view that covers all the
image or a large patch of it. However, spatial dimensions at the end of the
architecture much smaller that the input size. Dilation10 model remove
several of the max pooling operations. To compensate, dilation of pos-
terior convolutions is multiplied by 2 after each removed max-pooling.
This strategy achieves keeping the same field of view as classical en-
coders while reducing the loss of fine detail information produced by
pooling operations. Specific details of the dilation10 front module, which
is based on VGG16, can be found in Table 4.8. Input and output feature
map sizes have been computed with respect to the crop sizes used in the
different training stages. These crop sizes are 632 x 632 pixels, 1024 x
1400 pixels and 1400 x 1400 pixels for the first, second, and third training
stages respectively (explained below).

Input Output
Name: Layer Kernel Size Stride Padding Dilation Input Size Output Size Feature Feature Receptive Field

Maps Maps

conv1_1 1 3 1 SAME 1 632/1024/1400 632/1024/1400 3 64 3
conv1_2 2 3 1 SAME 1 632/1024/1400 632/1024/1400 64 64 5

max_pool1 3 2 2 SAME 1 632/1024/1400 316/512/700 64 64 6

conv2_1 4 3 1 SAME 1 316/512/700 316/512/700 64 128 10
conv2_2 5 3 1 SAME 1 316/512/700 316/512/700 128 128 14

max_pool2 6 2 2 SAME 1 316/512/700 158/256/350 128 128 16

conv3_1 7 3 1 SAME 1 158/256/350 158/256/350 128 256 24
conv3_2 8 3 1 SAME 1 158/256/350 158/256/350 256 256 32
conv3_3 9 3 1 SAME 1 158/256/350 158/256/350 256 256 40

max_pool3 10 2 2 SAME 1 158/256/350 79/128/175 256 256 44

conv4_1 11 3 1 SAME 1 79/128/175 79/128/175 256 512 60
conv4_2 12 3 1 SAME 1 79/128/175 79/128/175 512 512 76
conv4_3 13 3 1 SAME 1 79/128/175 79/128/175 512 512 92

dil_conv5_1 14 3 1 SAME 2 79/128/175 79/128/175 512 512 124
dil_conv5_2 15 3 1 SAME 2 79/128/175 79/128/175 512 512 156
dil_conv5_3 16 3 1 SAME 2 79/128/175 79/128/175 512 512 188

dil_conv6_1 17 7 1 SAME 4 79/128/175 79/128/175 512 4096 380
conv6_2 18 1 1 SAME 1 79/128/175 79/128/175 4096 4096 380
scores 19 1 1 SAME 1 79/128/175 79/128/175 4096 num_classes 380

Table 4.8: dilation10 front architecture
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Since at the end of the front module spatial dimensions are still rela-
tively large due to the suppression of some pooling steps, an alternative
approach to an upsampling decoder can be employed. Specifically, dila-
tion10 uses a module with consecutive dilated convolutions with increas-
ing dilation factors. This architecture achieves systematical aggregation
of multiscale contextual information without losing resolution. Specific
details of the context module architecture is described in 4.11. Input and
output feature map sizes have been computed with respect to the sized
obtained at the end of the front module.

Input Output
Name: Layer Kernel Size Stride Padding Dilation Input Size Output Size Feature Feature Receptive Field

Maps Maps

context1 20 3 1 SAME 1 79/128/175 79/128/175 num_classes num_classes 3
context2 21 3 1 SAME 1 79/128/175 79/128/175 num_classes num_classes 5
context3 22 3 1 SAME 2 79/128/175 79/128/175 num_classes num_classes 9
context4 23 3 1 SAME 4 79/128/175 79/128/175 num_classes num_classes 17
context5 24 3 1 SAME 8 79/128/175 79/128/175 num_classes num_classes 33
context6 25 3 1 SAME 16 79/128/175 79/128/175 num_classes num_classes 65
context7 26 3 1 SAME 16 79/128/175 79/128/175 num_classes num_classes 97
context8 27 3 1 SAME 32 79/128/175 79/128/175 num_classes num_classes 161
context9 28 3 1 SAME 1 79/128/175 79/128/175 num_classes num_classes 161

context10 29 3 1 SAME 1 79/128/175 79/128/175 num_classes num_classes 161

Table 4.9: dilation10 context module architecture

As mentioned before, dilation10 network is trained in several stages.
More specifically, the network training consists on 3 steps. In the first
step, only the front module is trained. Following, in the second part of
the training process the whole network (front module + context module)
is build. However, the weights of the front part are frozen and only the
ones belonging to the context module are updated. A final stage where
the whole network is trained without any frozen variable ends the train-
ing process.

All convolutions in the network are followed by a rectified linear unit
(ReLU) activation function.

4.2.4 Deep Lab v3
The Deep Lab v3 semantic segmentation system [7] is an approach that,
just like dilation10, moves away from the Encoder-Decoder architecture
by limiting the number of downsampling operations used in the encod-
ing path. Similarly to dilation10, it achieves a field of view comparable
to models with higher amount of max-pooling layers by means of atrous
convolutions with increasing dilation factors. The feature extraction path
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is also based on a reference image classification model pre-tranied on Im-
agenet dataset. However, instead of using VGG like the previously de-
scribed models, the authors of deeplab v3 use a ResNet-based architec-
ture. In [7], the authors experiments with residual networks with differ-
ent number of layers. In this master thesis, the network implemented is
the one with 18 layers, the architecture of which can be found in figure
4.10.

Figure 4.10: ResNet architecture [38]

The only difference with respect to the original ResNet implementa-
tion is that the convolutions found in the last two blocks (block3 and
block4) are replaced by atrous convolution with dilation rates 2 and 4 re-
spectively. With this changes, output size is only 8 times smaller than the
input size (note that the example shown in figure 4.11 output is 16 times
smaller, and therefore only the final block contains dilated convolutions).

One of the main differences with respect to dilation10 is the architec-
ture of the module added at the end of the encoding path. This model
employs a spatial pyramid pooling (depicted in figure 4.11) to capture
context information. This module, with some similarities with the in-
ception module [39], combines several parallel atrous convolution layers
with different rates to capture multi-scale information. Table 4.10 and fig-
ure 4.11 describe the architecture details of the spatial pyramid module.
The input size used by the paper authors and also for the experiments
in this master thesis is of 769 x 769 pixels. Thus, input and output sizes
in table 4.10 are computed with respect to 96, the feature map size at the
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beginning of the spatial pyramid pooling module.

Input Output
Name: Layer Kernel Size Stride Padding Dilation Input Size Output Size Feature Feature Receptive Field

Maps Maps

branch0 1.0 1 1 SAME 1 96 96 512 256 1
branch1 1.1 3 1 SAME 6 96 96 512 256 13
branch2 1.2 3 1 SAME 12 96 96 512 256 25
branch3 1.3 3 1 SAME 18 96 96 512 256 37

branch4 (global average pooling) 1.4.1 96 96 SAME 96 96 1 512 512 96
branch4 1.4.2 1 1 SAME 1 96 96 512 256 96

final convolution 2 1 1 SAME 1 96 96 256 * 5 256 96

Table 4.10: dilation10 context module architecture

Figure 4.11: Deeplab v3 architecture [7]

All convolutions in the network are followed by a rectified linear unit
(ReLU) activation function. Finally, the original model includes batch
normalization layers [17] along the network. However, due to memory
constraints the mini-batch used in this master thesis during training was
of size 2. Therefore, batch normalization layers were replaced by group
normalization layers [42], whose performance is not affected by a small
batch size.

4.2.5 Global Convolutional Network
The last semantic segmentation model explored in the present work is
the Global Convolutional Network (GCN). This paper argues that, de-
spite semantic segmentation being a combination between the tasks of
classification and localization, most of the state-of-the-art models focus
on design principles for localization, which might be detrimental for the
task of classification.

Thus, the authors defend that, from the localization view, the network
should be fully-convolutional. In addition, from the classification point
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of view, the kernel size of the convolutional structure should be as large
as possible. To achieve that without dramatically increasing the compu-
tational cost, a global convolutional module is proposed. This module,
which can be seen in figure 4.12, employs a combination of 1 x k + k x 1
and k x 1 + 1 x k convolutions, connecting in practice a k x k region in the
feature map.

At a global level, GCN network is based on ResNet [38] and applies
the GCN module at the end of each ResNet block. A refinement module
and a set of transposed convolution operations, arranged as described in
4.12, are the rest of the elements that form the decoding path. The input
size used in the paper and also in the experiments of this master thesis is
of 800 x 800 pixels.

Figure 4.12: Global Convolutional Network architecture [28]

Just like in the previous model, all convolutions in the network are fol-
lowed by a rectified linear unit (ReLU) activation function. Also as in the
previous model, original batch normalization layers [17] placed along the
network were replaced by group normalization layers [42] due to small
mini-batch size caused by GPU memory limitations.
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4.2.6 Semantic Segmentation using Adversarial Networks
Generative adversarial networks [13] have recently shown very promis-
ing results for generative image modeling. Interestingly, the adversar-
ial framework can be extended to any task for which a non generative
model produces multiple outputs in parallel. More specifically, adversar-
ial training can be leveraged to endow the network with a certain higher
order logic, allowing it to correct inconsistencies in the set of predicted
outputs. In this master thesis this idea has been applied to the domain
of semantic segmentation, following the guidelines of [25], but using dif-
ferent models and different datasets. The general training scheme can be
seen in 4.13. In it, a segmentator network takes in RGB images and pro-
duces segmentation maps. Following, the adversarial network takes in
the segmentation maps (or a tensor obtained from them) and generated
class labels (1=ground truth, 0=generated by the segmentator).

Figure 4.13: Adversarial training scheme [28]

Just as in [25], the loss function is hybrid and combines two terms.
The first term is a regular multi-class cross-entropy loss, used to encour-
age the network to predict the correct category for each pixel. The sec-
ond term of the loss function is a binary cross-entropy loss, based on the
output of an auxiliary adversarial convolutional network. This adversar-
ial network tries to discriminate the output of the segmentation network
from ground-truth label maps. Thus, the second term of the loss function
encourages the segmentation model to predict sets of labels that jointly
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resemble those of the ground truth.

Also like in the paper of Luc et al. [25], outputs of the segmenta-
tion networks are not directly fed to the discriminator. Instead, the input
image is multiplied with each of the class probability maps (or ground
truth), leading to an adversarial input with 3C channels. This approach,
which Luc at al. call the "Product" variant, is illustrated in 4.14.

Figure 4.14: Adversarial training scheme [28]

Name: Layer Kernel Size Stride Padding Dilation Input Size Output Feature Maps

d_conv1 1 3 1 SAME 1 3 * num_classes 96
d_conv2 2 3 1 SAME 1 96 128
d_conv3 3 3 1 SAME 1 128 128

max_pool1 4 3 1 SAME 1 128 128
d_conv4 5 3 1 SAME 1 128 256
d_conv5 6 3 1 SAME 1 256 256

max_pool2 7 3 1 SAME 1 256 256
d_conv6 8 3 1 SAME 1 256 512
d_conv7 9 3 1 SAME 1 512 2

Table 4.11: discriminator architecture

Basic GAN formulation is known to have instability problems during
training. As explained in [1], the gradients can point to more or less ran-
dom directions if the distributions do not have substantial overlap, i.e.,
are too easy to tell apart . This gradient problem gets amplified when
working with high-resolution images (as it is generally the case in se-
mantic segmentation) because higher resolution makes it easier to dif-
ferentiate the generated segmentation maps from the ground truth. Fur-
thermore, large resolutions impose using smaller mini-batch sizes due to
memory constraints, which is also known to compromise training stabil-
ity. Thus, for early training segmentation maps to be relatively similar to
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the real ones, the generator network is initialized in the experiments with
the weights obtained by means of non adversarial training. In addition,
and also differently to the guideline paper[25], the implementation used
in this master thesis includes the improved version of Wasserstein’s gra-
dient penalty [2][14] to further cope with training instability problems.

4.3 Input Pipeline

For all the experiments performed in this work, a unified input pipeline
was employed for each one of the datasets.

For the Cityscapes dataset, which contains RGB images, a random
horizontal flipping operation was first applied with probability 0.5. Fol-
lowing, also with probabilities of 0.5, random distortions of the satura-
tion, the brightness and the contrast of the images were employed. Fi-
nally, a random crop of the desired size (depending on the network to
be trained) was generated and normalized to have values comprised be-
tween -0.5 and 0.5.

For the Mammography dataset, each network was trained with the
crop dataset of sufficient size to cover the input size of the network (e.g.
for deeplab v3, trained with input size crop of 769x760 pixels, Mammog-
raphy dataset with crop size 900 was used). The grayscale images were
transformed to RGB images with a Tensorflow function. Data augmenta-
tion was limited in this case to random horizontal flipping and random
contrast distortion, both applied with probabilities of 0.5.

4.4 Training Procedure

For all models trained in a non adversarial manner, Stochastic Gradient
Descent (SGD) optimizer with momentum has been used to minimize the
cross entropy loss function. Alternatively, for adversarial training the loss
function includes an adversarial term and SGD without momentum has
been used during training. In both cases, the contribution to each indi-
vidual label to the loss function, is weighted by a value that depends on
the percentage of pixels of the pixel class class contained in the dataset.
More specifically, if a label’s class supposes x% of the labels in the dataset,
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its contribution to the loss function will be weighted by w = (1� x/100).

All models have been trained with weight decay and dropout. Learn-
ing rate, weight decay and dropout hyper-parameters values have been
selected by grid search. However, search has not been equally exhaustive
for all models. For models taking longer time to be trained, less possibil-
ities were included for each hyper-parameter during grid search. Final
values chosen as a result of the grid search for each training process are
shown in Tables 4.12 and 4.13.

Learning rate weight decay dropout batch size

FCN32 1e-04 0.0 1.0 20
FCN16 1e-05 1e-08 1.0 20
FCN8 1e-05 1e-08 1.0 20
U-Net 1e-03 0.0 0.75 4

Dilation10 - front 1e-04 1e-10 1.0 8
Dilation10 - context 1e-05 1e-15 1.0 4
Dilation10 - global 1e-05 1e-15 1.0 1

Deeplab_v3 1e-3 0.0 1.0 4
GCN 7e-7 5e-5 1.0 2

Table 4.12: hyper-parameters values Cityscapes training

Learning rate weight decay dropout batch size

FCN32 1e-4 1e-08 1.0 20
FCN16 1e-07 1e-08 1.0 20
FCN8 1e-06 1e-08 1.0 20
U-Net 1e-3 0.0 0.75 4

Dilation10 - front 1e-05 1e-15 1.0 8
Dilation10 - context 1e-06 1e-15 1.0 4
Dilation10 - global 1e-06 1e-15 1.0 1

Deeplab_v3 5e-3 0.0 1.0 4
GCN 5e-3 0.0 1.0 2

Table 4.13: hyper-parameters values Mammography training

Also early stopping have been used during training, with patience
factor (number of epoch without improvement before stopping) ranging
from 20 to 50 depending on the time needed to train an epoch in each
model. Additionally, during training the value of the learning rate was
halved every time patience reached 10.

For adversarial training, weight of the adversarial term in the loss
function was set fix to 0.1. Generator learning rates and discriminator
learning rates were also fixed to 1e-06 and 1e-05 respectively. Further-
more, weights obtained during non adversarial training have been used
to initialize adversarially trained models. The discriminator is randomly
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initialized. Due to this expertise imbalance between generator and dis-
criminator, the generator is updated only 1 time per each 50 updates of
the discriminator.

For non adversarial training, selection of the best model was done
using the loss function. As this is not possible in the adversarial frame-
work, in that case selection of the best model has been done by the mean
intersection-over-union accuracy. Thus, the considered best performing
model in non-adversarial training experiments was the one with a lower
loss score on the validation set and, in adversarial training, the one with
higher intersection-over-union on the validation set.

4.5 Hardware Description

The implementation of all models was done using Tensorflow as the main
library. The networks were trained on machines property of the Science
for Life Laboratory in Stockholm, using NVIDIA TITAN Xp and geforce
rtx 2080 ti GPUs.
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Experimental Results

5.1 Cityscapes dataset and non-adversarial frame-
work

All the models described in the previous chapter have been implemented
from scratch in Tensorflow by the author of this master thesis. Thus, it
was an important step to validate them against a well known benchmark
dataset. The following table shows the results obtained on the Cityscapes
dataset. Dilation10 [44], Deeplab v3 [7] and GCN [28] report in their cor-
responding papers results on the Cityscapes dataset. These results are
coherent with the ones obtained and reported in this work. FCN [9] and
U-Net [23] don’t report results on the Cityscapes dataset. However, given
that the obtained accuracies don’t differ in excess from the rest of the
networks it seems reasonable to consider that the implementations are
correct.
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mean mean
pixel iou per class

Model: accuracy accuracy accuracy
FCN32 92.54 58.05 67.29
FCN16 93.57 59.94 68.55
FCN8 93.28 59.72 68.67
U-Net 92.51 60.11 69.56

Dilation10 - Front 93.62 63.35 72.78
Dilation10 - Context 95.87 63.88 75.16
Dilation10 - Global 96.53 68.17 79.05

Deeplab 94.04 63.95 74.62
GCN 94.15 61.46 72.74

Table 5.1: Results on the validation dataset

5.2 Mammography dataset and non-adversarial
framework

After validating of the implementations, the second experiment was to
test them against the Mammography dataset. Results on the validation
set and on the test set are reported in the two tables below.

mean mean
pixel iou per class

Model: accuracy accuracy accuracy
FCN32 81.06 40.75 49.89
FCN16 79.61 42.46 53.84
FCN8 78.89 45.84 57.75
U-Net 81.19 44.17 54.48

Dilation10 - Front 93.03 57.91 67.97
Dilation10 - Context 93.46 47.65 60.74
Dilation10 - Global 93.69 50.26 64.39

Deeplab 92.79 51.56 62.11
GCN 93.36 40.07 55.63

Table 5.2: Results on the validation dataset
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mean mean
pixel iou per class

Model: accuracy accuracy accuracy
FCN8 95.55 48.75 63.16
U-Net 92.71 43.13 55.03

Dilation10 - Front 97.76 52.34 64.65
Dilation10 - Global 96.90 43.93 55.26

Deeplab 94.85 31.18 44.43
GCN 85.60 20.78 48.72

Table 5.3: Results on the test dataset

5.3 Cityscapes dataset and adversarial frame-
work

As an alternative to the use of Conditional Random Fields to reinforce the
global consistency of segmentation maps, the third experiment explored
the possibility to continue training the networks under an adversarial
framework after reaching convergence with classical one-network back-
propagation. As before, Cityscapes dataset was first used to help detect
any error in the implementation. The results obtained are displayed in
5.4. For the specific case of dilation10, this experiment was done just with
the front module, as adding the context module did not help improve the
performance on the Mammography dataset (as seen in 5.2).

mean mean
pixel iou per class

Model: accuracy accuracy accuracy
FCN8 93.25 61.44 70.30
U-Net 92.42 63.48 73.49

Dilation10 - Front 93.34 64.36 75.12
Deeplab 94.09 66.32 76.64

GCN 93.95 65.33 75.73

Table 5.4: Results on the validation dataset
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5.4 Mammography dataset and adversarial frame-
work

As a final experiment, models are trained with the adversarial method on
the Mammography dataset, aiming to improve the performance metric
values obtained in section 5.2.

mean mean
pixel iou per class

Model: accuracy accuracy accuracy
FCN8 89.40 54.67 65.01
U-Net 84.69 45.79 55.94

Dilation10 - Front 92.88 58.35 68.22
Deeplab 93.09 52.77 62.82

GCN 92.73 47.28 56.29

Table 5.5: Results on the validation dataset

mean mean
pixel iou per class

Model: accuracy accuracy accuracy
FCN8 96.13 49.05 61.79
U-Net 94.69 44.81 55.14

Dilation10 - Front 97.76 52.36 64.68
Deeplab 94.86 31.18 44.43

GCN 85.59 21.12 49.35

Table 5.6: Results on the test dataset

The best network obtained, according to the mean intersection-over-
union and mean per class pixel accuracy values, is dilation10 (front mod-
ule). Interestingly, it is not the best network in terms of pixel accuracy. As
results indicate, adversarial training seems to help improving the metrics
averaged across all classes. This increase, however, sometimes supposes
a slight decreases in terms of simple pixel accuracy.
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Discussion and conclusions

6.1 Achievements

This master thesis explores the possibility to use recent developments in
semantic segmentation and deep learning to segment Mammographies.

Due to the lack of pixel-wise annotated datasets of mammohraphies, a
new dataset has been gathered and annotated at the Science for Life Lab-
oratory, under the supervision of expert radiologists from the Karolinska
Institutet.

Three recurrent metrics for the task of semantic segmentation are used
to evaluate performance of the considered models: pixel accuracy, mean
per class pixel accuracy and mean intersection-over-union. Among these
evaluation metrics, the last two are specially relevant due to the high class
imbalance present in the mammographies.

The best performing network and therefore, the proposed solution,
uses the architecture of dilation10 [44] front module and is trained with a
combination of the classical non-adversarial training framework and ad-
versarial training. Thus, this model takes in large-sized gray-scale mam-
mohraphies and generates pixel-wise segmentation maps.

This work also shows that it is possible to reinforce consistency of the
generated segmentation maps (reflected as an increase in mean per class
pixel accuracy and mean intersection-over-union) by continuing to train
the models in an adversarial manner once convergence with the classical
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training framework has been reached. The increase of metrics that eval-
uate performance across all classes sometimes comes hand by hand with
a slight decrease in global pixel accuracy.

The main weakness of this work is that the results have been obtained
with a relatively small dataset (190 images). However, the unavailability
of pixel-wise annotated mammography datasets and the lack of bench-
mark results for this specific problem in the literature gives value to the
results obtained in this master thesis, which could be understood as a
baseline for semantic segmentation of mammographies upon which to
improve.

6.2 Future work

In this master thesis, grayscale mammographies were converted to RGB
images before being fed to the network. However, an interesting idea
would be to keep the images in grayscale format, and use the other 2
input layers to spatially encode the position of the pixel within the mam-
mography. This information could be very useful as mammographies
have always the same spatial distribution. This idea was tested at an
early stage of the master thesis and discarded because using RGB pre-
trained weights (in this case pretrained on imagenet) seemed to lead to
slightly better results. However, it seems reasonable to think that using
weights pretrained in a grayscale dataset on simple using a larger dataset
might result in this spatial encoding overtaking RGB results.

The loss function used to train all the models presented in this work
was the cross-entropy loss. This choice was made based on that this loss
function is clearly dominant in the recent semantic segmentation liter-
ature. Other loss functions such as Jaccard loss, Dice loss or Lovasz-
softmax loss [27], designed to optimize the intersection-over-union mea-
sure, remain unexplored.

Finally, the exploration of the adversarial training framework was
limited to only one discriminator architecture and a fixed weight for the
adversarial loss term. While these technical decision have sufficed to
show that this framework can be beneficial for semantic segmentation,
it is unclear if the choices were optimal. Furthermore, this type of train-
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ing provides also margin to tackle the data scarcity problem. In [16], the
authors make use of a non binary but pixel-wise discriminator to train
a segmentation network in a semi-supervised adversarial manner. This
method, which could also be applied to segment mammographies, al-
lows interleaving annotated images with non-annotated ones, permitting
the use of more data during training.
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Appendix A

Segmentation samples generated
with the best performing network

Figure A.1: Mammo dataset legend
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Figure A.2: Test image prediction examples. Images include real screen-
ing (left), human annotations (center) and network predictions (right).
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Figure A.3: Test image prediction examples. Images include real screen-
ing (left), human annotations (center) and network predictions (right).
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