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Abstract

In this thesis we investigate the use of GANs for texture enhancement. To achieve
this, we have studied if synthetic satellite images generated by GANs will im-
prove the texture in satellite-based 3D maps.

We investigate two GANs; SRGAN and pix2pix. SRGAN increases the pixel
resolution of the satellite images by generating upsampled images from low reso-
lution images. As for pip2pix, the GAN performs image-to-image translation by
translating a source image to a target image, without changing the pixel resolu-
tion. We trained the GANs in two different approaches, named SAT-to-AER and
SAT-to-AER-3D, where SAT, AER and AER-3D are different datasets provided by
the company Vricon. In the first approach, aerial images were used as ground
truth and in the second approach, rendered images from an aerial-based 3D map
were used as ground truth.

The procedure of enhancing the texture in a satellite-based 3D map was di-
vided in two steps; the generation of synthetic satellite images and the re-texturing
of the 3D map. Synthetic satellite images generated by two SRGAN models and
one pix2pix model were used for the re-texturing. The best results were pre-
sented using SRGAN in the SAT-to-AER approach, in where the re-textured 3D
map had enhanced structures and an increased perceived quality. SRGAN also
presented a good result in the SAT-to-AER-3D approach, where the re-textured
3D map had changed color distribution and the road markers were easier to dis-
tinguish from the ground. The images generated by the pix2pix model presented
the worst result. As for the SAT-to-AER approach, even though the synthetic
satellite images generated by pix2pix were somewhat enhanced and contained
less noise, they had no significant impact in the re-texturing. In the SAT-to-AER-
3D approach, none of the investigated models based on the pix2pix framework
presented any successful results.

We concluded that GANs can be used as a texture enhancer using both aerial
images and images rendered from an aerial-based 3D map as ground truth. The
use of GANs as a texture enhancer have great potential and have several interest-
ing areas for future works.
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1
Introduction

In the context of this thesis, a 3D map is a 3D representation of geographic data,
which enables a 3D visualization of the globe. These maps are used to navigate
and explore the geographic data in a 3D environment. Photo-realistic 3D maps
have many applications such as intelligence analysis, military operations, infras-
tructure, and emergency planning.

In this thesis we investigate texture enhancement in 3D maps using Genera-
tive Adversarial Networks (GANs). Specifically, we investigate texture enhance-
ment in 3D maps built from satellite images and study the use of GANs in image
synthesis techniques, aiming to enhance the satellite images.

In this chapter the studied problem and the purpose of the thesis are intro-
duced with background information, motivation, and research questions.

1.1 Background

Vricon utilizes a huge archive of satellite images of the earth to construct highly
accurate and photo-realistic 3D maps. The use of satellite images, when building
3D maps, is beneficial since they cover the whole globe and therefore the entire
world can be built in 3D.

Vricon has a history of using aerial images to construct 3D maps. Compared
to satellite images, aerial images have a greater spatial resolution, better contrast,
and contain less noise. The aerial images are also collected during a shorter time
period and use a much lower projection angle, since the distance between camera
and target is shorter. Aerial-based 3D maps are therefore more detailed and more
photo-realistic compared to satellite-based 3D maps. An example of a satellite-
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2 1 Introduction

based 3D map and an aerial-based 3D map is shown in Figure 1.1.

(a) Satellite-based 3D map.

(b) Aerial-based 3D map.

Figure 1.1: An example of a satellite-based and an aerial-based 3D map from
Manhattan, New York.

In this thesis, Vricon provides three datasets which are named SAT, AER, and
AER-3D. SAT and AER contain satellite images and aerial images respectively,
while AER-3D contains images rendered from an aerial-based 3D map. The aerial
images and the images extracted from the aerial-based 3D map cover the exact
same area as the satellite images but have much greater spatial resolution. The
poor texture quality in the satellite-based 3D maps impairs the navigation and
exploration of the geographic data in the 3D environment. By improving the
satellite images, the texture in the satellite-based 3D maps may also be improved,
which is of great interest. Since the satellite images have a correspondence with
both aerial images and aerial-based 3D maps, the main question of interest is
thus if AER or AER-3D can be used to train a model that generates new satellite
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images, in this thesis called synthetic satellite images, that will improve the tex-
ture in the satellite-based 3D maps.

To improve the 3D maps we want great level of detail without the need of
recording aerial data. An approach to achieve this is to generate high level of
details using generative adversarial networks (GANs) [12]. GANs can be used
to generate synthetic satellite images by learning a mapping from a source dis-
tribution (SAT) to a target distribution (AER or AER-3D). The GAN has a lot to
learn from the target distribution, including color adjustment, noise-reduction
and contrast enhancement.

The samples in AER and AER-3D have both a greater pixel resolution and spa-
tial resolution than the samples in SAT. A second approach could therefore be to
improve the satellite images by using a GAN that performs super-resolution (SR).
The generative model is trained to learn the true distribution of the training set
to generate a high-resolution (HR) image using one or more low-resolution (LR)
images.

Many modern computer vision tasks are addressed using a framework of
image-to-image translation learning, where a generator model is trained to trans-
late an input image into the most probable representation of an output domain.
This is the case for instance segmentation [7] and semantic segmentation [26],
among others. In these methods, the generator provides a deterministic output,
since there is only one correct answer to the provided task. Most computer vi-
sion task has however not a unique answer. In image synthesis, which is the task
of generating new images from some form of image description, the solution to
the problem is ambiguous and for each image description there exists several
correct output images. When the mapping is not unique and the input image
corresponds to several correct representations of the output domain, the output
tends to be blurry, since the generator averages over the space of valid image rep-
resentations. Both approaches above mentioned are examples of tasks that have
multiple solutions, as an image can be both super resolved and translated to mul-
tiple correct answers.

To overcome this ambiguity problem a GAN estimates a generative model via
an adversarial process by training two models at the same time, a generative and
a discriminative model. The network learns the training data distribution by a
two-player game between the generator and discriminator. The generator gener-
ates an image and the discriminator estimates the probability that the generated
image is either training data (true) or generated data (fake). This means that
the generator tries to fool the discriminator and the discriminator tries not to
be fooled. GANs have successfully been used to address a variety of image syn-
thesis problems, including both the SR and the image translation problem (e.g.,
[17, 22, 39]). In conclusion, GANs open the door of using generative modeling
to synthesize new satellite images, with aim to improve the texture in satellite-
based 3D maps.
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1.2 Aim

In this thesis we aim to investigate if synthetic satellite images generated by a
GAN will improve the texture in satellite-based 3D maps. The improvement will
be determined by qualitatively evaluating if the 3D map texture contains less
noise, has increased contrast and enhanced visible structures. Today, the texture
in satellite-based 3D maps is blurry and lacks details compared to the texture in
aerial-based 3D maps. Both AER and AER-3D contain samples that have greater
contrast and are more photo-realistic compared to the samples in SAT, but the
two datasets have different properties since AER contains aerial images and AER-
3D contains images rendered from aerial-based 3D maps. To investigate the use
of GANs as a texture enhancer, we will therefore train a model using both AER
or AER-3D as the target distribution, to generate synthetic satellite images from
samples in SAT.

1.3 Research questions

In order to achieve this aim, the report will answer these questions:

1. Can synthetic satellite images, generated by a GAN, improve the texture in
the satellite-based 3D maps?

2. Is it better to use images rendered from aerial-based 3D maps compared to
aerial images as ground truth?

1.4 Motivation

In overhead imaging (i.e. aerial and satellite), there is a general interest in per-
forming image enhancement. Even a small spatial resolution gain could poten-
tially improve the satellite image due to the great distance between camera and
target. The distance on the ground between two adjacent pixel centers in the im-
age is called ground sampling distance (GSD). Successfully upsample the satellite
images would decrease the GSD, which would be beneficial for many applica-
tions, including automatic target recognition and earth exploration. Improving
the images by removing noise and increase the image contrast without increasing
the image size is also beneficial, since sharper and more detailed satellite images
could potentially improve the 3D map construction.

Using GANs to enhance satellite images is motivated by the fact that GANs
were designed to improve existing generative models by producing better sam-
ples. Since the first model was introduced, a cascade of new methods has been
published and GANs have become a popular and successful concept. GANs have
been used in many different applications and have proven to generate realistic
samples with high image quality.
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The specific problem of improving the texture in satellite-based 3D maps is
motivated by the fact that an enhanced texture will result in a more visually re-
alistic 3D visualization of the globe. 3D maps with high quality texture will ease
the navigation and exploration of the geographic data in the 3D environment.

1.5 Delimitations

The research questions will be addressed under some restrictions. Only two
GANs will be evaluated in this thesis and while both image-to-image translation
and SR could be performed by other computer vision methods, we only consider
generating synthetic satellite images using GANs. Because of time restrictions,
the investigated GANs were only trained and applied to images capturing the
scene of one city. Only training data provided by Vricon have been used.

1.6 Thesis Outline

The theory of relevance for this thesis and a review of recent work utilizing GANs
for SR and image-to-image translation will be described in Chapter 2. A descrip-
tion of the methods used in this thesis together with a description of the utilized
datasets will be given in Chapter 3. The results from the generation of synthetic
satellite images and the re-texturing of the 3D map are presented in Chapter 4
and discussed in Chapter 5.

The methods and results related to SRGAN (Section 3.3, 3.4, 4.1) were imple-
mented and presented by Anna Birgersson, whereas the methods and results re-
lated to pix2pix (Section 3.5, 3.6, 4.2 ) were implemented and presented by Klara
Hellgren. The simulation of satellite images (Section 3.2.4), the method and re-
sults related to the re-texuring of 3D maps (Section 3.7, 4.3) were a collaboration
between both authors.





2
Theory

This chapter describes the theoretical concepts that are of specific interest for this
master thesis and provides a review of related work in generating synthetic im-
ages using GANs. This chapter will not cover the basics of deep learning, which
are assumed to be familiar to the reader. A presentation of machine learning in
general and deep learning with application in generative modelling in particular
can be found in [10].

To improve the satellite-based 3D maps, this thesis investigates the use of a
GAN as a texture enhancer. The concept of GANs is presented in Section 2.1, fol-
lowed by a review of related work in image synthesis using GANs in Section 2.2.
Both GAN-based and not GAN-based deep learning SR-methods are described
in Section 2.2.1. In section 2.2.2 the field of image-to-image translation without
changing the pixel resolution is described.

2.1 Generative Adversarial Networks

Generative adversarial networks, hereinafter abbreviated as GANs, were first in-
troduced in 2014 by Goodfellow et al. [12]. The authors presented a new frame-
work for estimating generative models via an adversarial process. The presented
GAN was composed of two deep networks called generator and discriminator. In
their paper Goodfellow et al. describe the GAN framework as a game scenario
where the generator competes against the discriminator. In the game, the gen-
erator tries to generate samples that captures the true data distribution, pdata,
whereas the discriminator tries to estimate the probability that a sample comes
from pdata rather than from the generator. In order to learn the generator’s dis-
tribution pg over data x, the authors define a prior on input noise variables, pz ,
and a differentiable mapping function G(z; θg ), where G is the generator network

7



8 2 Theory

with parameters θg . The task of G is to generate samples using noise, z, drawn
from pz . They also define a mapping function D(x; θd), whereD is the discrimina-
tor network with parameters θd , and x = G(z; θg ) is the observed variable drawn
from pg . D(x, θd)) represents the probability that x came from the data rather
than pg . The generator and discriminator are trained simultaneously to become
better at their respective task. The discriminator objective is to assign the correct
label to both true data samples and samples generated by G, and the generative
objective is to generate images with as high D(x; θd) as possible. In other words,
the objective according to [12] is a minmax game between D and G with a value
function V (G, D):

arg min
G

max
D

V (G, D) = Ex∼pdata(x)[logD(x)]+

Ez∼pz (z)[log(1 − D(G(z)))].
(2.1)

The Deep convolutional GAN (DCGAN) [28] was one of the first GANs em-
ploying convolutional structures in their networks. Previously, CNNs had seen a
huge adoption in supervised computer vision problems, but they had not been as
popularized in unsupervised learning. By adopting and modifying the CNN ar-
chitecture, the authors showed that using convolutional structures was beneficial
when learning high and low level of image features from the data distribution. In
the DCGAN architecture, both the generator and the discriminator network are
based on the All Convolutional Net [36] and contains no pooling functions, such
as maxpooling. The networks use modules in the form convolution-BatchNorm-
ReLu [16], which help stabilizing the learning and prevent the generator from
producing samples with extremely low variation. According to Goodfellow [11],
most GANs today are based on the architecture given by DCGAN.

2.1.1 Training Procedure

The GAN framework is described as a game since the two players, G and D, have
a cost that depends on the other player’s parameters, but they can only control
their own parameters during training. Since the generator wants to fool the dis-
criminator and the discriminator wants not to be fooled, the cost of each network
will depend on the parameters of both networks. During training, the genera-
tor tries to minimize Jg (θd , θg ), while only controlling θg , and the discriminator
tries to minimize Jd(θd , θg ), while only controlling θd . The solution to a game
is a Nash equilibrium. At the Nash equilibrium point Jg is at minimum with re-
spect to θg , and Jd is at minimum with respect to θd . According to Salimans et
al. [33], finding the Nash equilibrium is a a very difficult problem, since the cost
functions in (2.1) are non-convex and the parameter space is highly dimensional.

A GAN is trained using simultaneous stochastic gradient decent (SGD) by
sampling two minibatches in each step: one minibatch from pdata and one mini-
batch from pz . The discriminator will emit a probability value for both the sam-
ples from pdata and the samples generated by the generator, under the assump-
tions that half of the samples will be fake, and half will be real. Both networks are
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trained in alternating steps using a gradient-based optimization algorithm until
both models have sufficient capacity. At the Nash equilibrium, the discriminator
will not be able to distinguish between samples from pdata and samples from pg ,
and emits D(x; θd) = 1/2 for all samples.

In practice, the generative objective in Equation 2.1 does not always provide
a sufficient gradient for G and may result in a vanishing gradient problem. Early
in learning, D reject samples with a high confidence, since the performance of G
is poor. This makes the generator gradient vanish. To solve this, the generative
objective is changed to maximizing Ez∼pz (z)[log(D(G(z)))]. This is analogous to
minimizing Ez∼pz (z)[log(1 − D(G(z)))], but provides a much stronger gradient in
the beginning.

2.1.2 Conditional Generative Adversarial Networks

In the GAN proposed by Goodfellow et al, the mode of the data being gener-
ated cannot be controlled. To overcome this problem and direct the data genera-
tion process, Mirza et al. [27] proposed a conditional version of GAN, shortened
cGAN. In cGANs, the generator and discriminator are conditioned with some
additional auxiliary information, y, that is fed as an extra input layer into the
networks. As input to the generator, y is combined with the prior input noise,
pz(z), which constraint the generator to produce a certain type of samples, rather
than random samples from the noise distribution. As for the discriminator, both
y and the generated image, x, are used as input in the conditional setting. The
used loss resembles the one used by the original GAN, but conditioned with y:

arg min
G

max
D

V (G, D) = Ex∼pdata(x)[logD(x|y)]+

Ez∼pz (z)[log(1 − D(G(z|y)))].
(2.2)

CGANs have been used in various applications, where y has adopted different
modalities. In their paper, Mirza et al. used y as class labels for generation of
images containing digits. In other examples, y has been represented by an image
in image-to-image translation tasks [17] and by text in text-to-image synthesis
tasks [31].

2.2 Image Synthesis using GAN

Image synthesis is the process of generating new images from some form of im-
age description and according to Huang et. al [13] it is by far the most studied
area where GANs has been applied. Image synthesis is a challenging task, since
the solution to the problem is ambiguous and for each image description there
exists a manifold of correct output images. A typical image synthesis method
is image-to-image translation, which refers to the problem of generating a new
output image from an input image, according to a specific training set. Image-to-
image translation aims at transforming the images in one domain to obtain the
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same style and characteristics as the images in the other domain, by learning a
joint distribution of the two domains.

Another method for synthesizing images is performing SR. SR-methods aims
to generate a HR image from one or more LR images by increasing both the spatial
resolution and the number of pixels per unit area. SR algorithms are often classi-
fied based on the number of LR images that are used: one image refers to single
image super resolution (SISR) and multiple images to multi-image super resolu-
tion (MISR). In this thesis, the focus will be on SIRS. We refer the task of generat-
ing super resolved images as a separate image synthesis problem, although it can
be described as an image-to-image translation task. Recent work, which will be
presented further below, have been presented when image synthesis is performed
using both SR-methods and image-to-image translation methods.

2.2.1 Image Synthesis by Performing Super Resolution

Deep learning was introduced to address the ill-posed SR-problem in 2014 by
Dong et al. [8], where multiple correct solutions exist to the same LR image. In
their paper, they proposed a network called SRCNN, which is an end-to-end map-
ping between an interpolated LR image and a ground truth HR image. SRCNN is
a shallow CNN and the network consists of three layers that perform patch extrac-
tion and representation, non-linear mapping, and reconstruction. The LR image
is first upscaled by bicubic interpolation to a size determined by the HR image,
and the interpolated LR image is used as input to the CNN. In the first layer the
image is divided into overlapping patches and each patch is represented as a high
dimensional vector. These high dimensional vectors are then fed into the second
layer, where a non-linear mapping is performed. The final HR image, mentioned
as SR image, is reconstructed in the last layer. Mean squared error, MSE, is used
as a loss function during training, and is calculated between the SR image and
the ground truth HR image. MSE favors a high peak-signal-to-noise ratio, PSNR,
which is a common quantitatively evaluation for SR-methods. SRCNN presented
promising results that were superior to previous SR methods.

Despite the successful results, SRCNN still has some limitations. One limita-
tion is the small receptive field. SRCNN uses a receptive field of 13x13 pixels,
which is often not sufficient to reconstruct finer details, especially when upscal-
ing images. Two other limitations are that the training converges slowly, and that
one model only work for one specific upscaling factor. Kim et al. [19], addressed
these problems and proposed a method called VDSR, which outperformed SR-
CNN. VDSR is the first very deep convolutional neural network for SR and con-
sists of a 20-layer deep VGG [35] with a receptive field of 41x41 pixels. To speed
up the training, the authors used residual learning and a high learning rate that
initially was 104 times higher compared to the learning rate used in SRCNN. To
avoid a vanishing gradient and stabilize the training, gradient clipping was used.
Just as in SRCNN, a bicubic upsampled LR image is used as input to the network
and VDSR uses MSE as loss function. To be able to super resolve an image by
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different scale factors, the training is performed on interpolated LR images of dif-
ferent scales.

Another problem with SRCNN is that the LR image needs to be upsampled be-
fore it enters the network. The training is therefore performed in high resolution
space, which gives high computational costs and is time consuming. In [34], Shi
et al. addressed this problem and proposed the Efficient Sub-Pixel Convolutional
Neural Network, ESPCN, that was the first network capable of real-time SR of a
1080p video. In contrast to SRCNN, ESPCN uses the original LR image as input
to the network and learns to upscale the LR image during the training. ESPCN
includes the upsampling in the network architecture by introducing a sub-pixel
convolutional layer in the end of the network. The sub-pixel convolutional layer
performs the calculations in LR space by first increasing the channels in the LR
feature maps and then reshape them into a HR feature map that generates the
HR output image.

The recovering of high frequency details is limited when MSE loss is used
and the evaluation is measured by PSNR. PSNR is calculated pixel-wised and ac-
cording to Ledig at al. [18] the reconstructed image with the highest PSNR do
not always correspond to the best reconstructed and most perceptually satisfy-
ing result. In practice, a pixel-wise loss may provide blurry results, especially
in high frequency structures. To overcome this problem, a loss based on fea-
tures extracted from a pre-trained classification network was introduced to the
SR field. The loss evaluates the difference between images based on features ex-
tracted from a pre-trained classification network, such as a VGG network. John-
son et al. [18] proposed a perceptual loss in their paper, where they mainly per-
formed style transfer from one image domain to another, but they also did some
successful SR experiments using the perceptual loss. They showed that utilizing
a perceptual loss generates better result, since the output image is encouraged to
be perceptual similar to the target image, rather than having a perfect pixel-wise
match.

GANs were introduced to the SR-field by Ledig et al. in [22] with a method
called SRGAN that upscales the LR images with a factor of 4. SRGAN is a cGAN
and uses a perceptual loss that is a combination of the loss suggested by Jonson
et al. [18], mentioned as VGG content loss, and the traditional adversarial loss.
The VGG content loss measures the Euclidean distance between the high level
feature maps of the HR image and the SR image, and the adversarial loss ensures
that the SR image is similar to the image manifold. The high level feature maps
are generated from the classification network VGG19, pre-trained on the Ima-
geNet dataset1. The generator network of SRGAN is a deep CNN that consists of
residual blocks and the upsamling is performed in the end of the network by the
sub-pixel convolutional layer proposed by Shi et al. [34]. In their paper the au-
thors of SRGAN reconstructed downsampled HR images on public datasets and

1http://www.image-net.org/
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provided promising results using the perceptual loss, where the super resolved
images were similar to the natural image manifold. They also performed a com-
prehensive mean-opinion-score (MOS) that proved that SRGAN outperformed
the other mentioned SR techniques based on perceptual quality.

It is of great interest to perform SR on overhead images. If the overhead image
is successfully upscaled the ground sampling distance (GSD) may be decreased.
For our knowledge only one method using the combination of a GAN and SR to
overhead images has been proposed. This method was proposed by Bosch et al.
in [4], and the authors performed SR with a scale factor of 8 on overhead images
(i.e. aerial and satellite). The authors used a densely connected network in their
generator architecture, and their model was trained using a loss combined of an
adversarial loss, a L1 content loss, and a VGG content loss. In comparison to
SRGAN, the VGG content loss was calculated using high level features from a
VGG16 network. The network provided encouraging results and the network
was able to recover structures and increase the image quality in the overhead
images. The training pairs were generated by downsampling of satellite images
and thus, the network was not able to improve the GSD in the HR images.

2.2.2 Image Synthesis by Performing Image-to-image
Translation

Many modern computer vision tasks are addressed using a framework of image-
to-image translation learning, where a generator model is trained to translate an
input image into the most probable representation of an output domain. In the
field of image synthesis, these tasks can be anything ranging synthesizing faces
in different poses [14] to translating an image of a horse into an image of a zebra
[18]. The use of GANs when estimating an image-to-image translations, in both a
supervised and an unsupervised setting, has been extensively studied and is now
widely adopted.

In 2016 Isola et al. [17] presented a supervised image-to-image translation
method that utilizes a GAN conditioned on the input image. The authors named
their method pix2pix and they presented a groundbreaking framework that could
be used to learn a mapping between any two images, which maintain the same
structure. Previous image-to-image translation methods used a generator with
an encoder-decoder architecture. In such generator networks, the image is pro-
gressively downsampled by the encoder until a bottleneck layer is reached, from
where the process is reversed, and the image is upsampled again by the decoder.
The problem with the encoder-decoder architecture is that much low-level in-
formation is lost during the process. Pix2pix instead uses a generator with the
U-net based architecture presented in [32]. Unlike the regular encoder-decoder
networks, the U-net incorporates skip connections between the encoder layers
and the decoder layers. With these connections, low level features are preserved
during the process, since the features captured during downsampling in the en-
coder layers are added to the features captured during upsampling in the decoder
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layers. As for the discriminator, pix2pix makes use of a PatchGAN architecture
[23]. A PatchGAN determines if a generated image is real or fake by evaluat-
ing smaller patches of the image. The PatchGAN first determines a score for each
patch and then provides the ultimate output of the discriminator by averaging all
the scores. The use of a PatchGAN architecture encourages the generator to pro-
duce images with high frequency correctness, since the generated images must
be realistic even in local patches of the image. The authors also showed that com-
bining the traditional conditional adversarial loss in (2.2), with a pixel-wise loss
produced more spatially consistent results. The pixel-wise loss is calculated be-
tween the target image, y, and the generated image, G(x, z), and is defined by the
authors as LL1 = Ex,y,z[||y − G(x, z)||]. In pix2pix, the generator is trained to mini-
mize both LL1 and the traditional conditional adversarial loss. The total objective
of their solution is given in (2.3), where λ is a scalar weight that determines the
impact of the pixel-wise loss.

G∗ = argmin
G

max
D
LcGAN (G, D) + λLL1(G). (2.3)

Since the initial release, pix2pix has been utilized and modified to solve many
different image-to-image translation tasks. Some of the applications have been
improvement of tasks previously addressed by the authors, such as automatic
colorization [15] or image enhancement [25], and others have been new applica-
tions such as in medical imaging [2, 5, 23, 38]. Another well evaluated task us-
ing the pix2pix framework is performing image-to-image translation on geospa-
tial data. Both [1] and [29] solved the non-linear and undercontrained task of
reconstructing hyperspectral images from aerial color images, by extending the
pix2pix framework to predict 31 spectral bands from an input RGB image. The
inverse mapping of synthesizing RGB images from their spectral counterparts is
well defined, and in both papers, the authors could use perfectly aligned image
pairs (RGB and hyperspectral) to train their GAN. In [9], the pix2pix input chan-
nel was instead modified to be compatible with three visible light bands and one
near-infrared band and the image-to-image framework was used to remove thin
clouds from satellite images. In the used dataset, the access of training pairs was
limited and some areas, such as forest and the sea, were over-represented. The
authors solved the training pair problem by simulating clouds in their cloud-less
images using noise. As for the problem of bias in the training dataset, they uti-
lized the t-Distributed Stochastic Neighbor Embedding [30] to sample images by
categories to avoid overfitting in certain area categories. Also [21] presented a
method based on pix2pix for automatic change detection in season-varying re-
mote sensing images, such as images obtained by Google earth. The task was
to find a difference map that only corresponded to appearance of new or disap-
pearance of existing objects in a scene. The pix2pix framework was therefor used
to transform one of the images into the domain of the other image, to neglect
changes caused by brightness variations, season specific changes and other spe-
cific object changes.
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Collecting parallel data for supervised image-to-image translation methods
can be both hard and time consuming. In unsupervised image-to-image transla-
tion, the generative model does not need paired training data from the input and
output domains. The goal is instead to relate two domains, using a source set and
a target set with no information provided as to which samples in the two sets that
matches each other. In [39], Zhu et al. presented a GAN for estimating an image-
to-image translation in an unsupervised setting. The authors called their method
CycleGAN, and they addressed the problem of estimating a translation in an un-
supervised setting by extending the model topology to consists of two generators
and two discriminators. The generators and discriminators are trained simulta-
neously to learn a translation that is "cycle consistent". During training, input
images are translated to the opposite domain by one of the generators and then
translated back to the original domain by the other. The reconstructed image that
is translated back shall arrive back in the original image domain and be identical
to the input image. To achieve this, Zhu et al. applied adversarial losses to both
mapping functions and an additional L1 loss between the reconstructed image
and its corresponding input image. By applying an L1 loss, which they called
cycle-consistency loss, the model is further restricted from making structural
changes to the input image. In CycleGAN, the generator architecture is based
on a network architecture that previously have been used for style-transfer and
super-resolution [18] and consists of several ResNet blocks. As for the discrimi-
nators, CycleGAN uses the same PatchGAN architecture as presented by Isola et.
al [17]. In their paper, the authors demonstrated that their method could be used
in several different applications, including turning labels into photos or translat-
ing day images to night images, among others. As for applications on geospatial
data, the CycleGAN architecture has shown promising results when estimating
a translation from map to overhead imagery (i.e. aerial or satellite) and vice versa.

Obtaining suitable data is substantially easier for unsupervised methods, but
the unpaired setup may lead to inferior results. Since there is no ground truth,
regularization is a major challenge when training unsupervised methods. The
problem becomes highly unconstrained, and the procedure often lead to mode
collapse, which is when the model generates samples with very low variety. An-
other problem is that when translating the input image to the output domain, the
generator may make unwanted structural changes.
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This chapter provides a detailed description of the different methods used in this
thesis. The chapter explains both the process of generating synthetic satellite im-
ages using two different GANs and how the synthetic satellite images are used to
re-texture the 3D maps. We provide a system overview, in which the training and
testing procedure is explained, and describe the datasets used for learning. The
architecture of the two GANs is also explained in detail.

First, a system overview is presented in Section 3.1, followed by a descrip-
tion of the utilized datasets in Section 3.2. Thereafter, the architecture of the
two GANs are explained in Section 3.3 and Section 3.5, respectively. The genera-
tion of synthetic satellite images using the two GANs is described in Section 3.4
and Section 3.6. Finally, this chapter ends with a description of the re-texturing
procedure in Section 3.7.

3.1 System Overview

Satellite-based 3D maps provided by Vricon are generated by first performing
3D reconstruction and then the source satellite images are used to texture the 3D
model. To improve the texture in these 3D maps, we have investigated the use
of two different GANs: SRGAN and pix2pix. SRGAN aims to enhance the satel-
lite image, by generating a super resolved image from a low resolution image.
Pip2pix performs image-to-image translation by translating a source image to a
target image, without changing the pixel resolution.

The deep learning frameworks for the two GANs were implemented in Python
using the Tensorflow backend. As for the SRGAN, the framework was written
using the Keras library. No library was used for the pix2pix. To train the in-

15
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vestigated GANs, three datasets named SAT, AER and AER-3D were used. All
used datasets contain images capturing the scene of Manhattan and are provided
by the company Vricon. SAT and AER consist of satellite and aerial images, re-
spectively, while AER-3D consists of images rendered from aerial-based 3D maps.
Since 3D maps visualize the geographic data in a 3D environment, images can be
rendered from an arbitrary position. The samples in AER-3D are therefore ren-
dered to capture the exact same scene as the samples in SAT.

In this thesis, we have investigated if AER or AER-3D can be used as ground
truth to enhance the satellite images in SAT, by using two different approaches.
In the first approach, referred as SAT-to-AER, samples from AER are used as
ground truth. In the second approach, referred as SAT-to-AER-3D, samples from
AER-3D are instead used as ground truth. Both SRGAN and pix2pix have been
trained to draw samples from both the AER distribution and the AER-3D distri-
bution. When AER-3D is used as the target domain, samples from SAT and corre-
sponding samples from AER-3D are used as training pairs. When instead AER is
used as the target domain, there exists no alignment between samples from AER
and samples from SAT, since they have different projection angles. Therefore, we
have developed a process called Sat-Sim (described in Section 3.2.4), which cre-
ates a new dataset for learning by simulating satellite images using samples from
AER.

To generate synthetic satellite images, the system is built of two subsystems: a
training system and a testing system. SRGAN and pix2pix share the same system
architecture, and an illustration of the training and testing system for the SAT-to-
AER-3D approach is presented in Figure 3.1. The SAT-to-AER approach follows
the same procedure but uses different input and ground truth images.

The training system is based on the traditional GANs training procedure, de-
scribed in Section 2.1.1. The GAN training framework is described as a game,
where the generator competes against the discriminator. In short, the generator
is trained to produce synthetic images that resemble real images and at the same
time, the discriminator is trained to judge which pair of images that are real or
fake, by judging both a pair of a satellite image with a ground truth image and a
pair of a satellite image with a synthetic satellite image.

In the testing system, the trained GAN generate a synthetic satellite image
from an input satellite image. The synthetic satellite image has twice the pixel
resolution when SRGAN is used and the same pixel resolution when pix2pix is
used. After generating the synthetic satellite images, the corresponding 3D map
is re-textured. The re-texturing procedure is provided by Vricon.
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(a) Training system: the generator is trained to fool the discriminator by generating
realistic synthetic satellite images. At the same time the discriminator is trained to
judge which pair of images that are real or fake, by judging both a pair of a satellite
image from SAT with a ground truth image from AER-3D and a pair of a satellite image
from SAT with a synthetic satellite image.

(b) Testing system: the trained network is used to generate a synthetic satellites image.
The synthetic satellite images are then used to re-texture its corresponding 3D map.

Figure 3.1: An overview of the system of generating synthetic satellite im-
ages in the SAT-to-AER-3D approach. The system is built of two subsystems;
a training system and a testing system. SRGAN and pix2pix share the same
system architecture but have different generator and discriminator architec-
tures.

3.2 Image Synthesis - Datasets

The images in the datasets are provided by either satellite imaging or aerial imag-
ing. The techniques behind the two methods differ and the images are beneficial
for different applications. In satellite imaging, photographs of the earth are taken
from a high altitude using optical remote sensing satellites. These sensors detect
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electromagnetic energy that is reflected from the earth surface, often reflected
sunlight. In airborne imaging, photographs are instead captured from an aircraft
or other flying objects. Since the satellite photographs are taken from higher alti-
tude than the aerial photographs it allows for greater area coverage, which makes
it suitable for large-scale applications and permits images of inaccessible areas.
The aerial images instead cover smaller areas but cost less and have higher reso-
lution. The aerial images are collected at a much shorter period of time and are
therefore less affected by artifacts caused by motion, such as moving objects (e.g.
vehicles). A basic illustration of the concept of the two imaging techniques is pre-
sented in Figure 3.2.

Figure 3.2: A basic illustration of the concept of satellite imaging and air-
borne imaging. In satellite imaging, photographs of the earth are taken from
a high altitude, thereby covering greater areas compared to photograph cap-
tured from aircrafts or other flying objects.

3.2.1 SAT

The SAT dataset consists of 59 satellite images with resolution of approximately
42500x36800 pixels, captured by the WorldView-3 (WV03) earth satellites owned
by DigitalGlobe1. A Satellite image is generated by using two images, a multispec-
tral image and a panchromatic image. The multispectral image covers the visible
and infrared bands in the electromagnetic spectrum. The panchromatic image is
a black and white image with a single band that is generated by combining the
information of all the bands in the multispectral image. The panchromatic im-
age has a higher spatial resolution than the individual bands in the multispectral
image, since the panchromatic image contains the total energy in the visible and
infrared spectra. WV03 provides a GSD of 0.31 m/pixel in the panchromatic im-
age and 1.24 m/pixel in the multispectral image.

To get both the spectral resolution from the multispectral image and the spa-
tial resolution from the panchromatic image, the images are fused in a process

1https://www.satimagingcorp.com/satellite-sensors/worldview-3/
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called pan-sharpening. This causes artifacts in the satellite images, since the
bands have a small difference in data collection time and the panchromatic im-
age has a much lower GSD than the multispectral image. The satellite images
also contain noise and are affected by light-wave scattering from haze, water va-
por and particles in the atmosphere. An example collection of samples from SAT
is shown in Figure 3.3.

Figure 3.3: Samples from the SAT dataset.

3.2.2 AER

The AER dataset consists of 10630 aerial images, with a resolution of 5616x3744
pixels. The aerial images are generated from aircrafts and have a GSD of 0.045
m/pixel. AER contains images taken from five different camera angles, and thus
the dataset contains multiple images covering the same area. An example collec-
tion of samples from AER is shown in Figure 3.4.
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(a) Camera 1. (b) Camera 2. (c) Camera 3.

(d) Camera 4. (e) Camera 5.

Figure 3.4: Samples from the AER dataset, all five camera angles.

3.2.3 AER-3D

The AER-3D dataset consists of 59 images, which are rendered from an aerial
based 3D map built using the images in AER. The rendered images capture ex-
actly the same scene as the samples in SAT, but have GSD of 0.155 m/pixel, which
is 8 times greater than the GSD of the satellite images. Even if the samples in
AER-3D and the samples in SAT capture the same scene, there are inconsisten-
cies between the datasets. These are caused by appearance variations between
SAT and AER, but also by artifacts that appear when building the 3D maps. An
example collection of samples from AER-3D is shown in Figure 3.5.
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Figure 3.5: Samples from the AER-3D dataset.

3.2.4 Simulation of Satellite Images

We have developed a process, which we have named Sat-Sim, which creates a new
dataset for learning by processing the samples in AER to resemble the samples in
SAT. This was done by simulating new images based on common artifacts present
in satellite images (described in Section 3.2.1). The simulation was done by first
synthesizing a panchromatic image and an RGB image, and then fusing them
together using the pan-sharpening process. We validated the simulation process
by qualitatively measuring the similarity between the simulated satellite images
and the samples from SAT. The Sat-Sim procedure is explained further below.

Sat-Sim

To simulate the panchromatic images, the aerial images were first converted to
the YUV-color space, where the luma component (Y-channel) was used to repre-
sent the panchromatic image. To simulate the lower spatial resolution in satellite
images, the panchromatic image was downsampled by factor 4 and then upsam-
pled again using bicubic interpolation. Artifacts caused by the atmosphere were
simulated by adding white Gaussian noise and an atmospheric offset to the luma
component.

The RGB images were simulated by first downsampling the aerial images by
a factor of 4 to resemble the difference in resolution between the panchromatic
image and the R, G, B bands in the multispectral image. To simulate color shifts
caused by differences in data collection time between each band, all pixel values
in all channels were randomly shifted one pixel in the vertical or the horizontal
direction. Artifacts caused by the atmosphere were also simulated in the RGB im-
ages. This was done by adding white Gaussian noise and an atmospheric offset to
the simulated R, G and B channels separately, since the impact of the atmosphere
is different for each band in the multispectral image.

Finally, the satellite images were simulated by fusing the simulated RGB im-
ages and the simulated panchromatic images in the pan-sharpening process, us-
ing a function provided by Vricon. Figure 3.6 show examples from the satellite
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image simulation process.

(a) (b) (c) (d)

Figure 3.6: Examples from the satellite image simulation process. a: Orig-
inal aerial image. b: Simulated panchromatic image. c: Simulated RGB
image. d: Simulated satellite image.

3.3 SRGAN

SRGAN, proposed by Ledig et al. [22], has shown to be a popular and effective
network, producing super resolved images according to the natural image mani-
fold. In this master thesis, SRGAN is therefore investigated for the generation of
synthetic satellite images. The use of SRGAN is also motivated by the fact that
the model utilizes a non-pixel wise content loss in combination with an adversar-
ial loss. This is beneficial, since there are sometimes large pixel-wise differences
between the datasets used in the training, particularly between the satellite im-
ages and images rendered from the aerial-based 3D maps. As a starting point, an
open source implementation2 was used and then modified for our purposes.

3.3.1 Network Architecture

Similar to the DCGAN described in Section 2.1, SRGAN consists of two networks;
a generator network and a discriminator network. Both networks are CNNs built
by blocks, where the generator architecture consists of residual blocks and the
discriminator architecture is based on the traditional DCGAN discriminator ar-
chitecture. In SRGAN, no input noise is provided to the generator during train-
ing and the only input is an LR image. The generator and discriminator structure
are further explained in the sections below.

Generator Architecture

The generator network aims to generate an SR image from an LR image that is
as similar as possible to the corresponding HR image. In contrast to the original
paper, we investigated an upsampling by a factor 2, since it would be a sufficient
improvement for the synthetic satellite images. In this thesis, LR images with size

2https://github.com/eriklindernoren/Keras-GAN/tree/master/srgan
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256x256x3 are used and thus the generated SR images have the size of 512x512x3.
The main components in the generator are B identical residual blocks. We used
B=16, which is the number of blocks suggested by the inventors of SRGAN. A
block consists of a convolutional layer with a 3x3 kernel and 64 feature maps,
followed by a batch normalization layer, PreLU activation function, a similar con-
volutional layer and last a batch normalization layer. As suggested in the original
paper, skip connections are used in the network to access low level feature maps
in the generation of the SR image. The skip connections are both located between
the input and output in each residual block, and between the input of the first
residual block and the output of the last residual block.

SRGAN uses the sub-pixel convolutional layers proposed by [34] (described in
section 2.2.1) in the end of the network to increase the image resolution by super
resolving the image from the LR feature maps. In the last layer, the upsampled
feature maps enter a 9×9 convolutional layer with three filters, which generate
an RGB image. The full architecture of the generator is presented in Table 3.1.

Table 3.1: Generator architecture of SRGAN.

Name Block Filters Filter
Size

Stride

Pre-Res Conv-PreLU 64 9x9 1
Res 1 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 2 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 3 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 4 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 5 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 6 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 7 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 8 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 9 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 10 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 11 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 12 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 13 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 14 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 15 Conv-BN-PreLU-Conv-BN 64 3x3 1
Res 16 Conv-BN-PreLU-Conv-BN 64 3x3 1
Post-Res Conv-BN 64 3x3 1
Upsamp 1 Conv-Upsamp-LReLU 256 3x3 1
Out RGB Conv 3 9x9 1

Discriminator Architecture

The architecture of the discriminator is based on the DCGAN architecture (de-
scribed in Section 2.1). We used the discriminator suggested by the inventors of
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SRGAN, which consists of 8 convolutional blocks and two dense blocks. Each
convolutional block consists of a convolutional layer followed by batch normal-
ization and a LeakyReLU activation function. Each convolutional layer in the
block has a kernel size of 3x3. The first convolutional block has 64 filters and
in the following blocks, the number of filters is increasing by a factor of 2. Each
time the feature maps are doubled, strided convolution with factor 2 is used to
reduce the image pixel resolution. In the discriminator network, all LeakyReLU
have a slope of 0.2. After the last convolutional block, the two dense blocks are
applied. In the first dense block, the feature maps are flattened, and a dense layer
followed by a LeakyReLU activation function is applied. In the final dense block,
a sigmoid function is used to provide the classification. The full architecture of
the discriminator is presented in Table 3.2.

Table 3.2: Discriminator architecture of SRGAN.

Name Block Filters Filter
Size

Stride

Block 1 Conv-LReLU 64 3x3 1
Block 2 Conv-BN-LReLU 64 3x3 2
Block 3 Conv-BN-LReLU 128 3x3 1
Block 4 Conv-BN-LReLU 128 3x3 2
Block 5 Conv-BN-LReLU 256 3x3 1
Block 6 Conv-BN-LReLU 256 3x3 2
Block 7 Conv-BN-LReLU 512 3x3 1
Block 8 Conv-BN-LReLU 512 3x3 2
Dense 1 Dense-LReLU 1024 1x1 1
Dense 2 Dense-Sigmoid 1 1x1 1

3.3.2 Loss Functions

In addition to the objective presented in the original paper, we investigated a
perceptual loss consisting of a VGG content loss, an adversarial loss, and a L1
content loss. The VGG content loss aims to minimize the difference between
the HR image and the SR image based on high level features from a pre-trained
VGG19. The adversarial loss aims to push the super resolved image to be more
photo-realistic and similar to image manifold. To make the training of the net-
work more stable, we introduced an additional L1 content loss in the perceptual
loss.

Generator Loss

The generator uses a perceptual loss composed of an adversarial loss, a VGG con-
tent loss, and an additional L1 content loss. The adversarial loss aims to minimize
the cross entropy for the adversarial training and push the SR image to be more
photo-realistic and closer to the image manifold. To achieve this, the generator
network tries to fool the discriminator network by generating realistic SR images.
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The VGG content loss is calculated using high level feature maps extracted from a
VGG19 pre-trained on ImageNet. φi,j represent the feature map of the j:th convo-
lution layer before i:th layer of max pooling. The VGG content loss is measured
by the squared difference between the activated feature map of the HR image
and the activated feature map of the SR image. The L1 content loss is calculated
pixel-wise between the SR image and the HR image. To balance between the loss
functions, the coefficients γ , α and λ are used. The final generator objective is
given as:

LGSRGAN (G, D) = γLGadv(G, D) + αLVGG(G) + λLL1(G)

= γEILR∼pdata(ILR)[log(1 − D(ILR, G(ILR)))]

+αEIHR,ILR∼pdata(IHR,ILR)[||φi,j (IHR) − φi,j (G(ILR))||2]

+λEIHR,ILR∼pdata(IHR,ILR)[||IHR − G(ILR)||1]

(3.1)

Discriminator Loss

The discriminator is optimized simultaneously with the generator to maximize
the adversarial training, where the discriminator aims to provide the correct la-
bel to the generated SR images and the ground truth HR images. The discrimi-
nator uses a cross-entropy loss and is trained as a classifier. Classifying images
is a much simpler task than generating new images and the discriminator there-
for learns much faster than the generator. To slow down the training, the dis-
criminator loss is divided by a factor of 2, as suggested by Isola et al. [17]. The
discriminator objective is given as:

LDSRGAN (G, D) =
1
2
EILR,IHR∼pdata(ILR,IHR)[log(ILR, IHR)]+

1
2
EILR∼pdata(ILR)[log(1 − D(ILR, G(ILR)))]

(3.2)

3.3.3 Training

For the optimization we used the Adam optimizer [20] for both the discriminator
and the generator. The configuration of Adam is determined by the parameters
β1, β2 and the learning rate. The generator and the discriminator were updated
in alternated steps during the training. For each iteration, the model was trained
using random samples from the used dataset, where the number of samples were
determined by the batch size. For each training pair, we performed data augmen-
tation by doing random horizontal flipping. We also normalized both the LR im-
age and the HR image to be between [-1,1] to balance the training. We trained the
network with different batch sizes to decide the setting. We also experimented
with different VGG19 activation layers for the VGG content loss, which however
did not improve the quality of the synthetic satellite images. We decided to use
the activated feature map of the 5:th convolution layer before 4:th layer of max
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pooling. According to Ledig et al. [22], using higher level feature maps for the
content loss in SRGAN provides better texture details compared to using lower
level feature maps. The used parameter settings when training SRGAN are listed
in Table 3.3.

Table 3.3: Parameter settings when training SRGAN.

Parameter Setting
β1 0.9
β2 0.99
Learning rate 0.0001
Batch size 1
VGG-layer φ5,4

3.4 Generation of Synthetic Satellite Images using
SRGAN

We have investigated the use of SRGAN for generating synthetic satellite images
that have been upsampled by a factor of 2. We trained our model in two ap-
proaches, where the images in AER were used as HR images (ground truth) in
the first one, and the images in AER-3D in the second one. The first approach
was also investigated using a network pre-trained on the COCO dataset3.

3.4.1 SAT-to-AER

In the SAT-to-AER approach, we investigated the performance of SRGAN using
both a pre-trained model and models that were trained using images from AER
as HR images. The training of SRGAN (and SR-methods utilizing deep learning
in general) is often performed with training pairs generated by first applying a
Gaussian filter and then downsampling a HR image by some traditional method,
such as bicubic interpolation, to get the corresponding LR image. The traditional
method of generating a corresponding LR image does not take common artifacts
in satellite images into account. We therefore investigated if the performance
of our network could be improved by modifying the procedure of generating
training pairs. Since no alignment existed between images from SAT and images
from AER, the LR image was generated from a corresponding HR image in two
different ways: by bicubic interpolation or by simulation. We used γ = 10−3 as
suggested by Ledig et al. [22] for all experiments in the SAT-to-AER approach.
The used datasets and model configurations are further described in the sections
below.

3http://cocodataset.org
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Baseline model

At first, a SRGAN model from open source4 was applied to the satellite images in
SAT and used as a baseline model (id: 1-SRGAN-bl). This model was pre-trained
using training pairs from the COCO dataset, where the training pairs were gen-
erated by the traditional approach of downsampling the HR-image by bicubic
interpolation to get the corresponding LR image. In contrast to the SRGAN archi-
tecture described in Section 3.3.1, this model performed upscaling by a factor of
4.

LR images generated by traditional approach

We also investigated if the network performance could be improved by instead
using training pairs generated from AER, since the samples from AER resembled
the satellite images more than the images in the COCO dataset. In this model (id:
1-SRGAN-bc), images from AER were used as HR images and the corresponding
LR images were obtained by bicubic interpolation, just as the traditional SRGAN
approach. Since the images in AER have a lower GSD compared to the images in
SAT, the HR images were obtained by downsampling the images in AER so that
they received half the GSD as the satellite images. The LR image were generated
by downsampling the HR image in order to fit the SRGAN architecture described
in Section 3.3.1.

LR images generated by simulation

Instead of using LR images generated by bicubic interpolation, we investigated
if using LR images simulated to resemble satellite images would improve the net-
work performance. The LR image was simulated according to the Sat-Sim process
described in Section 3.2.4, and to generate a training pair, the simulated satellite
image was downsampled to get the same GSD as the samples in SAT. The corre-
sponding image from AER, used as HR image, was also downsampled, but to get
the double pixel resolution and half the GSD as the simulated satellite image.

We first investigated a model trained with the model configurations suggested
by the authors (id: 1-SRGAN-A). During training, the generated images were of-
ten affected by undesired artifacts, especially in very bright and very dark areas.
Bright areas, such as roofs, facades and white cars, were often adjusted by the
network to be completely white, whereas dark areas, such as regions containing
shadows, were corrected to become black blobs. If a model was chosen after a
fewer iterations, the artifacts were less but the quality in the HR image was worse
compared to a model trained with more iterations.

To address the problem described above, we trained a model (id: 1-SRGAN-B)
in the same procedure as before, but we applied a pixel-wise L1 content loss in
addition to the VGG content loss and the adversarial loss. We experimented on

4https://github.com/deepak112/Keras-SRGAN
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how to weight the impacts of the additional L1 content loss and we found that
using a ratio of 1 : 10−3 : 10−2 between the VGG content loss, adversarial loss
and L1 content loss provided the best results. Lastly, we also investigated the
performance of a model (id: 1-SRGAN-C) trained with only the pixel-wise L1
content loss and the adversarial loss.

Datasets

Three different datasets were used to train the models described above. The base-
line model was trained by training pairs generated from the COCO dataset. The
second and third dataset contains training pairs from the AER dataset. A training
pair was generated by dividing the images into smaller patches to fit the SRGAN
architecture. Patches that were too dark, caused by for example shadows, were au-
tomatically removed from the training dataset. Also patches that only contained
water were manually removed. The LR image in a training pair was generated by
bicubic interpolation in the second dataset and by the Sat-Sim simulation in the
third. All datasets are presented in Table 3.4 and the Figures 3.7 and 3.8 show
samples from the SAT2AER-S-bc and the SAT2AER-S dataset.

Table 3.4: Used datasets in the SAT-to-AER approach utilizing SRGAN.

Id City # of imgs LR img size Simulated
LR img

COCO - 800 96x96x3 Bicubic
SAT2AER-S-bc Manhattan 8095 256x256x3 Bicubic
SAT2AER-S Manhattan 8095 256x256x3 Sat-Sim
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(a) LR image. (b) HR image.

Figure 3.7: Training pair from SAT2AER-S-bc. The LR image is generated by
bicubic interpolation and the HR image has the double pixel resolution and
half the GSD as the LR image.

(a) LR image. (b) HR image.

Figure 3.8: Training pair from SAT2AER-S. The LR image is simulated by
the Sat-Sim procedure and the HR image has the double pixel resolution and
half the GSD as the LR image.
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Model configurations

An overview of the model configurations that were used in the SAT-to-AER ap-
proach utilizing SRGAN is presented in Table 3.5. Each model was trained until
the loss converged. We assured that the models were successfully trained by con-
trolling that the model managed to restore all information in the super resolved
images. Which model configurations to use was based on both the loss conver-
gence and qualitatively measurement. We especially studied structures thought
to impact the texturing, such as house facades, windows, roofs and road markers
that are of specific interest when improving the texture in a 3D map.

Table 3.5: The different model configurations that was tested in the genera-
tion of synthetic satellite image using SRGAN in the SAT-to-AER approach.

Id Dataset α, λ, γ Upscale Iterations
1-SRGAN-bl COCO 1, 0, 10−3 4X 3 000
1-SRGAN-bc SAT2AER-S-bc 1, 0, 10−3 2X 35 000
1-SRGAN-A SAT2AER-S 1, 0, 10−3 2X 47 100
1-SRGAN-B SAT2AER-S 1, 10−2, 10−3 2X 47 200
1-SRGAN-C SAT2AER-S 0, 1, 10−3 2X 38 600

3.4.2 SAT-to-AER-3D

In the SAT-to-AER-3D approach we investigated the performance of SRGAN us-
ing images from AER-3D as HR images and images from SAT as LR images. The
samples in SAT and AER-3D are aligned and a training pair captures the same
scene of Manhattan. Even though the utilized datasets contain aligned images,
the training pairs do not overlap perfectly. For example, non-static object, such
as vehicles, may not occur in both images in a training pair. The utilized datasets
and the model configurations tested are further described in the sections below.

Baseline model

At first, we trained a SRGAN model using the model configurations suggested by
the authors. This model will be referred to as our baseline model (id: 2-SRGAN-
bl). The baseline model was trained with a perceptual loss consisting of a VGG
content loss and an adversarial loss. The images in AER-3D were first downsam-
pled using bicubic interpolation to get the double pixel resolution and half the
GSD compared to the images from SAT.

Investigation of the perceptual loss

Just as in the SAT-to-AER approach, we also investigated how the composition
of the perceptual loss affected the model performance. First, we investigated
a model trained with only a pixel-wise L1 content loss in combination with the
adversarial loss (id: 2-SRGAN-A). Secondly, we investigated a model trained with
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both a pixel-wise L1 content loss and a VGG content loss in combination with the
adversarial loss (id: 2-SRGAN-B). Lastly, we also investigated the impact of the
adversarial loss by training a model using γ = 10−2 (id: 2-SRGAN-C).

Dataset

Only one dataset was used to train the models described above. The utilized
dataset contains training pairs generated by images from SAT and AER-3D, cap-
turing the same scene of Manhattan. The aerial-based 3D map was built using
aerial images generated during the summer season. To increase the image pair
correspondence, all image pairs that contained satellite images generated from
other seasons or had a cloud cover above 10 % were therefore removed. The
dataset is presented in Table 3.6 and Figure 3.9 shows a sample from the used
dataset.

(a) LR image. (b) HR image.

Figure 3.9: Training pair from SAT2AER-3D-S. The HR image has the double
pixel resolution and half the GSD as the LR image

Table 3.6: Dataset used when estimating a translation from SAT-to-AER-3D
using SRGAN.

Id City # of images LR-image
size

HR-image
size

SAT2AER-3D-S Manhattan 6775 256x256x3 512x512x3
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Model configurations

SRGAN faced a much harder optimization problem in this approach compared
to the first approach. Because of this, the training loss for all investigated mod-
els did not converge properly. We therefore motivated our choice of best model
mainly based on qualitatively measurements of the synthetic satellite images. An
overview of the model configurations that were used in the SAT-to-AER-3D ap-
proach utilizing SRGAN is presented in Table 3.7.

Table 3.7: The different model configurations that were tested in the gener-
ation of synthetic satellite images using SRGAN in the SAT-to-AER-3D ap-
proach

Id Dataset α, λ, γ Upscale Iterations
2-SRGAN-bl SAT2AER-S 1, 0, 10−3 2X 39 500
2-SRGAN-A SAT2AER-S 0, 1 , 10−3 2X 30 000
2-SRGAN-B SAT2AER-S 1, 10−2, 10−3 2X 22 250
2-SRGAN-C SAT2AER-S 1, 0, 10−2 2X 13 250

3.5 Pix2pix

The second GAN investigated in this thesis is based on the pix2pix model pro-
posed by Isola et al [17]. The pix2pix model has shown to produce detailed and
realistic results and the model has been used to translate input satellite images
in several different tasks. Pix2pix is a supervised image-to-image method, which
uses an additional L1 loss to produce more spatially consistent results. Based
on the above mentioned, we reasoned that the pix2pix network was a suitable
choice for our purposes to build on. Jus as for SRGAN, we used an open source
implementation5 as a starting point and modified it for our purposes.

3.5.1 Network Architecture

The general designed of the pix2pix architecture is based on the DCGAN archi-
tecture presented in Section 2.1. Pix2pix consists of two networks; a generator
network and a discriminator network. The pix2pix model is a cGAN, where both
the discriminator and the generator are conditioned with an image as auxiliary in-
formation. In contrast to previous cGANs, no input noise is provided to the gener-
ator, since the generator simply learns to ignore the noise. To generate stochastic
outputs, the source of randomness is instead provided in the form of dropout in
several generator layers, applied at both training and testing time. The generator
and discriminator architecture are further explained in the sections below.

5https://github.com/yenchenlin/pix2pix-tensorflow
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Generator Architecture

For the generator we used the U-Net framework presented by Ronneberger et al.
[32]. In the U-net approach, the image is first downsampled by an encoder un-
til a bottleneck layer is reached, and then the image is brought back to its initial
shape by a decoder. The U-net is designed to preserve low level details of the orig-
inal input during translation. To achieve this, skip connections are incorporated
between the U-net layers, which capture and concatenate activations during the
upsampling and the downsampling phase. In our approach, the generator ac-
cepts an input image of size 256x256x3 and generates an output image of the
same size. The full network architecture is shown in Table 3.8.

The encoding part of the U-net is composed of 8 downsampling blocks. In
each block, a 4x4 convolution layer with a stride of 2 is applied. Each convolu-
tion layer downsamples the input with a factor of 2, yielding a 1x1 feature map at
the bottleneck layer of the network. Batch normalization followed by LeakyReLU
is applied after every convolution layer except for the first layer. The number of
filters in the first convolution layers is 64, which get doubled after each block
until the number of filters reaches 512.

The decoding part is instead composed of 8 upsampling blocks. In each
block, a 4x4 transpose convolution layer with a stride of 2 is applied. Each trans-
pose convolution layer upsamples the input with a factor of 2, until the original
256x256 size is reached. After each transpose convolution, batch normalization
followed by ReLU is added. For the first three decoder blocks, a dropout layer
with a drop rate of 50 % is applied. In last decoder block, a tanh activation func-
tion is added, to reduce the number of output channel.

Discriminator Architecture

As for the discriminator, we used the PatchGAN architecture presented by Li et al.
[23]. A PatchGAN discriminator is favorable when generating images with high-
frequency structures and has proven great classification performance in GAN
applications, regardless of the used dataset. PatchGAN is described as the size
of the discriminator receptive field and is tasked to determine if an image is real
or fake by examining local patches. We used a PatchGAN with a 70x70 receptive
field, as suggested by the inventors of pix2pix. Details of the full network archi-
tecture are shown in Table 3.9.

The discriminator architecture consists of 4 convolutional blocks and a final
prediction block. Except for the first convolutional block, where no batch normal-
ization is applied, a convolutional layer is followed by a batch normalization and
a LeakyReLU. In the discriminator, all ReLUs are leaky, with a slope of 0.2. The
first convolutional layer is initialized with 64 filters, and after each block the filter
size is doubled. At the final prediction block, a convolution layer with a sigmoid
is applied to determine if the corresponding 70x70 patch is real or generated.
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Table 3.8: Generator architecture of pix2pix.

Name Block Filters Filter
Size

Stride Dropout

Encoder 1 Conv 64 4x4 2 -
Encoder 2 Conv-BN-LReLU 128 4x4 2 -
Encoder 3 Conv-BN-LReLU 256 4x4 2 -
Encoder 4 Conv-BN-LReLU 512 4x4 2 -
Encoder 5 Conv-BN-LReLU 512 4x4 2 -
Encoder 6 Conv-BN-LReLU 512 4x4 2 -
Encoder 7 Conv-BN-LReLU 512 4x4 2 -
Encoder 8 Conv-BN-LReLU 512 4x4 2 -
Decoder 8 ConvT-BN-ReLU 1024 4x4 2 0.5
Decoder 7 ConvT-BN-ReLU 1024 4x4 2 0.5
Decoder 6 ConvT-BN-ReLU 1024 4x4 2 0.5
Decoder 5 ConvT-BN-ReLU 1024 4x4 2 -
Decoder 4 ConvT-BN-ReLU 512 4x4 2 -
Decoder 3 ConvT-BN-ReLU 256 4x4 2 -
Decoder 2 ConvT-BN-ReLU 128 4x4 2 -
Decoder 1 ConvT-ReLU-tanh 3 4x4 2 -

Table 3.9: Discriminator architecture of pix2pix.

Name Block Filters Filter
Size

Stride

Block 1 Conv-LReLU 64 4x4 2
Block 2 Conv-BN-LReLU 128 4x4 2
Block 3 Conv-BN-LReLU 256 4x4 2
Block 4 Conv-BN-LReLU 512 4x4 1
Block 5 Conv-Sigmoid 1 4x4 1

3.5.2 Loss Functions

Similarly to the objective presented in the original paper, we have investigated
an objective that is composed of two parts: an adversarial loss and an L1 content
loss. The adversarial term is in charge of producing sharp and realistic images,
whereas the additional L1 term forces low frequency correctness.

Generator loss

The generator loss is composed of an adversarial loss and a L1 content loss. As for
the adversarial loss, it is the same loss that is utilized by SRGAN (described in Sec-
tion 3.3.2). The generator is also trained to minimize the L1 content loss, which is
calculated pixel-wise between the translated source image and the ground truth
target image. The L1 content loss therefore forces the generator to be close to
the ground truth. The final generator loss is presented in (3.3), where λ is scalar
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weight used to determine the importance of the L1 content loss.

LGpix2pix(G, D) = LGadv(G, D) + λLL1(G)

= EIs∼pdata(Is)[log(1 − D(Is, G(Is)))]

+λEIs ,It∼pdata(Is ,It)[||It − G(Is)||1]

(3.3)

Discriminator loss

The discriminator objective is to provide the correct label to images sampled from
either the source or the target domain. Just as for the SRGAN discriminator loss
(described in Section 3.3.2), the discriminator is trained to maximize the cross
entropy for the adversarial training, which reads:

LDpix2pix(G, D) =
1
2
EIs ,It∼pdata(Is ,It)[log(Is, It)]

+
1
2
EIs∼pdata(Is)[log(1 − D(Is, G(Is)))]

(3.4)

3.5.3 Training

When training our model, we used the same optimizer, data augmentation and
normalization as for SRGAN (described in Section 3.3.3). As for pix2pix, all sam-
ples in the used dataset were used in each iteration. We trained the network with
different batch sizes and patch sizes to decide the setting. We found that the
batch size had little impact to the final results and we therefore used a batch size
of 4, just as suggested by the authors. We investigated different patch sizes for
our PatchGAN by modifying the depth of the discriminator network (described
in Section 3.5.1) and found that using a discriminator with a 70x70 receptive field
produced sharp outputs and was less affected by over-fitting. The used parameter
settings when training pix2pix are listed in Table 3.10.

Table 3.10: Parameter settings when training pix2pix.

Parameter Setting
β1 0.5
β2 0.99
Learning rate 0.002
Batch size 4
Image size 256x256x3
Patch size 70x70
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3.6 Generation of Synthetic Satellite Images using
Pix2pix

We have investigated if pix2pix can be utilized to improve the texture quality of
the satellite-based 3D maps, by generating synthetic satellite images through an
image-to-image translation process. To achieve this, we have investigated two
approaches for pix2pix, which are described in detail in the sections below. In
the first approach AER was used as the target domain during training and in the
second approach we instead used AER-3D as the target domain.

Isola et al. have provided a GitHub repository6 with pre-trained models,
which are the only available pre-trained models we have found. These models
are either trained to solve tasks that are very different from ours (such as col-
orize image sketches) or have been trained using small datasets. As for the later,
pix2pix was for examples trained on 1096 image pairs to learn a mapping from
satellite images to maps, and on 17823 image pairs for translating day images
to night images. We therefore trained all our investigated models from scratch
using the datasets provided by Vricon.

3.6.1 SAT-to-AER

In this section we present four models that we have investigated for estimating
a translation from SAT-to-AER utilizing the pix2pix framework. Since pix2pix is
a supervised method, our model must be trained using aligned image pairs that
share the same underlying structure. However, there is no alignment between the
samples in SAT and the samples in AER. Thus, all source images in this approach
were simulated to generate perfectly aligned image pairs. For the weighting of
the L1 content loss, we used λ = 100 as suggested by the authors. A description
of the investigation procedure, the used datasets and an overview of the model
configurations is presented further below.

Baseline model

At first, we investigated if training a pix2pix model using source samples that
only had been simulated by adding noise and a LP filter would be enough to
improve the satellite images. Before simulating our images, the samples in AER
were downsampled to generate target and source images with the same GSD as
the satellite images. Since no pre-trained pix2pix models were available and this
was a very simple simulation, this model will be referred to as our baseline model
(id: 1-pix2pix-bl).

Source images generated by simulation

We also investigated the model performance when using simulated satellite im-
ages according to the Sat-Sim procedure described in Section 3.2.4. This simula-

6https://github.com/phillipi/pix2pix
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tion procedure is more complex and strives to simulate common artifacts present
in satellite images, such as artifacts caused by motion, noise and resolution differ-
ences in the different channels, among others. After the simulation, we trained a
second model (id: 1-pix2pix-A) using training pairs, where both the target aerial
image and the simulated source image were downsampled to receive the same
GSD as the samples in SAT.

We also trained a third model (id: 1-pix2pix-B) using the same procedure as
before, but the target and the source images were downsampled to receive half
the GSD as the samples in SAT. The reason for this was that after downsampling
the target aerial images to the same GSD as the samples in SAT a lot of informa-
tion was lost. There was therefore very little to gain by translating the satellite
images to the domain of AER. To generate synthetic satellite images using the
model 1-pix2pix-B, the input satellite images had to be upsampled by a factor
of 2 before they could be used as input to the network. To achive this, we used
bicubic interpolation.

Lastly we investigated the impact of the size of the utilized dataset. We
trained a fourth and final model (id: 1-pix2pix-C) in the same procedure as for
the model 1-pix2pix-B, but this time we used a very large dataset.

Datasets

To train the models presented above, four different datasets were used. Since
there is no correspondence between the samples in SAT and the samples in AER,
all datasets were simulated. All datasets contain training pairs from the AER
dataset, but with different GSD and simulated source images. Just as for SRGAN,
a training pair was generated by dividing the images into smaller patches to fit
the pix2pix architecture. Patches that were too dark, caused by for example shad-
ows, were automatically removed from the training dataset. Also patches that
only contained water were manually removed. A description of the four datasets
is shown in Table 3.11, and the Figures 3.10 - 3.12 show samples in the utilized
datasets. Since the only difference between SAT2AER-p-B and SAT2AER-p-C is
the number of images, no sample from SAT2AER-p-C is shown.
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(a) Source image. (b) Target image.

Figure 3.10: Training pair from SAT2AER-p-b. The source image is simu-
lated by adding noise and a LP filter. Both the target image and the source
image have the same GSD as the satellite images in SAT.

(a) Source image. (b) Target image.

Figure 3.11: Training pair from SAT2AER-p-A. The source image is simu-
lated by the Sat-Sim procedure. Both the target image and the source image
have the same GSD as the satellite images in SAT.
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(a) Source image. (b) Target image.

Figure 3.12: Training pair from SAT2AER-p-B. The source image is simu-
lated by the Sat-Sim procedure. Both the target image and the source image
have half the GSD as the satellite images in SAT.

Table 3.11: Datasets used when estimating a translation from SAT-to-AER
using pix2pix.

Id City # of img Simulated
source img

GSD
[m/pixel]

Img size

SAT2AER-p-bl Manhattan 11182 LP + noise 0.36 256x256x3
SAT2AER-p-A Manhattan 8071 Sat-Sim 0.36 256x256x3
SAT2AER-p-B Manhattan 10005 Sat-Sim 0.18 256x256x3
SAT2AER-p-C Manhattan 47228 Sat-Sim 0.18 256x256x3

Model configurations

An overview of the configurations of the investigated models is shown in Table
3.12. Each model was trained until the loss converged and we assured that the
models were properly trained by controlling that the translated source images
had successfully been restored. Just as for SRGAN, we decided which model con-
figurations to us based on both the loss convergence and qualitatively measure-
ment. The qualitatively measurement was done by comparing translated source
images to their corresponding target image. As for pix2pix, there was a clear
correspondence between the convergence of the loss and the performance of the
network. When overfitting occurred, the loss started to exponentially increase,
and the generator managed to fool the discriminator by adding circular patterns
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that the discriminator thought were common features in real images. The best
result was given just before the model was overfitted to the training data.

Table 3.12: Model configurations used when estimating a translation from
SAT-to-AER using pix2pix.

Id Dataset λ Epoch BS
1-pix2pix-bl SAT2AER-p-bl 100 22 4
1-pix2pix-A SAT2AER-p-A 100 14 4
1-pix2pix-B SAT2AER-p-B 100 12 4
1-pix2pix-C AT2AER-p-C 100 2 4

3.6.2 SAT-to-AER-3D

In this section we present four models that we have investigated for estimating
a translation from SAT-to-AER-3D utilizing the pix2pix framework. In this ap-
proach, the source images and the target images share the same underlying struc-
ture, since the samples in AER-3D are rendered to capture the same scene as
the samples in SAT. Our investigated models could therefore be trained using
paired data, and no simulation procedure was necessary. In this approach, only
one dataset was used, and we mainly investigated different model configurations
to improve the performance of our network. A description of the investigation
procedure, the used dataset and an overview of the model configurations is pre-
sented further below.

Baseline model

At first, we investigated if the task of estimating a translation from SAT-to-AER-
3D could be solved by training a pix2pix model using the model configurations
suggested by the authors. This model will be referred to as our baseline model
(id: 2-pix2pix-bl). We trained our network using samples from SAT as source
images and corresponding samples from AER-3D as target images. The target
images were downsampled to receive the same GSD as the source images.

Investigation of the impact of the L1 content loss

Even if the samples in SAT and the samples in AER-3D capture the same scene,
the training set contained many image pairs that were not fully consistent. In
the original paper, Isola et al. showed that using a larger λ for the pixel-wise L1
content loss generated blurry images, whereas a smaller λ allowed the generator
to make structural changes in the translated images. We therefor trained a second
model (id: 2-pix2pix-A), where we investigated if the synthetic images would be
improved by reducing the impact of the pixel-wise L1 content loss. We trained
our model using the same procedure as before, except that λ was set to 35.
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Investigation of one-sided label smoothing

In the SAT-to-AER-3D approach, the pix2pix discriminator had a poor perfor-
mance and could not distinguish between real and generated images, since the
generator early learned to fool the discriminator by adding image features com-
monly present in AER-3D. To increase the performance of our discriminator, we
trained a third model (id: 2-pix2pix-B), where we investigated the use of one-side
label smoothing. Utilizing this technique when training GANs was proposed in
[11], by Ian J. Goodfellow. In one-side label smoothing, the target label value
is set to 0.9 instead of 1.0, which prevents extremely confident behavior of the
discriminator. We trained our model in a similar procedure as before and used
λ = 35.

Investigation of utilizing a non pixel-wise loss

Lastly we trained a fourth and final model (id: 2-pix2pix-C), where we investi-
gated the use of a non pixel-wise content loss. We used the same VGG content
loss as SRGAN, and an explanation of this loss can be found in Section 3.3. The in-
vestigated generator loss is presented in (3.5). We implemented the VGG content
loss according to [22], and used an open source VGG19 model7, which was pre-
trained on ImageNet. The VGG feature maps were rescaled by a factor of 10−6 to
obtain a VGG loss that was comparable to the L1 content loss. We used a much
larger rescaling factor in this approach compared to the loss setup in Section 3.3,
since no normalization was used before generating the feature maps.

LG∗pix2pix(G, D) = LGadv(G, D) + αLVGG(G)

= EIs∼pdata(Is)[log(1 − D(Is, G(Is)))]

+αEIs ,It∼pdata(Is ,It)[||φ5,4(It) − φ5,4(G(Is))||2]

(3.5)

3.6.3 Datasets

To train the models presented above, only one dataset was used. The utilized
dataset contains training pairs generated by images from SAT and AER-3D, cap-
turing the same scene of Manhattan. The dataset was process in the same way as
the utilized dataset in Section 3.4.2, by removing image pairs when the satellite
images had a too high cloud coverage or when the satellite images were gener-
ated from other seasons than during the summer. A description of the dataset is
shown in Table 3.13, and the Figure 3.13 shows a sample in the utilized dataset.

7https://github.com/machrisaa/tensorflow-vgg
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(a) Source image. (b) Target image.

Figure 3.13: Training pair from SAT2AER-3D-p. The target image has the
same GSD as the source satellite image.

Table 3.13: Used datasets

Id City # of imgs Img size
SAT2AER-3D-p Manhattan 27053 256x256x3

Model configurations

An overview of the configurations of the investigated models is shown in Table
3.14. Estimating a translation from SAT-to-AER-3D utilizing pix2pix appeared
to be a more complicated task compared to the first approach. As for model
2-pix2pix-bl and model 2-pix2pix-B, the best model was given just before the
generator learned to fool the discriminator. However, for model 2-pix2pix-A and
model 2-pix2pix-C, the training loss did not converge. We therefore chose the
best model mainly based on qualitatively measurements of the synthetic satellite
images.

3.7 Re-texturing with Synthetic Satellite Images

A satellite-based 3D map consists of polygons and each polygon is textured using
one or more satellite images. The direction of a polygon decides which satellite
images that are to be used for texturing. To generate a smooth texture and com-
pensate for season variations in the satellite images the utilized satellite images
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Table 3.14: Model configurations used when estimating a translation from
SAT-to-AER-3D using pix2pix.

Id Dataset λ α Target
label

Epoch BS

2-pix2pix-bl SAT2AER-3D-p 100 0 1 10 4
2-pix2pix-A SAT2AER-3D-p 35 0 1 22 4
2-pix2pix-B SAT2AER-3D-p 35 0 0.9 9 4
2-pix2pix-C SAT2AER-3D-p 0 10−6 1 26 4

are averaged before they texture their corresponding polygon.

The procedure of re-texturing a satellite-based 3D map using the synthetic
satellite images is provided by Vricon. One model for each approach and for
each network was used to investigate the use of a GAN as a texture enhancer. A
model was only used if it successfully had generated synthetic satellite images.
All samples in SAT were used for the re-texturing of the satellite-based 3D map.
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Result

In this chapter the results from the generation of synthetic satellite images are
first presented, followed by the results from the re-texturing of the satellite-based
3D map. For both SRGAN and pix2pix, results from the SAT-to-AER approach
and the SAT-to-AER-3D approach are presented. As for the generation of syn-
thetic satellite images and the re-texturing of the satellite-based 3D maps only
qualitative results are shown.

4.1 Generation of Synthetic Satellite Images using
SRGAN

In this section the results from the generation of synthetic satellite images using
SRGAN are shown. The results from the SAT-to-AER approach are presented in
the first section and the results from the SAT-to-AER-3D approach in the second.

Evaluating the quality of synthetic images is an open and difficult problem
[33]. GANs are trained to generate realistic images and it is therefor very difficult
to compare the performance of different networks. A common automatic method
to evaluate samples generated by GANs is to use a semantic classifier pre-trained
on real images [3]. The classification network is applied to the synthetic images
and if the network manages to classify the synthetic images correctly, the intu-
ition is that the generated images have a realistic appearance. However, classi-
fying the synthetic satellite images would only measure the realistic appearance,
not the performance of the networks in terms of image enhancement. The image
enhancement performance is traditional measured quantitatively with metrics
that calculate per-pixel-errors. Quantitatively measure the performance of the
models investigated in this thesis is very challenging, since the models in the
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first approach are trained to generate samples from the AER distribution and the
models in the second approach is trained to generate samples from the AER-3D
distribution. Therefor only qualitative results are presented for the generation of
the synthetic satellite images. The qualitative results are provided by demonstrat-
ing different synthetic satellite images generated by the models used to re-texture
the 3D maps. Also, examples from some of the other investigated models are
shown to demonstrate undesired behaviors of SRGAN when trained using other
model configurations. For each demonstrated synthetic satellite image, a discus-
sion is done. The qualitatively results demonstrates the ability of the model to
enhance structures, such as windows on house facades, that are of specic interest
when improving the texture.

4.1.1 SAT-to-AER

In the SAT-to-AER approach, the best results were given by using the model 1-
SRGAN-B that was trained with simulated satellite images and utilized a percep-
tual loss consisting of an adversarial loss, a VGG content loss and a L1 content
loss. 1-SRGAN-B was both stable during training and generated images with en-
hanced structures. Some results of the synthetic satellite images generated by
1-SRGAN-B are presented in Figure 4.1. In the figure, small patches that contain
regions with structures that are of specific interest for the re-texturing are pre-
sented. For example, Figures 4.1b and 4.1d demonstrate the ability of the model
to enhance windows, and in Figure 4.1f the model ability to enhance lines can
be seen. In Figure 4.1j the model has enhanced the road markings but also in-
troduced artifacts caused by the noise in the asphalt areas. These artifacts are
also demonstrated in Figure 4.3. The ability of the model ability to enhance satel-
lite images obtained during winter season or satellite images that contain haze
is demonstrated in Figure 4.1l and in Figure 4.1h respectively. In Figure 4.2 a
larger patch of a successfully generated synthetic satellite image using 1-SRGAN-
B is shown.

The pre-trained model did not provide any successful results. Even though
the synthetic satellite images were upsampled by a factor of 4, there was no sig-
nificant improvement compared to the original satellite image. 1-SRGAN-bl did
not manage to enhance structures on facades which remained blurry in the syn-
thetic satellite image. Also, the model had a poor performance in terms of noise
reduction. Instead of reducing the noise the model generated a mosaic-like pat-
tern, which is demonstrated in Figure 4.4d.

When instead using training pairs generated from AER, which resemble satel-
lite images more than images in the COCO dataset, the performance was im-
proved. In contrast to the investigated pre-trained model, 1-SRGAN-bc managed
to sharpened structures on facades better and did not generate mosaic-like pat-
terns in the synthetic satellite images. However, the model did not manage to
remove any noise in the satellite images and the structures were not as improved
as desired.
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Using simulated satellite images together with the perceptual loss suggested
by the authors in which SRGAN was presented, 1-SRGAN-A performed better in
the aspect of noise reduction and generated images with both enhanced facade
structures and road markers, among others. Compared to the original satellite
image, the synthetic satellite image contained windows with sharper edges that
was easier to distinguish. However, the model was instead very sensitive to dark
and white areas and interpreted these regions as totally white or black. Two re-
sults of using 1-SRGAN-A are presented in Figure 4.5.

When the pixel-wise L1 content loss instead was used in combination with
the adversarial loss in 1-SRGAN-C, the generated images were much less affected
by undesired artifacts during training, and the model managed to generated sam-
ples with enhanced structures. The model had a somewhat lower performance in
terms of noise reduction. Just as the baseline model, this model introduced unde-
sired structures in the synthetic satellite images, which was caused by the noise.
These structures were especially found in low resolution regions in the images.
An example result from 1-SRGAN-C is presented in Figure 4.4b.
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(a) Satellite image. (b) Synthetic
satellite image.

(c) Satellite image. (d) Synthetic
satellite image.

(e) Satellite image. (f) Synthetic
satellite image.

(g) Satellite image. (h) Synthetic
satellite image.

(i) Satellite image. (j) Synthetic
satellite image.

(k) Satellite image. (l) Synthetic
satellite image.

Figure 4.1: Examples of synthetic satellite images generated by the model 1-
SRGAN-B. In the figure 6 examples are shown, where the left image in a pair
is the input satellite image and the right image is the generated synthetic
satellite image.
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Figure 4.2: An example of a successfully generated synthetic satellite image
by estimating a translation from SAT-to-AER using SRGAN. The synthetic
satellite image is generated by the model 1-SRGAN-B.
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(a) Satellite image. (b) Synthetic
satellite image.

Figure 4.3: An example of an unwanted behavior of the 1-SRGAN-B model.
The model was not able to reduce the noise, and instead it has produced
undesired artifacts. Low frequency regions were especially affected by these
artifacts.

(a) Satellite image. (b) Synthetic
satellite image.

(c) Satellite image. (d) Synthetic
satellite image.

Figure 4.4: : b: An example of the result of a facade when 1-SRGAN-C was
used. The model, that uses a loss consisting of an L1 content loss and an
adversarial loss, did not perform as good as 1-SRGAN-B in the enhancement
of windows. d: An example of the result when the baseline model 1-SRGAN-
bl was used. Instead of reducing the noise from the original satellite image,
the model has enhanced it, which resulted in a mosaic-like pattern in the
synthetic satellite images. The synthetic satellite image has a resolution that
is 4 times higher than the corresponding satellite image.
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(a) Satellite image. (b) Synthetic
satellite image.

(c) Satellite image. (d) Synthetic
satellite image.

Figure 4.5: b: An example where the model 1-SRGAN-A has successfully
reduced the noise affecting the satellite image. d: The model was not able to
handle bright regions in the image and interpreted everything as white.

4.1.2 SAT-to-AER-3D

In the SAT-to-AER-3D approach, the best results were obtained by using the base-
line model 2-SRGAN-bl. 2-SRGAN-bl was trained by utilizing the perceptual
loss suggested by Ledig et al. in the original SRGAN paper [22]. Some patches
from synthetic satellite images generated by 2-SRGAN-bl are presented in Figure
4.6. The model learned the color distribution of AER-3D, and therefore changed
the color distribution in the synthetic satellite images. Since the training pairs
consisted of summer images, the model translated autumn satellite images to
summer satellite images. A result of this is demonstrated in the Figures 4.6j and
4.6l, where the color of the trees has changed. An example when the model was
applied to satellite images captured during winter season is presented in Figure
4.6f. In Figure 4.7 a larger patch of a successfully generated synthetic satellite
image using 2-SRGAN-bl is shown.

The windows in the generated synthetic satellite images were darker and eas-
ier to distinguish compared to the windows in the original satellite image. An
example of the ability of the model to enhance windows is demonstrated from a
close perspective in Figure 4.6b and from a far perspective in Figure 4.6d. The
model generated clearer road markings, but often introduced red lines beside the
original lines. In some regions, the synthetic images also looked painted and non-
realistic. These two unwanted behaviors can be seen in Figure 4.8b.

Two examples when SRGAN presented unwanted behaviors are demonstrated
in Figure 4.10. When the network was trained with an increased impact of the
adversarial loss, it resulted in undesired changes in the synthetic satellite images.
For example, in Figure 4.10d the model 2-SRGAN-C has introduced tree patterns
and in Figure 4.10b some cars have been removed.

Another unwanted result is presented in Figure 4.9b. When a pixel-wise
L1 content loss in combination with an adversarial loss was used, the model 2-
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SRGAN-A generated blurry images. If instead, a combination of an L1 content
loss, a VGG content loss and an adversarial loss was used, the synthetic satellite
images became less blurry but had not as good ability as the baseline model to
generate distinguishable structures. A synthetic satellite image generated by 2-
SRGAN-B, which was trained using this configuration, is demonstrated in Figure
4.9d.

(a) Satellite image. (b) Synthetic
satellite image.

(c) Satellite image. (d) Synthetic
satellite image.

(e) Satellite image. (f) Synthetic
satellite image.

(g) Satellite image. (h) Synthetic
satellite image.

(i) Satellite image. (j) Synthetic
satellite image.

(k) Satellite image. (l) Synthetic
satellite image.

Figure 4.6: Examples of synthetic satellite images generated by the model
2-SRGAN-bl in the SAT-to-AER-3D approach. In the figure 6 examples are
shown, where the left image in a pair is the input satellite image and the
right image is the generated synthetic satellite image.
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Figure 4.7: An example of a successfully generated synthetic satellite im-
age by estimating a translation from SAT-to-AER-3D using SRGAN. The syn-
thetic satellite image is generated by the model 2-SRGAN-bl.
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(a) Satellite image. (b) Synthetic satellite image.

Figure 4.8: An example of an unwanted behavior of the 2-SRGAN-bl model.
The model can enhance road markings but also introduces red lines be-
side the lines. The generated synthetic satellite image also looks somewhat
painted and non-realistic.

(a) Satellite image. (b) Synthetic
satellite image.

(c) Satellite image. (d) Synthetic
satellite image.

Figure 4.9: b: The model 2-SRGAN-A managed to change the color distri-
bution in the synthetic satellite image but produced blurry results. d: 2-
SRGAN-B also changed the color distribution and generated images with
generally enhanced structures. However, the results were not as good as for
the baseline model.
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(a) Satellite image. (b) Synthetic
satellite image.

(c) Satellite image. (d) Synthetic
satellite image.

Figure 4.10: When the impact of the adversarial loss was increased in 2-
SRGAN-C, the generator did unwanted changes in the synthetic satellite im-
age. b: The model has removed many dark cars. d: The model has intro-
duced tree patterns in an area affected by shadows.

4.2 Generation of Synthetic Satellite Images using
Pix2pix

In this section the results from the generation of synthetic satellite images using
pix2pix are shown and images generated by both the SAT-to-AER approach and
the SAT-to-AER-3D approach are presented below.

Just as for SRGAN, only qualitative results are presented for the generation of
synthetic satellite images using pix2pix. The qualitative results are provided by
demonstrating different synthetic satellite images generated by the model used
to re-texture the satellite-based 3D map. Also, examples from some of the other
investigated models are shown to demonstrate undesired behaviors of pix2pix
when trained using other model configurations.

4.2.1 SAT-to-AER

For estimating a translation SAT-to-AER utilizing pix2pix, the model 1-pix2pix-C
produced the best results. The model was trained on a large dataset with source
images generated by simulation and with the same settings as in the paper in
which pix2pix was introduced. In Figure 4.11, examples of small patches from
synthetic satellite images generated by this model are shown. The figure demon-
strates the ability of the model to correct colors, remove noise, and enhance struc-
tures. For example, in Figure 4.11b, the model has corrected the color of the
warehouses to be completely white and in Figure 4.11h, the noise is removed,
and the road markings are enhanced. Figure 4.11d and Figure 4.11j show two
examples of synthetic satellite images generated from input images that are very
dissimilar to the images used to train the network. There are no artifacts in these
patches even if the input satellite patch in Figure 4.11c contains haze and the
satellite patch in Figure 4.11i is obtained from a satellite image generated during
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the winter. An example of a larger synthetic patch that has successfully been
generated by estimating a translation SAT-to-AER using 1-pix2pix-C is shown in
Figure 4.12.

As for enhancing structures on facades, which is of specic interest when im-
proving the texture, 1-pix2pix-C provided varying results. In Figure 4.11l and
in Figure 4.11f the widows on the house facades in the synthetic satellite images
are somewhat enhanced. However, in Figure 4.13b the windows are instead com-
pletely removed.

The baseline model 1-pix2pix-bl did not provide any successful results. Just
adding noise and a LP filter was not enough to improve the satellite images. The
investigated model performed very well during training but gave no satisfying
results when applied to the satellite images. The baseline model only managed
to remove noise in the satellite images.

Two examples when pix2pix presented unwanted behaviors are demonstrated
in Figures 4.14 and 4.15. The synthetic satellite image in Figure 4.15 is generated
by the model 1-pix2pix-A that was trained with ground truth images with too
low image quality. The generated synthetic satellite image became blurry and
the image quality was degraded. Figure 4.14 shows undesired artifacts that have
been generated by the model 1-pix2pix-B. When pix2pix was trained using a too
small dataset, the image quality of the synthetic satellite patches became incon-
sistent and the model unsuccessfully translated two of the patches in the soccer
field.
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(a) Satellite image. (b) Synthetic
satellite image.

(c) Satellite image. (d) Synthetic
satellite image.

(e) Satellite image. (f) Synthetic
satellite image.

(g) Satellite image. (h) Synthetic
satellite image.

(i) Satellite image. (j) Synthetic
satellite image.

(k) Satellite image. (l) Synthetic
satellite image.

Figure 4.11: Examples of synthetic satellite images generated by the model
1-pix2pix-C. In the figure 6 examples are shown, where the left image in a
pair is the input satellite image and the right image is the generated synthetic
satellite image.
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Figure 4.12: An example of a successfully generated synthetic satellite image
by estimating a translation from SAT-to-AER using pix2pix. The synthetic
satellite image is generated by the model 1-pix2pix-C.
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(a) Satellite image. (b) Synthetic satellite image.

Figure 4.13: An example of an unwanted behavior of the 1-pix2pix-C model.
The model interpreted the windows on the house facades as noise and
smoothing the facades instead of enhancing the windows.

Figure 4.14: An example of an unwanted behavior of the 1-pix2pix-B model
when trained with a too small dataset. The image quality of the synthetic
satellite patches is inconsistent, and the model unsuccessfully translates two
of the patches in the soccer field.
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(a) Satellite image. (b) Synthetic satellite image.

Figure 4.15: Example of the behavior of pix2pix when trained using ground
truth images with too low image quality. The generated synthetic satellite
image then becomes blurry and the image quality is worsened. The synthetic
satellite image is generated by the model 1-pix2pix-A.

4.2.2 SAT-to-AER-3D

As for estimating a translation SAT-to-AER-3D utilizing pix2pix, no investigated
model provided any successful results. For every model, the image quality of
the synthetic satellite images generated by pix2pix were worse than the original
satellite images. Figure 4.16 shows an example of a synthetic satellite image gen-
erated by the model 2-pix2pix-bl, that was trained using the settings suggested
in the paper in which pix2pix was introduced. The generated image is blurry and
most details, such as windows and road markings, are removed. During both
training and testing time, the performance of our baseline model was very poor.
Our discriminator could not distinguish between real and fake images, and the
investigated model generated samples with a very low image quality, with little
resemblance to real images.

In Figure 4.17 and Figure 4.18 two examples are shown that are generated
by the model 2-pix2pix-A, which has been trained using a lower L1 content loss
weighting. By reducing the weighting of the pixel-wise L1 content loss, the syn-
thetic satellite images were less blurry, but the generator instead learned to fool
the discriminator by adding image features commonly present in AER-3D. In the
first figure typical features added by the generator, such as tree pattern and cars,
can be seen. In the second figure these patterns are fewer in number, but the
image quality is still poor. The synthetic satellite image in Figure 4.18 was gener-
ated by 2-pix2pix-B, which was trained using one-sided label smoothing.
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An example of the behavior when pix2pix was trained using a VGG content
loss is seen in Figure 4.19. The synthetic satellite image is also blurry, non-
realistic and lacks details. Although a non pixel-wise loss was used, the generator
made too many structural changes and added unwanted features such as cars in
the generated image.

An example of a larger synthetic patch that has unsuccessfully been generated
by estimating a translation SAT-to-AER-3D using 2-pix2pix-B is shown in Figure
4.20.

(a) Satellite image. (b) Synthetic satellite image.

Figure 4.16: An example of a synthetic satellite image generated by using the
same parameter settings as suggested in the paper in which pix2pix was in-
troduced. The generated synthetic satellite image is blurry and non-realistic.
The synthetic satellite image is generated by the model 2-pix2pix-bl.
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(a) Satellite image. (b) Synthetic
satellite image.

(c) Satellite image. (d) Synthetic
satellite image.

Figure 4.17: An example of the behavior of pix2pix when the impact of the
L1 content loss was reduced. The generator has added unwanted features,
such as cars on the house roofs and tree pattern in the baseball field. The
synthetic satellite image is generated by the model 2-pix2pix-A.

(a) Satellite image. (b) Synthetic satellite image.

Figure 4.18: An example of a synthetic satellite patch generated by the
model 2-pix2pix-B, which was trained using a lower L1 content loss and
one-sided label smoothing. The synthetic satellite image contains fewer un-
wanted features.
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(a) Satellite image. (b) Synthetic satellite image.

Figure 4.19: Example of the behavior of the model 2-pix2pix-C, which was
trained using the non pixel-wise VGG content loss. The network perfor-
mance is poor, and the network still adds unwanted features in the generated
image.
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Figure 4.20: An example of an unsuccessfully generated synthetic satellite
image by estimating a translation SAT-to-AER-3D using pix2pix. The syn-
thetic satellite image is generated by the model 2-pix2pix-B.

4.3 Re-texturing with Synthetic Satellite Images

In this section the results from the re-texturing using synthetic satellite images
are presented. To investigate the use of GANs for texture enhancement, we used
three models: two utilizing the SRGAN framework and one utilizing the pix2pix
framework. Each model generated synthetic satellite images using the samples
in SAT. Table 4.1 shows a list of the three models used for re-texturing.

Just as for the evaluation of the procedure of generating synthetic satellite
images, only qualitative results are presented for the re-texturing of the satellite-
based 3D maps. To qualitative evaluate the performance of the used models, im-
ages from different views were rendered from the re-textured 3D maps. To eval-
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Table 4.1: The model used for re-texturing the satellite-based 3D map.

Approach ID
SAT-to-AER 1-SRGAN-B
SAT-to-AER 1-pix2pix-C
SAT-to-AER-3D 2-SRGAN-bl

uate how the implemented GANs performed, corresponding images were also
rendered from the original satellite-based 3D map.

In Figure 4.21, a view of multiple facades from the 3D map and re-textured
3D maps can be seen. The figure shows how the synthetic satellite images impact
the colors in the re-textured 3D map. The synthetic satellite images generated by
1-pix2pix-C and 1-SRGAN-B barely change the colors in the 3D map. As for 2-
SRGAN-bl, the facades are now darker, and the re-textured 3D map has another
color distribution.

In Figure 4.22 and Figure 4.23, two scenes showing patterns on the ground
are presented. In the re-textured 3D map using satellite images generated by
1-SRGAN-B, the lines on the ground are sharper compared to the original 3D
map. Also, the artifacts on the tarmac that affected the synthetic satellite images
do not impair the texture in the re-textured 3D map. As for the result of the
model 1-pix2pix-C, the lines are unfortunately still blurry. For 2-SRGAN-bl, the
re-textured 3D-map has a changed color distribution with thinner, more distinct
lines. As seen in Figure 4.23d, the unwanted red regions presented in the syn-
thetic satellite images are also present in the re-textured 3D map.

Examples of how the synthetic satellite images impact the texture of facades
in the 3D map are presented in Figure 4.24. As for 1-SRGAN-B, the synthetic
satellite images generally enhanced the facades and provided sharper structures.
As for 1-pix2pix-C, the facades are somewhat improved and some of the windows
are more distinct. When using satellite images generated from 2-SRGAN-B, the
windows are darker and somewhat more square-shaped.

Some regions in the original 3D map have very poor texture quality. An exam-
ple of such a region is presented in Figure 4.25a, where the house has a blurry fa-
cade and the windows are hard to distinguish. When re-texturing was performed
using images generated from 1-SRGAN-B, the texture is enhanced and some win-
dows that were invisible in the original 3D map have been visible. However, the
texture quality is still poor. As for 1-pixpi2x-C, the synthetic satellite images
generated by the model did not improve the texture quality. The facade is still
blurry, and the windows are hard to distinguish. Even the use of satellite images
generated by 2-SRGAN-bl resulted in a poor and blurry result in this region.
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(a) Original 3D map (b) 1-SRGAN-B

(c) 1-pix2pix-C (d) 2-SRGAN-bl

Figure 4.21: Examples of rendered images that capture multiple facades. Us-
ing synthetic satellite images generated from 1-SRGAN-B and 1-pix2pix-C
barely change the colors in the 3D map. When using images from 2-SRGAN-
bl, the re-textured 3D map is darker and has another color distribution.
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(a) Original
3D map

(b) 1-SRGAN-B (c) 1-pix2pix-C (d) 2-SRGAN-bl

Figure 4.22: Examples of a scene that contains a crosswalk. For the 3D
map re-textured with synthetic satellite images generated by 1-SRGAN-B
the structures in the crosswalk are enhanced. As for the model 1-pix2pix-C,
the texture is still blurry. When using images generated from 2-SRGAN-bl
the lines are thinner and more distinct.

(a) Original
3D map

(b) 1-SRGAN-B (c) 1-pix2pix-C (d) 2-SRGAN-bl

Figure 4.23: Another example of a scene that contains a pattern on the
ground, with results similar to the scene in Figure 4.22. The unwanted red
regions presented in the synthetic satellite images from 2-SRGAN-bl are also
present in the re-textured 3D map.
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(a) Original
3D map

(b) 1-SRGAN-B (c) 1-pix2pix-C (d) 2-SRGAN-bl

Figure 4.24: Examples of rendered views that capture a facade from a close
distance. As for 1-SRGAN-B, the windows are generally more distinct, and
the texture quality is better. The synthetic satellite images from the model 1-
pix2pix-C barely improved the texture. When using images from 2-SRGAN-
bl, the windows are darker and somewhat more square-shaped.

(a) Original
3D map

(b) 1-SRGAN-B (c) 1-pix2pix-C (d) 2-SRGAN-bl

Figure 4.25: Examples of a scene that contains a smaller house. In the orig-
inal 3D map, the house facade has a poor texture quality where the win-
dows are blurry and sometimes also invisible. Some of the windows are
enhanced by the model 1-SRGAN-B. As for 1-pix2pix-C, smaller structures
such as smaller windows are mostly remove and the texture is not improved.
The scene remains blurry even when images generated from 2-SRGAN-bl are
used.
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Discussion

This chapter contains a discussion of the results obtained in Chapter 4 and the
methods used in Chapter 3. The generation of synthetic satellite images using
SRGAN and pix2pix is first discussed, followed by the re-texturing of the 3D
map. Additionally, a suggestion of future work is provided in the last part of the
chapter.

5.1 Generation of Synthetic Satellite Images using
SRGAN

In this section both the used methods and the results from the experiment of the
generation of synthetic satellite images using SRGAN are discussed. The discus-
sion is divided in two parts, where the SAT-to-AER approach is discussed in the
first part and the SAT-to-AER-3D approach is discussed in the second part.

5.1.1 SAT-to-AER

Simulating satellite images using images from AER was a challenging task. One
of the main drawbacks of using simulated satellite images when using SRGAN
was how it affected the model ability to handle noise. Instead of reducing the
noise, the model introduced new structures in the synthetic satellite image, a
behavior that was not observed in the training system. The reason for this unde-
sired behavior could be that we did not manage to properly simulate the noise
using the Sat-Sim process.

When training our SRGAN in the SAT-to-AER approach, we had problems
with artifacts that affected both the training and testing system. These artifacts
especially affected dark and white regions, which resulted in undesired blobs in

69
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the generated images. These artifacts were unpredictable, and it was hard to find
the best model only based on the loss convergence. We had to visually evaluate
the generated images to confirm that these undesired artifacts were not present,
which reduced the reliability of determining the best model. One reason for these
artifacts could be that the discriminator interpreted completely white and black
regions as features found in real images, thereby encouraging the generator to
add these undesired blobs in the generated images. We addressed this problem
by adding an additional pixel-wise L1 loss to the perceptual loss. By using an ad-
ditional L1 loss, the generated images were much less affected by these undesired
artifacts. Completely removing these artifacts was a problem we did not manage
to solve.

One result that was unexpected was the undesired behavior present in the
pre-trained baseline model. One reason for this could be that the LR-image was
generated by bicubic interpolation from corresponding HR-image. We argue that
only using bicubic interpolation was disadvantageous, since the training data did
not take the noise affecting the satellite images into account. Another reason for
the poor performance could be that the used COCO dataset consists of images
illustrating everyday scenes with objects (e.g. cars, peoples and animals) very dis-
similar to the objects present in overhead images. The model 1-SRGAN-bc, which
was trained with samples from AER, presented better results than the baseline
model. Since the aerial images are more similar to satellite images than to the im-
ages in the COCO dataset, we concluded that the used dataset greatly impacted
the network performance. When we trained a model with the simulated dataset
and even better results were obtained, the importance of the dataset was further
confirmed.

5.1.2 SAT-to-AER-3D

In the SAT-to-AER-3D approach, the model was able to reduce the noise affecting
the satellite images, and in contrast to the SAT-to-AER approach no investigated
SRGAN model introduced any artifacts caused by noise. In this approach, satel-
lite images had already been seen in the training system. By using real satellite
images instead of simulated images in the training system, the model learned to
reduce the noise in the satellite images. This again confirmed that the training
data had a great impact for the learning of SRGAN.

In comparison to the SAT-to-AER approach, the best model was trained using
the perceptual loss suggested in the original paper in which SRGAN was intro-
duced. When we applied an L1 content loss in this approach, the model gener-
ated blurry synthetic satellite images. We argue that this behavior was caused by
differences between SAT and AER-3D. When a pixel-wise content loss was used,
the sometimes large structural differences probably degraded the result.

Since there were inconsistencies in the training pairs, the SAT-to-AER-3D ap-
proach resulted in a more difficult optimization problem. The training loss was
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unpredictable and did not converge as in the SAT-to-AER approach. For each in-
vestigation, the best model was therefore chosen mainly based on qualitatively
measurements. The choice of the best model was somewhat inconsistent, and fu-
ture work on the SAT-to-AER-3D approach would be to investigate how to achieve
a better convergence of the loss. This was a problem we did not manage to solve.

5.2 Generation of Synthetic Satellite Images using
Pix2pix

In this section both the used methods and the results from the experiment of the
generation of synthetic satellite images using pix2pix are discussed. The discus-
sion is divided into two parts based on the two approaches investigated. The SAT-
to-AER approach is first discussed, followed by the SAT-to-AER-3D approach.

5.2.1 SAT-to-AER

Just as for SRGAN, simulating satellite images was a challenging task. The model
did not introduce undesired artifacts as SRGAN, but small structures, such as
windows on house facades, were often interpreted as noise and the model re-
moved these structures instead of enhancing them. The reason for this was prob-
ably that we did not manage to properly simulate the noise and the simulated
satellite image therefor did not perfectly matched the appearance in the satellite
image.

The major advantage of using the Sat-Sim process was that it enabled perfectly
aligned image pairs. In the SAT-to-AER approach, the pix2pix training loss was
very predictable, and there was a clear correspondence between the convergence
of the loss and the performance of the network. The best model was always found
just before the network overfitted to the training data. Another advantage was
that the access to training data was almost unlimited. The pix2pix model pre-
sented the best result when a larger dataset was used. The reason for this could
be that the network suffered less from overfitting to the training data when more
samples were seen during fewer epochs.

In the SAT-to-AER approach, the satellite images were only improved when
the target aerial images was superior to the image quality in the satellite images.
To achieve this, the target aerial images were downsampled to receive haft the
GSD as the satellite images. The satellite images therefore had to be upsampled
by a factor of 2 using bicubic interpolation before they could be used as input to
the pix2pix model. Another choice of upsampling function may have improved
both the image quality or decreased the computational cost and computational
time of the network. Unfortunately, this was a problem we did not have time to
address.
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5.2.2 SAT-to-AER-3D

A major problem in the SAT-to-AER-3D approach for pix2pix was that all the
investigated models had a very low training performance. Our discriminator
appeared to suffer from overconfident and only used a small set of features to
detect real images. In all the investigated models, the generator early learned
to fool the discriminator by adding features such as cars and tree patterns in
the generated images. The discriminator could not distinguish between real and
fake images and the generated samples had therefore a very low image quality. To
avoid the problem of overconfident behavior of the discriminator we investigated
the use of one-sided label smoothing to encourage the discriminator to estimate
soft probabilities rather than extremely confident. We found that using one-side
label smoothing improved the training performance and the discriminator could
better distinguish between real and fake images. Unfortunately, the synthetic
satellite images still had a very low image quality and little resemblance to real
images.

The fact that the performance of SRGAN was much higher than the perfor-
mance of pix2pix in the SAT-to-AER-3D approach was very surprising to us, since
the pix2pix framework previously had been used to address similar tasks. One
reason for this could be the L1 content loss. Using a pixel-wise content loss is
disadvantage when the training pairs contain inconsistencies, which was also
demonstrated by SRGAN. The L1 content loss encouraged the generator to make
structural changes in the translated image, which resulted in blurry and unre-
alistic synthetic satellite images. Another reason could be the weighting of the
training loss. When the weighting was wrong, either the adversarial loss or the
content loss dominated, and the generator started to make unwanted structural
changes in the generated images. The weighting may be the reason why the per-
formance of pix2pix was still poor even when a non pixel-wise VGG content loss
was used. Finding the best weighting is very difficult and time consuming. This
was a problem that we did not manage to solve for the VGG content loss.

Pix2pix and SRGAN use different generator architectures, which may have
affected the results. However, the performance of SRGAN and pix2pix were simi-
lar in the SAT-to-AER approach even if different generators were used. We argue
that the poor performance of pix2pix in the SAT-to-AER-3D approach therefor
mainly was caused by the configuration and weighting of the training loss, not
the generator architecture.

5.3 Re-texturing with Synthetic Satellite Images

In this section the results and the procedure of re-texturing a 3D map using syn-
thetic satellite images generated by 1-SRGAN-B, 2-SRGAN-bl and 1-pix2pix-C
are discussed.
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By visually inspecting the re-textured 3D maps, it was clear that the best re-
sult was presented when images generated by 1-SRGAN-B were used. The re-
textured 3D map had enhanced structures and an increased perceived quality.
For example, the windows were sharper and easier to distinguish, and the road
markings were clearer. The fact that the artifacts affecting the synthetic satel-
lite images did not impaired the re-textured 3D map was particularly interest-
ing. The reason for this was probably that the artifacts were removed when the
synthetic satellite images were averaged before they were used to texture a 3D
surface.

When synthetic satellite images generated by 2-SRGAN-bl were used, the re-
sulting re-textured 3D map also presented good results. This could especially
be seen in regions that contained road markings. As for the windows, the re-
textured 3D map had clearer windows with a more square-shaped appearance.
However, a drawback with the re-textured 3D map was that red, undesired re-
gions were introduced into the texture. Some areas in the re-textured 3D map
were therefore less realistic.

The images generated by the model 1-pix2pix-C presented the worst result.
Even though the synthetic satellite images generated by the model were enhanced
and contained less noise, they had no significant impact in the re-texturing. Al-
most no improvement could be seen in the re-textured 3D map.

As for the procedure, a drawback of the re-texturing was that we could not
investigate how the synthetic satellite images affected the texture. Since the re-
texturing was performed, using only one models for each networks, in each ap-
proach, other investigated models may have provided better results. Using a
model that performed both the generation of synthetic satellite images and the
re-texturing of the 3D map could potentially have solved this problem. This
would however require different training data and modification of both the net-
work architecture and the provided algorithm used for re-texturing.

5.4 Future work

One suggestion to future work is to investigate if a GAN can be used for dehaz-
ing of satellite images. Clear satellite images is desirable when texturing satellite-
based 3D maps, but the additional fog or haze in the satellite images can be diffi-
cult to remove. Since the images in SAT contain haze and the images in AER or
AER-3D do not, a future work could be to simulate haze in the input images and
then train a GAN to remove the haze. Similar and promising recent work in this
area was performed by Kenji et al. in [9], where they removed clouds in satellite
images using a GAN by simulating clouds in cloud-less images using Perlin noise.

The satellite images used to texture the satellite-based 3D maps are generated
from different seasons. This degrades the texture quality, since the satellite im-
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ages are averaged before they are used to texture a 3D surface. If season specific
differences could be neglected between the satellite images, the 3D map texture
could potentially be improved. Season transfer using a GAN has successfully
been addressed in [21], where the authors used a pix2pix based framework to
translate satellite images into the same season domain. Therefore, a future work
could be to translate the satellite images to one specific season using a GAN. The
season-translated images could then be used to re-texture the satellite-based 3D
maps.

Generating synthetic satellite images using GANs could potentially be im-
proved by using label predictions from a semantic segmentation model as addi-
tional auxiliary information. A label could guide the generator to produce more
realistic results, by for example preventing the network to put cars on a roof or
introduce trees on baseball fields. Using semantic labels to improve the perfor-
mance of GAN were both presented by Li et al. in [24] and by Cherian et al. in [6].

Another area of future work is to investigate texture enhancement using a
GAN trained with both aligned and unaligned training samples. Such solution
was presented by Tripathy et al. [37] in their paper Learning image-to-image trans-
lation using paired and unpaired training samples, where they used an architecture
based on both the pix2pix framework and the CycleGAN framework. A GAN
trained with both paired and unpaired data may be less affected by inconsisten-
cies between the source and target domain.



6
Conclusion

In this thesis we have studied the use of GANs as a texture enhancer. To achieve
this, we have investigated if synthetic satellite images generated by two different
GANs in two different approaches would improve the texture in a satellite-based
3D map. The results in this thesis have only been presented using qualitative mea-
surements. Determining the improvement is therefore subjective. Our opinion
is that GANs can be used as a texture enhancer using both aerial images and im-
ages rendered from an aerial-based 3D map as ground truth. In both approaches,
the 3D map texture had improved structures, such as more distinct road markers
and windows on house facades.

We found that the best results were presented when the GAN was trained us-
ing aerial images as ground truth. The 3D map texture had a very realistic appear-
ance and an improved perceived quality. Using fully consistent training pairs
when training a GAN was advantageous, since the network were less prone to
make structural changes in the generated images. The GAN performance greatly
depended on the configuration and weighting of the training loss.

The use of GANs as a texture enhancer has great potential. Several interesting
areas for future work, such as using GANs for dehazing of satellite images or
performing season transfer, were presented in this thesis.
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