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Abstract 
We live in a time where software is used everywhere. It is used even for               

creating other software by helping developers with writing or generating new           
code. To do this properly, metrics to measure software quality are being used             
to evaluate the final code. However, they are sometimes too costly to            
compute, or simply don't have the expected effect. Therefore, new and better            
ways of software evaluation are needed. In this research, we are investigating            
the usage of the statistical approaches used commonly in the natural language            
processing (NLP) area. In order to introduce and evaluate new metrics, a Java             
N-gram language model is created from a large Java language code corpus.            
Naturalness, a method-level metric, is introduced and calculated for chosen          
projects. The correlation with well-known software complexity metrics are         
calculated and discussed. The results, however, show that the metric, in the            
form that we have defined it, is not suitable for software complexity            
evaluation since it is highly correlated with a well-known metric (token           
count), which is much easier to compute. Different definition of the metric is             
suggested, which could be a target of future study and research. 

 
Keywords: language model, language processing, ngram, naturalness, 

java, code complexity, software quality, static analysis, code metrics 
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1 Introduction  
1.1 Background 
In human languages grammar defines a large set of possible sentences.           
However, only a small fraction is used in practice. This means that some             
language fragments (sentences) are more common (or natural) than others. As           
an example, imagine these three sentences.  

● "Thank you and have a nice day!" 
● "He raised his horn filled with mead." 
● "A dead flour started to bloom yesterday."  

By using common sense, we can see that the first sentence is the most              
common. It contains standard phrases used in everyday communication. The          
second one is not that commonly used today, but it is still quite acceptable.              
Since horns are not used anymore for drinking, and mead is also a very rare               
drink, the more natural sentence would be "He raised his glass filled with             
beer." The last one makes no logical sense, however, it is still grammatically             
(syntactically) valid. What makes the sentence most unnatural are the          
illogical word combinations "dead flour" and "flour started to bloom". Now,           
imagine what happens if we replace the word "flour" with the word "flower",             
which have the same pronunciation. The whole sentence becomes much more           
natural. 
 
To measure this "naturalness", we can use the probability with which the            
sentence can appear in a new text, based on its occurrences in an already              
known collection of texts called a language corpus. This probability can be            
calculated by using an N-gram language model. More about N-grams,          
language models and probability calculation can be read in the Theory,           
Chapter 3. 
 
N-gram models are not anything new in the field of language analysis and             
processing. They are already being used to help with speech recognition or            
text completion. Guessing what the "noise" in the speech was originally, or            
selecting the most probable word suggestions for the user based on his            
incomplete sentences are typical problems where N-grams can be very          
efficient. It can be similarly used in automatic checking and correction (in the             
previous example, "flour" -> "flower") to improve not only syntactic validity,           
but also semantic validity without using special rules for it. 

1.2 Related work 
It was observed in article [1], that the "naturalness phenomenon" (some           
sentences are more common than others) is not only present in human            
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(natural) languages, but also in programming languages. This means that the           
methods applied for human language processing, can also be utilized for           
source code. 
 
Building on this knowledge, Allamanis and Sutton [2] set goal to investigate            
it more with using very large data-set. They created a large Java corpus [3]              
and used it in their research. They focused on the role of identifiers in the               
programming language and how they influence the model training and          
N-gram probabilities. As a result, they manage to use the identifiers and their             
naming to distinguish between reusable (utility) methods (using common         
variable names) and domain methods (using uncommon names).  
It was also here that an N-gram logarithmic probability (NGLP) was           
introduced as a data-driven complexity metric, and its correlation to standard           
complexity metrics was shown.  
 
In [4], they followed up on this knowledge and created a tool called             
Naturalize, which makes suggestions for renaming or structure changes,         
based on model trained on the development team codebase style instead of            
standard formatting or convention rules. This could help programmers to          
follow the team conventions and decrease the time spent on code reviews. 
 
The research [2] is actually very similar to what our research is focused on. In               
our research, however, we want to investigate the correlation deeper and with            
better precision by isolating and picking only methods from the language           
text. That means the correlation to complexity can be compared on the            
method level without being influenced by other irrelevant language         
structures. 
 

1.3 Problem Formulation 
In this research, we want to focus on the consequences of this "naturalness"             
in programming language. Does more natural program fragment really means          
it is better? And if so, in what way? To answer that, we want to find a                 
correlation between the naturalness and other software properties. To be more           
specific, we will focus primarily on correlation of naturalness to software           
complexity. 
  
These properties can be calculated by well known metrics used in software            
static analysis. To calculate the naturalness, however, N-gram language         
model will be used. As the usage of N-gram model for programming            
language is relatively new, we will build our own for the Java language. 
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In short, we want to answer these two questions. 
1. Does naturalness correlate to software complexity calculated by a set          

of  well-known metrics? 
2. Can the naturalness be used as a new metric to complement the            

existing ones? 
 

1.4 Motivation 
There are already several ways to calculate software metrics, however, none           
of them are perfect and sometimes the computation can be too demanding on             
resources. Each of them has pros and cons and can be used in different              
situations. We see naturalness as an alternative or extension to the existing            
metrics. Our assumption is that low naturalness in a code fragment is a             
negative aspect and could be a source of potential issues and risks, similarly             
to not following the coding guidelines or conventions. 
 
If the research shows that the correlation is present, then the naturalness can             
be used as a new metric for these properties. This can be useful for example               
in code generation to choose more “natural” code fragments from multiple           
alternatives. 
 
The other outcome of the research will be the statistical (N-gram) model of             
Java language. We will build it in order to calculate and analyse naturalness.             
It can, however, be used for many other purposes similar to auto-complete or             
auto-correct features in software development. Statistical models of different         
programming languages can be compared to each other and analyzed,          
similarly to comparing French and English language models. 
 

1.5 Objectives 
O1 Build an N-gram model of Java language 
O2 Show N-gram related statistics for a large corpus of Java 

programs  
O3 Calculate naturalness and a set of standard software 

complexity metrics for multiple open-source Java projects 
O4 Visualize and analyse correlation between the resulted values 

 
Our assumptions are that more natural code fragments are easier to read,            
contain less complex language statements and in general is more          
understandable for a programmer, therefore has a positive impact on the           
software quality. In other words, higher naturalness results in higher code           
quality.  
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For software complexity, we believe the correlation will also be present but            
with inverse relationship, i.e. higher naturalness results in lower complexity. 

1.6 Scope/Limitation  
This work does not aim to create a tool for software quality evaluation,             
neither has it power to decide which metric is better to use. The scope is               
simply to introduce a new metric, show its correlation to existing ones and             
explain this correlation together with its pros and cons. 

1.7 Target Group 
The thesis topic belongs to the field of software analysis by using statistical             
methods used in natural language processing. The results could be interesting           
mainly to researchers and software engineers, who are searching for better           
ways of software evaluation. For instance, it could be used to improve current             
static code analysis tools. Basic knowledge of statistics and language parsing           
is needed to fully understand the work. 

1.8 Outline  
In the next chapters we will explain how to gather data and execute the              
experiments (Method, Chapter 2) and introduce the important formulas and          
background theory needed for the reader to understand the method and results            
better (Theory, Chapter 3). In Implementation, Chapter 4, we will describe           
the implementation and tools used to make the experiment. The Results,           
Chapter 5, will show the charts and statistics important to answer the research             
questions. Together with the Discussion, Chapter 6, it will not only show the             
results, but explain them in the proper context. Finally, in Conclusion,           
Chapter 7, we will state the remaining open questions, possible improvements           
and future work. 
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2 Method 
In this research, we collect quantitative data about open-source projects. First,           
code complexity is calculated by using existing metrics common in static           
software analysis. Similarly, the "naturalness" is calculated using the N-gram          
language model which is created as part of this work as well. These data can               
then be compared and its correlation analyzed. 
 
We consider this a controlled experiment in which each analysed project is            
different independent (input) variable, while the dependent (output) variable         
is the correlation coefficient of naturalness and complexity. After the          
measurements are done, the results are used to verify our hypothesis saying            
that these software properties are correlated in a previously specified way.           
This process is visualized in Figure 2.1. 
 

 
Figure 2.1: Method scheme 
 
Question is, what is a sentence in a programming language. It can be a single               
statement, a statement block, a method or a class. The software metrics in             
most cases calculate the values on method or class level. We prefer the             
sentence to be shorter, therefore we have chosen to define a sentence as a              
method body. 
 
In order to build a Java language model, we are using a GitHub Java corpus               
[3] introduced in [2], consisting of over 14000 projects with various domains.            
We divided the corpus into several samples, in which the largest set includes             
10000 randomly selected projects used as training data for the language           
model.  
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3 Theory 
 
As already mentioned, an N-gram is a sequence of N words. They can be 
associated with their probabilities using an N-gram language model. To 
calculate the probability, the model uses the frequency counts of N-grams 
encountered in a given language corpus. This corpus is a reasonably sized 
collection of texts, which serves as an approximation of the (theoretically 
infinite) collection of all texts in a given language. 
 

3.1 N-grams and sentence probability 
Before calculating the probability of a sentence, we must first understand the 
concept of conditional probability. Gut [5] defined it as a measure of the 
probability of an event B given that an event A has already happened. The 
formula was then defined as 
  

(B | A) P =  P (B) 
P (A ⋂ B) (1) 

 
Now, lets define a word sequence of length n as or , and then a..ww1 n wn

1  
frequency count of the word sequence as C( ). The frequency countwn

1  
express the number of occurrences of the word sequence in a given language 
corpus. 
 
With this knowledge, we can calculate the probability of a word w following 
a word sequence (history) h. The definition for this probability P(w | h) is 
then 
 

(w | h) P = C(h)
C(h + w) (2) 

 
As an example, the probability of a word "apple" to follow a word sequence 
"I want to eat an" would then be 
 

.("apple" | "I  want to eat an") P =  C("I  want to eat an")
C("I  want to eat an apple")   

 
In other words, how many times have we seen a word sequence "I want to eat 
an" followed by "apple", divided by all occurrences of word sequence "I want 
to eat an". 
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We can adjust the formula (2) to a more generic definition as: 
 

. | w .. w )  P (wn 1 n−1 = C(w ..w )1 n
C(w ..w )1 n−1

=  
C(w )n

1
C(w )1

n−1 (3) 
 
This probability is also often called MLE (maximum likelihood 
estimation). [6] 
 
The probability of the whole sentence is calculated by using the formula (3) 
and the chain rule of probability. The probabilities of each word following 
the sub-sentence (history) are multiplied to get the final sentence probability. 
Since sentence is a word sequence, we are using the same notation . Thewn

1  
formula to compute the probability of a given sentence  is then defined bywn

1  
[6] as: 

(w ) P (w ) P (w | w ) P (w | w ) ... P (w  | w ) (w | w )P n
1 =   

1
 
2

 
1

 
3

2
1

 
n 1

n−1 = ∏
n

i=1
P  

i 1
i−1  (4) 

Given formula (4) we can see that for this calculation it is required to know               
frequency counts for all sub-sentences with length up to sentence length n.            
The problem is that in reality the language model can not contain the             
frequency count of all word sequences with any length. Therefore, an           
approximation is needed. 
 
According to [6], Markov assumption is used to solve this issue. It assumes             
that we don't need to look too far into the history to predict the future. The                
probability of the word depends mostly on the recent word history. Therefore,            
we can approximate .("apple | "I  want to eat an") ("apple" | "eat an")P ≈ P  
 
Basically we are reducing the history length to just a constant x words. For              
any sentence with any length, we will only need frequency counts of word             
sequences with reasonable length x+1.  
 
In general, the final formula for sentence probability can then be           
approximated similarly as: 

 = (w ) (w | w ) (w | w )P n
1 = ∏

n

i=1
P  

i 1
i−1 ≈ ∏

n

i=1
P  

i i−x
i−1 ∏

n

i=1
 

C(w )i
i−x

C(w )i−1
i−x

 (5) 

 
Note that after approximation, we only need word sequences of length x+1,            
where x is the history length. That means, we can use an N-gram model,              
where , to calculate the probability of any sentence.N = x + 1  
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3.2 N-gram language model 
A language model is a model which assigns probabilities for the word 
sequences [6]. In the N-gram language model, the probabilities are calculated 
based on the frequency counts. The N-gram language model is then a 
language model which forms probability distribution for word-sequences of 
length N.  
 
Unfortunately, some N-grams may have frequency count of 0, since they 
were not found in the language corpus. This represents a major problem, 
since all sentences containing this N-gram would result in zero probability. In 
practice, we know that language corpus simply can not contain all possible 
N-grams, however, that does not mean, the new N-grams can not appear in 
new texts. Therefore, we would like to achieve very low, but never zero 
probability for these N-grams. A way to achieve this is called model 
smoothing.  
 
There are several alternatives for smoothing. The simplest one is Laplace 
smoothing [6]. It adds 1 to all of the frequency counts, so no frequency count 
will stay at zero value. This method, however, is not used much in practice. 
Adding a constant 1 seems natural to humans, but it is not an optimal 
solution. It increases the probabilities of unseen N-grams and since the 
probability space is limited, it directly lowers the probabilities of the 
encountered N-grams too much. One of the possible improvements is add-k 
smoothing [6], which is a generalized version of Laplace smoothing. Instead 
of adding 1 to the counts, it is adding a k, which is usually a fraction of 1. A 
proper method for choosing the k is then needed. The regular probability 
formula (3) is then changed to 
 

(w  | w ) P add−k n 1
n−1 =

C(w ) + kn
1

C(w ) + kV1
n−1 (6) 

 
where V is the size of a language vocabulary. The language vocabulary is a 
set of all words defined by a language grammar, therefore potentially 
encountered in the language corpus. Adding a k to all N-grams counts 
increases the count of the lower order N-gram by kV. A simple example, if 
we increase the count of all possible 3-grams like "I like apples", "I like fish", 
"I like meat" by k, the count of the 2-gram "I like" is increased by k for every 
word possibly following it, which is every word from the vocabulary, 
therefore count increases by kV. 
In other words, for every occurrence of  a word sequence "I like *", where * 
is an arbitrary word from the language vocabulary, there is a word sequence 
"I like" also occurring. 
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Naturally, there are more sophisticated smoothing techniques used in practice 
with better results. For instance Kneser-Ney smoothing, introduced in [7]. It 
is based on a technique called absolute discounting, which allocates the 
probability space by reducing the counts of n-grams by a certain fixed d. This 
d is usually set to a default value of 0,75 or optimized on a validation 
data-set. 
 

3.3 Language Model Evaluation 
Assuming we have constructed a language model from a large text corpus 
and we can compute the probability of any sentence . To evaluate thiswn

1  
model, cross-entropy or perplexity can be used. We can find a model 
evaluation explanation in [6], saying "whichever model assigns a higher 
probability to the test set (meaning it more accurately predicts the test set) is a 
better model". The test-set is a language corpus not used in the model 
training. 
Cross-entropy of a test-set  is defined by [1] aswn

1   
 

(w )  log P (w )H n
1 =  − n

1
2 

n
1 (7) 

 
Perplexity is then defined as 
 
 P (w ) 2P n

1 =  H(w )n
1  (8) 

 
The cross-entropy is basically the negative value of average logarithmic 
probability per token (word). The lower cross-entropy means higher 
probabilities assigned by the model, therefore, better model. 
 
The perplexity is calculated directly from cross-entropy, so lower value also 
means better model. We will use the cross-entropy to choose the optimal 
smoothing settings for the language model in Section 5.2.2. 

3.4 Naturalness 
As was mentioned in the background, some sentences seem to be more 
natural than others, because we, as humans, are used to hearing or seeing 
them more often. The unnatural sentences, on the other hand, can feel like 
they were generated by a computer instead of the human. While they follow 
the language rules, they are simply not common. 
 
Therefore, a naturalness can be understood as a property of a word 
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sequence, which suggests how common the sequence is. In other words, how 
often the sequence appear in the texts. We can formally define it the same 
way as we defined the probability of a word sequence. Higher the probability, 
higher the naturalness. Since the raw probability values are very small, we 
use a logarithmic value instead.  
 

at (w ) log P (w )N n
1 =  2 

n
1 (9) 

 
When the formula of naturalness and cross-entropy are compared, we can see 
that cross-entropy is basically a negative value of average naturalness per 
token and can be understood as average "weirdness" of the sentences in the 
test-set. Therefore, a low value of the cross-entropy for a given test-set wn

1
indicates high average naturalness of the sentences in this test-set. 
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4 Implementation 
The language model and experiment is implemented in Java as a Maven            
project. A single .jar file is created, which can be executed in command-line,             
where commands for the program are passed as arguments. At least Java 8             
environment is required to properly execute the program. 

4.1 Implementation in five steps 
The implementation consists of five steps. First the Java code corpus is            
parsed and tokenized, which is then used to build an N-gram model. With the              
model ready, multiple projects are analysed and data about the projects are            
generated. The fourth step uses external tools to compute other common           
software complexity metrics. Finally, the calculated data are merged and          
visualized by creating charts. 
 
Java parsing 
Java-Parser library is used to parse the Java code and obtain a collection of              1

methods with the meta-data like classes, names, parameters and generic          
parameters needed for a full method identificator. The method bodies are then            
tokenized into the sentences. Constructors are handled the same way as           
methods. 
 
N-gram model building 
The N-gram model is simply a data structure with a hash-table containing the             
counts of all encountered N-grams. The sentences created by the parser are            
used to build and train the N-gram model. The training of the model is              
basically just increasing the N-grams counts accordingly to the occurence in           
the sentences. The model also implements the add-k smoothing function. 
 
Project analysis 
Similarly as in model building, it uses the Java parser to gather all method 
bodies as sentences. Instead of training the model, however, the existing 
model is used to calculate the naturalness of these sentences (methods). The 
list of all project methods with their respective naturalness value are exported 
to a CSV file. 
 
Metrics calculation 
For calculation of code complexity we use an existing code analysis tool 
JArchitect . The tool calculates various metrics on method, class, package or 2

project level. We used its trial version to calculate both Cyclomatic 

1 https://javaparser.org/ 
2 https://www.jarchitect.com/ 
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Complexity as well as Lines of Code on a method level. The results are 
exported and converted to a CSV file. 
 
Result merging and visualization 
Finally, the results with method naturalness values calculated by our program 
and the method metrics values obtained by the external tool are merged by 
matching the method's signatures. These results are then processed to 
generate various charts and visualize the relationship between the method or 
project properties. A third party library JFreeChart  is used for generating 3

these charts. 
 

4.2 Reliability 
To ensure the computations of the conditional probability using formula (5) 
are correct, we compared the results from our implementation with the results 
presented in [6] for a small data-set called Berkeley Restaurant Project 
(BeRP) corpus . The results were almost identical. This indicates that our 4

own probability computations are implemented correctly. 
  

3 https://github.com/jfree/jfreechart 
4 https://github.com/wooters/berp-trans 
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5 Results 
5.1 Java Samples 
All the Java samples were created by randomly selecting projects from the 
large GitHub Java corpus [3]. Each sample consists of unique projects with 
no overlapping to other samples. 
 

Name # Projects # Java files Goal 

Large Train Sample 10 000 1 231 645 Build (train) the 
language model 

Large Test Sample 2 000 224 029 Calculate average 
cross-entropy 

Large Dev Sample 1 000 98 638 Optimize the  
language model 

Baseline Sample 100 12 394 Calculate properties of 
an "average project" 

Table 5.1.1: Java samples with properties 
 
The method size distribution for the Large Train Sample (10 000 projects) 
was as expected. The smaller sized methods are much more common. 

Method Percentage Method size (Tokens) 

90% < 130 

95% < 218 

98% < 378 

99% < 541 

99,9% < 1 663 

100% (Max size) <= 121 497 

Table 5.1.2: Method distribution 
 
We can see, the method size range is extremely high (0 - 121 497), while 
98% of all methods are smaller than 378 tokens. The distribution is very 
unbalanced. 

 
   

17 



 

 

 
Figure 5.1.1: Original method size distribution for Large Train Sample 
 
As expected, the large range of the token size (X-axis) makes the chart space 
ineffective and unreadable (see Figure 5.1.1). While the leftmost part of the 
chart is crowded, the rest of the chart space is empty with only a few 
remaining methods.. Therefore, we decided to focus only on the 98% of the 
methods, ignoring the 2% of the largest in all charts. 
 

 
Figure 5.1.2: Cropped method size distribution for Large Train Sample 
The Figure 5.1.2 shows the  same method distribution chart but with cropped 
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data-set. As a result, the chart is much more readable and we can see that 
corpus consists of large number of small methods (token count < 20) and the 
method count decreases rapidly for larger methods. 
 

5.2 Ngram Model 

5.2.1 Choosing the optimal N 
 
As a first step, different N for the N-gram model were evaluated in order to 
choose the optimal one. Based on the theory, with higher N, higher precision 
of the approximation is achieved. However, the number of possible N-grams 
grow exponentially with N, resulting in higher computation and memory 
requirements. 
 
For the purpose of the N evaluation we have chosen the Baseline Sample 
containing 100 projects, from which N-gram models were built with various 
N. As expected, the higher N has increased the model building time a little. 
Although the experiment was not done in an isolated environment and other 
processes could cause deviations in the reported time, it still shows the 
growing tendency very clearly. It can be visible in the Figure 5.2.1.1. The 
chart showing the growth of number of unique n-grams contained by the 
models would be, naturally, equal to the file size growth, therefore, we did 
not include it in the report. 

 
 
Figure 5.2.1.1: N-gram model creation time and size on hard-disk 
 
As an example, it took more than 200 seconds to build and export the 
20-gram model. Its size on the hard-disk was over 2,5 GiB. This was still 
built on the small corpus of only 100 projects. Just a simple comparison, the 
10-gram model built on this small corpus has size about 0,175 GiB, while the 
10-gram model built on the big corpus of 10000 projects had about 2,3 GiB. 
 
The N-gram model has to be available in the RAM when projects are being 

 
   

19 



analyzed. Its size can have much more stronger impact to the computation 
time, since the RAM resource is limited. For these reasons, we have decided 
to use 10-gram model. It should have sufficient precision level and 
reasonable size. 

5.2.2 Choosing the smoothing 
Based on the known smoothing techniques, the Kneser-Ney smoothing (see 
Section 3.2) seems the most popular and used in practice. However, it is still 
quite complex to implement which increases the possibility of mistakes. 
Since it would be hard to ensure the implementation correctness, we decided 
to use add-k smoothing instead. This technique is extremely easy to 
implement. 
 
However, the optimal k has to be chosen. We built the 10-gram model from 
the Large Train Sample, which will be used for the main research later. To 
choose the optimal k, we have calculated the cross-entropy for the Large Dev 
Sample, containing 1000 projects (10% of the training sample size). The 
cross-entropy was calculated using various k in the smoothing. 
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Value of k Cross-Entropy 

0.0001 1.35640581783778 

0.001 1.33351043139987 

0.005 1.32284739252744 

0.01 1.32234235018609 

0.02 1.3264034415353 

0.05 1.34229009524678 

0.1 1.36550358976197 

0.2 1.4016159501975 

0.5 1.4747475532137 

0.8 1.52585333708968 

1 1.55379721514235 

Table 5.2.2.1: Entropies using add-k smoothing 
 
The k with value of 0,01 results in lowest cross-entropy, which means the 
highest naturalness values were assigned to the n-grams in the sample. 
Therefore, smoothing with k = 0,01 is used in all our experiments from now 
on. 

5.2.3 Model statistics 
Finally, the large Java 10-gram model was created from the corpus of 10000 
projects (Large Train Sample). The Add-k smoothing was applied to the 
model with k = 0,01. 
 
The most understandable statistics about a language model are probably the 
most common uni-grams, bi-grams and tri-grams. Table 5.2.3.1 shows the 
five 1,2,3-grams with highest frequency count based on the occurrences in 
this corpus. 
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1-grams 2-grams 3-grams 

IDENTIFIER IDENTIFIER 
LPAREN 

IDENTIFIER DOT 
IDENTIFIER 

LPAREN DOT IDENTIFIER DOT IDENTIFIER 
LPAREN 

RPAREN IDENTIFIER DOT IDENTIFIER 
LPAREN 
IDENTIFIER 

DOT RPAREN 
SEMICOLON 

IDENTIFIER 
LPAREN RPAREN 

SEMICOLON LPAREN 
IDENTIFIER 

RPAREN 
SEMICOLON 
IDENTIFIER 

Table 5.2.3.1: Most common 1,2,3-grams in the N-gram model 
 
We can see the IDENTIFIER is the most common token. The reason is that it 
represents all variable, type and method names. Also, all the most common 
2-grams and 3-grams consists of the most common unigrams. If we think 
about these N-grams, we can realize most of them are part of a method call. 
Imagine a typical method call "varName.methodName();" . It would be 
tokenized as "IDENTIFIER DOT IDENTIFIER LPAREN RPAREN 
SEMICOLON". We can see, this simple sequence of six words contain 12 out 
of 15 presented N-grams. 
 

5.1.4 Vocabulary 
The Java vocabulary is a set of all tokens (words) used in the Java language. 
In our case, the vocabulary is made from the tokens recognized by the 
JavaParser library, except the tokens representing the white-space characters 
and comments. The vocabulary can be divided into several token categories. 
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Category name Unique tokens recognized by 
JavaParser library 

Keywords 63 

Literals 13 

Identifiers 1 

Separators 10 

Operators 40 

Table 5.1.4.1: Java vocabulary structure 
 
The two Java keywords (GOTO and CONST) are not used in the language 
anymore and can be removed. The final total count of unique tokens is 
therefore reduced to 125. There are several tokens which will not be 
encountered in our N-gram model since they have no meaning in the method 
body scope, therefore could be also removed from the vocabulary. However, 
since the anonymous classes can be defined in the method body, defining and 
removing these tokens becomes more tricky, so we decided not to do it. 
 
After the large model was built, several tokens were not encountered. Some 
of those were as expected (PACKAGE or IMPORT), since they are never 
used inside the methods, but others were surprising. For instance ARROW 
(used in lambda expressions) or a DOUBLE_COLON. After investigation of 
this issue, we found out, the Java corpus we are using, was created in October 
2012. That means, before the lambda expressions were added to the Java 
language. This finding means, any usage of the model for analyzing modern 
projects will result in lower probabilities, since the model was trained on 
outdated projects without modern language features. 
It is worth noticing that the vocabulary of only 125 tokens is actually very 
small compared to the languages usually used in the area of natural language 
processing. Therefore, Java corpus is very different when compared to the 
ordinary text corpuses.  
 

5.3 Naturalness in Java projects 
The naturalness value represents how common the piece of code is. We 
expect, usage of the common methods has positive impact on the software 
quality. Therefore we are investigating the possibility of using the naturalness 
as a software metric. To do that, we first need to investigate its relation to 
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standard metrics like cyclomatic complexity (CC) or lines of code (LoC). 
 
Five well-known projects from the Github JavaCorpus were chosen to be 
analyzed. We expect these projects to have better quality than average 
projects, which should be shown by a higher naturalness. In order to have 
some kind of a baseline of an "average project", we added an artificial project 
made from Baseline Sample (100 projects) called "BaselineSample".  
 

Project Name # Java Files # Methods 

Baseline-sample 12394 104674 

elasticsearch 2611 22785 

hive 1407 20647 

log4j 309 2940 

rhino 352 5868 

zookeeper 430 3807 

Table 5.3.1: Analyzed Java projects  
 
On the Figure 5.3.1 we can see the method naturalness distribution with 
relation to Cyclomatic complexity (CC), Lines of Code (LoC), and Token 
count (TC) for the Baseline Sample.  
 

 
Nat vs CC 

 

Nat vs LoC 

 

Nat vs TC 

 
 

 

Figure 5.3.1: Baseline-sample naturalness distribution 
 
We can observe the difference between the charts. The chart with token count 
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seems like starting from one point and then opening up towards the right side. 
The charts with cyclomatic complexity and lines of code act opposite way. 
With lower X-axis value they end up with large range of Y-axis values. This 
means, while the methods with low token count have a high logarithmic 
naturalness close to 0, the naturalness value of methods with low CC or LoC 
can vary greatly. This is a sign of a lower correlation between naturalness and 
CC (resp., LoC). 
Another thing to notice is that there are very few methods (points) with 
extremely high CC and LoC, but the chart with TC seems "full" even in case 
of high X-values. The main reason for this is that the charts were cropped by 
the method tokens count (explained in 5.1 Java Samples). 
 
We grouped the methods by the X-axis values and calculate average 
naturalness values together with standard deviations to show the relation 
more clearly. After that, the baseline data set was adapted to produce more 
smoothed baselines by formula (10). Basically, the k neighbors from both 
sides are taken into account to produce one smoothed value. 
 

 (x) Avg ( f (x ) ...  f (x ) )f smooth =   
orig − k  

orig + k     
(10) 

(x)f smooth  (i)= 1
2k + 1 ∑

x+k

i = x−k
f  

orig  

 

 
Nat vs CC 

 

Nat vs LoC 

 

Nat vs TC 

 
 

Figure 5.3.2: Baseline-sample naturalness trend 
 
Interestingly, the cyclomatic complexity seems to rise instead of decreasing 
in case of extremely high CC. The breaking-point seems to be CC = 20, as 
can be seen on Figure 5.3.2. This is most likely caused by the very low 
number of methods with this cyclomatic complexity in the cropped data-set. 
Since the values there are sparse, the value is too much influenced by a single 
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instances. 
We can also see here the effect of the large range of naturalness values we 
observed before, resulting in a big space between the standard deviation lines. 
It is much bigger in case of CC (resp., LoC) than in TC chart. 
 
Now, for each of the analyzed project, the naturalness was compared to the 
baseline.  
 

elasticsearch 
Nat vs CC 

 

Nat vs LoC 

 

Nat vs TC 

 
 

hive 
Nat vs CC 

 

Nat vs LoC 

 

Nat vs TC 

 
 

 
Figure: 5.3.3: Naturalness trend of elasticsearch and hive projects 
 
Notice, that in case of elasticsearch project, the naturalness values tend to be 
lower than the baseline (red line is below the blue line). The hive project, on 
the other hand, keeps the naturalness values higher, resulting in the red line 
being above the blue line most of the time. This indicates, the elasticsearch 
have lower-than-average naturalness, while the hive seems to be more 
natural. 
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log4j 
Nat vs CC 

 

Nat vs LoC 

 

Nat vs TC 

 
 

rhino 
Nat vs CC 

 

Nat vs LoC 

 

Nat vs TC 

 
 

zookeeper 
Nat vs CC 

 

Nat vs LoC 

 

Nat vs TC 

 
 

Figure 5.3.4: Naturalness trend of log4j, rhino and zookeeper projects 
 
The naturalness trend for the other three of the projects shows that the log4j is 
very natural project. We can see in Figure 5.3.4 that its red line is above the 
blue line all the time. The rhino project shows high naturalness as well. The 
zookeeper, however, does not. Its red line tends to be on the same level or 
below baseline.  
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To show these results in numbers, Table 5.3.2 contains the project 
cross-entropy and Pearson correlation for the previously mentioned 
metrics. The average cross-entropy and its standard deviation calculated on 
Large Test Sample (2000 projects) was added in order to compare it with the 
other results. 
 

Project Cross- 
Entropy 

Nat vs CC Nat vs LoC Nat vs TC  

Large Test 
Sample 

1.2547 
+- 0.2062 

N/A N/A N/A 

Baseline- 
sample 

1.2588 -0.4569 -0.6960 -0.8915 

elasticsearch 1.3059 -0.5211 -0.8216 -0.9661 

hive 1.1616 -0.6569 -0.8941 -0.9529 

log4j 1.1740 -0.7240 -0.9407 -0.9832 

rhino 1.1945 -0.7300 -0.9179 -0.9573 

zookeeper 1.2425 -0.6829 -0.8124 -0.9751 

Table 5.3.2: Project cross-entropy and metric correlation  
 
As expected, the hive, log4j and rhino have lower cross-entropy, therefore 
higher naturalness per token, which confirms what we have seen in Figure 
5.3.3 and Figure 5.3.4. High cross-entropy of elasticsearch project, on the 
other, confirms that the projects use less natural token sequences. 
 
Another thing worth noticing is the correlation values. The  numbers are 
negative which means the correlation is inverse, as expected. The number 
close to 1, resp. -1 means the correlation is strong. We can see a strong 
correlation between naturalness and token count in all projects. Interestingly, 
the correlation between naturalness and lines of code is strong for the five 
chosen projects, but not so strong for the baseline sample. The correlation 
between natualness and cyclomatic complexity is also present, but is weaker. 
The complexity metrics for Large Test Sample were not calculated, therefore, 
the correlation values are not available (N/A). 
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Figure 5.3.5: Correlation of naturalness, lines of code and cyclomatic 
complexity 
 

Very Low LoC <= 5 

Low 5 < LoC <= 10 

Medium 10 < LoC <= 20 

High 20 < LoC <= 50 

Extreme High 50 < LoC 

Table 5.3.3: The LoC categories 
 
The figure Figure 5.3.5 is based on Figure 5.3.1. It shows the naturalness 
relation to CC for baseline sample. Different colors were chosen to show also 
the LoC categories defined in Table 5.3.3. 
 
It is worth noting that the methods with higher cyclomatic complexity tends 
to have also higher LoC. We can see that some methods have low cyclomatic 
complexity as well as lines of code (red dots in the left-most chart space), but 
still very low naturalness value, which is surprising. 
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6 Discussion 
6.1 Naturalness as a complexity metric 
 
The results do not support our assumptions. As we can see Figure 5.3.1, the              
naturalness values (y-axis) have large range mainly in the cyclomatic          
complexity chart. This indicates low correlation.  
 
The low correlation between naturalness and cyclomatic complexity is         
proven in Table 5.3.2. For the baseline sample the Pearson coefficient is only             
-0,45, which means, the correlation is present but it is weak. The correlation             
to the lines of code is much stronger. However, the correlation to token count              
is nearly perfect with values in interval of -0,9 to -1. 
 
These correlation values show that the calculated naturalness is actually more           
correlated to the size (token count, lines of code) than complexity. This is             
mainly a result of naturalness metric being calculated by multiplication of           
probabilities of each N-gram in the sentence. Longer sentence consists of           
more N-grams (equal to the token count), and therefore tends to have lower             
naturalness.  
The naturalness could still be used as an alternative complexity metric.           
However, the extremely high correlation to the token-count means that a           
trivial token-count metric could be used instead with similar results.          
Therefore, the naturalness as a complexity metric is simply not worth the            
computation effort. 
The problem with naturalness as a complexity metric is that it depended too 
much on the number of tokens in the method. To remove this dependency, we 
can divide the naturalness by the token count to get a naturalness per token. 
We have calculated this potential metric "naturalness per token" (NPT) for 
the baseline sample methods and show correlation in Table 6.1.1. 
 

NPT vs CC NPT vs LoC NPT vs TC 

0.02632 0.0652 0.06096 

Table 6.1.1: The correlation of "Naturalness per token" 
 
As expected, the coefficient is basically a zero for all three metrics, meaning 
there is no correlation. The NPT, therefore, can not be a substitution for well 
known complexity metrics.  
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6.2 Naturalness as a quality metric 
Even though the correlation to the complexity was not proven, we still 
believe the more natural software results in higher understandability and 
better quality in general. Moreover, we believe the programmers with more 
experience and professional environment write more common code, since 
they tend to follow the common practices and guidelines more seriously. 
Therefore, we assume the projects done by these programmers should show 
higher naturalness. 
As we have already found out, the naturalness defined as pure logarithmic 
probability is measuring mostly the size above anything else. Therefore, the 
commonly known cross-entropy will be used instead. As mentioned in 
Section 3.2, the cross-entropy is simply the opposite of the naturalness per 
token. We can understand it as a measure of how uncommon are the token 
sequences used in the project. Since cross-entropy is already known 
measurement, we decided to use it instead of the newly introduced 
"naturalness per token" 
 
If we look again to the Table 5.3.2 we can see the cross-entropy for each 
project and also average cross-entropy of the large sample of 2000 projects.  
 
The chosen projects are considered as higher quality projects, therefore, 
cross-entropy is expected to be lower than the average of 1.25. This was 
partly proven, except the elastic-search project, which appears to have a 
higher cross-entropy. 
 

Project Cross-Entropy 

elasticsearch 1.3059 

hive 1.1616 

log4j 1.1740 

rhino 1.1945 

zookeeper 1.2425 

Table 6.2.1: Cross-entropy in analyzed projects 
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7 Conclusion  
In our research, we processed a large Java corpus to build and optimize a              
Java N-gram model by using the add-k smoothing. We have shown the most             
common N-grams appearing in the corpus as well as its method size            
distribution. The naturalness as a software metric was defined as a           
logarithmic probability calculated from the N-grams counts encountered in         
the corpus. With an external tool, we calculated the standard complexity           
metrics - cyclomatic complexity, lines of code and token count. Although the            
correlation to these metrics was present, the results shows that the naturalness            
is extremely correlated to the number of tokens of the method, which is much              
easier to compute. Computing naturalness is simply not effective and not           
worth the effort. 
However, cross-entropy, a metric highly related to the naturalness, shows a           
potential to predict the overall project quality. The results show that the            
projects which we expected to have higher quality, resulted in          
lower-than-average cross-entropy. Even though we did not have the resources          
to prove the correlation with quality, our findings could be a starting point for              
new research. 

7.1 Future work 
As already mentioned, the cross-entropy metric represents how much the 
code sample differs from the corpus, so the lower cross-entropy means the 
code is more common or natural. In our research we have shown that more 
professional projects had lower cross-entropy, however, this needs to be 
investigated more on a bigger scale and supported by a standard software 
quality calculations to scientifically prove the correlation between 
cross-entropy and software quality. 
 
Even though the naturalness (defined as logarithmic probability) failed as a 
complexity metric, the N-grams and naturalness could still have its usage in 
software analysis. One idea is to measure how well the code is structured. 
This could be done by including tokens representing the "whitespace" (new 
line, tab, space). Method with higher naturalness would mean that its 
structure is more common. This could be used as an alternative metric for 
code readability.  
Instead of using the naturalness as a logarithmic probability, the 
cross-entropy could be used here too. Other alternative would be to define a 
naturalness threshold and then count the number of N-grams in the sample, 
which are lower than this threshold. Larger amount of "unnatural" N-grams 
would mean lower naturalness for the specific code sample. It would still 
have dependency on the sample size, but not as extreme as by multiplying the 
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probabilities. 
Since Java language changed so fast in recent years, a new modern large 
scale Java corpus is needed to advance in the programming language 
statistical analysis. This would make the future experiments much more 
relevant.  
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