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Abstract

Technological developments in devices and storages have made large vol-
umes of data collections more accessible than ever. This transformation leads
to optimization problems with massive data in both volume and dimension.
In response to this trend, the popularity of optimization on high performance
computing architectures has increased unprecedentedly. These scalable opti-
mization solvers can achieve high efficiency by splitting computational loads
among multiple machines. However, these methods also incur large communi-
cation overhead. To solve optimization problems with millions of parameters,
communication between machines has been reported to consume up to 80%
of the training time. To alleviate this communication bottleneck, many opti-
mization algorithms with data compression techniques have been studied. In
practice, they have been reported to significantly save communication costs
while exhibiting almost comparable convergence as the full-precision algo-
rithms. To understand this intuition, we develop theory and techniques in
this thesis to design communication-efficient optimization algorithms.

In the first part, we analyze the convergence of optimization algorithms
with direct compression. First, we outline definitions of compression tech-
niques which cover many compressors of practical interest. Then, we provide
the unified analysis framework of optimization algorithms with compressors
which can be either deterministic or randomized. In particular, we show how
the tuning parameters of compressed optimization algorithms must be chosen
to guarantee performance. Our results show explicit dependency on compres-
sion accuracy and delay effect due to asynchrony of algorithms. This allows us
to characterize the trade-off between iteration and communication complexity
under gradient compression.

In the second part, we study how error compensation schemes can improve
the performance of compressed optimization algorithms. Even though con-
vergence guarantees of optimization algorithms with error compensation have
been established, there is very limited theoretical support which guarantees
improved solution accuracy. We therefore develop theoretical explanations,
which show that error compensation guarantees arbitrarily high solution ac-
curacy from compressed information. In particular, error compensation helps
remove accumulated compression errors, thus improving solution accuracy
especially for ill-conditioned problems. We also provide strong convergence
analysis of error compensation on parallel stochastic gradient descent across
multiple machines. In particular, the error-compensated algorithms, unlike
direct compression, result in significant reduction in the compression error.

Applications of the algorithms in this thesis to real-world problems with
benchmark data sets validate our theoretical results.
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Sammanfattning

Utvecklandet av kommunikationsteknologi och datalagring har gjort sto-
ra mängder av datasamlingar mer tillgängliga än någonsin. Denna förändring
leder till numeriska optimeringsproblem med datamängder med stor skala i
volym och dimension. Som svar på denna trend har populariteten för hög-
presterande beräkningsarkitekturer ökat mer än någonsin tidigare. Skalbara
optimeringsverktyg kan uppnå hög effektivitet genom att fördela beräknings-
bördan mellan ett flertal maskiner. De kommer dock i praktiken med ett
pris som utgörs av betydande kommunikationsomkostnader. Detta orsakar ett
skifte i flaskhalsen för prestandan från beräkningar till kommunikation. När
lösning av verkliga optimeringsproblem sker med ett stort antal parametrar,
dominerar kommunikationen mellan maskiner nästan 80% av träningstiden.
För att minska kommunikationsbelastningen, har ett flertal kompressionstek-
niker föreslagits i litteraturen. Även om optimeringsalgoritmer som använder
dessa kompressorer rapporteras vara lika konkurrenskraftiga som sina mot-
svarigheter med full precision, dras de med en förlust av noggrannhet. För
att ge en uppfattning om detta, utvecklar vi i denna avhandling teori och
tekniker för att designa kommunikations-effektiva optimeringsalgoritmer som
endast använder information med låg precision. I den första delen analyse-
rar vi konvergensen hos optimeringsalgoritmer med direkt kompression. Först
ger vi en översikt avkompressionstekniker som täcker in många kompresso-
rer av praktiskt intresse. Sedan presenterar vi ett enhetligt analysramverk
för optimeringsalgoritmer med kompressorer, som kan vara antingen deter-
ministiska eller randomiserade. I synnerhet visas val av parametrar i kompri-
merade optimeringsalgoritmer som avgörs av kompressorns parametrar som
garanterar konvergens. Våra konvergensgarantier visar beroende av kompres-
sorns noggrannhet och fördröjningseffekter på grund av asynkronicitet hos
algoritmer. Detta låter oss karakterisera avvägningen mellan iterations- och
kommunikations-komplexitet när kompression används. I den andra delen stu-
derar vi hög prestanda hos felkompenseringsmetoder för komprimerade op-
timeringsalgoritmer. Även om konvergensgarantier med felkompensering har
etablerats finns det väldigt begränsat teoretiskt stöd för konkurrenskrafti-
ga konvergensgarantier med felkompensering. Vi utvecklar därför teoretiska
förklaringar, som visar att användande av felkompensering garanterar god-
tyckligt hög lösningsnoggrannhet från komprimerad information. I synnerhet
bidrar felkompensering till att ta bort ackumulerade kompressionsfel och för-
bättrar därmed lösningsnoggrannheten speciellt för illakonditionerade kvadra-
tiska optimeringsproblem. Vi presenterar också stark konvergensanalys för
felkompensering tillämpat på stokastiska gradientmetoder med ett kommuni-
kationsnätverk innehållande ett flertal maskiner. De felkompenserade algorit-
merna resulterar, i motsats till direkt kompression, i betydande reducering av
kompressionsfelet. Simuleringar av algoritmer i denna avhandling på verkliga
problem med referensdatamängder validerar våra teoretiska resultat.
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Chapter 1

Introduction

In science and engineering we are often interested in finding the best decision among
many possible alternatives. For instance, statisticians and control engineers aim to
determine the best estimators which describe data sets, and the most accurate
mathematical models based on signals of processes, respectively. The search for
optimal solutions to engineering problems can often be formulated in the framework
of mathematical programming. Here, optimization problems are typically written
in the standard form

minimize f(x)
subject to x ∈ X ,

(1.1)

where x is the decision variable, X is the constraint set restricting the admissible
decisions, and f(x) is the objective function which measures the cost of the decision.
Once we have formulated the problem in mathematical terms, we can apply a
wide variety of optimization algorithms, which start from an initial decision and
iteratively improve the decision until an optimal solution is found

Over the last two decades, the popularity of optimization has increased dra-
matically. There are several reasons for this increase in popularity: on the one
hand, the emergence of efficient general-purpose convex optimization algorithms
and the abundance of computing power means that we can solve larger problems
quicker and more reliably than ever; on the other hand, an increased awareness
of optimization in general, and convex optimization in particular, has fueled the
application of optimization techniques to many challenging real-world problems in
wireless networks, signal processing, machine learning and control. We illustrate
two successful real-world examples solved by optimization tools: resource allocation
and binary classification.

Example 1.1. (Resource Allocation) Resource allocation seeks to find an optimal
allocation of scarce resources. These problems arise in a variety of application areas
such as smart grids, wireless networks and finance.

Many prominent resource allocation appears in telecommunications, where many
users share a communication medium. For example, reliable communication across

1
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Figure 1.1: A typical multicell network with mobile phone users.

a wireless system requires coordinatation for massive data exchange between base
stations and users, including on the channel state information and signaling over-
head. In large networks, this signalling load becomes a huge burden that signif-
icantly limits that achievable performance. In addition, the performance metrics
and constraints are often non-convex and coupled. One example of such problems
is utility maximization in wireless systems with s base stations and n users. The
overall aim of the system is to maximize the quality of service for all users, where
each base station can provide limited resource cl. This can be formally written on
the following form:

maximize
q1,q2,...,qn

n∑
i=1

Ui(qi)

subject to
n∑
i=1

qi ≤ cl, l = 1, 2, . . . , s.

Here, each qi is the communication rate received by user i with its associated
measure of quality of service Ui(qi).

As the wireless networks are growing to meet the increasing demand of con-
sumers and multiple IoT devices, we need to solve larger optimization problems to
coordinate the communication network efficiently. Therefore, we need novel opti-
mization algorithms which can handle the unprecedented scale of these problems.

Example 1.2. (Machine Learning) Machine learning (ML) has become extremely
successful in extracting useful information directly from data. ML tasks are usually
formulated as optimization problems and therefore optimization plays an important
role in ML. For example, an important problem in ML is classification based on
data, which attempts to learn an optimal prediction for labelling new data samples.
One example is image recognition [1], where we try to recognize objects in images
(e.g. the hand-written digits from 0 to 9 in Figure 1.2).
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Figure 1.2: Sample digit images of the MNIST dataset from 0 to 9.

We can formulate classification tasks in the form of optimization problem (1.1)
as follows. Given the collection of data {(a1, b1), (a2, b2), . . . , (an, bn)} with the
feature ai and its associated class label bi

minimize
x∈Rd

1
n

n∑
i=1

`(x; ai, bi),

where x is the parameter of a classification rule, and `(x; ai, bi) is called a loss
function. This function measures the error of predicting the class label based on
the input ai and the rule x when the true label bi is known.

The amount of data is dramatically increasing due to, e.g., the advent of sens-
ing devices and the low cost of storages. For instance, hundreads of gigabytes of
data collect hundread of images of different objects which navigate in the outdoor
environment [2], thousands of hours of audio recordings [3], or millions of songs [4].
Undoubtedly, access to these massive data sets is essential to obtain better decision
and classfication rules for real-life engineering applications. However, these sizable
data sets lead to large-scale problems which cannot be solved by standard solvers
and hence which motivate the need of new optimization techniques.

These aforementioned examples highlight the importance of addressing huge-
scale optimization problems that traditional algorithms cannot handle. To solve
such huge problems within desirable training times, we must develop scalable par-
allel and distributed optimization algorithms.

1.1 High Performance Computing Architectures

The large complexity of real-world problems necessitates the rise of parallel com-
puting. In particular, as the problems grow, there is an increasing need of parallel
hardwares such as multicore central processing units (CPUs), Intel Xeon Scalable
Processors, and graphics processing units (GPUs). In addition, there are many
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Figure 1.3: The simplified view of shared and distributed memory architectures.

computing services which provide these accelerators by Amazon Elastic Compute
Cloud, Google Cloud and Microsoft Azure. These sophisticated hardwares thus
provide significant opportunities to utilize parallel computing in optimization.

Parallel programming is the process of writing programs, where executions are
carried out simultaneously on multiple processors. This parallelization procedure
has been empirically shown to have high performance gain. To train modern deep
learning neural network models such as ResNet, AlexNet and LSTM, parallelized
softwares with GPUs significantly reduce processing time even with a lot of training
data [5, 6]. To achieve this strong performance, one needs to develop software-
based parallel architectures based on efficiency and scalability. In particular, the
architectures are efficient if they can fully utilize all the processors, while they are
scalable if they can maintain performance even if the size of problems increases [7].
To implement algorithms with programmable parallel hardwares and architectures,
there are also many popular packages such as MPI [8], MapReduce [9], Aparche
Spark [10], and POLO [11, 7]. This leads to a major transformation in various
high-level programming languages such as Python, Julia, R and MATLAB. Apart
from their user-friendly environments, these languages now improve efficiency by
supporting concurrency, multithreading and multiprocessing packages. To further
augment capabilities of these languages, several parallel scripting libraries have been
developed to utilize parallelism with simple, scalable and flexible constructs [11, 12,
13]. These rich flexibilities enable developers to write simple high-level source codes
to execute commands in the parallel hardwares, which can be categorized based on
system memory or on communication protocols.

Shared-Memory and Distributed-Memory Systems

Parallel computing architectures have different memory structures to utilize mul-
tiple processing powers efficiently. In essence, they can be categorized mainly into
shared memory and distributed memory.
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Figure 1.4: Data parallelism on distributed-memory architectures. The data is
partitioned and distributed to machines connected with a network.

In the shared-memory systems, all processors can access a single global physical
memory (see Figure 1.3a) and therefore the communication between them can be
relatively fast. This implies that shared-memory architectures can deliver strong
performance gains, and can be easily implemented by open standards. However,
they have some drawbacks. One major drawback, for instance, is the problem
of memory sharing. As the number of processors n increases, the interconnected
network needs to expand memory traffic by n2 to meet the bandwidth requirements
[14]. By the limitation of scalable coordination, current shared-memory arhitectures
are not capable to solve state-of-the-art problems with high memory requirements in
the desired time-frame. Thus, distributed-memory architectures with accelerators
have become the popular alternative.

Distributed-memory systems consist of multiple processors. Each of them can
access its local memory and communicates each other using an interconnected net-
work (see Figure 1.3b). They allow data and computation loads to spread out
over multiple machines which accommodates both CPUs and GPUs in the net-
work. This parallelization scheme is called data parallelism; see Figure 1.4. By this
data partition technique, distributed-memory architectures have some advantages
over shared-memory architectures. For instance, the memory size of these architec-
tures is in direct proportion to the number of processors. This allows us to build
highly scalable distributed-memory systems with commodity processors, instead of
brand new computing units. These huge-scale distributed-memory systems which
comprise computers with warehouse-scale can be thus developed, e.g., by Facebook
[15], Tencent [16], and Microsoft [17]. By advantages mentioned above, these in-
frastructures gain popularity in many research areas (e.g. machine learning and
high-performance computing), as observed by [18].
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(a) (b) (c)

Figure 1.5: Examples of decentralized communication networks: (a) line topology,
(b) circular topology, and (c) 4-connected circular topology.

Centralized and Decentralized Communication Protocols

Shared-memory and distributed-memory architectures both need communications
between the processors to collaboratively solve large-scale problems. The commu-
nication protocols can be either centralized or decentralized.

In the centralized communication network, every node participates in collective
communication, e.g. broadcasting the same information to all nodes (e.g. comput-
ing machines or devices) or aggregating information sent from different nodes. One
common architecture for the centralized communication model is master-server,
where worker nodes communicate information only with the master node (see Fig-
ure 1.7). Therefore, each worker node can execute computation tasks independent
of others. This flexibility supports asynchronous communication and robust op-
erations. By these advantages, the master-server architecture becomes the most
prominent architecture of many applications, especially machine learning. Among
implementations that use this architecture are Project Adam [17], Tensorflow [19]
and POLO [11, 7].

On the other hand, decentralized communication protocols have a charateristic
feature that they do not need any central coordinator. In particular, each node
performs its local computations and communicates only with its neighbors under
the network topology (see the examples in Figure 1.5). This topology can be either
undirected where each node can exchange data to the neighboring node in both
directions, or directed where each node can pull data from but cannot push it to
the neighboring node; see Figure 1.6. The topology captures many real-life com-
munication models, and therefore it plays a central role in the costs of information
exchanged between multiple nodes. Implementations of this decentralized commu-
nication network rely on MapReduce (or AllReduce) operations [20] using popular
frameworks and packages [21, 22, 8]. MapReduce consists of the map operation
where the data is distributed among machines, and the reduce operation where all
computations are aggregated. Many famous examples of MapReduce-based schemes
include Horovod by Uber [23] and Mariana by Tencent [16].
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(a) Undirected network (b) Directed network

Figure 1.6: Examples of undirected and directed networks for three nodes.

Data 1 Data 2 Data 3

Master node

Worker node 1 Worker node 2 Worker node 3

Figure 1.7: Master-server architecture.

1.2 New Challenges in Scalable Optimization

Modern optimization algorithms which utilize the parallel architectures are impor-
tant to solve scalable problems. Parallelization reduces computation times at the
cost of large communication overhead, which becomes a main performance bottle-
neck of algorithms. This bottleneck comes from several factors. One important
factor is data communication between machines, which are required for the process
of encoding and decoding. In this process, data is represented by series of bits or
binary digits (0 or 1) for efficient transmission. For instance, the communication of
each machine needs 64d bits to transmit the vector consisting of d double-precision
floating points. Therefore, the increase in communication bandwidth is directly
proportional to the number of machines and the vector dimension. This implies
high communication latency to initiate the network, and transmit the information
among the machines. Another major factor is the communication bandwidth re-
quirement of parallel hardware architectures. Although the increasing number of
workers makes these architectures scalable, they often lead to high memory traffic.
For instance, shared-memory architectures and decentralized architectures with the
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fully-connected network require the communication cost in O(n2) with n comput-
ing machines [14, 24]. In addition, it is challenging to construct these architectures
with resource-constrained devices such as the Arm Cortex-M microcontrollers which
have only 500KB available memory [25, 26].

This communication bottleneck consequently makes parallel architectures hard
to achieve strong performance. To train machine learning models using these archi-
tectures, communication can dominate overall training time [27, 28, 29]. To address
these challenges, there is a fundamental need to design communication-efficient op-
timization algorithms.

1.3 Communication-Efficient Optimization

Even though there are some techniques to alleviate communication burden, there is
no silver bullet. Therefore, communication-efficient optimization algorithms have
become a popular research topic in recent years. Commonly used approaches in
the research community are to design less frequent communication protocols and
to use low-precision information.

Less Frequent Communication
One natural communication-efficient approach is to adopt less frequent commu-
nication protocols on optimization algorithms. The simplest technique is to use
the lazy communication protocol. Under this protocol, a few selected machines
are asked to send their latest information, thus saving overall communication per
round. Apart from the communication benefit, this protocol introduces asynchrony
into algorithms. Theoretical results of these algorithms suggest depedency of com-
munication delays on tuning parameters and convergence performance [30, 31, 32].
Therefore, these asychronous algorithms often suffer from slow performance espe-
cially by long delays. This is often the case when the architectures have stragglers
(the slowest machines). To avoid stragglers, the popular strategy is to use data en-
coding which adds redundancy in a network of machines. In essence, this technique
results in the overcomplete representation of encoded data sets which is split across
the machines. The computing network only waits for k information messages from
m machines (where k ≤ m), thus implying less overall communication per round in
practice [33, 34, 35, 36].

Low-Precision Information
For scenarios with bandwidth-limited communications, the popular way is to use a
compression, which converts information into a low-precision representation. The
compression schemes ensure low data communication of each machine to encode
and decode the local information. The development of compression operators have
recently gained high popularity. For instance, many works have proposed efficient
compressors on optimization algorithms to save overall network communication
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and simulateneously to achieve comparable convergence performance as their full-
precision algorithms [27, 37, 38].

1.4 Research Challenges

Motivated from the need to solve this communication bottleneck problem, the chal-
lenging research goal is to develop optimization algorithms which earn communica-
tion benefit while maintaining competitive performance. In particular, the ultimate
research question is the following:

Is it possible to design algorithms using only compressed information which can
achieve almost comparable convergence guarantees as full-precision algorithms?

To answer this question, we focus on compression techniques on optimization al-
gorithms throughout the thesis. Even though many compressors are proposed in
the literature, there are limited results which quantify their effects on convergence
guarantees of algorithms. This thesis thus provides a unified convergence of opti-
mization algorithms with three different categories of compressors which capture
several popular schemes presented in the literature. Another answer to the research
question is that we propose novel schemes which compensate the errors by com-
pression strategies. In essence, we show theoretically why algorithms using these
schemes achieve almost comparable solution accuacy as full-precision algorithms.

1.5 Thesis Organization and Contributions

In this section, we summarize thesis outline and the contributions in each chapter.

Chapter 2: Preliminaries
In this chapter, we introduce notations used in this thesis. Then, we review back-
ground of convex optimization. In particular, we provide an overview of first-order
methods, the related analysis, and their practical applications on modern architec-
tures. Lastly, we present important families of compressors.

Chapter 3: Compressed Gradient Method
In this chapter, we present a unified convergence analysis of first-order algorithms
with direct compression for unconstrained optimization problems. In particular,
our results explicitly show dependency of convergence on precision of compression
operators and problem parameters. This chapter is a summary of the following
works:

• Sarit Khirirat, Mikael Johansson, and Dan Alistarh. “Gradient compression
for communication-limited convex optimization.” 2018 IEEE Conference on
Decision and Control (CDC). IEEE, 2018.
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• Sarit Khirirat, Hamid Reza Feyzmahdavian, and Mikael Johansson. “Dis-
tributed learning with compressed gradients.” arXiv preprint arXiv:1806.06573
(2018).

Chapter 4: Error-Compensated Gradient Method
In this chapter, we consider the effect of error compensation on compressed first-
order algorithms. Motivated by practical experiments, we intuitively explain the
benefit of error compensation. Then, we provide unified results of error-compensated
first-order algorithms. This chapter is a summary of the following works:

• Dan Alistarh, Torsten Hoefler, Mikael Johansson, Nikola Konstantinov, Sarit
Khirirat, and Cédric Renggli. “The convergence of sparsified gradient meth-
ods.” In Advances in Neural Information Processing Systems, pp. 5973-5983.
2018.

• Sarit Khirirat, Sindri Magnússon, and Mikael Johansson. “Convergence Bounds
for Compressed Gradient Methods with Memory Based Error Compensation.”
ICASSP 2019-2019 IEEE International Conference on Acoustics, Speech and
Signal Processing (ICASSP). IEEE, 2019.
Best Student Paper Award sponsored by Hitachi.

• Sarit Khirirat, Sindri Magnússon, and Mikael Johansson. “Compressed Gra-
dient Methods with Hessian-Aided Error Compensation.” arXiv preprint
arXiv:1909.10327 (2019).

Chapter 5: Conclusion and Future Work
We finalize the thesis with concluding remarks and discussions on possible future
research directions.



Chapter 2

Preliminaries

In this chapter, we summarize background relevant to the thesis. First, we introduce
notations that are used throughout the thesis. We next review definitions of convex
optimization. We then overview popular first-order methods and complexities to
measure their performance in theoretical aspects. Finally, we present two classes
of communication architectures and motivate the need of compression schemes.

2.1 Notations

Throughout the thesis, we reserve N, N0, Z, and R be the set of natural numbers,
the set of natural numbers including zero, the set of integers, and the set of real
numbers, respectively. For a, b ∈ Z, we let [a, b] be the set {a, a + 1, a + 2, . . . , b}
where a ≤ b. We use Rd to denote the d-dimensional vector space of real-valued
vectors x = [x1, x2, . . . , xd]T has its coordinate from a set of real numbers. For
any vector x ∈ Rd, ‖x‖, ‖x‖1 and ‖x‖0 are the `2 norm, the `1 norm and the `0
norm, respectively; dxe+ = max{0, x}; sign(x) is its sign vector; and supp(x) = {i :
xi 6= 0} is the support set. Finally, Rd1×d2 denotes the set of real-valued matrices
with d1 rows and d2 columns. For a symmetric matrix A ∈ Rd×d, λ1(A), . . . , λd(A)
denote the eigenvalues of A in an increasing order (including multiplicities), and its
spectral norm is defined by ‖A‖ = maxi |λi(A)|.

2.2 Convex Optimization

In this section, we provide basic definitions of convex optimization. We begin by
stating definitions of a convex set and a convex function.

Definition 2.1 (Convex set). A set X ⊂ Rd is called convex if for any x, y ∈ X ,
we have

θx+ (1− θ)y ∈ X , for θ ∈ [0, 1].

11
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This definition implies that if the set is convex, then there always exists a
straight line between any two points in the set which also lies within the set.

Definition 2.2 (Convex function). A function f : Rd → R is called convex if for
any x, y ∈ Rd, we have

f(θx+ (1− θ)y) ≤ θf(x) + (1− θ)f(y), for θ ∈ [0, 1].

In this definition, if the function is convex, then the line segment between points
(x, f(x)) and (y, f(y)) always lies above (or on) the actual curve of f . For a differ-
entiable and convex function f(·), the following inequality also holds

f(y) ≥ f(x) + 〈∇f(x), y − x〉, for x, y ∈ Rd.

In the thesis, we are interested in solving convex optimization problems on the
form:

minimize f(x)
subject to x ∈ X ,

(2.1)

where f : Rd → R is a convex function, and the constraint set X ⊆ Rd is convex.
The solution x from the optimization problem can be either globally optimal,

i.e. f(x) ≤ f(z) for all x, z ∈ Rd or locally optimal where there exists a positive
constant R such that f(x) ≤ f(z) for ‖z − x‖ ≤ R. One nice property of convex
optimization is that any locally optimal solution is also globally optimal [39]. In
addition, these problem classes can be solved by classical optimization algorithms
to obtan a solution with high accuracy. Apart from convexity of problems, we
require additional properties of the objective function f listed below:

Definition 2.3. A function f : Rd → R is smooth with L > 0 if for all x, y ∈ Rd

‖∇f(x)−∇f(y)‖ ≤ L‖x− y‖. (2.2)

If f(·) is also convex, then

f(y) ≤ f(x) + 〈∇f(x), y − x〉+ L

2 ‖y − x‖
2, ∀x, y ∈ Rd. (2.3)

Definition 2.4. A function f : Rd → R is strongly convex with µ > 0 if

f(y) ≥ f(x) + 〈∇f(x), y − x〉+ µ

2 ‖y − x‖
2,∀x, y ∈ Rd. (2.4)

Even though these conditions seem to further restrict problem classes, many
real-world engineering applications surprisingly fulfill these properties. Further-
more, these properties can be exploited to design optimization algorithms with
faster convergence.
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2.2.1 First-Order Methods
In this thesis, we focus on first-order methods which utilize information on the
gradient of objective functions. The simplest first-order method is gradient descent,
which uses the following iteration:

xk+1 = xk − γ∇f(xk), (2.5)

where the initial point x0 and the positive step-size γ are given. The convergence of
gradient descent has been well-established for optimization problems (e.g. [40, 41]).
If we consider Problem (2.1) with the convex, smooth function f(·) and X = Rd,
then the sequence {xk}k∈N generated by (3.2) with γ = 1/L converges at a sub-
linear rate, i.e. for k ∈ N

f(xk)− f? ≤ L

2k ‖x0 − x?‖2,

where k is the number of iteration counts, x? is the optimal solution, and f? =
f(x?). If f(·) is also strongly convex, then gradient descent converges linearly, i.e.

f(xk)− f? ≤
(

1− µ

L

)k
(f(x0)− f?).

Even though several algorithms such as Newton’s methods have stronger conver-
gence guarantees than gradient descent, they increase the memory requirements and
per-iteration costs, and have difficulties to scale well for larger problem instances.
Instead, gradient descent exhibits the low per-iteration cost and has competitive
convergence guarantees. However, as data sets increase in dimensions and number
of samples, even the work required by the classical gradient method can be pro-
hibitive. This leads to modifications of first-order algorithms which are suitable for
these large-scale problems as we discuss next.

Incremental Gradient Methods

One popular modification of first-order methods is an incremental gradient method
(IGM). To understand its advantages over classical gradient descent, we need to
exploit nice structure of optimization problems. In essence, we turn our attention
to the finite-sum optimization on the form:

minimize f(x) = 1
n

n∑
i=1

fi(x)

subject to x ∈ X ,
(2.6)

where each fi : Rd → R is a real-valued function. This simple formulation is ubiqui-
tous in several application areas such as signal processing and machine learning. In
particular, each fi(·) can quantify the statistical error between the solution x and
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the ith paritition of data. When the number of components n is large, computing
gradient information of the whole objective function is often prohibitive. Fortu-
nately, first-order methods are however robust to using gradient approximations.

IGM relies on the gradient approximation using a single component function
fi(·), instead of the entire objective function. IGM updates the sequence {xk}
according to

xk+1 = xk − γ∇fik(xk), (2.7)

where ik is the index of the component function selected at each iteration k. The
selection protocol of the index ik can be either deterministic or randomized. For in-
stance, stochastic gradient descent (SGD) is IGM with ik uniformly selected among
the set {1, 2, . . . , n}.

The most obvious advantage of IGM is that its per-iteration cost is 1/n that
of classical gradient descent, [42, 1]. Despite its benefits, IGM shows a trade-off
between fast convergence and high solution accuracy. The low per-iteration cost
leads to quick running time, but the high variance of the gradient estimates causes
crude solutions, [1, 43, 44, 45, 46]. Therefore, it is preferable to design algorithms
which reduce the variance but still achieve competitive convergence performance.

One common variance reduction technique is mini-batching, where several com-
ponent functions are processed per iteration. The mini-batching technique is useful
for converting the serial IGM into parallel and distributed ones in order to pro-
vide better scalability [47]. Another technique is to form a gradient approximation
which guarantees the convergence toward the solution with high solution accuracy.
We provide details of this technique in the next section.

Incremental Aggregate Gradient Methods

Another popular variant of first-order methods is the incremental aggregrate gradi-
ent (IAG) method. The IAG method computes the gradient of a single component
function like IGM, while keeping a memory of the most recent gradients of all
component functions. In essence, IAG forms the gradient estimation according to:

g IAG
k = 1

n

n∑
i=1
∇fi(xk−τk

i
) ≈ 1

n

n∑
i=1
∇fi(xk).

Here, each τki ∈ N0 quantifies the time since component function i was last pro-
cessed. This leads to the IAG recursion

xk+1 = xk − γgIAG
k . (2.8)

The IAG method, first proposed in [48], has been extensively studied in different
settings [32, 31, 49, 50, 51], and its randomized variant has been analyzed [52].

Similar to other methods for variance reduction, such as SVRG [53] and SAGA
[54], the method has additional memory requirements since it stores one gradient
vector per component function. However, it is shown to converge toward the global
optimum even when the stepsize is a constant.
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2.3 Performance Analysis of First-order Methods

To solve convex optimization problems, there are several first-order methods as
mentioned in Section 2.2. However, the immediate challenge is how to compare
performances of these methods given problem classes. One often starts by measur-
ing computational efforts of each algorithm (e.g. its running time) to obtain the
optimal solution with a certain threshold. Inspired by these practical performance
metrics, the literature in the community of convex optimization and numerical
methods focuses on iteration complexity and communication complexity.

The iteration complexity, sometimes named oracle complexity, measures the
number of iterations needed to run a single method to reach the optimal solution
with ε-accuracy. The iteration complexities of first-order algorithms have been
well-established in the literature. For instance, gradient descent needs

L‖x0 − x?‖2

2
1
ε

and L

µ
log
(
f(x0)− f?

ε

)
iterations

to reach f(xk)− f? ≤ ε for convex and strongly convex optimization, respectively.
In addition, fundamental lower bounds of first-order methods have been derived.

The communication complexity measures the number of communicated bits re-
quired to reach the ε-accuracy. Despite extensive studies of the iteration complexity,
there are very few works which study the communication complexity and its lower
bound. For instance, lower bounds on communication complexity of two nodes
for specific families of objective functions were studied in [55], but there is very
little knowledge about the general setting with multiple machines. As the num-
ber of machines increase and the size of problems becomes large, parallel hardware
architectures require high communication overhead, even to point where communi-
cation dominates the overall running time of algorithms [27]. Therefore, deriving
the communication complexities of first-order algorithms under these architectures
are important; this immediately leads to the fundamental question: How much
information do the algorithms need to obtain a solution with reasonable accuracy?

2.4 Architectures for Scalable Optimization

The scale and complexity in applications of signal processing and machine learning
have been dramatically increasing. This leads to the popularity of parallel architec-
tures to reduce training time. Throughout this thesis, we study first-order methods
due to their easy implementations under these parallel architectures. In essence,
we categorize these methods based on the use of a) full gradient communication
or b) partial gradient communication; see Figure 2.1. On the one hand, we solve
the optimization problem under the full gradient communication by communicat-
ing the full gradient information in every iteration. Such communication usually
appears in dual decomposition methods; see Subsection 2.4.1. On the other hand,
the first-order methods under the partial gradient communication rely on gradi-
ent evaluations based on different nodes, each with its local data. We now review
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(a) (b)

Figure 2.1: Two common communication architectures for distributed gradient
methods: 1) full gradient communication (left) and 2) partial gradient commu-
nication (right).

first-order methods under these communication architectures separately in more
detail.

2.4.1 Full Gradient Communication: Dual Decomposition

Resource allocation is a class of distributed optimization problems where a group of
n nodes aim to minimize the sum of their local utility function over a set of shared
resource constraints. In particular, the nodes collaboratively solve

minimize
q1,...,qn

n∑
i=1

Ui(qi)

subject to qi ∈ Qi, i = 1, . . . , n
h(q1, q2, . . . , qn) = 0.

(2.9)

Each node has a utility function Ui(q) depending on its own private resource allo-
cation qi, constrained by the set Qi. The decision variables are coupled through the
total resource constraint h(q1, q2, . . . , qn) = 0, which captures system-wide physical
or economical limitations.

Resource allocation problems arise naturally in wireless networks, data commu-
nications, and smart grids, [56, 57, 58]. In data communications we optimize the
data flows between n source-destination pairs through an L−link communications
network by solving the utility minimization problem (2.9) with h(q1, q2, . . . , qn) =∑
s∈Sl qs − cl for l ∈ [1, L] [58]. Here, Sl is the set of source-destination pairs that

use link l, and Ui(·) represents the utility of data flow i to communicate at rate qi.
In electric power systems, where problems on the form of (2.9) are used to opti-
mize the electricity generation and consumptions of a group of electric devices (e.g.,
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smart meters, household appliances and renewable generators), h(q1, q2, . . . , qn) = 0
represents the physics of the grid.

The solution to problems on this form is typically decomposed by considering
the dual problem [58, 59, 60, 61, 62, 63]. To illustrate this procedure, we consider
the following dual problem which is equivalent to solving (2.9) (under mild technical
conditions [39, chapter 5])

maximize
x

f(x) := min
q
L(q, x), (2.10)

In this formulation, x is the dual variable, f(x) is the dual objective function, and

L(q, x) =
n∑
i=1

Ui(qi) + xTh(q1, . . . , qn),

is the Lagrangian of Problem (2.9). The dual function is concave and the dual
gradient (or a dual subgradient) is given by

∇f(x) = h(q1(x), . . . , qn(x)), q(x) = argmin
q

L(q, x).

In many networks the dual gradient is obtained from measurements of the effect of
the current decisions. Often, we only get a stochastic version of the gradient denoted
by g(x, ξ) where ξ is a random variable. If the primal problem has structure, then
dual gradient methods can often be used to decompose its solution. For example, in
many network applications h(q1(x), . . . , qn(x)) =

∑n
i=1 hi(q1(x), . . . , qn(x)). Then,

the equivalent dual problem (2.10) can be solved by gradient descent, leading to
the following iteration

qk+1
i =argmin

q
Ui(qki ) + (xk)Thi(qki ), i = 1, . . . , n

xk+1 =xk + γg(xk; ξk)

where γ is a step-size parameter. Notice that the essential step in the algorithm
is the communication of the stochastic dual gradient g(xk, ξk) ≈ h(qk+1

1 , . . . , qk+1
n )

which allows each node i to update qk+1
i in parallel based on the dual variable

xk. To effectively communicate the gradient, it must first be compressed into the
finite number of bits. Throughout the thesis, we study gradient descent with com-
pression strategies, and compensation schemes which help obtain fast convergence
guarantees despite limited information exchange.

2.4.2 Partial Gradient Communication
Problems on the form of (2.6) appear, e.g., in machine learning and signal process-
ing where we wish to find optimal estimators based on data from multiple nodes.
One important example is empirical risk minimization (ERM) where labelled data
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is split among n nodes which collaborate to find the optimal estimate. In particu-
lar, if each node i ∈ {1, 2, . . . , n} has access to its local data with feature vectors
zi = (z1

i , . . . , z
m
i ) and labels yi = (y1

i , . . . , y
m
i ) with zji ∈ Rd and yji ∈ R, then the

local objective functions are

fi(x) = 1
m

m∑
j=1

`(x; zji , y
j
i ) + λ

2 ||x||
2, for i = 1, 2, . . . , n (2.11)

where `(·) is some loss function and λ > 0 is a regularization parameter. The ERM
formulation covers many important machine learning problems. For example, we
obtain the least-squares regression problem by letting `(x; z, y) = (1/2)(y − zTx)2,
the logistic regression problem when `(x; z, y) = log(1 + exp(−y · zTx)), and the
support vector machine (SVM) problem if `(x; z, y) =

⌈
1− y · zTx

⌉
+ .

When the data set on each node is large, the above optimization problem can be
typically solved by first-order methods under the master-slave architectures. One
common algorithm is distributed SGD. In each iteration, the master node broad-
casts a decision variable xk, while each worker node i computes a stale stochastic
gradient gi(xk−τ i

k
) by evaluating its objective function gradient on a random subset

of its local data Di. After the master receives the information from some worker
nodes, it can perform the update

xk+1 = xk − γ
1
n

n∑
i=1

gi

(
xk−τ i

k

)
. (2.12)

Here, the stochastic gradient preserves the unbiasedness assumption, i.e.

Egi(x) = ∇fi(x), ∀x ∈ Rd. (2.13)

Note that τki ∈ N0 quantifies the communication delay when the gradient of
worker node i is received by the master node at each iteration k. This delay model
allows to study distributed SGD for both asynchronous and synchronous architec-
tures [64, 65, 66]. In particular, distributed SGD has been studied extensively and
implemented both in the parameter server framework [31, 67, 64, 68, 69] and under
the sychronous protocol [27, 64, 69, 33].

As the dimension of decision vectors continue to increase, a significant time
is spent communicating gradient and decision vectors between computing nodes.
For example, communication has been reported to account for up to 80% of the
total training time of state-of-the-art deep neural network models with millions of
parameters such as AlexNet, ResNet and LSTM [27, 70, 71]. To reduce time for
coding messages, compressing the gradient information of first-order algorithms is
recommended.
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2.5 Compression Operators

We introduce compression operators which have been studied in this thesis. In
essence, we introduce three categories of compressors: ε-compressor, bounded rela-
tive error quantizer and unbiased random quantizer.

2.5.1 ε-Compressor
The operator Q(·) is an ε−compressor if the Euclidean distance between the full
vector and its compressed version is bounded by a positive scalar ε, i.e.

‖Q(v)− v‖ ≤ ε, ∀v ∈ Rd.

A representative example is the rounding quantizer [72, 73, 74, 75] which projects
the real vector v to the closest point in a regular lattice on Rd. A smaller value of ε
implies a finer lattice and more information to encode. At the extreme when ε = 0,
we will have Q(v) = v.

2.5.2 Bounded Relative Error Quantizer
The operator Q(·) is called a bounded relative error quantizer (BREQ) if the com-
pressed version of the vector v satisfies the following inequalities

〈Q(v), v〉 ≥ σ‖v‖2, and ‖Q(v)‖2 ≤ β‖v‖2

for positive constants σ, β. These conditions imply equivalently that

‖Q(v)− v‖2 ≤ (1− 2σ + β)‖v‖2.

Notice that a compression error scales linearly in the Euclidean norm of the input
vector v, with a proportionality constant which depends on the BREQ parameters.
For instance, the BREQ compressor does not lose the vector information when
σ = β = 1 (i.e. Q(v) = v). Examples of BREQs include K-greedy quantizer, the
ternary quantizer, and the dynamic gradient quantizer [27].

2.5.3 Unbiased Random Quantizer
The operator Q(·) is called a unbiased random quantizer (URQ) if the compressed
version of the vector v satisfies

E[Q(v)] = v, and E‖Q(v)‖2 ≤ α‖v‖2

for a positive scalar α. The first criterion implies that Q(v) is unbiased. By these
two inequalities,

E‖Q(v)− v‖2 ≤ (α− 1)‖v‖2.
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Like BREQ, the compression error of an URQ scales linearly in the norm of the
input vector. If α = 1, thenQ(v) = v. Important URQ schemes include the gradient
sparsifier [76], the low-precision quantizer [27] and the ternary quantizer [77].

Throughout the thesis, we provide detailed definitions and examples of all stated
compression schemes. In particular, we present a unified analysis for first-order
algorithms with each family of compressors in the next chapter.



Chapter 3

Compressed Gradient Method

Several problems in machine learning involve empirical risk minimization and can
be cast as finite-sum optimization problems

minimize
x∈Rd

f(x) =
n∑
i=1

fi(x). (3.1)

Here, each component function fi(·) represents the loss for a single data point or
subset of data points. The standard first-order method for solving (3.1) is gradient
descent (GD)

xk+1 = xk − γ
n∑
i=1
∇fi(xk) (3.2)

for some positive step-size γ. However, when the number of component functions
n is extremely large, the computation cost per iteration of GD becomes significant.
To leverage the gradient computations, one can resort to data parallelism which
utilizes multiple parallel machines, e.g. [78, 79, 80, 81]. For instance, the partial
gradient communication architectures are commonly used to split computations
among the machines; see details in Section 2.4.2. These architectures can be both
synchronous and asynchronous versions.

In the synchronous architectures, the master node waits for all the gradients
computed by the workers before it makes an update [80, 64]. Insisting on a syn-
chronous operation leads to long communication times (waiting for the slowest
worker to complete) and the benefits of parallelization diminish as the number of
workers increases. Asynchronous architectures, such as parameter server [81], at-
tempt to alleviate this bottleneck by letting the master update its parameters every
time it receives new information from a worker. Since the workers now operate on
inconsistent data, the training accuracy may degrade and there is a risk that the
optimization process diverges.

The natural implementation of distributed gradient descent in the parameter
server framework is referred to as incremental aggregate gradient (IAG) [48]. Given
an initial point x0 and a step-size γ, the master executes the updates

21
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xk+1 = xk − γ
n∑
i=1
∇fi(xk−τ i

k
). (3.3)

Here τ ik describes the staleness of the gradient information from worker i available
to the master at iteration k. Under the assumption of bounded staleness, τ ik ≤ τ for
all k, i, convergence guarantees for IAG have been established for several classes of
loss functions, see e.g. [48, 32, 82, 31]. To study performance of these distributed
gradient descent algorithms, iteration complexity is the traditional performance in-
dicator which measures total running time. The iteration complexity is well-studied:
fundamental lower bounds have been derived [83, 40] and algorithms with order-
optimal convergence rates have been developed [41, 40]. However, a drawback of
the master-worker architecture is the massive amount of data exchanged between
workers and master. This is especially true when we scale up the number of worker
machines m to solve problems with large dimension d. Therefore, designing algo-
rithms which reduce iteration counts to reach the optimal solution with ε-accuracy
is no longer sufficient. Rather, it becomes essential to try to minimize the total
amount of communication required to reach an ε-optimal solution.

To reduce the network cost in distributed machine learning, several authors have
proposed various gradient compression algorithms [76, 84, 85, 77, 62]. The com-
pression algorithms can be both randomized [76, 84, 77] and deterministic [84, 62],
and empirical studies have demonstrated that they can yield significant savings in
network traffic [76, 84, 77]. To understand the effect of gradient compression, it is
essential to study communication complexity which measures amounts of commu-
nication required to reach an ε-optimal solution. Even though the communication
complexity has received some attention in the past [86, 87, 88, 89], this concept is
much less well understood than iteration complexity. Lower bounds on communi-
cation complexity exist only for special classes of functions, and optimal algorithms
are yet unknown even for unconstrained optimization. In addition, only a few works
provide theoretical results which characterize the impact of different gradient com-
pression strategies on the convergence rate guarantees.

In this chapter, we establish a unified framework for both synchronous and asyn-
chronous distributed optimization using gradient compression schemes. In essence,
we study two families of compression techniques: the bounded relative error quan-
tizer (BREQs) and unbiased randomized quantizers (URQs). For each family of
compression schemes, we derive valid inequalities which are useful for analyzing
their effect on optimization algorithms. We then use these inequalities to establish
per-iteration convergence rate guarantees of both GD and IAG with these compres-
sors. Our convergence results give explicit formulas for how compression accuracy
and staleness bounds affect the expected time to reach an ε-optimal solution. Based
on these results, we characterize the trade-off between iteration and communication
complexity under algorithms using gradient compression. Finally, we validate our
theoretical findings on parameter estimation problems over benchmark data sets.
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3.1 Gradient Compression

To study the iteration and communication complexity of communication-efficient
algorithms, we start by introducing two families of compression schemes: BREQs
and URQs. These two definitions charaterize important features of both determin-
istic and randomized compressors in the literature.

3.1.1 Bounded Relative Error Quantizer
We present the definition of the generic deterministic compressor.

Definition 3.1. The operator Q : Rd → Rd is called a bounded relative error
quantizer (BREQ) if for all v ∈ Rd and for some positive constants α, β

(a) 〈Q(v), v〉 ≥ α‖v‖2, and

(b) ‖Q(v)‖2 ≤ β‖v‖2.

Note that the first inequality is satisfied by any quantizer for which sgn(Q(v)) =
sgn(v). Moreover, conditions (a) and (b) imply that

‖Q(v)− v‖2 ≤ (1− 2α+ β)‖v‖2,

so the relative quantization error induced by Q is indeed bounded. Thus, the
BREQ parameters α, β quantifies compression accuracy. For the extreme case when
α = β = 1, Q(v) = v. Next, we give several examples of gradient compression
schemes which are BREQs.

Examples of BREQs

Compression schemes can be sparsification which sets small vector elements to be
zero, quantization which each vector element is represented by a low number of
bits, or both. The first technique is sparsification which can be done by keeping
top K elements with higest absolute magnitude. We define this formally below.

Definition 3.2. The K-greedy quantizer QKG : Rd 7→ Rd is

[QKG (g)]i =
{

[g]π(i) if i ≤ K
0 otherwise

where π is a permutation of {1, . . . , d} such that |gπ(k)| ≥ |gπ(k+1)| for all k ∈
{1, . . . , d− 1}.

The case K = 1 has been treated by Nutini et al. [90]. A naive encoding of a
vector processed by the K-greedy quantizer requires K(log2(d) + b) bits: log2(d)
bits to represent each index and b bits to represent the corresponding entry of the
K non-zero values.
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Another approach to reduce the size of the gradient vector is to quantize the
individual elements. At the extreme, one can consider three-level (ternary) quanti-
zation, where each vector element is quantized to the levels {−1, 0, 1}. The conver-
gence of gradient descent with the ternary quantizer has been studied in [62]. One
drawback with this quantizer is that the absence of magnitude information about
the original gradient leads to a residual error in the gradient descent. To avoid this
problem, one can rather code each element of g to {−‖g‖, 0, ‖g‖}. We thus consider
the following quantizer:

Definition 3.3. The ternary quantizer QT : Rd 7→ Rd is

[QT (g)]i = ‖g‖sgn(gi).

The required number of bits to encode the gradient by the ternary quantizer
is 2d + b: b bits to encode the norm of the vector, and 2 bits for each element to
encode its sign.

Finally, one can also combine sparsification and quantization; the compressed
gradient is then represented by its (uncompressed) magnitude and the sign of a few
entries. Such quantizers have been recently proposed in, e.g., [27, 77]. We now
provide the definition.

Definition 3.4. The dynamic gradient quantizer QD : Rd 7→ Rd is defined as

[QD(g)]i =
{
‖g‖sgn(gi) if i ∈ I(g)
0 otherwise

where I(g) is the smallest subset of {1, . . . , d} such that∑
i∈I(g)

|gi| ≥ ‖g‖.

The dynamic gradient quantizer was analyzed in Alistarh et al. [27]. The
dynamic quantizer requires |I(g)|(log2(d) + 1) + b bits to encode the gradient.

In addition, it can be shown that the above examples are all the BREQ with
the following parameters:

Lemma 3.1. The K−greedy quantizer QKG (·) is a BREQ with α = K/d and β = 1.
In addition, for any g ∈ Rd,

(K/d)‖g‖2 ≤ ‖QKG (g)‖2 (3.4)

Lemma 3.2. The ternary quantizer QT (·) is a BREQ with α = 1, β ≤ d.

Lemma 3.3. The dynamic quantizer QD(·) is a BREQ with α = 1, β ≤
√
d.

Note that Lemma 3.1, 3.2 and 3.3 all quantify how accurate the compressors are.
For example, K-greedy quantizer with K = d leads to the condition that Q(v) = v,
while the ternary quantizer is less accurate than the dynamic quantizer by

√
d.
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3.1.2 Unbiased Random Quantizer
Another family of operators which reduce the precision of information is randomized
compression. To unify the properties of compressors in this family, we introduce the
unbiased random quantizer (URQ). Now, we formally define the URQs as follows:

Definition 3.5. A mapping Q : Rd → Rd is called an unbiased random quantizer
if, for every v ∈ Rd,

1. supp(Q(v)) ⊆ supp(v)

2. E{Q(v)} = v

3. E{‖Q(v)‖2} ≤ α‖v‖2

for some finite positive α. In addition, Q is said to be sign-preserving if

[Q(v)]ivi ≥ 0

for every v ∈ Rd and i ∈ [1, d].

Unbiased random quantizers satisfy some additional useful inequalities. First,

E {‖Q(v)‖0} ≤ c,

for any v ∈ Rd and a finite positive constant c ≤ d. The sign-preserving property
guarantees the same direction between the compressed vector and the full one. This
property of Q also implies that

E ‖Q(v)− v‖2 ≤ β‖v‖2,

for any v ∈ Rd and a finite positive constant β ≤ α − 1. As we will show next, it
is typically possible to derive better bounds for c and β when we consider specific
classes of gradient compressors.

Examples of URQs

Several randomized gradient compression algorithms have been proposed for dis-
tributed optimization problems under limited communications. Like BREQs in
Section 3.1.1, randomized compressors can use either sparsification or quantiza-
tion techniques. Important examples include the gradient sparsifier [76], the low-
precision quantizer [84] and the ternary quantizer [77] as defined below.

Definition 3.6. The gradient sparsifier S : Rd → Rd is defined as

Si(v) =
{
vi/pi with probability pi

0 otherwise ,

where pi is probability that coordinate i is selected.
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Note that when the gradient sparsifier uses the same probability for each co-
ordinate, it will effectively result in a randomized coordinate descent. Choosing
pi = |vi|/‖v‖, on the other hand, will result in the ternary quantizer [77]:

Definition 3.7. The ternary quantizer T : Rd → Rd is defined as

T i(v) =
{
‖v‖ sign(vi) with probability |vi|/‖v‖

0 otherwise .

The low-precision quantizer [84], defined next, combines sparsification of the
gradient vector with quantization of its element to further reduce the amount of
information exchanged.

Definition 3.8. The low-precision quantizer Qb : Rd → Rd is defined as

Qib(v) = ‖v‖ sign(vi)ξ(v, i, s),

where

ξ(v, i, s) =
{

l/s with probability 1− p
(
|vi|/‖v‖, s

)
(l + 1)/s otherwise ,

and p(a, s) = as− l for any a ∈ [0, 1]. Here, s is the number of quantization levels
distributed between 0 and 1, and l ∈ [0, s) such that |vi|/‖v‖ ∈ [l/s, (l + 1)/s].

Notice that the ternary quantizer is the low-precision quantizer with s = 1 (and
hence l = 0). It is easily shown that these quantizers are sign-preserving unbiased
random quantizers. Specifically, we have the following results:

Proposition 3.1 ([76]). The gradient sparisifier S : Rd → Rd is a sign-preserving
URQ, which satisfies

1. E{‖S(v)‖2} ≤ (1/pmin)‖v‖2 where pmin = min
i∈[1,d]

pi , and

2. E{‖S(v))‖0} =
∑d
i=1 p

i.

Proposition 3.2 (Lemma 3.4 in [84]). The low-precision quantizer Qb : Rd → Rd
is a sign-preserving URQ, which satisfies

1. E{‖Qb(v)‖2} ≤
(

1 + min
(
d/s2,

√
d/s
))
‖v‖2, and

2. E{‖Qb(v))‖0} ≤ s(s+
√
d).

Proposition 3.1 and 3.2 both imply that E‖Q(v)‖2 is close to ‖v‖2 if the URQs
are sufficiently accurate; e.g., when we set pi = 1 for all i in the gradient sparsifier
(we send the full vector) and when we let s→∞ in the low-precision quantizer (we
send the exact solution). Although the probability pi in the gradient sparsifier can
be time-varying (e.g., when we set pi ∝ vi) we assume a time-invariant α-value in
the analysis to simplify notation.
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3.2 Assumptions

To facilitate our analysis throughout this chapter, we impose standard assumptions
on the optimization problem (3.1) as follows:

Assumption 3.1. Each fi : Rd → R is L-smooth, i.e. there exists L > 0 such that

fi(y) ≤ fi(x) + 〈∇fi(x), y − x〉+ L

2 ‖y − x‖
2 ∀x, y ∈ Rd.

Note that Assumption 3.1 implies that f is also smooth with L̄ ≤ mL.

Assumption 3.2. The function f : Rd → R is µ−strongly convex, i.e. there exits
µ > 0 such that

f(y) ≥ f(x) + 〈∇f(x), y − x〉+ µ

2 ‖y − x‖
2 ∀x, y ∈ Rd.

If the data sparsity pattern is exploited, then one can often derive a smaller
Lipschitz constant, which allows larger step-sizes and faster convergence guarantees.
To quantify the sparsity pattern, we further make the additional assumption.

Assumption 3.3. Each fi : Rd → R can be written as fi(x) = `(aTi x, bi), such
that supp(∇fi(x)) = supp(ai) for given data {(ai, bi)}ni=1 with ai ∈ Rd and bi ∈ R.

Note that Assumption 3.3 does not require boundedness of the gradients. Both
least-squares problems, where fi(x) = 0.5(aTi x − bi)2 and ∇fi(x) = (aTi x − bi)ai,
and logistic regression problems, where fi(x) = log(1+exp(−biaTi x)) and ∇fi(x) =
−
(
bi/
(
1 + exp(−biaTi x)

))
ai satisfy the assumption. When Assumption 3.3 is satis-

fied, the sparsity pattern of component function gradients can be computed off-line
directly from the data. We will consider two important sparsity measures: the
average and maximum conflict graph degree of the data, defined as

∆ave = 1
n

n∑
i=1


n∑

j=1,j 6=i
1{supp(ai) ∩ supp(aj) 6= ∅}

 , and

∆max = max
i∈[1,n]


n∑

j=1,j 6=i
1{supp(ai) ∩ supp(aj) 6= ∅}

 .

As shown next, these sparsity measures allow us to derive a tighter bound L̄ for
the Lipschitz constant of the total loss:

Lemma 3.4. Consider the optimization problem (3.1) under Assumption 3.3. If
`(·) is smooth with L > 0, then the gradient of the total loss is smooth with

L̄ = L
√
n(1 + ∆),

where ∆ = min(∆ave,∆max).
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Proof. See the Appendix.

These sparsity measures are used to tighten our convergence results.

3.3 Convergence Analysis under BREQ Compression

In this section, we establish a unified convergence analysis of the gradient descent
algorithm under BREQ compression in terms of both iteration counts and number
of communicated bits. We thus consider

xk+1 = xk − γQ (∇f(xk)) , (3.5)

where γ is a positive step size and Q(·) is a BREQ introduced in Section 3.1.1. Our
first result characterizes the convergence of compressed gradient descent.

Theorem 3.1 (Strongly convex optimization). Consider the problem (3.1), where
the whole objective function f(·) is L-smooth and µ-strongly convex. Suppose that
γ = α/(βL). Then, the iterates {xk}k∈N generated by (3.5) satisfy

f(xk)− f? ≤ ρk (f(x0)− f?) ,

where ρ = 1− α2µ/(2βL) ∈ (0, 1).

Proof. See the Appendix.

Theorem 3.1 establishes linear convergence of gradient descent under BREQ
compression toward the optimum. In essence, the tuning parameter and the con-
vergence rate are penalized by α/β and by α2/2β, respectively, compared to a
similar analysis of full gradient descent. This penalized factor quantifies the accu-
racy of the BREQ compression. For instance, this factor ranges from 1/(2

√
d) for

the dynamic quantizer to K2/(2d2) for the K-greedy quantizer. We also see the
effect by compression accuracy for convex and non-convex optimization problems.

Theorem 3.2 (Convex optimization). Suppose that f : Rd 7→ R is convex and
L-smooth. Let {xk} be generated by (3.5) with γ = α/(βL). If there exits a positive
constant R such that ‖xk − x?‖ ≤ R for all k, then

f(xk)− f? ≤ 1
k

1
ΩR

2,

where Ω = α2/(2βL).

Proof. See the Appendix.
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Theorem 3.3 (Non-convex optimization). Let f : Rd → R is L-smooth. If γ =
α/(βL), then the iterates {xk}k∈N generated by (3.5) satisfy

min
t∈[0,k−1]

‖∇f(xt)‖2 ≤
1
k

1
Ω (f(x0)− f(xk)) ,

where Ω = α2/(2βL).

Proof. See the Appendix.

Theorem 3.2 and 3.3 both imply that gradient descent with BREQ compression
retains the sub-linear rate O(1/k), and like Theorem 3.1 the convergence factors
are penalized by a term α2/2β which depends on the accuracy of the compression
algorithm. The results also allow us to estimate the iteration and communication
complexity, as shown next.

Corollary 3.1. Consider the problem (4.3) where the whole objective function f(·)
is L-smooth. Let c be the required number of bits to encode one compressed vector,
and denote Ω = α2/(2β) and ε0 = f(x0) − f(xT ). Suppose that γ = α/(βL). We
find mink∈[0,T−1] ‖∇f(xk)‖2 ≤ ε by running (3.5) for at most

T ? = 1
ΩLε0/ε,

iterations, under which B? = dcT ?e bits are sent.

Proof. See the Appendix.

3.3.1 Tighter Convergence of K−greedy quantizer
The greedy quantizer has a small value of α, which translates into a high conver-
gence penalty in the unified analysis. However, by exploiting the lower bound on
‖Q(v)‖ stated in Lemma 3.1, we can give convergence guarantees that are of the
same order of magnitude as the other BREQs.

Theorem 3.4. Consider the optimization problem (3.1) and and the iterates {xk}
generated by (3.5) with γ = 1/L using the K-greedy quantizer.

a) If the whole objective function f(·) is L-smooth, then

min
t∈[0,k−1]

‖∇f(xt)‖2 ≤
1
k

2dL
K

(f(x0)− f?) .

b) If f(·) is convex and L-smooth, then

f(xk)− f? ≤ 1
k

2dL
K

R2,

where R ≥ ‖xk − x?‖ for all k.
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c) If f(·) is both L-smooth and µ-strongly convex, then

f(xk)− f? ≤
(

1− 2d
K

µ

L

)k
(f(x0)− f?).

Proof. See the Appendix.

In the similar fashion for the generic BREQ analysis, we can derive the following
bound on the communication complexity of gradient descent with the K-greedy
sparsifier.

Corollary 3.2. Consider the problem (3.1), where the whole objective function f(·)
is L-smooth. Let c be the required number of bits to encode one compressed vector,
and denote Ω = K/(2n) and ε0 = f(x0)− f(xT ). Suppose that γ = 1/L. We have
mink∈[0,T−1] ‖∇f(xk)‖2 ≤ ε by running (3.5) with the K−greedy quantizer for at
most

T ? = 1
ΩLε0/ε,

iterations, under which B? = dcT ?e bits are sent.

Proof. See the Appendix.

The iteration and communication complexities in Corollary 3.1 and 3.2 are sum-
marized in Table 3.1.

Quantizer γ T ? B?

K−greedy 1
L

d
K ν dd(log2(d) + b)νe

quantizer

Ternary 1
dL dν dKmax(2d+ b)νe

quantizer

Dynamic gradient 1√
dL

√
dν dKmaxCDνe

quantizer

Table 3.1: iteration and communications complexity of compressed GD where CD =
Kmax(log2(d)+1)+b, Kmax = maxkKk, Kk = | supp(Q(∇f(xk)))| and ν = 2Lε0/ε.
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3.3.2 Experimental Results

We evaluated the performance of GD with different BREQ compression techniques
on a least-squares problem in Julia. This problem is on the form (3.1) with f(x) =
1
2‖Ax − b‖2 where A ∈ Rm×d and b ∈ Rm. Test instances with m = 1000 and
d = 800 were created as follows: each element of A was drawn from U(0, 1) and
each element of b was set to be the sign of a random number drawn from N (0, 1).
We normalized each row of A by its Euclidean norm and computed the Lipschitz
constant as L = λmax(ATA). The compressed gradient iterations were initialized
from x0 = 0, and we assumed that real numbers were represented by b = 64 bits.
The step sizes under different gradient compression algorithms are tuned according
to Table 3.1.

From Figure 3.1a, GD has the fastest convergence towards the optimum in terms
of iteration counts. This is expected, since all gradient compression techniques in-
troduce an information loss. However, GD with gradient compression tends to
have better performance than GD in terms of the number of communicated bits;
see Figure 3.1b. The exception is the ternary quantizer, which is uniformly worse
than its alternatives, possibly due to its small theoretically justified step size. Fig-
ure 3.1b indicates that GD with the dynamic gradient quantizer attains the best
communication complexity among GD with other compression techniques.
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Figure 3.1: The performance of GD with different BREQ compression and full GD.

3.4 Convergence Analysis under URQ Compression

In this section, we provide a unified convergence analysis of gradient descent using
the URQ compression. In essence, we show that the unbiasedness property of
URQ compressors can be used to obtain strong theoretical guarantees for both
full and partial gradient architectures. Our results do not require any restrictive
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assumptions, and show explicit dependency of convergence on compression accuracy
and asychronous delays.

3.4.1 Full Gradient Communication
To build the intuition on the effect of the URQ compression, we study gradient
descent under the full gradient communication architecture. The result is of signif-
icance for distributed optimization using dual decomposition methods, where the
dual function is optimized typically by using gradient descent (see details in Section
2.4.1). Furthermore, it complements and improves on results for the BREQ com-
pression in Section 3.3. In essence, the convergence of algorithms using the URQ,
like the BREQ, is shown to depend on the compression accuracy. This theoretical
guarantee leads to explicit formulas for the iteration and communication complex-
ity of GD with URQ compression. In addition, the result establishes a baseline for
the partial gradient communication architectures later.

To this end, we start by considering compressed gradient descent, which updates
the solution {xk} via the following recursion

xk+1 = xk − γQ(∇f(xk)), (3.6)

where γ is a fixed, positive step size, and Q(·) is a URQ. Throughout this section,
we derive explicit expressions for how the variance bound α of the URQ affects
admissible step-sizes and guaranteed convergence times. We begin by considering
strongly convex optimization problems.

Theorem 3.5. Consider the optimization problem (3.1) under Assumption 3.1,
3.2 and 3.3. Let L̄ = L

√
n(1 + ∆) and ∆ = min(∆ave,∆max). Then, the iterates

{xk}k∈N generated by (3.6) with γ = (1/α)
(
2/(µ+ L̄)

)
satisfy

E‖xk − x?‖2 ≤ ρk‖x0 − x?‖2,

where ρ = 1− 1
α

4µ·L̄
(µ+L̄)2 .

Proof. See Appendix.

One naive encoding of a vector processed by the URQ requires c(log2 d + B)
bits: log2 d bits to represent each index and B bits to represent the corresponding
vector entry of c non-zero values. Hence, Theorem 3.5 yields the following iteration
and communication complexity.

Corollary 3.3. Consider the optimization problem (3.1) under Assumption 3.1, 3.3
and 3.2. Let L̄ = L

√
n(1 + ∆) and ∆ = min(∆ave,∆max). Given ε0 = ‖x0 − x?‖2,

by running (3.6) with γ = (1/α)
(
2/(µ+ L̄)

)
for at most

k? = α
(µ+ L̄)2

4µL̄
log (ε0/ε)
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iterations, under which

B? = (log2d+B) c · α (µ+ L̄)2

4µL̄
log (ε0/ε)

bits are sent, we ensure that E‖xk−x?‖2 ≤ ε. Here B is the number of bits required
to encode a single vector entry and E{‖Q(v)‖0} ≤ c.

Proof. See Appendix.

Theorem 3.5 quantifies how the convergence guarantees depend on α. If the
worker node sends the exact gradient, i.e. Q(∇f(xk)) = ∇f(xk), α = 1 and Theo-
rem 3.5 recovers the convergence rate result of GD for strongly convex optimization
with γ = 2/(µ+ L̄) presented in [91, 92]. If the quantizer produces a less accurate
vector (larger α), then we must decrease the step size γ to guarantee numerical
stability, and accept that the ε-convergence times T ? will increase. This effect is
also pronounced in convex optimization problems as shown below:

Theorem 3.6. Consider the optimization problem (3.1) under Assumption 3.1 and
3.3. Let ∆ = min(∆ave,∆max) and L̄ = L

√
n(1 + ∆). Then, the iterates {xk}k∈N

generated by (3.6) with γ = (1/L̄α) satisfy

E (f(xT )− f?) ≤ αL̄

2(T + 1)‖x0 − x?‖2.

Proof. See Appendix.

Corollary 3.4. Consider the optimization problem (3.1) under Assumption 3.1
and 3.3. Let L̄ = L

√
n(1 + ∆) and ∆ = min(∆ave,∆max). Given ε0 = ‖x0 − x?‖2,

by running (3.6) with γ = (1/L̄α) for at most

T ? = αL̄

2 ·
ε0

ε

iterations, under which

B? = (log2d+B) c · αL̄2 ·
ε0

ε

bits are sent, we ensure E (f(xT )− f?) ≤ ε. Here B is the number of bits required
to encode a single vector entry and E{‖Q(v)‖0} ≤ c.

Proof. See Appendix.

We conclude this section by studying the following compressed IAG algorithm:
given an initial point x0 and a fixed, positive step size γ

xk+1 = xk − γQ

(
n∑
i=1
∇fi(xk−τ i

k
)
)
. (3.7)
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The iteration accounts for heterogeneous worker delays, but performs a centralized
compression of the sum of staled gradients. We include the result here to highlight
how the introduction of heterogeneous delays affect our convergence guarantees,
and consider it as an intermediate step towards the more practical architectures
studied in the next section. Note that the compressed GD iteration (3.6) is the
compressed IAG iteration (3.7) with τ ik = 0.

Theorem 3.7. Consider the optimization problem (3.1) under Assumption 3.1,
3.3 and 3.2. Let L̄ = L

√
n(1 + ∆) and ∆ = min(∆ave,∆max), and suppose that

0 < γ < γ̄ where

γ̄ = min
(

µ
√
ατL̄2

,
1
αL̄

)
and τ ik ≤ τ for all i, k. Then, the iterates {xk}k∈N generated by (3.7) satisfy

E[f(xk)− f(x?)] ≤ (p+ q)k/(1+2τ) (
f(x0)− f(x?)

)
where p = 1− µγ and q = L̄4γ3τ2α/µ.

Proof. See Appendix.

The admissible step-sizes in Theorem 3.7 depends on both the delay bound τ
and the compression bound α. The upper bound on the step-size in Theorem 3.7 is
smaller than the corresponding result in Theorem 3.5. If the quantizer produces the
exact output, then the proposed algorithm coincides with the IAG algorithm (3.3)
for strongly convex optimization. Suppose that α = 1, µ/L̄ ≤ τ , and γ = 0.5γ̄.
Then, the IAG iteration satisfies

f(xk)− f(x?) ≤
(

1− 1
8

1
1 + 2τ

µ2

τL̄2

)k (
f(x0)− f(x?)

)
where the inequality follows from the fact that (1 − x)a ≤ 1 − ax for x, a ∈ [0, 1].
Thus, our step-size is more than three times larger than the one derived in [32],
which results in corresponding improvements in convergence factors.

Next, Theorem 3.7 estimates the associated ε-convergence times and expected
information exchange from workers to master.

Corollary 3.5. Consider the optimization problem (3.1) under Assumption 3.1,
3.3 and 3.2. Let L̄ = L

√
n(1 + ∆) and ∆ = min(∆ave,∆max), and suppose that

γ < min
(

µ
√
ατL̄2

,
1
αL̄

)
,

where τ ik ≤ τ for all i, k. Given ε0 = f(x0)− f?, by running (3.7) for at most

k? = (1 + 2τ) µ

γ
(
µ2 − L̄4γ2τ2α

) log(ε0/ε)
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iterations, under which

B? = (log2d+B)c · (1 + 2τ) µ

γ
(
µ2 − L̄4γ2τ2α

) log(ε0/ε)

bits are sent, we ensure E (f(xk)− f?) ≤ ε. Here B is the number of bits required
to encode a single vector entry and E{‖Q(v)‖0} ≤ c.

Proof. See Appendix.

Furthermore, we extend the result for the optimization problem without the
strong convexity assumption as follows:

Theorem 3.8. Consider the optimization problem (3.1) under Assumption 3.1 and
3.3. Let L̄ = L

√
n(1 + ∆) and ∆ = min(∆ave,∆max), and suppose that

γ <
1√

1 + 8 (1 + β(1 + θ)) τ(τ + 1)
2
L̄
,

and β < 1/ (2(1 + 1/θ)) for θ > 0. Then, the iterates {xk}k∈N generated by (3.7)
satisfy

min
k∈[0,K]

E‖∇f(xk)‖2 ≤ 1
a

1
K + 1 (f(x0)− f?) ,

where a = γ/2− γβ(1 + 1/θ).

Proof. See Appendix.

Theorem 3.8 implies the sufficient accuracy of the compression schemes to guar-
antee the numerical stability of the compressed IAG algorithms. Unlike Theorem
3.7, the step size from this theorem is independent of the conditional number L̄/µ.

3.4.2 Partial Gradient Communication
To solve scalable real-world problems effectively, it is natural to apply compression
strategies on gradient descent under the partial gradient communication architec-
ture. Even though convergence results of algorithms using the BREQ compression
can be obtained, they often require restrictive conditions on problems. For instance,
the vast majority of existing works often makes the uniformly bounded assumption
on the norm of the objective function gradient. Although this assumption is valid
for a certain class of problems, it is always violated for strongly convex problems.

In this section, we rather study the effect of the URQ compression on distributed
gradient descent algorithms. In essence, the unbiased property of the URQ, unlike
the BREQ, allows us to establish theoretical guarantees without additional as-
sumptions. Analogous to Section 3.4.1, the convergence rate is shown to depend
explicitly on the URQ accuracy and the communication delay due to asynchrony.
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Before studying these effect on the asynchronous algorithm, we consider its
synchronous version. In each iteration of this algorithm, the master waits for com-
pressed gradient information sent by every worker and maintains the iterates {xk}
according to

xk+1 = xk − γ
n∑
i=1

Q(∇fi(xk)). (3.8)

Since URQs are random and modify the gradient vectors and their support, the
sparsity patterns of the quantized gradients are time-varying and can be character-
ized by the quantities

∆k
max = max

i∈[1,n]

{
n∑

j=1,j 6=i
1 {supp(Q(ai)) ∩ supp(Q(aj)) 6= ∅}

}

∆k
ave = 1

n

n∑
i=1

{
n∑

j=1,j 6=i
1{supp(Q(ai)) ∩ supp(Q(aj)) 6= ∅}

}
.

(3.9)

A limitation with these quantities is that they cannot be computed off-line. How-
ever, since gradient compression reduces the support of vectors, supp(Q(ai)) ⊂
supp(ai), it always holds that ∆k

max ≤ ∆max and ∆k
ave ≤ ∆ave.

The next lemma enables us to benefit from sparsity in our analysis.

Lemma 3.5. Under Assumption 3.3, for k ≥ 0∥∥∥∥∥
n∑
i=1

Q(∇fi(xk))

∥∥∥∥∥
2

≤ σk
n∑
i=1
‖Q(∇fi(xk))‖2 ,

where

σk = min
(√

n(1 + ∆k
ave), 1 + ∆k

max

)
.

Moreover,

σk ≤ σ = min
(√

n(1 + ∆ave), 1 + ∆max

)
.

Proof. See Appendix.

Notice that Lemma 3.5 quantifies the combined impact of data sparsity and
compression. We have σk = 1 if the quantized gradients are completely sparse
(their support sets do not overlap), whereas σk = n if the quantized gradients are
completely dense (all support sets overlap).

Now, we state the convergence result for strongly convex loss functions.
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Theorem 3.9. Consider the optimization problem (3.1) under Assumption 3.1,
3.2 and 3.3. Suppose that γ = 1/ (Lα(1 + θ)σ) for some θ > 0. Then, the iterates
{xk}k∈N generated by (3.8) satisfy

E‖xk − x?‖2 ≤ (1− µγ)k‖x0 − x?‖2 + 1
µθL

n∑
i=1
‖∇fi(x?)‖2,

Proof. See Appendix.

Theorem 3.9 states that the iterates genenrated by D-QGD (3.8) converge to a
ball around the optimal solution. It shows explicitly how the sparsity measure σ
and the quantizer accuracy parameter α affect the convergence guarantees. Note
that a larger value of θ allows for larger step-sizes and better convergence factor,
but also a larger residual error.

For simplicity of notation and applicability of the results, we formulated The-
orem 3.9 in terms of σ and not σk (the proof, however, also provides convergence
guarantees in terms of σk). The result is conservative in the sense that compression
increases sparsity of the gradients, which should translate into larger step-sizes. To
evaluate the degree of conservatism, we carry out Monte Carlo simulations on the
data sets described in Table 3.3. We indeed note that σk is significantly smaller
than σ. Next, we extend the result to convex optimization problems.

Theorem 3.10. Consider the optimization problem (3.1) under Assumption 3.1
and 3.3. Let σ = min

(√
n(1 + ∆ave), 1 + ∆max

)
and θ > 0. Suppose that γ =

1/ (Lα(1 + θ)σ). Then, the iterates {xk}k∈N generated by (3.8) satisfy

E(f(x̄T )− f(x?)) ≤ 1
γ

1
T
‖x0 − x?‖2 + 1

θL

n∑
i=1
‖∇fi(x?)‖2,

where x̄T = 1
T

∑T−1
k=0 xk.

Proof. See Appendix.

Unlike many finite-time convergence results for distributed SGD, Theorems 3.9
and 3.10 do not require bounded gradients and can therefore handle strongly con-
vex problems such as `2-regularized losses. In addition, general results such as [84,
Theorem 3.4] can lead to extremely small step-sizes and associated slow conver-
gence. To verify this point, we generated a random least-squares problem with
dimension 1000× 100 and used the ternary quantizer with s = 1 (i.e. β = 10). We
set the number of iterations to T = 2000 and let the number of workers (mini-batch
groups) equal to 10. We then generate random data matrices for two scenarios: one
dense (σ = n) and one block diagonal (σ = 1). Our analysis suggest a step-size of
1000 times larger than the step-size allowed by [84, Theorem 3.4] in the sparse data
examples, and a factor 100 larger in the dense data examples. As can be expected,
the convergence using the step-size in Theorem 3.10 gives dramatic improvements
in convergence over [84, Theorem 3.4], see Figure 3.2.
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E{σk}/m
Data Set σ/n GS TQ LP

RCV1-train 0.83 0.66 0.07 0.42
real-sim 0.8278 0.58 0.06 0.37
GenDense 1 1 0.7 1

Table 3.2: Empirical evaluations of σk and σ when we use gradient sparsifier (GS)
with pi = 0.5, ternary quantizer (TQ), and low-precision quantizer (LP) with s = 4.
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Figure 3.2: Convergence of distributed quantized gradient methods (3.8) using the
ternary quantizer with s = 1 for least-squares problems over the randomly generated
data sets with dimension 1000 × 100. The initial point x0 = x? + 10η where x? is
the optimum and η is a Gaussian noise with zero mean and unit variance.

Q-IAG Method
IAG is the popular first-order algorithm implemented for parallel gradient commu-
nication architecture. For heterogeneous and communication-limited environment,
we study the compressed version of IAG algorithms. The compressed IAG algorithm
reduces communication bandwidth by both asynchronous regimes and compression
operators. In each iteration of this algorithm, the master node receives compressed
gradients from some worker nodes, while reusing the staled gradients from the rest.
Then, it performs the gradient desecent update according to

xk+1 = xk − γ
n∑
i=1

Q
(
∇fi(xk−τ i

k
)
)
, (3.10)

where γ is the constant step size, and Q(·) is the URQ.
By Assumption 3.3, supp(Q(∇fi(xk−τ i

k
))) = supp(Q(ai)), and thus the spar-

sity measures defined (3.9) will be used to strengthen our analysis. Now, we present
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the result which are analogous to Theorem 3.9 for strongly convex optimization.

Theorem 3.11. Consider the optimization problem (3.1) under Assumption 3.1,
3.3 and 3.2. Let L̄ = L

√
n(1 + ∆), ∆ = min(∆ave,∆max), and suppose that 0 <

γ < γ̄ where

γ̄ = 2µ
1 + nσαL2

(
2L̄2τ2 + (1 + θ)

)
and σ = min

(√
n(1 + ∆ave), 1 + ∆max

)
and τ ik ≤ τ for all i, k, and θ > 0. Then,

the iterates {xk}k∈N generated by (3.10) satisfy

E‖xk − x?‖2 ≤ (p+ q)k/(1+2τ)‖x0 − x?‖2 + e/(1− p− q),

where

p = 1− 2µγ + γ2

q = 2nσαL2γ2L̄2τ2 + (1 + θ)γ2nασL2

e =
(
2nαγ2L̄2τ2 + (1 + 1/θ)γ2σα

) n∑
i=1
‖∇fi(x?)‖2 .

Proof. See Appendix.

Unlike the result for the compressed IAG algorithm (3.7), Theorem (3.11) can
only guarantee that the Q-IAG algorithm (3.10) converges to a ball around the
optimum. Letting θ = 1 and γ = 0.5γ̄ in Theorem 3.11 yields the convergence
bound

E‖xk − x?‖2 ≤
(

1− µ2

1 + 2nσαL2
(
L̄2τ2 + 1

))k/(1+2τ)

‖x0 − x?‖2 + E,

where

E = 2µ nαL̄2τ2 + σα

1 + 2nσαL2(L̄2τ2 + 1)

n∑
i=1
‖∇fi(x?)‖2.

Thus, the convergence rate and step-size for (3.10) depend on the delay bound τ and
the URQ parameter α. In particular, the convergence factor is penalized roughly
by µ2/(αL̄4τ2) when individual workers compress their gradient information. In
the absence of the worker asynchrony (τ = 0), the upper bound on the step-size
becomes µ/(nσαL2), which is smaller than the step-size allowed by Theorem 3.9
with θ = 1.

Next, we present the result for optimization problems without the strong con-
vexity assumption on the objective function f . However, in this case we need to
assume that the component functions have uniformly bounded gradients:
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Assumption 3.4. There exists a scalar C such that

‖∇fi(x)‖ ≤ C,

for any component function fi : Rd → R and x ∈ Rd.

One popular problem which satisfies Assumption 3.4 is the low-rank least-
squares matrix completion problem which arises Euclidean distance estimation,
clustering and other applications [85, 93]. Now, the result is shown below:

Theorem 3.12. Consider the optimization problem (3.1) under Assumption 3.1,
3.3 and 3.4. Let L̄ = L

√
n(1 + ∆) and ∆ = min(∆ave,∆max), and suppose that

γ <
1

1 +
√

1 + 8τ(τ + 1)
2
L̄
,

and τ ik ≤ τ for all i, k. Then, the iterates {xk}k∈N generated by (3.10) satisfy

min
k∈[0,K]

E‖∇f(xk)‖2 ≤ 2
γ

1
K + 1 (f(x0)− f?) + e,

where e = 2βσnC2.

Proof. See Appendix.

Unlike Theorem 3.11, the step size stated in Theorem 3.12 does not depend on
the condition number L̄/µ.

3.4.3 Simulation Results
We consider the empirical risk minimization problem (3.1) with component loss
functions on the form of

fi(x) = 1
2ρ‖Aix− bi‖

2 + σ

2 ‖x‖
2,

where Ai ∈ Rp×d and bi ∈ Rp. We distributed data samples (a1, b1), . . . , (am, bm)
among n workers. Hence, m = np. The experiments were done using both syn-
thetic and real-world data sets as shown in Table 3.3. Each data sample ai is
then normalized by its own Euclidean norm. We evaluated the performance of the
distributed gradient algorithms (3.6)-(3.10) using the gradient sparsifier, the low-
precision quantizer and the ternary quantizer in Julia. We set n = 3, x0 = 1, set
σ = 1, and set ρ equal to the total number of data samples according to Table 3.3.
In addition, GenDense from Table 3.3 generated the dense data set such that each
element of the data matrices Ai is randomly drawn from a uniform random number
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between 0 and 1, and each element of the class label vectors bi is the sign of a zero-
mean Gaussian random number with unit variance. For the gradient sparsifier, we
assumed that vector elements are represented by 64 bits (IEEE doubles) while the
low-precision quantizer only requires 1 + log2(s) bits to encode each vector entry.
For the distributed algorithms, we have used τ = n.

Data Set Type Samples Dimension
RCV1-train sparse 23149 47236
real-sim sparse 72309 20958
covtype dense 581012 54

GenDense dense 40000 1000

Table 3.3: Summary of synthetic and benchmark data sets used in our experiments.

Figure 3.3 shows the trade-off between the convergence in terms of iteration
count and the number of communicated bits. Naturally, the full gradient method
has the fastest convergence, and the ternary quantizer is slowest. The situation is
reversed if we judge the convergence relative to the number of communicated bits.
In this case, the ternary quantizer makes the fastest progress per information bit,
followed by the 9-bit low-precision quantizer (s = 10). In fact, the full gradient
descent requires more bits in the order of magnitude to make 50% progress than
the ternary quantizer.

The corresponding results for the compressed IAG algorithm according to Equa-
tion (3.10) in the asynchronous parameter server setting are shown in Figure 3.4.
The results are qualitatively similar: sending the gradient vectors in higher pre-
cision yields the fastest convergence but can be extremely wasteful in terms of
communication load. The low-precision quantizer allows us to make a gentle trade-
off between the two objectives, having both a rapid and communication-efficient
convergence. In particular, the results from covtype show that a fast convergence
in terms of both iteration counts and communications load for the low-precision
quantizer with the higher number of quantization levels.
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Figure 3.3: Convergence of compressed gradient descent algorithms (3.6) against
iteration counts and communicated bits using different compression techniques over
benchmarking data. Here, we use gradient sparsifier (GS) with pi = 0.5, ternary
quantizer (TQ) , and low-precision quantizer (LP) with s = 10.
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Figure 3.4: Convergence of Q-IAG algorithms (3.10) against iteration counts and
communicated bits using different compression techniques over benchmarking data.
Here, we use gradient sparsifier (GS) with pi = 0.5, ternary quantizer (TQ) , and
low-precision quantizer (LP) with s = 10.





Appendix

3.A Derivation of BREQ parameters

K−greedy quantizer
Clearly,

‖QKG (g)‖2 =
∑
i∈I(g)

|gi|2 ≤ ‖g‖22

so β = 1 is a valid estimate. To estimate α, we write QKG (g) =
∑
i∈I(g) e

igi, where
gi is the i th element of g ∈ Rd; I(g) collects K indices corresponding elements of
g with largest absolute value; and ei ∈ {0, 1}d with only 1 at component i ∈ I(g)
and zeros elsewhere. Then

〈g,QKG (g)〉 = 〈g,
∑
i∈I(g)

eigi〉 =
∑
i∈I(g)

|gi|2 = ‖QKG (g)‖2.

Introducing Ic(g) as the complement of the set I(g), we note that for every j ∈
Ic(g), ∣∣gj∣∣2 ≤ min

i∈I(g)
|gi|2 ≤ 1

K

∑
i∈I(g)

|gi|2.

As |I(g)| = K and |Ic(g)| = d−K

‖g‖2 =
∑

i∈I(g)
|gi|2 +

∑
j∈Ic(g)

|gj |2

≤ (1 + d−K
K )

∑
i∈I(g)

|gi|2

= d
K ‖Q

K
G (g)‖2.

which implies the inequality (3.4) and that

〈g,QKG (g)〉 ≥ (K/d)‖g‖2

Hence, α = K/d is a valid estimate. �

45
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Ternary quantizer

Since ‖g‖1 =
∑d
i=1 gi sgn(gi) and ‖g‖1 ≥ ‖g‖

〈g,QT (g)〉 = ‖g‖‖g‖1 ≥ ‖g‖2

so α = 1 is valid. Next, ‖QT (g)‖2 = |supp(QT (g))| · ‖g‖2 ≤ d‖g‖2, confirms the
bounds for β. �

Dynamic gradient quantizer
By Definition 3.4, we have

〈g,QD(g)〉 = 〈g, ‖g‖
∑
i∈I(g)

sgn(gi)ei〉

= ‖g‖
∑
i∈I(g)

gisgn(gi) = ‖g‖
∑
i∈I(g)

|gi|

By the construction of I(g), we thus conclude that

〈g,QD(g)〉 ≥ ‖g‖2.

In addition, ‖QD(g)‖2 = |I(g)|·‖g‖2. From [27, Lemma F.1], we know that |I(g)| ≤√
d. This confirms the proposed bounds on α and β. �

3.B Proofs of main results

Lemma 3.6
This lemma establishes our unified theoretical results of the compressed gradient
descent with the fixed step-size.

Lemma 3.6. Consider the optimization problem (3.1), where the whole objective
function f(·) is L-smooth. Then, the iterates {xk}k∈N generated by (3.5) with the
BREQs according to Definition 3.1 satisfy

f(xk+1) ≤ f(xk)− γ
(
α− Lβγ

2

)
‖∇f(xk)‖2.

Proof. From the definition of the Lipschitz continuity of ∇f and (3.5), we have:

f(xk+1) ≤ f(xk)− γ〈∇f(xk), Q(∇f(xk))〉

+ Lγ2

2 ‖Q(∇f(xk))‖2.

Applying two inequalities of BREQ from Definition 3.1 into the main result com-
pletes the proof.
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Proof of Theorem 3.1
By the strong convexity assumption of f ,

‖∇f(xk)‖2 ≥ 2µ (f(xk)− f?) .

Applying this inequality into the one in Lemma 3.6 and using γ = α/(βL) yields

f(xk+1)− f? ≤ ρ (f(xk)− f?) , (3.11)

where ρk = 1− Γ/κ, Γ = α2/(2β) and κ = L/µ. Suppose that ρ ∈ (0, 1). Then, by
the recursion of the inequality, we obtain the result. �

Proof of Theorem 3.2
We start by assuming that there exists a finite positive constant R such that ‖xk−
x?‖ ≤ R where {xk} is generated by (3.5). This assumption is commonly stated;
see e.g., [92]. By the convexity of the objective function f , we have:

f(xk)− f? ≤ 〈∇f(xk), xk − x?〉.

By Cauchy-Schwarz’s inequality,

f(xk)− f? ≤ ‖∇f(xk)‖‖xk − x?‖ ≤ R‖∇f(xk)‖. (3.12)

Denote Vk = f(xk) − f?. Plugging this inequality into the one in Lemma 3.6 and
using γ = α/(βL), we get

Vk+1 ≤ Vk − ΩV 2
k , (3.13)

where Ω = α2/(2βL). Using this inequality, we have
1

Vk+1
− 1
Vk
≥ Ω Vk

Vk+1
≥ Ω,

where we reach the last inequality by the fact that Vk+1 ≤ Vk from Lemma 3.6 with
γ = α/(βL). By the recursion,

1
VT
≥ 1
V0

+ TΩ.

Since V0 ≥ 0, the proof is complete. �

Proof of Theorem 3.3
Summing the inequality in Lemma 3.6 with γ = α/(βL) over k = 0, 1, . . . , T − 1
yields

T−1∑
k=0
‖∇f(xk)‖2 ≤ 2βL

α2 (f(x0)− f(xT )) .

Using the fact that mink∈[0,T−1] ‖∇f(xk)‖2 ≤ (1/T )
∑T−1
k=0 ‖∇f(xk)‖2, we complete

the proof. �
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Proof of Corollary 3.1

Let Ω = α2/(2βL). From Theorem 3.3, the number of iterations T required for the
algorithm satisfies

1
T

1
Ωε0 ≤ ε

to reach mink∈[0,T−1] ‖∇f(xk)‖2 ≤ ε. By proper manipulations, we obtain

T ≤ 1
Ω
ε0

ε
.

If c is the number of bits required to encode one compressed vector, then the total
communication need to reach the ε-accuracy is B = dcT e.

Proof of Theorem 3.4

In this section, we provide the unified results of gradient descent using theK-greedy
quantizer. We begin by stating the following lemma which is useful in our analysis.

Lemma 3.7. Consider the optimization problem (3.1), where the whole objective
function f(·) is L-smooth. Suppose that γ ≤ 2/L. Then, the iterates {xk}k∈N
generated by (3.5) with the K−greedy quantizer satisfy

f(xk+1) ≤ f(xk)−
(
γ − Lγ2

2

)
K

d
‖∇f(xk)‖2.

Proof. From the definition of the Lipschitz continuity of ∇f and (3.5), and by the
fact 〈g,QKG (g)〉 = ‖QKG (g)‖2,

f(xk+1) ≤ f(xk)−
(
γ − Lγ2

2

)
‖QKG (∇f(xk))‖2.

By the fact that ‖QKG (∇f(xk))‖2 ≥ (K/d)‖∇f(xk)‖2 and that γ ≤ 2/L, we have
the result.

Proof of Theorem 3.4-a)

Applying the strong convexity assumption (3.11) into the one in Lemma 3.7 with
γ = 1/L yields

f(xk+1)− f? ≤ ρ (f(xk)− f?) ,

where ρ = 1− (2d/K)(µ/L). Since ρ ∈ (0, 1), by the recursion of the inequality, we
obtain the result. �
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Proof of Theorem 3.4-b)

By the convex property of the whole objective function f , we have the inequality
according to (3.12). Plugging this inequality into the one in Lemma 3.7 with γ =
1/L yields the inequality (3.13) with Ω = K/(2dL). Using the same arguments as
in Theorem 3.2, we complete the proof.

�

Proof of Theorem 3.4-c)

Summing the inequality in Lemma 3.6 with γ = 1/L over k = 0, 1, . . . , T − 1 yields
T−1∑
k=0
‖∇f(xk)‖2 ≤ 2dL

K
(f(x0)− f(xT )) .

Using the fact that mink∈[0,T−1] ‖∇f(xk)‖2 ≤ (1/T )
∑T−1
k=0 ‖∇f(xk)‖2, we complete

the proof. �

Proof of Corollary 3.2
From Theorem 3.4-c), we follow similar proof arguments in Corollary 3.1 to obtain
the result.

3.B.1 Proof of Lemma 3.4
For x, y ∈ Rd, ‖x+ y‖2 = ‖x‖2 + ‖y‖2 + 2 〈x, y〉. Together with the fact that
f(x) =

∑n
i=1 fi(x), this property implies that

‖∇f(x)−∇f(y)‖2

= ‖∇f1(x)−∇f1(y)‖2 +
n∑
i=2
〈∇f1(x)−∇f1(y),∇fi(x)−∇fi(y)〉

+‖∇f2(x)−∇f2(y)‖2 +
n∑

i=1,i6=2
〈∇f2(x)−∇f2(y),∇fi(x)−∇fi(y)〉+ ...

+‖∇fn(x)−∇fn(y)‖2 +
n−1∑
i=1
〈∇fn(x)−∇fn(y),∇fi(x)−∇fi(y)〉

=
n∑
i=1
‖∇fi(x)−∇fi(y)‖2 +

n∑
i=1

n∑
j=1,j 6=i

〈∇fi(x)−∇fi(y),∇fj(x)−∇fj(y)〉ei,j ,

where ei,j = 1 if supp(∇fi(x)) ∩ supp(∇fj(x)) 6= ∅ and 0 otherwise. By Cauchy-
Schwarz’s inequality, we have

‖∇f(x)−∇f(y)‖2 ≤
n∑
i=1
‖∇fi(x)−∇fi(y)‖2

+
n∑
i=1

n∑
j=1,j 6=i

‖∇fi(x)−∇fi(y)‖ · ‖∇fj(x)−∇fj(y)‖ei,j .
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The Lipschitz continuity of the gradients of component functions fi implies that

‖∇f(x)−∇f(y)‖2 ≤ L2

n+
n∑
i=1

n∑
j=1,j 6=i

ei,j

 ‖x− y‖2
= L2n (1 + ∆ave) ‖x− y‖2,

Notice that the sparsity pattern of ∇fi(x) can be found using the data matrix A,
[94].

Next, we can tighten the bound using the maximum conflict degree ∆max. By
Cauchy-Schwarz’s inequality and by the Lipschitz gradient assumption of fi, we
have

‖∇f(x)−∇f(y)‖2 ≤ L2

n+
n∑
i=1

n∑
j=1,j 6=i

ei,j

 ‖x− y‖2
≤ L2n (1 + ∆max) ‖x− y‖2,

where the last inequality derives from the definition of the maximum conflict graph
degree. In conclusion,

L̄2 = L2n (1 + ∆) ,

where ∆ = min(∆ave,∆max).

3.B.2 Proof of Theorem 3.5
Using the distance between the iterates {xk}k∈N and the optimum x?, we have

‖xk+1 − x?‖2 = ‖xk − x?‖2 − 2γ〈Q(∇f(xk)), xk − x?〉+ γ2‖Q(∇f(xk))‖2.

Taking the expectation with respect to all the randomness in the algorithm yields

E‖xk+1 − x?‖2 = E‖xk − x?‖2 − 2γE〈∇f(xk), xk − x?〉+ γ2E‖Q(∇f(xk))‖2

≤ E‖xk − x?‖2 − 2γE〈∇f(xk), xk − x?〉+ γ2αE‖∇f(xk)‖2,

where the inequality follows from the second property in Definition 3.5. Denote
Vk = E‖xk − x?‖2. It follows from [92, Theorem 2.1.12] that

Vk+1 ≤ ρVk +
(
−2γ 1

µ+ L̄
+ γ2α

)
E‖∇f(xk)‖2,

where ρ = 1− 2γ µL̄
µ+L̄ . If −2γ/(µ+ L̄) + γ2α ≤ 0, or equivalently

γ ∈
(

0, 2
α(µ+ L̄)

]
,

then ρ ∈ [0, 1) for α ≥ 1, and the second term on the right-hand side of the above
inequality is non-positive. Therefore, Vk+1 ≤ ρVk, implying that Vk ≤ ρkV0,.
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3.B.3 Proof of Corollary 3.3
From Theorem 3.5, we get Vk ≤ ρkε0 with Vk = E‖xk − x?‖2, or equivalently(

1− 1
α

4µ · L̄
(µ+ L̄)2

)k
ε0 ≤ ε.

Since −1/ log(1−x) ≤ 1/x for 0 < x ≤ 1 and ρ ∈ (0, 1), we reach the upper bound
of k?. In addition, assume that the number of non-zero elements is at most c.
Therefore, the number of bits required to code the vector is at most (log2d+B) c
bits in each iteration, where B is the number bits required to encode a single vector
entry. Hence, we reach the upper bound of B?.

3.B.4 Proof of Theorem 3.6
Denote Vk = E‖xk − x?‖2 and L̄ = L

√
n(1 + ∆). Following the proof in Theorem

3.5, we have

Vk+1 ≤ Vk − 2γE〈∇f(xk), xk − x?〉+ γ2αE‖∇f(xk)‖2.

By the property of Lipschitz continuity of ∇f(x), we have:

〈∇f(xk), xk − x?〉 ≥ f(xk)− f? + 1
2L̄
‖∇f(xk)‖2,

and by assuming that γ ≤ 1/(L̄α), we get

Vk+1 ≤ Vk − 2γE (f(xk)− f?) .

After the manipulation, we have:

2
T∑
k=0

γE (f(xk)− f?) ≤ V0 − VT+1. (3.14)

Again from the Lipschitz gradient assumption of f , we have

f(xk+1) ≤ f(xk)− γ〈∇f(xk), Q(∇f(xk))〉+ L̄γ2

2 ‖Q(∇f(xk))‖2.

Taking the expectation over all random variables yields

Ef(xk+1) ≤ Ef(xk)−
(
γ − L̄αγ2

2

)
‖∇f(xk)‖2,

where we reach the inequality by properties stated in Definition 3.5. Due to the fact
that γ ≤ 1/(L̄α) and the non-negativity of the Euclidean norm, we can conclude
that Ef(xk+1) ≤ Ef(xk). From (3.14),

2γ(T + 1)E (f(xT )− f?) ≤ E‖x0 − x?‖2 −E‖xT+1 − x?‖2.

By proper manipulations and by letting γ = 1/(L̄α), we obtain the result.
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3.B.5 Complexity of Compressed GD Algorithm for Convex
Optimization

The upper bound of T ? is easily obtained by using the inequality in Theorem 3.6.
Also, assume that the number of non-zero elements is at most c. Therefore, the
number of bits required to code the vector is at most (log2d+B) c bits in each
iteration, where B is the number bits required to encode a single vector entry.
Hence, we reach the upper bound of B?.

3.B.6 Proof of Lemma 3.5

Denote ski = supp(Q(ai)). By Assumption 3.3, the definition of the Euclidean
norm and Cauchy-Schwarz’s inequality,

∥∥∥∥∥
n∑
i=1

Q(∇fi(xk))

∥∥∥∥∥
2

≤
n∑
i=1
‖Q(∇fi(xk))‖2 + T,

where T =
∑n
i=1
∑n
j=1,j 6=i ‖Q(∇fi(xk))‖‖Q(∇fj(xk))‖1

(
ski ∩ skj 6= ∅

)
. For sim-

plicity, let ei,j = 1
(
ski ∩ skj 6= ∅

)
and ∆i =

∑n
j=1,j 6=i ei,j . Therefore, we define the

maximum conflict degree ∆k
max = maxi∈[1,n] ∆i and the average conflict degree

∆k
ave = (

∑n
i=1 ∆i)/n. Now, we bound the left-hand side by using two different data

sparsity measures. First, we bound T by using the maximum conflict degree ∆k
max.

By the fact that 2ab ≤ a2 + b2 for a, b ∈ R, we have

T ≤ 1
2

n∑
i=1

n∑
j=1,j 6=i

(
‖Q(∇fi(xk))‖2 + ‖Q(∇fj(xk))‖2

)
ei,j

≤ ∆k
max

n∑
i=1
‖Q(∇fi(xk))‖2.

Therefore, ‖
∑n
i=1Q(∇fi(xk))‖2 ≤ (1+∆k

max)
∑n
i=1 ‖Q(∇fi(xk))‖2.Next, we bound

the left-hand side by using the average conflict degree ∆k
ave. By Cauchy-Schwarz’s
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inequality, we get:∥∥∥∥∥
n∑
i=1

Q(∇fi(xk))

∥∥∥∥∥
2

=
n∑
i=1
‖Q(∇fi(xk)‖

n∑
j=1
‖Q(∇fj(xk))‖ei,j

≤
n∑
i=1
‖Q(∇fi(xk))‖

√√√√ n∑
j=1
‖Q(∇fj(xk))‖2

n∑
j=1

e2
i,j

≤

√√√√ n∑
i=1
‖Q(∇fi(xk))‖2

√√√√ n∑
j=1
‖Q(∇fj(xk))‖2

√√√√ n∑
i=1

n∑
j=1

e2
i,j

≤

√√√√ n∑
i=1

n∑
j=1

ei,j

n∑
i=1
‖Q(∇fi(xk))‖2

=
√
n(1 + ∆k

ave)
n∑
i=1
‖Q(∇fi(xk))‖2.

In conclusion, ∥∥∥∥∥
n∑
i=1

Q(∇fi(xk))

∥∥∥∥∥
2

≤ σk
n∑
i=1
‖Q(∇fi(xk))‖2,

where σk = min
(√

n(1 + ∆k
ave), 1 + ∆k

max

)
.

3.B.7 Proof of Theorem 3.7
Denote gk =

∑n
i=1∇fi(xk−τ ik). Let us first introduce two main lemmas which are

instrumental to our main analysis.

Lemma 3.8. Consider the iterates generated by (3.7). For k ∈ N0,

‖gk‖2 ≤
2L̄2

µ
max

s∈[k−τ,k]
f(xs)− f(x?),

where L̄ = L
√
n(1 + ∆) and ∆ = min(∆ave,∆max).

Proof. Since ∇f(x?) = 0, we have

‖gk‖2 =

∥∥∥∥∥
n∑
i=1
∇fi(xk−τ i

k
)−∇fi(x?)

∥∥∥∥∥
2

.

Following the proof of Lemma 3.4 with x = xk−τ i
k
and y = x? yields

‖gk‖2 ≤ L̄2 max
s∈[k−τ,k]

‖xs − x?‖2,
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where L̄ = L
√
n(1 + ∆) and ∆ = min(∆ave,∆max). The result also uses the fact

that ‖xk−τ i
k
− x?‖ ≤ max

s∈[k−τ,k]
‖xs − x?‖. Since f(x)− f(x?) ≥ (µ/2)‖x− x?‖2, for

any x, we complete the proof.

Lemma 3.9. The sequence {xk} generated by (3.7) satisfies

E‖∇f(xk)− gk‖2 ≤
2γ2L̄4τ2α

µ
max

s∈[k−2τ,k]
f(xs)− f(x?),

for k ∈ N0, where L̄ = L
√
n(1 + ∆) and ∆ = min(∆ave,∆max).

Proof. By the definition of gk,

‖∇f(xk)− gk‖2 =

∥∥∥∥∥
n∑
i=1
∇fi(xk)−∇fi(xk−τ i

k
)

∥∥∥∥∥
2

.

Following the proof of Lemma 3.4 with x = xk and y = xk−τ i
k
yields

‖∇f(xk)− gk‖2 ≤ L̄2 max
i∈[1,n]

∥∥∥xk − xk−τ i
k

∥∥∥2
,

where L̄ = L
√
n(1 + ∆) and ∆ = min(∆ave,∆max). We also reach the result by the

fact that
∥∥∥xk − xk−τ i

k

∥∥∥ ≤ max
i∈[1,n]

∥∥∥xk − xk−τ i
k

∥∥∥ . Next, by the fact that ‖
∑N
i=1 xi‖2 ≤

N
∑N
i=1 ‖xi‖2 for xi ∈ Rd and N ∈ N, and that 0 < τki ≤ τ for all i, k

‖∇f(xk)− gk‖2 ≤ L̄2 max
i∈[1,n]

τ ik

k−1∑
j=k−τ i

k

‖xj+1 − xj‖2 ≤ L̄2γ2τ

k−1∑
j=k−τ

‖Q(gj)‖2 .

Taking the expectation with respect to the randomness yields

E‖∇f(xk)− gk‖2 ≤ γ2L̄2τα

k−1∑
j=k−τ

‖gj‖2 .

It follows from Lemma 3.8 that

E‖∇f(xk)− gk‖2 ≤
2γ2L̄4τα

µ

k−1∑
j=k−τ

max
s∈[j−τ,j]

f(xs)− f(x?)

≤ 2γ2L̄4τ2α

µ
max

s∈[k−2τ,k]
f(xs)− f(x?).
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We now prove Theorem 3.7. Since the entire cost function f has Lipschitz
continuous gradient with constant L̄, we have

f(xk+1)− f(x?) ≤ f(xk)− f(x?)− γ〈Q(gk),∇f(xk)〉+ γ2L̄

2 ‖Q(gk)‖2.

Taking the expectation with respect to the randomness and using the second prop-
erty in Definition 3.5, we obtain

E[f(xk+1)− f(x?)] ≤ E[f(xk)− f(x?)]− γE[〈gk,∇f(xk)〉] + γ2αL̄

2 E[‖gk‖2].

If γαL̄ ≤ 1, then γ2αL̄ ≤ γ, which implies that

E[f(xk+1)− f(x?)] ≤ E[f(xk)− f(x?)]− γE[〈gk,∇f(xk)〉] + γ

2 E[‖gk‖2].

Using gk = gk −∇f(xk) +∇f(xk) and f(x) − f(x?) ≤ (1/(2µ)) ‖∇f(x)‖2 for any
x, we have

E[f(xk+1)− f(x?)] ≤ (1− γµ)E[f(xk)− f(x?)] + γ

2 E[‖gk −∇f(xk)‖2],

It follows from Lemma 3.9 that

E[f(xk+1)− f(x?)] ≤ (1− γµ)E[f(xk)− f(x?)] + γ3L̄4τ2α

µ
max

s∈[k−2τ,k]
f(xs)− f(x?).

Define Vk = E[f(xk)− f(x?)]. This inequality can be rewritten as

Vk+1 ≤ pVk + q max
s∈[k−2τ,k]

Vs,

where p = 1− γµ and q = γ3L̄4τ2α/µ. According to Lemma 1 of [95], if p+ q < 1,
or, equivalently, γ < µ/(L̄2τ

√
α), then Vk ≤ (p+ q)k/(1+2τ)V0. This completes the

proof.

3.B.8 Proof of Corollary 3.5
From Theorem 3.7, we get Vk ≤ ρkε0 with Vk = E (f(xk)− f?), or equivalently(

1− µγ + L̄4γ3τ2α

µ

) k
1+2τ

ε0 ≤ ε.

Since −1/log(1− x) ≤ 1/x for 0 < x ≤ 1 and ρ ∈ (0, 1), we reach the upper bound
of k?. In addition, assume that the number of non-zero elements is at most c.
Therefore, the number of bits required to code the vector is at most (log2d+B) c
bits in each iteration, where B is the number bits required to encode a single vector
entry. Hence, we reach the upper bound of B?.
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3.B.9 Proof of Theorem 3.8
Define gk =

∑n
i=1∇fi(xk−τ ik). Let us introduce three main lemmas which are

instrumental in our main analysis.

Lemma 3.10. The sequence {xk} generated by (3.7) satisfies

‖∇f(xk)− gk‖2 ≤ L̄2γ2τ

k−1∑
j=k−τ

‖Q(gj)‖2 ,

where L̄ = L
√
n(1 + ∆) and ∆ = min(∆ave,∆max).

Proof. Following the proof in Lemma 3.9 yields the result.

Lemma 3.11. The sequence {xk} generated by (3.7) satisfies

E ‖∇f(xk)−Q(gk)‖2 ≤ α1E ‖∇f(xk)− gk‖2 + α2E‖∇f(xk)‖2,

where α1 = 2 (1 + β(1 + θ)), α2 = 2β(1 + 1/θ), and θ > 0.

Proof. We start by deriving the upper bound of E ‖gk −Q(gk)‖2. By the property
stating that E‖Q(v)− v‖2 ≤ β‖v‖2 and by the fact that ∇f(x?) = 0, we have:

E ‖gk −Q(gk)‖2 ≤ β(1 + θ)‖gk −∇f(xk)‖2 + β(1 + 1/θ)‖∇f(xk)‖2,

where the inequality derives from the fact that ‖x+y‖2 ≤ (1+θ)‖x‖2+(1+1/θ)‖y‖2
for x, y ∈ Rd and θ > 0.

Now, we are ready to derive the upper bound of E ‖∇f(xk)−Q(gk)‖2. By the
fact that ‖

∑N
i=1 xi‖2 ≤ N

∑N
i=1 ‖xi‖2 for xi ∈ Rd and N ∈ N, we have

‖∇f(xk)−Q(gk)‖2 ≤ 2 ‖∇f(xk)− gk‖2 + 2 ‖gk −Q(gk)‖2 .

Taking the expectation over the randomness and then plugging the upper bound
of E ‖gk −Q(gk)‖2 into the result yield the result.

Lemma 3.12. Suppose that non-negative sequences {Vk}, {wk}, and {Θk} satisfy-
ing the following inequality

Vk+1 ≤ Vk − aΘk − bwk + c

k∑
j=k−τ

wj , (3.15)

where a, b, c > 0. Further suppose that b − c(τ + 1) ≥ 0 and wk = 0 for k < 0.
Then,

1
K + 1

K∑
k=0

Θk ≤
1
a

1
K + 1(V0 − VK+1).
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Proof. Summing (3.15) from k = 0 to k = K yields

K∑
k=0

Vk+1 ≤
K∑
k=0

Vk − a
K∑
k=0

Θk − b
K∑
k=0

wk + c

K∑
k=0

k∑
j=k−τ

wj ,

or equivalently due to the telescopic series

a

K∑
k=0

Θk ≤ (V0 − VK+1)− b
K∑
k=0

wk + c

K∑
k=0

k∑
j=k−τ

wj

= (V0 − VK+1)− b
K∑
k=0

wk

+ c(w−τ + w−τ+1 + . . .+ w0)
+ c(w−τ+1 + w−τ+2 + . . .+ w0 + w1) + . . .

+ c(w−τ+K + w−τ+K+1 + . . .+ w0 + w1 + . . .+ wK)

≤ (V0 − VK+1)− b
K∑
k=0

wk + c(τ + 1)
K∑
k=0

wk

≤ V0 − VK+1,

where the second inequality comes from the fact that wk ≥ 0 for k ≥ 0. In addition,
the last inequality follows from the assumption that b − c(τ + 1) ≥ 0. Then, we
obtain the result.

Now, we are ready to derive the convergence rate. From the definition of the
Lipschitz continuity of the gradient of the function f and from the fact that 2〈x, y〉 =
‖x‖2 + ‖y‖2 − ‖x− y‖2 for any x, y ∈ Rd, we have

f(xk+1)− f? ≤ f(xk)− f? − γ

2 ‖∇f(xk)‖2 −
(
γ

2 −
γ2L̄

2

)
‖Q(gk)‖2

+ γ

2 ‖∇f(xk)−Q(gk)‖2 ,

where L̄ = L
√
n(1 + ∆) and ∆ = min(∆ave,∆max). Denote Vk = Ef(xk) −

f?,Θk = E‖∇f(xk)‖2, and wk = E‖Q(gk)‖2. Next, taking the expectation over
the randomness, and then plugging the inequality from Lemma 3.10 and 3.11 yield

Vk+1 ≤ Vk − α1Θk − α2wk + α3

k−1∑
j=k−τ

wj ,

where α1 = γ/2−γβ(1 + 1/θ), α2 = 0.5(γ− L̄γ2) and α3 = γ (1 + β(1 + θ)) L̄2γ2τ ,
and L̄ = L

√
n(1 + ∆) and ∆ = min(∆ave,∆max). Next, we apply Lemma 3.12.
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Notice that ‖Q(gk)‖ = ‖xk+1 − xk‖/γ, which implies that wk = 0 if k < 0. There-
fore,

1
K + 1

K∑
k=0

Θk ≤
1
a

1
K + 1(V0 − VK+1),

which means that

min
k∈[0,K]

E‖∇f(xk)‖2 ≤ 1
a

1
K + 1 (f(x0)− f?)− 1

a

1
K + 1 (Ef(xk)− f?) .

To ensure the validity of the result, we must determine γ and β to satisfy three
conditions, i.e. a > 0, b > 0 and b−c(τ+1) ≥ 0. The first criterion implies that β <
1/ (2(1 + 1/θ)), and the last two criteria yield the admissible range of the step size γ.
The second criterion implies that γ < 1/L̄, and the equivalence of the last criterion
is 0.5 − 0.5L̄γ − (1 + β(1 + θ)) L̄2τ(τ + 1)γ2 ≥ 0. Therefore, let γ = 1/

(
L̄(1 + ω)

)
where ω > 0, and plugging the expression into the inequality yields ω2 +ω−2ψ ≥ 0,
where ψ = (1 + β(1 + θ)) τ(τ + 1). Therefore, ω ≥ 0.5

(
−1 +

√
1 + 8ψ

)
, and the

admissible step-size is γ < 2/(αL̄) with α =
√

1 + 8 (1 + β(1 + θ)) τ(τ + 1).

3.B.10 Proof of Theorem 3.9

Since the component functions are convex and have L-Lipschitz continuous gradi-
ents,

‖∇fi(x)−∇fi(y)‖2 ≤ L〈∇fi(x)−∇fi(y), x− y〉 ∀x, y ∈ Rd. (3.16)

By Young’s inequality and (3.16),

‖∇fi(xk)‖2 ≤ (1 + θ)L〈∇fi(xk)−∇fi(x?), xk − x?〉+ (1 + 1/θ)‖∇fi(x?)‖2.
(3.17)

We use the distance between the iterates {xk}k∈N and the optimum x? to analyze
the convergence:

‖xk+1 − x?‖2 ≤ ‖xk − x?‖2 − 2γ
〈

n∑
i=1

Q(∇fi(xk)), xk − x?
〉

+ γ2σk

n∑
i=1
‖Q(∇fi(xk))‖2 ,

where the inequality comes from Lemma 3.5. Since all machines have the same
quantizers with the same parameters, we have E ‖Q(∇fi(xk))‖2 ≤ αE‖∇fi(xk)‖2.
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Therefore, taking the expectation over all random variables yields

E‖xk+1 − x?‖2 ≤ E‖xk − x?‖2 − 2γE 〈∇f(xk), xk − x?〉+ γ2σkα

n∑
i=1

E ‖∇fi(xk)‖2

≤ E‖xk − x?‖2 − 2γE 〈∇f(xk)−∇f(x?), xk − x?〉
+ γ2σαL(1 + θ)E〈∇f(xk)−∇f(x?), xk − x?〉

+ γ2σα(1 + 1/θ)
n∑
i=1

E‖∇fi(x?)‖2,

where the last inequality comes from (3.17), ∇f(x) =
∑n
i=1∇fi(x), ∇f(x?) = 0,

and σk ≤ σ. Now, let γ = 1/ (Lα(1 + θ)σ) . Then, by strong convexity of f , we
have:

E‖xk+1 − x?‖2 ≤ ρE‖xk − x?‖2 + γ
1
θL

n∑
i=1

E ‖∇fi(x?)‖2 ,

where ρ = 1− µγ. Since ρ ∈ (0, 1), we have Vk ≤ ρkV0 + ē where ē = e/(1− ρ) or
equivalently

E‖xk − x?‖2 ≤ (1− µγ)k‖x0 − x?‖2 + 1
µθL

n∑
i=1
‖∇fi(x?)‖2 .

3.B.11 Proof of Theorem 3.10

Following the proof in Theorem 3.9, we reach:

E‖xk+1 − x?‖2 ≤ E‖xk − x?‖2 − 2γE 〈∇f(xk)−∇f(x?), xk − x?〉
+ γ2σαL(1 + θ)E〈∇f(xk)−∇f(x?), xk − x?〉

+ γ2σα(1 + 1/θ)
n∑
i=1

E‖∇fi(x?)‖2.

Now, let γ = 1/ (Lα(1 + θ)σ) . Then, we have:

E‖xk+1 − x?‖2 ≤ E‖xk − x?‖2 − γE 〈∇f(xk)−∇f(x?), xk − x?〉

+ γ
1
θL

n∑
i=1

E ‖∇fi(x?)‖2

≤ E‖xk − x?‖2 − γE(f(xk)− f(x?)) + γ
1
θL

n∑
i=1

E ‖∇fi(x?)‖2 ,
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where the second inequality derives from the convexity of f , i.e. 〈∇f(xk), xk − x?〉 ≥
f(xk) − f(x?). Denote x̄T = 1

T

∑T−1
k=0 xk. Due to the convexity of the objective

function f , f(x̄T ) ≤ 1
T

∑T−1
k=0 f(xk). By the manipulation, we have

E(f(xT )− f(x?)) ≤ 1
T

T−1∑
k=0

E(f(xk)− f(x?))

≤ 1
γ

1
T
‖x0 − x?‖2 + 1

θL

n∑
i=1

E‖∇fi(x?)‖2,

where we reach the last inequality by the telescopic series and by the non-negativity
of the Euclidean norm.

3.B.12 Proof of Theorem 3.11
Denote gk =

∑n
i=1∇fi(xk−τ ik). Before deriving the convergence rate, we introduce

an essential lemma for our main analysis.

Lemma 3.13. Let L̄ = L
√
n(1 + ∆), and ∆ = min(∆ave,∆max). Consider the

IAG update (3.10) with the URQ according to Definition 3.5. Then,

E ‖ek‖2 ≤ 2mσαL2γ2L̄2τ2 max
s∈[k−2τ,k]

‖xs − x?‖2 + 2mαγ2L̄2τ2
n∑
i=1
‖∇fi(x?)‖2

where σ = min
(√

n(1 + ∆ave), 1 + ∆max

)
, and gk =

∑n
i=1∇fi(xk−τ ik).

Proof. Denote gk =
∑n
i=1∇fi(xk−τ ik) and ek = ∇f(xk) − gk. Following the proof

of Lemma 3.4 with x = xk and y = xk−τ i
k
yields

‖ek‖2 ≤ L̄2 max
i∈[1,n]

‖xk − xk−τ i
k
‖2,

where L̄ = L
√
n(1 + ∆), and ∆ = min(∆ave,∆max). Next, by the bounded delay

assumption and (3.10),

‖ek‖2 ≤ L̄2 max
i∈[1,n]

τ ik

k−1∑
j=k−τ i

k

‖xj+1 − xj‖2 ≤ γ2L̄2τ

k−1∑
j=k−τ

∥∥∥∥∥
n∑
i=1

Q(∇fi(xj−τ i
j
))

∥∥∥∥∥
2

.

On the other hand, by Lemma 3.5 and the second property of Definition 3.5,

E

∥∥∥∥∥
n∑
i=1

Q(∇fi(xj−τ i
j
))

∥∥∥∥∥
2

≤ σ
n∑
i=1

E
∥∥∥Q(∇fi(xj−τ i

j
))
∥∥∥2
≤ σα

n∑
i=1

∥∥∥∇fi(xj−τ i
j
)
∥∥∥2
.
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Using the inequality ‖x+ y‖2 ≤ 2‖x‖2 + 2‖y‖2 with x = ∇fi(xj−τ i
j
)−∇fi(x?) and

y = ∇fi(x?) and using the Lipschitz continuity assumption for gradient of each fi,
we have

E

∥∥∥∥∥
n∑
i=1

Q(∇fi(xj−τ i
j
))

∥∥∥∥∥
2

≤ 2σα
n∑
i=1

L2
∥∥∥xj−τ i

j
− x?

∥∥∥2
+ 2σα

n∑
i=1
‖∇fi(x?)‖2

≤ 2nσαL2 max
s∈[j−τ,j]

‖xs − x?‖2 + 2nα
n∑
i=1
‖∇fi(x?)‖2 ,

where the last inequality by the bounded delay assumption. Hence, plugging this
result into the upper bound of ek yields the result.

We now prove Theorem 3.11. Using the definition of the Euclidean norm
with(3.10) and taking the expectation over all the random variables yields

E ‖xk+1 − x?‖2 = E ‖xk − x?‖2 − 2γE
〈

n∑
i=1
∇fi(xk−τ i

k
), xk − x?

〉

+ γ2E

∥∥∥∥∥
n∑
i=1

Q
(
∇fi(xk−τ i

k
)
)∥∥∥∥∥

2

.

Using the second property in Definition 3.5 and Lemma 3.5 due to Assumption 3.3,
we get

E ‖xk+1 − x?‖2 ≤ E ‖xk − x?‖2 − 2γE 〈∇f(xk), xk − x?〉
+ 2γE 〈gk −∇f(xk), xk − x?〉

+ γ2σα

n∑
i=1

E
∥∥∥∇fi(xk−τ i

k
)
∥∥∥2

≤ E ‖xk − x?‖2 − 2γE 〈∇f(xk), xk − x?〉
+ E ‖gk −∇f(xk)‖2 + γ2E ‖xk − x?‖2

+ (1 + θ)γ2σα

n∑
i=1

E
∥∥∥∇fi(xk−τ i

k
)−∇fi(x?)

∥∥∥2

+ (1 + 1/θ)γ2σα

n∑
i=1

E ‖∇fi(x?)‖2

where σ = min
(√

n(1 + ∆ave), 1 + ∆max

)
gk =

∑n
i=1∇fi(xk−τ ik). The second

inequality follows from Cauchy-Schwarz’s inequality and from the fact that ‖x +
y‖2 ≤ (1 + θ)‖x‖2 + (1 + 1/θ)‖y‖2 for x, y ∈ Rd and θ > 0. Due to the Lipschitz



62 CHAPTER 3. COMPRESSED GRADIENT METHOD

continuity assumption of ∇fi, we get

E ‖xk+1 − x?‖2 ≤ (1 + γ2)E ‖xk − x?‖2 − 2γE 〈∇f(xk), xk − x?〉
+ E ‖gk −∇f(xk)‖2

+ (1 + θ)γ2nασL2E
∥∥∥xk−τ i

k
− x?

∥∥∥2

+ (1 + 1/θ)γ2σα

n∑
i=1

E ‖∇fi(x?)‖2 .

It follows from Lemma 3.13 that

E ‖xk+1 − x?‖2 ≤ (1 + γ2)E ‖xk − x?‖2 − 2γE 〈∇f(xk), xk − x?〉
+ 2nσαL2γ2L̄2τ2 max

s∈[k−2τ,k]
‖xs − x?‖2

+ 2nαγ2L̄2τ2
n∑
i=1
‖∇fi(x?)‖2

+ (1 + θ)γ2nασL2 max
s∈[k−τ,k]

E ‖xs − x?‖2

+ (1 + 1/θ)γ2σα

n∑
i=1

E ‖∇fi(x?)‖2 .

Denote Vk = E‖xk − x?‖2. Due to the fact that ∇f(x?) = 0 and the property
of the strong convexity assumption of f , it holds for x, y ∈ Rd that 〈∇f(x) −
∇f(y), x− y〉 ≥ µ‖x− y‖2, using this inequality with x = xk, y = x? and yields

Vk+1 ≤ pVk + q max
s∈[k−2τ,k]

Vs + e,

where

p = 1− 2µγ + γ2

q = 2nσαL2γ2L̄2τ2 + (1 + θ)γ2nασL2

e =
(
2nαγ2L̄2τ2 + (1 + 1/θ)γ2σα

) n∑
i=1

E ‖∇fi(x?)‖2 .

From Lemma 1 of [95], p+ q < 1 implies that

γ <
2µ

1 + nσαL2
(
2L̄2τ2 + (1 + θ)

) .
Then, this implies that Vk ≤ (p+ q)k/(1+2τ)V0 + e/(1− p− q).
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3.B.13 Proof of Theorem 3.12

Denote g̃k =
∑n
i=1Q

(
∇fi(xk−τ i

k
)
)

and gk =
∑n
i=1∇fi(xk−τ ik). Before deriving

the convergence rate, we introduce the lemmas which are instrumental in our main
analysis.

Lemma 3.14. The sequence {xk} generated by (3.10) satisfies

‖gk −∇f(xk)‖2 ≤ L̄2γ2τ

k−1∑
j=k−τ

‖g̃j‖2.

Proof. Following the proof in Lemma 3.9 yields the result.

Lemma 3.15. The sequence {xk} generated by (3.10) under Assumption 3.3 sat-
isfies

‖gk − g̃k‖2 ≤ σ
n∑
i=1

∥∥∥∇fi(xk−τ i
k
)−Q

(
∇fi(xk−τ i

k
)
)∥∥∥2

,

where σ = min
(√

n(1 + ∆ave), 1 + ∆max

)
.

Proof. The proof arguments follow those in Lemma 3.5 with replacing Q(∇fi(xk))
with ∇fi(xk−τ i

k
)−Q

(
∇fi(xk−τ i

k
)
)
. Also, note that

supp
(
∇fi(xk−τ i

k
)−Q

(
∇fi(xk−τ i

k
)
))
⊂ supp(∇fi(xk−τ i

k
)),

and Assumption 3.3 implies that supp(∇fi(xk−τ i
k
)) can be computed from the data

directly.

Lemma 3.16. The sequence {xk} generated by (3.10) under Assumption 3.3 and
3.4 satisfies

E‖g̃k −∇f(xk)‖2 ≤ 2L̄2γ2τ

k−1∑
j=k−τ

E‖g̃j‖2 + 2βσnC2.

Proof. By the fact that ‖x+ y‖2 ≤ 2‖x‖2 + 2‖y‖2, we have:

‖g̃k −∇f(xk)‖2 ≤ 2‖gk −∇f(xk)‖2 + 2‖gk − g̃k‖2

≤ 2L̄2γ2τ

k−1∑
j=k−τ

‖g̃j‖2 + 2‖gk − g̃k‖2,
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where the last inequality follows from Lemma 3.14. Next, taking the expectation
of the inequality from Lemma 3.15 over the randomness yields

E‖gk − g̃k‖2 ≤ σ
n∑
i=1

E
∥∥∥∇fi(xk−τ i

k
)−Q

(
∇fi(xk−τ i

k
)
)∥∥∥2

≤ βσ
n∑
i=1

E
∥∥∥∇fi(xk−τ i

k
)
∥∥∥2
,

where we reach the last inequality by the second property of the URQ, i.e. E‖Q(v)−
v‖2 ≤ βE‖v‖2. Next, taking the expectation over the randomness yields

E‖g̃k −∇f(xk)‖2 ≤ 2L̄2γ2τ

k−1∑
j=k−τ

E‖g̃j‖2 + 2E‖gk − g̃k‖2

≤ 2L̄2γ2τ

k−1∑
j=k−τ

E‖g̃j‖2 + 2βσ
n∑
i=1

E
∥∥∥∇fi(xk−τ i

k
)
∥∥∥2

≤ 2L̄2γ2τ

k−1∑
j=k−τ

E‖g̃j‖2 + 2βσnC2,

where the last inequality results from Assumption 3.4.

Lemma 3.17. Assume that non-negative sequences {Vk}, {wk}, and {Θk} satisfy-
ing the following inequality

Vk+1 ≤ Vk − aΘk − bwk + c

k∑
j=k−τ

wj + e, (3.18)

where a, b, c, e > 0. Further suppose that b − c(τ + 1) ≥ 0 and wk = 0 for k < 0.
Then,

1
K + 1

K∑
k=0

Θk ≤
1
a

1
K + 1(V0 − VK+1) + 1

a
e.

Proof. Following the proof in Lemma 3.12 yields the result.

Now, we are ready to derive the convergence rate. From the Lipschitz continuity
assumption of the gradient of f and from the fact that 2〈x, y〉 = ‖x‖2 + ‖y‖2 −
‖x− y‖2 for x, y ∈ Rd,

f(xk+1)− f? ≤ f(xk)− f? − γ

2 ‖∇f(xk)‖2 −
(
γ

2 −
L̄γ2

2

)
‖g̃k‖2

+ γ

2 ‖g̃k −∇f(xk)‖2 ,
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Taking the expectation over the randomness and using Lemma 3.16 yields

Ef(xk+1)− f? ≤ Ef(xk)− f? − γ

2 E ‖∇f(xk)‖2 −
(
γ

2 −
L̄γ2

2

)
E ‖g̃k‖2

+ L̄2γ3τ

k−1∑
j=k−τ

E‖g̃j‖2 + γβσnC2

Next, applying Lemma (3.17) with Vk = Ef(xk) − f?,Θk = E‖∇f(xk)‖2, wk =
E‖g̃k‖2, e = γβσnC2, a = γ/2, b = γ/2− L̄γ2/2, and c = L̄2τγ3 yields the result.

min
k∈[0,K]

E‖∇f(xk)‖2 ≤ 1
a

1
K + 1 (f(x0)− f?)− 1

a

1
K + 1 (f(xk)− f?) + 1

a
e.

Note that wk = 0 for k < 0 since E‖g̃k‖2 = E‖xk+1 − xk‖2/γ2. Lastly, we need to
find the admissible range of the step-size which guarantees the convergence. The
following criteria must be satisfied: b > 0 and b−c(τ+1) ≥ 0. The first criterion im-
plies that γ < 1/L̄. The second criterion implies that 0.5γ−0.5L̄γ2−L̄2τ(τ+1)γ3 ≥
0. Lastly, let γ = 1/(L̄ + ω) for ω > 0 and plugging the expression into the result
yields ω2 + L̄ω − 2L̄2τ(τ + 1) ≥ 0, and therefore ω ≥

(
−1 +

√
1 + 8τ(τ + 1)

)
L̄/2.

Thus, we can conclude that the admissible range of the step-size is γ < (2/L)(1/β),
where β = 1 +

√
1 + 8τ(τ + 1).





Chapter 4

Error-Compensated Gradient
Method

Large-scale and data-intensive problems in machine learning, signal processing, and
control are typically solved by parallel/distributed optimization algorithms. These
algorithms achieve high performance by splitting the computation load between
multiple nodes that cooperatively determine the optimal solution. In the process,
much of the algorithm complexity is shifted from the computation to the coordina-
tion. This means that the communication can easily become the main bottleneck
of the algorithms, making it expensive to exchange full precision information es-
pecially when the decision vectors are large and dense. For example, in training
state-of-the-art deep neural network models with millions of parameters such as
AlexNet, ResNet and LSTM communication can account for up to 80% of overall
training time, [27, 96, 97].

To reduce the communication overhead in large-scale optimization much recent
literature has focused on algorithms that compress the communicated information.
Some successful examples of such compression strategies are sparsification, where
some elements of information are set to be zero [76, 98] and quantization, where
information is reduced to a low-precision representation [27, 62]. Algorithms that
compress information in this manner have been extensively analyzed under both
centralized and decentralized architectures, [27, 98, 62, 99, 100]. These algorithms
are theoretically shown to converge to approximate optimal solutions with an accu-
racy that is limited by the compression precision. Even though compression schemes
reduce the number of communicated bits in practice, they often lead to significant
performance degradation in terms of both solution accuracy and convergence times,
[97, 100, 101, 71].

To mitigate these negative effects of information compression on optimization
algorithms, serveral error compensation strategies have been proposed [97, 102, 103,
71]. In essence, error compensation corrects for the accumulation of many consec-
utive compression errors by keeping a memory of previous errors. Even though

67
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very coarse compressors are used, optimization algorithms using error compensa-
tion often display the same practical performance as algorithms using full-precision
information, [97, 102].

Motivated by these encouraging experimental observations, we provide novel
theoretical insights in error compensation on gradient methods with compression
schemes. Our key results quantify accuracy gains of error compensation on strongly
convex quadratic problems. The improvements in solution accuracy are particularly
dramatic on ill-conditioned problems. Furthermore, we provide strong theoretical
guarantees of stochastic gradient methods using both Hessian-free and Hessian-
aided error compensation on the network with multiple nodes. In essence, we
show that both compensation schemes with proper tuning parameters can achieve
arbitrarily high solution accuracy. We also prove how Hessian-aided error compen-
sation, unlike its Hessian-free variation, avoids accumulation of compression errors.
Numerical experiments confirm the superior performance of Hessian-aided error
compensation over other schemes. In addition, the experiments indicate that error
compensation with a diagonal Hessian approximation achieves similar performance
improvements as using the full Hessian.

4.1 Motivation and Prelimiary Results

In this section, we motivate our study of error-compensated gradient methods. We
give an overview of distributed optimization algorithms based on communicating
gradient information in § 4.1.1 and describe a general form of gradient compressors,
covering most existing ones, in § 4.1.2. Later in § 4.2 we illustrate the limits of
directly compressing the gradient, motivating the need for the error-compensated
gradient methods studied in this paper.

4.1.1 Distributed Optimization
Distributed optimization algorithms have enabled us to solve large-scale and data-
intensive problems in a wide range of application areas such as smart grids, wireless
networks, and statistical learning. Many distributed optimization algorithms build
on gradient methods and can be categorized based on whether they use a) full
gradient communication or b) partial gradient communication (detailed discussions
can be found in § 2.4). The full gradient algorithms solve problems on the form

minimize
x

f(x), (4.1)

by the standard gradient descent iterations

xk+1 = xk − γ∇f(xk), (4.2)

communicating the full gradient ∇f(xk) in every iteration. Such a communication
pattern usually appears in dual decomposition methods where f(·) is a dual function
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associated with some large-scale primal problem; we illustrate this in § 2.4.1. The
partial gradient algorithms are used to solve separable optimization problems on
the form

minimize
x

f(x) = 1
n

n∑
i=1

fi(x), (4.3)

by gradient descent

xk+1 = xk −
γ

n

n∑
i=1
∇fi(xk), (4.4)

and distributing the gradient evaluation on n nodes, each responsible for evaluating
one of the partial gradients ∇fi(x); see § 2.4.2). Clearly, full gradient communi-
cation is a special case of partial gradient communication with n = 1. However,
considering the full gradient communication algorithms separately will enable us to
get stronger results in that case.

4.1.2 Gradient Compression

We consider the following class of gradient compressors.

Definition 4.1. The operator Q : Rd → Rd is an ε-compressor if there exists a
positive constant ε such that

‖Q(v)− v‖ ≤ ε, ∀v ∈ Rd.

Definition 4.1 only requires bounded magnitude of the compression errors. A
small value of ε corresponds to high accuracy. At the extreme when ε = 0, we have
Q(v) = v. An ε-compressor does not need to be unbiased (in constrast to those
considered in [27, 100]) and is allowed to have a quantization error arbitrarily larger
than magnitude of the original vector (in constrast to [104, Definition 2.1] and
[101, Assumption A]). Definition 4.1 covers most popular compressors in machine
learning and signal processing appplications, which substantiates the generality of
our results later in the paper. One common example is the rounding quantizer,
where each element of a full-precision vector vi ∈ R is rounded to the closet point
in a grid with resolution level ∆ > 0

[Qdr(v)]i = sign(vi) ·∆ ·
⌊
|vi|
∆ + 1

2

⌋
. (4.5)

This rounding quantizer is a ε-compressor with ε = d · ∆2/4, [72, 73, 74, 75]. In
addition, if gradients are bounded, the sign compressor [97], theK-greedy quantizer
[98], and the dynamic gradient quantizer [27, 98] are all ε- compressors.
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4.2 The Limits of Direct Gradient Compression

To reduce communication overhead in distributed optimization, it is most straight-
forward to compress the gradients directly. The goal of this section is to illustrate
the limits of this approach, which motivates our gradient correction compression
algorithms in the next section.

4.2.1 Full Gradient Communication and Quadratic Case
A major drawback with direct gradient compression is that it leads to error accu-
mulation. To illustrate why this happens we start by considering convex quadratic
objectives

f(x) = 1
2x

THx+ bTx. (4.6)

Gradient descent using compressed gradients reduces to

xk+1 = xk − γQ (∇f(xk)) , (4.7)

which can be equivalently expressed as

xk+1 =
:=Aγ︷ ︸︸ ︷

(I − γH)xk − γb+ γ (∇f(xk)−Q (∇f(xk))) . (4.8)

Hence,
xk+1 − x? = Ak+1

γ (x0 − x?)

+ γ

k∑
j=0

Ak−jγ (∇f(xj)−Q (∇f(xj))) .
(4.9)

where x? is the optimal solution and the equality follows from the fact that Hx? +
b = 0. The final term of Equation (4.9) describes how the compression errors from
every iteration accumulate. We show how error compensation helps to remove this
accumulation in Section 4.3. Even though the error accumulates, the compression
error will remain bounded if the matrix Aγ is stable (which can be achieved by a
sufficiently small step-size), as illustrated in the following theorem.

Theorem 4.1. Consider the optimization problem over the objective function (4.6)
where H is positive definite and let µ and L be the smallest and largest eigenvalues
of H, respectively. Then, the iterates {xk}k∈N generated by (4.7) satisfy

‖xk − x?‖ ≤ ρk‖x0 − x?‖+ 1
µ
ε,

where

ρ =
{

1− 1/κ if γ = 1/L
1− 2/(κ+ 1) if γ = 2/(µ+ L) ,

and κ = L/µ is the condition number of H.
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Proof. See Appendix 4.B.

Theorem 4.1 shows that the iterates of the compressed gradient descent in Equa-
tion (4.7) converge linearly to solution with residual error ε/µ. The theorem recovers
the results of classical gradient descent when ε = 0.

We show in Section 4.2.3 that this upper bound is tight. With our error-
compensated method as presented in Section 4.3 we can achieve arbitrarily high
solution accuracy even for fixed ε > 0 and µ > 0. These results can be generalized
to include partial gradient communication, stochastic, and non-convex optimization
problems as we show next.

4.2.2 Partial Gradient Communication
We now study direct gradient compression in the partial gradient communication
architecture. We focus on the distributed compressed stochastic gradient descent
algorithm (D-CSGD)

xk+1 = xk − γ
1
n

n∑
i=1

Q(gi(xk)), (4.10)

where each gi(x) is a partial stochastic gradient sent by worker node i to the
central node. We assume that the stochastic gradient preserves the unbiasedness
and bounded variance assumptions, i.e.

Egi(x) = ∇fi(x), and (4.11)
E‖gi(x)−∇fi(x)‖2 ≤ σ2, ∀x ∈ Rd. (4.12)

Notice that unlike [68, Assumption 1] and [105, Assumption 3] this condition
only requires similarity between the local gradient and its stochastic oracle but
allows for arbitrary differences between the whole data and local data distributions.

We have the following convergence result which are analogous to Theorem 4.1.

Theorem 4.2. Consider an optimization problem (4.3) where each fi(·) is L-
smooth, and the iterates {xk}k∈N generated by (4.10) under the assumption that
the underlying partial stochastic gradients gi(xk) satisfies the unbiased and bounded
variance assumptions in Equation (4.11) and (4.12). Assume that Q(·) is the ε-
compressor and γ < 1/(3L).

a) (non-convex problems) Then,

min
l∈[0,k]

E‖∇f(xl)‖2 ≤
1

k + 1
2
γ

1
1− 3Lγ (f(x0)− f(x?))

+ 3L
1− 3Lγ γσ

2 + 1 + 3Lγ
1− 3Lγ ε

2.

(4.13)



72 CHAPTER 4. ERROR-COMPENSATED GRADIENT METHOD

b) (strongly-convex problems) If f(·) is also µ-strongly convex, then

E (f(x̄k)− f(x?)) ≤ 1
k + 1

1
2γ

1
1− 3Lγ ‖x0 − x?‖2

+ 3
1− 3Lγ γσ

2 + 1
2

1/µ+ 3γ
1− 3Lγ ε

2,

(4.14)

where x̄k =
∑k
l=0 xl/(k + 1).

Proof. See Appendix 4.C

Theorem 4.2 establishes a sub-linear convergence of D-CSGD toward the op-
timum with a residual error depending on the stochastic gradient noise σ, com-
pression ε, problem parameters µ,L and the step-size γ. In particular, the residual
error consists of two terms. The first term comes from the stochastic gradient noise
σ2 and decreases in proportion to the step-size. The second term arises from the
precision of the compression ε, and cannot diminish towards zero no matter how
small we choose the step-size. In fact, it can be bounded by noting that

1 + 3Lγ
1− 3Lγ > 1 and 1

2
1/µ+ 3γ
1− 3Lγ >

1
2µ,

for all γ ∈ (0, 1/(3L)). This means that the upper bound in Equation (4.13) cannot
become smaller than ε2 and the upper bound in Equation (4.14) cannot become
smaller than ε2/(2µ).

4.2.3 Limits of Direct Compression: Lower Bound

We now show that the bounds derived above are tight.

Example 4.1. Consider the scalar optimization problem

minimize
x

µ

2x
2.

and the iterates generated by the CGD algorithm

xk+1 = xk − γQ(f ′(xk)) = xk − γµQ(xk), (4.15)

where Q(·) is the ε-compression (see Definition 4.1)

Q(z) =
{
z − ε z|z| if z 6= 0
ε otherwise.
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If γ ∈ (0, 1/µ] and |x0| > ε then for all k ∈ N we have

|xk+1 − x?| = |xk+1| =|xk − γQ(f ′(xk))|
=(1− µγ)|xk|+ γε

=(1− µγ)k+1|x0|+ εγ

k∑
i=0

(1− µγ)i

=(1− µγ)k+1|x0|+ εγ
1− (1− µγ)k+1

µγ

=(1− µγ)k+1(|x0| − ε) + ε/µ

≥ε/µ,

where we have used that x? = 0. In addition,

f(x̄k)− f(x?) = µ

2
1

k + 1

k∑
i=0
|xi|2

≥ 1
2µε

2,

where x̄k =
∑k
i=0 xi/(k + 1).

The above example shows that the ε-compressor cannot achieve accuracy better
than ε/µ and ε2/(2µ) in terms of ‖xk−x?‖2 and f(x̄k)−f(x?), respectively. These
lower bounds match the upper bound in Theorem 4.1, and the upper bound (4.14)
in Theorem 4.2 if the step-size is sufficiently small. However, in the next section we
show the surprising fact that an arbitrarily good solution accuracy can be obtained
with ε-compressor and any ε > 0 if we include a simple correction step in the
optimization algorithms.

4.3 Error Compensated Gradient Compression

In this section we illustrate how we can avoid the accumulation of compression
errors in gradient-based optimization. In subsection 4.3.1, we introduce our error
compensation mechanism and illustrate its powers on quadratic problems. In sub-
section 4.3.2, we provide a more general error-compensation algorithm and derive
associated convergence results. In subsection 4.3.3 we compare our algorithm to
existing work.

4.3.1 Error Compensation: Algorithm and Illustrative Example
To introduce the error compensation algorithm and show how it avoids the accu-
mulation of compression errors, we again consider the quadradic problem

f(x) = 1
2x

THx+ bTx.
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The basic idea of the error compensation scheme is to compute the compression
error in each iteration and compensate for it in the next search direction. For
quadratic problem and full gradient descent, the iterations can be written as

xk+1 = xk − γQ(∇f(xk) +Aγek)
ek+1 = ∇f(xk) +Aγek︸ ︷︷ ︸

Input to Compressor

− Q(∇f(xk) +Aγek)︸ ︷︷ ︸
Output from Compressor

. (4.16)

with e0 = 0 and Aγ = I − γH. This algorithm is similar to the direct gradient
compression in Equation (4.7). However, the main difference is that we have intro-
duced the memory term ek in the gradient update. The term ek is essentially the
compression error, the difference between the compression input and output. To
see how the error correction is helpful, consider the gradient error

ck = ∇f(xk)︸ ︷︷ ︸
True Gradient

− Q(∇f(xk) +Aγek)︸ ︷︷ ︸
Approximated Gradient Step

.

The compression error can then be re-written as

ek+1 = ck +Aγek,

which reduces to

ek =
k−1∑
j=0

Ak−1−j
γ cj .

With this in mind, we can re-write the algorithm step as

xk+1 = Aγxk − γb+ γck

and establish that

xk+1 − x? = Ak+1
γ (x0 − x?) + γ

k∑
i=0

Ak−iγ ci

= Ak+1
γ (x0 − x?) + γek+1.

Notice that here the residual error depends only on the latest compression er-
ror ek+1, instead of the accumulation of previous compression errors as in Equa-
tion (4.9). In particular, ‖ek+1‖ ≤ ε if Q(·) is an ε-compressor and we do not
accumulate compression errors. This means that we can recover high solution ac-
curacy given proper step-size tuning. We illustrate this in the following theorem.

Theorem 4.3. Consider the optimization problem over objective function (4.6)
where H is positive definite, and let µ and L be the smallest and largest eigenvalues
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of H, respectively. Then, the iterates {xk}k∈N generated by (4.16) with Aγ = I−γH
and e0 = 0 satisfy

‖xk − x?‖ ≤ ρk‖x0 − x?‖+ γε,

where

ρ =
{

1− 1/κ if γ = 1/L
1− 2/(κ+ 1) if γ = 2/(µ+ L) ,

and κ = L/µ.

Proof. See Appendix 4.D.

Theorem 4.3 implies that error-compensated gradient descent has linear conver-
gence rate and can attain arbitrarily high solution accuracy by decreasing the step-
size. Comparing with Theorem 4.1, we note that error compensation attains lower
residual error than direct compression if we insist on maintaining the same con-
vergence rate. In particular, error compensation in Equation (4.16) with γ = 1/L
and γ = 2/(µ+L) reduces compression error κ and (κ+ 1)/2, respectively. Hence,
the benefit is especially pronounced for ill-conditioned problems [106]. Finally, Fig-
ure 4.3.1 shows that our worst-case bound in Theorem 4.3 is empirically shown to
be tight for least-squares problems over synthetic data sets.

0 0.2 0.4 0.6 0.8 1

·104

0

20

40

60

iteration counts k

‖x
k
−

x
?
‖

Experiment: CGD
Bound: CGD

Experiment: EC-CGD
Bound: EC-CGD

Figure 4.3.1: The performance of CGD (4.7) and EC-CGD (4.16) with their theo-
retical bounds presented in Theorems 4.1 and 4.3 for least-squares problems over
synthetic data sets with 40, 000 data points and 1, 000 problem variables. Here, we
set the step-size γ = 1/L and the initial point x0 = 0.

We next generalize these results to stochastic gradient methods under partial
gradient communication architectures.
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4.3.2 Partial Gradient Communication
For optimization with partial gradient communication, the natural generalization
of error-compensated gradient algorithms consists of the following steps: at each
iteration in parallel, worker nodes compute their local stochastic gradients gi(x)
and add a local error compensation term ei before applying the ε-compressor. The
master node waits for all compressed gradients and updates the decision vector by

xk+1 = xk − γ
1
n

n∑
i=1

Q(gi(xk) +Aike
i
k), (4.17)

while each worker i updates its memory ei according to

eik+1 = gi(xk) +Aike
i
k −Q(gi(xk) +Aike

i
k). (4.18)

Here, γ is the fixed, positive step-size and Aki ∈ Rd×d is the weighted matrix. The
compression schemes can be divided into two categories: Hessian-fee and Hessian-
aided error compensation schemes. We provide theoretical details of these compen-
sation algorithms separately in the next section.

4.3.2.1 Hessian-Free Error Compensation

Stochastic gradient descent with Hessian-free error compensation updates the so-
lution according to Equation (4.17) and (4.18) with Aik = I. These error compen-
sation algorithms were empirically shown to have almost comparable convergence
performance as full-precision algorithms [97, 102]. Motivated by these practical ob-
servations, we provide the first theoretical analysis of these compensated algorithms
with the K-greedy quantizer. In essence, we show explicit formulas of step-size and
convergence rate under mild conditions as shown in the following theorem.

Theorem 4.4. Consider an optimization problem (4.3) where each fi(·) is L-
smooth, and the iterates {xk}k∈N generated by (4.17) with Aik = I. Assume that Q(·)
is K-greedy quantizer according to Definition 3.2 which satifies ‖Q(v)− v‖ ≤ α‖v‖
with α =

√
1−K/d, and∥∥∥∥∥Q

(
1
n

n∑
i=1

gi(xk−1) + eik−1

)
− 1
n

n∑
i=1

Q
(
gi(xk−1) + eik−1

) ∥∥∥∥∥ ≤ ξ
∥∥∥∥∥ 1
n

n∑
i=1

gi(xk−1)

∥∥∥∥∥ ,
(4.19)

for k ∈ N and some positive constant ξ. Further suppose that stochastic gradients
gi(x) are unbiased and satisfy E‖(1/n)

∑n
i=1 gi(x)‖2 ≤ M2 for all x ∈ Rd. If

γ ≤ 1/(βL) where β = 2(α+ ξ)2∑k−1
l=0 (2α2)l for a fixed count k ∈ N, then

min
l∈[0,k]

E‖∇f(xl)‖2 ≤
2

γ(k + 1) (f(x0)− f(x?)) + γLM2. (4.20)
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Figure 4.3.2: Validating Condition (4.19) on least-squares problems.

Proof. See Appendix 4.E.

This theorem shows the sub-linear convergence of algorithms with Hessian-free
error compensation toward the optimum with the residual error. The step-size
tuning is affected by the compression accuracy α, while the residual term depends
on the norms of stochastic gradientsM2. Also note that we can obtain the solution
with high accuracy. As the step-size decreases, the residual term becomes arbitrarily
small.

Even though the necessary condition (4.19) seems limited, its validity can be
shown on the experimental results. We validate this assumption on the least-squares
problems on synthetic data and benchmark data RCV1 [107]. In particular, we
generated the dense synthetic data set with 4000 samples and 2000 features, while
we used RCV1 with 20242 samples and 47236 features. Figure 4.3.2 indicates that
this condition appears to hold with relatively low, stable values of the constant ξ.

4.3.2.2 Hessian-Aided Error Compensation

Motivated by the result from Section 4.3.1, we consider stochastic gradient descent
with Hessian-aided error compensation. In essence, we study the convergence re-
sults of these error-compensated algorithms according to (4.17) and (4.18) with the
weighted matrix defined by

Aik = I − γHi
k (4.21)

where Hi
k is either a deterministic or stochastic version of the Hessian ∇2fi(xk).

In this section, we define the stochastic Hessian in analogous way as the stochastic
gradient as follows:

E[Hi
k] = ∇2fi(xk), and (4.22)

E‖Hi
k −∇2fi(xk)‖2 ≤ σ2

H . (4.23)
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Notice that Hi
k is a local information of worker i. In real implementations, each

worker can form the stochastic Hessian and the stochastic gradient independently
at random. This algorithm has similar convergence properties as the error compen-
sation for the quadradic problems in Section 4.3.1.

Theorem 4.5. Consider an optimization problem (4.3) where each fi(·) is L-
smooth, and the iterates {xk}k∈N generated by (4.17) with γk = γ and Aik defined
by Equation (4.21), under the assumptions of stochastic gradients gi(xk) in Equa-
tion (4.11) and (4.12), and stochastic Hessians Hi

k in Equation (4.22) and (4.23).
Assume that Q(·) is an ε-compressor and that ei0 = 0 for all i ∈ [1, n].

a) (non-convex problems) If γ < 1/(3L), then

min
l∈[0,k]

E‖∇f(xl)‖2 ≤
1

k + 1
2
γ

1
1− 3Lγ (f(x0)− f(x?))

+ 3L
1− 3Lγ γσ

2 + α2

1− 3Lγ γ
2ε2,

where α2 = L2 + (2 + 6Lγ)(σ2
H + L2).

b) (strongly-convex problems) If f(·) is also µ−strongly convex, and γ < (1 −
β)/(3L) with 0 < β < 1, then

E (f(x̄k)− f(x?)) ≤ 1
k + 1

1
2γ

1
1− β − 3Lγ ‖x0 − x?‖2

+ 3
2

1
1− β − 3Lγ γσ

2

+ 1
2

α1

1− β − 3Lγ γ
2ε2,

where α1 = µ+ L/β + (4/µ+ 6γ) (σ2
H + L2) and x̄k =

∑k
l=0 xl/(k + 1).

Proof. See Appendix 4.F.

The theorem establishes the convergence of our error-compensation method at
the rate O(1/k) toward the optimum with a residual error. Like Theorem 4.2 for
direct gradient compression, the residual error consists of two terms. The first
residual term depends on the stochastic gradient noise σ2 and the second term
depends on the precision of the compression ε. The first term can be made arbitrary
small by decreasing the step-size γ > 0, similarly as in Theorem 4.2. However,
unlike in Theorem 4.2, here we can make the second residual term arbitrarily small
by decreasing γ > 0. In particular, for a fixed ε > 0, the second residual term goes
to zero at the rate O(γ2). This means that in absence of gradient noise (σ2 = 0) we
can get an arbitrarily high solution accuracy even when the compression resolution
ε is fixed.
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4.3.3 Comparison between Error Compensation Schemes
We now compare our algorithm and results with the other recent works on error
compensation, [103, 71, 104, 101, 108, 109]. The error compensation in all of the
previous papers keeps in memory the sum (or weighted sum) of all previous com-
pression errors. We can write all these error compensation schemes in the form of
Equation (4.17) and (4.18) (Section 4.3.2) by setting Aik = I (or Aik = αI for some
α ∈ (0, 1)). If we perform the same convergence analysis on this error compensation
as we did for the centralized algorithm for quadratic problems in Section 4.3.1, then
we have

xk+1 − x? = Ak+1
γ (x0 − x?) + γek+1 − γ2

k∑
l=0

Ak−lγ Hel,

where Aγ = I−γH. The final term shows that these error compensation schemes do
not remove the accumulated quantization errors, even though they have been shown
to outperform direct compression. However, our error compensation does remove
all of the accumulated error, as shown in Section 4.3.1. This example shows why
Hessian-based error compensation can be more effective than the existing schemes.

We validate the superior performance of Hessian-based error compensation over
existing schemes in Section 4.4. To reduce computing and memory requirements,
we propose a Hessian approximation (using only the diagonal elements of the Hes-
sian). Error compensation with this approximation is shown to have comparable
performance to using the full Hessian.

4.4 Numerical Results

In this section, we validate the stronger convergence performance of Hessian-aided
error compensation than the existing variant in the literature. We also highlight
that error compensation with the diagonal Hessian approximation is almost as com-
petitive as the full Hessian. In particular, we evaluated these error compensation
schemes on centralized SGD and distributed gradient descent over the linear least-
squares SVMs classification, which is the minimization problem (4.3) with each
component function on the form

fi(x) =
m∑
j=1

`(x; zji , y
j
i ), for i = 1, 2, . . . , n.

Here, (z1
i , y

1
i ), . . . , (zmi , ymi ) are its associated data samples with feature vectors

z1
i ∈ Rd and associated class labels yji ∈ {−1, 1}. Throughout all the simula-
tions, we normalized each data sample by its Euclidean norm, and set the initial
point x0 = 0. We denoted EC-Vr.1 as the existing error compensation scheme
in the literature, EC-Hessian as the Hessian-aided error compensation, and EC-
diag-Hessian as the error compensation with the diagonal Hessian approxima-
tion. Thus, D-EC-CSGD with EC-Vr.1, EC-Hessian, and EC-diag-Hessian
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is governed by the iteration according to (4.17) with Aik = I, Aik = I − γHi
k and

Aik = I − γdiag(Hi
k), respectively. Here, diag(Hi

k) is the diagonal matrix storing
only the diagonal elements of the Hessian information Hi

k which is associated with
the stochastic gradient gi(xk). Also, note that centralized SGD is D-EC-CSGD
with n = 1.

Consider the deterministic rounding quantizer (4.5). Figure 4.4.1 shows that
SGD with naive compression cannot reach solution accuracy lower than a certain
threshold, and expectedly has worse performance when the quantization resolution
is high (the compression is coarse). Despite slightly worse performance for too
coarse compression, error compensation guarantees better convergence gurantees.

Consider the binary (sign) compressor. From Figures 4.4.2 and 4.4.3 and Table
4.4.1, almost all variants of error compensation guarantee higher solution accuracy
when compressed gradient algorithms run for a sufficiently large number of itera-
tions. In particular, EC-Hessian outperforms other error compensation variants
in terms of high convergence speed and low residual error guarantees for centralized
SGD and distributed GD. In addition, EC-diag-Hessian has almost the same
performance as EC-Hessian.
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Figure 4.4.1: Comparisons of D-CSGD and D-EC-CSGD with one worker node
using different compesation schemes for the least-squares SVM classification prob-
lems over a3a from [110] when the deterministic rounding quantizer is applied. We
set the step-size γ = 0.1/L, the mini-batch size b = |D|/20, where |D| is the total
number of data samples.
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Figure 4.4.2: Comparisons of D-CSGD and D-EC-CSGD with one worker node
using different compesation schemes for the least-squares SVM classification prob-
lems over bench-marking data sets from [110] when the binary (sign) compression
is applied. We set the step-size γ = 0.1/L, and the mini-batch size b = |D|/10,
where |D| is the total number of data samples.

Dataset mushrooms a9a w8a
sub-optimality 10−4 10−4 10−2

EC-Hessian 43 epochs 7 epochs 0.8 epochs
EC-Diag-Hessian 47 epochs 7.1 epochs 0.8 epochs

EC-Vr.1 42 epochs 22.5 epochs 11.3 epochs

Table 4.4.1: Performance comparisons between error compensation schemes on
different datasets in terms of the number of epochs to reach a certain sub-optimality
E{f(xk) − f?}/(f(x0) − f?). The experiment settings are the same as in Figure
4.4.2.
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Figure 4.4.3: Comparisons of D-CSGD and D-EC-CSGD with ∇gi(x) = ∇fi(x)
using different compesation schemes for the least-squares SVM classification prob-
lems over bench-marking data sets from [110] when the binary (sign) compression
is applied. We set the step-size γ = 0.1/L, and 5 worker nodes.





Appendix

4.A Review of Useful Lemmas

This section states lemmas which are instrumental in our convergence analysis.

Lemma 4.1. For xi ∈ Rd and a natural number N ,∥∥∥∥∥
N∑
i=1

xi

∥∥∥∥∥
2

≤ N
N∑
i=1
‖xi‖2 .

Lemma 4.2. For x, y ∈ Rd and a positive scalar θ,

‖x+ y‖2 ≤ (1 + θ)‖x‖2 + (1 + 1/θ)‖y‖2.

Lemma 4.3. For x, y ∈ Rd and a positive scalar θ,

2〈x, y〉 ≤ θ‖x‖2 + (1/θ)‖y‖2.

Lemma 4.4 ([92]). Assume that f is convex and L−smooth, and the optimimum
is denoted by x?. Then,

‖∇f(x)‖2 ≤ 2L(f(x)− f(x?)), for x ∈ Rd. (4.24)

4.B Proof of Theorem 4.1

The algorithm in Equation (4.7) can be written as

xk+1 = xk − γ(∇f(xk) + ek),

where ek = Q(∇f(xk))−∇f(xk). Using that ∇f(x?) = Hx? − b = 0 we have

xk+1 − x? = (I − γH)(xk − x?)− γek,

or equivalently

xk − x? = (I − γH)k(x0 − x?)− γ
k−1∑
i=0

(I − γH)k−1−iei. (4.25)

83
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By the triangle inequality and the fact that for a symmetric matrix I−γH we have

‖(I − γH)x‖ ≤ ρ‖x‖ for all x ∈ Rd.

where
ρ = max

i∈{1,2,...,d}
|λi(I − γH)| = max

i∈{1,2,...,d}
|1− γλi(H)|.

We thus have

‖xk − x?‖ ≤ ρk‖x0 − x?‖+ γ

k−1∑
i=0

ρk−1−iε.

In particular, when γ = 1/L then ρ = 1− 1/κ meaning that

‖xk − x?‖ ≤ (1− 1/κ)k ‖x0 − x?‖+ 1
L

k−1∑
i=0

(1− 1/κ)k−1−i
ε,

where κ = L/µ. Since 1− 1/κ ∈ (0, 1) we have

k−1∑
i=0

(1− 1/κ)k−1−i ≤
∞∑
i=0

(1− 1/κ)i = κ,

which implies

‖xk − x?‖ ≤ (1− 1/κ)k ‖x0 − x?‖+ 1
µ
ε.

Similarly, when γ = 2/(µ+ L) then ρ = 1− 2/(κ+ 1) and

‖xk − x?‖ ≤ (1− 2/(κ+ 1))k ‖x0 − x?‖+ 2
µ+ L

k−1∑
i=0

(1− 2/(κ+ 1))k−1−i
ε.

Since 1− 2/(κ+ 1) ∈ (0, 1) we have

k−1∑
i=0

(1− 2/(κ+ 1))k−1−i ≤
∞∑
i=0

(1− 2/(κ+ 1))i = (κ+ 1)/2.

This means that

‖xk − x?‖ ≤
(
κ− 1
κ+ 1

)k
‖x0 − x?‖+ 1

µ
ε.
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4.C Proof of Theorem 4.2

We can write the algorithm in Equation (4.10) equivalently as

xk+1 = xk − γ (∇f(xk) + ηk + ek) , (4.26)

where

ηk = 1
n

n∑
i=1

[gi(xk)−∇fi(xk)] , and

ek = 1
n

n∑
i=1

[Q (gi(xk))− gi(xk)] .

By Lemma 4.1, the bounded gradient assumption, and the definition of the
ε-compressor we have

E‖ηk‖2 ≤
1
n

n∑
i=1

E‖gi(xk)−∇fi(xk)‖2 ≤ σ2, and (4.27)

‖ek‖2 ≤
1
n

n∑
i=1
‖Q (gi(xk))− gi(xk)‖2 ≤ ε2. (4.28)

4.C.1 Proof of Theorem 4.2-a)
By the Lipschitz smoothness assumption on f(·) and Equation (4.26) we have

f(xk+1) ≤ f(xk)− γ〈∇f(xk),∇f(xk) + ηk + ek〉+ Lγ2

2 ‖∇f(xk) + ηk + ek‖2.

Due to the unbiased property of the stochastic gradient (i.e. Eηk = 0), taking the
expectation and applying Lemma 4.1, and Equation (4.27) and (4.28) yields

Ef(xk+1) ≤ Ef(xk)−
(
γ − 3Lγ2

2

)
E‖∇f(xk)‖2

+ γE〈∇f(xk),−ek〉+ 3Lγ2

2 (σ2 + ε2).

Next, applying Lemma 4.3 with x = ∇f(xk), y = −ek and θ = 1 into the main
result yields

Ef(xk+1) ≤ Ef(xk)−
(
γ

2 −
3Lγ2

2

)
E‖∇f(xk)‖2 + T,

where T = (1 + 3Lγ)γε2/2 + 3Lγ2σ2/2. By rearranging the terms and recalling
that γ < 1/(3L) we get

E‖∇f(xk)‖2 ≤ 2
γ

1
1− 3Lγ (Ef(xk)−Ef(xk+1) + T ) .
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Using the fact that

min
l∈{0,1,...,k}

E‖∇f(xl)‖2 ≤
1

k + 1

k∑
l=0

E‖∇f(xl)‖2

and the cancelations of telescopic series we get

min
l∈{0,1,...,k}

E‖∇f(xl)‖2 ≤
1

k + 1
2
γ

1
1− 3Lγ (Ef(x0)−Ef(xk+1))

+ 2
γ

1
1− 3LγT.

We can now conclude the proof by noting that f(x?) ≤ f(x) for all x ∈ Rd

4.C.2 Proof of Theorem 4.2-b)
From the definition of the Euclidean norm and Equation (4.26),

‖xk+1 − x?‖2 = ‖xk − x?‖2 − 2γ〈∇f(xk) + ηk + ek, xk − x?〉
+ γ2‖∇f(xk) + ηk + ek‖2.

(4.29)

By taking the expected value on both sides and using the unbiasedness of the
stochastic gradient, i.e., that Eηk = 0, and Lemma 4.1 and Equation (4.27) and (4.28)
to get the bound

E‖∇f(xk) + ηk + ek‖2 ≤ 3E‖∇f(xk)‖2 + 3(σ2 + ε2)

we have

E‖xk+1 − x?‖2 ≤ E‖xk − x?‖2 − 2γE〈∇f(xk) + ek, xk − x?〉
+ 3γ2E‖∇f(xk)‖2 + 3γ2(σ2 + ε2).

Applying Equation (2.4) with x = xk and y = x? and using Lemma 4.4 with x = xk
we have

E‖xk+1 − x?‖2 ≤ (1− µγ)E‖xk − x?‖2 − 2(γ − 3Lγ2)E[f(xk)− f(x?)]
+ 2γE〈ek, x? − xk〉+ 3γ2(σ2 + ε2).

From Lemma 4.3 with θ = µ and Equation (4.28), we have

2γ〈ek, x? − xk〉 ≤ µγ‖xk − x?‖2 + ε2γ/µ,

which yields

E‖xk+1 − x?‖2 ≤ E‖xk − x?‖2 − 2γ(1− 3Lγ)E[f(xk)− f(x?)] + T,
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where T = γ(1/µ + 3γ)ε2 + 3γ2σ2. By rearranging the terms and recalling that
γ < 1/3L we get

E (f(xk)− f(x?)) ≤ 1
2γ

1
1− 3Lγ

(
E‖xk − x?‖2 −E‖xk+1 − x?‖2 + T

)
.

Define x̄k =
∑k
l=0 xl/(k + 1). By the convexity of f(·) and from the cancelations

of the telescopic series we have

E (f(x̄k)− f(x?)) ≤ 1
k + 1

k∑
l=0

E (f(xl)− f(x?))

≤ 1
k + 1

1
2γ

1
1− 3Lγ ‖x0 − x?‖2 + 1

2γ
1

1− 3LγT.

Hence, the proof is complete.

4.D Proof of Theorem 4.3

We can write the algorithm in Equation (4.16) equivalently as

xk+1 = xk − γ(∇f(xk)− ck),

where

ck = ∇f(xk)−Q(∇f(xk) +Aγek), and
ek+1 = ck +Aγek

and Aγ = I−γH. Following similar line of arguments as in the proof of Theorem 4.1
we obtain

xk − x? = Akγ(x0 − x?) + γ

k−1∑
i=0

Ak−1−i
γ ci.

By using that ek =
∑k−1
i=0 A

k−1−i
γ ci and e0 = 0 we get that

xk − x? = Akγ(x0 − x?) + γek.

Since Aγ is symmetric, by the triangle inequality and the fact that ‖ek‖ ≤ ε (since
ek is the compression error) we have

‖xk − x?‖ ≤ ρk‖x0 − x?‖+ γε,

where ρ = maxi∈{1,2,...,d} |1− γλi|. Now following similar arguments as used in the
proof of Theorem 4.1 If γ = 1/L then ρ = 1− 1/κ. Since 1− 1/κ ∈ (0, 1) we have

‖xk − x?‖ ≤
(

1− 1
κ

)k
‖x0 − x?‖+ 1

L
ε.
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If γ = 2/(µ+ L) then ρ = 1− 2/(κ+ 1). Since 1− 2/(κ+ 1) ∈ (0, 1) we have

‖xk − x?‖ ≤
(
κ− 1
κ+ 1

)k
‖x0 − x?‖+ 2

µ+ L
ε.

4.E Proof of Theorem 4.4

We can rewrite Equation (4.17) with Aik = I equivalently as

x̃k+1 = x̃k − γ
1
n

n∑
i=1

gi(xk), (4.30)

where

x̃k = xk − γ
1
n

n∑
i=1

eik. (4.31)

Before proving the main result, we prove one lemma which is instrumental to
our analysis.

Lemma 4.5. Consider the sequences {xk} and {x̃k} generated by Equation (4.17)
and (4.30), respectively. Assume that the stochastic gradient satisfies

E

∥∥∥∥∥ 1
n

n∑
i=1

gi(x)

∥∥∥∥∥
2

≤M2

for all x ∈ Rd, and that Q(·) is the K-greedy quantizer satisfying∥∥∥∥∥Q
(

1
n

n∑
i=1

gi(xk) + eik

)
− 1
n

n∑
i=1

Q
(
gi(xk) + eik

) ∥∥∥∥∥ ≤ ξ
∥∥∥∥∥ 1
n

n∑
i=1

gi(xk)

∥∥∥∥∥ ,
fork ≥ 0 and some positive constant ξ. Then, for fixed k ≥ 0

E‖x̃k − xk‖2 ≤ γ2 · 2(α+ ξ)2M2
k−1∑
l=0

(2α2)l,

where α =
√

1−K/d.

Proof. From Lemma 4.1 and Equation (4.30), the Euclidean distance between xk
and x̃k satisfies

‖x̃k − xk‖2 ≤ γ2

∥∥∥∥∥ 1
n

n∑
i=1

eik

∥∥∥∥∥
2

. (4.32)



4.E. PROOF OF THEOREM 4.4 89

To bound this distance, we need to determine the upper-bound of
∥∥(1/n)

∑n
i=1 e

i
k

∥∥.
From the compensation update according to Equation (4.18) with Aik = I,∥∥∥∥∥ 1

n

n∑
i=1

eik

∥∥∥∥∥ =

∥∥∥∥∥ 1
n

n∑
i=1

gi(xk−1) + eik−1 −Q
(
gi(xk−1) + eik−1

)∥∥∥∥∥
≤

∥∥∥∥∥ 1
n

n∑
i=1

gi(xk−1) + eik−1 −Q

(
1
n

n∑
i=1

gi(xk−1) + eik−1

)∥∥∥∥∥
+

∥∥∥∥∥Q
(

1
n

n∑
i=1

gi(xk−1) + eik−1

)
− 1
n

n∑
i=1

Q
(
gi(xk−1) + eik−1

) ∥∥∥∥∥ ,
where the last inequality comes from Cauchy-Schwarz’s inequality. Assume that
Q(·) is K-greedy quantizer which satifies ‖Q(v)− v‖ ≤ α‖v‖ with α =

√
1−K/d,

and∥∥∥∥∥Q
(

1
n

n∑
i=1

gi(xk−1) + eik−1

)
− 1
n

n∑
i=1

Q
(
gi(xk−1) + eik−1

) ∥∥∥∥∥ ≤ ξ
∥∥∥∥∥ 1
n

n∑
i=1

gi(xk−1)

∥∥∥∥∥ ,
for k ∈ N and some positive constant ξ. We then have∥∥∥∥∥ 1

n

n∑
i=1

eik

∥∥∥∥∥ ≤ α
∥∥∥∥∥ 1
n

n∑
i=1

gi(xk−1) + eik−1

∥∥∥∥∥+ ξ

∥∥∥∥∥ 1
n

n∑
i=1

gi(xk−1)

∥∥∥∥∥
≤ (α+ ξ)

∥∥∥∥∥ 1
n

n∑
i=1

gi(xk−1)

∥∥∥∥∥+ α

∥∥∥∥∥ 1
n

n∑
i=1

eik−1

∥∥∥∥∥ .
Therefore,∥∥∥∥∥ 1

n

n∑
i=1

eik

∥∥∥∥∥
2

≤ 2(α+ ξ)2

∥∥∥∥∥ 1
n

n∑
i=1

gi(xk−1)

∥∥∥∥∥
2

+ 2α2

∥∥∥∥∥ 1
n

n∑
i=1

eik−1

∥∥∥∥∥
2

,

or equivalently∥∥∥∥∥ 1
n

n∑
i=1

eik

∥∥∥∥∥
2

≤ 2(α+ ξ)2
k−1∑
l=0

(2α2)k−1−l

∥∥∥∥∥ 1
n

n∑
i=1

gi(xl−1)

∥∥∥∥∥
2

.

Further suppose that E‖(1/n)
∑n
i=1 gi(x)‖2 ≤M2 for all x ∈ Rd. Then, taking the

expectation over the inequality yields

E

∥∥∥∥∥ 1
n

n∑
i=1

eik

∥∥∥∥∥
2

≤ 2(α+ ξ)2M2
k−1∑
l=0

(2α2)l.

Using this inequality and taking the expectation over (4.32), we complete the proof.
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Now, we prove the main result. By the Lipschitz smoothness of the whole
objective function f(·) and (4.30),

f(x̃k+1) ≤ f(x̃k)− γ
〈
∇f(x̃k), 1

n

n∑
i=1

gi(xk)
〉

+ γ2L

2

∥∥∥∥∥ 1
n

n∑
i=1

gi(xk)

∥∥∥∥∥
2

.

Taking the expectation and using the fact that f(x) = (1/n)
∑n
i=1 fi(x) yield

Ef(x̃k+1) ≤ Ef(x̃k)− γE 〈∇f(x̃k),∇f(xk)〉+ γ2L

2 E

∥∥∥∥∥ 1
n

n∑
i=1

gi(xk)

∥∥∥∥∥
2

.

By the fact that 2〈x, y〉 = ‖x‖2 + ‖y‖2 − ‖x − y‖2 for x, y ∈ Rd and that f(·) is
L-smooth,

Ef(x̃k+1) ≤ Ef(x̃k)− γ

2 E‖∇f(x̃k)‖2 − γ

2 E ‖∇f(xk)‖2

+ γL2

2 E ‖x̃k − xk‖2 + γ2L

2 E

∥∥∥∥∥ 1
n

n∑
i=1

gi(xk)

∥∥∥∥∥
2

.

Assume that stochastic gradients satisfy E ‖(1/n)
∑n
i=1 gi(x)‖2 ≤ M2 for all

x ∈ Rd. Using Lemma 4.1 and (4.5), we have

Ef(x̃k+1) ≤ Ef(x̃k)− γ

2 E‖∇f(x̃k)‖2 − γ

2 E ‖∇f(xk)‖2

+ γ3L2

2 · 2(α+ ξ)2M2
k−1∑
l=0

(2α2)l + γ2L

2 M2.

If γ ≤ 1/(βL) where β = 2(α+ ξ)2∑k−1
l=0 (2α2)l, then

Ef(x̃k+1) ≤ Ef(x̃k)− γ

2 E‖∇f(x̃k)‖2 − γ

2 E ‖∇f(xk)‖2 + γ2LM2,

or equivalently

E ‖∇f(xk)‖2 ≤ 2
γ

[Ef(x̃k)−Ef(x̃k+1)]−E‖∇f(x̃k)‖2 + γLM2.

Since ‖x‖2 ≥ 0 for x ∈ Rd and minl∈[0,k] E‖∇f(xl)‖2 ≤
∑k
l=0 E‖∇f(xl)‖2/(k + 1),

we have

min
l∈[0,k]

E‖∇f(xl)‖2 ≤
2

γ(k + 1) [Ef(x̃0)−Ef(x̃k+1)] + γLM2.

By the cancelations in the telescopic series and by the fact that f(x) ≥ f(x?) for
x ∈ Rd and x̃0 = x0, we complete the proof.
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4.F Proof of Theorem 4.5

We can write the algorithm in Equation (4.17) equivalently as

x̃k+1 = x̃k − γ [∇f(xk) + ηk]− γ 1
n

n∑
i=1

(Aik − I)eik, (4.33)

where

x̃k = xk − γ
1
n

n∑
i=1

eik, and

ηk = 1
n

n∑
i=1

[gi(xk)−∇fi(xk)] .

By Lemma 4.1, the bounded gradient assumption and by the definition of the ε-
compressor, it can be proved that

E‖ηk‖2 ≤ σ2, and (4.34)

‖xk − x̃k‖2 ≤ γ2
n∑
i=1
‖eik‖2/n ≤ γ2ε2. (4.35)

4.F.1 Proof of Theorem 4.5-a)
Before deriving the main result we prove two lemmas that are need in our analysis.

Lemma 4.6. Assume that ‖eik‖ ≤ ε, and that the Hessian Hi
k satisfies the unbiased

and bounded variance assumptions described in Equation (4.22) and (4.23). If
∇2fi(x) 4 LI for x ∈ Rd, then

E

∥∥∥∥∥γ 1
n

n∑
i=1

Hi
ke
i
k

∥∥∥∥∥
2

≤ 2γ2(σ2
H + L2)ε2, for k ∈ N. (4.36)

Proof. By Lemma 4.1, we have

E

∥∥∥∥∥γ 1
n

n∑
i=1

Hi
ke
i
k

∥∥∥∥∥
2

≤ 2γ2 1
n

n∑
i=1

(
E‖[Hi

k −∇2fi(xk)]eik‖2 + E‖∇2fi(xk)eik‖2
)
.

SinceHi
k−∇2fi(xk) is symmetric, using Equation (4.23), and the fact that∇2fi(xk) 4

LI and that ‖eik‖ ≤ ε yields the result.

Lemma 4.7. If f(·) is strongly convex, then for θ1 > 0

−〈∇f(xk), x̃k − x?〉 ≤ −(f(xk)− f(x?))− µ

4 ‖x̃k − x
?‖2

+ 1
2

(
µ+ 1

θ1

)
‖x̃k − xk‖2 + θ1

2 ‖∇f(xk)‖2.
(4.37)
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Proof. By using the strong convexity inequality in Equation (2.4) with x = xk and
y = x? we have

−〈∇f(xk), xk − x?〉 ≤ −(f(xk)− f(x?))− µ

2 ‖xk − x
?‖2.

Using the fact that ‖x + y‖2 ≤ 2‖x‖2 + 2‖y‖2 with x = xk − x? and y = x̃k − xk,
we have

−‖xk − x?‖2 ≤ −
1
2‖x̃k − x

?‖2 + ‖xk − x̃k‖2.

Combining these inequalities yields

−〈∇f(xk), xk − x?〉 ≤ −(f(xk)− f(x?))− µ

4 ‖x̃k − x
?‖2 + µ

2 ‖xk − x̃k‖
2.

(4.38)
Next, by Lemma 4.3

−〈∇f(xk), x̃k − xk〉 ≤
1

2θ1
‖xk − x̃k‖2 + θ1

2 ‖∇f(xk)‖2, (4.39)

for θ1 > 0. Summing Equation (4.38) and (4.39) completes the proof.

Now, we prove the main result. By using the L-smoothness of f(·) and Equa-
tion (4.33) with Aik defined by Equation (4.21) we have

f(x̃k+1) ≤ f(x̃k)− γ〈∇f(x̃k),∇f(xk) + ηk〉+ γ

〈
∇f(x̃k), γ 1

n

n∑
i=1

Hi
ke
i
k

〉

+ Lγ2

2

∥∥∥∥∥∇f(xk) + ηk − γ
1
n

n∑
i=1

Hi
ke
i
k

∥∥∥∥∥
2

.

By the unbiased property of the stochastic gradient in Equation (4.11), and by
applying Lemma 4.3 with θ = 1 and Lemma 4.1 we get

Ef(x̃k+1) ≤ Ef(x̃k)− γE〈∇f(x̃k),∇f(xk)〉+
(
γ

2 + 3Lγ2

2

)
E‖∇f(x̃k)‖2

+ 3Lγ2

2 E‖ηk‖2 +
(
γ

2 + 3Lγ2

2

)
E

∥∥∥∥∥γ 1
n

n∑
i=1

Hi
ke
i
k

∥∥∥∥∥
2

.

Since each fi(·) is L-smooth, ∇2fi(x) � LI for x ∈ Rd. Applying the bounds in
Equation (4.34) and (4.36) yields

Ef(x̃k+1) ≤ Ef(x̃k)− γE〈∇f(x̃k),∇f(xk)〉+
(
γ

2 + 3Lγ2

2

)
E‖∇f(xk)‖2 + T,
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where T = 3Lγ2σ2/2 + (1 + 3Lγ)(σ2
H + L2)γ3ε2. Using that

−2〈x, y〉 = −‖x‖2 − ‖y‖2 + ‖x− y‖2 for all x, y ∈ Rd

we have

Ef(x̃k+1) ≤ Ef(x̃k)−
(
γ

2 −
3Lγ2

2

)
E‖∇f(xk)‖2 + γ

2 E‖∇f(x̃k)−∇f(xk)‖2 + T.

By the Lipschitz continuity assumption of ∇f(·), and by (4.35),

Ef(x̃k+1) ≤ Ef(x̃k)−
(
γ

2 −
3Lγ2

2

)
E‖∇f(xk)‖2 + T̄ ,

where T̄ = T+L2(γ3/2)ε2. By rearranging the terms and recalling that γ < 1/(3L)
we get

E‖∇f(xk)‖2 ≤ 2
γ

1
1− 3Lγ

(
Ef(x̃k)−Ef(x̃k+1) + T̄

)
.

Since minl∈{0,1,...,k}E‖∇f(xl)‖2 ≤
∑k
l=0 E‖∇f(xl)‖2/(k + 1), we have

min
l∈{0,1,...,k}

E‖∇f(xl)‖2 ≤
1

k + 1
2
γ

1
1− 3Lγ (Ef(x̃0)−Ef(x̃k+1)) + 2

γ

1
1− 3Lγ T̄ .

By the fact that e0 = 0 (i.e. x̃0 = x0), that f(x) ≥ f(x?) for x ∈ Rd we complete
the proof.

4.F.2 Proof of Theorem 4.5-b)
From Equation (4.33) with Aik defined by Equation (4.21) we have

‖x̃k+1 − x?‖2 = ‖x̃k − x?‖2 − 2γ〈∇f(xk) + ηk, x̃k − x?〉

+ 2γ
〈
γ

1
n

n∑
i=1

Hi
ke
i
k, x̃k − x?

〉
+ γ2

∥∥∥∥∥∇f(xk) + ηk − γ
1
n

n∑
i=1

Hi
ke
i
k

∥∥∥∥∥
2

.

By the unbiasedness of the stochastic gradient described in Equation (4.11), by
Lemma 4.1, by Lemma 4.3 with θ = µ/2 and by the bound in Equation (4.34) we
have

E‖x̃k+1 − x?‖2 ≤
(

1 + µγ

2

)
E‖x̃k − x?‖2 − 2γE〈∇f(xk), x̃k − x?〉

+
(

2γ
µ

+ 3γ2
)

E

∥∥∥∥∥γ 1
n

n∑
i=1

Hi
ke
i
k

∥∥∥∥∥
2

+ 3γ2E‖∇f(xk)‖2 + 3γ2σ2.
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Since each fi(·) is L-smooth, ∇2fi(x) � LI for x ∈ Rd, we can apply Lemma 4.7.
From Equation (4.35) in Lemma 4.6 and Equation (4.37) in Lemma 4.7 with θ1 =
β/L we have

E‖x̃k+1 − x?‖2 ≤ E‖x̃k − x?‖2 − 2γE (f(xk)− f(x?))

+
(
βγ

L
+ 3γ2

)
E‖∇f(xk)‖2 + T̄ ,

where

T̄ =
(
µ+ L

β
+
(

4
µ

+ 6γ
)

(σ2
H + L2)

)
γ3ε2 + 3γ2σ2.

By Lemma 4.4, we have

E‖x̃k+1 − x?‖2 ≤ E‖x̃k − x?‖2 − 2αγE (f(xk)− f(x?)) + T̄ .

where α = 1− β − 3Lγ. By recalling that γ < (1− β)/(3L) and β ∈ (0, 1) then

E (f(xk)− f(x?)) ≤ 1
2αγ

(
E‖x̃k − x?‖2 −E‖x̃k+1 − x?‖2 + T̄

)
.

Define x̄k =
∑k
l=0 xl/(k + 1). By the convexity of f(·) and the cancelations in the

telescopic series we have

E (f(x̄k)− f(x?)) ≤ 1
k + 1

k∑
l=0

E (f(xl)− f(x?))

≤ 1
k + 1

1
2αγE‖x̃0 − x?‖2 + 1

2αγ T̄ .

By the fact that ei0 = 0 (i.e. x̃0 = x0), the proof is complete.



Chapter 5

Conclusion and Future Work

In this thesis, we have studied first-order algorithms for communication efficient
learning. In particular, we have presented the unified frameworks to analyze con-
vergence properties of algorithms with compressed information. Throughout the
thesis, we introduced three classes of generic compression operators which cover
many compressors of practical interest.

In Chapter 3, we have investigated how various compression schemes impact
iteration and communication complexity of the gradient descent algorithms. In
particular, we have presented the unified convergence analysis for the compression
algorithms under full and/or partial gradient communication architectures. The
tuning parameters and convergence rates have explicit formulas for how compres-
sion accuracy and staleness bounds due to asynchrony affect the expected time
to reach the solution with ε-accuracy. These results allow us to characterize the
trade-off between iteration and communication complexity of compressed first-order
algorithms.

In Chapter 4, we provided a theoretical support for error compensation in
compressed gradient methods. First, we showed that optimization methods with
Hessian-aided error compensation can avoid all accumulated compression errors on
quadratic problems and provide accuracy gains on ill-conditioned problems. In
addition, we provided strong convergence guarantees of decentralized stochastic
gradient methods using Hessian-free and Hessian-aided error compensation. We
have presented the first theoretical analysis of sparsified methods with the Hessian-
free compensation scheme for non-convex optimization. We have also shown the
effect of Hessian-aided compensation on stochastic gradient methods on both con-
vex and nonconvex problems. The superior performance of error compensation
schemes compared to direct compressed methods was illustrated numerically on
classification problems using large benchmark data-sets in machine learning. Our
experiments highlighted that Hessian-based error compensation is superior to other
error-compensated methods, and that error-compensation with diagonal Hessian
approximation can achieve comparable performance as the full Hessian while sav-
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ing the computational costs.

Future Work

The works presented in this thesis can be extended in many directions. In partic-
ular, promising future works to design communication efficient algorithms include
exploiting problem structures, compensation in both directions, and dithering tech-
niques to reduce communication.

• Exploiting inherent structure in compression schemes. Even though
theoretical results for first-order algorithms using various compressors have
been shown in the thesis, empirical results show that most of these algorithms
can achieve almost the same convergence performance as their full-precision
counterparts. This implies that actual performance does not exhibit tradi-
tional the worst-case bound. Therefore, there should be an inherent problem
structure which can be exploited to strengthen the analysis. For instance,
it has been shown in [111] that the distributions of gradients are narrowly
dispersed. Therefore, estimating the available structure of gradient infor-
mation can indeed enhance our worst-case analysis to explain the benefit of
compressors in practice.

• Double-pass error compensation. Throughout the thesis, we focus on
compression and error compensation in a single direction (from workers to the
master node). However, such a single pass broadcast approach is not realistic
in many practical implementations; in particular, it does not utilize the benefit
of error compensation in both directions, [108]. Therefore, the interesting
question is the effect of Hessian-aided error compensation schemes in both
directions on the convergence rate of asynchronous first-order algorithms.

• Dithered compression for communication reduction. In Chapter 5,
we have shown that error compensation can help obtain arbitrarily high so-
lution accuracy even if coarse compressors on first-order algorithms are used.
However, dithering techniques have been recently shown to also recover the
solution with low compression error [112]. Unfortunately, there is no clear ex-
planation why these dithering techniques can outperform direct compression,
and whether or not they have higher performance than error compensation.
It would be interesting to study the dithered quantization against or combine
it with error compensation to extend our theoretical understandings in the
thesis.
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