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Abstract: Several beamforming techniques can be used to enhance the resolution of sonar 

images. Beamforming techniques can be divided into two types: data independent 

beamforming such as the delay-sum-beamformer, and data-dependent methods known as 

adaptive beamformers. Adaptive beamformers can often achieve higher resolution, but are 

more sensitive to errors. Several signals are processed from several consecutive pings. The 

signals are added coherently to achieve the same effect as having a longer array in synthetic 

aperture sonar (SAS). In general it can be said that a longer array gives a higher image 

resolution. SAS processing typically requires high navigation accuracy, and physical array-

overlap between pings. This restriction on displacement between pings limits the area 

coverage rate for the vehicle carrying the SAS. We investigate the possibility to enhance 

sonar images from one ping measurements in this paper. This is done by using state-of-the art 

techniques from Image-to-Image translation, namely the conditional generative adversarial 

network (cGAN) Pix2Pix. The cGAN learns a mapping from an input to output image as well 

as a loss function to train the mapping. We test our concept by training a cGAN on simulated 

data, going from a short array (low resolution) to a longer array (high resolution). The 

method is evaluated using measured SAS-data collected by Saab with the experimental 

platform Sapphires in freshwater Lake Vättern.  
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INTRODUCTION AND BACKGROUND 

Synthetic aperture sonar (SAS) systems have been around since the 80s [1]. They are 
mostly used for creating high resolution maps of the seafloor, and for finding small objects on 
it such as in mine countermeasures (MCM) applications. The heavy attenuation of sound in 
water makes it desirable to have as high signal-to-noise ratio as possible. A high resolution 
and a high SNR can be achieved by coherently adding measurements from several pings as 
the sonar platform moves. The sonar image resolution is proportional to the array dimensions, 
where a longer array gives a higher resolution, in general. For SAS a longer synthetic array is 
created in order to create high resolution images from a short array sitting on an underwater 
vehicle. This demands high navigation accuracy since the position of the element in the 
synthetic array has to be determined with sub-wavelength accuracy. In addition to inertial 
navigation sensors, signal processing methods are used to correct for deviations from the 
nominal position. The use of signal processing methods to correct for position errors is 
commonly referred to as micro-navigation or autofocus. To apply micro-navigation there is 
often a restriction on the vehicle's displacement between pings, since some techniques require 
the sub-arrays to overlap between pings. 

Numerous enhancement methods for imaging are available. Some examples of well-known 
methods developed for natural image processing include different filter methods for noise 
reduction or contrast enhancement [2]. Most work for SAS image enhancement is focused on 
the image reconstruction using methods for micro-navigation and autofocus [3]. Methods 
from deep learning have started to be applied for image enhancement purposes in recent 
years. For example convolutional neural networks (CNNs) have been applied to both natural 
images [4], medical images [5], RADAR [6], and to SONAR [7]. Generative Adversarial 
Networks (GANs) have also been used for denoising and image enhancement for medical 
imaging [5]. Image-to-image translation using GANs has been proposed for RADAR [8], 
where it was used to transform low resolution SAR imaging to its higher resolution 
counterpart. Enhancement of one ping SAS images seems to be a new field of research 
without many publications. In [9] one ping SAS image enhancement is performed using a 
compressive sensing method. 

Our research questions for this paper are:  Is it possible to transform a low resolution sonar 
image to its high resolution counterpart, using state-of-the art methods for Image-to-Image 
translation, and can sonar image enhancement benefit in other ways from using GANs? 

METHODS 

The work in this paper can be separated into two parts: one part using simulated data, and 
another part using measured sonar data. In common for the two parts however is the use of a 
conditional GAN (Pix2Pix) for paired image-to-image translation tasks. The Pix2Pix network 
is trained on sonar data generated using simulations. 

Generative Adversarial Networks and conditional Generative Adversarial Networks: 

Generative Adversarial Networks (GANs), introduced by [10] is a framework for estimating 
generative models. It builds on the idea of having two adversary networks: a generator 
network 𝐺, and a discriminator network 𝐷. The generator produces new samples in a 
distribution in data space 𝐺(𝑧, 𝜃𝑔), where 𝑧 is input noise, and 𝜃𝑔 are the parameters of a 
multilayer perceptron. The discriminator's role is to estimate the probability estimate of the 
data having been generated as opposed to it being real. Mathematically this process can be 
defined as having 𝐷 and 𝐺 play a two-player min-max game, seen in the equation below,  
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where 𝑝𝑧(𝑧) is the prior on the input noise variables, 𝐷(𝑥) is the probability that the data 𝑥 

came from the data distribution rather than the generator’s distribution 𝑝𝑔. 
The min-max game ends when 𝐷 and 𝐺 cannot improve anymore, and the discriminator 

cannot distinguish between real, and fake samples, this happens when 𝑝𝑔 = 𝑝𝑑𝑎𝑡𝑎 , and 
𝐷(𝑥) = 0.5. There have been many variants developed since the original introduction of 
GANs in 2014. One of these variants is the conditional GAN (cGAN) which introduces a 
conditioning 𝑦 on both 𝐺 and 𝐷 [11]. With this extra piece of information it becomes possible 
to direct the data generation process. The conditioning 𝑦 could be for example the label of the 
data.  

In this work a conditional GAN [12] is used to generate "artificial" high resolution sonar 
images from its low-resolution counterpart. This can also be explained as going from a short 
to a long phased array sensor. We then compare and evaluate the generated "artificial" images 
to their corresponding ground truth high resolution images. We use the implementation of 
Pix2Pix provided in [13]. 

 
Simulated data: Simulated SAS data is generated at the signal level for the proof of 

concept. An arbitrary number of point targets of different target strengths can be placed in a 
scene in the simulator. Parameters that can be defined in the simulator are: sound velocity, 
array dimensions, number of sonar elements in the array, source level of the transmitter, 
frequency content and pulse waveform. As a default we use a chirp with the same centre 
frequency as used in the experimental data acquired by the Sapphires SAS sensor. A SAS 
image is formed by a using a conventional back-projection algorithm on the individual sonar 
element signals. 

Experiments: We create two kinds of datasets (A and B) for our experiments, where each 
scene in an image 𝐴𝑖 corresponds to a scene in an image 𝐵𝑖. Dataset A holds sonar images 
created from a short array of 50 elements. The dataset B holds the corresponding sonar 
images for a longer array with 100 or more elements. The spacing between the elements is 
always the same so a 100 element long array is twice as long as a 50 element array. When 
generating the point targets in the scene their location and target strength are updated 
randomly for each image pair 𝐴𝑖 and 𝐵𝑖. We generate 500 images for both A and B, and 
separate them into training (300 images), validation (100 images), and testing (100 images). 
The cGAN is then trained to learn how to go from dataset A to B. 

Measured SAS data: The used experimental SAS data has been collected with the 
experimental platform Sapphires in freshwater Lake Vättern. The shorter array image for the 
measured SAS-data is translated through a cGAN network which has been trained using two 
datasets A and B (as above) containing simulated point scatters. We use a test image of a 
tripod processed from measured SAS data (Fig. 3) in our experiments. More details are given 
in the Results section of the paper. 
 

RESULTS 

The experiments performed can be divided into two parts. For the first part simulated point 
scatter data is used. For the second part, measured SAS data is used and transformed by a 
cGAN trained on the simulated data from the first experiment. 
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Simulated data: We study the effect of an Image-to-Image translation task for simulated 
point targets. The task is to go from a dataset A which holds images formed by a short array 
to a corresponding dataset B for images formed by a long array. The experiment is performed 
with one, three and 10 point targets in the respective runs. In each run the cGAN is trained 
with a dataset that has the same number of point targets in each image. The network is later 
evaluated on its validation data.  An assessment of how well the output image from the cGAN 
corresponds to its target ground truth image is done using the metrics structural similarity 
(SSIM) index [14], and mean square error (MSE).  The results are shown in Table 1. The 
SSIM metric is also taken between the datasets A and B as a benchmark to make sure that the 
high SSIM scores are not due to the datasets A and B being very similar. Note that increasing 
the number of point targets leads to a degradation in performance between the cGAN output 
and the ground truth in dataset B, see the reduced SSIM score and increased MSE score 
(Table 1). The dataset A corresponds to images from a short array 50 elements, and the 
dataset B corresponds to images from a long array of 100 elements, for this assessment. A 
visual example for a translation can be seen in Fig. 1 where the short array contains 50 
elements and the long array 400 elements. 

We also carry out experiments to investigate separation of closely spaced point targets. The 
cGAN appears to be able to separate closely spaced targets when the two targets have similar 
target strength (Fig. 2). In the case of having two closely spaced point targets with different 
target strength, the cGAN frequently translate the two targets as one target point located at the 
position of the strongest point target in the high-resolution domain. For this experiment the 
short array has 50 elements, while the long array has 400 elements. 

We observe that translating simulated SAS images with more point targets (up to 10) with 
a cGAN trained on less point targets in each image also works well. 

 
Table 1: Error measures for simulated point targets 

SSIM between output image from GAN 

and corresponding ground truth image 

from dataset B.  

    

# Point targets SSIM mean SSIM std MSE mean MSE std 

1 0.9862 0.0012 4.3500 4.3500 
3  0.9475 0.0166 26.3825 13.2465 
10 0.9455 0.0053 37.1433 5.4232 
SSIM between A and B dataset for 

benchmark. 

    

# Point targets SSIM mean SSIM std MSE mean MSE std 

1 0.6428 0.0076 113.4660 4.2450 
3 0.7649 0.0324 117.5165 21.2098 
10 0.8182 0.0207 125.7439 9.9929 
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Fig. 1:  Point targets. To the left is the depiction from the point targets using the short array. 

The middle image shows the output from the cGAN. To the right is the ground truth output 

from the long array.  
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Fig. 2: Separation of closely spaced point targets. The two point targets in the leftmost image 

are closely spaced and cannot be distinguished as two separate targets. After being sent 

through the cGAN the output results in an image where the closely spaced targets are 

distinguishable as separate targets.  Upper left (input short array).Upper middle, the output 

from the cGAN. Upper right (ground truth long array image). The lower row shows the 

distribution of intensities of a vertical slice from the position of the two closely spaced targets. 

Measured Data: The purpose of the second experiment is to investigate if there are any 
advantages of using the cGAN applied to measured SAS data. We use our test image for all 
the runs of this experiment. A cGAN trained on scenes containing three point scatters is used. 
The translated ground truth SAS image appears to have a reduced background level (Fig. 3). 
For comparison we apply a traditional method for image enhancement, namely that of 
contrast stretching [2]. In addition we also apply some methods for denoising the image using 
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a convolutional neural network, a median filter and wavelet-transforms. One the evaluation 
measures used is entropy as introduced by Shannon [15]:  

 
𝐻(𝑥) =  − ∑ 𝑝𝑖𝑙𝑜𝑔2𝑝𝑖

𝑁
𝑖=1 ,             (2) 

 
where the 𝑝𝑖 values are the probabilities of the different intensity levels for the grey-scaled 

image. Having a higher entropy number means there is more information in the image. Using 
entropy minimization can be used for autofocus of ISAR images [16]. Inspired by this we 
hypothesize that for a target to appear clearly in the image we want to have lower entropy, 
which should be achieved if signal leakage is removed and the background signal level is 
suppressed. A ratio between the background and target (Target to background ratio –TBR) is 
also calculated through taking the ratio between the mean value of the pixel intensities for an 
area containing the target and the mean pixel intensities for an area containing background. 
The same areas for background and target are used for all images in order to achieve 
comparable measurements. The results are summarized in Table 2. We can conclude that the 
use of cGAN reduces the entropy for the image, and gives the highest target-background ratio. 
The entropy was lowered further through pre-processing using Otsu thresholding [17] (with 
four threshold values). 

Additionally we analyse the cGAN effect on the input image using the SSIM metric (Table 
3). Note that the cGAN’s SSIM score between the cGAN processed 50-element image, and 
the 100-element is higher than the SSIM score between the original 50-element image and the 
100-element image. For this experiment the GAN was trained to go from 50-elements to 100-
elements for scenes with three point targets. 
 

Table 2 Evaluation measures for our SAS-test image made from 50 elements (leftmost 

column). The following columns shows evaluation measures for the SAS-test image 

processed in different ways, the rightmost columns holds the evaluation measures for a 

SAS-test image made from 100 elements. 

 50-
element 

cGAN Thres Thres+cGAN Median CNN Contrast Wavelet 100-
elements 

Entropy 6.6957 6.0921 5.0124 5.3716 5.9507 6.0827 6.0169 6.0930 5.6615 

TBR 1.5079 2.6287 4.1349 4.8119 1.5474 1.5087 2.1102 1.5080 1.6988 

 
 
50-elements input image 

 

50-elements + cGAN  

 

100-elements image 

 

200-elements image 

 

Figure 3 Input SAS image from 50-elements (left), output image after the cGAN (middle-left). 

SAS image from 100-elements (middle-right), and SAS image from 200-elements (right).  
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Table 3 SSIM for comparison of measured SAS data and cGAN 

 50-element image cGAN 100-element image 
100-element image 0.3197 0.3456 1 
200-element  image 0.3205 0.3514 0.6232 

 

 

CONCLUSION 

We show that cGAN is a promising tool to enhance sonar imaging. In particular our 
contributions in this work are the following:  

1. We demonstrate some capability for separation of point targets with cGANs. 
2. We show that it is feasible to go from a low resolution sonar image produced from a 

(short-array) to its high resolution (long-array) counterpart with simulated data.  

It is hard to conclude at this point that this method could lead to a relaxed requirement for 
array overlap for SAS in order to enable a higher platform speed. Some increased detection 
capabilities for sonar targets using cGANs for enhancement may also be possible. For further 
work it could be interesting to train the whole cGAN entirely on measured SAS data going 
from a short to long array.   
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