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Abstract

Pattern detection in Brain Signals from Simple Visual
Stimuli

Tom Menchini

With the advent of deep learning algorithms, the possibilities to analyse great amounts
of data has been unlocked. As EEG-readers become both more affordable and of
higher quality it enables interesting applications. In this thesis a convolutional neural
network (CNN) is developed and implemented to evaluate the possibility to detect
patterns in brain signals gathered from perceiving simple visual stimuli. Historically,
brain signals are filtered into brain waves. These are cruder representations of brain
signals than the raw data collected from the electrodes in the EEG-device. The
software developed in this thesis enables the collection and structuring of raw EEG
data such as it can be analysed by CNNs that classify images. The results show some
emerging patterns, in contrast, to a completely noisy set of data and points towards
the possibility for higher performance through further experimentation with data
collection and modifications of the CNN. The deep learning pattern detection was
implemented using the keras python library with tensorflow backend and open source
software from openBCI. Data was collected from 14 participants using the 16-channel
device (Cyton board + Daisy) in order to provide a proof of concept.
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1. Glossary 

Adding non-linearity: Process used between every convolution operation where non-linearity 

is introduced to the linear convolution process. Usually, real-world examples are non-linear and 

thus it is important to apply non-linearity to the CNN. ReLU is a common way to achieve this 

by changing all negative pixel-values to 0.  

 

Backpropagation: Errors are detected, and a correction strategy is adopted based on the size 

of the error, together with predetermined coefficients. Backpropagation is the foundation of 

self-correcting algorithms. 

 

Batch: a batch is the number of training samples that the deep learning algorithm goes through 

before it updates the internal parameters of the model. 

 

Classification: The output from a CNN like the one used in this study is the probability that 

the input image is of a certain class (in this case the brain data that was recorded during a certain 

picture being watched). Whichever class the CNN determines has the highest probability of 

being correct will be chosen. The deep learning CNN has then classified that specific piece 

brain data to a certain picture. 

 

CNN: Convolutional Neural Network - in mathematics, convolution is the integral where two 

functions overlap. It can be thought of as one static function that another function is then applied 

over. In the case of image processing, convolution means that the input image is the static 

function that has other functions applied to it. It is also called a neural network because of the 

likeness its structure has to the neural network of the brain. Neurons in the visual cortex 

responds to certain visual stimuli and that is called a receptive field. The entire visual area is 

filled with overlapping receptive fields from a huge number of neurons. This leads to many 

neurons reacting to a single stimulus, and through this simultaneous activation a kind of filtering 

occurs at a very early level of visual perception. Similarly, to how the visual cortex is structured, 

the CNN will apply filters to the image and find the important features in order to classify 

images.  
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Convolution: The convolution operation is the cornerstone of a CNN. A filter is applied to the 

input image by taking the dot product of a subset of pixels. Each dot product is saved in a 2d-

matrix and is called a feature map. The size of the feature map is determined by the stride which 

basically decides how much overlap there is in calculating the dot products and the size of the 

filter. Usually a number of filters are used to create several different feature maps which is 

called depth. The more filters used the better the model get at distinguishing patterns in the 

images. During the training sets the values of the elements in the filter is learned and thus 

refining the ability to distinguish certain important features.  

 

EEG: Electroencephalography - EEG is the measurement of electrical activity of the brain. 

Usually, electrodes are placed on the scalp following the international 10-20 system that tries 

to ensure that placement and naming of different electrodes are consistent between users. The 

output is usually the difference in amplitude between pairs of electrodes. The electrical activity 

can be measured rhythmically and then sorted into bands depending on the frequency in which 

it occurs. These are the kinds of data that are more commonly used in medicine to diagnose 

patients with epilepsy, for example. 

 

Epoch: an epoch is the amount of times the deep learning algorithm passes through the entire 

training dataset before applying it to the test dataset. In simpler terms it can be explained as 

how many times the model is trained and updated. 

 

Pooling: Can also be called sub-sampling or downsampling.  In the area of CNNs, pooling is 

used to reduce the spatial resolution of the feature maps generated through the convolution 

operation. It is done similarly to convolution where the feature map is split into smaller 

neighbourhoods and then a function is applied to that neighbourhood. The most commonly used 

operation is to take the highest value of the neighbourhood but the average and sum values of 

the neighbourhood has also been used. The result is a smaller matrix containing either the max-

, sum- or average values of each neighbourhood. Pooling reduces the risk for overfitting, makes 

the model less susceptible to distortions and transformations in the images, and since the spatial 

resolution is lower it is less computationally demanding.  

 

Weights: In a convolutional neural network, the weights are the elements in the filter/kernel 

that are used to calculate the dot product.  
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2. Introduction 

This thesis reports on work that has been conducted within the framework of a larger project 

context, where the possibility to use Electroencephalography-equipment (EEG) as supportive 

tools for children with severe impairments is investigated. The main focus in the thesis has been 

to develop a research setup where raw data can be collected from EEG-reading device and then 

classified according to special requirements, while the subjects are presented with visual (and 

later also possibly auditory) stimuli. The raw data is fed through a deep learning convolutional 

neural network (CNN), looking for patterns in the raw data. One important requirement of the 

software setup was that it should be flexible, so that the conditions for the experimental studies, 

e.g., the kind of visual stimuli, the presentation times etc., could be changed with little or no 

effort.  

 

Within the thesis work, a smaller evaluation of the software has also been performed, where 

the quality of the received data has been evaluated with a limited deep learning program. The 

project described in the thesis is a pilot study which will form the base for a larger project grant 

application. One of the more important requirements for the data collection software was to 

collect the data in a way that allows for a large flexibility in both collection and structuring  

2.1 Background 

In a previous research project concerning the development of a music studio for children with 

severe multi-impairments – the Moomin-project – one of the controllers that was tried was the 

MindMobile device, a very simple, one-channel EEG-reader. Although it proved difficult to 

use directly for the free creation of Music, it did show a potential as a controller for some of the 

children with the most severe impairments. However, in a parallel thesis (Savedra, 2018-2019, 

unpublished) has, using deep learning methods, found some clustering of patterns that can 

provide a possible step towards the use of thinking for the production of music. These results 

have spurred a more advanced series of experiments with EEG-recordings, out of which one is 

the base for the thesis work.  

 

Currently, equipment for scanning the activity in the brain is continuously becoming more and 

more affordable, and at the same time more and more capable. Today, there are devices 

available that range from single electrode headsets, starting at about $150 (Mindwave Mobile) 
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and upwards. In the professional research field, there are a number of non-medical devices, 

including the EMOTIV EPOC+ with 9 electrodes at around 900$ and the more advanced 

openBCI solution with a 16-channel device (Cyton board + Daisy) for approximately $2000. 

These are made for research usage and should not be regarded as medical devices. Despite this, 

they provide data with surprisingly good quality for non-medical research. With the advent of 

this more potent but still affordable equipment for EEG-scanning, a follow-up project was 

launched, in order to investigate the potential for this kind of equipment. The research presented 

in this report has been conducted within the framework of this larger project. 

 

The main idea behind this thesis was to make an investigation into whether it would be possible 

to collect data in a form that would make it feasible to use machine learning methods primarily 

aimed at image analysis as a tool to detect recurrent patterns in EEG data. The main issue was 

to investigate whether it was even possible to detect any regularities in the recorded data. In 

order to study this phenomenon, it was necessary to develop new experiment software for the 

collection of data in proper format from the device used (openBCI Cyton + Daisy). This new 

software was then integrated in a machine learning platform in which the data could be analysed 

in various ways. Using this setup has reduced the turnaround time for analysing the data from 

the collection sessions.  

 

Within this project the working hypothesis is to use a holistic approach to the analysis of EEG. 

This means that it is not the interpreted brain waves (alpha, beta, etc.) that are collected   

but raw uninterpreted data. This means raw signals from the various standard electrode 

positions on the skull according to the international 10-20 electrode placement system (see 

figure 1) are analysed. The EEG equipment used only provides 16 contact points out of the 20, 

but the main arrangement of the electrodes is still clear.  
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Figure 1. The International 10-20 Electrode Placement System. (Image source: Wikimedia - 

Public Domain)  

2.2 Research Questions 

The thesis features a combination of User Studies, Software development and Deep learning 

methodology. The research questions are therefore relatively diverse.  

 

1. Is it possible to detect differences in the raw data patterns using Deep learning methods 

(not looking at the traditional brainwaves) when the subject is looking at varying visual 

stimuli?  

2. General: What kind of patterns can be detected:  

a. Is it possible to detect the cognitive perception phases in the neural patterns? 

b. Is it possible to detect which images the participant is looking at from the 

patterns?  

3. How should the data be collected in order to provide a good collection for the analysis 

with a Deep Learning Network?  

4. Which parameters are important to be able to vary between sessions?  
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2.3 Delimitations 

The focus will be on the development of the software for the  collection of an initial set of base 

data. This data will be analysed through one or two different deep learning methods developed 

by the project leader in collaboration with me. Apart from these initial analyses, the deep 

learning will not be addressed in this thesis. Also, the final choice of the best possible deep 

learning technology that will be applied in the end will not be a critical part of the work. 

2.4 Thesis structure - disposition  

In chapter two the introduction and the background of the work in this thesis is presented. In 

chapter three, a theoretical background of the thesis is put forth, and the methodology that is 

used is described. Chapter four describes the results and finally chapter five describes the 

conclusions. 

2.5 Related Work  

The results from a previous bachelor thesis work indicates that there is a possibility that 

voluntary actions can impact the frequency and strength of certain brain waves showing a 

higher amount of activity (this work was done by Saavedra during 2018-2019 but remains 

unpublished). However, the analysis of the resulting output from the EEG scan is shallow and 

with a low bandwidth. The current thesis is a first attempt at approaching this issue more 

rigorously using the unfiltered raw data from the reading of the electrical impulses directly. 

 

A software program will be developed for a more advanced EEG-reader from openBCI (using 

the so called Cyton board equipped with a Daisy module providing 16 simultaneous channels). 

This hardware can provide both raw data and interpreted brain wave data, which is a big 

advantage over some of the competing brands, such as the EMOTIV collection.  The software 

will be designed in such a way as to support a more thorough and flexible data collection and 

following analysis. For the latter, deep learning with a CNN, will be used to analyse the raw 

channel output to try and find recurring patterns in the brain signals that results from focusing 

on specific stimuli. While not ubiquitous in EEG research, it is not uncommon to use machine 

learning to analyse the collected data [3, 17]. 
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2.6 Theory 

In this chapter the relevant theory that support this thesis is investigated. It is meant to form a 

basis of understanding for concepts and tools used in this project study.  

 

The use of EEG for the study of the brain activities is relatively old and well researched. EEG 

is for example used to diagnose epilepsy [8, 16] and sleep related disorders (such as narcolepsy 

and insomnia). However, the technology for this has been large and complicated, and not least 

important very expensive. Thus, it was mostly found in medical contexts. 

 

Recently, with the advent of microcontrollers, such as Arduino, this technology has now 

become affordable, and also very simple to use, such as the single channel device MindWave, 

sold by Neurosky [9]. There are also open source solutions that provide higher resolution 

devices, such as the device used in the work for this thesis, openBCI [10], together with open 

source software.  

The use of EEG data and neuron data for controlling devices such as prosthetic limbs have been 

fairly well developed over the last years. [14] 

 

One very interesting research project has also made some interesting progress in regenerating 

spoken language from intruding electrodes in a subject’s brain [1]. The output is surprisingly 

legible, although it can be assumed that there needs an extensive further research before this 

can be implemented in a communication software.  

 

With the provision of this hardware and software, there has been an exciting development 

within the research around neurological phenomena. The possibility of using the brain activities 

to control the surrounding environment has become a very interesting field of research that has 

been especially targeted by the gaming industry [12]. Also, in the area of disability research 

there is a large interest in the techniques used in this work [5, 18-19].  
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2.6.1 Machine Learning - Neural Networks 

The developed software utilises deep learning to analyse the collected EEG-data and thus it is 

important to understand the possibilities and limitations with the technology. Deep learning is 

a part of machine learning and to understand it, it might help to posit a standard definition of 

the learning that happens in ML:  

 

“A computer program is said to learn from experience E with respect to some 

class of tasks T and performance measure P, if its performance at tasks in T, as 

measured by P, improves with experience E.” [4, p. 97]. 

 

The main difference between conventional software and ML software is that conventional 

software is programmed to solve problems in a predefined way. There are some allowances for 

self-modifying software, but essentially the program behaves according to the basic instructions 

given by the programmer. Machine learning algorithms, on the other hand, can be explained as 

above where the software that experiences the given data (E) not only to process directly, but 

also to learn adaptively about the problem area and how to solve the problem set (T) associated 

with the data and get progressively better performance measures (P) [4]. 

 

A positive aspect of machine learning is that the machine can learn how to perform things that 

the human programmer does not know how to program explicitly. The backside is of course 

also that the programmer does not have complete control over the way that the program runs, 

and that there are also cases where the output of the program is more or less nonsensical, i.e., 

the program cannot find any solution to the problem. This is of course an indication that there 

is nothing to be found in the data but might also be a result of using a bad model for the neural 

network.  

 

There are many different areas where machine learning is used extensively. Some examples 

are: Classification, where the machine learning algorithm is asked to put instances of data into 

the correct category (object recognition); Regression, where, based on a number of dynamic 

factors, the program predicts a value (stock market trading), and lastly, Machine translation, 

where a sequence of e.g. words is translated into another language (natural language translation) 

based on the patterns of actual occurrence in the language. This is very similar to the Chinese 

room metaphor used by Searle to illustrate the fact that a computer can make very good 
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translations without understanding either of the languages involved [15]. By matching patterns 

in sequences of words, the proper translation of the concepts is possible. In Searle’s metaphor, 

the Deep learning network is replaced by a human, for whom the learning process is naturally 

significantly slower, but the same principles are at play here.  

 

It makes sense to use different performance measures depending on the task, in classification, 

task accuracy (is the example put into the correct category) is widely used but it might not make 

sense to use for regression, where the predictions closeness to the test data might be more 

important. As long as the stock that was predicted to rise still rose instead of decline, it does 

not matter if the exact value of the stock was correctly predicted.  

 

In order to function, a machine learning program needs to be trained. Depending on the dataset 

that the learning algorithm experiences it is usually classified as unsupervised or supervised 

learning. In supervised learning, each example in the dataset comes with a label that indicate 

what category it belongs to, as well as data about its features. In contrast to supervised learning, 

unsupervised learning is done without the labels. The learning algorithm has to infer useful 

features through the observation of the examples in the dataset.  

 

Machine learning algorithms become progressively better at predicting or classifying examples 

of datasets through the observations of the training datasets. But if a simpler machine learning 

algorithm is returning inaccurate output, a software engineer is required to make adjustments 

to the algorithm in order to fix the problem. Deep learning algorithms try to solve this issue by 

incorporating layers of algorithms in an artificial neural network. The purpose is to let the deep 

learning algorithm dynamically adjust the parameters of the layers to give more correct output, 

already while it is learning the training set. 

 

An example of this is the use of CNNs for image classification. CNNs are inspired by the 

development within neuroscience and current theories about how the human brain function. 

The neural network contains a varying number of layers that carry out operations on the image 

matrix. The different operations that are carried out in a CNN are usually convolution, adding 

non-linearity, pooling and lastly classification. There might be several steps of convolution, 

non-linearity and pooling before classification (hence the amounts of layers varying between 

implementations). The very basic explanation of the process is that the first three steps 

(convolution, adding non linearity and pooling) are used to simplify and extract features from 
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the image, to more easily (and computationally cheaper) distinguish between the different 

categories. 

 

Before the CNN can correctly categorise the images it will need to be trained. The training is 

done through a process called backpropagation. Before training, the weights are all random, 

this means that the first outcome of the training is random as well. However, after the output, 

the weights get individually changed depending on how much they contributed to the faulty 

classification. After each subsequent classification the error should get smaller and smaller due 

to this process. In this way, the CNN act as a self-correcting pattern recognizer. In fact, CNN 

networks have been used extensively on many other types of data, where the data has been 

organised in image-like structures (arrays of numbers). It is this type of application which is 

used in this work (see next section).   

2.6.2 Brain Wave Monitoring 

An EEG-scanning device consists of two major parts: a set of electrodes that are placed on the 

head of the informant, and a computing device that receives the electric impulses from the brain, 

amplifies them and translates them into raw data streams. Often the raw data is transformed 

through the use of mathematical analysis into more rough data in the form of “brain waves”. 

The simplest of these devices receives data from one single electrode, whereas the more 

complicated one can have up to 60 - 70 electrodes or more. Each electrode provides data to a 

specific “channel”. Thus, an EEG-device with 16 electrodes will produce data in 16 separate 

channels at the same time.  

 

To clarify, the notion of a channel is quite different from the notion of a brain wave. A channel 

is an observation port to the total activity in a certain part of the brain, that is, the raw data, 

which is then filtered into wave (frequency) bands that will constitute the brain waves. The 

results from all the different channels are weighed together through the filter, which will extract 

the amplitude of the impulses with a certain frequency (actually a narrow frequency band). The 

channels are normally just numbered according to the international 10-20 electrode placement 

system (see figure 1), whereas the brain waves are given letters from the Greek alphabet (Alpha, 

Beta, Gamma, Delta, and Theta; some of these also split into lower and higher frequency parts). 

In this respect, the brain waves are pre-filtered representations of the total raw activity data on 

the separate channels. 
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Historically, brain waves have been the standard format for analysing the data received from 

EEG-devices. The reason for this is most likely that filtering the data greatly increases the 

legibility. Compare the representation of one second of an EEG-signal in figure 2 to the data 

chunk in figure 3 which represents roughly 0.1 second of brain activity. The amount of data 

that is received when using a raw data format has been very unwieldy to analyse before the 

advent of deep learning algorithms.   

 

The brain waves are in this way a more general signal which essentially describes the general 

levels of activity in the brain. Since the electrodes (channels) are placed on various positions 

on the head, they will report on different activity levels from different parts of the brain. So, for 

example, it would be plausible that when presented with visual input, the visual cortex should 

be more excited than, e.g., Wernicke’s area (which is largely responsible for language 

interpretation). In this way, the raw data collected from all channels will be of a completely 

different kind than the processed brain wave data. 

 

 
Figure 2. One second of EEG brain wave data. 

 

This more holistic approach to the mapping of brain activities using the raw data, is based on a 

hypothesis from the project leader, inspired by the notion of holism vs. reductionism described 

in the book Gödel, Escher, Bach by Douglas Hofstadter [6]. In his book there is a chapter with 

discussion about the relation between a system (such as the brain) and its parts (the neurons) as 

exemplified by ant hills. The behaviour of an ant colony seems to be much more advanced than 

what the individual ants (or queen) can provide. Some behaviours may even seem to display an 

element of reasoning and/or decision making, that exceeds the capacity of the individual ant or 

the queen. Similarly, the assumption lying as a foundation for the work in this thesis is that by 

looking at the “behaviour” of the whole brain, it might be possible to get access to some 

functionality that is difficult to observe either in the individual nerve cells (or functional areas, 

like V1 in the visual cortex) or in the abstract brain wave patterns.   
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Looking at figure 1, one can see that the physical arrangement of the electrodes on the head is 

not linear, but rather in the form of a (kind of) two-dimensional grid. The collected data can 

therefore be coded according to the spatial arrangement, so that the data from electrodes that 

are near each other will also be placed accordingly in a 4 x 4 matrix. The signals will then form 

a very small image, with a large “pixel depth”. This version of the signal setup is used in some 

of the tests with the CNN, and the data in picture shape will be tested for recurring patterns 

associated with the respective stimuli that the person is given.  
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3. Design process and development 

The design process and development of this plug-in has had a classic engineering approach. 

The needed features and the overall specification of the software was given by the project 

leader, but the author had the possibility to suggest further features and impact design decisions. 

Regarding the development, the plug-in for data gathering was developed by the author using 

the programming language Python, the package Tkinter for Graphical-User interface 

development and Keras deep learning library to implement the deep learning analysis. 

 

The plug-in was developed for the openBCI open source development package for EEG-

reading and used a Cyton board. The complementing Daisy module was used to enable the full 

16 channel readings, albeit at half the original speed. In order to conduct the EEG-readings, the 

cyton board and the electrodes were mounted on a 3d-printed helmet that was worn by the 

participants during the testing. Unfortunately, the helmet is far from comfortable to wear, which 

had some limiting effect of the possible time span for each experiment session.  

 

OpenBCI is developed to be easily interfaced with other software and it is especially easy to 

build python-programs that do. They provide a python library that can be used to build 

programs that acquire or monitor data. In order to interface with the openBCI solution in a neat 

way, they require that one builds plugins that are managed by the Yapsy plugin manager. The 

main program uses the plugin manager to collect the plugins that are provided and lets the user 

choose which ones to use. Because of this structure it was decided that the program that was 

going to be used in the study would be implemented as a plugin. This proved to both add some 

further complexity as well as make some things easier.  

 

By using this structure there were some already written plug-ins and code snippets that was 

able to be implemented without needing to do a lot of rewriting. For example, most of the actual 

communication with the device was managed by the openBCI library. Thus, the largest part of 

the development for the study was writing the plugin that presented the visual stimuli, the plugin 

that put the data that was collected into chunks that could be used for image processing and 

implementing the deep learning CNN that analysed the images.  
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One problem that occurred was that the program that shows stimuli needed to be able to be run 

in a parallel thread controlled by the main program and not as a separate application, while the 

main part of the application also needed to be running in order to collect data from the headset. 

As a result, the testing application can be run both as a separate application for testing and 

debugging, as well as a plugin connected to the main application.  

3.1 Description of the Test Design 

The purpose of the test was to gather the raw data from the sixteen channels of the openBCI 

EEG-headset worn by the test participants. This allowed us to have a recording of the output 

during the different stages of perception that takes place when the test participant observed the 

stimuli that was presented on the computer screen. When presented with the stimulus, the test 

participant began the process of visually perceiving the picture. In order to see something and 

more importantly understand what it is that is presented before us, the eye translates the light 

that hits the retina into neural signals that are sent backwards through specific pathways and 

eventually reaches the visual cortex of the brain. Exactly how and what is required to understand 

visual stimuli is not completely understood yet.  

 

New research [11] points towards that it is enough to see a picture for 13ms to be able to (better 

than chance) identify if an object was shown in a slideshow of pictures. However, for the 

purpose of this test the data chunks were split into 3 separate stages of perception. The 

perception stage is the data collected from the point where the picture is shown on the computer 

screen to 200 ms (0 ms - 200 ms), the next stage, recognition is the period between 200 - 400 

ms and finally the cognition stage is from 400 - 600 ms. The last stage lasts from 600 ms after 

the stimulus was shown until the stimulus is changed again.  

 

The different sets of stimuli included solid colors and simple, “typical” pictures of objects that 

are easily recognisable. The reason for this is that the overall purpose is to find patterns in the 

collected data, and hopefully a solid color or easily distinguishable objects will give rise to 

more clear distinctions between the stimuli, and also hopefully less interindividual variation 

between the participants. Presenting solid colours and simple objects should minimize the 

number of confounding variables resulting from participants focusing on different parts of a 

picture. If, for example, a picture of a naturally occurring real environment would be used, there 

would be many different things that might grasp the attention of the participant in such a picture. 
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That could result in the participants associating with and “seeing” practically different picture 

perceptions, although the pictures presented at different times are the same. In a later study it 

would be interesting to see whether there is a difference in the result when less typical pictures 

are used.  

 

If there are no interpersonal similarities in the output data, additional test with the same 

participants will be conducted if there is time. These additional tests might bring forth patterns 

within participants even though there are no interpersonal patterns. 

 

Since the test does not target a specific population, the sampling was completed using a 

convenient and simple sampling method. However, people with color blindness or other severe 

visual impairments were excluded from participation since the experiment setup depends 

largely on the perception of visual stimuli. In order to collect enough data for analysis 14 

participants were included in the test.  

3.2 Test design and procedure 

Testing was conducted using a MacBook Air (1.7Ghz Dual-Core Intel Core i5, 4GB memory, 

2011, running Mac OS 10.13). The computer ran a software previously developed as a side 

project for the Moomin project along with the plugins that was developed in this project for the 

actual gathering and structuring of the data from the headset and presenting the visual stimuli. 

The openBCI headset was connected through a USB bluetooth adapter. 

 

The participants were informed about the procedure of the test and were also able to ask 

questions regarding the procedure. They were informed that the only required actions from 

them was to keep their vision fixed to the screen. Then the participant was placed in front of 

the screen and the EEG-headset was put on their head. Great care was taken to ensure proper 

connection between the scalp and the electrodes. The test environment was silent, and no other 

competing stimuli was present. 

 

When the setup was complete the participant started the test him- or herself. They were shown 

a set of ten solid focal colors during the first round and after that was finished, a second round 

of simple pictures were shown. The pictures display concrete objects, such as a football, a 
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hammer, a strawberry, etc. against simple white backgrounds, and were selected to be easy to 

distinguish, recognise and understand (See appendix A for a complete set of the images). 

 

The current interest is not in the ability to perceive differences in the images, but merely to 

study how the brain signals are affected by the different visual stimuli. Each session was 10 

minutes long and the participant was offered a short break between rounds if they felt the need. 

However, none of the participants took the chance for a break. 

 

Note: In the following we will refer to the actual pictures shown to the subjects as “pictures” 

(but see below), and any visual display/representation of the raw intensity levels (the 

“packages”) from the electrodes as “images”. This means that the “image” is a collection of 16 

snapshots collected into a single chunk of data (cf. the colour heat maps in figure 4).  

 

The raw data recorded from the headset was collected into arrays with size 16x16 (see figure 3 

for an example) together with a separate list that recorded which picture and during what stage 

the specific image was gathered. The main reason for collecting the data in terms of arrays 

(images) like this was a basic idea from the project leader of using and modifying existing deep 

learning models for image recognition with CNNs, such as the ones used for image recognition 

(cifar) and for the recognition of handwritten numbers (mnist). This is discussed more later in 

the thesis. It is important here to note that the patterns of sensor data (the packages) are not 

regarded as real pictures, but it is rather to be seen as an attempt to determine if there are any 

recognisable feature patterns that appear between the sixteen sensors that were used in the 

openBCI helmet.  

 

The packages of data were collected at the highest streaming rate from the headset at an 

approximate refresh rate of 125 Hz. When measured, each packet contains data for 

approximately 0.1 second. 

 

Figure 4 shows colorized intensity graphs (heat maps) of the packages that result from when 

the subject sees three different pictures from the sample, a soccer ball, a hammer and a 

strawberry. The horizontal values are the values from the separate channels 1 - 16, and the 

columns show the variation in values over the selected timeframe (~ 0.1 second per image) as 

can be clearly seen in the rightmost image in figure 4 in column 15. The banded structure that 

appears across this graph is constant over each picture. (The full set of display stimuli and the 
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corresponding recorded images is shown in Appendix A). The images received from the system 

for the same pictures shown are consistent throughout each session, and there now remains 

some work to see whether there are possibilities to transfer the results even between sessions.  

 

After the initial studies, it was also decided to make an attempt to see whether the brain reacted 

to the images themselves, or whether it did react to the concept. In a smaller follow-up study 

words were added in plain, easy-to-recognize typeface. The word and the corresponding picture 

were then categorised into the same category. The idea was to see whether the brain could find 

similarities between the picture shown of the object, e.g., a hammer, and the word “Hammer”. 

For the study both an English set and a Swedish set was used, depending on the subject’s native 

language background. This type of variation between experiment setups has been made possible 

by the flexible design of the application from the requirements given by the project leader.  

 

 
Figure 3. Example of a 16 x 16 array “image” of data. 

 

When the images for a single displayed picture were shown in rapid succession, as a movie, it 

is possible to see a repeating variation in intensity over vertical bands, but there is, however, 

no significant change in the band patterns over time. Although, this was primarily a simple 

visual inspection of the data from the sessions, it did indicate that the values in a specific data 

packet (16x16 values) is not completely random, but that there might be some structures that 

are possible to find using the Deep Learning analysis. 
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Figure 4. Graphic presentations of the arrays for pictures 1, 4, and 8, a ball, a hammer and a 

strawberry. The pictures shown to the subject can be found in Appendix A. As can be seen, the 

differences are clearly visible even to the naked eye.  

 

It is noteworthy that the values received for the raw data are very consistent over time, which 

means that the same pattern will be produced for the same picture, regardless of where in the 

sequence it occurs.  

3.3 Analysis description 

After the sessions, at a separate occasion, the data collected was processed through a CNN. 

Many models for the CNN have been tested, mostly based on existing image recognition 

models, such as cifar and MNIST, and subsequently refined with the use of tweaked parameters. 

One problem is that the EEG-data set seems to require a vastly higher number of training epochs 

than the original application to images. Of course, this makes the risk of overfitting and 

underfitting larger, but for the most successful runs 4000 epochs was reached without any 

indications of neither underfitting nor overfitting, according to general CNN practise.  

 

The most successful CNN model so far is based on a model that is normally used to categorize 

images, based on the MNIST data set. The MNIST data concerns the use of CNN in order to 

recognize handwriting elements (numbers). The reason for choosing this model as a base was 

twofold; the first being that it is using small sized pixel-matrices with one depth value (gray-

scale images) and that it’s possible to get at most 16x16-matrices from the EEG-device. This 

means that it was easy to adapt the model to handle the limited sizes in this thesis. The second 

reason was that this model has been used extensively already, being one of the Guinea pig 

applications for deep learning. Thus, the behaviour of the model is relatively well known.  
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This is also the reason why the data chunks were initially collected in quadratic arrays of 16 x 

16 elements. This allows the use of an image processing CNN for analysis, although the data 

itself is not real images. The CNN was implemented using the Keras library for python 

programming with Tensorflow as the backend.  

 

The keras/tensorflow libraries allow for easy configuration of the CNN models and thus 

experimentation using different models. Analysis of the data was done on different levels; one 

type is to analyse the data on the image-level. This means that the CNN learns to classify during 

which picture the EEG-data was recorded. Another type is to analyse on the stage-level, where 

the image that was recorded does not matter but rather during what stage the EEG-data belongs 

to (perception, recognition or cognition).   
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4. Results 

In this section the results will be presented both from the perspective of developing the software 

as well as the results from the analysis of raw EEG-data. It is important to state that the overall 

goal of developing a software that can be used to collect raw EEG-data and subsequently use it 

in a deep learning CNN has been a success.  

4.1 Plug-in 

As the scope of the pilot study was to produce a proof of concept, the graphic fidelity and 

number of features are limited. However, the plugin is able to connect with the main program, 

present visual stimuli and provide information regarding the state of the study session. This is 

valuable to make sure that the EEG-data is only collected while a stimulus is shown and overall 

it is sufficiently advanced to work as a proof of concept. 

 

The most important features that has been implemented are:  

1. Different visual stimuli can be presented to the participant and for a specified amount 

of time that can be set for each session. 

2. Visual stimuli can be added dynamically to the software by adding them to the directory 

either as individual files or as a new collection in a separate directory. 

3. The EEG-data that is collected from the headset is by default grouped  into 16 x 16 

arrays or packages (this default has been selected in order to conform to the selected 

type of CNN processing) and each package is furthermore correctly categorised into 

stages (the perceptual perspective), image (the perceptual/cognitive) and all the data for 

a certain stimuli.  

4. The data collection is done at a rate of 125hz and each image corresponds to about 0.1 

seconds of recording. 

5. It is possible to present a black screen between pictures to get a perceptually neutral 

transition between pictures. 

6. Several different data analyses can be performed on the data. The accuracy and loss can 

be presented as a graph, recording how it changes over epochs and also as a confusion 

matrix.  

7. The amplitude of brain activity for each chunk of raw data can also be visually presented 

in terms of heat maps (see figure 4).  
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Figure 5. The graphical user interface of the plug-in used for the study. 

 

As seen in figure 5 there are several settings that can be changed and used to modify the study. 

A drop-down menu (1) lets the user choose which set of visual stimuli to present. As stated 

above, new sets of images can be added to existing sets. But in order to create new sets, a new 

folder needs to be added and the name of it has to be included into a constant variable that 

contains the menu items. The second drop-down menu (2) sets the duration visual stimulus is 

shown. Annotation (3) is the setting for choosing the order that the pictures are shown. The two 

choices are either a set order (alphabetical) or a randomized order. If the user checks the 

checkbox (4) a black screen will be shown between the visual stimuli and the data-stream will 

be paused for the duration of the black screen. Lastly, annotation (5) shows two buttons, one 

that quits the study (destroys the window) and the other starts the study. The flow for using the 

plugin is very simple. As can be seen in figure 5 there are a couple of default values chosen for 

every setting. If the user needs to set up something differently, they simply change the values 

before they click the start study button, or if they are content with default settings just press the 

start study button directly. 

 

Currently the software is split into two separate python programs. The first program collects, 

structures and saves the data into .csv files, and the second prepares the data from the files and 

performs an analysis with the selected CNN model. A more elegant solution where the same 

program handles both the collection and analysis of the data would be preferable. However, 

this thesis work is a pilot study and the focus were to reach a point of “proof of concept” for 
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the data collection and analysis procedure and that has been realized to a larger extent than was 

initially expected.  

4.2 Deep learning analysis 

In order to answer the research questions; measures of the accuracy, loss and a descriptive 

analysis of a confusion matrix is needed (Sensitivity and Precision). The analysis of the data 

presented in this chapter has been developed in collaboration with the project leader.  

 

The complete set of images and their corresponding raw data visualisations are shown in 

Appendix A. Throughout, the images are referred to by their number in that table, which might 

be used as a reference for the comparison of the images in the confusion matrix below.  

 
Figure 6. Graphs of a loss curve and accuracy curve. 

 

Using the CNN model for the MNIST handwriting recognition as a base, it was adjusted to 

work for the raw brain excitement data in the form of “images” shown previously. However, as 

can be seen in the graphs (figure 6) for accuracy and loss functions, these images need a much 

higher degree of training than the MNIST images (> 4000 epochs). This is, of course, due to 

the greater complexity of the images that are used here. However, the accuracy and loss results 

are stable over several recording sessions, which clearly indicates that the recording software 

provides stable data.  

 

In the graphs in figure 6, it can be seen that the training loss is higher than the validation loss, 

and the training accuracy is lower than the validation accuracy. This is unusual, but is not an 

error, since the numbers produced during verbose runs, clearly show the same relation between 
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the two values. One possible reason for this might be that the model has been designed with an 

unusually large dropout coefficient. 

 

 
Figure 7. A typical confusion matrix. This is from the same session as the graphs in Figure 6 

above. The matrix is described further in the text.  

 

Once higher accuracy is reached, the confusion matrices become very interesting, since they 

show which of the images are prone to being mistakenly classified. Following, a small analysis 

will be presented, in order to clarify how this data can be used. In confusion matrices such as 

the one shown in figure 6, the diagonal contains the number of correct predictions. It shows that 

picture 4 was correctly classified 103 times, and picture 10 only 58. Even more interesting are 

the areas below and above the diagonal. These areas show which pictures that were given the 

wrong classification, and with which picture it has been confused. This is interesting, not 

primarily for the improvement of the algorithms in the CNN, but potentially for understanding 

what is going on in the brain when humans perceive pictures.  

 

By looking at the confusion matrix one can see that there is quite good accuracy all over, with 

a focus on pictures 4 (a hammer), 5 (a lamp), and 6 (an orange). So, are there any properties of 
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these images that can explain this result? For one thing, they are all very common objects that 

are easy to recognise. Furthermore, the pictures are fairly archetypal depictions of the objects, 

which makes them faster to recognise. The picture that was least recognised was number 10, 

which is a tree that is not archetypal to its depiction.  

 

As described earlier, a smaller test using words instead of pictures was also conducted. This 

test showed that there was a very small difference in results between showing either pictures or 

pictures and words placed in the same category. Essentially, this can be taken as an indication 

that the neural patterns that were detected is not directly connected to the picture itself, but 

rather to an internal “concept” that is evoked by the stimuli. This could be roughly compared 

to the idea of a “chunk” as used within Cognitive Psychology [1]. A chunk is a conceptual unit 

which is self-contained, such as a letter, an apple, the universe, etc., but not nonsense words 

such as “fgrhcu”. The fact that neural patterns seem to be linked to internal concept rather than 

the visual stimuli also aligns with the idea of the brain as a holistic connected network, which 

was one of the hypotheses underlying the project.  

 

The need for being able to use flexible setups, as e.g., different sets and configurations of 

pictures, was one strong requirement from the project leader. The changes between setups have 

to be simple to accomplish, and this possibility has been incorporated in the user interface (see 

figure 5).  
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5. Conclusion 

The work described in this thesis provides some initial indications that it is possible to detect 

differences in raw EEG-data patterns using a Deep Learning processor based on a model where 

the data is regarded as “pictures”. Thus, research question 1 can be answered positively, 

although there is still a large potential for development.  It was not possible to distinguish any 

differences between the first number of packages, corresponding to the perception phases, 

which means that research question 2a does not have any definite answer.  The lack of results 

might, however, be due to a lack of precision in the hardware used.   

 

A software that can show different visual stimuli and record EEG-data has been developed and 

subsequently a CNN has been used to analyse that data. The data was collected into chunks of 

16 x 16 arrays to be able to be analysed by the CNN. In order to provide a first proof of concept, 

14 tests have been run with participants where EEG-data was collected and then analysed using 

the CNN. The measures of accuracy and loss has been graphed and shows no direct signs of 

over- or underfitting using over 4000 epochs and the accuracy has been measured at over 60%, 

with some models reaching close to 80% accuracy of the validation data.  

 

Examples of future work that can result from the work described in this thesis, is split into two 

categories: the continued development and refinement of the data collection software; and the 

exploration of using Deep learning methods to further study the mechanisms of the brain. The 

data collection software is still in early development and the user experience design leaves a lot 

to be desired. Although fully functional as a research tool, it is still spartan in design. It would 

be very interesting to present stimuli of different modalities, as e.g. sounds or haptic stimuli. 

One example of work to be done is the use of an autoencoder to filter out noise from the data. 

Furthermore, the deep learning models used in this thesis can be better optimized and that will 

possibly enable better results in regard to classification. 
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Appendix A The pictures used 
During the experiments we used ten different pictures, and they were selected in order to be 

easy to distinguish, In the table below, we show the picture and its number on the right, together 

with a simple visualisation of the raw data on the left. 

  

1  

 

2  

 

3  
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4  

 

5  

 

6  
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7  

 

8  

 

9  
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10  
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