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Abstract

The demand for engaging and fresh game content is steadily increasing in the modern computer
game industry. However, the manual process of game content creation is expensive and unscalable
which has led to an increased use of Procedural Content Generation methods.

In this thesis we explore the possibilities of combining Natural Language Generation with Pro-
cedural Content Generation methods to produce natural language game content for the computer
game Crusader Kings II. We present several theoretical proposals for Natural Language Generation
techniques suitable for Crusader Kings II. Furthermore, we propose, implement and evaluate a new
method, MergeTree, that is a variation on the traditional NLG pipeline. The new method combines
the existing softwares CoreNLP and SimpleNLG into a new pipeline architecture in order to rewrite
existing surface texts. The MergeTree parser is an intermediate tool which creates a Text Specification
for a given surface text. This allows for additional microplanning in order to generate linguistic variations
of the existing surface texts.

Fifty sentences from existing event descriptions in Crusader Kings II were given as input to the
MergeTree parser, which could correctly handle 30% of the inputs. Additionally, 26% of the inputs
caused minor errors which could be resolved with future development of the MergeTree method.
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GLOSSARY

CFG Context Free Grammar.
CK2 Crusader Kings II.

NLG Natural Language Genera-
tion.

NP Noun Phrase.

PCG Procedural Content Genera-
tion.

POS Part-of-Speech.

VP Verb Phrase.
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1 INTRODUCTION

Engaging and fresh game content is taken for granted in modern computer games and
the demand for it is steadily increasing. However, the process of manual producing
game content is expensive and unscalable. The development of high quality games
may involve artists, audio engineers, programmers and designers, all of whom may
have to spend time creating game content. As a consequence game content creation
has grown to a point where it may become a bottleneck for game development [9].
Procedural Content Generation (PCG) is defined as "the algorithmic creation of game
content with limited or indirect user input", as opposed to manually creating it by hand.
PCG techniques can make game content creation both cheaper and faster [20].

A computer game genre that is not typically associated with PCG is the grand
strategy1 genre. Grand strategy means that military strategy and operations are
highly abstracted and operate by managing game resources at a nation-state or
empire level. Typically conflicts between game characters or nations are over long
periods of time (decades or even centuries), where the focus is on large scale military
operations of entire armies. The game may simulate economical, social and political
aspects as well as military conflict.

Crusader Kings II (CK2) [14] is a grand strategy game developed by Paradox
Interactive2. The game is set in medieval times and focuses on politics and intrigue.
Most details of the medieval day to day life are abstracted and represented in
the game as natural language3 text. These texts make up a large portion of the
game content in CK2 which makes it a desirable candidate for automatic creation.
Automatic creation of text is called Natural Language Generation (NLG) which is
described as:

"The subfield of artificial intelligence and computational linguistic that is concerned
with building computer software systems that can produce meaningful texts in
English or other human languages." (Reiter and Dale, page 1)

When natural language is considered to be game content the fields of NLG and
PCG are essentially aligned to solve the same problem even though traditional NLG
and PCG techniques have little to nothing in common.

In this thesis, game content is defined as what is contained in the game, for
example: text, stories, items and characters. The game engine itself as well as Artificial
Intelligence components are not considered to be game content.

1. https://en.wikipedia.org/wiki/Grand_strategy_wargame
2. https://www.paradoxinteractive.com/
3. A natural language is any language that has naturally emerged in humans, distinguished from constructed

and formal languages

https://en.wikipedia.org/wiki/Grand_strategy_wargame
https://www.paradoxinteractive.com/
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1.1 Aim
The aims of this thesis are:

1) Explore the possibilities of combining techniques from the fields of NLG and
PCG into a new method capable of generating procedural content and natural
language for the grand strategy game Crusader Kings II.

2) Implement a prototype of the above suggested method and evaluate it in
order to determine the performance of the approach.

2 BACKGROUND

This section covers the necessary details of CK2 that play an important role in how
game content can be generated for it.

2.1 Crusader Kings II
CK2 is a grand strategy game set in medieval times where the user plays as one
character (see Figure 1), which is part of a larger dynasty. When the character dies,
the heir of the character inherits the previously held titles and the game continues.
Should the player controlled dynasty run out of characters with titles, for example
by losing a war where an AI character claims your titles, the game is over. Due to
the nature of grand strategy games the everyday interactions of the medieval life are
abstracted and presented via means of events.

An event is displayed as a pop-up message and pauses the game (see Figure
2). The event description informs the player about the situation, the player is then
presented with one or more (usually two) choices on how to react. The choices have
their own consequences and side effects which lead to further events, causing event
chains.

Often the event description constitutes the actual happening in its entirety (there
are exceptions), which means that the actions and items in the event description do
not exist outside the event. For example, in the event description shown in Figure
2, the character is invited to dine and drink but there is no rendering of a scene
where this activity can be observed. Regardless of whether the text states that the
gathering had a magnificent display of exotic foods, or that it was very disappointing,
no changes outside the text are made to reflect this description. The idea of objects
existing only in text format is rather unusual in modern computer games, where
building highly detailed 3D worlds have become standard for many computer game
genres.

This presents a unique challenge in terms of PCG for events. Since the event
description is usually not grounded to actual game objects, it allows for a high degree
of freedom when writing it. This freedom allows content creators to create events
without being limited to game assets such as 3D models. However, event descriptions
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Figure 1: Screenshot from CK2, the character portrait on the left is the player character. The
area highlighted in yellow is the land controlled by the character, either directly or through
vassals, which is in turn part of the Kingdom of France as seen in blue.

lacking situated details may become too generic, to the point where they could relate
to any character in the game, therefore making them feel less personal and interesting
for the player.

Events can have conditions which must be fulfilled for the event to activate, this
increases the possibility of creating situated and personal events. For example, an
event can be created that can only activate for characters that have the one handed
trait. However, it is not possible to determine which hand the character has lost or the
cause of gaining the trait. Therefore including specific details in the event description
increases the risk of conflict with the history of the character. This can break the
immersion of events being actual happenings that the characters experience.

2.2 Storytelling in CK2

CK2 is closer related to a simulation rather than a narrative driven computer game,
where the higher levels of storytelling aspects of CK2 are created by the emergent
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Figure 2: Screenshot of an event as displayed in game. The event consists of the event
description (the longer text at the top) followed by one or more choices, choices can lead to
further events and may have side effects, in this case declining the invitation causes the other
character to dislike you.

behaviours of the thousands of characters within the game, each with their own
goals and motivations. For the human player it is often possible to identify larger
stories from the individual happenings in the game. For example, there could exists
a scenario where the heirs of a kingdom are fighting each other to claim the throne
for themselves after their parent’s death. After years of civil war, one heir stands
victorious, having finally beat the rivals. The now newly crowned ruler catches the
common cold which swiftly develops into pneumonia, leading to an early death. In
the end, the throne passes to someone else entirely. These kinds of stories happen
frequently in CK2 and can create highly detailed stories that span across centuries,
however, most of them go unnoticed by the player since there are too many characters
to keep track of.

While events in themselves can be chained together to create a larger story, events
are usually short term detailed happenings that will go largely unnoticed in history.
Events are the details that help the game to feel more relatable and personal, whereas
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the bigger storytelling components are created through the players and the AI agents’
abilities to fulfill their personal goals and desires over longer periods of time.

2.3 Event script and localisation

In this section, the components of a CK2 event are described by creating an example
event and describing each necessary step involved in creating new events.

The CK2 events are constructed from two equally important parts that must work
in unison. The event script determines what effects the event has on the game state
and invokes further events. The localisation determines the natural language depiction
of the event that is presented to the player.

In our example event, a random character in the realm of the player will offer a
donation of gold to the player. The player is then presented with two choices: either
accepting the gold, or refusing it and gaining prestige instead. The in-game depiction
of the example event is shown in Figure 3.

Figure 3: Screenshot of the example event as displayed in game.

An event script is written in the CK2 game engine scripting language. The script
for the example event is shown in Figure 4. The relevant parts of the script, that are
needed to understand our example event, are:
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character_event = {
id = EXAMPLE.1
is_triggered_only = yes
picture = GFX_evt_bribe_accepted
immediate = {

random_courtier_or_vassal = {
limit = {

is_adult = yes
}
save_event_target_as = gifter_target

}
}
desc = EXAMPLE_DESCRIPTION_1
option = {

name = EXAMPLE_OPTIONTEXT_1
prestige = 100

}
option = {

name = EXAMPLE_OPTIONTEXT_2
wealth = 50

}
}

Figure 4: The script for the example event.

• picture, this is the background image of the event.
• immediate, this effect occurs immediately when the event fires, in this case this

block in the script will select a random character from the players realm and
save it as "gifter_target", this shows the selected character in the portrait to
the right hand side in the event, and this will be important for the localisation
later on.

• desc, this is a reference for where the text in the center of the event can be
found, the text itself is placed in the localisation file.

• option, these two blocks are the two options displayed at the bottom of the
event, as shown in the script the choices are either to receive 100 prestige from
turning down the offer, or accepting the 50 gold donation.

The localisation contains the translated versions of the text that is displayed to
the user. The CK2 game engine supports some simple NLG features, implemented as
commands that can be invoked from the localisation text, these commands are called
Customizable Localisation. This allows the localisation to be modified at run time. Given
that the localisation text has to be written before the game starts, these commands
allow the insertion of details that cannot be known at the design time of the text.
Examples of available commands are: get the age of a character in numeric format,
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get the titled first name of a character and get the pronoun of a character. A complete
list of commands can be found at the CK2 wikipage4.

The localisation for our example event (see Figure 5) contains the GetFirstName
command which fetches the first name of the character at run time from the
gifter_target which is a reference to a character selected in the event script.

#CODE;ENGLISH;FRENCH;GERMAN;;SPANISH;;;;;;;;;x
EXAMPLE_DESCRIPTION_1;[gifter_target.GetFirstName] has offered me
a small donation in the name of friendship.;;;;;;;;;;;;;x
EXAMPLE_OPTIONTEXT_1;You deserve it more than me.;;;;;;;;;;;;;x
EXAMPLE_OPTIONTEXT_2;Excellent.;;;;;;;;;;;;;x

Figure 5: The localisation for the example event. The format of the localisation files is shown
on the first line, the code is the identifier of the localisation field, followed by the text in
English, French, German and Spanish. The empty pairs of ";;" are placeholders for languages
that were never supported. In this example there is only support for English localisation.

When the event activates, the appropriate localisation version is selected depend-
ing on language settings, and the commands in the localisation are resolved (in this
example, gifter_target.GetFirstName) to generate the final text that is displayed to the
user.

3 RELATED WORK

This section covers related work in terms of applying NLG and story creation aspects
to computer games or natural language in general.

3.1 Generative storytelling via means of planning

There has been previous work in regards to story planning and generation in terms
of constructing a sequence of actions that fulfill a set of conditions in a closed world
assumption. Given a set of initial facts about the world and some desired outcome,
the AI agent can construct a sequence of cause and effect relation events that when
executed will fulfill the agent’s goals as described in [3]. The plan, or in other words
the story, can then be represented in natural language. This approach reduces the
storytelling problem into an AI planning problem.

4. https://ck2.paradoxwikis.com/Localisation#Commands
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3.2 Dialogue generation via CFG

Ryan et al., 2016 describe a dialogue generation system for the game Talk of the
Town, that is used for the AI agents to have conversations with each other. The
system intentionally avoids the traditional NLG process and the authors argue that
complex and heavy NLG systems may be a siren song for dialogue generation. The
system combines the generative powers of Context Free Grammar (CFG) with human
authored creativity by constructing a dialogue generation system that constructs
sentences constrained to the current game state. The dialogue is generated as standard
by expanding non-terminal symbols into canned strings but do so in a forward and
backwards chaining. This is to ensure that the text is free of repetitions and that
it does not conflict with the actual game state, which is not known when writing
the CFGs. The CFG expansion rules allow for tagging of the expansion operations
which enables the dialogue realiser to choose appropriate dialogue choices for each
character to make sure that the dialogue is appropriate to the current state of the
speaker.

3.3 Creating Descriptive Text from Play Traces

Antoun et al., 2015 describe a way to analyze play traces of the already executed
actions in a game called Prom Week. The play traces consist of the individual events
that occur in the game, and the resulting effects of those events. By processing the
data it is possible to create a higher level of narrative and to expand the level of detail
in the description of what the implications of those actions were.

For example, the play trace contains actions where a character tries to make plans
with another character, i.e. asking them out on a date. Whether or not the offer was
accepted is recorded and the resulting effect is annotated with an effect ID. By cross
referencing the effect ID with its description, it is possible to describe in more detail
how the social interaction played out. The offer may be rejected and the character who
got turned down may feel lonely as a result. These two facts can then be expressed
as a causal relationship in natural language to enhance the narrative experience.

3.4 Creating automatically generated variations of stories

Rishes et al., 2013 introduce an algorithm that bridges two NLG systems, Scheherazade
and PERSONAGE. Scheherazade can label a story by processing it sequentially and
with human help identify the story events that occur, producing a Story Intention
Graph (SIG) along the way. The SIG can then be converted into a format that PER-
SONAGE uses for surface realisation, internally PERSONAGE uses the REALPRO
realiser. Linguistic variation can automatically be constructed by PERSONAGE by
setting different modes for the speaker based on certain personality traits such as
"shy" or "laid-back".
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The result is a new story that still holds the same logical structure as the first.
However, the realisation is quite stilted due to being based on a list of facts that
constitutes the story. From the examples presented by the authors there are many
examples such as "The lion attacked the boar. The boar attacked the lion.", where it is clear
that the logical properties are being maintained, however, the text is lacking fluency.

3.5 Generation of Formal and Informal sentences
Sheikha and Inkpen, 2011 describe the differences between formal and informal
sentences and a method for converting sentences between the two forms. The system
is built as a microplanning layer on top of the SimpleNLG surface realiser software.
The end user manually inserts the text specification via console based interface. The
main takeaways that are relevant for this thesis are that formal language more often
uses the passive voice (as explained in Appendix B.4) and that a particular word can
be associated with one of the writing styles, for example, buy is more associated with
informal style whereas purchase is more formal. There are other differences between
the styles such as the use of abbreviations and contractions but these linguistic
features are not very prominent in the CK2 content.

3.6 Summary of Related Work
In this thesis we propose several new ideas for NLG game content generation which
build upon the ideas described in the related work. Our main method is similar to
the one presented in [18]. However, our method builds upon different tools and is
fully automated rather than manual. The work presented in [21] is suggested as part
of a larger system. The idea presented in [1] is suggested as part of a traditional NLG
pipeline.

4 PRELIMINARIES

In this section the necessary concepts related to Procedural Content Generation,
Natural Language Processing and Natural Language Generation are covered.

4.1 Procedural Content Generation
Procedural Content Generation (PCG) is the process of creating game content by
using algorithmic means. There are multiple algorithms used that are all categorized
as PCG, some examples of generative algorithms are: Fractals and noise, context free
grammars and L-systems, Answer Set Programming and Genetic Algorithms [20].
The idea behind PCG has been around for over three decades but the difficulties of
PCG has hindered the development of a general-purpose game content generator [9].
One of the challenges of PCG is the ability to evaluate if the produced artifact is
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interesting from a cultural and technical standpoint. E.g. while it is easy to generate
a playable level for a game, it is much harder to ensure that the generated content
is meaningful [2]. The applications of PCG methods are not uncommon in modern
computer games but it is often limited to one particular aspect of the game, such as
indoors map creation (Diablo II) or landscape generation (MineCraft) [9].

However, there are exceptions such as No Man’s Sky, a space exploration survival
game, where nearly all of the content is procedurally generated. Solar systems,
planets, flora, fauna and spacecrafts are some of the generated content, which make
up for the majority of the elements in the game5.

A benefit of applying PCG methods is to increase the replayability and longevity
of a game, PCG techniques can delay or eliminate the point where all the game
content have been exhausted by the player [20].

4.2 Natural Language Processing

Bird et al., 2009 describe the research field Natural Language Processing (NLP) as
the intersection between artificial intelligence and linguistics. The field of NLP covers
tasks that manipulate natural language, which can range in complexity from simply
counting the frequencies of words to understanding the grammatical structure of
a sentence [5]. In [6] the theoretical analysis of language grammars provided the
basis for the development of context-free grammars, which were originally used
to parse natural language. CFGs have since been used to describing the syntax of
both constructed languages, for example programming languages, as well as natural
languages [8]. Even though it is argued whether particular natural languages fall
under the category of context free languages [15] [22], CFGs are used in practice for
NLP purposes [13].

According to Nadkarni et al., Nadkarni et al. language parsers6 were developed in
1970 which utilized grammar based rules, however they struggled with the ambiguity
and unrestrictive nature of natural language. A shift from handwritten CFG rules to
probabilistic machine learning techniques occurred in the 1980s, these techniques
used large amounts of annotated text (corpora) as the aid for their machine learning
algorithms. The vast number of detailed handcrafted CFG rules were replaced by
fewer more broad probabilistic CFG (PCFG) rules. Probabilistic parsers had better
performance in practice because they were able to identify the common cases which
were more often correct. However, they are also context dependent with respect to
their training data, meaning that probabilistic models that operate outside of their
training domain may result in worse performance [13]. Examples of common NLP
subproblems are:

5. http://nomanssky.wikia.com/wiki/Procedural_generation
6. Parsing is the process of determining a syntactical structure of a string of symbols, given a formal grammar.

http://nomanssky.wikia.com/wiki/Procedural_generation
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-> tries/VBZ (root)
-> section/NN (nsubj)

-> This/DT (det)
-> explain/VB (xcomp)

-> section/NN (nsubj:xsubj)
-> to/TO (mark)
-> NLP/NN (dobj)

Figure 6: Dependency parse of the sentence "This section tries to explain NLP" where the
indentation specifies the relationship between the words.

• Tokenization: identifying individual tokens in a sentence such as words and
punctuation.

• Part-of-Speech (POS) tagging: labeling individual words with their function in
a sentence, such as verb and noun.

• Lemmatization: Identifying the lexeme of a word.
• Shallow parsing (chunking): Identifying phrases from POS tagged tokens, e.g.

a Verb Phrase (VP) might consist of an adverb followed by a verb.

Two types of parsing are constituency parsing and dependency parsing. Constituency
parsing divides a sentence into its sub sentential components (such as NP’s, VP’s,
PP’s) and the dependency parsing connects the words of the sentence based on their
relationships to each other [7]. An example of a constituency parse, visualized as a
parse tree, as seen in Figure 7, the tags are explained in7. Dependency parsing can
identify the subject and object of a sentence as shown in Figure 6 (nsubj and dobj),
however depending on the visualization of the dependency parse the actual ordering
of the words may be lost.

4.3 Natural Language Generation
Natural Language Generation (NLG) is the process of generating text in a natural
language such as English. The field of NLG has had a rapid development since the
late 1990s when the first NLG applications were developed.

Modern NLG systems typically implement a pipelined architecture as described in
[17]. The proposed pipeline consists of three stages: Document planning, microplan-
ning and surface realisation, all of which have their corresponding subtasks, see
Figure 8. The pipeline is constructed so that each stage operates on input from the
previous state and there is no backwards communication between stages. Many NLG
tasks do not fall completely within one stage of the pipeline and are therefore fit

7. https://www.ling.upenn.edu/courses/Fall_2003/ling001/penn_treebank_pos.html

https://www.ling.upenn.edu/courses/Fall_2003/ling001/penn_treebank_pos.html
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Figure 7: Visualization of a constituency parse tree for the sentence "This section tries to
explain NLP.", generated by the CoreNLP software. White nodes are part-of-speech tagging
and shallow parsing, colored nodes are surface text.
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Figure 8: Visualization of the three staged NLG pipeline architecture shown in green. The
input is the Communicate Goal, which is the request that should be satisfied by the output,
the Surface Text.

into different stages in different NLG applications. There are other alternatives to the
pipeline architecture which allow information to pass forward and backward in the
generation process as discussed in [16]. In very broad terms the process of the NLG
pipeline can be described as:

• Document Planning: Decides what information should be communicated and
how it should be structured.

• Microplanning: Decides which words should be used to express the informa-
tion.

• Surface Realisation: Constructs the text that is the output of the NLG system,
commonly referred to as Surface Text, including capitalization, punctuation,
choosing the appropriate tense and form for each word.

Each stage of the three-staged NLG pipeline is described in more detail in the
following sections.

4.3.1 Document Planning
Document planning is as the name suggests the task of constructing a document
plan. Document plans are represented as trees where the internal nodes specify the
structure of the document and the leaves specify the messages. In this planning stage
a message is an abstract piece of information, for example, a message might be a
FriendlyGreetingMSG. This stage of planning is highly domain specific due to the fact
that what information makes, for example, an appropriate greeting might change
drastically depending on the domain.

Formally a document planner takes a four-tuple 〈k, c, u, d〉 as input, where k is the
knowledge source, c is the communicative goal, u is the user model and d is the discourse
history. The knowledge source is the domain databases or domain knowledge bases
that contains the information that the document plan is based on.

The communicative goal is the purpose that the text should fulfill. The commu-
nicative goal is often formulated as either a command or as an objective that is satis-
fied when the surface text is appropriately constructed. For example, DescribeEvent(e)
or CompareCharacters(a,b).
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The user model provides information of the intended reader, its level of expertise,
background and preferences. Some systems do not explicitly utilize this aspect of
document planning, however, that means that the user model is non modular and
interwoven in the inner operation of the system. There always exists some intended
reader for the text even if it is not formally stated.

The discourse history is information about the previous interactions between the
user and the system. Discourse history is most often used in the microplanning stage
(explained in detail in Section 4.3.2) for creating referring expressions, but it can be
used for other tasks like avoiding using the same lexical choices as in previous texts.

One or several of the document planning inputs may be omitted if they are not
necessary. Given the input parameters the three main tasks of the document planner
are:

• Construct messages from the knowledge source.
• Decide a combination of message that will fulfill the communicative goal.
• Construct the tree representation of the messages (document plan) such that

their order and relation to each other satisfies the communicative goal.

4.3.2 Microplanning
The goal of the microplanner is to turn a document plan into a text specification. A
text specification is the abstract representation of exactly one corresponding surface
text. A document plan can often be represented by several different text specifications,
all of which would all satisfy the document plan. The task of the microplanner is
to decide all the details involved when constructing a specific instance of a text
specification, given the provided document plan.

Text specifications are similar to document plans in structure, both are made up
of a tree structure. In particular, the nodes are phrase specifications (as explained
in Section 4.3.3) and the structure of the tree determines sentences, paragraphs and
sections. During the microplanning stage, all linguistic choices are decided upon and
all ambiguities are resolved. The microplanning stage is composed of three main
tasks:

• Lexicalisation, i.e. which lexeme should be used to express the content of a
message. E.g. run versus sprint.

• Aggregation, i.e. determining how messages can be combined together to
create larger linguistic structures. E.g. combining two clauses with different
words such as and, but, although.

• Referring expression generation, i.e. deciding how entities in the message
should be referred to. E.g. "the Porsche", "the red car", "the car" or "it".

In the simplest version of lexicalisation, messages are associated with templates,
the objective of the microplanner is then to instantiate the template given the informa-
tion in a message. The instantiated templates then provide the basis for constructing
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type : [sentence]
verb : |offer|
features : [perfect]
Subject : [lexicalise(sender)]
IndirectObject : [lexicalise(receiver)]

Object :

[
|donation|
modifier :lexicalise(amount)

]
Complement :[lexicalise(reason)]


Figure 9: Example of a template for a DonationMSG.


sender: Hesso
receiver: me
amount: 50
reason: friendship


Figure 10: A DonationMSG example.

the text specification. Performing lexicalisation for certain parts of messages may
prove more difficult than others, lexical choice can then be performed by subroutines
in the microplanner. Each message can then be assigned individual lexicalisation
rules if necessary. An example of a template is shown in Figure 9, in this example
the template is designed to be applied to DonationMSGs, see Figure 10. The result of
applying the template to the message is shown in Figure 11.

Decision trees can be utilized together with the discourse history to avoid repe-
tition of certain cue words used for expressing discourse relations such as contrast,
explanation or elaboration. The relations can be instantiated in several different ways,
some examples are:



type : [sentence]
verb : |offer|
features : [perfect]
Subject : |Hesso|
IndirectObject : |me|

Object :

[
|donation|
modifier : |small|

]
Complement : |in the name of friendship|


Figure 11: Result of applying the template on the DonationMSG shown in Figure 10.
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1) The assassin was highly trained and disciplined, but the mission failed
anyway.

2) The assassin was highly trained and disciplined, however the mission failed
anyway.

3) Although the assassin was highly trained and disciplined, the mission failed
anyway.

4) In spite of the fact that the assassin was highly trained and disciplined, the
mission failed anyway.

The discourse history can also be used to keep the lexical and aggregational
choices consistent through the text, this can increase the clarity of the text and reduce
the risk of misunderstandings.

The process of aggregation can be as simple as combining two linguistic elements
with a connective like and. This simple form of conjunction is almost always possible
given two independent clauses since the conjunction does not change the internal
structure of each clause. However, depending on the discourse relation between the
elements, another connective might be preferable. As discussed above the relation of
a contrast might be best expressed by although or but.

Aggregation of two linguistic elements can also be possible when the participants
in both elements are shared. Some care must be exercised here as shared lexemes
may not imply that the participants are shared, for example, "The king had a friend",
and "The queen had a friend" cannot be aggregated as "The king and the queen had
a friend" unless the word friend is referring to the same person in both clauses. Some
examples of possible aggregations are:

1) a) The assassin was highly trained. The assassin was disciplined.
b) The assassin was highly trained and disciplined.

2) a) The assassin was highly trained. The soldier was highly trained.
b) The assassin and the soldier were highly trained.

3) a) The Emperor payed the King of England. The Emperor payed the king
of Ireland.

b) The Emperor payed both the King of England and the King of Ireland.

The goals of referring expression generation are for the reader to be able to
uniquely identify the entities in the text easily, at the same time the referring should
not be overly detailed where it is not necessary. Initial reference is when an entity or
person is introduced in the discourse, how this is done can be domain dependent.

In CK2 events often involve characters which are typically introduced with their
titled name and their relation to the player, an example would be "Your liege, Emperor
Louis IV ...". This combination of relation and name is often necessary since there are
often hundreds of characters at any given time that can interact with the player.

After entities have been introduced one common way to subsequently reference
them is to simply use a pronoun. If there are several entities in the discourse it is
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V erb :|run|
Modal :|should|
PostModifier :|fast|
Subject :|you|


Figure 12: Phrase specification for the verb phrase "you should run fast" represented in
abstract syntactical structure.

likely that using pronoun alone will be ambiguous. A list of which entities have
been mentioned, and how they were mentioned can be kept in a discourse model. The
purpose of the discourse model is for the NLG system to be able to determine if a
referring expression may be ambiguous.

4.3.3 Surface realisation
The purpose of the surface realiser is to turn an abstract text specification into
actual surface text, which includes: creating chapters, sections, paragraphs, sentences,
putting the lexems into the right order, the right form, performing capitalization and
punctuation.

Abstract Syntactic Structure is a common way of placing the factor of idiosyncrasies
of syntax and morphology (e.g. irregular verbs) in an NLG system on the surface
realiser. The abstract syntactic syntax represents linguistic elements by their lexeme
together with syntactic constituents and features such as tense and number (i.e.
singular versus plural form), see Figure 12.

The text specification may be constructed from Phrase Specifications, which spec-
ifies a phrasal unit. This could be a sentence, or other subsentential phrases such
as a verb phrase, noun phrase or prepositional phrase. This level of abstraction
helps the construction of smaller linguistic elements as well as the composition of
larger elements such as sentences through combining smaller pieces with linguistic
operators. Phrase specifications themselves vary in their level of abstraction, they
could be composed of an orthographic string (complete textual realisation including
capitalisation and punctuation) or composed entirely of a combination of abstract
syntactic elements. A concrete example of a phrase specification would be a verb
phrase in the form of an object that contains the main verb, modal verb, premodifiers
or postmodifiers (as seen in Figure 12). The object is not the text itself but provides
sufficient detail for creating the text.

Although there has been an long going debate regarding which tasks are domain
dependent versus linguistic dependent, the general consensus is that document
planning requires the most domain knowledge and surface realisation requires
the least. Respectively the same is true in reverse for linguistic knowledge where
surface realisation requires the most. This is supported by the fact that there are
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Figure 13: The MergeTree pipeline architecture. A new surface text S’ is generated from the
surface text S by bridging the CoreNLP and SimpleNLG softwares.

several available third party surface realisation tools which are completely domain
independent, such as KPML8, RealPro9 and SimpleNLG10.

5 METHOD

We propose a new method that can automatically create a text specification suitable
for the SimpleNLG realiser given an arbitrary existing surface text. We solve this
by combining both the constituency and dependency parsing capabilities of the
CoreNLP software with additional methods that convert the CoreNLP parse trees into
a new type of tree called Merged Tree. This method uses its own pipeline process (see
Figure 13) that is similar to the traditional NLG pipeline (see Figure 8 for comparison).
The MergeTree pipeline takes an existing surface text as input, a text specification is
constructed from the two parse trees generated by CoreNLP. The text specification
acts as input for the SimpleNLG realiser which produces the new surface text. The
motivation behind this approach is that event description generation can not easily
be expressed as a communicative goal (see the discussion at the end of Section 7.4.1)
as done in the traditional NLG pipeline, rather we avoid this problem entirely by
fixing the communicative goal to rewrite an existing event text.

5.1 SimpleNLG realiser
The SimpleNLG is an open source surface realiser implemented in java. Surface text is
constructed by creating sentences consisting of clauses, clauses consisting of phrases
and phrases consisting of lexemes. The relationships of the elements are established
in a tree based structure. The most important objects that SimpleNLG uses are
clauses (SPhraseSpec), noun phrases (NPPhraseSpec), verb phrases (VPPhraseSpec) and
prepositional phrases (PPPhraseSpec). Clauses are constructed by setting the relevant
components of the clause such as the object, subject and verb to NPs and VPs

8. http://www.fb10.uni-bremen.de/anglistik/langpro/kpml/README.html
9. http://cogentex.com/technology/realpro/
10. https://github.com/simplenlg/simplenlg
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SPhraseSpec clause = nlgFactory.createClause();
NPPhraseSpec subject = nlgFactory.createNounPhrase();
NPPhraseSpec object = nlgFactory.createNounPhrase();
VPPhraseSpec verb = nlgFactory.createVerbPhrase();

verb.setVerb("eat");
verb.addPreModifier("swiftly");

object.setNoun("apple pie");
object.setDeterminer("a");

subject.setNoun("dog");
subject.setDeterminer("the");
subject.setPreModifier("large");

clause.setVerbPhrase(verb);
clause.setObject(object);
clause.setSubject(subject);

clause.setFeature(Feature.PASSIVE, true);
clause.setFeature(Feature.TENSE, Tense.PAST);
clause.setFeature(Feature.INTERROGATIVE_TYPE, true);

System.out.println(realiser.realiseSentence(clause));

Figure 14: Java program snippet using the SimpleNLG library, the ouput of the SimpleNLG
realiser is "Was an apple pie swiftly eaten by the large dog?"

respectively, see Figure 14. The design of the realiser is closely related to Abstract
Syntactic Structure, allowing easy conversion of sentences in that form into surface
text. SimpleNLG supports adverbial and adjectival phrases as linguistic entities,
however they are not intended for the end user of the realiser. The functionality
of adverbs and adjectives are instead solved by setting pre, post or front modifiers
to phrases. SimpleNLG can handle multiple subjects and objects within a clause,
however, it can only handle one verb per clause.

Auxiliary verbs are automatically generated where needed depending on the
features of the sentence. For example, setting the tense of a sentence to future
automatically adds the auxiliary verb will in the correct form and place in the
sentence. However, auxiliary verbs can be explicitly inserted as modifiers if necessary.
SimpleNLG additionally supports a few more advanced features such as generating
surface text in passive form or as a question as shown in Figure 14.
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5.2 CoreNLP
Stanford CoreNLP is an open source java toolkit that performs natural language anal-
ysis [11]. CoreNLP performs full syntactic analysis of sentences, such as: chunking,
part-of-speech tagging, constituency parsing and dependency parsing.

5.3 Bridging CoreNLP and SimpleNLG
We propose the following steps to convert an existing surface text into a text
specification suitable for the SimpleNLG realiser:

1) Obtain the constituency parse tree using CoreNLP.
2) Merge isolated adverb/adjective phrases in the constituency parse tree into

their neighbouring noun/verb phrases.
3) Obtain the dependency parse tree using CoreNLP.
4) Extract the subject and object labels from the dependency parse tree and ap-

pend these labels to the POS tags of the corresponding nodes in constituency
parse tree.

5) Elevate the subject and object labels from the individual lexeme to the parent
phrase element.

6) Elevate the object node to be a direct child of the clause/sentence node rather
than contained inside the VP node.

7) Convert adverbs/adjectives/prepositional phrases to be explicit pre or post
modifiers of their parent phrase.

8) Top down parse the new tree structure (Merged Tree) and create SimpleNLG
objects that correspond to the labels in the tree.

Each step of the method is explained in more detail below.
An existing surface text is parsed using CoreNLP to yield a constituency parse

tree, which will be used as the foundation for the text specification conversion. The
constituency parse tree is more similar (compared to the dependency parse trees) in
structure to the format of the Abstract Syntactic Structure, which is typically used for
text specifications. For example the sentence "The dog quickly found the spymaster in the
courtyard." yields the CoreNLP parse tree shown in Figure 15. The parse tree can also
be written in string format:

(ROOT (S (NP (DT The) (NN dog)) (ADVP (RB quickly)) (VP (VBD found) (NP
(DT the) (NN spymaster)) (PP (IN in) (NP (DT the) (NN courtyard)))) (. .)))

The constituency parse from CoreNLP may place individual adverbs/adjectives
as a separate phrase rather than as a member of the phrase it modifies. As shown in
Figure 15, the intention of the ADVP is to modify the VP "found the spymaster in the
courtyard". However, SimpleNLG does not support adverbial or adjectival phrases as
direct children of clauses, rather the adjectives/adverbs must be contained within the
respective subtree that they intend to modify. We solve this by deleting the parent of
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Figure 15: Constituency parse for the sentence "The dog quickly found the spymaster in
the courtyard." created by CoreNLP.

the adverb/adjective node and incorporating it appropriately into the subtree with
the root label VP/NP that the adverb/adjective intends to modify (see Figure 16).

Since SimpleNLG constructs clauses by explicitly stating the subject, object and
verb of a clause, there is the immediate issue that the constituency parse tree does
not provide labels for the subject or object. However, the constituency parse tree can
be augmented by combining it with information from the dependency parse. We
combine two versions of dependency parsing of the same sentence (see Figure 17
and Figure 18) from CoreNLP to identify the subject and object. The first dependency
parse contains POS tags that are used for error prevention, occasionally CoreNLP
makes mistakes and may, for example, mark a verb as the subject of the sentence.
The second dependency parse is used for the lexeme index, as this index is a unique
identifier to the lexeme in the constituency parse tree.

We then use the indices of the identified subjects and objects in the dependency
parse information to augment the part-of-speech tag in the constituency parse with
subject and object respectively. The augmented constituency tree, in the following
called merged tree is shown in Figure 19.

The dependency parser identifies the individual lexeme as the subject/object,
however the modifiers and the determiner of the lexeme should also be considered
part of the subject/object. We achieved this by transferring the subject/object label in
the merged tree to the phrasal unit parent node, as shown in Figure 20.
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Figure 16: The adverb node quickly is moved inside the phrasal node it modifies rather than
existing as an adverbial phrase, as it is in Fig. 15 (output from CoreNLP).



det(dog/NN, The/DT )
nsubj(found/V BD, dog/NN)
advmod(found/V BD, quickly/RB)
det(spymaster/NN, the/DT )
dobj(found/V BD, spymaster/NN)
case(courtyard/NN, in/IN)
det(courtyard/NN, the/DT )
nmod : in(spymaster/NN, courtyard/NN)
punct(found/V BD, ./.)


Figure 17: CoreNLP dependency parse which identifies the subject (nsubj) and object (dobj)
while also preserving POS tags.

The object NP can be extracted from the VP and elevated in the merged tree
to become a direct child of the clause rather than being a child of the VP. This
results in a shallower more balanced tree as seen in Figure 21. The order in which the
subject, object and VP child nodes are present in a merge tree does not change the
conceptual meaning of the text. SimpleNLG can handle that the object of the clause is
contained within the VP, however it causes unnecessarily complex and deeply nested
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root(ROOT − 0, found− 4)
det(dog − 2, The− 1)
nsubj(found− 4, dog − 2)
advmod(found− 4, quickly − 3)
det(spymaster − 6, the− 5)
dobj(found− 4, spymaster − 6)
case(courtyard− 9, in− 7)
det(courtyard− 9, the− 8)
nmod : in(spymaster − 6, courtyard− 9)
punct(found− 4, .− 10)


Figure 18: CoreNLP dependency parse which contains the index of the lexemes and also
identifies the subject and object.

Figure 19: Merged tree with the subject and object nodes marked in red.

tree structures.
Adverbs, adjectives and prepositional phrases must be converted into either pre

or post modifiers. This is done by iterating the children of each phrasal node and
identifying the phrasal head child node. The PreMod label is appended to each child
before the head and the PostMod label is appended to each node after the head as
shown in Figure 22.

The conversion of the merged tree into SimpleNLG commands is a straightfor-
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Figure 20: Merged tree where the phrasal unit parent node are marked as subject and object
rather than the individual lexeme.

ward process, for each node in the tree the corresponding SimpleNLG object is
created and their relationships between each other are established as represented
by the structure of the tree (see Figure 14 for SimpleNLG syntax explanation). The
part-of-speech labels identify both which type of SimpleNLG objects are required
as well as their features. The tree shown in Figure 22 is converted into SimpleNLG
format by:

• Converting the S node into a SPhraseSpec object.
• The SUBJ NP node is converted into a NPPhraseSpec object which is set as the

subject of the clause.
• The VP node is converted into a VPPhraseSpec object which is set as the VP of

the clause.
• The DOBJ NP node is converted into a NPPhraseSpec object which is set as the

object of the clause.
• All PreMod and PostMod nodes are added within their phrase as SimpleNLG

premodifiers/postmodifiers.

The Merged Tree Parser bridges the NLG softwares CoreNLP and SimpleNLG by
combining the constituency and dependency parsing capabilities of CoreNLP and
adapting them to an input format suitable for the SimpleNLG surface realiser. For
an arbitrary existing surface text, the merge tree parser creates a tree structure which
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Figure 21: Merged tree where the direct object of the sentence has been moved to be a direct
child of the clause.

acts as a text specification for the SimpleNLG realiser. This text specification can then
be used as a stepping stone for microplanning purposes and further NLG techniques
described in Section 7.

All existing microplanning functionality within SimpleNLG can be used in com-
bination with the merged tree text specifications, for example by converting from
active to passive form or changing the tense of a sentence. Examples of inputs to
the merge tree parser is shown in Table 2. A full log of the merged tree state after
each performed transformation of the merge tree parse algorithm is shown in string
format in Appendix A.

6 RESULTS AND EVALUATION

The implementation of the Merge Tree Parser is a proof of concept, it handles some
of the common sentence structures generated by CoreNLP. However, there are many
sentence structure that it cannot correctly interpret.

In Table 4 we present 50 surface realisation examples using the MergeTree parser
on event descriptions taken from existing localisation in CK2. A summary of the
performance across the 50 realisations is displayed in Table 3.
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Figure 22: Adjectives, adverbs and prepositions labels are appended with the PreMod or
PostMod labels shown in blue.

Table 2: Example use of the merge tree parser, the input is an existing surface text, the feature
changes are optional microplanning and the output is the new surface text.

Input Feature changes Output
Steven heard a loud noise in the
distance.

Steven heard a loud noise in the
distance.

I am the king of England. future tense I will be the king of England.
The dog quickly found the spymas-
ter in the courtyard.

passive form, present tense The spymaster is quickly found in
the courtyard by the dog.

Steven should eat the lovely cake. past tense Steven should have eaten the lovely
cake.

Steven tickled John and then
Thomas kicked Jamie.

past tense, passive form John was tickled by Steven and
then Jamie was kicked by Thomas.
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Table 3: Summary of the MergeTree parser performance on the 50 sentences presented in Table
4. The categories are: error free realisations, realisations containing incorrect form of words,
realisations that are missing lexemes and realisations that are not recognisable as attempts to
recreate the input sentence.

Output category Realisations
Correct 15
Incorrect form 6
Missing lexemes 7
Critical errors 22

The MergeTree parser can correctly parse simple sentences that have a clear
subject, object and verb phrase such as "I will eat the cake.". Simple sentences
have shallower constituency parse trees which makes them easier to parse for the
MergeTree parser. The deepest subtree in the constituency parse for the sentence "I
will eat the cake." is four nodes deep. The corresponding depth for the sentence "A
letter was found this morning nailed to the doors of the Great Palace." is depth 10, which
makes it more difficult to parse.

The depth of the constituency parse tree is often related to the length of the
sentence, however there are exceptions where the sentence consists of several inde-
pendent parts. One example of such a sentence is shown in Table 2: "Steven tickled
John and then Thomas kicked Jamie", the depth of the constituency parse tree for that
sentence is five. The two VPs "Steven tickled John" and "Thomas kicked Jamie" are both
direct children of the clausal node rather than being nested within each other.

The design of the MergeTree parser makes it inherently dependent on not only
its own correctness, but also on the correctness of the two tools it builds upon. A
common cause of incorrect behaviour is errors in the dependency parse provided
by CoreNLP. Minor changes in the parsed text can have a dramatic impact on the
generated dependency parse, for example the dependency parse of the sentence:
"Steven tickled the monkey and Jeff ate a sandwich." identifies the monkey as being a
subject rather than as an object. However, when the word then is inserted into
the sentence ("Steven tickled the monkey and then Jeff ate a sandwich") the monkey is
correctly identified as an object.

Overall the SimpleNLG realiser is easy to use and relatively error-free. However,
there are some cases that frequently cause errors, which means that the end user has
to utilize unintended behaviour of SimpleNLG in order for it to behave correctly.
SimpleNLG intends to support prepositional phrases as their own class of modifiers
called complements, however, complements are not correctly handled when sentences
are converted to passive form which means that prepositional phrases are preferably
added as post modifiers instead. When combining several clauses into one larger
sentence, additional care have to be exercised to ensure that SimpleNLG does not
automatically insert additional words such as that in between the two clauses.
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Table 4: Input and output of the MergeTree parser on 50 sentences from existing CK2
localisation. In these examples MergeTree tries to parse and recreate the input sentence.

Inputs Outputs
We saw a man clad in horse-skin leaning against a tree. We saw a man.
I wish them good luck with all my heart. I wish good luck.
The poor fool lies dead at your feet. The poor fool lies dead at your feet.
The blood of your opponent seeps into the ground. The blood of your opponent seeps into the ground.
Steven stabs wildly in the air with his dagger. Steven stabs wildly in the air with his dagger.
Guards rush inside and pull your regent away. Guardses rush inside and pull away.
I shall strive to improve. I shall strive to improve.
Your court guru has come to see you Your guru has come to you.
A priest from the local temple has arrived. A priest from the local temple has arrived.
I will accept this gracious gift. I will this gracious gift.
A normal elephant pen will do. A normal pen will do.
There is a problem with your white elephant. Is.
The elephant soon starts to wail in pain and becomes
quite sick.

The elephant soon starts to wail in pain and becomes
quite sick.

Send in the soldiers with lances. Send in the soldiers with lanceses.
Spyridon has been impaled on a nearby fence and his
dead eyes glare at you accusingly.

Spyridon has been impaled on a nearby fence and his
dead glare at you accusingly.

He curses your name as you approach him with your
mace.

As approach your name with your mace.

Then the two most powerful teams all but absorbed the
two weakest.

Most powerful.

Bring this man before me. Bring this man before me.
His loyalty to you is without question. His loyalty to you is.
Your jailors enter your cell grinning from ear to ear. Your jailorses enter your cell.
These are violent times. These be violent times.
Such is the fate of those who oppose me. Is the fate of.
Whatever makes her happy. Makes hers.
Make an example of them. Make an example.
You forget all about this explosion and drink some more
wine.

You forget about this explosion and drinks.

This is a disaster This is a disaster.
An imperial task force prowls the Black Sea for pirates. An imperial force prowls the black Sea.
News have arrived from the Black Sea News have arrived from the Sea.
An excellent opportunity for an ambush. An excellent opportunity for an ambush.
I cannot risk backstabbing this man. I not can risk backstabing this man.
A letter was found this morning nailed to the doors of
the Great Palace.

A letter was found.

You prepare an ambush for the pirate king. You prepare an ambush.
The deal is concluded. The deal is concluded.
You set sail with your flagship for the island Kyrillos
indicated in his letter.

Indicated in his letter You set sail with your flagship for
the island.

You send the merchants away. You send the merchants away.
You may keep your servant. You may your servant.
You are no longer the ruler of the Roman Empire. You be the ruler of the Empire no longer.
I will get the old team together I will the old team.
Sadly I have no time. No time.
You howl obscenities and curses at your opponents. At your opponents.
The Assassins will be informed of your apprentice. The Assassinses will am informed of your apprentice.
He showed his true humility. He showed his true humility.
Expose the assassin’s employer. Expose employer.
My dear and trustworthy Steven. My dear and trustworthy Steven.
I hereby grant you the title as Marshal of the realm. I hereby grant the title.
I could not say no to him. I not could say no to him.
I approached their hideout. I approached their hideout.
Steal from the rich. Steal from the rich.
His purse was heavy and so was my heart as I returned
to the bandit leader.

His purse was.

This has gone too far. This has gone too far.
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One of the biggest problems with using the SimpleNLG software is that it can
only support one verb per clause, this makes it unable to properly handle (without
using crude workarounds) common sentences like "I am hugging my mother, where
multiple verbs are associated with the subject.

7 THEORETICAL EXTENSIONS

This section covers all the proposed ideas for future development of natural language
game content generation.

7.1 Rewriting existing event texts

The merge tree parser can be used as a tool for rewriting already existing event texts
for CK2. In addition to the already mention microplanning features supported by
SimpleNLG, one method of generating linguistic variation in an existing event text
is to exchange the lexemes for synonyms. This could be done either with individual
lexemes or by substituting subtrees, i.e. phrases, in the merged tree text specification.

WordNet is an extensive digital database for the English language available at
https://wordnet.princeton.edu/. The software provides linguistic relations between
words such as their synonyms and antonyms [12]. WordNet could potentially be used
to fully automate the synonym replacement technique.

However, the immediate problem with a synonym replacement method is that
even though there exists synonyms for almost all words, there are few synonyms in
the English language that do not change the meaning of the sentence. For example,
replacing run with sprint implies an increase in tempo, however the VP quickly ran
can be replaced with sprinted or dashed without changing the meaning to the same
degree. Performing any synonym replacement has a high risk of changing the tone
or meaning of a sentence if done without considering the context.

In the scenario of using this method for specifically CK2 there exist two options
as to when the method is executed, either at run time or before the game is started.
The benefit of run time synonym replacement is that each possible variation of every
sentence does not have to be saved in memory or on disk. The drawback is that the
necessary NLG tools have to implemented into the game engine itself or otherwise
accessible at run time. This also introduces a performance requirement where the
new surface text variation has to be generated within some acceptable time frame in
order to maintain the desired frame rate of the game.

The other approach is to generate each desired sentence variation and save it to
disk before the game is started. This allows for third party NLG tools to be used and
also removes any speed performance requirements. However, the main concern is the
increased amount of disk space required to store several copies of each text.

https://wordnet.princeton.edu/


30

7.2 Customizable Localisation in CK2
The CK2 engine can load additional localisation commands dynamically when the
game is started. These commands can choose phrases from a set, based on game
state variables that are checked at run time. This could be used to automatically
choose variations of commonly used phrases such as greetings, insults or general
positive/negative expressions such as "this is a disaster!" or "celebrations are in order!".
Character interaction can be made more believable by modifying the dialogue based
on their attitude towards each other. For example, a character may address their
mother as "my beloved mother", by their mothers first name, or as "you pathetic coward"
depending on their relationship status and character traits. Character descriptions are
another potential use for a more dynamic phrase generation, where the description
is based on the characters traits, age, gender and attributes.

This could potentially increase the speed of which event descriptions can be
written by removing some of the authorial burden from the content creators, as
well as increase the variations in all event descriptions that use these commands.
Expanding the set of variations of a command would reflexively increase the variation
of all already existing event texts that use it.

7.3 Expressing Character Traits
The CK2 characters have their own character traits such as brave, shy and ambitious.
There are also a few character traits that directly relate to natural language, namely
lisp and stutter. These linguistic traits can be included into existing surface texts
without the use of sophisticated NLG methods. Meaning that it is possible to
implement this feature as extended NLG support for the CK2 game engine since
no third party program is necessary.

A simple way of implementing stutter into existing surface text is to randomly
repeat chosen words, phonemes or phrases. In order to generate a less repetitive
and more believable form of stutter, blocks and running starts can also be added.
A running start is when the speaker repeats a part of the sentence in an attempt to
overcome a block encountered later in the sentence. Table 5 contains examples of the
combination of these methods.

One obstacle with this approach is that these linguistic traits only apply to spoken
language, not written language or internal dialogues of characters. This issue can be
solved by annotating the localisation of CK2 with metadata such that it is clear which
part of the event text is spoken language, as well as which of the involved characters
is the speaker. The character traits can then be checked at run time and the surface
text modified to accurately reflect the speaker.

7.3.1 Expressing Big Five traits
Mairesse and Walker, 2009 discuss how the "Big Five" personality traits: Extraversion,
Emotional stability, Agreeableness, Conscientiousness and Openness to experience affects
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Generated Text Speech Features
The dog quickly found th...th-e spymaster in th...th-e courtyard. blocks
The dog qu...qu-ickly found the spymaster in the courtyard. blocks
The dog quickly found the s... found the s-spymaster in the courtyard. block, running start
The dog quickly found the spymaster in the c... in the c-courtyard. block, running start
The dog quickly found the um, spymaster in uh.. the courtyard. hesitation
The dog quickly found the spymaster in eh, the um, courtyard. hesitation
The dog quickly f... dog quickly f-found the spymaster in um, the
courtyard.

blocks, running start, hesitation

Table 5: Linguistic variation in the form of stuttering and hesitations (filler words/sounds)
can be added to any existing surface text without the use of sophisticated NLG tools. The
table shows variations of the sentence "The dog quickly found the spymaster in the
courtyard." generated by a combination of speech blocks, running starts and hesitations.

the language of a person. They used the work of psychological studies which
correlated the Big Five character traits with linguistic cues in order to establish
input parameters for their personality based text generator Personage (personality
generator). Each personality trait was associated with several linguistic properties
such as the use of informal versus formal language, richness of vocabulary and the
use of negations. The utterances created by Personage were judged by humans, where
all traits but Openness to experience were successfully associated with the generated
texts. For example, extraverted characters uses more swear words, has higher verbal
output and uses more positive emotion words compared to introverted characters
[10].

This method suggested by Mairesse and Walker, 2009 can be combined with the
Customizable Localisation of CK2. Several of the adjectives associated with the big
five personality traits are character traits in CK2 which allow for a direct one to one
conversion of CK2 character traits to the parameters suggested in [10]. For example,
the adjective gregarious is associated with high extraversion in [10], whereas in CK2
gregarious is a character trait that effects the abilities of a character but not their speech.
By selecting surface text variations based on the character traits of the speaker, the
presented content feels more situated and believable.

7.4 Grammar Based Graph Generation
A grammar is formally defined as a set of production rules that replace one string
with another (see, for example, Shaker et al., 2016). More formally, a grammar G is
defined as a quadruple G = (N,T,S,P)[8], where:

• N is a finite set of nonterminal symbols,
• T is a finite set of terminal symbols, N ∩ T = ∅,
• S ∈ T is the start symbol,
• P is a finite set of production rules
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Rules are of the form symbol(s) −→ othersymbol(s). Conventionally upper case
symbols are nonterminal symbols meaning that they are replaced further, whereas
lower case symbols are terminal symbols that appear only on the right hand side
(RHS) and are not replaced further. The symbol on the LHS is replaced with the
symbol(s) on the RHS when the production rule is applied. An example set of
production P rules are:

1) S → Aa
2) A→ Aa
3) A→ a

A derivation (or generation) is a sequence of production rule applications that,
starting from the start symbol S, results in a string containing only terminal symbols.
Using the above set of production rules, starting with the symbol S only one
transformation is available, S → Aa, however for the nonterminal symbol A there
are two options: either continuing to generate additional Aa pairs, or to generate
only the nonterminal a and halting the generation. The set of all terminal strings that
can be generated by a grammar is called the language defined by the grammar, in this
example the language of the grammar is an|n ≥ 2, that is, strings consisting of only
the symbol a (minimum length two), aa, aaa, aaaa et cetera.

While grammars typically operate on strings, they are applicable to many other
forms of data structures. One such case is to generate graphs, which are more
suitable for representing non linear, possibly cyclic, structures such as branching
stories, missions, or CK2 event chains. Graph grammars work in the same fashion as
string grammars, the difference is that the left and right hand sides are instead graph
structures rather than strings. An example of a graph production rule is shown in
Figure 23.

The graph grammar transformations are performed in five steps (see Figure 24):

1) Given a graph G.
2) Find a subgraph g that matches the LHS of a production rule r (see Figure 23)

in G. Mark the nodes in g by copying the identifiers from the LHS in rule r
into the graph g.

3) Remove every edge between marked nodes in g.
4) Transform the graph g by changing the type of the marked nodes into their

corresponding type on the RHS in the production rule r. Insert all nodes on
the RHS of the rule r into g, that previously had no match in g, and finally
remove all marked nodes in g that has no corresponding node in the RHS of
rule r.

5) Copy the edges from the RHS of rule r into the graph g.
6) Remove all the identifiers from the graph g.
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Figure 23: Example of a graph production rule r where two new nodes are inserted. Nodes
are marked with integers for identification, the letter denotes the type of node.

7.4.1 Generation of Event Chains
Graph grammars can be used to generate a variety of structures such as: dungeons,
open world terrain, missions or stories. A story generation would initially consist of
just the start and goal nodes, where the goal node expresses the desired outcome
or resolution of the story. Subsequent steps transform the graph by introducing new
intermediate nodes between the start and goal, this ensures that the desired outcome
is preserved while fleshing out the details of the story.

The final step of the process is to transform the graph into another representation,
which is also the hardest step. For dungeons and terrain the process is to convert the
abstract graph into playable levels and for stories or quests the process is to convert
the graph into text, either as instructions for the quest or as a narrative of the story.

CK2 event chains themselves function like normal graphs, where nodes in the
graph represent individual events and the edges in the graph are the transitions
between events, graph grammars can therefore be used to generate the script for new
event chains. Figure 25 show graph grammars can be used to generate CK2 event
chains, the nodes themselves may contain templates for the CK2 event script to allow
the conversion from graph to game content.

The CK2 event script system operates on a very low level of granularity, for
example, transactions of money between characters are usually performed by a two
part event chain. In the first even money is subtracted from one character, which leads
to the next event where the same amount of money is added to the other character.
However it is not possible to deduce that this event chain was in fact a transaction
between the two characters by the event script alone. It could be a coincidence that
the amount of gold happens to be the same in both events, for example the first
character could have bought an item for 10 gold, whereas the other character could
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(0) Given a graph G,
(1) Copy identifiers form rule. (2) Remove edges between marked nodes.

(3) Insert new nodes (change types). (4) Insert new edges.

(5) Remove identifiers.

Figure 24: Illustration of the steps in a graph transformation. The graph grammar
production rule that is used for this transformation is shown in Figure 23.
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Figure 25: Graph grammar rules that generates the start of the current CK2 murder plot
event chain structure. In this example the start symbol S generates three subplots that can
either success or fail. On a successful murder the event chain stops, on a failed attempt the
event chain loops back to the beginning.

have found 10 gold in a kitchen jar. This makes it impossible to make any causal
reasoning about the event script alone, rather the causal effects are determined by the
event description where it is explicitly stated that a transaction was made.

This means that it is not feasible to use the event script in itself as input to a
NLG pipeline in an attempt to generate an event description. Rather another level
of abstract object would have to be generated which could act as input for both the
NLG pipeline as well as input for the script generation. However, it is unclear how the
event descriptions for these events would be generated, essentially the problem boils
down to generating natural language to describe a story, given insufficient input to
base it upon. If the event script itself had a higher level of causal links for the actions
in it, then it may be feasible to use the event script as input for an NLG system, where
the communicative goal could be expressed as DescribeEvent(e).

7.5 Creating Narrative from logs
As mentioned previously in Section 3.3 it is possible to convey a narrative summary
of the gameplay by processing the sequence of recorded historical events. This style
NLG feature fits CK2 because it addresses one of the big drawbacks of a sandbox
simulation style game, namely that there are more events happening at any given
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time than the player can keep track of. This would allow the player to more easily
take part of the already existing narrative.

The implementation of this type of feature is however rather complex. First it
has to be decided which information should be recorded and for how long. CK2 has
thousands of characters and is simulated for several hundreds of years meaning that
tracking every event for each character is most likely not feasible.

A NLG summary task of this kind is however a perfect fit for the NLG pipeline
architecture. The creative requirements for this feature are much lower than in event
description generation, which suits the NLG pipeline style of mass produced low
creativity surface realisations.

The document planning stage for this feature is quite straightforward:
• The end user requests a text on demand which determines the communicative

goal.
• The knowledge source is the tracked information.
• The user model may be settings for the text generation such as the level of

granularity of events covered in the text.
• The discourse history is the previously generated texts.
This type of NLG request fits reasonably well to a template style generation, where

the summary is expected to follow a predictable format. For example, a request to
summarize the military history between two kingdom titles in the last one hundred
years may be answered by a brief overview of the most major events followed by
a more detailed list of each war and their notable battles. It is rather clear what
information is relevant and how it should be presented to give a clear but short
history to the player.

The Lexicalisation of the text is a straightforward process once the definitions of
useful adjectives such as crushing defeat, major conflict, minor victory are established.
The lexicalisation of the messages are then easily decided by inspection of the
knowledge source. Additional recorded information supports greater lexical variation
and a more colorful description, for example it would be difficult to describe the
severity of a conflict without information regarding the number of battles and the
number of lost lives. Aggregation of messages where one side of the conflict is
winning consecutive battles are elaborations of that side winning the war. Whereas
in conflicts where initially one side had the advantage but later lost the conflict are
expressed as contrasts. Referring expression generation for the involved characters can
be performed by general algorithms11, however a common practise in CK2 is to refer
to characters with their name and title. Furthermore there is the option of referring to
characters as attackers or defenders in both the overall war and individual battles.

There are a few concerns with this feature excluding the previously mentioned
problem of information storage. This feature introduces a performance requirement

11. https://en.wikipedia.org/wiki/Referring_expression_generation

https://en.wikipedia.org/wiki/Referring_expression_generation
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on the text generation, end user of the system would expect near instant generation of
the text for it to be acceptable. The surface realisation is ideally performed inside the
game engine to avoid overhead costs of communication between softwares, which
means that either a new surface realiser have to be developed from scratch or an
existing realiser have to be ported to C++. Possibly there are existing implementations
of realisers in C++, but the most popular choices appear to be java or functional
languages like lisp.

Furthermore there is the additional concern of multilanguage localisation of CK2.
Any real time NLG system needs to support all of the languages in CK2 (English,
French, Spanish and German), whereas the texts created before the game is started
can be manually translated if multilanguage realisation is not available.

8 CONCLUSIONS AND DISCUSSION

In this thesis, we have explored the possibilities of combining the research fields
Natural Language Generation and Procedural Content Generation with the objective
of automatically producing game content for the grand strategy computer game
Crusader Kings II. We proposed a new method, MergeTree, that combines the existing
NLG softwares CoreNLP and SimpleNLG. The main idea behind the MergeTree
parser is to provide an intermediate tool for generating linguistic variations of
existing event descriptions. MergeTree combines the constituency and dependency
parse trees into one tree structure, which is used as the foundation for creating a
text specifications from an existing natural language sentence. The text specifications
created by the MergeTree parser are intended as input for the SimpleNLG software,
which can perform surface realisation and microplanning tasks. The current imple-
mentation of the MergeTree parser is a proof of concept of the suggested method,
where there are currently no microplanning features in addition to the features
already provided by SimpleNLG.

As shown in Table 3, fifty sentences from existing event descriptions were
provided as input for the MergeTree parser, where 30% of the sentences were correctly
parsed and re-realised into surface texts. Minor errors were contained in 26% of the
outputs and the remaining 44% contained critical errors where the output could not
be recognized as a recreation the input. Most of the errors in the generated outputs
are due to shortcomings of the MergeTree parser. However, there are occasional
errors in the dependency and constituency parse trees provided by CoreNLP and the
event descriptions themselves can contain grammatical errors or unusual sentence
compositions. With further development it is likely that all of the minor errors and
most of the critical errors can be resolved. The most common cause of errors in
the MergeTree parser is that the sentence structure is unsupported (some particular
combination of POS-tag inside of a phrasal unit), such as adjective phrases containing
adverbs, which is easily addressed. However a 100% success rate for the MergeTree
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parser is unlikely to ever be achieved due to the inherent dependencies to the tools it
builds upon and to the reliance of correct surface text inputs.

In Section 7.4 we explore the theoretical possibilities of generating new event
chain scripts for CK2 using graph grammar generation. The obstacle with using graph
grammar generation is that it only generates one of the two mandatory components
of a CK2 event. The event script by itself is not a sufficient input for a the NLG task of
creating a corresponding event description, given the non causal nature of the script
effects. The issue is described by the following quote:

"No NLG system, no matter how sophisticated, can generate texts that communicate
information that is not in some way available to the system." (Reiter and Dale,
page 31)

The motivation behind the MergeTree method is to utilize the already estab-
lished relationship of existing event descriptions and their script components. By
using existing event descriptions new surface realisations can be generated that are
variations of the original, as discussed in Section 7.1. This effectively creates a new,
although very similar event, that is already associated with a suitable event script.
The main benefit of creating variations of existing events compared to generating
completely new events is that it utilizes the thousands of already existing events
in CK2. This method can also be used for semiautomated event content generation
for new events, where each manually constructed event description gets additional
variations automatically generated for it.

In Section 7.3 we discuss how the character traits in CK2 can be expressed using
natural language to create more believable AI characters. The traits that directly affect
speech, such as stutter, can be directly implemented in the game engine without any
third party NLG software since they can be applied directly onto existing surface
texts. In order to express other character traits, such as a high quality education, more
advanced NLG methods are required. For example, educated characters may prefer
formal language, this can be achieved by combining the MergeTree method with the
linguistic features of formal language described in Section 3.5, existing surface texts
may be automatically converted to a more formal style by extending the MergeTree
with additional microplanning as discuss in Section 7.1.

While the NLG pipeline structure may be an ill suited fit for the task of generating
new event chains due to its limited creative capabilities, there are other forms of nat-
ural language content suitable for CK2. As discussed in Section 7.5 the more suitable
application of the NLG pipeline is to mass produce similar surface texts, this style of
generation require less creative capabilities but can still produce interesting content.
The suggested use case for this style of NLG are to create historical summarizes of
the events in CK2. This could be based on either individual characters/titles or based
on pairs of characters/titles.

In summary we have discussed how four distinct NLG techniques can be applied
for CK2: The MergeTree parser, personality based generation, graph grammar gener-
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ation and the traditional NLG pipeline method. We have implemented and evaluated
a proof of concept version of the MergeTree parser and shown that it can successfully
be used as an intermediate tool for the generation of linguistic variations of existing
CK2 event descriptions.
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APPENDIX A
OUTPUT LOG

Input sentence: "The dog quickly found the spymaster in the courtyard.". Transcript of the
tree state after each transformation. Tree is displayed in string format.

(ROOT
( S

(NP (DT The ) (NN dog ) )
(ADVP (RB quickly ) )
(VP (VBD found ) (NP (DT the ) (NN spymaster ) ) ( PP ( IN

in ) (NP (DT the ) (NN courtyard ) ) ) )
( . . )

)
)

(ROOT
( S

(NP (DT the ) (NSUBJ−NN dog ) )
(ADVP (RB quickly ) )
(VP (VBD found ) (NP (DT the ) (DOBJ−NN spymaster ) ) ( PP

( IN in ) (NP (DT the ) (NN courtyard ) ) ) )
( . . )

)
)

(ROOT
( S

(NSUBJ+NP (DT the ) (NN dog ) )
(VP ( PreMod−RB quickly ) (VBD found ) (DOBJ+NP (DT the )

(NN spymaster ) ) ( PP ( IN in ) (NP (DT the ) (NN
courtyard ) ) ) )

)
)

(ROOT
( S

(NSUBJ+NP (DT the ) (NN dog ) )
(VP ( PreMod−RB quickly ) (VBD found ) (DOBJ+NP (DT the )

(NN spymaster ) ) ( PostMod−PP ( IN in ) (NP (DT the ) (
NN courtyard ) ) ) )

)
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)

(ROOT
( S

(NSUBJ+NP (DT the ) (NN dog ) )
(VP ( PreMod−RB quickly ) (VBD found ) ( PostMod−PP ( IN in

) (NP (DT the ) (NN courtyard ) ) ) )
(DOBJ+NP (DT the ) (NN spymaster ) )

)
)
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APPENDIX B
ENGLISH GRAMMAR

This section covers the parts of English grammar that are relevant to Natural
Language Generation. Definitions of linguistic elements:

• A lexeme is the set of words derived from the root. Run, ran, runs, running
are all the same lexeme.

• A noun is an object, e.g. ball, proper nouns are names, e.g. Steven.
• A verb is a performable action or a state of an object can be in. E.g. run or

warm.
• The subject of a sentence is the entity that is doing or being something. E.g.

"Steven is warm".
• The object of a sentence is the entity which the subject is acting upon. E.g.

"Steven ate the sandwich"
• A clause is a group of words that contains a subject and a verb. E.g. "Steven

ran quickly".
• A phrase is a group of words that does not meet the requirements of being a

clause. E.g. "ran quickly" is a verb phrase.
• The head of a phrase is the word that defines which type of phrase it is, i.e.

verb in a verb phrase.

B.1 Noun phrases
Noun Phrase (NP) are phrases that take the function of a noun within a sentence,
they can be the subject or object of a verb. English noun phrases are usually formed
like:
〈det+ premodifiers+ noun+ postmodifiers〉
1) The determiner may be an article (the, a, an).
2) Pre-modifiers include adjectives and some adjective phrases (red, bright red),

as well as noun adjuncts such as the noun "college" in the phrase "the college
student".

3) A complement or post-modifier may be a prepositional phrase "of London",
a relative clause "which we saw yesterday" or an adjective "sitting on the
beach".

A complete example containing all the different parts is "That rather attractive
young college student to whom you were talking.", the parts of the sentence are:

1) Determiner: That
2) adjectival pre-modifiers: rather attractive, young
3) noun adjunct: college
4) noun: student (head of the phrase)
5) post-modifier: to whom you were talking
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B.2 Verb phrases
A verb phrase (VP) is composed of a verb and its dependents, which are either the
object, indirect object, or modifiers like adverbs. An example sentence containing a
VP is "An old man put the money quickly in the box", the VP is the bolded part of the
sentences.

Verbs can be helping verbs (modal verbs) or main verbs, such as "must vote" where
vote is the main verb and must is the help verb. Auxiliary verbs such as be, do and
have aids in creating the right tense.

B.3 Prepositional phrases
A preposition together with its complement is called a prepositional phrase (PP).
Some of the common prepositions are: of, in, on, under, to, from. A preposition is
usually used with a noun phrase as its complement. The function of a prepositional
phrase in a sentence is to act as an adjective or adverb.

B.4 Active and Passive Form
The two most clearly defined voices (or forms) in modern English is the active and
passive voice [4]. In active form the subject performs the action on an object or person.
whereas in passive form the roles are reversed and the action is performed on the
subject.

1) Active: My spymaster told me the secret.
2) Passive: I was told the secret by my spymaster.
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