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ABSTRACT

This demo paper introduces the Wrylie-board, a personalis-
able exploratory tool, developed with the aim to shed light
on the highly context-dependent form-function relationship
of expressive speech in interaction. Named after the jargon
for overused parentheticals containing attitude direction for
characters in a screenplay, the Wrylie-board provides users
with an interactive audio-visual overview of the acoustic re-
alisation of expressive tone of voice in short feedback utter-
ances. Beyond its exploratory function, this tool can be used
to support dialogue system development and data annotation
procedures, and it has application potential as a supporting
communication device in Wizard-of-Oz scenarios or for peo-
ple without speech.

Index Terms— speech synthesis, visualisation, expres-
sive speech, dialogue systems, AAC

1. INTRODUCTION

Understanding a conversation involves the correct interpreta-
tion of the speaker’s attitudinal and affective intent, carried
principally by the tone of voice. While certain acoustic fea-
tures have been broadly linked to affective cues, the relation-
ship between form and function of speech is complex, indi-
vidually varied and highly context dependent. This is espe-
cially true of expressive feedback utterances, where the tone
of voice can change the entire meaning of a turn. As the
scope of the use of expressive speech synthesis systems ex-
pands beyond audiobook readers and enters into interactive
applications, the need for a better understanding of the often
subjective relationship of tone of voice and context is becom-
ing more and more recognised. In particular in the field of
Augmentative and Alternative Communication (AAC), there
has been recent effort to develop tools that help users inter-
actively explore features of expressive speech synthesis [1],
[2], [3]. This demo presents an interactive map of a vari-
ety of synthesised feedback utterances, where similar sound-
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ing tokens are placed closer together. Dialogues from movie
scripts have been collected, where the scriptwriters indicate
the tone of voice with attitude markers in parentheses (also
called wrylies). The map can be personalised by selecting the
version of yeah that matches both the context and the speci-
fied attitude according to the user’s individual preference.

2. SPEECH SYNTHESIS

The Wrylie-board presented in this demo paper consists of
576 synthesised variations of the feedback token yeah. This
section will describe the corpus and the synthesis method. A
spontaneous speech corpus recorded in a controlled experi-
ment [4] was manually annotated, and 266 instances of the
feedback token yeah were identified that form either a stan-
dalone feedback turn or a part of a turn but preceded and fol-
lowed by a pause, to eliminate coarticulation effects. Creaky
phonation was identified using COVAREP [5] in 28 cases.
A DNN synthetic voice was built using Merlin [6]. For a
detailed description of the voice building please refer to [7].
The creaky vowels in the yeah tokens were assigned their own
phone label during the voice building. Additional linguistic
input features were added to all instances of yeah in the cor-
pus, to be able to control vocal effort, average and slope of f0
and duration at the synthesis step. The tokens were divided
into three groups for each of the vocal effort and f0 features,
and were added as discrete input features (1, 2 or 3) to the
synthesis model, while the duration feature was a continuous
value. At the time of synthesis, each of these features can
be specified, and also interpolated between. With this tech-
nique of grouping the tokens at the voice training and then
interpolating during synthesis, it is possible to synthesise a
wide variety of different sounding utterances, leveraging the
natural variability in the data, but at the same time smooth-
ing over large individual differences between the expressive
yeah-s in the corpus. Controlling for 11 different lengths, 3
different levels each of mean f0 (low, medium, high) f0 slope
(rising, flat, falling) and vocal effort (soft, modal, loud), as
well as the presence of creak (creaky, not creaky), 612 unique
versions of yeah were synthesised. 36 versions were removed
(shortest utterances with medium f0 input value) so that they
would fit on a square 24 by 24 board.



3. VISUALISATION

The visualisation of the Wrylie-board adapts a method ap-
plied for clustering and visualising bird sounds1, using a
combination of t-SNE and Hungarian algorithm on images of
spectrograms. t-SNE [8] is a visualisation method that creates
two or three dimensional representations of high dimensional
datasets. For the Wrylie-board, we applied this technique to
create a two dimensional representation of the 576 synthe-
sized feedback tokens, based on the spectral audio features
alone, not using the input features for the synthesiser. This
representation of the spectrograms is transformed to a matrix
structure of the dataset using a cloud-to-grid algorithm [9] on
the output of the t-SNE. The resulting visualisation aspires
to strike a balance between keeping inputs together that are
similar and representing the global structure of the dataset.
It is possible to select and play individual tokens, but also
to navigate through the different expressions of yeah quickly
to review and compare a large number of them within just
a couple of seconds. This setup is useful for exploring the
variation in expressiveness of the yeah tokens as well as nar-
rowing down to and selecting the one most appropriate in a
certain context. Figure 1 displays the visualisation of the 576
yeah tokens. In the demo, each spectrogram corresponds to
a sound file and it is possible to zoom in and out for easier
navigation.

Fig. 1. The Wrylie-board with 576 synthesised yeah-s.

1https://aiexperiments.withgoogle.com/bird-sounds

4. PERSONALISATION: THE WRYLIES

Parentheticals are the screenwriters instructions or descrip-
tions in parentheses, usually placed between the name of
a character and the dialogue in a screenplay. Nicknamed
wrylies in the screenwriting world, the aim of parentheticals
is to clarify the tone of the subsequent dialogue, if it is not ev-
ident from the context of the scene. Authors often use adverbs
such as sarcastically, bitterly, cheerfully or indeed wryly, to
indicate an attitude direction for a character. While aspiring
screenwriters are frequently warned against the overuse of
parentheticals in order to give space for the personal artistic
expression of the actor, in certain contexts, wrylies can be
indispensable. For expressive feedback utterances such as
yeah, an added attitude label can mean a significant change
in tone of voice. If the context is not conclusive, the tone
of voice is paramount to the correct understanding of the
attitudinal nuances in the dialogue.

With the aim to provide users of the Wrylie-board with
a variety of plausible contexts and corresponding attitudes
with which the feedback yeah can be said, 85 short dialogues
were selected from the OpenSubtitles2016 corpus [10]. Se-
lection criteria were to choose dialogues where the screen-
writer added a parenthetical immediately before a turn start-
ing with yeah, with the apparent aim to clarify the attitude
and/or tone of voice for the character. The 85 dialogues con-
tain 66 distinct wrylies, with a few exceptions adverbs or ad-
jectives, well distributed on the valence arousal dominance
(VAD) scale according to [11]. This was evaluated with the
Aslan & Zech energy statistic [12], which did not reject a
uniform distribution on all three VAD axes (p=0.001). After
a user selects their preferred choice of feedback token for a
number of dialogues, a personalised overlay of wrylies can be
added to the board, which can be enhanced with a colour-scale
corresponding to the valence, arousal or dominance rating of
the wrylies.

5. SUMMARY AND FUTURE WORK

The Wrylie-board presented in this demo offers a way to in-
teractively explore a wide variety of synthesised yeah-s with
the help of a collection of context-embedded attitude mark-
ers. However, the method is evidently not restricted to feed-
back: provided that there is an annotated speech corpus with
a number of examples of the particular token available, it can
be applied to any short expressive utterances, including filled
pauses. Our hope is that the Wrylie-board will prove to be
useful in supporting the development of expressive speech
synthesisers and dialogue systems, as well as an aid in con-
structing data annotation procedures for corpora. In future
work we will explore its application potential as a supporting
communication device in Wizard-of-Oz scenarios and AAC.
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