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Abstract 

The problem of system identification for dynamic effects on spacecraft has become increasingly 
relevant with the surge of agile spacecraft, which must perform large amplitude maneuvers at high 
rates. Precise knowledge of the state of the spacecraft, as well as of the parameters characterizing its 
motion, is vital for the design of control algorithms enabling stabilization and pointing accuracy. 
Traditional rigid body models and estimation methods are no longer sufficient to provide this 
knowledge. This thesis focuses on estimation of flexibility effects and spacecraft parameters through 
methods based on the unscented Kalman filter, an estimator for nonlinear dynamic systems. A 
spacecraft model consisting of a rigid central body and a flexible appendage described as an Euler-
Bernoulli beam in pure bending is built, and equations for its translational and rotational motion, as 
well as the deflection of the beam, are derived in the Newton-Euler framework considering the first 
bending mode of the flexible deformation. Observability tests are successfully conducted to ensure 
that estimation of the relevant states and parameters can be performed exclusively from linear and 
angular velocity measurements.  

A total of eight filters, estimating the spacecraft’s state along with different combinations of 
parameters, are developed, implemented, and tested on simulated data. Grouped under the 
common denomination “UFFE” (Unscented Filter for Flexibility Effects), they are made available as 
Simulink library blocks. State estimation is performed for the linear and angular velocities of the 
spacecraft and the modal coordinate and velocity of the appendage, with estimates following closely 
the truth model of the state variables and estimation errors at least an order of magnitude lower 
than true state values. Simultaneous state and parameter estimation is implemented from two 
approaches, joint estimation and dual estimation, whose performance and applications are 
compared. Estimated parameters include the moments of inertia of the system and natural 
frequency, damping ratio, and modal participation factors of the flexible appendage. Convergence to 
true parameter values is reached in the first 100s of the estimation for inertia terms and natural 
frequency, while the estimation for modal participation factors is conditioned to precise tuning of the 
filter. Estimates of the damping ratio are biased, most likely due to the control input not being 
optimal for observation of this parameter. The dual approach to parameter estimation is found to be 
advantageous when proper filter tuning is possible, as it enables the continuous operation of a state 
filter combined with short runs of the parameter filter activated at will; this configuration could be 
employed to track the variation of spacecraft parameters along space missions. 

 The causes of estimation error are identified and methods for automatic tuning of the process noise 
and process noise covariance are researched. Five such tuning techniques are implemented and 
tested, with promising results found for online sampling of the process noise covariance through 
Monte Carlo methods. A discussion on the limitations of the chosen dynamic model and estimator, 
along with recommendations for extensions and future applications, concludes this work.   
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Nomenclature 

Throughout this work, a unifying nomenclature has been defined to allow for a quick distinction 
between variable types. Scalar variables are written in italics; vectors, in bold standard print; and 
matrices, except α, in uppercase standard print. Vector components, being scalars, are written in 
italics as well, with the same variable name as that of their vector and a subscript indicating the axis, 
variable, or dimension to which they refer. Functions and function vectors follow the same 
conventions, with the independent variables of the function sometimes expressed in parentheses for 
clarity. When working in discrete time, subscripts k, k-1, k+1 and so on indicate the timestep to which 
the variable refers; in the absence of a time stamp, all variables are assumed to refer to the current 
timestep k. Some examples of these conventions are: 

• L, a scalar representing the length of a given body or vector. 

• Lf or Lf (g(x,u)), the Lie derivative of function g(x,u) along f, a function yielding a scalar. 

• Ltrans or Lt, the vector of translational modal participation factors, with components Ltx, Lty, Ltz. 

• L, the matrix of modal participation factors in the hypothetical case where more than one 
mode is employed, whose rows are built from the concatenation of Ltrans and Lrot for each 
mode. 

Within the estimation algorithms, circumflex marks indicate an estimated variable, bars a mean 
variable, and unaccented variables true values. A priori estimates or predictions and a posteriori 
estimates or corrections are represented with “ – “ and “ + “  right superscripts, respectively. For 
example, âk

+ is the posterior estimate of a at timestep k; āk-1 is the mean value of a at timestep k-1, 
and ak+1 is the true value of a at timestep k+1. Spatial and temporal derivatives are distinguished in 
their abbreviated form: time derivatives are indicated with dots, ȧ, and spatial derivatives with 
apostrophes, a’. Reference frames are indicated by left indices: the left subscript represents the 
reference frame in which the variable is expressed, and the left superscript the reference frame with 
respect to which it is expressed. The most common frames are the inertial reference frame {I}, the 
body-fixed reference frame {B}, and the spacecraft body-fixed or spacecraft frame, {S}. An additional 
right subscript is employed to indicate that the variable refers to a particular body -i.e. map, the mass 

of the appendage- or, in the case of angular velocities and accelerations, a reference frame: �̇�𝐒𝐒
𝐈  is 

the angular acceleration of the spacecraft reference frame, {S}, expressed in the spacecraft reference 
frame, with respect to the inertial reference frame {I}. Lastly, cross products are expressed in matrix 
multiplication form, as: 

[ 𝐚SS
I ]

×
= [

0 −𝑎𝑧 𝑎𝑦

𝑎𝑧 0 −𝑎𝑥

−𝑎𝑦 𝑎𝑥 0
] 

 

All quantities are expressed in the International System of Units (SI) unless stated otherwise. 
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1 
Introduction 

Introduction 

1.1 Thesis Motivation and Concept 

1.1.1 Motivation 

As research on applications of space technology progresses and new possibilities are discovered, the 
requirements for spacecraft capabilities become more and more demanding. In the field of attitude 
and orbit control dynamics, the need for agility and precise pointing, especially for Earth observation 
satellites, has led to well established dynamic models becoming lacking in the description of 
spacecraft motion. What these models provide in terms of simplicity and effectiveness, they return 
by contributing to uncertainty in the estimation of the spacecraft’s attitude, speed, and position. 
These estimation errors, which could be tolerable for previous missions, are no longer admissible for 
spacecraft operating under agility conditions, in which fast maneuvers defined to maximize the 
observation coverage must be paired with a high stabilization and pointing accuracy. Control 
algorithms cannot provide the latter if accurate estimates of the variables describing spacecraft 
motion are not available. 

The motivation for this thesis stems from two fundamental challenges related to the estimation of 
spacecraft attitude. Firstly, the need for a more complete dynamic model, including not only the rigid 
body motion of the spacecraft, but also dynamic effects which, despite not driving the motion, are as 
significant as to affect it. Secondly, the need to estimate the parameters characterizing the dynamic 
equations, whose nominal values, being typically derived from mechanical models or ground testing, 
often differ from the true ones. The additional error introduced by parameter uncertainty cannot be 
alleviated by refining the dynamic model, and often worsens with time as true parameter values will 
often change throughout the mission. Changes in configuration, such as deployment of solar arrays, 
will cause changes to the moment of inertia of the spacecraft, as will fuel depletion. Exposure to the 
space environment, where radiation damage, atomic oxygen erosion, and other effects are known to 
impact spacecraft, might lead to changes in the material properties of some components, modifying 
their rigidity or response to thermal excitation. 

The purpose of this work is to propose a solution to these problems by developing estimation 
methods for both an extended model of spacecraft motion, incorporating dynamic effects, and the 
driving parameters of this model. Within the scope of the HOREOS agil advanced (High Optical 
Resolution Earth Observation Satellite under agility conditions) technology development program, 
attention is paid primarily to the dynamic effects most significantly affecting the behavior of agile 
spacecraft, and particularly to flexibility effects. 

1.1.2 Concept 

The focus of this project is on system identification for spacecraft with flexible parts, that is to say, on 
extending rigid body models of spacecraft motion to incorporate the behavior of flexible 
appendages, as well as on the estimation of the parameters governing their motion. This is translated 
to the thesis concept: the design and development of an algorithm based on the unscented Kalman 
filter for estimation of the dynamics and parameters of a rigid spacecraft with a flexible, beamlike 
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appendage. In addition to tackling this problem, this work sets the bases for future expansions in 
dynamic modeling and estimation methods. The use of the unscented Kalman filter as an estimation 
algorithm, rather than the more common extended Kalman filter, will contribute to the study of 
alternative approaches to estimation of nonlinear dynamic systems with Kalman filters. Similarly, the 
application of estimation methods to the flexible dynamics and parameters of a simple beam will set 
the bases for their extension to complex, interacting flexible appendages, such as solar arrays or sails. 

1.2 Problem Definition 

1.2.1 Dynamic Effects on Spacecraft 

1.2.1.1 Flexibility Effects 

As of today, most spacecraft incorporate 
components with some degree of flexibility: solar 
arrays and antennas perform vital functions for 
spacecraft operation, while booms and trusses 
offer support for sensors and instruments. Some of 
these components are purposely designed to be 
highly flexible as they must be folded during launch 
and deployed once the spacecraft reaches its orbit, 
as is the case for low-gain antennas, membranes, 
and solar sails. In other cases, it is the structure of 
the spacecraft itself that is subject to flexible 

deformation. This is not only a concern when 
spacecraft are forced to undergo strong vibrations, 
as in the launch phase, but also in orbit. Changes in 

the angular velocity of the system will induce oscillations in the flexible appendages, which will, in 
turn, cause perturbations in the linear and angular velocity of the spacecraft. 

If the characteristics of a spacecraft and its mission are favorable to flexible effects, they will affect 
spacecraft motion throughout its operating life, causing, in some cases, significant perturbations of 
its attitude. This raises serious concerns for the accuracy of pointing instruments. In addition, the 
parameters governing flexible motion are closely related to the material properties and geometry of 
each flexible body; if these vary, the dynamic model will no longer reflect flexible behavior 
accurately. Although mechanical models, structural analysis through finite element methods, and on-
ground frequency tests are employed to determine flexible parameters, no reliable models of their 
variation over time exist. Other dynamic effects may cause changes in flexible parameters; Wertz [1] 
lists, among others, gravity gradient, solar pressure, solar heating, drag, and deployment dynamics. 
Moreover, flexible parts may interact with one another, causing coupled oscillations in different 
appendages, as well as with the pendular motions of fuel sloshing.  

1.2.1.2 Deployment Dynamics 

As a dynamic effect, deployment dynamics refer to the impact on the spacecraft attitude of the 
deployment of structures and instruments, typically in early orbit phase. The sudden release of -
usually flexible- structures, such as antennas, leads to changes in the spin rate and excitation of the 
flexible components of the spacecraft, which, in turn, provoke the oscillation of the spacecraft as a 
whole [1]. These effects are short-lived and usually occur only once, at the beginning of life of the 
spacecraft; their relevance is directly related to that of the flexible components on board. When 
predicted to be severe, additional dampers may have to be incorporated to the design to enhance 
structural damping in the deployed appendages. Although deployment dynamics may be difficult to 

Figure 1: Spacecraft with flexible appendage 
(TerraSAR-X) [46] 

http://www.dlr.de/eo/DesktopDefault.aspx/tabid-5725/9296_read-15979/gallery-1/gallery_read-Image.1.11981/
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model, their effects are usually mitigated through control maneuvers destined to reduce attitude 
libration, such as the deadbeat deployment presented in [1]. 

1.2.1.3 Thermal Effects 

Constant, prolonged temperature differences, such as those found in spacecraft with a fixed 
orientation respect to the sun, may lead to permanent warping and deformation of structures. Fast 
changes in heat received by the spacecraft, as those experienced during eclipse, may lead to 
oscillations, especially torsional thermoelastic modes in long booms. Thermal effects become 
significant for spacecraft motion when the natural frequencies of the affected appendages are close 
to the orbital or spin frequencies of the spacecraft. 

1.2.1.4 Fuel Sloshing 

Fuel sloshing refers to the displacement of liquid propellant within the partially filled fuel tanks in the 
spacecraft in response to an external excitation, often a maneuver. The initial motion is followed by 
an oscillation of the fluid, which, in the absence of additional dampers, may take a long time to be 
quelled. When uncontrolled, it may lead to perturbations in spacecraft attitude, destabilization of the 
spacecraft, or even damage of the tanks themselves, as per [1]. Although no accurate mathematical 
models of fuel sloshing exist, given the complex fluid dynamics to be considered, flexible and 
pendular models may be employed to estimate its effects. Deng et al. [2] and Liu et al. [3] provide 
good examples of this, investigating fuel slosh models as well as coupling between fuel sloshing and 
flexibility effects. The latter is particularly important, as for cases in which the natural frequencies of 
flexible effects and fuel sloshing are close, both effects might be mutually enhanced. Despite recent 
advances in electric propulsion, fuel sloshing remains an important challenge to precise pointing, 
especially when fast maneuvers are required, and particularly when large fuel tanks are employed. 

1.2.2 Challenges in Agile Spacecraft 

Although the dynamic effects described above need to be considered for most spacecraft, they 
present a greater challenge for those in which agility is a key requirement. Where a typical spacecraft 
might keep a fixed or slowly varying orientation while covering a certain ground track, agile 
spacecraft will perform quick maneuvers aiming to maximize their swath angle. For this purpose, 
they are often equipped with high torque reaction wheels or control moment gyroscopes (CMGs) as 
actuators, allowing for controlled motion at a higher rate than typical reaction wheels. Examples of 
agile spacecraft include optical and radar Earth observation satellites such as Pléiades B, SPOT 6/7, 
and the TerraSAR-X and TanDEM-X missions. 

Given their characteristics, agile spacecraft are particularly impacted by two dynamic effects: 
flexibility effects and fuel sloshing. Since maneuvers are performed in a quick succession, often with 
a large amplitude, oscillations due to fuel sloshing may not recede, but become severe enough as to 
destabilize the spacecraft. Flexible parts are often reduced by design, but rarely eliminated: the 
TerraSAR satellite, shown in Figure 1, incorporates solar panels on the central, rigid body, but still 
requires a communications boom with an antenna. Vibrations induced in flexible parts by the 
spacecraft motion, and their corresponding impact on attitude, become greater and more significant 
under agility conditions.   

1.2.3 The Case for Flexible Effects 

The relative importance of dynamic effects depends, mainly, on how often and to which extent they 
affect the behavior of the spacecraft. For the case of agile spacecraft, thermal effects and 
deployment shock place low on this hierarchy. Deployment dynamics will only appear at the 
beginning of the mission and may be quelled with existing control mechanisms. Thermal effects, 
although relevant, affect mainly long booms, which are usually avoided by design, and may cause 
structural vibrations when the same orientation with respect to the Sun is kept for long periods of 
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time, which will rarely be the case for a fast maneuvering satellite. Fuel sloshing and flexibility 
effects, on the other hand, do pose serious concerns for spacecraft operations. The problem of fuel 
sloshing might lose its importance in the near future, once new forms of propulsion are explored; the 
same cannot be said of flexibility effects, as booms, sails, solar arrays and membranes will likely be 
part of spacecraft configurations for the foreseeable future.  

Two other key factors lean the focus of this work towards flexibility effects. Firstly, all dynamic 
effects are often coupled with and enhanced by flexibility effects, as it has been seen for fuel sloshing 
and deployment dynamics. Secondly, the modeling of flexibilities, especially simple flexible 
deformation models such as bending and torsion of beams, is the first step in modeling complex 
harmonic motion for other dynamic effects. Thermoelastic and fuel sloshing models are heavily 
based on the modal analysis techniques employed to describe flexible motion; the notions of natural 
frequencies and modal shapes are used to characterize oscillations and to detect possible couplings 
between dynamic effects. Placing the spotlight on flexibility effects, therefore, sets the bases for the 
modeling of all the dynamic effects described above.  This notion is supported by existing literature 
[4] [5] [1] in which models for flexible motion are provided as the foundation for the modeling of 
most perturbations affecting the rigid body motion of the spacecraft. 

1.3 State of the Art 

While simultaneous estimation of spacecraft behavior and parameters including flexibility effects in 
the dynamic model does not seem to have been explored in literature, works on estimation of 
flexible parameters are abundant, and numerous examples exist of state estimation for rigid 
spacecraft. A thorough overview of estimation literature is provided in chapter 3. Typical methods 
rely on linearization of the rigid body spacecraft model for state estimation through Kalman filters, 
and ground testing of flexible parts to estimate flexible parameters from the frequency response 
measured by accelerometers and strain gauges. When parameter estimation for a rigid spacecraft is 
performed, parameters are assumed to remain constant in time throughout the mission. 

The departure point for this thesis have been four previous master theses carried out at Airbus 
Defence & Space in Friedrichshafen. P. Burkart’s Closed Loop Control of a Satellite Demonstrator with 
Flexible Structures [6] and B. Gäßler’s Extension of Attitude Controller for Agile Spacecraft with 
Flexible Modes [7] are the main references for the derivation of the dynamic model. P. Dhole’s 
System Identification of a Ground-Based Three-Axis Spacecraft Simulator [8] and E. Krantz’s 
Experiment Design for System Identification on Satellite Hardware Demonstrator [9] provide 
references for parameter estimation techniques. Krantz’s approach to state and parameter 
estimation using an unscented Kalman filter is used as the base to build the corresponding 
estimators including flexibility effects. 

1.4 Thesis Objectives 

On general grounds, and under the more general topic of system identification for dynamic effects 
on a spacecraft, the following thesis objectives are defined: 

• Literature research on dynamic effects and system identification. Selection of a given 
dynamic effect to be modeled and added to the dynamic equations. 
 

• Identification of parameters of interest, both for rigid body motion and for the 
characterization of the chosen dynamic effect. 
 

• Development of an estimation procedure for the state of the spacecraft, including the 
variables describing the dynamic effect, and said parameters. 

Once the first objective was attained and flexibility effects are selected as the dynamic effect to be 
considered, the following concrete objectives could be detailed: 
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• Development of a simplified model for flexible effects in spacecraft and inclusion of said 
model in the dynamic equations governing spacecraft motion. 
 

• Design and implementation of an algorithm for state estimation of a spacecraft with 
flexibility effects. 
 

• Design and implementation of an estimation algorithm for estimation of rigid and flexible 
parameters. Comparison of different parameter estimation methods and their applications. 
 

• Extension of the SysID-Toolbox through the implementation of the estimation algorithms as 
readily available library blocks. 

All these objectives are considered and eventually fulfilled during the elaboration of the thesis. A 
brief overview on the key findings related to each of them is provided in chapter 6. 

1.5 Thesis Outline 

This thesis is structured in six chapters. The first and current chapter has been devoted to providing 
the motivation, concept, state of the art, and general problem presentation. Of the remaining, 
chapters 2 to 5 present the theoretical background, implementation, and results of the estimation 
procedures, and are structured in the same way, with a brief theoretical background followed by its 
application to the problem. More specifically, the topics covered in each chapter are the following: 

• Chapter 2: Spacecraft dynamic model: This chapter is devoted to the modeling of flexible 
motion, the derivation of the dynamic equations governing the motion of a rigid spacecraft, 
and the development of a general dynamic model introducing flexibility effects. The 
transformation of this dynamic model to a form suitable for estimation is then detailed, 
along with the verification of the transformed model against the original, and the 
simplifications performed on the equations of motion to obtain their final form. 

• Chapter 3: State and parameter estimation: This chapter begins with a complete literature 
review on system identification for spacecraft and for flexible parameters, in which the 
suitability of different estimation tools for the given problem is discussed. This is followed by 
the basics of estimation for nonlinear systems, including some comments on nonlinear 
observability; unscented Kalman filter theory; and a discussion on parameter estimation. It 
then presents the application of these concepts to the estimation of the states and 
parameters in the dynamic model derived in the previous chapter, including the observability 
tests and filter implementations, as well as the differences between the dual and joint state-
parameter estimation approaches. 

• Chapter 4: Estimation results: Devoted mainly to presenting the results of the estimation 
algorithms developed in chapter 3, it includes a brief theoretical section detailing the metrics 
used to assess filter performance and prior hypotheses for the behavior of each filter. It then 
shows results for all the estimators developed, compares the performance of the different 
approaches, and discusses the challenges encountered during the estimation process. 

• Chapter 5: Filter tuning and model extension: With the aim of improving the estimation 
results shown in the previous chapter, the probable causes of estimation errors are 
discussed, along with a literature review of common methods employed to adjust the 
process noise and process noise covariance values in the estimation. The application of five 
of these methods to the current problem is presented, along with their results, challenges, 
and future possibilities. 

• Chapter 6: Conclusions and outlook: As the final addition to this thesis, chapter 6 summarizes 
the main methods employed during this work as well as the main findings, and provides 
some insight into future lines of work, with extensions to both the dynamic and estimation 
models and possible applications to real world scenarios. 
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2 
Spacecraft dynamic model 

Spacecraft dynamic model 

2.1 Theoretical Background 

2.1.1 Spacecraft Dynamics 

Two approaches to dynamics modeling for multiple body problems exist: the Newton-Euler 
approach, based on a straightforward application of Newton’s laws of motion and Euler’s 
momentum-angular velocity relation, and the Lagrange approach, based on a form of energy 
conservation. Although the latter is commonly employed to describe flexible dynamics, in this work 
the Newton-Euler approach is used, as it provides a more intuitive description of the system’s 
acceleration in terms of the applied forces and torques. Two reference frames are used: a generic 
inertial frame, {I}, and a body-fixed or spacecraft frame, {S}, rotating with the angular velocity of the 
spacecraft. The dynamic equations for a spacecraft in the Newton-Euler framework consist of three 
translational equations relating the linear acceleration, a, to the forces F applied on the spacecraft, 
and three rotational equations relating the angular acceleration, �̇�, to the applied torques and 
spacecraft angular momentum, as: 

 

[
𝐚S

I

�̇�S
I

S

] =  [
(𝑚s)

−1 ∙  𝐅S
I

(JS)
−1 ∙ ( 𝛕s − [ 𝛚S]S

I X ∙ (JS ∙ 𝛚SS
I )) S

I
] 

( 2.1 ) 

 
where the scalar variables relating the inputs and corresponding accelerations are the mass of the 
spacecraft, m, in the translational case, and its moment of inertia J, in the rotational equation. These 
dynamic equations may be complemented by a kinetic equation, typically in terms of the quaternion, 
describing the attitude of the spacecraft; this work focuses, however, purely on spacecraft dynamics. 

2.1.2 Flexible Body Dynamics 

Flexibility effects on spacecraft may appear in several ways. While it is usually safe to consider the 
central body of the spacecraft as a rigid body, flexible appendages -such as booms, solar arrays, solar 
sails, membranes, etc.- are often attached to it. This work treats the simple case of booms, i.e. low 
gain antennas or instrument booms, which are modeled as beams under the Euler-Bernoulli beam 
theory. This is a simplified elastic model that considers no plastic or shear deformation, among other 
assumptions; it is commonly employed in structural analysis, and it provides a straightforward 
idealization of the behavior of flexible parts. Within this framework, the unforced unidirectional 
flexural deflection of a beam w(x,t) along its longitudinal dimension x may be expressed through the 
fourth-order equation 

 
𝜕4𝑤(𝑥, 𝑡)

∂𝑥4
 +  

𝜌𝐴

𝐸𝐼
∙
∂2𝑤(𝑥, 𝑡)

∂𝑡2
  =  0  

( 2.2 ) 

 
where ρ is the mass density, E the Young Modulus, A the cross-sectional area and I the cross-
sectional second moment of area of the beam. This expression may be solved through modal 
analysis, a decomposition technique in which the dynamic behavior of the beam is modeled as the 
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superposition of its natural mode shapes, each of which is associated to a given natural frequency. 
The deflection is split into two independent components, with spatial and temporal dependencies 
respectively, such that: 

𝑤(𝑥, 𝑡)  =  𝜙(x) 𝜂(t) ( 2.3 ) 

 
where φ(x) describes the fixed modal shapes of the beam and η(t) is the time-varying modal 
coordinate. The dynamic equations are only concerned with the modal coordinate, as the modal 
shapes are time-invariant and determined by the geometric and material properties as well as the 
boundary conditions of the beam. Although models for lateral bending and torsion exist, this work is 
only concerned with pure bending of beams, with extensions to more complex flexible models 
presented as an outlook. 

2.2 Problem Statement and Implementation 

2.2.1 Assumed Spacecraft Model 

The spacecraft model chosen for this work corresponds to the simplest possible configuration for a 
spacecraft with flexibility effects, and consists of a rigid central body with a flexible boom attached. 
The mass of the main body is much larger than that of the flexible appendage, which allows for the 
elimination of constraint forces from the dynamic equations; and the appendage has such geometric 
and material characteristics that it can be modeled as an Euler-Bernoulli beam in pure bending. The 
boom is assumed to have a continuous, homogeneous mass distribution and no point masses are 
included in the model.  
 

Y

XZ

y(x,t)

 

Figure 2: Schematic spacecraft model. 

Figure 2 shows the configuration of the assumed spacecraft model. The beam is cantilevered to the 
rigid body, with its longitudinal axis oriented along the z-axis of the spacecraft reference frame. The x 
and y axes of the appendage frame are in the same plane as those of the spacecraft frame, but 
rotated 45º with respect to the latter. This different in orientation becomes apparent when the 
response of the flexible appendage to a step torque input about one of the spacecraft axes is 
analyzed, and is taken into account to maximize the excitation of the appendage in the input design 
(section 4.2.2). For coherence purposes, when developing the dynamic model, all spacecraft 
parameters that require so, including the moment of inertia and center of mass position of both rigid 
and flexible bodies, are expressed in the spacecraft reference frame. The mass and geometry 
parameters of the assumed spacecraft are adapted from those of INTREPID, a hardware simulator for 
spacecraft behavior developed by Airbus Defence&Space in Friedrichshafen. The design process and 
characteristics of the flexible appendage included in this simulator are described in detail in [6]. 
Although it does not strictly correspond to the ideal beam model required in Euler-Bernoulli theory, 
it can be modeled as such without a significant loss of information for the current standards.  
 
The actuators employed to govern INTREPID’s motion are four control moment gyroscopes (CMGs), 
which consist each of a rotating wheel mounted on a moving gimbal. Torque is applied to the 
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spacecraft by modifying the gimbal angle or wheel angular velocity of a given CMG. Given their 
applications in high rate maneuvers for agile spacecraft, CMGs are also considered the default 
actuator in the assumed spacecraft model. Regarding the spacecraft dynamic model, the addition of 
the CMGs accounts for the control torque component in the dynamic equations and introduces a 
new gyroscopic component proportional to the total angular momentum of the CMG array, hcmg. A 
detailed characterization of the CMG array employed in INTREPID is presented in [8] and [9]. 

2.2.2 Complete Dynamic Equations 

2.2.2.1 Equations for a Rigid Spacecraft with a Flexible Beam in Pure Bending 

When a flexibility model based on ( 2.2 ) and ( 2.3 ) is added to the dynamic equations, both the 
translational and rotational equations are expanded to account for flexibility effects. Most 
importantly, both sets of equations become coupled, with flexible motion introducing translational 
terms in the rotational equations and vice-versa. An additional group of equations is incorporated to 
the dynamic model relating the modal accelerations, �̈�, to the modal coordinates and velocities, as 
well as the linear and angular accelerations. Then the dynamic equations for a rigid spacecraft with 
Nap flexible appendages modeled as Euler-Bernoulli beams become: 
 

𝐚SS
I = −(𝑚𝑆I3x3)

−1 ∙ 

{ 𝐅S,ext − αT
S
I ∙ �̇�𝐒S

I − [ 𝛚SS
I ]

×
∙ (αT ∙ 𝛚SS

I + 2 ∙ 𝐋transS
I ∙ �̇�(𝑡)) − LtransS

I ∙ �̈�(𝑡)} 
( 2.4 ) 

 
for translational dynamics, 
 

�̇�SS
I = (JS)

−1 ∙ { 𝛕S,ext S
I − �̇�cmgS

I − α ∙ 𝐚S − S
I [ 𝛚SS

I ]
×

∙ (JS ∙ 𝛚SS
I + LrotS

I ∙ �̇�(𝑡) + 𝐡cmgS
I )

− 𝐋rot ∙ �̈�S
I (𝑡)} 

( 2.5 ) 

 
for rotational dynamics, and 
 

�̈�(𝑡) =  −Ke ∙ 𝛈(𝑡) − De ∙ �̇�(𝑡) − LT
transS

I ∙ 𝐚SS
I − LT

rotS
I ∙ �̇�SS

I  ( 2.6 ) 

 
for flexible dynamics. Here α is a matrix describing the position of the center of mass of the system in 
the spacecraft reference frame, given for a set of appendages ap by 
 

α = 𝑚S[ 𝐑𝐆S(CoG,0)]S
I × + ∑ (𝑚ap,i ∙ [ 𝐑𝐆ap,i(CoG,0)]S

I × + [ Lap,transS
I ∙ 𝛈ap(𝑡)]

×
)

𝑁𝑎𝑝

i=1

 ( 2.7 ) 

 
where the first term corresponds to the rigid body center of mass and the second to those of the 
flexible appendages, split in their “rigid” or time-invariant component and their time-varying 
component due to flexible deformation. Each flexible equation corresponds to a bending mode; 
stiffness matrix Ke and bending matrix De contain natural frequency and damping terms, and the 
modal participation factors Ltrans and Lrot describe the amount of mass of the flexible appendages that 
participates in each flexible mode. 
 
This form of the equations shows well the coupling existing between the translational, rotational, 
and flexible components of the motion. In a spacecraft such as the model considered, where all 
external inputs are applied in the form of control torques from the actuators, it is the rotational 
component of the motion which excites oscillations in the flexible appendages. These, in turn, induce 
changes in the rotational and translational components. The magnitude of these changes and their 
relevance for the dynamic modeling will depend on the characteristics of each spacecraft and 
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mission. For the given case, flexibility effects can be readily observed on the linear and angular 
velocities of the model spacecraft even when a small external torque (i.e. 1N) is applied. It can be 

observed that the control terms are already included in the dynamic equations, in the terms 𝐡cmgS
I  –

the angular momentum of the CMG array- and �̇�cmgS
I , the total control torque provided by this array. 

 
The total number of equations in the system is 6+(Nap x Nf), being Nap the number of flexible 
appendages considered. Although the flexibility equations do not provide a direct expression for the 
deflection in the appendages, this can be obtained by reverting the modal transformation and 
multiplying the resulting modal coordinates by the corresponding set of normalized modal shapes. A 
complete derivation of the dynamic equations may be found in [6]. 

2.2.2.2 State-space Form of the Dynamic Equations 

While the form of the equations shown in ( 2.4 ) to ( 2.6 ) can be and is typically used to calculate the 
dynamic response of the system to a given input, the estimation process requires that the 
mathematical model be rearranged in state space form, which for a nonlinear system is: 
 

�̇� = 𝐟(𝐱, 𝐮) 
𝐲 = 𝐠(𝐱, 𝐮) 

( 2.8 ) 

 
where x is the state vector, u is the input vector, f is the state function or state transition model, and 
g is the observation function or observation model. The expression for the derivatives of the state 
variables, �̇� = 𝐟(𝐱, 𝐮), must be obtained as a reformulation of the dynamic model, while the 
observation function will be established a posteriori depending on the availability of measurements 
for spacecraft variables. For the given set of equations, the state vector is formed by the linear 
velocities, the angular velocities, the modal coordinate, and the modal velocity; the derivative of the 
state vector contains the linear accelerations, the angular accelerations, the modal velocity, and the 
modal acceleration; and the input vector is formed by the CMG angular momentum, the CMG control 
torque, the external disturbance torques and the external disturbance forces, such that: 
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 ( 2.9 ) 

 
where x, y, z refer to the axes of the spacecraft reference frame with respect to which all variables 
and parameters are expressed. In addition to the time-varying state variables and inputs, the motion 
is also characterized by the spacecraft parameters, which can be broadly divided in two groups: rigid 
parameters, including the mass of the system, center of mass position, and moment of inertia; and 
flexible parameters, consisting of the modal frequencies, damping coefficients, and modal 
participation factors of the flexibilities. Rigid parameters affect mainly the angular velocity of the 
system, while flexible parameters affect the modal velocity and modal coordinate and, therefore, the 
linear velocity of the spacecraft as well. 
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For the purposes of this analysis, the number of modes chosen to represent the flexibility motion 
must be finite and limited according to computational constraints. In most systems, roughly 85% of 
the flexibility effects are accounted for within the first two modes, that is, the two lower frequency 
modes, among which the importance of the first mode largely outweighs that of the second. For this 
reason, only the first mode of the flexible appendage is considered in the dynamic model of the 
system. Consequently, there exist a total of eight state equations, and the parameter vector, θ, is: 
 

𝛉 = [𝑚𝑆, 𝐼𝑥 , 𝐼𝑦, 𝐼𝑧, 𝐼𝑥𝑦, 𝐼𝑥𝑧, 𝐼𝑦𝑧, 𝑅𝐶𝑜𝐺,0,𝑥, 𝑅𝐶𝑜𝐺,0,𝑦, 𝑅𝐶𝑜𝐺,0,𝑧, 𝜁, 𝑘𝑓 , 𝐿𝑡𝑥, 𝐿𝑡𝑦, 𝐿𝑡𝑧, 𝐿𝑟𝑥 , 𝐿𝑟𝑦, 𝐿𝑟𝑧] 

 
where all the flexible parameters correspond to the first bending mode of the appendage. Given the 
coupling of the dynamic equations, it is not possible to transform them to state space form manually; 
MATLAB®’s symbolic toolbox is used instead to provide an analytic solution. 

2.2.2.3 Versions of the Final Dynamic Equations 

Since the manipulation of the dynamic equations is limited by the computational power available, for 
this and other purposes, several simplifications are performed concerning the inputs. Assuming an 
ideal spacecraft environment, all external forces are neglected, and the angular momentum of the 
CMG array is assumed to be compensated for by a feed-forward path in the control loop, which 
ensures that it can safely be eliminated from the equations. The remaining inputs concern only 
torque terms, both from the CMG array (control torques) and from other external sources 
(disturbance torques); both are expressed in the general applied torque term τ, with components τx, 
τy, τz. The general form of the equations in state space configuration becomes, then: 
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 ( 2.10 ) 

 
 where the equation for the modal velocity is an auxiliary equation required for the time integration 
of the modal coordinate. The form of each state function fi is, for a state variable xi: 
 
𝑥�̇� = 𝑐1𝜔𝑥

2 + 𝑐2𝜔𝑦
2 + 𝑐3𝜔𝑧

2 + 𝑐4𝜔𝑥𝜔𝑦 + 𝑐5𝜔𝑥𝜔𝑧 + 𝑐6𝜔𝑦𝜔𝑧 + 𝑐7𝜔𝑥�̇� + 𝑐8𝜔𝑦�̇� + 𝑐9𝜔𝑧�̇�

+ 𝑐10�̇� + 𝑐11𝜏𝑥 + 𝑐12𝜏𝑦 + 𝑐13𝜏𝑧 + ∑ 𝑑𝑘𝜂𝑘

𝐾

𝑘=0

 
( 2.11 ) 

 
where all coefficients ck are a polynomial in the modal coordinate, η, whose order varies between 1 
and 19 for every term: 
 

𝑐𝑖 =  ∑ 𝑏𝑛𝜂𝑛

𝑁

𝑛=0

 ( 2.12 ) 

 
Once expanded, the state space equations prove too complex to be processed comfortably within 
the computational power available, much less to be used in the state estimation algorithms. Since 
this complexity arises mainly from the polynomial terms in η multiplying the remaining state 
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variables, and these from the contribution of the flexible deformation to the position of the center of 
mass of the system (last term in the α matrix, as per ( 2.7 )), it is straightforward to downsize the 
equations to a manageable form by reducing to some extent or neglecting this contribution. This 
leads to four different versions of the dynamic equations in state space form: 
 

• Complete form, as shown in ( 2.11 ), taking into account the rigid and flexible contributions 
to the system’s center of mass. This version is employed for observability computations but 
could not be used in the estimation algorithm. Execution of routines using this form of the 
equations is frequently hindered or prevented by memory availability and time constraints. 

• Low-order form: the contribution of flexible deformation to the center of mass position is 
included up to a given power of η and disregarded for higher order terms. 

• No-offset form: the contribution of flexible deformation to the position of the center of mass 
is completely neglected, with the coefficients in ( 2.11 ) becoming constant and independent 
of all state variables and inputs. Depending on the application, use of this form rather than 
the complete state space equations reduces the computational time required for data 
generation by a factor of 103. For this reason, the no-offset form is employed throughout the 
estimation process, with more complex forms reserved for future applications counting on a 
higher computational power. 

2.2.3 Verification of the Dynamic Model 

In order to ensure that the state space equations corresponded to the actual dynamics of the system, 
and no information is lost in the transformation, they must be compared against a set of ground 
truth data generated from a reliable dynamic model. A previous verification model developed by 
Burkart [6] using the in-house tool DYCEMO (DYnamique CEllulaire et MOdulaire) as a ground truth 
generator is employed for this purpose. While a direct comparison against DYCEMO-generated data 
would have been more straightforward, Burkart’s model is based on the same assumptions that are 
considered for the derivation of the complete form of the state space equations. These include, for 
example, neglecting constraint forces, or adjusting the modeling of flexibilities to a pure bending 
idealization. By using this simplified model, it is ensured that the verification of the state space 
equations serves only as a mean to verify the transformation to state space form, and that any 
differences between the original and state space forms are due to the transformation step itself, and 
not to modeling inaccuracies. 

 

Figure 3: Disturbance torque applied during the verification process. 

To generate data for the verification, Simulink models are built for each form of the state space 
equations described above. The same torque input is applied to all models, consisting of three 



22 2. Spacecraft dynamic model  

 

separated 1Nm steps, each along one axis, as shown in Figure 3. The derivatives of the state variables 
are integrated at every step using Simulink’s fixed step fourth order Runge Kutta solver (ode4), with a 
sampling time of 0.05s, chosen in the ground truth model to coincide with the sampling time 
employed in hardware simulations performed with INTREPID [6]. Simulations are run over 150s of 
virtual time, and provide data for the eight state variables. 

 

Figure 4: Linear velocity in the x-axis for the original and state space form of the dynamic equations. 

Figure 4 and Figure 5 show the comparison between the data generated by the ground truth model 
and that obtained from the equations in state space form for the linear velocity and modal 
coordinate, respectively, as well as the difference between the two datasets. As expected, the curves 
are virtually identical. The difference between both models is in the order of 10-15 for all linear 
velocities, 10-14 for the modal coordinate and modal velocity, and 10-13 for the angular velocities. 
Given that MATLAB®’s minimum error is eps = 2.2204 x 10-16, these slight differences can be 
attributed to accumulation of numerical errors; they are, in any case, several orders of magnitude 
smaller than the actual values of the state variables, in the range of 10-5 m/s -for the linear velocities- 
to 10-2 rad/s for the angular rate. The state space form of the dynamic equations, then, can be 
accepted as equal to the original form presented in ( 2.4 ). 

 

Figure 5: Modal coordinate for the original and state space form of the dynamic equations. 
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Figure 6 and Figure 7 show the comparison between the data generated with the complete 
equations -including flexible effects in the center of mass position- and those computed with the no-
offset form. The simplification in the center of mass position affects the state variables in different 
ways. The difference between both approaches is in the order of 10-5 for all variables: this does not 
have a visible impact on the angular velocities, on the order of 10-1, or on the modal coordinate and 
velocity, in the order of 10-3. However, it is in the same order of magnitude as the three linear 
velocities, which are, therefore, the only state variables affected significantly by the simplification. It 
can be observed in Figure 7 that disregarding flexible effects in the position of the CoG results in 
underestimating the true values of the linear velocities, as could be expected. Depending on the 
application, this dynamic model might or might not be acceptable. However, due to its advantages 
regarding computational speed, it is employed to develop and test the estimation algorithms. 

 

Figure 6: Angular velocity in the x-axis with and without the flexible contribution to the position of the CoG. 

 

 

Figure 7: Linear velocity in the z-axis with and without the flexible contribution to the position of the CoG. 
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Lastly, the lower-order form of the equations is compared to their complete form in Figure 8. The 
data presented here are generated by keeping only second order terms in the modal coordinate in 
the coefficients of the state function. It can be seen that the inclusion of these terms provides a 
much better approximation to the complete form than that obtained by disregarding them 
altogether, with errors in the y-component of the linear velocity in the order of 10-19. This lower-
order form could be employed in estimation algorithms as a computationally lower cost version of 
the complete form, which still accounts for some flexible effects in the center of mass position  while 
still allowing for manipulation within the computational power available.  

 

Figure 8: Linear velocity in the y-axis for the complete and lower-order forms. 
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3 
State and parameter estimation 

State and parameter estimation  

3.1 Theoretical Background 

3.1.1 Literature Review on System Identification 

A brief overview of the techniques commonly employed in spacecraft state and parameter 
estimation is shown in Figure 9. They can be divided in two broad groups, namely: time domain and 
frequency domain methods. The former are based on grey-box models, while the latter often employ 
black-box models as well. State estimation for spacecraft is performed in time domain, typically with 
rigid spacecraft models; estimation of flexible parameters is almost exclusively performed in the 
frequency domain, and often requires additional sensors to measure the acceleration and 
deformation of flexible parts. 
 

 

Figure 9: Common system identification techniques for spacecraft and flexible parts. 

The problem of parameter estimation for flexible components is particularly well studied for 
structural applications in civil engineering and aeroelastic analysis of aircraft, but examples of 
spacecraft applications exist as well, as evidenced by Harris [10], Wei [11], Wong [12], and Clapp [13]. 
The treatment of flexible parts, however, is often reduced to reliance on the mechanical model for 
some of the flexible parameters -such as the modal participation factors- and on-ground frequency 
testing for others. Typically, flexible parts undergo vibration tests in which a forced vibration is 
induced, by means of a shaker, on the flexible structure, whose response is recorded by strain gauges 
and accelerometers distributed on its surface. To avoid overtesting of non-disposable components, 
the mechanical model is usually employed to calculate the expected natural frequencies through 
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modal analysis and notching is applied at the corresponding forcing frequencies to prevent 
resonance; ground tests then act as a “double-check” on analytical calculations. While this method is 
straightforward at providing values for the natural frequencies, it does not shed light on the 
corresponding damping coefficients; these must be estimated from the frequency response 
according to the assumed damping model. Examples of this flexible parameter estimation are 
present in literature; to name a few, in Wei et al. [14], Cavallo et al. [15], Harris and Kakad [10], Lim 
et al. [16], Yuan [17], Juang [18], and Wang [19]. Several of these works employ frequency domain 
decomposition (FDD) as an additional tool, when inputs are uncertain or unknown, and fitting 
methods for the frequency response include least squares, maximum likelihood estimation, subspace 
methods, and neural networks.  

Although frequency testing methods may be used successfully for a number of applications, they are 
not optimal for flexible parts installed on spacecraft for several reasons. First of all, the configuration 
employed in ground testing is often not equal to that in orbit: sensors and instruments to be installed 
on booms will act as point masses along the beam, modifying its mass distribution, mode shapes, and 
natural frequencies; any joints will provide additional damping. Secondly, the assumption that 
flexible parameters on ground will be equal to those in orbit is not valid, since the differences 
between the tropospheric and low-Earth orbit environments are sufficient to alter the behavior of 
flexible structures. Lastly, it is known that the parameters of flexible parts, being a function of the 
material properties, will change accordingly if the parts are degraded or otherwise affected during 
the mission. Wertz [1] mentions the impact of gravity gradient on flexible parts as modifying their 
rigidity and provides an overview of how some of the dynamic effects mentioned in section 1.2.1 
interact with flexible components, leading to a complex behavior for which ground testing results are 
not reliable. The importance of these contributions depends on each spacecraft and mission. 
Nevertheless, a method for in-orbit estimation would provide valuable information on the 
differences between on-ground and in-orbit flexible behavior. 

Attempts at in-orbit estimation of flexible parameters employing only measurements already 
available onboard a spacecraft are presented by Wong [12] for the Galileo spacecraft and, more 
recently, by Clapp et al. [13], for the GOES-R spacecraft series. Wong employs a grey-box model for 
the flexible components, designing a transfer function including the natural frequencies and damping 
coefficients of the system which is then fitted to the power spectral density of the angular velocity 
data measured by on-board gyroscopes. Clapp et al., on the other hand, rely on a black-box model by 
using least squares methods to estimate the coefficients of a 140th order transfer function relating 
the angular velocity of the spacecraft about each axis to the angle of the solar wing attached to it. 

Time domain methods can be broadly divided in state, parameter, and state-parameter estimation 
methods. State estimation for spacecraft with flexible components has not been researched in 
depth, and not many works on the matter are available; those who exist assume the parameters of 
the flexible parts to be constant in time, often deriving them from ground tests or mechanical 
models. Li [20]employs a subspace algorithm –based on a similar concept to that of the ERA- for a 
spacecraft with one degree of freedom in rotation and one flexible mode, modeled as a linear, time-
invariant system. Sabatini et al. [21] and Trigolo et al. [22] both estimate the attitude, angular 
velocity, and modal coordinate for a spacecraft model consisting of a rigid hub, with one degree of 
freedom in rotation, and an Euler-Bernoulli beam. The system is assumed to be linear and time-
invariant and a simple Kalman filter is employed to estimate its states. In the case of [21], a camera is 
set up to track the deformation of the flexible appendage as an additional measurement, due to 
observability concerns.  
 
Simple approaches to state estimation for rigid spacecraft typically rely on offline estimation, after 
the desired data has been recorded, and are based on sequential least squares or maximum 
likelihood estimation (MLE) methods. For applications requiring a higher precision or online 
estimation -with the estimation algorithm running in parallel to data generation, as would be 
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required, for example, if the state estimator are a part of the control system- Kalman filters with a 
varying degree of complexity are often used. The linear, time-invariant form of the Kalman filter is 
employed when linearization of the dynamic model is possible or acceptable, which is not often the 
case. Two nonlinear forms -the extended Kalman filter (EKF) and the unscented Kalman filter (UKF)- 
appear in literature, with the former being much more commonly used. Examples of EKF 
implementations for state estimation in spacecraft appear in [23], while Wan and van der Merwe 
[24] and Julier [25] provide detailed descriptions of the UKF, and its application to spacecraft attitude 
estimation is shown in Crassidis [23]. A third form of the nonlinear Kalman filters, the IEKF, refers to 
the iterated extended Kalman filter, which improves the performance of the extended Kalman filter 
by iterating over every step. 
 
Dhole [8] performs parameter estimation for the INTREPID satellite simulator at Airbus Defence & 
Space, modeled as a rigid body. Through a sensitivity analysis based on the Sobol’s indices method 
[26], the moments of inertia of the spacecraft are selected as the most significant parameters in the 
system, followed by the center of mass offset with respect to the origin of the body-fixed reference 
frame. Least squares, constrained least squares, and maximum likelihood methods are applied to 
obtain estimates for these parameters, while the measured state of the spacecraft is assumed to 
correspond to the true state. This is a refinement of the approach found in Wertz [27], where least 
squares methods are employed to estimate the moments of inertia of the Galileo spacecraft. 
Warnings against measurement noise in state data are issued on both works, which recommend 
performing simultaneous state and parameter estimation to reduce errors. This has been 
implemented, for a rigid spacecraft, in several works. Kornienko et al. [28] employ an unscented 
Kalman filter to estimate the attitude, angular velocity, moments of inertia, and center of mass offset 
of a given spacecraft. Krantz [9] elaborates on this approach by performing online estimation of the 
attitude, angular velocity, moments of inertia, and center of mass offset of the INTREPID spacecraft 
simulator. 
 
Flexible parameter estimation is not common in the time domain. Two system identification 
methods, the eigensystem realization algorithm (ERA) and the observer-Kalman identification (OKID), 
are employed by Senba and Furuya [29] and Ding et al. [30], respectively. Both are output-only 
methods for linear, time-invariant systems whose core principle is to obtain a state space model 
from the impulse response of the system. 
 
Despite the abundance of works presented here regarding flexible parameter estimation, and the 
modest number concerned with state estimation for the spacecraft as a rigid body, research on time-
domain state-parameter estimation for spacecraft with flexible parts is still scarce. Existing works rely 
on heavy simplification of flexible body models as well as additional sensors, usually strain gauges 
and accelerometers, in similar configurations to those employed in vibration testing. This work aims 
to expand on the existing estimation algorithms for rigid spacecraft [9] [28] to include flexible states 
and parameters in the estimation while relying only on existing measurements, i.e. telemetry data on 
attitude, angular velocity, and acceleration of the spacecraft. 

3.1.2 Observability in Nonlinear Systems 

The concept of observability refers to the possibility of estimating the state variables from the 
available measurements under the given state and observation models. For linear systems in state 
space form, global observability may be tested through simple manipulation of the state matrices. In 
the nonlinear case, however, this process is significantly more complex. For most nonlinear systems 
it is not possible to prove global observability and the analysis must be restricted to weak 
observability, a notion sometimes referred to as local observability and discussed by Adamy [31], 
Hermann and Krener [32], and Anguelova [33]. Adamy [31] defines weak observability as the fact 
that any initial state in the system can be determined and distinguished from its neighbors, rather 
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than from any other state in the system, from the knowledge of the available measurements and 
inputs. Weakly observable systems may be globally observable, and global observability implies weak 
observability. Tests for weak observability of nonlinear systems are based on the Lie derivatives of 
the observation function g(x,u) along the state function f(x,u) of the system, defined as 

  

𝐿𝑓𝐠(𝐱, 𝐮) =  
𝜕𝐠(𝐱, 𝐮)

𝜕𝐱
∙ 𝐟(𝐱, 𝐮) + 

𝜕𝐠(𝐱, 𝐮)

𝜕𝐮
∙ �̇� ( 3.1 ) 

 
when there exists an input dependency in the system. Subsequent Lie derivatives are built by 
substituting the observation function g(x,u) by the previous Lie derivative, 
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𝑘−1𝐠(𝐱, 𝐮)

𝜕𝐮𝑖
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𝑘−1
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Then the nonlinear system can be proved to be weakly observable when the rank of the Jacobian 
built from these Lie derivatives is equal to the number of variables in the state vector. For a multi-
input, multi-output system (MIMO) with n state variables and r outputs, the observability Jacobian 
has the form: 

J𝑜𝑏𝑠 = 

[
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where 𝐿𝑓
0𝐠𝐢(𝐱, 𝐮) = 𝐠𝐢(𝐱, 𝐮), and r is the length of the vector of observation models. The system is 

weakly observable if 𝑟𝑎𝑛𝑘(J𝑜𝑏𝑠) = 𝑛. If that is not the case, then one or several states in the system 
are not observable; it is possible to determine which by removing the corresponding column in the 
observability Jacobian and examining the changes in its rank. While there is no limit to the number of 
Lie derivatives that may be included in the observability Jacobian, each new derivative increases the 
computational power required  
 
It must be kept in mind that the observability of nonlinear systems, unlike those of linear systems, is 
always dependent on the control inputs. While systems might be tested for observability for a range 
of inputs within the control envelope, it is often not feasible to test for all possible inputs. Hence the 
notion of weak local observability for nonlinear systems, which emphasizes the need to ensure that 
the system states are indeed observable under the desired set of inputs with the available 
measurements. Systems can often be expressed as a combination of observable and unobservable 
components, and applications of this method -i.e. modeling the unobservable components from a 
perturbation approach- can be found in control and estimation literature [34].  

3.1.3 The Unscented Kalman Filter for Nonlinear Systems 

The unscented Kalman filter is a recursive estimator belonging to the group of Kalman filters, which 
are used in dynamic systems to filter out sensor noise and estimate unmeasured variables. Kalman 
filters are based on a prediction-correction principle shown in Figure 10. At the beginning of the 
estimation, the filter is initialized to known or estimated values of the system’s state and state 
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covariance. At every time step, a prediction of the system’s state is generated from its previous state 
and state covariance and its known dynamic model. This generates the predicted or a priori state 
estimate for time step k, 𝑥𝑘

−. In the correction step, measured data is incorporated to the estimation 
and a filter gain -the Kalman gain- is computed from the difference between the predicted and 
measured state variables and their corresponding covariances. The Kalman gain is then used to 
correct the predictions and generate the corrected or a posteriori state estimate, 𝑥𝑘

+, and state 

covariance, �̂�𝑥𝑥𝑘

+
. During the whole procedure, the state vector is assumed to be a Gaussian random 

variable (GRV), which greatly simplifies the estimation process.  
 

 

Figure 10: Kalman filter concept. 

The standard form of the Kalman filter is applicable only to linear systems; two main extensions to 
nonlinear systems, the extended Kalman filter (EKF) and the unscented Kalman filter (UKF), exist. The 
EKF is the most commonly used: it is based on a first-order linearization of the nonlinear model 
through a Taylor expansion, to be employed in the prediction step. Despite being the estimator 
traditionally employed for nonlinear systems, this linearization introduces an error component that 
may significantly affect the performance of the estimator, even leading to filter divergence in highly 
nonlinear systems. Higher-order and iterated forms of the EKF exist [35]; however, the 
improvements in estimation that they provide are drawn back by the consequent increase in 
computational time and power required. 

An alternative to the EKF is given by the UKF, which provides a derivative-free solution to estimation 
problems for nonlinear systems. Unlike the EKF, it does not require linearization of the system at any 
point, but rather follows the principle that “it’s easier to approximate a probability distribution than 
to approximate the nonlinear system” [25]. The UKF is based on the unscented transform (UT), a 
technique to calculate the statistics of a random variable undergoing a nonlinear transformation. The 
principle of the UT is to compute a number of points, termed sigma points, distributed about the 
given random variable so that they perfectly represent its true mean and covariance. When these 
points are propagated through the corresponding nonlinear transformation, the mean and 
covariance of the transformed random variable can be computed from the weighted statistical 
properties of the transformed points. The UT is accurate to the third order for all nonlinearities when 
the input is Gaussian, and provides a significant reduction in computational time compared to other 
sampling methods: it only requires 2L + 1 points for a variable of length L, compared to the 
thousands of samples in the Monte Carlo methods used in particle filters.  

Calculation of the sigma points requires three scaling parameters to be defined: α, β, and κ. For given 
values of these parameters, the 2L + 1 sigma points for a random variable of length L are computed 
as: 

Χ0 = �̅� 

Χi = �̅� + (√(𝐿 + 𝜆)Px)
𝑖
,      𝑖 = 1,… , 𝐿 

Χi = �̅� − (√(𝐿 + 𝜆)Px)
𝑖−𝐿

,      𝑖 = 𝐿 + 1,… , 2𝐿 

𝜆 = 𝛼2(𝐿 + 𝜅) − 𝐿 

( 3.4 ) 

 

Where the (√(𝐿 + 𝜆)P𝑥)𝑖
 terms refer to the ith column of the matrix square root, usually computed 

through a Cholesky factorization. The mean and covariance of the transformed variable are then 
obtained from the weighted mean and covariance of the transformed sigma points, Υ, through:  
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The mean and covariance weights (Wm and Wc) are computed from the scaling parameters and the 
length of the random variable. Uncertainty in the system is represented in two ways, namely process 
and measurement noise. Measurement noise vM refers to noise or uncertainty in measured data, 
from sensor noise or bias, digital noise, corrupted data, etc.; it is included in the observation model. 
Process noise w is added to the state transition model, and refers to all other sources in uncertainty 
in the system. Throughout chapters 3 and 4 of this work, they are both assumed to be Gaussian, 
white, centered, and additive, with process and measurement noise covariances Q and R. 
 
The complete algorithm of the unscented Kalman filter is shown in Figure 11. The corresponding 
equations are presented under the same structure in Figure 12, considering process and 
measurement noise to be purely additive. When, as is often the case, it is not possible to apply this 
simplification, then the process and measurement noise must be included in the estimation: w and 
vM are appended to the state vector, and the state covariance is augmented with the Q and R 
matrices. Then the prior estimate of the state is built from the propagated sigma points for the state 
and process noise through the state function, and the prior estimate of the measurements is built by 
applying the observation model to the propagated state sigma points and the measurement noise 
sigma points. Because of the significant increase in computational cost -the state vector now has 
length 3L, which leads to 6L + 1 rather than 2L + 1 sigma points-, it is useful to employ the additive 
noise approach as a first approximation to the nonlinear estimation problem. The complete 
equations for the case of non-additive noise are presented in [24]. 
 

 

Figure 11: Algorithm for the unscented Kalman filter. 

Research on the comparative performance of the EKF and UKF is abundant; examples have been 
presented by Wan and van der Merwe [24] [36]. Applications of the UKF to spacecraft attitude 
estimation have been discussed by Crassidis and Markley [23], Kornienko et. al [28], and Krantz [9]. 
Overall, the UKF yields a superior performance to that of the EKF, while requiring approximately the 
same computational power and time. For highly nonlinear systems, as is the case in spacecraft, and 
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particularly in spacecraft with flexible parts, the unscented Kalman filter is expected to reduce 
considerably the estimation errors, due mainly to the linearization step in the EKF. In addition, the 
elimination of this linearization step implies that the state and observation functions f and h no 
longer need to be first-order differentiable to be used in the estimation. 
 

 

Figure 12: Equations for the UKF with additive process and measurement noise. 

3.1.4 Parameter Estimation with Kalman Filters 

The estimation algorithms discussed in the previous section have been presented as methods for 
state estimation; parameter estimation, however, may be performed through slight modifications of 
the same techniques. The distinction between state and parameters depends on each system and 
may be thin in some cases. It is generally understood that parameters are constant during the 
estimation process, or time-varying on a larger scale than that of the state variables. While the state 
of the system refers to its behavior at a given instant in time, its parameters are its properties or 
characteristics -i.e. material properties in a physical dynamic system- driving this behavior. 
 
For constant parameters θ, a state space formulation may be adopted on which to apply the 
previously described Kalman filters, 
 

𝛉k+1 = 𝛉k + 𝐫k 
𝐝k = 𝐠(𝐱k, 𝛉k) + 𝐞k 

( 3.6 ) 

 
where the measurements dk are nonlinear observations computed from the observation model g, a 
function of both state and parameters, e is the observation error, and r, taking the place of the 
process noise w, acts as an innovation component driving the parameter estimation. The observation 
noise covariance, Re, may be disregarded or set to a given mean squared error cost, depending on 
the given application.  The innovation covariance, Rr, is adjusted to incorporate or discard a larger 
amount of previous data in the estimation; the larger the value of Rr the faster older data is 
discarded [24]. When this state space form and Kalman filters are employed in the estimation, 
absolute convergence is reached when the parameter covariance -and thus also the Kalman gain- is 
driven to zero. 
 
The algorithm for parameter estimation using the unscented Kalman filter, assuming that the true 
state of the system is known, is very similar to that for the state estimation shown in Figure 11 and 
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Figure 12, with the particularity that the time update of the parameter vector is straightforward, 
without the need for propagation through the nonlinear state function f. Figure 13 shows the 
structure of a UKF applied to parameter estimation in this context.  
 

 

Figure 13: Parameter estimation through the UKF. 

 When not the true state, but rather an estimate of the state, is available, parameter estimation must 
be integrated into the state estimation, and both must be performed simultaneously. There are two 
main forms for this type of estimation: joint, in which the parameter vector is appended to the state 
vector and only the standard form of state estimation is performed, and dual, in which a separate 
parameter filter is built from the concept explained above and ran in parallel to the state estimation. 
In the first approach, only the output vector y of the state estimation is used as a measurement, 
while in the second the parameter estimation may be performed by employing either y or the 
estimated state itself as the measurement vector d. Joint state-parameter estimation is detailed by 
Krantz [9], while dual state-parameter estimation has been treated by Wan, Nelson, and van der 
Merwe in [37] and [38]. Both will be discussed in more detail in the following sections. 

3.2 Problem Statement and Implementation 

3.2.1 The Flexibility Effects Estimation Problem 

The dynamic equations describing the motion of a spacecraft with a single flexible appendage, 
modeled as a cantilevered Euler-Bernoulli beam in pure bending, are transformed to their state 
space form in section 2.2.2.2. The state of the spacecraft is described by its linear and angular 
velocity, as well as the modal coordinate and modal velocity of the flexible appendage; the 
parameters include those already found in rigid body dynamics -moments of inertia and position of 
the center of mass in the body-fixed reference frame-, as well as those characterizing flexible motion: 
the natural frequency, damping ratio, and modal participation factors of the first bending mode. The 
estimation process may, then, be defined in terms of three targets: 

• State estimation: estimation of the three linear velocities, three angular velocities, modal 
coordinate, and modal velocity from the response of the system to a given control input in 
terms of external torques. As one of the main objectives of this work is to estimate the 
behavior of the flexible appendage only from the already available measurements -i.e. from 
the on-board IMU and accelerometers- and without any additional sensors on the flexible 
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parts, the linear velocity and angular velocity of the spacecraft are set as the only 
measurements to be used during the estimation process. This implies that six of the eight 
variables in the state vector are measured directly, while estimation of the modal coordinate 
and derivative relies on that of the velocities. For this reason, and after the equations are 
rearranged in state space form, an observability test is the first step in the state estimation. 
Further observability tests would be required for every additional bending mode included in 
the estimation, which would augment the state vector by two variables. 
 

• Rigid body parameter estimation: the two sets of parameters included in this category are, in 
fact, time-varying in the same time scale as the modal coordinate, as both the moments of 
inertia and center of mass position of the spacecraft are affected by the configuration of the 
flexible appendage. For cases in which the mass and dimensions of a beam-like appendage 
are much smaller than that of the central, rigid part of the spacecraft, as it has been assumed 
in this work, and when the deformations are small, the changes in moment of inertia due to 
the deformation of the flexible appendage can be neglected; care should be exerted in the 
case of larger or heavier flexible bodies. As for the position of the center of mass with 
respect to the origin of the body-fixed reference frame, as mentioned in section 2.2.2.2, 
could be treated either as a state variable or as a time-varying parameter, but is disregarded 
during the estimation process due to its lower impact as well as to the existing limitations in 
computational power. In the sensitivity analysis performed by Dhole [8] for a similar test 
case, the moments of inertia of the system are stated to be the driving parameters of rigid 
body spacecraft motion. All six components of the inertia tensor are considered for the 
estimation, given that the principal axis of inertia of the system does not coincide with those 
of the body-fixed reference frame, and thus the products of inertia are not null. 
 

• Flexible parameter estimation: all parameters governing the motion of the flexible 
appendage are considered in this step, with priority given to the natural frequency and 
damping ratio of the first bending mode. The simplifications performed on the state 
equations raised some concerns about the observability of some of these parameters, 
particularly the damping ratio, given its scarce significance for spacecraft motion compared 
to that of the moments of inertia or first eigenfrequency. Additional reasons for caution are 
given by the order of magnitude of the flexible parameters, significantly lower -particularly, 
again, for the damping ratio, in the order of 10-3- than that of the moments of inertia of the 
spacecraft. 

 

Figure 14: Tasks in the estimation process. 

 

Because only the linear and angular velocity measurements are available for all steps of the 
estimation, observability tests are performed before proceeding to the estimation of each of these 
targets. A summary of the estimation process is shown in Figure 14. 
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As the state vector is available only as an estimate itself, parameter estimation cannot be performed 
independently from true state measurements and is conducted simultaneously with the state 
estimation. Both joint and dual approaches of state-parameter estimation are implemented and 
compared. All estimation methods in this work are based on the unscented Kalman filter, as will be 
detailed in sections 3.3.3 to 3.3.5. 

3.2.2 Observability Check 

3.2.2.1 Observability for State Estimation 

The first observability check aims to prove that the values of the modal coordinate and modal 
velocity of the flexible appendage can, in fact, be estimated by taking measurements only of the 
linear and angular velocities of the spacecraft. In order to do so, the nonlinear observability test 
based on the Lie derivatives of the system is implemented as described in section 3.2.2.3. As Lie 
derivatives are not implemented as a standard MATLAB® function, the first step is to build a 
dedicated function which accepted as input the function to be derived -be it the observation model, 
for the first set of derivatives, or the Lie derivatives themselves in subsequent iterations-, the state 
function along which to derive, the set of state variables, and the corresponding inputs, and which 
yielded the Lie derivative of the function as per stated in equation ( 3.2 ).  

Figure 15 shows the algorithm employed to compute automatically all the required Lie derivatives L, 
up to a given number nL, for a system with m observed outputs. The state function, observation 
function, state vector, and input vector are supplied at the beginning of the process; Lie derivatives 
are computed for each function in the observation model, after which the function to be evaluated is 
set to the previous Lie derivative. For the purposes of the observability check, Lie derivatives and the 
Jacobian itself are initially computed assuming nonzero values in all possible inputs -angular 
momentum of the CMG array, control and disturbance torques, and external forces- and for two sets 
of state space equations: the complete form, containing all flexible effects in the center of mass 
position, and the no offset form, which neglected them completely. The only input with a nonzero 
derivative is assumed to be the CMG angular momentum, whose derivative is the CMG control 
torque. 

 

Figure 15: Algorithm for the computation of Lie derivatives. 

The Jacobian is built from the derivatives of the observation model and the first set of Lie derivatives 
with respect to all the state variables, forming a 12x8 matrix. As the observation model is linear, 
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g(𝒙, 𝒖) =

[
 
 
 
 
 
1 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0
0 0 1 0 0 0 0 0
0 0 0 1 0 0 0 0
0 0 0 0 1 0 0 0
0 0 0 0 0 1 0 0]

 
 
 
 
 

 ( 3.7 ) 

 
the observability Jacobian can be built as 
 

J𝑜𝑏𝑠 =
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The observability Jacobian is built and tested for the rank condition for the set of equations with no 
center of mass offset and all inputs, as well as for the complete form of the equations with external 
torques as the only input, given that a full test of the complete form of the equations with all inputs 
is not possible due to computational limitations. A first, coarse, grid search procedure for 
observability tests is also carried out by setting each of the inputs to zero and checking the rank 
condition for the no-offset form of the equations.  
 

 

Figure 16: Algorithm for observability tests. 

All observability tests are performed first analytically, using MATLAB®’s Symbolic Math toolbox. 
Since, after these computations, no unobservable conditions are found, the system is assumed to be 
at least weakly observable, proving that the modal coordinate and modal velocity of the first bending 
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mode of the flexible appendage could, in fact, be estimated from measurements of the linear and 
angular velocities alone. However, because of the role of external inputs in the observability of 
nonlinear systems, it is necessary to perform an observability test as exhaustive as possible, to 
ensure that no unobservable conditions are encountered during estimation. This is implemented as 
shown in Figure 16. 
 
The system is tested first analytically, for purely symbolic values of state variables, parameters, and 
inputs; if the first rank test fails, it will be unobservable, and additional measurements or a different 
system configuration will have to be considered for the estimation to be possible. If, on the contrary, 
the rank test is successful, the next step will be to substitute in the numerical values for a given set of 
inputs, and to test again the rank condition for the new Jacobian. If this observability test fails, the 
system is deemed unobservable for that given set of inputs, which are recorded to avoid being 
employed later in the control profile for estimation. As a final check, the rank condition is tested after 
the numerical values for the nominal parameters of the system -moments of inertia and flexible 
parameters- are substituted in. This triple check system is meant to ensure that no unobservable 
conditions are mistakenly registered as observable due to computing errors or unaccounted 
dependencies. The no-offset state equations are tested for a total number of input sets 𝑁𝑡𝑜𝑡 = 6 ∙
106; the range for every input is chosen according to typical values for INTREPID and for real 
spacecraft, and includes zero values for all of them. No unobservable conditions are found during the 
state observability tests. This does not guarantee that all possible inputs will lead to an observable 
system, but determines observability for a range of inputs to be employed in the estimation input 
profile. 

3.2.2.2 Observability for Parameter Estimation 

The observability tests for the parameter estimation cannot be performed independently, as 
parameter estimation is intrinsically linked to the state estimation. Instead, tests are conducted on 
augmented versions of the state vector; first, for the state variables and moments of inertia, and 
later for the state variables and the complete set of parameters. Because the augmented state leads 
to an observability Jacobian of increased dimensions, and therefore to the need for further Lie 
derivatives, computational time is significantly larger when parameters are included in the 
observability test. Due to this reason, the extensive tests conducted for state estimation cannot be 
repeated for state-parameter estimation, and a very moderate number of input sets, in the order of 
10, can be tested numerically. To complement these limited results, the state equations are 
inspected to examine the relations between state variables and parameters, and to determine 
whether there exists a risk of unobservability for some parameters. While most of them -all of the 
components of the inertia tensor, as well as all the modal participation factors- are highly coupled 
with most, if not all, of the state variables, two of the flexible parameters -the natural frequency and 
damping ratio of the first elastic mode- raise some concerns. The first eigenfrequency appears twice 
in each state equation, except in the auxiliary equation for the modal coordinate; the damping ratio, 
only once. The terms in which they can be found are those given by the stiffness and damping 

matrices in the modal acceleration equation; 2𝜁𝑘𝑓�̇� and 𝑘𝑓
2𝜂. The fact that the damping ratio, two 

orders of magnitude smaller than the next smallest parameter, appears only multiplying the modal 
velocity, leads to doubts concerning its observability. In the analytical observability check for the 
augmented system, containing all states and parameters, all the parameters are proven to be at least 
weakly, locally observable when testing the observability matrix built from the first two Lie 
derivatives; the damping ratio, however, requires a third Lie derivative to fulfill the observability 
condition. These results seem to indicate that the observability of the damping ratio is weaker than 
that of the other parameters, but proven, nonetheless. 

Although an analytical observability test cannot be performed purely for the parameter estimation 
based on the state measurements -i.e. as would be the case in the dual UKF configuration-, given 
that the observation function relating the output to the state in the parameter filter would be the 
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state filter itself, numerical tests can still be performed. Despite not being an optimal testing method 
-as possible unobservable conditions could yield false positives in the rank test due to numerical 
error-, it is still useful as an insight into the behavior of the system. Similarly to the last step in the 
observability tests for state estimation, a number of possible values for state variables are 
substituted in the state-parameter observability Jacobian along with the inputs. The purpose of this 
is, especially, to see if any of the parameters will become unobservable for certain values of the state 
variables, as it would be the case with the damping coefficient and null values of the modal velocity. 
This does yield a general unobservable case -none of the parameters would be observable if all of the 
state variables and inputs were simultaneously zero-, the expected case for the damping ratio, and 
its equivalent for the natural frequency, which would become unobservable if both the modal 
coordinate and modal velocity were zero at the same instant. While caution could be advised for the 
case of the damping ratio, the general unobservable cases are deemed unlikely, since not only the 
control inputs, but the introduction of noise into the system, would prevent the existence of 
completely null state and input vectors. 

3.2.3 State Estimation 

The results of the observability test indicate that it is indeed possible to estimate the set of eight 
state variables from measurements of the linear and angular velocities for a wide range of inputs. For 
estimation purposes, the state equations are transformed to their simple form, with no flexible 
effects on the position of the center of mass, and the input is restricted to external torques. Since a 
set of parameters -mass of the system, moments of inertia, and flexible parameters- must be 
substituted in the equations for numerical results to be found, the nominal parameters are set equal 
to those of the INTREPID hardware simulation. The constant component of the center of mass 
position, being in the order of 10-14, is neglected in favor of speed. The resulting system in state space 
form is: 
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𝑓1(𝜔𝑥, 𝜔𝑦, 𝜔𝑧, 𝜂, �̇�)
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where each state function fi had the form described in ( 2.11 ), bi are constants computed from the 
parameters of the system, and the state equations can be separated into a component depending 
purely on the state and another depending purely on the inputs. 
 
The unscented Kalman filter for state estimation is implemented as a Simulink model for the UKF 
algorithm shown in Figure 11 and Figure 12 and given the name UFFE, unscented filter for flexibility 
effects. For testing purposes, the estimator is run only on data generated from a simulation based on 
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the same state space model, which also disregarded both the offset between the center of mass and 
the origin of the spacecraft reference frame and the influence of flexible effects on the center of 
mass position. This enables the estimator to be tested in a controlled environment, in which most of 
the parameters in the system can be known. 
 

 

Figure 17: UFFE implementation and related functions. 

The implementation of the UFFE algorithm and its associated functions are shown schematically in 
Figure 17. Inputs shown in violet are those considered “fixed” and independent of user choices: 
these are the ground truth model, the control inputs employed to generate it, and the measurement 
noise covariance matrix R. In order to generate noisy measurements, i.e. from spacecraft sensors, 
white noise is added to the ground truth model through Simulink’s band-limited white noise block, 
which takes as parameters user-defined noise power and sampling time and returns noise values at 
every time step. This block employs a random number generator which samples values from a 
normal distribution 𝒩(0,1) multiplied by the square root of the given noise power over the sampling 
time. The last operation, included to approximate the resulting noise to true white noise for 
continuous systems, is compensated by multiplying the noise signal times the square root of the 
sampling time, rendering the resulting measurement noise dependent only on the noise power. The 
white measurement noise component can be added directly to the measured state variables in the 
ground truth model, and the measurement noise covariance R can be set equal to the noise power 
specified.  
 
The remaining inputs shown in light blue correspond to parameters unknown to the user, some of 
which must be tuned or set according to recommended values at the beginning of the estimation 
process. These include the filter scaling parameters α, β, and κ, governing the spread and distribution 
of the sigma points; the process noise covariance Q; the noisy measurements, which are not fully 
defined by the measurement noise covariance as some uncertainty in the noise computation is 
expected; and the model parameters, namely, the start, stop, and sampling times of the model.  The 
latter are always set to coincide with the start, stop, and sampling times of the data contained in the 
ground truth model, as a larger sampling time would affect the performance of the estimator, while 
the scaling parameters are kept at the values typically recommended by literature throughout the 
estimation process. The process noise covariance, Q, is the main parameter requiring adjustments; as 
it represents the uncertainty introduced in the estimation from all sources other than measurement 
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noise, it cannot be derived from an analytical model, and has to be manually adjusted by iterating 
over several estimations of the same truth model, a process that will be described from now on as 
tuning the filter. 
 
The estimator itself, shown in the figure as the dashed box labeled UFFE, is based on three function 
blocks, which does not strictly represent the initialization-prediction-correction steps; for a faster 
compilation of the Simulink model, the prediction step is split among the three blocks. The first 
function block computes the sigma points about the previous state estimate, yielding a matrix with 
2L + 1 columns, each containing a sample of the state vector. This sigma point matrix is sent to the 
next function block, performing the sigma points propagation, where the state sigma points, along 
with the known control inputs, are run through the nonlinear dynamic equations and integrated over 
a timestep; the measurement sigma points are calculated through the measurement model, that is 
to say, by extracting the values of the sigma points for linear and angular velocity directly from the 
propagated matrix. The time integration is performed through a simple Euler scheme: the first 
derivatives of the states are computed from the state functions, multiplied by the corresponding 
time step, and added to the previous value of the state variables. Finally, the 8 x 2L + 1 matrix of 
propagated state sigma points and the 6 x 2L + 1 matrix of measurement sigma points are sent to the 
last function block, which completes the prediction step and performed the Kalman update. There, 
the weights Wm and Wc are computed and used to obtain the prior state and state covariance 
estimates from the weighted statistical moments of the state sigma points; the process noise 
covariance Q is included in the prior estimate of the state covariance as part of its time update. The 
measurement covariance, including the measurement noise covariance, is computed from the 
measurement sigma points and the observations in the truth model; together with the state-
measurement noise covariance, it is employed to calculate the Kalman gain matrix. Finally, the 
posterior state and state covariance estimates are obtained by correcting the prior estimates 
through the difference between true and estimated measurements and the Kalman gain, and their 
values are fed back to the first function block to be used at the beginning of the next filter step. The 
two UFFE outputs, the state estimate at every time step and the corresponding diagonal values in the 
state covariance matrix, are gathered in a structure along with the time information vector and 
exported as the outputs of the Simulink model. 

On a higher level, the estimation process is governed by three external functions, corresponding, as 
shown in Figure 17, to the initialization, execution, and visualization of the results of the estimation 
algorithm. The initialization is run before the start of the estimation process: it establishes initial 
values for the state and state covariance estimates and sets the filter’s parameters for its complete 
duration; no parameters may be modified during the execution of the Simulink model. The execution 
function loads the desired truth model, adds white measurement noise to the observed variables, 
sets the time parameters of the Simulink model to coincide with those of the truth model, runs the 
UFFE estimation algorithm, and yields as an output the state and state covariance estimates. Lastly, 
the visualization function gathers all results and generates plots for all estimated variables against 
their true values, as well as their estimation errors and corresponding 3σ – bounds, computed from 
the estimated state covariance. This same structure is employed, with slight modifications, for all the 
estimation algorithms developed during this work. 

3.2.4 Joint State and Parameter Estimation 

The first method for simultaneous state and parameter estimation is based on the exact same 
estimation process shown in Figure 17, with the key difference that the parameters are estimated as 
part of the state vector: a parameter vector θ containing the desired number of parameters Npar is 
appended to the state vector, and, since the parameters are considered constant during the time of 
the estimation, all of their derivatives are set to zero. The parameters are not affected by external 
inputs, but add one more dependency to the seven main equations of the state derivatives. The 
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observation model remains unchanged, with the linear velocity and angular velocity of the spacecraft 
as the only measurements available. 
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The working principle of the joint state-parameter estimation is shown in Figure 18. The prior and 
posterior estimates of the state and parameters are computed simultaneously, and the state and 
parameter estimation are completely coupled: the parameter estimation is driven not only by the 
process noise covariance, but also by the estimated covariance of the augmented state; the state 
estimation is affected by the parameter estimation as both are employed to compute the Kalman 
gain. The two estimations cannot be separated, and the number of sigma points required is increased 
by twice the length of the parameter vector.  
 

 

Figure 18: Joint state-parameter Kalman filter concept. 

Joint estimation for the spacecraft as a rigid body had already been implemented by Krantz [9], and is 
expanded here to encompass flexible parameters and the behavior of the flexible appendage. All 
joint state-parameter filters are implemented under the general denomination of UFFE-J (unscented 
filter for flexibility effects – joint configuration), of which the following versions exist: 

• UFFE-JR (rigid), containing the spacecraft state and rigid parameters (moments and products 
of inertia), with a 14x1 augmented state vector: 

𝐱 = [𝑣𝑥 , 𝑣𝑦, 𝑣𝑧, 𝜔𝑥 , 𝜔𝑦, ωz, 𝜂, �̇�, 𝐼𝑥 , 𝐼𝑦, 𝐼𝑧, 𝐼𝑥𝑦, 𝐼𝑥𝑧, 𝐼𝑦𝑧] 

• UFFE-JF (flexible), containing the spacecraft state and all rigid and flexible parameters: 
moments and products of inertia, first eigenfrequency and associated damping ratio, and 
translational and rotational modal participation factors of the first bending mode, with 22x1 
state vector: 

𝐱 = [𝑣𝑥, 𝑣𝑦, 𝑣𝑧, 𝜔𝑥 , 𝜔𝑦, 𝜔𝑧, 𝜂, �̇�, 𝐼𝑥, 𝐼𝑦, 𝐼𝑧, 𝐼𝑥𝑦, 𝐼𝑥𝑧, 𝐼𝑦𝑧, 𝜁, 𝑘𝑓 , 𝐿𝑡𝑥, 𝐿𝑡𝑦, 𝐿𝑡𝑧, 𝐿𝑟𝑥 , 𝐿𝑟𝑦, 𝐿𝑟𝑧] 
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Two versions of the UFFE-JF are created: the UFFE-JF1, containing only the moments of 
inertia, damping ratio, and first eigenfrequency; and the UFFE-JF2, employing the complete 
state-parameter vector. A third version of the UFFE-JF which excludes the damping ratio 
from the estimation is employed to examine the sensibility of the estimator to this variable. 

• UFFE-JM (modal), containing the spacecraft state and only the modal participation factors of 
the first bending mode, with 14x1 state vector: 

𝐱 = [𝑣𝑥, 𝑣𝑦, 𝑣𝑧, 𝜔𝑥, 𝜔𝑦, 𝜔𝑧, 𝜂, �̇�, 𝐿𝑡𝑥, 𝐿𝑡𝑦, 𝐿𝑡𝑧, 𝐿𝑟𝑥 , 𝐿𝑟𝑦, 𝐿𝑟𝑧] 

 
The creation of differentiated filters for the rigid and flexible parameters serves a dual purpose: 
filter tuning can be performed at a smaller scale, and it allows for parameters varying on very 
different time scales and orders of magnitude to be estimated independently. When not all 
parameters are estimated at the same time, their nominal values are substituted into the 
propagation equations for the state variables. Prior to the implementation of these estimators, a 
version of the UFFE-J limited to the rigid body equations, without flexibility effects, is tested as 
an estimator of angular velocities and moments of inertia for the spacecraft without a flexible 
appendage, with similar results to those of Krantz [9]. 

3.2.5 Dual State and Parameter Estimation 

A different approach to state-parameter estimation is provided by the dual configuration of the 
state-parameter UKF, implemented in this work as UFFE-D (dual). Unlike in the joint configuration, 
the state and parameter estimations are uncoupled for the duration of each time step, with an 
independent parallel filter running in parallel to the state filter. Estimates from each filter 
complement each other; the posterior estimate of the parameters from time step k is substituted 
into the propagation equations of the state filter as true parameter values at time step k+1, and the 
posterior estimate of the state filter at time step k is used as the true measurement vector for the 
correction step of the parameter filter in the same time step. The working principle of dual state-
parameter estimation is shown in Figure 19.  

 

 

Figure 19: Dual state-parameter Kalman filter concept.  

The estimation sequence in the dual configuration is as follows: first, the time update for the state 
and state covariance of the parameter filter is performed. The prior estimate of the parameters at 
time step k is equal to the posterior estimate at step k-1, as they are considered to be constant in 
time; the parameter covariance is updated by the given parameter process noise covariance Qθ. 
These updated parameters are substituted in the state filter as the nominal parameter values 
employed for the propagation of the state through the nonlinear dynamic equations in the prediction 
step. The state filter is then run on its entirety, with the complete predicted state estimate corrected 
for the true measurements of linear and angular velocity. Simultaneously, the measurement 
estimate for the parameters, corresponding to the complete state, is computed from the parameter 
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sigma points, which are built, unlike in the state estimation, from the prior estimates of the 
parameters and parameter covariance, and propagated through the nonlinear state equations. 
Finally, the posterior estimate of the state is sent to the parameter filter, acting as the vector of true 
measurements; the posterior estimate of the state covariance is taken as measurement noise, and 
the posterior estimates of the parameters and parameter covariance are computed in the Kalman 
update step of the parameter filter. It is important to know that, although sigma points are 
propagated through the nonlinear state equations in both the state and parameter filters, those two 
steps are not the same; the state filter propagates the state sigma points with fixed parameters, and 
the parameter filter uses the parameter sigma points to perform different propagations of the same 
fixed initial state -the posterior estimate of the state vector from the previous time step. 
 
Several variations of the dual state-parameter estimation exist. In some cases, the measurement 
vector used in the parameter filter is not the posterior, but the prior estimate of the state vector; in 
others, it is the measurement vector itself, as used in the state filter. Both of these approaches are 
implemented in addition to the one presented here, but the best results are found through the 
method described above, which is chosen as definitive. The main challenge in the dual state-
parameter filter arises from the selection of the parameter process noise covariance, Qθ, which, 
rather than accounting for uncertainty, is the driving component of the parameter estimation; 
solutions are discussed in chapters 4 and 5. A more detailed discussion of the dual estimator 
algorithm can be found in Wan and van der Merwe [37] and Wan et al. [38]. 
 

 

Figure 20: Implementation of UFFE-D and related functions. 

The differences between the implementation of the simple state filter (UFFE) and state-parameter 
filter in the joint configuration (UFFE-J) with that of UFFE-D can be observed in Figure 20. While the 
main changes correspond to the filter itself and have been described in previous paragraphs, the 
initialization and visualization functions had to undergo modifications as well, due to the additional 
inputs and outputs. A significant advantage of the dual filter is that the state and parameter filters 
can be configured independently: different scaling parameters may be chosen for each. The 
parameter process noise or innovation covariance, as well as initial values for the parameters and 
their estimated covariance, must be specified along with those for the state filter. A thorough 
discussion of the parameter filter setup is provided in chapters 4 and 5. For tuning purposes, the 
relative independence of the state and parameter filters enables the same filter parameters that 
have been tuned in the simple state estimation to be employed, with only slight modifications, in the 
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UFFE-D algorithm. This differentiation between filters presents clear uses for real-world applications 
as well: rather than performing a continuous, simultaneous estimation of the state and parameters 
of the system, as in the joint configuration, the parameter filter may be deactivated at will at any 
moment, with the last parameter estimate employed as the nominal set of parameters within the 
state filter for as long as necessary. This is particularly useful for applications in which computational 
power is limited and parameters are constant or time-varying on a very large scale relative to the 
states, as could be the case in a spacecraft whose moment of inertia and flexible parameters varied 
as a result of fuel depletion or changes in configuration or material properties. The state filter could, 
then, be employed to run continuously, estimating the velocity of the spacecraft and behavior of its 
flexible appendage, with the parameter filter activated at key points during the mission -i.e. in LEOP, 
at given time intervals, or after specific maneuvers or changes in configuration- to update the true 
parameter values in the dynamic equations. 
 

As with UFFE-J, three versions of the UFFE-D estimator are implemented. The state filter is identical 
in all of them and contained all eight state variables, with slightly different configurations for the 
parameter filters. Parameters not included in the estimation are set to their nominal values in the 
propagation equations. 

• UFFE-DR (rigid): estimating only the rigid parameters (moments and products of inertia), 
with parameter vector 

𝛉 = [𝐼𝑥, 𝐼𝑦, 𝐼𝑧, 𝐼𝑥𝑦, 𝐼𝑥𝑧, 𝐼𝑦𝑧] 

• UFFE-DF (flexible): estimating both sets of parameters, rigid and flexible. Two versions, one 
of them including the damping ratio in the estimation and the other resorting to its nominal 
value, are implemented. The general parameter vector is: 

𝛉 = [𝐼𝑥, 𝐼𝑦, 𝐼𝑧, 𝐼𝑥𝑦, 𝐼𝑥𝑧, 𝐼𝑦𝑧, 𝜁, 𝑘𝑓 , 𝐿𝑡𝑥, 𝐿𝑡𝑦, 𝐿𝑡𝑧, 𝐿𝑟𝑥 , 𝐿𝑟𝑦, 𝐿𝑟𝑧] 

• UFFE-DS (split): in this estimator, the parameter vector is split in two and two differentiated 
parameter filters are created, one for the rigid parameters with parameter vector as in 
UFFE-DR, and another only for the flexible parameters, containing the damping ratio , 
eigenfrequency, and modal participation factors, with parameter vectors: 
 

𝛉𝟏 = [𝐼𝑥, 𝐼𝑦, 𝐼𝑧, 𝐼𝑥𝑦, 𝐼𝑥𝑧, 𝐼𝑦𝑧] 

𝛉𝟐 = [𝜁, 𝑘𝑓 , 𝐿𝑡𝑥 , 𝐿𝑡𝑦, 𝐿𝑡𝑧, 𝐿𝑟𝑥 , 𝐿𝑟𝑦, 𝐿𝑟𝑧] 

 
 Both employ the posterior state estimate as measurement vector, and the estimates from 
each parameter filter are substituted in the propagation equations for each other as well as 
in the state filter. The purpose of this parameter filter separation is to be able to tune each 
filter independently, as a significant difference exists between the order of magnitude of the 
moments of inertia and that of most flexible parameters.  

Results for the three estimation algorithms presented here (UFFE, UFFE-J, UFFE-D) are shown and 
discussed in the following chapter, while a further discussion on tuning strategies can be found in 
chapter 5. 
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4 
Estimation results 

Estimation results 

4.1 Theoretical Background 

4.1.1 Metrics for Filter Performance Assessment 

The absolute estimation error is the most straightforward metric employed to assess the 
performance of an estimator. It is computed as the difference between the true and estimated 
values for the estimated variables, and logically requires the ground truth model to be available. For 
a random variable xi in the state vector, the absolute estimation error is 

𝜖𝑥𝑖
= 𝑥𝑖 − 𝑥𝑖  ( 4.1 ) 

For a well-tuned Kalman filter, the error should correspond to white, Gaussian noise with zero mean. 
A non-centered error indicates an estimation bias, which could be due to tuning problems, 
observability considerations, or poor dynamic modeling or estimator design. The absolute estimation 
error is usually complemented by the 3σ bounds, computed from the square root of the diagonal 
terms in the estimated state covariance (σ). The ±3σ bounds are added to the mean of the 
estimation error, which should be contained within the bounds for at least -approximately- 90% of 
the data points. As time increases, the estimated covariance, and thus the 3σ bounds, are expected 
to converge to a constant value fitting the amplitude of the estimation error. During the estimation 
process in this work, the estimation error and 3σ bounds are employed as a direct way of assessing 
the performance of the filters and adjusting the process noise covariance Q through simple rules: if 
the estimation error is not contained within the bounds, the amount of noise in the system is not 
properly assessed, and the process noise covariance for the corresponding variable should be 
increased. The opposite is true if the fit of the bounds to the estimation errors is too loose: the 
estimation could be improved by reducing the amount of process noise assumed for the system. Due 
to its simplicity, this is the main method employed for manual tuning of the estimators. 
 
The normalized estimation error squared (NEES) is a metric for estimator performance based on the 
absolute estimation error squared and weighted by the estimated state covariance, which can be 
computed, when the ground truth model is available, as: 
 

𝜖𝑁𝐸𝐸𝑆 = 𝛜𝐱
𝐓Pxx

−1𝛜𝐱 ( 4.2 ) 

 
This metric is used for batch and offline automatic tuning approaches to ensure minimization of both 
the estimation error and the state covariance. The normalized innovation squared (NIS) is employed 
when the ground truth error is not available. Rather than on the absolute estimation error, it is based 
on the innovations, defined as the difference between the true measurements and the predicted 
measurements computed from the prior state estimate and the observation model. The innovations 
covariance is included in the error computation as: 

𝜖𝑁𝐼𝑆 = (�̂� − 𝐲true)
TPinnov

−1 (�̂� − 𝐲true) ( 4.3 ) 
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4.1.2 Filter Consistency 

The performance of an estimator is usually described in terms of consistency; a consistent estimator 
will provide estimates that converge in probability to the truth model with time. In practice, three 
conditions for a Kalman filter to be consistent are provided by Chen et al. [39]: the expectation of the 
absolute estimation error should be zero, the estimator should be efficient -unbiased and satisfying 
the lower bound in covariance given by the Cramer-Rao inequality-, and the innovations should 
correspond to white Gaussian noise. If all parameters in the system are perfectly known, including 
the dynamic and observation models and the process and measurement noise covariance matrices, 
then the filter will theoretically be consistent; in real applications, however, this is rarely true. 
Consistency, or approximate consistency, must be assessed throughout the estimation process, and 
tunable parameters in the estimator adjusted accordingly.  

In addition to the simple inspections carried out during the manual tuning process, based on the 
analysis of the ±3σ bounds and estimation error as well as autocorrelation tests on the innovations, 
there are several methods described in literature to test the consistency of a Kalman filter. Crassidis 
[35] and Chen et al. [39] mention chi-squared tests for the NEES and NIS: if the filter is consistent, 
then the normalized estimation and innovation errors will have a chi-square distribution with n 
degrees of freedom, being n the dimension of the errors. Hypothesis testing with for a given 
confidence interval can be employed on the expectation of that chi-square distribution, which should 
yield 

𝐸{ 𝜖𝑁𝐸𝐸𝑆} = 𝑛 ( 4.4 ) 

 
These consistency tests may be performed on a single run of the estimator or, as [39] suggests, by 
testing the same filter in a large array of randomly generated datasets. Autocorrelation and 
normalized mean squared tests are some other consistency tests proposed by [35]. 

4.1.3 Expected Outcome of the UFFE, UFFE-J, and UFFE-D 

Expectations for the performance of the UFFE estimator are derived mainly from the results of the 
observability tests described in section 3.2.2. Once analytical proof that all the state variables are 
observable from measurements of the linear and angular velocities exists, and a range of inputs for 
the state estimation has been tested, questions concern the accuracy of the state estimation rather 
than its feasibility.  Concerns are raised about the order of magnitude differences between the 
angular velocity of the spacecraft and the remaining state variables, as well as about the 
simplifications performed in the dynamic equations: the elimination of flexible effects in the position 
of the center of mass disregarded significant contributions of the modal coordinate to other state 
variables and reduced its presence in the state equations. Similar doubts surround the estimation of 
the modal velocity, which likely requires careful tuning given the relatively small contribution of this 
variable to the global behavior of the spacecraft. Overall, close estimates of the angular velocity are 
assumed to be achievable even with coarse filter tuning, while a refined algorithm will be required to 
obtain similar results for the remaining state variables, and particularly for the modal velocity. 
 
Regarding parameter estimation, the results presented by Krantz [9] and Kornienko et al. [28] for the 
estimation of the moment of inertia of a rigid spacecraft using the joint configuration of the 
unscented Kalman filter provide good reason to assume that it is possible to obtain estimation results 
for the moment of inertia similar to those found in those two works. As for the flexible parameters, 
no references exist that could provide an expectation for the results, but the outcome of the 
observability tests indicates that, unless unpredicted unobservable inputs are used for the control 
profile, estimates of flexible parameters are possible with adequate tuning. The most remarkable 
dependencies between state variables and parameters is found between the angular velocities and 
moments of inertia, between the damping ratio and modal velocity, and between the first bending 
eigenfrequency and flexible state variables. It is assumed, then, that larger estimation errors in those 
variables closely related to a given parameter will lead to estimates further from the true value for it. 
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Concerning the comparative performance of the joint and dual configurations in the state-parameter 
filters, several hypotheses are considered. The core of the differences between estimators lies in the 
tight dependence between state and parameter estimation in the joint filter, compared to the 
relatively independent behavior of the state and parameter filters in the dual approach. As in the 
state estimation, tuning is the cornerstone of estimator performance. The conclusions are that, 
because the parameter estimation is driven, in the joint configuration, by the state estimation itself, 
and, in the dual configuration, by the process or innovation noise covariance, the joint approach will 
yield a lower absolute error for the parameter estimation in the case of coarse tuning, while the dual 
estimator will yield a better performance for both state and parameter estimation in the case of 
optimal tuning. This is due to the fact that the joint filter will yield a more uniform estimation, with 
errors in the state estimation propagating to the parameter estimation and vice-versa, but in the 
dual filter the two sets of errors can be minimized independently.  
 
An additional challenge is expected for the dual filter. As mentioned in section 3.1.4, for convergence 
to the true parameter values the estimated parameter covariance should converge to zero as time 
increased. In the joint configuration, this happens naturally, driven by the state estimation in the 
correction step; in the dual filter, however, the parameter covariance is increased in every iteration 
by the additional constant process noise covariance determined by the user. Techniques to gradually 
reduce the parameter covariance in the dual filter as the estimation progresses and their impact are 
discussed in chapter 5. 

4.2 Problem Statement and Implementation 

4.2.1 Assumed Spacecraft Geometry 

As mentioned in chapter 2, the spacecraft employed as a reference for the development and testing 
of the estimators is the INTREPID hardware simulator, a ground-based model of an agile spacecraft 
built and operating at Airbus Defence & Space in Friedrichshafen. This spacecraft simulator consists 
of a hexagonal central body equipped with four CMGs as actuators and mounted on an air bearing, 
which allows for a rotation with three degrees of freedom limited by structural constraints. The 
simulator is provided with an IMU as well as a star tracker, which supply information on its angular 
rate and attitude, respectively. Thanks to an extension developed by Burkart [6], a flexible 
appendage can now be installed on INTREPID, which can roughly be modeled as an Euler-Bernoulli 
beam. A mass-balancing system ensures that the center of mass of the spacecraft-appendage system 
is kept as close as possible to the origin of the body-fixed reference frame throughout the motion.  

 

Figure 21: The INTREPID hardware simulator (lateral view) [6]. 

The geometry of the spacecraft simulator is described in Figure 21. As it can be observed, the 
longitudinal axis of the flexible appendage follows the direction of the z-axis in the spacecraft 
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reference frame. The beam is mounted at an offset to the center of mass in the z-axis and oriented 
so that its x-and y-axes are rotated by 45º with respect to those of the spacecraft reference frame. 

 
Nominal values for the parameters of INTREPID have been employed as reference parameters 
throughout this work. Moments and products of inertia, as well as the center of mass offset, can be 
found from mechanical models of the simulator or from previous works in system identification, 
namely those obtained by Dhole [8].  Flexible parameters are obtained from the mechanical model 
developed by Burkart [6]. The mass and inertia terms for the central rigid body of the spacecraft are 
much larger than those for the flexible appendage, which ensures that the assumptions described in 
chapter 2 for the dynamic model can be applied. The frequency of the first bending mode, 0.7711 Hz, 
is well within the Nyquist criterion for the nominal frequency of 20Hz employed for sensor data 
sampling during operations in INTREPID; a higher sampling frequency should be used, however, if 
higher order modes are to be observed. Concerning the modal participation factors, the main 
contributions to flexible motion represented by the translational component about the x and y axes 
and the rotational component about the z axis. Due  to the 45º rotation of the appendage x and y 
axes with respect to those of the spacecraft frame, both the translational and rotational modal 
participation factors are equal in magnitude about x and y; this raises some concerns about their 
distinguishability, considered in the development of the input profile. 

4.2.2 Input Design 

The input profiles for state and parameter estimation, consisting entirely of external torques, are 
designed to correspond to possible excitation maneuvers that could be performed by a spacecraft in 
orbit. As such, they are constrained by several factors, including safety margins for the spacecraft and 
on-board instruments, and most importantly actuator constraints: the set of CMGs employed to 
generate the control torques has upper limits for angular rate, torque, jerk, and gimbal angle, as well 
as possible restrictions in terms of momentum accumulation. Since one of the objectives when 
designing estimation maneuvers would be to disturb the nominal operations of the spacecraft as 
little as possible, they are limited to consist of several step torque inputs about the axes of the 
spacecraft reference frame, with a maximum amplitude of 1Nm. 
 

 

Figure 22: Torque profile for state estimation. 

The first torque profile, shown in Figure 22, corresponds to simple, successive torque steps about 
each of the spacecraft axes. The excitation is performed in the first 150s of the estimation maneuver 
and the spacecraft is let free -in open loop- for up to 500s after that. This simple profile is used 
mainly for state estimation with the UFFE filter. Parameter estimation, which requires a more 
complete excitation of the spacecraft, is largely performed with the input profile shown in Figure 23: 
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beginning the maneuver at the same time as the estimation procedure avoids the unobservable case 
found in section 3.2.2.2 for parameter estimation, that of all states being simultaneously zero. The 
alternating step about the x and y axes is designed to maximize the excitation of the flexible 
appendage and to ensure distinguishability of the modal participation factors about those axes. 
Although other control profiles are used, including systematic excitation of rotations about a given 
axis through square waves, it is found that the more significant the excitation, the larger the amount 
of noise introduced in the system, for reasons detailed in chapter 5. These inputs cannot be defined 
as optimal for the estimation procedure, and further studies could be conducted to determine the 
control sequence most suited to the estimation of each parameter in the system. 

 

 

Figure 23: Torque profile for parameter estimation. 

4.2.3 Noise Modeling 

As mentioned in chapter 3, measurement noise -assumed to be additive, Gaussian, and white- is 
introduced in the system through Simulink’s band-limited white noise block, applied to the true 
values of both the linear velocity and angular velocity. The noise power chosen for the angular 
velocity is that expected from the IMU installed in INTREPID, 5·10-6, while that for the linear velocity 
is set to 10-10 given its much lower order of magnitude.  For the isolated parameter filter in the dual 
estimator, the posterior estimate of the state covariance is employed as measurement noise in the 
Kalman update step. 
 
Modeling the process noise component is more challenging. Hypothetically, as long as the same 
equations are employed within the estimator and within the data generator, the only contribution to 
process noise in the state estimation should be due to numerical errors; these could be 
approximated as additive, white, Gaussian noise as well, leading to the simplified version of the 
estimation equations with fixed, additive measurement and process noise covariances. The 
estimation errors are expected to be white, though not necessarily Gaussian, and independent of 
both inputs and state variables. If the simple form of the dynamic equations is employed to estimate 
data generated with the complete form, however, a deterministic noise component will appear due 
to the assumption that no flexible effects modified the position of the center of mass. The real 
behavior of the estimator, however, is more complex, with noise levels apparently correlated to both 
state variables and measurement noise, which leads to much effort being devoted to finding suitable 
values for the process noise covariance matrix. The results presented here are found through manual 
tuning based on the absolute estimation errors and sigma bounds of the results; said matrix is 
assumed to be diagonal due to the difficulties derived from manually adjusting the n2 components of 
Q. A discussion on tuning approaches beyond intuitive methods may be found in chapter 5. 
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4.2.4 State Estimation: UFFE 

The UFFE algorithm provided estimation results for the state variables: linear velocity, angular 
velocity, modal coordinate and modal velocity. The simple three-step input shown in Figure 22 is 
chosen, with the state estimation being performed in runs of 150s. Overall, the estimator is able to 
follow the evolution of all state variables along the input profile; albeit more accurate for the 
observed state variables -linear and angular velocities- it is able to estimate the behavior of the 
unobserved flexible variables from only the set of velocity measurements. These results confirm one 
of the main hypotheses in this work: that the behavior of flexible appendages in spacecraft can be 
estimated, at least to some extent, from already existing measurements provided by on-board 
sensors, and without the need for additional measuring equipment. 
 

 
 

Figure 24: State estimation for the angular velocity about the x-axis (UFFE) 

The angular velocity estimates in the x-axis are shown in Figure 24 for the first 150s of the 
estimation, employing data generated from the first input profile. It can be seen that the filter is 
consistent, with the three sigma bounds encompassing the absolute estimation error and the 
covariance converging to a constant value quite early in the estimation; the error is two to three 
orders of magnitude smaller than the variable, and the estimated path is visually indistinguishable 
from the true path. Estimates for the angular velocity are the most accurate, in terms of absolute 
error, in all estimation routines; this is due to the angular velocity being the driving component of 
spacecraft motion and often several orders of magnitude larger than its elastic and translational 
counterparts, in addition to being measured directly. It can be seen, however, that the estimation 
error is neither white, nor independent of the behavior of ωx. While it is not directly proportional to 
the angular velocity -the monotone increase in ωx during the first 40s of the estimation does not 
seem to influence its magnitude-, it exhibits a somewhat periodic trend in the last 80s of the 
estimation, which seems to mimic the behavior of the oscillating angular velocity. This observation 
leads to the first impressions that the assumptions taken for the process noise model are not 
completely applicable to this case; a relation between the amount of process noise in the system and 
the first derivative of the state variables seems plausible. 
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Figure 25: State estimation for the modal coordinate (UFFE). 

Figure 25 shows the estimation results for the modal coordinate, which are quite similar to those 
found for the linear velocity. As before, the estimator is able to follow the behavior of the true 
variable, with estimation errors an order of magnitude smaller than the true values and slight 
overshooting at the peaks of the oscillation. Overall, however, it is concluded that the UFFE estimator 
can follow the behavior of all state variables, even when not optimally tuned, for the measurement 
noise levels described in section 4.2.3. The estimation results for the linear and angular velocities in 
the y and z axes and for the modal velocity are quite similar to those shown above and have been 
omitted for brevity. 

These results correspond to process noise covariance values in the vicinity of 10-13 for the linear 
velocity, 10-8 for the angular velocity, and 10-9 for the modal coordinate and velocity; the differences 
in orders of magnitude are equivalent to those between the variables themselves, which might be 
due to the propagation of numerical error throughout the equations. The mean NEES for the 150s of 
estimation shown here is approximately 7 · 10-13. 

4.2.5 Joint State and Parameter Estimation: UFFE-JR and UFFE-JF 

4.2.5.1 UFFE-JR 

For the estimation of the moments of inertia along with the state variables, the control input shown 
in Figure 23 is employed. The estimation ran for 300s, rather than the previous 150s, to allow for 
parameter convergence. Although the process noise covariance remains in a similar order of 
magnitude as in the case of the UFFE for the state estimation, the parameter process noise 
covariance is set to zero, as in the joint configuration the state covariance is expected to drive the 
parameter estimation. These results are not strictly comparable since the tuning of the process noise 
covariance matrices is slightly different; however, the effect of parameter estimation is visible on the 
state estimation (Figure 26), where it can be appreciated that, although the estimator still follows the 
true behavior of the linear velocity, the absolute estimation error increases to be in the same order 
of magnitude as the variable itself. This is true for all the state variables, and particularly visible for 
those -such as the modal coordinate- whose behavior is described by quick oscillations. 
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Figure 26: State estimation for the linear velocity in the x-axis (UFFE-JR). 

 

 

Figure 27: Parameter estimation for the moment of inertia about the x-axis (UFFE-JR). 

Despite the increased error in state estimation, the estimation of the moments and products of 
inertia for the spacecraft is quite successful; an example is shown in Figure 27. Both moments and 
products of inertia can be made to converge to their true values in less than 100s, with proper 
tuning. The estimation error and estimated covariance converge to zero for all the parameters, as 
expected. It is interesting to note that the initial errors in parameter estimation do not appear to 
have impacted the state estimation, as no significant increase in estimation error can be appreciated 
in the first fifty seconds of the estimation. The mean NEES for the state estimation is slightly higher 
than before, at 5· 10-11.  
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4.2.5.2 UFFE-JF 

The estimation of flexible parameters is not as straightforward as that of the terms in the inertia 
tensor. The state estimation is shown to be in the same range of accuracy as for the simple UFFE 
estimation, provided an adequate tuning, with mean NEES in the first 300s of estimation as low as 8· 
10-13. However, poor tuning of the parameter estimation, in which low values of process noise 
covariance are introduced to account for numerical error, quickly leads to noise levels in the state 
estimation equal in magnitude to the true values of the state variables. Poor tuning of the process 
noise for state variables, on the other hand, leads to biased or even divergent parameter estimates. 
It is often not possible to adjust the filter to both track the state variables and converge to the true 
value of all the parameters. These issues are ascribed, mainly, to poor knowledge of the causes and 
role of process noise in the system. 

 

 

Figure 28: Parameter estimation for the first eigenfrequency (UFFE-JF1). 

All in all, the estimation of flexible parameters shows the potential to fulfill its primary objective, that 
is, to be employed to update the nominal parameters defining the behavior of flexible parts in a 
spacecraft throughout the mission. The estimation of the first eigenfrequency is very similar to that 
of the moments of inertia, with kf converging to its true value in the first 50s of the estimation, as 
shown in Figure 28. Since the eigenfrequencies are the defining parameters for flexible parts -if the 
boundary conditions are known, the modal participation factors can be obtained by direct 
computation from the mode shapes -, these are promising results, and may be used to describe a 
self-sustaining model of flexible parts. 

The estimation of modal participation factors is quite irregular. Although it is possible to obtain 
estimation results converging to the true values of L -an example is provided by Figure 29-, it is rarely 
possible to do so for all of them simultaneously. Initial values and input profiles play an important 
role in the estimation of these parameters, as well as geometrical considerations. The parameter 
estimation input profile shown in Figure 23 generates data more helpful for the discrimination of Ltx 
and Lty than that defined for the state estimation, but is still not optimal, and they are many 
instances during filter development in which both modal participation factors diverge in opposite 
ways, so that neither of them approach their true value but their effect in the system dynamics is, to 
some extent, mutually cancelled. Nevertheless, it is possible to obtain close estimates of the modal 
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participation factors from the available measurements, provided that an adequate input and a 
suitable process noise covariance matrix exist. 

 

Figure 29: Parameter estimation for the rotational modal participation factor about x (UFFE-JF2). 

 

 

Figure 30: Parameter estimation for the damping ratio (UFFE-JF2). 

The main challenge in the estimation of flexible parameters is that of the damping ratio, ζ. It can be 
observed in Figure 30 that it is highly biased, overshooting its true value by two orders of magnitude. 
Among the many plausible reasons for this behavior, which is observed for most of the estimator 
configurations, the most likely seems to be related to the observability characteristics discussed in 
3.2.2.2. When the estimation is repeated for other values of ζ, varying between 0 and 2, a similar bias 
of 0.14 is found. It is possible to lower this bias to 0.05, but it seems to be highly dependent on an 
accurate estimation of the modal velocity. 
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4.2.6 Dual State and Parameter Estimation: UFFE-DR and UFFE-DF 

4.2.6.1 UFFE-DR 

The dual configuration of the state-parameter estimator shows some significant differences with the 
joint approach. As before, it is possible to obtain a consistent filter for all estimated state variables, 
and true values of the moments of inertia and first eigenfrequency are reached with adequate 
tuning; as before, a bias is present in the estimation of the damping ratio, and results for the modal 
participation factors are highly volatile. Nevertheless, the separation of the state and parameter 
filters has a visible effect on the estimation. In Figure 31, which shows the estimation of the angular 
velocity about the x-axis, it can be seen that the state estimator is no longer able to compensate for 
the errors introduced by uncertainty in the parameter estimation; the error is much larger in the first 
few seconds of the estimation, and then decreases gradually to a stable amplitude. However, in the 
dual filter, this impact is punctual, and the state estimation regains noise levels close to those found 
in the simple UFFE, as opposed to the higher noise levels found in the joint configuration.   

 

Figure 31: State estimation for the angular velocity about the z-axis (UFFE-DR). 

The main challenge in the dual estimators is due to one of their advantages: since the state 
estimation is no longer driving the parameter estimation as in the joint approach, the state and 
parameter filters may-and must- be tuned independently. For the state filter, this means reverting to 
the values found in the simple state estimation, which are most often than not suitable for the dual 
configuration as well. For the parameter filter, however, several difficulties appeared. Parameter 
estimation is driven by the process noise covariance, which, acting as an innovation, procures a 
slightly different prior parameter estimate at every step, as in a random walk. If this innovation is not 
provided and governed by the state estimation, it must be set by the user; that is to say, it is no 
longer possible to obtain reliable results for the parameter estimation by tuning a constant, diagonal 
Q. Several techniques of process noise adjustment, described in chapter 5, are introduced and 
tested; in the results presented here, the process noise covariance is slowly driven towards zero at 
every step of the parameter filter. 
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Figure 32: State estimation for the moment of inertia about the y-z axes (UFFE-DR). 

The dual filter for state variables and moments of inertia shows results in state estimation 
comparable to those found in the pure state estimation (UFFE) once parameter estimates become 
stable around their true values, and parameter estimates comparable to those found in the joint 
configuration. Though the convergence time appears to be longer in the dual configuration, this is 
assumed to be caused by sub-optimal tuning of the parameter filter. 

4.2.6.2 UFFE-DF and UFFE-S 

The last of the manually tuned state-parameter estimators, the dual filter for state variables and 
both rigid and flexible parameters, is implemented in two configurations: the two-filter approach, 
with a single parameter filter complementing the state filter (UFFE-DF) and containing all 
parameters, and the three-filter approach (UFFE-DS), in which two parameter filters, one for the rigid 
parameters and another for the flexible parameters, are defined independently. The first presents 
serious challenges for simultaneous estimation of rigid and flexible parameters, with the second 
performing much better. Through a series of switches implemented in the Simulink models, it is 
possible to switch back and forth between true and estimated parameters for all filters, allowing the 
three estimators to be tuned independently with the nominal parameters substituted in their 
propagation equations. When estimated values are employed in the filters tuned in this way, their 
performance is not altered significantly after a enough time had passed to allow the parameters to 
converge. 

As before, convergence for the rigid parameters is slower than in the joint configuration, but 
nevertheless possible; all moments of inertia converge to their nominal value within the first 100s of 
the simulation. Figure 33 shows this example for the moment of inertia about the y-z axes. 
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Figure 33: Parameter estimation for the moment of inertia about the y-z axes (UFFE-S). 

 

Figure 34: Parameter estimation for the translational modal participation factor about the z axis (UFFE-S). 

 

The  estimation of flexible parameters, and in particular modal participation factors, as shown in 
Figure 34 for Lty, is possible, but, as before, conditioned to proper tuning of the state and rigid 
parameter filters. Overall, two conclusions on the performance of the joint and dual estimators are 
drawn: if manual tuning is employed, a joint estimator will likely show a more reliable, robust 
performance; if proper tuning of the process noise covariance is available, however, the dual filter 
will yield superior estimation results. The choice of estimator depends on each application as well as 
on the available resources; a suitable input profile must be designed to ensure the distinguishability 
of the modal participation factors.  
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5 
Filter tuning and model extensions 

Filter tuning and model extensions 

5.1 Theoretical Background 

5.1.1 The Filter Tuning Problem 

It has been mentioned in previous chapters that the performance of Kalman filters in general, and 
UKF-based estimators in particular, is heavily dependent on the proper selection of the estimator’s 
parameters, a process known as filter tuning. These can be broadly divided in two groups: scaling (α, 
β, and κ) and noise parameters (Q and R). Scaling parameters define the computation of the sigma 
points: α defines the spread of the sigma points about the nominal state, β characterizes their 
distribution, and κ is a secondary parameter, used to scale the estimated state covariance. 
Recommendations on the ranges or values for these parameters are available in literature; for 
example, Wan and van der Merwe [36] mention: 

• α should be a small value, in the range (10-4 ≤ α ≤ 1). 

• For a process assumed to be completely Gaussian, the recommended value for β is β = 2. 

• κ should be set to 0 or 3 – L, with L being the length of the state; care is advised, however, for 
negative values of κ, as they could cause problems in the matrix square root computation. 

Throughout this work, as mentioned in chapter 4, these parameters are set to constant values 
following these recommendations: α = 0.001, β = 2, and κ = 0. 

The noise parameters are the process and measurement noise covariance matrices, Q and R, which 
define the incorporation of noise to the system when it is assumed to be purely additive. This is not 
always the case, and an algorithm for the complete unscented Kalman filter, including a noise model 
in the state vector and augmenting the state covariance matrix by Q and R, is presented in [36]. R is 
typically assumed to be constant, diagonal, and known, usually from the specifications of the sensors 
employed for the measurements. This is often not applicable to real measurements, as the 
specifications do not always reflect the true values of the noise covariance and time-varying 
components, such as gyroscope drift, might also be present. As for the process noise covariance, it is 
a complex parameter to define and even more so to estimate, since it gathers all other sources of 
uncertainty present in the system; due to this reason, it is rarely known precisely, even in simulated 
systems. For this work, four main sources of process noise are identified: 

• Modeling errors. This includes the already mentioned rejection of the center of mass offset, 
but also uncertainties in the modeling of measurement noise caused by MATLAB®’s 
algorithm. Once the dynamic model has been adjusted so that the equations used in 
estimation and data generation are equal, this component becomes much less significant. 
 

• Discretization errors: This is the main source of process noise in the current system. It 
appears due to the integration of the dynamic equations through the Euler scheme during 
the propagation process in the estimation. Such a simple integration leads to inaccuracies 
and singularities when employed for data generation with the same dynamic model and 
sampling time; within the filter, it appears as a significant non-white noise component which 
appears to be correlated with the derivatives of the state variables. Given the 
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implementation challenges and increase in computational time derived from higher-order 
implicit integration schemes, such as the Runge-Kutta method employed in the data 
generation, efforts are focused on tuning. Several iterations of the UFFE estimator using 
Simulink’s RK4 integration scheme show, however, noise levels in the state estimation 
descending to the order of 10-13 for most state variables. 
 

• Uncertainty in the parameter estimation: When parameter estimation is combined with 
state estimation, estimation errors in the former will be propagated to the latter and vice-
versa, especially before parameter convergence, for the joint configuration of the UFFE 
estimator. For an unbiased parameter estimator, however, this contribution disappears as 
soon as convergence to the true parameter values is reached. Otherwise, this component of 
the process noise may be estimated as described in section 5.1.2.2. 
 

• Numerical error: Some truncation errors are bound to be propagated and amplified through 
the system. This component is usually a multiple of MATLAB®’s minimal numerical error or 
floating-point relative accuracy, 𝑒𝑝𝑠 = 2.2204 ∙ 10−16 for double-precision arithmetic. This 
source of noise rarely amounts to values larger than 10-14 in the absolute estimation error. 

 

During manual tuning of the process noise covariance matrix, Q is assumed, for practical purposes, to 
be diagonal; this is rarely the case, particularly if the process noise is due to discretization and 
integration errors. Slightly better estimator performance is achieved during manual tuning by setting 
the off-diagonal components of Q to multiples of numerical error, up to 100eps; however, it is not 
possible to derive intuitive estimates for the off-diagonal values, indicating correlation between 
noise levels affecting two given state variables. Given the difficulties in manual tuning of Q the search 
for automatic tuning approaches is focused on the process noise and process noise covariance matrix 
of the system. Methods to adjust the innovation covariance of the parameter estimator in the dual 
filter are also explored. 

5.1.2 Approaches to Filter Tuning in Literature 

The problem of process noise tuning appears in most Kalman filter applications. For cases in which 
unmodeled process noise does not lead to significant estimation errors, tuning can be limited to 
manually adjusting the process noise covariance to a value providing estimation results within the 
acceptable margin. If that is not the case, but the system is well known, an analytical derivation of 
the process noise covariance matrix may be derived from the discretization of the state transition 
function; this is feasible for simple systems, and an example is presented by Crassidis [35]. For all 
other situations, so-called automatic tuning methods -in which tools other than human intuition are 
employed- provide an alternative to trial-and-error -tuning of Q. Many such methods exist; the aim 
of this section is not to describe all of them, but to provide an overview of some common 
approaches found in filter tuning literature, as shown in Figure 35. 

The main distinction to be found among these process noise tuning methods is between those 
modeling or computing the process noise itself and those focusing on the process noise covariance. 
Since this requires some knowledge of the noise characteristics, which is not often available, most 
methods focus on finding values for the components of the process noise covariance through black-
box models. This may be done in two ways: through batch estimation, based on the analysis of large 
amounts of data -in this case, iterations of the estimator over a given truth model or set of models- 
or through sequential methods, in which new data are incorporated progressively to the tuning 
process. The latter may be divided, as well, in out-of-filter and in-filter tuning. Out-of-filter tuning 
refers to sequential processes in which an iteration of the estimator for a given process noise 
covariance is run over the complete truth model; the results are then compared to previous runs of 
the estimator over the same dataset and the process noise covariance is adjusted for the next 
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iteration. In-filter tuning describes the tuning of the process noise covariance at each time step 
within an iteration of the filter, based on error metrics for the estimation results in the previous time 
steps. Brief descriptions of some of these methods are provided below. 

 

 

Figure 35: Mind map of some automatic filter tuning methods. 

5.1.2.1 Direct Process Noise Modeling 

If the process noise in the system cannot be modeled as additive, Gaussian, white noise, but some 
knowledge of the noise characteristics exists, then the state vector and state covariances may be 
augmented by the process noise and process noise covariance, respectively, such that the state 
space form of the system becomes:  

[
�̇�
�̇�

] = [
𝐟𝐱(𝐱,𝐰, 𝐮)

𝐟𝐰(𝐱,𝐰, 𝐮)
] ( 5.1 ) 

where w is the process noise vector, fx the state function, and fw the noise model. The covariance of 
the augmented state then becomes: 

Pxx
a = [

Pxx 0
0 Q

] ( 5.2 ) 

and the values of w and Q are estimated along with those of the state variables. In addition to 
doubling the size of the state -and thus increasing by 2L the number of sigma points required for the 
estimation-, the challenge of this method is the proposal of an accurate noise model. Given that this 
often includes an unmodeled, additive white noise component, tuning of a process noise covariance 
matrix -albeit purely additive and less significant- may still be required. 

5.1.2.2 Process Noise Sampling Based on Parameter Uncertainty 

When the exact mechanism through which process noise enters the system cannot be modeled, but 
some knowledge of the main causes of process noise exists, it is possible to obtain estimates of 
process noise values by modeling not the noise itself, but its probability distribution, and to then 
calculate its statistical properties of the noise from it. This is the approach followed by Valappil et al. 
[40] for the tuning of the process noise and process noise covariance in an extended Kalman filter for 
state estimation. Under the premise that most of the process noise in a real system is due to 
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uncertainty in the system parameters, a Gaussian probability distribution centered at the nominal 
value and with a given covariance Cp  is proposed for each parameter. At every step of the filter, a 
number of samples for parameter values are drawn using Monte-Carlo methods, and the process 
noise for each sample k is computed as the difference between the outputs of the nonlinear state 
model run for that sample θk and that run for the nominal parameter value, θnom: 

𝐰k(𝑡) = 𝐟(𝐱(𝑡), 𝐮(𝑡), 𝑡, 𝛉k) − 𝐟(𝐱(𝑡), 𝐮(𝑡), 𝑡, 𝛉nom) ( 5.3 ) 

The mean and covariance of the process noise are computed from the values found in this way for all 
samples, assuming w(t) to be normally distributed. This is an online tuning approach that yields a 
time-varying, non-diagonal Q and, according to [40], does not increase significantly the 
computational time required for the estimation. Its main challenge seems to be the selection of the 
parameter covariance Cp so that it accurately reflects the uncertainties in parameter knowledge. 

5.1.2.3 Batch Filter Tuning: Search Methods 

Direct search methods are the simplest technique in process noise covariance tuning, but often 
demand a high computational power and can only be employed to tune parameters that are kept 
constant throughout the estimation, such as the scaling parameters or a constant Q matrix. They 
may, however, be employed to obtain a first estimate for Q to be used as the departure point in 
other estimation methods. The two most common search methods are random search and grid 
search. The former is performed by drawing samples, usually through Monte-Carlo methods, of the 
process noise covariance matrix on a given range. Iterations of the estimator over a given dataset are 
performed for each of these Q matrices; the process noise covariance matrix yielding the best 
performance among these is selected. The accuracy of this estimation improves as the number of 
samples for Q increases, but depends highly on the initial choice of distribution from which the 
samples for Q are drawn. Random search is sometimes employed for a few samples over a wide 
range to find feasible initial estimates for Q to be used in grid search. 

Grid search is a similar, but more systematic approach. A range of possible values for Q is defined, 
and a testing grid is created from equally spaced values in that range. The estimator is run for each of 
these values over the same dataset, and, as before, the best estimate is chosen based on the given 
error metric. This best estimate of Q is then used as the central point for a new, more refined grid, to 
search in its vicinity; this process is repeated as many times as necessary. An important drawback of 
this method is that it does not guarantee that the best estimate of Q found in this way will 
correspond to the value of Q that minimizes the estimation error globally, particularly if the initial 
grid is too coarse. As to what constitutes too coarse, it will depend on the characteristics of each 
system and how the range of possible Q values is defined. Overall, although grid search may certainly 
yield much better results than manual tuning, a large number of iterations, often alternating 
different initial points and ranges, will be required to obtain a reliable estimate of Q. 

5.1.2.4 Batch Filter Tuning: Surrogate Models 

The aim of batch estimation with surrogate models is to substitute time-consuming iterations of the 
filter by executions of a simpler, black-box mathematical model, which should capture accurately the 
relationship between the input -the process noise covariance matrix- and the output -the chosen 
error metric- of the filter. The challenge lies in fitting the surrogate model to the actual behavior of 
the filter, so that it can be employed to predict its behavior for untested values of Q. For this 
purpose, a significant amount of training data - estimation results for different Q values- is required 
beforehand. These methods yield a constant, if non-diagonal, process noise covariance matrix, with 
the advantage that they require significantly less estimation runs than search techniques. The choice 
of surrogate model is varied, and several examples can be found in literature. Neural networks are 
often proposed, as they can learn the filter’s response to a given process noise covariance and be 
used to replicate its behavior, provided that a representative dataset is available and that the model 
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is not overfit to the training data. Chen et al. [39] perform Bayesian optimization to tune the process 
noise covariance by defining two functions: a surrogate model, which maps the input-output 
relationship as a Gaussian process, and an acquisition function, which directs the search for optimal 
process noise covariance values. As with neural networks, a major drawback of this method is the 
need to tune hyperparameters characterizing the behavior of the surrogate model and its fit to the 
training data, which results in a higher-level tuning problem being proposed as a solution to the 
initial tuning problem. Nevertheless, [39] refer promising results, and it is likely that finding the 
adequate choice of hyperparameters will be eventually simpler or have a lower impact on the 
estimation than the manual adjustments required for other tuning methods.  

5.1.2.5 Batch filter Tuning: Parallel Filters 

A third method for batch tuning of the process noise covariance is that of parallel filters, in which a 
set of Kalman filters with different constant process noise covariance matrices are run 
simultaneously, performing state estimation on the same dataset. The results of this estimation are 
employed to estimate the optimal process noise covariance matrix, either through maximum 
likelihood methods, through hypothesis testing, or by performing “estimation within the estimation”, 
i.e. by running a Kalman filter in which the batch of parallel filters acts as a set of propagation 
equations. Depending on the characteristics and model assumed by each filter, their results may be 
weighted as closer to or further from the truth model, and they will contribute to the estimation 
accordingly. One of these techniques, Multiple Model Adaptive Estimation (MMAE) is described by 
Crassidis in [35]. Despite a complex implementation, they may be used to test not only the values of 
the process noise covariance, but also different approaches to the incorporation of noise into the 
system. 

5.1.2.6 Sequential Filter Tuning: Out-of-Filter Methods 

As in the case of batch process noise covariance estimation, sequential out-of-filter methods are 
employed to estimate a constant process noise covariance matrix based on the results of repeated 
runs of the estimator over the same dataset. Most techniques in this category are based on descent 
algorithms, specifically on those used to find minima in non-differentiable functions. A good example 
is the Nelder-Mead or downhill simplex method, which employs polytopes with n +1 vertices to 
minimize a given cost function in n dimensions; at every iteration, some of the points defining the 
polytope are replaced by others at which the evaluation of the cost function is predicted to yield a 
lower value. As the optimization algorithm advances, it chooses the direction along which the cost 
function is minimized, until a minimum is reached and no progress is possible, the value of the cost 
function crosses the tolerance level specified, or the maximum number of iterations is reached.  

A concerning characteristic of these descent methods is the risk of reaching a local minimum, as 
there is no guarantee that the value reached by the descent algorithm corresponds to the global 
minimum of the cost function. In order to increase the probability that this global minimum is found, 
the algorithm may be initialized at different points within the range of possible values for Q, which 
increases the computational time require significantly and still provides no guarantee  that the 
resulting process noise covariance will correspond to an optimal estimate of Q.  

5.1.2.7 Sequential Filter Tuning: In-Filter Methods 

The final group of tuning methods to be discussed are online methods, in which the process noise 
covariance matrix is computed and updated at every step of the filter; Q is assumed to be time-
varying in a time scale equal to the sampling time of the filter. A simple implementation of these 
methods consists in specifying a proposal distribution for Q and taking random samples from that 
distribution at each step. The prediction and correction steps of the filter are run for a single time 
step for each of those Q values, and the estimate of Q best fitting the error criteria is chosen as a 
posterior estimate of the process noise covariance for that time step. If the ground truth model is not 
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available during the estimation, the innovations may be used as an error metric for performance. As 
with all Monte-Carlo-based methods, the probability of finding an optimal estimate for Q will 
generally increase with the number of samples drawn up to a certain point; this will, however, also 
increase the computational time by approximately the same factor. The convenience of this 
technique depends, therefore, on the trade-off between computational time and accuracy in the 
values of Q. Moreover, the choice of probability distribution for Q may prove complex when no 
knowledge of the process noise in the system is available. 

An alternative to “blind” sampling techniques is provided by error update methods, which compute 
Q at every step of the filter as a correction upon previous values of Q weighted with the results of the 
estimation for the given time step. Examples of this approach are common and may be found in [41], 
[42], and [43]. Khurshid [43] provides a simple expression for an adaptive process noise covariance, 
which at time step k would be calculated through: 

Qk = (1 − 𝛾)Qk−1 + 𝛾Q∗ 

Q∗ = ((�̂�k
+ − �̂�k

−) ∙ (�̂�k
+ − �̂�k

−)T) + Pxx,k
− − P̂xx,k

+ − Qk−1 
( 5.4 ) 

where γ is a forgetting factor which must be specified at the estimation, and which defines the 
weight given to the previous estimate, Qk-1, of the process noise covariance, against the new 
contribution, Q*, computed from the correction step of the filter. This method preserves a somewhat 
continuous level of process noise while taking into account the performance of the filter at every 
particular step. Rahini [41] and Narasimhappa [42] present the typical form of this approach, which 
employs a time window of width T to account for values of the process noise covariance for time 
steps other than the immediately prior. The width of the time window defines the amount of 
previous information on Q preserved during the estimation, and it may be defined to run the filter as 
a smoother rather than an estimator. These methods are very useful to examine the behavior of a 
time-varying Q, and particularly to detect correlation between components of the process noise and 
state variables; however, they might provide misleading results in cases where realizations of the 
process noise are completely uncorrelated in time or in those where Q varies in a time scale smaller 
than the sampling time. 

It has been shown that most process noise and process noise covariance tuning methods lead to the 
“tuning problem within a tuning problem” apparent paradox: although they provide automatically 
tuned values for the process noise covariance, they often do so by means of models governed by 
hyperparameters which must be selected by the user, sometimes with little or no knowledge of said 
parameters provided by the system. However, the number of hyperparameters to be tuned is 
generally much smaller than that of components in the process noise covariance matrix; the 
consequences of poor parameter choice on the estimator performance are not as severe, and 
literature recommendations may often be followed for some of them. The problem of automatic 
filter tuning is, nevertheless, complex, and highly conditioned by the computational time and 
resources available. The following section presents the implementation and results for some of the 
methods presented here, as applied to the UFFE estimation algorithm.  

5.2 Problem Statement and Implementation 

5.2.1 Tuning the State and Joint Filters 

5.2.1.1 Descent Algorithms 

The first automatic tuning approach to be tested is a simple descent method based on the Nelder-
Mead algorithm, as provided by MATLAB®’s fminsearch and fmincon functions.  As discussed in 
5.1.2.6, this approach is based on iteratively testing n points in the n-1 dimensional space and 
redirecting the search towards those yielding lower results for the given cost function. For the case of 



5. Filter tuning and model extensions 63 

 

filter tuning, said cost function is defined as a filter run over the complete dataset, taking as input the 
diagonal values of a constant process noise covariance matrix, and yielding as an output the NEES of 
the estimation. Limits are placed on maximum iterations and minimum tolerance of the algorithm, 
and the constrained option -fmincon- is employed to set a minimum bound to the process noise 
covariance. 

 

Figure 36: State estimation for the linear velocity along the x-axis (UFFE-JR, Nelder-Mead tuning). 

 

 

Figure 37: Parameter estimation for the moment of inertia about the y-z axes (UFFE-JR, Nelder-Mead tuning). 

This method is applied to the UFFE-JR and UFFE-JF estimators, where the length of the state-
parameter vector presents a challenge for manual tuning, but for which the effects of parameter 
estimation on the state estimation are not as stark as in dual filters. In both cases, the process noise 
leading to the best results, in terms of absolute estimation error, for manual tuning is used as the 
initialization point for the algorithm. For the UFFE-JR estimator, the method provides results 
comparable to those obtained through manual tuning for the estimation of angular velocities and 
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moments of inertia, as shown in Figure 36 and Figure 37, but less accurate for the linear velocities 
and elastic variables. 

The estimation results when the descent method is applied to the UFFE-JF algorithm are, however, 
much worse than those achievable for manual tuning, with a much higher level of noise in the state 
estimation, biased estimation of the inertia terms, and divergent estimates of modal participation 
factors. This is undoubtedly due to the algorithm converging to a local minimum far from optimal 
conditions; the usual solution, consisting in the repetition of the descent method for several different 
initialization conditions, cannot be applied due to the high demands placed on computational time 
by this approach. A single estimation of the 22 diagonal values in the process noise covariance matrix 
required approximately 5 days of continuous runtime with the available resources. 

5.2.1.2 Noise as a State Variable 

Given the characteristics of the process noise described in 5.1.1, the second approach is based on 
incorporating a non-white noise model into the state estimation. This is performed by creating a new 
estimator, the UFFE-A, in which the vector of state variables is augmented by the same number of 
noise variables, each described according to the dynamic model 

�̇� =  −
1

𝑇𝑐𝑜𝑟𝑟
∙ 𝐰 + 𝐧 ( 5.5 ) 

where w is the noise variable to be estimated and n is a white noise component. Through this 
method, the process noise is split in two: a white noise component, whose covariance still requires to 
be tuned and added to the system as before, and a colored noise component, whose covariance is 
estimated with that of the state vector. The scaling parameter Tcorr is set manually and refers to the 
correlation time of the colored noise.  At every step of the filter, propagation of the state variables is 
completed with the addition of the noise component w. It is expected that the non-white noise 
components -i.e. the somewhat periodic behavior observed in Figure 24- will disappear from the 
estimation errors and be contained in the estimation of colored noise. The process noise covariance 
matrix, still to be tuned, is augmented by a diagonal, constant, 8x8 matrix containing exclusively the 
covariance of the white noise terms n. Although this method still requires some manual tuning, this is 
much simpler than in the previous cases. 

 

Figure 38: State estimation for the angular velocity about the x-axis (UFFE-A). 
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For a better comparison with the manually tuned estimator, the UFFE-A is run against the data as 
UFFE and for the same period of time. After several iterations, state estimates comparable to those 
found for the UFFE algorithm are found; however, a significant improvement in the estimation is not 
detected.  As it can be seen in Figure 38, the estimation error and estimated covariance are only 
slightly lower than those found in the UFFE estimation, and the variations in noise amplitude can still 
be observed when faster oscillations in the angular velocity appear. However, the estimated noise for 
the same variable, displayed in Figure 39, can be seen to capture some of this behavior as well, if on 
a much smaller scale. Due to the low significant of these estimated noise values, the mean NEES for 
the state estimation is 7·10-13 -in the same order of magnitude as that found in UFFE. 

 

Figure 39: Process noise estimation for the angular velocity about the x-axis (UFFE-A). 

There are two likely explanations for these results: either the noise model employed for the 
estimation does not capture the true behavior of noise in the system, or manual tuning of the noise 
parameters is not optimal for this estimator. Given the effort devoted to adjusting the values in both 
Qn and Tcorr to reduce the absolute estimation errors, the first reason seems closer to the truth. 
Indeed, the problem is not so much that the causes of process noise are not known -it has been 
mentioned that it is mainly due to an overly coarse integration scheme- but that the derivation of an 
exact noise model from the discretization of the system appears to be too complex to be feasible 
within the scope of this work. The simple noise model presented in equation ( 5.5 ) cannot 
adequately describe the behavior of this error component. 

5.2.1.3 Batch Filter Tuning Through Grid Search 

The main challenge for batch filter tuning methods are their high computational power and time 
requirements. The development of surrogate models presented, in addition, a high complexity, and 
require manual tuning of new sets of hyperparameters; search methods, though rudimentary, could 
be expected to provide estimates of the process noise covariance without any manual adjustments 
required. Following this premise, a grid search algorithm is implemented for the diagonal values of a 
constant process noise covariance matrix. As in the descent algorithm approach (5.2.1.1), the filters 
are reconfigured to behave as a cost function to be minimized, with the set of diagonal values in the 
process noise covariance as an input and the estimation error (NEES) as an output, as: 

NEES = uffe(𝐐diag) ( 5.6 ) 

Then the filter can be evaluated at every point of an 8-dimensional space, defined by the set of 
diagonal covariances in Q, 

𝐐𝐝𝐢𝐚𝐠 = [𝑄𝑣𝑥
, 𝑄𝑣𝑦

, 𝑄𝑣𝑧
, 𝑄𝜔𝑥

, 𝑄𝜔𝑦
, 𝑄𝜔𝑧

, 𝑄𝜂 , 𝑄�̇�] ( 5.7 ) 

and yields a single scalar value acting as a measure of its performance. Preparation of the tuning 
algorithm involves, therefore, creating an 8-dimensional grid built from points sampled within 
adequate ranges of each variable in Q. Difficulties arise when defining said ranges, which may span 
several orders of magnitude as indicated from the manual tuning process, and the number of points 
to be considered within them. An excessively low number of points will not provide a reliable 
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estimation of Q, as minima could be easily missed; a large number of points leads to unattainable 
requirements in computational time. 

Grid search methods are applied to both UFFE, the estimator containing the simplest state vector, for 
a coarse grid containing four points per variable in Q. However, this amounts to 65536 iterations of 
the estimation algorithm, which cannot be completed in the time available for this work. A reliable 
implementation of grid search methods would require significant computational resources. 

5.2.1.4 Step Sampling of the Process Noise Covariance 

Two online process noise covariance tuning methods are tested: a simple step sampling method and 
a recursive error-update scheme. The principle of the step sampling method is simple: at every 
iteration of the estimation algorithm, several process noise covariance matrices are generated from a 
pre-established distribution; the filter runs for a single time step, and the process noise covariance to 
yield the best performance for that time step is chosen a posteriori as the most suitable. This enables 
the computation of a time-varying, non-diagonal process noise covariance matrix, whose only added 
complexity comes from the sampling process itself. This step-sampling approach is implemented in a 
new filter, the UFFE-MC -based on the UFFE-, which employs MATLAB®’s implementation of the 
Metropolis-Hastings algorithm as a sampler. This approach requires the definition of three new 
inputs: the number of samples to be drawn at every iteration of the filter, the proposed distribution 
for the process noise covariance values, and the random number generator to be employed in the 
definition of the acceptance threshold for sampled values.  The latter is set to MATLAB®’s proposed 
random number generator, 

f(x) = x + 2δ ∙ cov(x) ∙ rand( ) − δ ∙ cov(x) ( 5.8 ) 

where cov(x) is the covariance of the sampled value x, obtained from its proposed distribution; δ is a 
scaling parameter, here set to 0.5; and rand() is a function yielding a random number between 0 and 
1 drawn from the standard normal distribution. For every iteration of the Metropolis-Hastings 
sampler, a vale is produced from this random number generator to act as a threshold for sampled 
values of Q; values below the threshold are not accepted and must be drawn again until the desired 
number of samples is reached. 

Several proposal distributions are tested for Q. The best estimation results seem to be found when a 
normal distribution rather than uniform is employed. This leads to a key decision considering the 
dynamic behavior of the process noise covariance: either Q is assumed to be independent at every 
time step, with each set of samples assumed to be a set of realization of the same process with 
common, constant mean and covariance, or it is assumed to be somewhat correlated in time. In the 
first approach, the mean values of Q are set to those found in the manual tuning process; in the 
second, to the previous best estimate of the process noise covariance. The covariances of the 
proposal distribution is chosen to encompass two orders of magnitude above the mean values. 
Analysis employing the histogram of the sampled values of Q revealed that a minimum of 1000 
samples are necessary per iteration to reproduce the shape of the proposal distribution, with the 
estimation results for Q converging beyond 6000 samples. Although the number of samples is a 
direct factor multiplying the computational time required for the filter, this method is still faster than 
both the search methods and descent algorithms mentioned above. 

Two main metrics are employed to assess the estimation results and choose the best values for the 
process noise covariance: the NEES, when the ground truth model is available, and the NIS, for a 
hypothetical online estimation of Q. While using the NEES as a metric would not yield an optimal 
estimation of Q to be employed in real-world applications, it can be used to examine its behavior, 
and to determine whether a time-invariant Q is a suitable assumption. Using the NIS as an error 
metric, on the other hand, leads to some challenges in estimation, since the differences in order of 
magnitude between state variables lead to a higher importance being placed on the state variables -
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namely, the three angular velocities- for which the absolute error is higher; this has a negative 
impact on the adjustment of the process noise covariance to the estimation of the flexible variables. 
A weighted version of the NIS, or separated assessment criteria for the different values within Q, 
might be a better option for online process noise covariance tuning in the absence of a reliable 
ground truth model. 

 

Figure 40: State estimation for the linear velocity in the x-axis (UFFE-MC). 

 

Figure 41: State estimation for the modal coordinate (UFFE-MC). 

Figure 40 and Figure 41 show the results of an estimation with the UFFE-MC, employing the same 
three-step input as in the standard state estimation, and running for 150s. These results are found by 
drawing 6000 samples of the process noise covariance per time step of the filter, with an assumed 
normal distribution for Q centered about a constant mean -that of the manually tuned values for 
state estimation- and with covariances in the order of 10-8. The quick variations in estimated state 
covariance, caused by those in process noise, may be observed in the 3σ-bounds of both figures, and 
are characteristic of this tuning method. Since the aim of this test is to estimate purely the process 
noise in the system, no measurement noise is applied to the original data, and the estimation is 
performed on the ground truth model. 
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It can be seen in Figure 40 that the estimation for the linear velocity along the x-axis is 
undistinguishable from the ground truth model, and that the usual peaks in estimation error at the 
maxima and minima of the state variable’s oscillations, which are present even when measurement 
noise is not added to the standard estimation, do not appear with this method. From these results, 
similar for all linear and angular velocities, it can be concluded that the step-sampling scheme 
successfully estimates the process noise in the observed state variables, including its integration 
component. For the unobserved variables, however, the performance of the estimator is not ideal; 
although it is still able to capture the behavior of the modal coordinate and velocity, it is not robust 
when faced with sudden changes in input. An example is shown in Figure 41, when an outlier in the 
estimation of Q appears at the moment where the control torque about the y-axis is released. This 
may be due to an inadequate selection of the proposal distribution for the process noise covariance 
of these two variables. 

5.2.1.5 Instantaneous Error Update 

The last approach to process noise covariance tuning for the state estimation is the implementation 
of the instantaneous error update method described in 5.1.2.7, which computes the covariance at 
every step based on its value from the previous time step and the current Kalman gain. The main 
concern in this method is the tuning of the forgetting factor relating the process noise covariance to 
its immediately prior value, as well as the fact that only one previous time step is considered. Even 
though a range of values for the forgetting factor are tested, none of them lead to estimation results 
better or comparable to those found through manual tuning of the UFFE. This leads to the conclusion 
that either a larger time window needs to be taken into account, extending the correlation time for Q 
values -as in [41] and [42]-, or the assumption that the process noise covariance is time correlated 
must be dropped altogether, and replaced by uncorrelated sampling from a given probability 
distribution as in the previous online tuning approach. 

5.2.2 Tuning the Parameter Filter in the UFFE-D 

Modeling the parameter process noise covariance as a constant matrix leads to biased or divergent 
parameter estimates: it must be directed towards zero as parameter estimates converge to true 
values. Two main techniques, proposed by [24], are tested on the UFFE-D algorithms. The first 
method is based on progressively decreasing the process noise covariance values by multiplying the 
previous Q matrix by an annealing factor, usually a constant, in every time step. This coefficient may 
also be substituted by a forgetting factor, varying with previous values of Q. Despite the relative 
simplicity of this method, it requires a certain knowledge of the noise levels in the system to be 
successfully applied, which is often not the case. While dual estimators with annealed parameter 
process noise covariance perform better, in terms of convergence time and absolute estimation 
error, than those in which it is kept fixed, similar difficulties appear. 

The innovation-based approach to the tuning of Q in the parameter estimator is similar to that 
proposed in 5.1.2.7 for the state estimation: the process noise covariance at every step is computed 
from a combination of the previous covariance and a contribution from the innovations and Kalman 
gain of the given time step, so that: 

Qk = (1 − 𝛼RM) ∙ Qk−1 + 𝛼RM ∙ Kk(𝐝k − �̂�k) ∙ (𝐝k − �̂�k)
T

∙ Kk
T ( 5.9 ) 

where αRM is a forgetting factor, regulating the relative contribution of the prior covariance and that 
of the innovations. This method yields parameter estimates converging to their true values with zero 
estimated covariance, much as in the joint configuration, and is, therefore, employed in all dual 
estimators. The results shown in chapter 4 for the UFFE-DR, UFFE-DF, and UFFE-DS algorithms all 
correspond to this tuning approach, already mentioned by [24] as providing the lowest mean square 
error among the techniques proposed. 
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Conclusions and outlook 

Conclusions and outlook  

6.1 Conclusions 

This thesis is devoted to the development and implementation of an algorithm providing state and 
parameter estimation for a rigid spacecraft with a flexible appendage. The dynamic model is based 
on the Newton-Euler approach to the equations of motion, with flexible dynamics being described 
through modal analysis for an Euler-Bernoulli beam in pure bending. Estimators are built for the state 
variables, including linear and angular velocities and the modal coordinate and modal velocity of the 
first bending mode; the moments of inertia of the spacecraft; and the flexible parameters, namely 
the natural frequency, damping ratio, and modal participation factors of the first bending mode. All 
estimation algorithms are based on the unscented Kalman filter, and two approaches -joint and dual- 
are explored for state-parameter estimation. Research on tuning methods for the process noise and 
process noise covariance is performed, and implementations of five of these methods are developed 
and tested on existing algorithms. A total of nine estimators are created as Simulink library blocks 
and are available for use at Airbus Defence & Space, along with four automatically tuned estimators 
implemented as MATLAB® functions. Overall, the key findings of this work are: 

• Among the dynamic effects affecting agile spacecraft, flexibility effects are the most relevant 
due not only to their significant contribution to spacecraft motion, but to their interactions 
with other dynamic effects. In addition, modeling of flexibility effects sets the first stone for 
the modeling of other effects, i.e. fuel sloshing or thermoelastic deformation. 

• The incorporation of the effect of flexible deformation in the position of the center of mass 
of the system, which can be described as a polynomial in the modal coordinate, is necessary 
for appropriate dynamic modeling, but increases the computational time to unrealistic levels. 
A second order approximation in η preserves the overall impact on the spacecraft behavior 
while greatly reducing the complexity of the system. 

• Estimation of the modal coordinate and modal velocity of the first bending mode, along with 
that of the linear and angular velocity of the spacecraft, is possible from measurements of 
the linear and angular velocities alone. The same is true for the estimation of the moments 
of inertia of the system and the parameters of the flexible beam, although observability 
conditions for the damping ratio should be studied in more depth. 

• State estimation may be performed successfully for a variety of inputs, as can the estimation 
of the moments of inertia and natural frequency. Estimation of the modal participation 
factors is conditioned to proper tuning of the process noise covariance matrix, which affects 
all estimation processes to some extent. 

• In the event of manual filter tuning, the joint configuration of the state-parameter filter 
provides a more robust, reliable estimator. When more refined tuning is available, the dual 
configuration provides a comparable or better performance. The dual estimator provides the 
additional advantage that it may be turned off an on at will, allowing for the possibility of 
reducing additional noise in the state estimation once the parameter estimation is complete.  

• Uncertainty in the process noise levels is the main cause of estimation error in all algorithms. 
Four factors are identified as the origin of process noise: modeling errors, integration errors, 
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parameter uncertainty, and numerical errors. Most of the estimation errors in the algorithms 
presented here are due to an overly simplified integration scheme. 

• When developing methods for automatic tuning of the process noise and process noise 
covariance, computational time is the main limitation. Most tuning methods lead to higher-
level tuning of hyperparameters, which might or might not be preferable to direct tuning of 
the parameters of the system.  

• To reach convergence to nominal values, the parameter filter within the dual configuration 
must be altered to include a time-varying component in the process noise covariance. Of the 
three approaches proposed, the error-update method yields the best results. 

• Promising results for automatic process noise covariance tuning are reached with the step-
sampling scheme, in which samples of the process noise covariance are drawn and tested at 
every step of the filter. Further research is still required. 

6.2 Limitations 

The aim of this work is to set the bases for the incorporation of dynamic effects, and in particular 
flexibility effects, to the determination of attitude and governing parameters for spacecraft. In doing 
so, a very simplified model of flexibility effects is derived, which, while providing a first 
approximation to the problem, is not representative of the complex flexibility effects taking place 
onboard a real spacecraft. Results have been similarly limited by the estimation algorithms 
employed, which, despite eliminating many of the hindrances associated to the more common 
extended Kalman filter, present unique challenges of their own. 

6.2.1 Limitations of the dynamic model 

During the derivation of the dynamic model in chapter 2, several assumptions are applied to simplify 
the flexibility model, some of which lead to a significant loss of information. Booms aboard 
spacecraft, including low-gain antennas and instrument booms, can be modeled as Euler-Bernoulli 
beams, but the assumption that they only experience pure bending will be far-fetched, especially if 
the flexibility model is later expanded to include thermoelastic torsion. Although only one bending 
mode is considered in the estimation, at least two more would be required to obtain a complete 
description of flexible motion; this may present a challenge for data acquisition, as higher order 
eigenfrequencies may lie outside the Nyquist envelope for frequency sampling. In addition to these 
assumptions, flexible effects are not considered on the position of the center of mass. While it is 
shown, in the verification of the dynamic model, that a second order approximation suffices to keep 
modeling accuracy while greatly reducing the computational time, it has yet to be tested in the 
estimation algorithms. The position of the center of mass affects the angular velocity and therefore 
the attitude of the spacecraft and would therefore be of great interest to the estimation. 

A last limitation appears from the idealization of the spacecraft-appendage union. Neither constraint 
forces, nor joint dynamics, which often provide additional rigidity and damping, are considered in the 
estimation. While these may be neglected with little consequences for cases in which the mass of the 
rigid spacecraft is significantly larger than that of the flexible appendage, they must be considered 
otherwise. More complex flexible appendages, such as solar arrays, may have to be modeled as a 
collection of jointed flexible parts. 

6.2.2 Limitations of the estimation algorithm 

The limitations the estimation algorithms may be divided in two groups: those due to the unscented 
Kalman filtered itself, and those caused by its implementation. The highlight of the first group is the 
Kalman assumption that the state vector can be modeled as a Gaussian random variable; although 
no formal testing of this hypothesis is performed, it seems applicable for the given case in light of the 
results. As for the second, there are a variety of factors conditioning the estimation. Rather than an 
optimal input, simple combinations of steps in external torques are employed for data generation 
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and estimation; there is reason to believe that the estimation of some parameters, especially the 
damping ratio and modal participation factors, would benefit from an input especially designed for 
that purpose. On a similar note, while common ranges for torque values provided by CMGs are 
considered, actuator models and their limitations are not taken into account in the input design. For 
most of the estimation, both process and measurement noise are considered additive, Gaussian, and 
white, with the measurement noise known from sensor specifications. This will more likely not be the 
case for real applications, and both noise components, along with sensor bias, will have to be 
included as state variables to be estimated. 

Both the estimation and the tuning of the process noise component are limited mainly by the 
computational power available. This is a challenge for the implementation of automatic tuning 
methods, which can yield estimates for only constant process noise covariance matrices. Lastly, 
regarding process noise, a higher order integration scheme or a noise model derived from 
discretization of the dynamic equations should be implemented to ensure that the estimation error 
is, in fact, uncorrelated with the values of the state variables or their derivatives. This uncertainty in 
process noise estimation is the main limitation during the estimation, particularly when attempting 
to obtain accurate state estimates to be used as measurements for the estimation of the modal 
participation factors and damping ratio. 

6.3 Outlook 

This work presents the possibilities arising from the incorporation of flexibility effects to the 
spacecraft dynamic model; however, as it has been mentioned, it is far from being complete. 
Significant extensions can be performed on both the dynamic model and estimation algorithm, not 
only to overcome the limitations described in the previous section, but also to improve the results of 
the estimation process towards its eventual use in real space missions. 

6.3.1 Extensions for the dynamic model 

Most extensions to the dynamic model can be derived from the limitations presented in 6.2.1. A 
more accurate model of the spacecraft behavior would consider both rigid and flexible terms in the 
position of the center of mass, constraint forces, other flexible effects -such as lateral bending and 
torsion- and at least two other bending modes. The last two extensions would imply the addition of 
several new state variables and parameters to the equations of motion; each elastic mode, either for 
bending or torsion, would contribute with a new equation for the modal acceleration and an auxiliary 
expression for the modal velocity. Together with them would come new sets of parameters, such as 
natural frequencies, damping ratios, and modal participation factors. Whether these additional 
modes, flexible variables, and parameters would be observable with the current measurements, 
without any additional sensors required, would have to be assessed through further observability 
tests. A sensitivity analysis might be performed to determine the most significant flexible parameters 
in the event of unobservable conditions. The incorporation of constraint forces could be avoided by 
shifting the dynamic model to the Lagrange framework, which might prove less complex if more 
flexible effects -or more flexible appendages, as real spacecraft are often equipped with several- are 
to be considered. The most relevant extension for the dynamic model to approximate that of a real 
spacecraft would be the inclusion of the quaternion, describing the spacecraft attitude, to the 
estimation, along with attitude measurements i.e. from a star tracker. This set of additional 
measurements might improve observability conditions in the system in addition to providing a 
complete spacecraft model. As mentioned before, sensor bias -such as gyroscope drift- might have to 
be added to the estimation as well. 

Once the complex behavior of spacecraft booms has been successfully described, the flexibility 
model could be extended to plate theory and dynamic model updated to include other flexible 
components, such as solar arrays, solar sails, or inflatable membranes, or taken one step further to 
incorporate other dynamic effects based on the modeling of flexibilities. These would include, most 
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notably, fuel sloshing and thermoelastic effects; coupling between different flexible appendages and 
oscillating modes due to sloshing or thermal strain would have to be considered in the model as well. 
The model of external forces and torques, considered through this work as uncorrelated 
disturbances, might be extended to include descriptions of gravity gradient, drag, solar pressure, and 
attitude control forces. Lastly, an in-depth study of the evolution of rigid and flexible parameters 
over time could be performed to assess their relative importance and determine thresholds for 
parameter estimation along the spacecraft’s life. 

6.3.2 Extensions for the estimation algorithm 

The extensions for the estimation algorithm must be designed as a trade-off between estimation 
accuracy and computational power requirements, particularly when considering online applications 
running onboard a spacecraft in real time. The first, and vital, extension should be to eliminate the 
controllable causes of process noise in the system, namely the modeling errors derived from 
neglecting the center of mass offset, and the integration errors due to the use of the Euler scheme. 
The latter can be reduced by employing a noise model correlated with the derivatives of the state 
variables, a higher order implicit integration scheme -it has been shown that errors are considerably 
reduced when a fourth-order Runge-Kutta scheme is used-, or symplectic integration. An optimal 
input, particularly for excitation of flexible modes and parameters, should be designed, and the 
estimation algorithm should be tested with an actual guidance profile for agile spacecraft to assessed 
whether parameter estimation could be performed during nominal operating conditions. 

Regarding the adjustment of filter parameters, batch tuning should be performed for the scaling 
parameters of the UKF -α, β, and κ- to ensure that the optimal configuration is used, and online 
methods for process and measurement noise estimation should be implemented within the 
estimation algorithm. Process noise could likely be reduced, and observability improved, by including 
additional sensors -i.e. accelerometers or strain gauges- on flexible appendages, if the design of the 
spacecraft would allow it. Lastly, for a complete assessment, the performance and computational 
requirements of the unscented Kalman filter as the basis for the estimation algorithms presented 
here should be compared to that of other filters. This includes a formal comparison with the EKF, 
which, though most certainly expected to yield poorer estimation performance as found in literature 
for highly nonlinear systems, is not tested for this particular case. On the opposite end, an estimation 
with particle filters, which do not assume the state vector to be a GRV, could be performed to assess 
whether the higher computational requirements of particle filters may be compensated by a 
significant improvement in estimator performance. 

6.3.3 Application to real-world scenarios 

The estimation algorithms developed in this work can be employed for state and parameter 
estimation of spacecraft with flexible parts, particularly those -such as TerraSAR-X and TanDEM-X- 
whose configuration is best suited to the rigid spacecraft with a flexible beam model employed 
during this thesis. Since no additional measurements are required other than those already provided 
by the onboard IMUs and accelerometers, the estimators could be tested offline to examine the 
influence of flexibility effects on actual spacecraft, provided that the process and measurement noise 
levels can be tuned accordingly. Other than providing data on the behavior of flexible appendages 
and its effects on spacecraft motion, the most relevant application of the estimators developed in 
this work is the use of the dual state-parameter estimator to perform periodic parameter estimation  
as the spacecraft parameters -moments of inertia, natural frequencies, damping ratios, and modal 
participation factors- change over time, so that the dynamic model in the control algorithm can be 
updated with new parameters as the spacecraft’s mission progresses. In addition to improving the 
stabilization and pointing capabilities of spacecraft, this feature will provide valuable insight on the 
changes in parameters over time, such as variations in material properties manifesting as changes in 
appendage rigidity, allowing for a greater understanding of the effects that exposure to the space 
environment may have on spacecraft structures. 
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