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Abstract

With the recent advances in deep learning, the gaze estimation models
reached new levels, in terms of predictive accuracy, that could not be
achieved with older techniques. Nevertheless, deep learning consists
of computationally and memory expensive algorithms that do not al-
low their integration for embedded systems. This work aims to tackle
this problem by boosting the predictive power of small networks using
a model compression method called "distillation" [49]. Under the con-
cept of distillation, we introduce an additional term to the compressed
model’s total loss which is a bounding term between the compressed
model (the student) and a powerful one (the teacher). We show that
the distillation method introduces to the compressed model something
more than noise. That is, the teacher’s inductive bias which helps the
student to reach a better optimum due to the adaptive error deduc-
tion. Furthermore, we show that the MobileNet family exhibits un-
stable training phases and we report that the distilled MobileNet25
slightly outperformed the MobileNet50. Moreover, we try newly pro-
posed training schemes to increase the predictive power of small and
thin networks and we infer that extremely thin architectures are hard
to train. Finally, we propose a new training scheme based on the hint-
learning method [96] and we show that this technique helps the thin
MobileNets to gain stability and predictive power.
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Sammanfattning

Den senaste utvecklingen inom djupinlärning har hjälp till att förbätt-
ra precisionen hos gaze estimation-modeller till nivåer som inte tidiga-
re varit möjliga. Dock kräver djupinlärningsmetoder oftast både stora
mängder beräkningar och minne som därmed begränsar dess använd-
ning i inbyggda system med små minnes- och beräkningsresurser. Det
här arbetet syftar till att kringgå detta problem genom att öka prediktiv
kraft i små nätverk som kan användas i inbyggda system, med hjälp
av en modellkomprimeringsmetod som kallas distillation". Under be-
greppet destillation introducerar vi ytterligare en term till den kompri-
merade modellens totala optimeringsfunktion som är en avgränsande
term mellan en komprimerad modell och en kraftfull modell. Vi visar
att destillationsmetoden inför mer än bara brus i den komprimerade
modellen. Det vill säga lärarens induktiva bias som hjälper studenten
att nå ett bättre optimum tack vare adaptive error deduction. Utöver
detta visar vi att MobileNet-familjen uppvisar instabila träningsfaser
och vi rapporterar att den destillerade Mobile- Net25 överträffade sin
lärare MobileNet50 något. Dessutom undersöker vi nyligen föreslagna
träningsmetoder för att förbättra prediktionen hos små och tunna nät-
verk och vi konstaterar att extremt tunna arki- tekturer är svåra att trä-
na. Slutligen föreslår vi en ny träningsmetod baserad på hint-learning
och visar att denna teknik hjälper de tunna MobileNets att stabiliseras
under träning och ökar dess prediktiva effektivitet.



Contents

1 Introduction 1
1.1 Research questions . . . . . . . . . . . . . . . . . . . . . . 2
1.2 Contributions & limitations . . . . . . . . . . . . . . . . . 2
1.3 Societal impact and sustainability . . . . . . . . . . . . . . 3
1.4 Ethical considerations . . . . . . . . . . . . . . . . . . . . 4
1.5 Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2 Background 6
2.1 Deep neural networks . . . . . . . . . . . . . . . . . . . . 6

2.1.1 Fully connected layers . . . . . . . . . . . . . . . . 7
2.1.2 Convolutional layers . . . . . . . . . . . . . . . . . 8
2.1.3 Modern network architectures . . . . . . . . . . . 10

2.2 Gaze estimation . . . . . . . . . . . . . . . . . . . . . . . . 13
2.3 Training with teacher-student bound . . . . . . . . . . . . 14

2.3.1 Early works . . . . . . . . . . . . . . . . . . . . . . 14
2.3.2 Distillation . . . . . . . . . . . . . . . . . . . . . . . 16
2.3.3 Problem specific adaptation . . . . . . . . . . . . . 19

2.4 Related work: model compression . . . . . . . . . . . . . 21
2.4.1 Pruning . . . . . . . . . . . . . . . . . . . . . . . . 22
2.4.2 Quantization . . . . . . . . . . . . . . . . . . . . . 24
2.4.3 Weight sharing . . . . . . . . . . . . . . . . . . . . 26
2.4.4 Explicit methods: matrix factorization, cheap con-

volutions and other architectural modifications . 27

3 Methods 32
3.1 The dataset . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

3.1.1 ROI dimensionality . . . . . . . . . . . . . . . . . . 33
3.1.2 Data pre-processing . . . . . . . . . . . . . . . . . 33

3.2 The eye-tracking model . . . . . . . . . . . . . . . . . . . 34

v



vi CONTENTS

3.3 The convolutional module . . . . . . . . . . . . . . . . . . 35
3.3.1 Network’s Justification . . . . . . . . . . . . . . . . 35
3.3.2 Network structure . . . . . . . . . . . . . . . . . . 36

3.4 Teacher-student bound . . . . . . . . . . . . . . . . . . . . 39
3.4.1 Standard distillation model . . . . . . . . . . . . . 39
3.4.2 Cross-quality distillation . . . . . . . . . . . . . . . 40
3.4.3 Introducing noise to the system . . . . . . . . . . . 40
3.4.4 Mutual-learning . . . . . . . . . . . . . . . . . . . 41
3.4.5 Hint-based training . . . . . . . . . . . . . . . . . . 42

3.5 Training and implementation details . . . . . . . . . . . . 44
3.6 Evaluation methods . . . . . . . . . . . . . . . . . . . . . . 45

4 Results 46
4.1 Optimizing the hyper-parameters . . . . . . . . . . . . . . 46
4.2 Baseline models . . . . . . . . . . . . . . . . . . . . . . . . 48
4.3 Standard distillation . . . . . . . . . . . . . . . . . . . . . 49
4.4 Cross-quality distillation . . . . . . . . . . . . . . . . . . . 53
4.5 Noisy teachers and noisy labels . . . . . . . . . . . . . . . 55
4.6 Hint-based leaning . . . . . . . . . . . . . . . . . . . . . . 58
4.7 Mutual learning . . . . . . . . . . . . . . . . . . . . . . . . 60

5 Discussion and conclusions 62
5.1 Key findings . . . . . . . . . . . . . . . . . . . . . . . . . . 62
5.2 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . 64

Bibliography 65

Appendices 76

A MobileNet architectural details 77



Chapter 1

Introduction

Over the last years there has been an exponential increase in the pre-
dictive accuracy of Machine Learning algorithms, reaching levels pre-
viously impossible to reach. This outburst was due to new algorithms
and the use of GPUs for parallel computation. These algorithms helped
to solve several numerical and stability problems, while the GPUs sig-
nificantly decreased the training and the inference times. The main
advantage of these algorithms, compared to the classical methods, is
that they process a signal through multiple consecutive layers of con-
volutional blocks. Thus, these algorithms do not require hand-crafted
features as the algorithm learns the features automatically in an end-
to-end fashion. This set of algorithms consists the field of deep learn-
ing and their applications cover a broad spectrum of tasks. When it
comes to classification tasks, deep learning models reached outstand-
ing accuracy levels, that in some cases outperform the human capabil-
ities e.g. [64, 101, 43, 104]. Nonetheless, these extremely accurate mod-
els are computationally demanding and have large memory footprint
and thus, cannot be deployed in cases where the computational and
memory resources are limited. These limitations have been forcing the
scientific and industrial community to seek ways to work around these
problems by compressing the deep learning models while preserving
the predictive power of them. Several attempts have been made to-
wards that direction and several different alternatives have been pro-
posed e.g. [38, 49, 72, 51]. One of the applications of the deep learning
algorithms is eye-tracking, which is the main focus of this project.

Without a doubt, eye-tracking is an important tool for both scien-
tific and commercial reasons [55, 63], especially for human-computer
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2 CHAPTER 1. INTRODUCTION

interaction [55]. With the recent advances in deep learning, the gaze
estimation for eye tracking reached new levels in terms of predictive
accuracy, that could not be achieved with classic computer vision tech-
niques. Nevertheless, the computationally and memory demanding
nature of these algorithms do not allow their integration into embed-
ded systems. Therefore, there is an urgent need for models that achieve
accurate gaze estimation while keeping the computational and mem-
ory needs in low levels [63]. The purpose of this project is to explore
and implement state-of-the-art deep learning models and compress
them using model distillation [49]. We believe that distillation is the
most promising technique to reduce both the memory and the com-
putational cost, as it is a model-agnostic method and its applicability
spans over several tasks ([13],[61]).

1.1 Research questions

This project is trying to address the following research questions.

• Is distillation [49], a method applicable to regression problems
(i.e. eye tracking) or is it just a noise addition to the system?

• What is the gain in predictive power when distillation is applied
to the state-of-the-art models suitable for fast execution with low
memory footprint?

• Which are the main factors that influence the quality of the re-
sults?

• What are the limitations of the distillation technique for the eye
tracking model?

1.2 Contributions & limitations

Although the distillation method [49] is a promising technique, it has
not been explored thoroughly as it is relatively new and conceptually
more complicated than the others (e.g. pruning [38, 35, 66, 45]), quan-
tization [19, 30, 37, 73, 121]). When it comes to classification tasks,
distillation has shown incredible results (e.g. [96]), but for regression
tasks not much work has been done. One of the contributions o this
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project is to provide an overview of the distillation method and ex-
plore its applicability to regression tasks. In this project, we also ex-
periment with compact architectures that are suitable for fast inference
(e.g. MobileNets [51]) and we try to boost their accuracy using model
distillation. Furthermore, we explore several variations of the original
distillation method [49] and we attempt to reason why the distillation
method works, or not, for several cases.

The main limitations of this project were posed by the computa-
tional and time constraints. Distillation is a method that introduces
additional hyperameters to the system, which must be fine-tuned in
order to do proper inference on the experimental outcomes. Thus,
under computational and time constraints, it is not possible to obtain
optimal results when several controlled experiments need to be run.
One other limitation of this project is that all of our experiments are
based on an internal database that was acquired from Tobii AB. Thus,
the generalization properties of the proposed methods were not tested
on different datasets. To the best of our knowledge, this database is
the largest eye-tracking dataset, it has been collected by experts and it
contains extreme sample variety. Thus, we believe that our methods
would generalize to different datasets.

1.3 Societal impact and sustainability

The results of this project could potentially boost the performance of
devices that are using the eye-tracking model for people with special
needs or learning disabilities (e.g. Tobii Dynavox). It could also im-
prove the accuracy of experiments for social studies which aim for a
better society (e.q. Tobii Pro). Finally, it can be used to improve the
user experience in areas like computer gaming, virtual reality (VR) and
augmented reality (AR). Light-weighted eye-tracking models could be
used in several areas from medical treatment to driver assistance, for
a safer and better society.

This work complies with the Sustainable Development Goals (SDGs)
as adopted by all United Nations Member States in 2015. In detail, our
project could help to achieve the following SDGs:

• SDG 3: Ensure healthy lives and promote well-being for all at all
ages

https://sustainabledevelopment.un.org/sdgs
https://sustainabledevelopment.un.org/sdgs
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• SDG 4: Ensure inclusive and equitable quality education and
promote lifelong learning opportunities for all.

1.4 Ethical considerations

The main goal of this project is to find efficient ways to reduce the com-
plexity and memory footprint of the deep-learning-based models for
eye-tracking, so it can be integrated in embedded devices. As stated
above, the societal impact and sustainability aspects of this work en-
tails positive effect. Of course, the eye-tracking technology could also
be used for unethical purposes. The exhaustive list of all the potential
threats to society that eye-tracking could result into is not in the scope
of this work and it is a special chapter on its own. However, this ap-
plies to all technological innovation and it is our responsibility to make
sure that they will be used in an ethical way. Nonetheless, we feel ob-
ligated to report one potential unethical example of the eye-tracking
technology. That is, the user-profiling. With the predictive power that
the eye-tracking technology could gain from the deep learning models,
user profiling could be achieved relatively easy. Thus, someone could
use this technology to manipulate the user’s subconscious which di-
rectly contradicts the concept of privacy.

1.5 Outline

This report has the following structure:

• Chapter 1: Brief introduction to the project, its outcomes and the
purpose of it.

• Chapter 2: The second chapter is divided into two parts. The
purpose of the first parth (2.1-2.3) is to give an introduction to
the prerequisites of the following chapters. The second part (2.4)
gives a brief overview of the related work that has been made in
the field of model compression.

• Chapter 3: This chapter explains the methodology that we used
and the justification of it.

• Chapter 4: This chapter includes all the experimental results and
the analysis of them.
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• Chapter 5: This is the last chapter and it provides an overview
of this project, discussion of the main findings and some sugges-
tions for future work.



Chapter 2

Background

During the 1950s John McCarthy defined Artificial Intelligence as the
discipline where the creation of intelligent machines has the ability to
achieve human level cognitive and action. Within this broad field, a
sub-field named Machine Learning, was defined by Arthur Samuel
(1959) as the field of study that gives computers the ability to learn
without being explicitly programmed. Inside this sub-field, there are
several nested disciplines. One of them is the brain-inspired comput-
ing, which tries to derive algorithms based on the biological processes
of the brain. One counterpart of the brain-inspired computing is the
neural network, inspired by the activity of the basic computing unit in
the brain, i.e. the neurons [34]. In this section, we give a short intro-
duction of the main concepts and terminology that will be discussed
later. For a detailed overview of the deep learning area, the recently
released book of Goodfellow et al. [32] provides an illustrative intro-
duction to the field.

2.1 Deep neural networks

After the introduction of the Neural Networks in the 1950s, several
researchers have been exploring different ways to train and optimize
different network architectures in order to achieve better inference on
unseen data. In 1998, LeCun et al. [70] introduced the LeNet network,
which was the first convolutional neural network. What made deep
neural networks popular is the stacked convolutional layers that are
able to learn high-level abstract features without the need for hand-
crafted features. However, it was not until the 2010s that the deep

6
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learning became extremely popular. It is important to note that this
popularity was not solely based on the new training algorithms but
also due to the exponential increase in the amount of available data
and computational power.

2.1.1 Fully connected layers

Figure 2.1: Fully connected net-
work with 1 hidden layer. The
thickness of the connections is
proportional to the weights.

In 1940s, McCulloch and Pitts [81]
proposed a simplified mathematical
model of the biological neurons un-
der witch, a neuron computes the
sum of all its input signals. These
inputs are output signals from other
neurons. If the output of this sum-
mation process is above a prede-
fined threshold the neuron "spikes"
i.e. pass a signal pulse to its output
connections. Later, Hebb et al. [46]
suggested that "neurons that fire to-
gether, wire together". That is, neu-
rons which are correlated will have
stronger connections. The combina-
tion of these two models results a mathematical approximation of the
basic computing unit of the brain i.e. the neuron, which can be ex-
pressed as:

xj = σ(
∑
n

wixi) (2.1)

Where, xj is the neuron under consideration, xi are the output sig-
nals of the neurons connected to xj , wi is the weight which express
the connection strength between xi and xj and σ is an activation func-
tion which decides if a neuron will spike or not. Note that the above
equation can be written as a matrix multiplication:

x′ = σ(Wx) (2.2)

where, x is the input signal, x′ the output, W is the weight matrix and
σ the activation function. In practice, when we want to create a neural
network of this type we stack several layers of these neurons and we
connect all the neurons of a layer to all the neurons of the consecutive
layer (see Figure 2.1). Furthermore, we also include a bias neuron b
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in each layer. Regarding the activation function, several non-linear
activation functions have been used (e.g. Sigmoid, Tanh, ReLU [58]).
In modern neural networks though, where there are several stacked
layers we commonly use ReLU [84].

2.1.2 Convolutional layers

Convolution operations have long been studied and applied to differ-
ent tasks, with main focus in computer vision applications. Over the
last years, the integration of convolutional operations to neural net-
works and their ability to extract abstract automated feature represen-
tations boosted the performance of the deep learning models. Nowa-
days, convolutional layers are the main components of the deep neural
networks for computer vision. For the ones who would like to know
more about the convolution operations and their applications, Gonza-
lez and Woods [31] give a nice introduction to image processing and
computer vision. The convolution between two functions x and w is
given by the following equation:

x ? w =

∫ ∞
−∞

x(τ)w(t− τ)dτ (2.3)

The discrete form of the above function for a two-dimensional signal
X(i, j) and a kernel W (s, t) with dimensions (m× n) is:

X ?W =
a∑

s=−a

b∑
t=−b

X(i− s, j − t)W (s, t) (2.4)

where a = (m − 1)/2 and b = (n − 1)/2 [31]. Usually, the kernel is set
to have the same spatial dimensions i.e. m = n = K.
The above operation can be written in matrix form as:

X ?W = W · vec(X) (2.5)

where vec(X) is the vectorization of X and W is the Toeplitz matrix of
the kernel W. Under the concept of Convolutional Neural Networks,
X is an input signal that can be an image or a feature map, where the
latter is created by a previous convolutional operation, and the ker-
nel is the weight matrix that needs to be learned. In convolutional
neural networks, the input signal usually has more than one channel
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Figure 2.2: Illustration of a full con-
volutional operation. D1 and D2 is
the spatial dimensionality of the in-
put, Din is the number of input chan-
nels andDout the number of the output
channels. As for the kernel, Din is the
number of input channels, and K the
spatial dimension of the kernel.

(e.g. RGB) and the convo-
lutional operation is applied
multiple times in order to cre-
ate several outputs, i.e. chan-
nels. This is a very impor-
tant aspect of the convolu-
tional neural networks as it
creates different representa-
tions of the same input. Thus,
the input to a convolutional
layer is usually multi-channel
and its output is computed
as the summation of all two-
dimensional outputs plus the
bias, i.e.

∑Din

d=1Xd ? Wd + B,
where Din is the number of
input channels and B = I is
the bias. After convolving the signal and learning the weights of a
kernel, this kernel will act as a filter e.g. low pass filter, or edge detec-
tion filter. Thus, the convolutional layer will create a digital processing
operation over the input signal.

By stacking several convolutional blocks, one can create an output
which is the outcome of several consecutive filtering operations. The
dimension of this output is usually lower than that of the input and it
can be seen as an abstract feature representation of the original signal.
This output is called feature map as it will represent some essential
features of the input. The full convolutional operation is illustrated in
figure 2.2.

The Convolutional Neural Networks (CNNs) are able to create a
high-level abstraction of the input signal and enable end-to-end train-
ing and inference without the need for hand-crafted features [34]. The
motivation that lead to the use of convolution blocks instead of fully
connected layers is three-folded [32]. Firstly, CNNs have sparse con-
nectivity as the kernel is significantly smaller than the input and thus,
less parameters need to be trained and stored. Furthermore, a CNN
automatically learns meaningful features, e.g. edges. In Deep CNNs,
this property allows some units to implicitly interact with larger por-
tions of the input signal, which makes the network capable of learning
complicated interactions by combining sparsely-made simple building
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blocks [32]. Another important property of the CNNs is the parame-
ter sharing. As each weight of a kernel is used in every position of
the input signal, it reduces the storage requirements and increases the
statistical efficiency [32]. The third important property of CNNs is the
translation equivariance, which makes the network robust to trans-
lations. Nonetheless, the convolution layers are not scale or rotation
equivariant and other methods need to be deployed in order to ensure
equivariance models [32].

Over the years, several modifications of the CNNs have been pro-
posed. For example, tiled convolutions [86] have been proposed to
learn scale and rotation invariances. Deconvolutions [115], as opposed
to the classical convolutions, map one activation to multiple output
activations. Dilated CNNs [112] have been proposed to increase the
receptive field of the network and aggregate multiscale contextual in-
formation. Lin, Chen, and Yan [76] proposed a different architecture
called "network in network" to enhance model discriminability of lo-
cal patches within the receptive field. Specifically, they proposed the
replacement of the linear filters in a convolutional layer with a small
network.

2.1.3 Modern network architectures

Over the last years, several network architectures have been proposed
which focus on different tasks. To this date, applications of the CNN’s
have been significantly increased and have outperformed almost all
of the classical methods, e.g.[64, 101, 28, 104, 43, 114, 93, 111, 105, 44,
5, 97, 52]. In this section we will revisit some of the most popular ar-
chitectures, which were primarily implemented for classification and
regression tasks.

AlexNet [64] was the first CNN model to win the ILSVRC-2012 chal-
lenge. AlexNet achieved 15.3% top-5 test error on ImageNet[22] and
outperformed the existing models by almost 10%. The AlexNet model
was inspired by the LeNet networks [70]. What differentiated the
AlexNet model from the LeNet networks was the number of convo-
lutional layers, the parallel training process on GPUs and the imple-
mentation of modern hacks for fast and stable training. In the orig-
inal implementation of AlexNet, Krizhevsky, Sutskever, and Hinton
[64] used Local Response Normalization which is the ancestor of Batch
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Normalization [54], ReLU activation functions [84] and Dropout [47]
as regularizer. The architecture of Alexnet has five convolutional lay-
ers, three max-pooling layers and three fully connected layers [64].
AlexNet [64] was the first network to manifest the power of deep ar-
chitectures when using convolutions for feature extraction.

Figure 2.3: The AlexNet architecture as illustrated by Krizhevsky,
Sutskever, and Hinton [64].

VGG Net [101] resembles the AlexNet model but its kernels are much
smaller (3x3) throughout the whole network. Nonetheless, its effective
receptive field is bigger, since it has stacked convolutional layers in
each block (see Figure 2.4). The network follows a pyramid shape with
shallow layers in the beginning and very deep and thin last layers. Us-
ing this configuration Simonyan and Zisserman [101] were able to cre-
ate a 19-layer network and achieve 7.3% top-5 error on ImageNet[22].

Figure 2.4: The equivalence of receptive fields in VGG Net. Figure
adopted from Gu et al. [34].

Inception [104] models use a variety of different kernel-sizes to cap-
ture different representation scales. These convolutional blocks are
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nested within an inception module. Inception was the first network to
not stack all the convolutional layers in a sequential mode.

Figure 2.5: The inception mod-
ule s proposed by Szegedy et al.
[104].

Instead, Szegedy et al. [104] added
some convolutional layers, with dif-
ferent receptive fields and pooling
operations in parallel to create the
inception module. Then, they se-
quentially stacked these modules to
create a deep neural network. In
order to make the network train-
able and decrease the computational
and memory demands, Szegedy et
al. [104] added 1x1 convolutional op-
erations before the 3x3 and 5x5 lay-
ers. There are several variations of this model (e.g. Inception-v3 [106],
Xception [17]) that combine different hacks to increase the efficiency
of the model e.g. depthwise separable convolutions (see section 2.4.4)
and residual connections. The first version of the inception-based
models was GoogLeNet [106]. GoogLeNet is a 22-layer network and
it was the winner of the ILSVRC-2014 challenge achieving 6.7% top-5
error rate on ImageNet[22].

Figure 2.6: The Residual
block s proposed by He
et al. [43].

ResNet [43] was the first network which
exceeded the human-level accuracy (5%)
in ILSVRC-2015 challenge, using 152 lay-
ers. The ResNet models use residual
blocks, which eliminate the vanishing gra-
dient problem and make the accuracy con-
stantly increase as the number of residual
blocks increases, i.e. it avoids overfitting.
A residual block consists of stacked con-
volutional layers and shortcut connections,
where the latter perform identity mappings
(see Figure 2.6). Since the success of ResNet
in ILSVRC-2015, a variety of modifications and combinations with
other models have been proposed, and it quickly became the state-
of-the-art for many tasks e.g.[114, 111, 105, 52, 99].
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2.2 Gaze estimation

Gaze estimation is the procedure of predicting the gaze given an in-
put signal and an input-output mapping. More formally, given an
input signal x ∈ Rn, a function f(x) acts as a gaze estimator if f :

x → y(x ∈ Rn, y ∈ Rk), where y represents the gaze. Usually, k = 2

and thus, the gaze is estimated as a point in a two-dimensional plane
which represents the coordinates on the screen. Over the years, several
gaze-estimation methods have been proposed. As expected, the eye-
tracking models have been following and adopting the innovations
that have been proposed for general computer vision applications.
Thus, until the deep learning outbreak in 2012, all the attempts for
gaze estimation were based on geometrical models and hand-crafted
features [40, 55]. These features typically involved the glint on the
cornea of the eye, the pupil center, the iris edge, the relative position
of the camera, the possible illuminators, the subjects etc [40, 118]. To
the best of our knowledge, Zhang et al. [118] were the first researchers
who used CNN-based models for eye tracking. Zhang et al. [118] used
hand-crafted features to extract the global features of the image (e.g.
pose, angle) and then, they concatenated this information with center-
cropped images around the eyes. Afterwards, they used this concate-
nated signal as input to a LeNet model [70] to take advantage of both
the head-pose information and the image of the eyes.

After the integration of deep learning methods in almost every
computer vision problem, CNN-based architectures for gaze-estimation
have been proposed by several researchers and almost all of them out-
performed the classical computer vision methods. Krafka et al. [63]
proposed a multi-CNN architecture, which takes the following inputs:
the full image, two image-crops around the eyes, a crop that contains
the face and a binary face grid to indicate the location and size of the
head within the full image. The crop of the left eye, the crop of the
right eyes and the face-crop were fed to different AlexNet-based ar-
chitectures, where the eye-related CNNs were sharing weights with
each other. The binary face grid was processed by two fully con-
nected layers and ,finally, the outputs from all networks were concate-
nated. These concatenated features were passed though two densely
connected layers to predict the gaze. Krafka et al. [63] proposed this
multi-CNN architecture to take into account not only the extracted fea-
tures from the eyes, but also the head pose. They also used separate
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eye-crops as inputs to help the network to extract fine-grained features
that can identify subtle changes. Zhang et al. [119] took a greedier ap-
proach than Krafka et al. [63]. They used a full cropped face as input
to the CNN and added spatial weights to the feature maps to control
the importance of different face regions, and showed that the full-face
appearance-based methods are enough to achieve state-of-the-art gaze
prediction.

Masko [80], inspired by the work of Krafka et al. [63], proposed a
network that takes a cropped image, which includes both eyes, and a
binary grid as inputs. Masko [80] showed that only a crop that con-
tains both eyes is enough for accurate gaze estimation. More recently,
Nielsen [87] included memory-based CNNs for gaze estimation by
adding information of the previous gaze states and showed that the
replacement of CNN layers with LSTM layers [50] could lead to sig-
nificant gaze prediction in some cases.

2.3 Training with teacher-student bound

Distillation is a neural network compression technique that introduced
by Bucilǎ, Caruana, and Niculescu-Mizil [10] and Hinton, Vinyals,
and Dean [49]. This method aims to improve the performance of a
small network (student) by transferring the knowledge from a cum-
bersome model or ensemble (teacher). The idea behind this method
is that the compressed model will mimic the input-output mapping
of the teacher. That way, the student network should perform better
on the test set, than if it was trained only on the training-set, as the
distilled network inherits the generalization properties of the teacher
[49]. The concept of distillation [49] is similar to the concept of Gen-
erative Adversarial Networks (GANs [33]), where the student acts as
the generator and the teacher as the discriminator. However, in the
case of distillation, the student’s goal is not to fool the teacher, but the
two networks are cooperating, so that the student will learn to approx-
imate the teacher’s output probabilities [89].

2.3.1 Early works

Usually, the best performing models, in terms of predictive accuracy,
are memory demanding and they have a significant execution-time.
This makes their deployment in devices with limited memory and
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computational power impossible [10]. Before the deep learning era,
the best performing models were ensembles of hundreds or thousands
naive classifiers. For model compression relying a teacher-student
bound, the first systematic approach was made by Bucilǎ, Caruana,
and Niculescu-Mizil [10], who tackled the problem by using the uni-
versal approximation property of Neural Networks. Given enough
training data, a neural network with a hidden layer consisting of many
nodes can approximate any arbitrary decision function. Therefore, in-
stead of using an ensemble of models, Bucilǎ, Caruana, and Niculescu-
Mizil [10] used the ensemble to create synthetic labels. Then, they used
a single model for training and inference. The single neural network
that they used had more nodes than the individual models of the en-
semble to make sure that the model had enough capacity. By using
the synthetic labels instead of the true labels, Bucilǎ, Caruana, and
Niculescu-Mizil [10] argued that the model does not learn the true-
data distribution but the mapping that the ensemble had learn [10].
The single model did not perform better than the ensemble but out-
performed the single model that was trained on the true labels. Based
on these results, Bucilǎ, Caruana, and Niculescu-Mizil [10] suggested
that model compression should only be used under limited memory
or computational settings, as the full ensemble will always perform
better.

Following the same logic, Ba and Caruana [4] provided empiri-
cal evidence that a deep neural network could be approximated by
a shallow network, and therefore be compressed. Based on these re-
sults, they suggested that the depth and the complexity of the net-
works are not such important factors after all, as simple and shallow
architectures could approximate the same functions [4]. however, re-
cent results indicate that this is not the case [107]. Nevertheless, Ba
and Caruana [4] showed that the model compression method results
better predictions if, instead of forcing the shallow network to mimic
the output probabilities of the teacher (which are produced by the fi-
nal softmax activation function), it tries to approximate its logits, i.e.
the output before the softmax activation. Ba and Caruana [4], argued
that this is due to the information loss of when passing from the logits
space to the probability space. Finally, they suggested that model com-
pression is a form of regularization, which prevents shallow networks
from overfitting, and they showed empirically that when the accuracy
of the original network increases, so does that of the compressed net-
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work. This suggest that shallow networks do not run out of capacity
or representational power as previous works were indicating [4].

Later, Li et al. [74] compressed a deep neural network to a shal-
lower model by minimizing the Kullback–Leibler divergence between
the output distributions i.e. they matched the softmax outputs. The
authors used a large unlabeled data-set to train the student model with
the labels provided by the teacher. Li et al. [74] showed that the incre-
ment of unlabeled data results increases in the student’s performance,
but the student will never surpass the accuracy of the teacher.

2.3.2 Distillation

Usually, for single-class classification problems the last layer of the
network is a softmax-activation layer, which takes the logits z as in-
put and turns them into class probabilities p. The softmax function is
defined as:

p =
exp zi/τ∑
j(exp zj/τ)

= softmax
(z
τ

)
(2.6)

where τ is the temperature and zi, zj single logits of the full logit-vector
z. Typically, the temperature τ is set to 1, but if τ > 1 the softmax re-
sults softer assignment over the classes, i.e. smooths the output distri-
bution.

One way to transfer the knowledge from the teacher-network to
the student would be to force the compressed model to mimic the
softmax outputs of the teacher, i.e. the probabilities assigned for each
class. However, his method is sub-optimal as the teacher will assign
high confidence to some classes, resulting in probabilities close to zero
for the remaining classes. This prevents the student from learning the
structural similarities of the data, which are encoded as class correla-
tions [49]. To circumvent this issue, Hinton, Vinyals, and Dean [49]
suggested to raise the temperature of the final softmax-layer of the
teacher to produce a softer set of targets. At training time, the student
should match these targets by using the same softmax temperature.
Then, after the training phase is finished, the temperature of the soft-
max in the distilled network should be reset to 1 [49]. Hinton, Vinyals,
and Dean [49], also proved that the method of Ba and Caruana [4] can
be seen as a special case of distillation, that uses high temperature.
Furthermore, Hinton, Vinyals, and Dean [49] showed that if a network
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gets trained by matching both the teacher’s outputs and the true la-
bels, its predictive power increases. This happens because the student
network captures not only the information provided by the true labels
but it also emulates the internal structure that the complex teacher has
learned [49, 96].

Formally, if T denotes the teacher network, S the student network
andH the cross-entropy loss. From eq.2.6, we have pτT = softmax(zT

τ
)

and pτS = softmax(zS
τ
), with pτT being the softened output of the teacher

and pτS the softened output of the student. Thus, the goal is to optimize
the following loss function with respect to the weights of the student
network:

LKD = H(yGT ,pτ=1
S ) + λ · H(pτT ,pτS), (2.7)

where yGT is the ground truth vector and λ is a hyper-parameter that
controls the relative influence of each cross-entropy term.

Hinton, Vinyals, and Dean [49] suggested that a proper tempera-
ture for distillation is approximately proportional to the number of pa-
rameters in each layer of the distilled model. However, high tempera-
ture introduces more noise and thus, for larger data-sets and very com-
plex problems, lower temperatures should be used [49, 14]. One inter-
esting finding of Hinton, Vinyals, and Dean [49] was that when they
attempted to train a student-network on a subset of the MNIST data-
set [68], where the number 3 was omitted, the test error of the number
3 was significantly lower than if the network was trained without the
presence of the teacher. This is an important effect of distillation as
the student network seems to generalize better on previously unseen
instances [49].

Hint-based learning

Bengio et al. [7, 9] proposed the concept of curriculum learning, which
mimics the way that humans and animals gradually learn from simple
to more complex concepts, and showed that this training technique
leads to improved model generalization and convergence. Bengio,
Courville, and Vincent [8] provided experimental proofs that deeper
convolutional neural networks lead to more abstract and invariant
representations. Romero et al. [96], influenced by the aforementioned
works and the work of Hinton, Vinyals, and Dean [49], introduced the
FitNets. These, are thin and deep networks, which fist are pre-trained
up to the middle layer using "hint learning" based on the teacher. Then,
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distillation is used for transferring the remaining knowledge from the
teacher. Hint learning [96] is a way to overcome the vanishing-gradient
problem when training deep and thin networks, by providing infor-
mation from a teacher-network to the middle layers. This information
is the output of the teacher’s middle layer and guides the student’s
learning process in the first training steps [96]. The hints are usually
provided in the middle layers of the network to ensure that the correct
amount of regularization is provided to the student [96]. To match the
dimensionality difference of the student’s and the teacher’s hint layer,
Romero et al. [96] proposed that a convolutional regressor should be
used. Romero et al. [96] argued that hints provide a better starting
point in the parameter space, which will potentially lead to a faster
convergence of the algorithm. According to Romero et al. [96], half of
the student-network should be pre-trained by minimizing the follow-
ing loss function:

LHT = ||okT − r(olS)||22 (2.8)

where, okT and olS are the feature maps of the teacher’s kth and the stu-
dent’s lth layer respectively and r is a regression function. After pre-
training half of the student, Romero et al. [96] suggested to use distilla-
tion [49] to train the full model while annealing the distillation-factor
λ (see eq.2.7). This forces the network to first learn the examples for
which the teacher is confident, and then gradually learn more complex
instances by paying less attention to the teacher. One important result
that Romero et al. [96] reported was that, in some cases, the student
outperformed the teacher, even with almost ten times fewer param-
eters. This suggests that it is not the capacity of the CNN itself that
makes it outperform shallower networks, but the abstract feature rep-
resentations of the deeper layers.

Mutual learning

When using the distillation method for model compression, the stu-
dent’s predictive power depends on the teacher’s predictive power.
Thus, there is always a need for a powerful pre-trained teacher, which
in some cases is impossible to have. In order to tackle this problem,
Zhang et al. [120] proposed a method called mutual learning. In mu-
tual learning, the teacher is replaced by a pool of students that learn
collaboratively and act as teachers to each other during the training
process. Zhang et al. [120] reported that their student-models out-
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performed students that had been trained with traditional distillation
methods, i.e. with pre-trained teachers. According to Zhang et al.
[120], this is a better approach as the information sharing between the
models helps them to find a better optimum together, which improves
the generalization ability of each individual model. Mutual Learning
[120] can be used not only for model compression, but also as a general
technique to boost the predictive power of a model. Zhang et al. [120]
reported that the larger the pool of models and the variation between
them, the bigger the total gain from the method. Formally, Zhang et al.
[120] defined the loss for each model in the pool as:

Lk = LGT +
1

K − 1

K∑
l 6=k

DKL(pl||pk) (2.9)

where, K is the number of models in the pool, Lk is the total loss for
the model k, LGT is the loss from training on the ground truth and
DKL(pl||pk) is the Kullback Leibler divergence between model k and
l.

2.3.3 Problem specific adaptation

Chen et al. [14] applied the methods of Knowledge distillation [49]
and Hint Learning [96] to object detection problems. They argued that
the standard cross-entropy loss is not well suited for object detection
due to the severe background-foreground class imbalance. To address
that problem, they proposed a class-weighted loss function with larger
weights given to the background class. Therefore, the second term in
eq.2.7 is now [14]:

H(pτT ,pτS) = −
∑

wcp
τ
T logp

τ
S (2.10)

where wc is a term that controls the controls the importance of each
class. Chen et al. [14] also argued that for regression problems, the
teacher’s outputs will provide strong guidance to the student, which
sometimes could lead to directions contradictory to the ground truth.
Thus, they suggested a teacher-bounded regression loss. According to
that loss, the student is forced to match the ground truth and it gets
penalized only if the error of the student is bigger than its teacher’s.
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Therefore, the second term in eq.2.7 is now [14]:

H(pτT ,pτS) =


||yT − yS||22 if ||yS − yGT ||22 +m > ||yT − yGT ||22

0 otherwise
(2.11)

where, yS and yT are the regression outputs of the student and the
teacher, respectively, yGT is the ground truth and m is the threshold
which controls the bounding limits [14].

Gupta, Hoffman, and Malik [36] generalized the concept of Knowl-
edge distillation [49] to a supervision-transfer method to transfer the
learned representations of one model to another one. That way, Gupta,
Hoffman, and Malik [36] were able to handle different modalities by
using arbitrary layers, instead of only the last prediction layer. The
supervision-transfer method was not introduced as a model-compression
technique, but to increase the predictive power of the network [36].

Su and Maji [103] adopted the concept of distillation to transfer the
knowledge from a model trained on high quality data to another one,
which process low quality data. Su and Maji [103] argued that distilla-
tion is a general method of knowledge transfer, that could be applied
to several machine learning tasks, like domain adaptation and model
compression. Su and Maji [103] also showed that compression and
cross-quality distillation could work in parallel to create a compressed
model, which performs well with low-quality input data.

An interesting variation of the distillation method was proposed
by Balan et al. [6], who incorporated a Bayesian approach. First, they
trained a model. Then, they used its Monte-Carlo posterior as the
teacher to the student network. A similar approach was adopted by
Shen et al. [100], who they gathered the teacher’s outputs after sev-
eral runs using dropout. Then, they fitted Gaussian distributions to
the outputs, to approximate the confidence of the teacher. Finally, they
used this information to control the influence of the teacher on the stu-
dent. In the same paper, Shen et al. [100] suggested that when the
student’s output dimensionality is small, e.g. 2, an additional layer
should be added. That extra layer should be high-dimensional and
placed before the last layer of the network in order to capture the all
the modalities of the teacher’s distribution [100].

Kim and Rush [61] applied the distillation method to a sequential
problem of neural-machine-translation where they managed to squeeze
a large LSTM model. Later, other researchers extended this method by
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slightly changing the loss function (e.g. [26]) and using an ensemble
as teacher [65, 26].

Che et al. [13] used distillation to improve the model’s interpretabil-
ity. Specifically, they distilled the knowledge of several non-interpretable
networks to gradient boosting trees. Gradient boosting trees are inter-
pretable and provide simple decision rules and tree structures [13].
Using this approach, Che et al. [13] managed to maintain the accuracy
of the deep learning architectures, while also providing interpretable
features and prediction rules.

Another application of knowledge distillation is the knowledge
transfer of recurrent neural networks (RNN) to CNNs by minimizing
the Kullback-Leibler divergence of the two architectures [12]. Chan,
Ke, and Lane [12] extended this idea and they showed that minimizing
the Kullback-Leibler divergence of the two distributions is equivalent
to minimizing the cross-entropy loss between them. Geras et al. [27]
adopted this idea and distilled LSTMs into CNNs in order to speed up
several acoustic models. Geras et al. [27] also merged the features of an
LSTM to a CNN with the use of distillation. That led to accuracy incre-
ments as the inductive biases of the individual models were merged.
This seems to be a general truth when using different architectures [27]
.

Lopes, Fenu, and Starner [78] recently proposed a method for data-
free knowledge distillation where instead of the full data-set only some
meta-data from the teacher’s activations are needed. Under the con-
cept of data-free distillation, the type of collected meta-data is not
unique but there is a trade-off between accuracy, compression rate and
type of meta-data [78].

2.4 Related work: model compression

By combining modern deep CNN architectures with efficient algo-
rithms capable of training multiple layers, astonishing results can be
achieve, that shallower traditional networks could not attain. Espe-
cially, after the introduction of deep convolutional architectures like
AlexNet [64], the models have been expanded in size and depth, and
more sophisticated architectures have been deployed, e.g.[43, 106, 101].
At first sight it might look like the increased capacity of the deep archi-
tectures is the reason for the major increment in performance. Nonethe-



22 CHAPTER 2. BACKGROUND

less, recent studies suggest that this is not the case [21] and that DNNs
are usually over-parametrized [23]. Furthermore, several researchers
argue that it is not the capacity of the network itself that results bet-
ter performance, but rather the training process and the regulariza-
tion techniques that make DNNs so powerful [4, 107]. Therefore, the
elimination of redundant parameters of a neural network should not
damage its predictive power [23]. In this section we will present some
explicit (e.g. architectural modifications) and implicit methods (e.g.
pruning, quantization, weight sharing) for model compression. These
methods are not adversarial to the distillation method. On the con-
trary, all these methods can be combined in order to create compressed
and accurate models.

2.4.1 Pruning

Pruning is the most popular compression method to remove redun-
dant weights from a trained network based on some criteria. This tech-
nique was first introduced as a regularization method to increase the
generalization power of a model [41], but its compression properties
made it one of the most prominent methods for network compression
e.g. [69, 42]. The first systematic approach was introduced by Le-
Cun, Denker, and Solla [69], although the deletion of small weights
for generalization and compression purposes was already a common
technique since the early stages of machine learning [69]. Before that,
pruning techniques were focusing on removing parameters with small
saliency, as these would have the least effect in the training error. Le-
Cun, Denker, and Solla [69] suggested a different approach for remov-
ing redundant parameters. They used the second derivative of the
objective function, with respect to the parameters, to define a theo-
retically justified saliency measure based on information theory. This
technique was named optimal brain damage [69] and it was the step-
ping stone for network compression. The optimal brain damage is
a three-step process. Firstly, the saliency of the parameters is com-
puted based on the second derivatives. After that, the parameters are
sorted based on their saliency, and the least important parameters are
removed from the network. Finally, the model is fine-tuned again.
This procedure continues until the optimal compression-to-accuracy
ratio has been achieved. However, Hassibi and Stork [42] showed that
the optimal-brain-damage method often removes weights that are im-
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portant to maintain the network’s accuracy. Based on these findings,
they suggested to take into account all the second derivatives to extract
structural information about the network. Specifically, they calculated
the inverse Hessian matrix and took the non-diagonal elements into
consideration too [42]. This method is known as optimal brain sur-
geon.

A more aggressive method was proposed by Srinivas and Babu
[102], where they removed neurons instead of single connections. Srini-
vas and Babu [102] also showed that the parameter-redundancy is not
present only in small-in-magnitude weights but also in parameters
which are similar to each other. Thus, all but one such parameters
could also be removed from the network.

Han et al. [39] suggested a slightly different approach, which in-
cluded the training phase of the network. Instead of trying to learn
the final weights, they tried to learn which connections are impor-
tant. Then, they removed the low-weight connections based on some
threshold and fine-tuned the network to regain accuracy [39]. This
method extended to an iterative pruning process, where the network
gets pruned and fine-tuned repeatedly. Later, Han, Mao, and Dally
[38] built on top of this method and showed that pruning can be com-
bined with other compression methods without significant loss in ac-
curacy. Thus, Han, Mao, and Dally [38] proposed the "deep compres-
sion" method. This is a three-step pipeline that involves quantization,
weight sharing and Huffman coding ,which is a common method for
lossless data compression. They also showed that each method could
independently achieve compression rates of ∼ 8%, but the combina-
tion of the three methods could compress a model up to∼ 3% without
significant loss in accuracy [38].

Guo, Yao, and Chen [35] suggested that all of the aforementioned
methods for pruning have a major drawback, which is their greedy
manner. According to Guo, Yao, and Chen [35] pruning removes con-
nections which cannot revitalized if their deletion was incorrect. Thus,
they proposed the "dynamic network surgery" technique. Accord-
ing to this method, in addition to the pruning step, a splicing step is
also present to enable the recovery of the falsely-removed connections.
This method makes the pruning technique more flexible and results
better compression rates (e.g. up to 17.7x in AlexNet) as it prunes and
recovers the proper connections dynamically [35].

As the number of convolutional layers started to grow and the
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number of fully-connected layers to drop, the pruning methods started
to focus on efficient pruning of convolutional weights instead. Anwar,
Hwang, and Sung [3] argued that all of the existing pruning methods
result irregular network connections. This is not well-aligned with the
concept of parallel processing and results low representation power.
Thus, they proposed a pruning method which results structured spar-
sity and they used particle filtering methods to decide the importance
of the network’s connections. Lebedev and Lempitsky [66] extended
the optimal brain damage method [69] to a structured grouped-wise
approach which removed entire rows and columns from the matri-
ces. Polyak and Wolf [90] suggested to prune channels instead of in-
dividual weights based on the information contribution of the chan-
nel. This idea adopted from Li et al. [72] where they pruned entire
channels based on their weight’s magnitudes. He, Zhang, and Sun
[45] proposed to prune channels with a layer-wise two-step iterative
algorithm. The first step involves the selection of the representative
channels, which is needed to maintain the crucial information. Then,
the redundant channels get removed based on the LASSO regression
method, and the network gets reconstructed. Wen et al. [110] extended
the structured-pruning methods to remove kernels, channels or layers
by penalizing them in an L1 regression manner. Recently, Louizos, Ull-
rich, and Welling [79], proposed a Bayesian approach that introduces
sparsity priors to prune nodes, and uses a variational posterior to ad-
just the optimal quantization in each layer.

2.4.2 Quantization

An alternative compression method that primarily focuses on reduc-
ing the memory footprint of deep neural networks is quantization.
This technique aims to create networks with coarsely quantized weights
[73]. The first systematic approach to the quantization of deep neural
networks was made by Gong et al. [30], where they explored four dif-
ferent ways to quantize the layers of a network. The first approach
was to binarize the matrices of a network by taking the sign of them.
This results a compression rate of 32x as it replaces the 32 bits with
1 bit. The second one was named "scalar quantization" and it as-
signs the weights to k-clusters using the k-means clustering algorithm.
With this method, Gong et al. [30] managed to compress a network
up to 32/log2(k). The third one is called "product quantization" [57]
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and explores the redundancy of structures in the vector space [30]. To
implement this method, Gong et al. [30] partitioned the vector space
into subsets and performed scalar quantization on each subset. With
this method, they achieved a compression rate up to (32mn)/(32kn +

log2(k)ms), where m and n are the dimensions of the matrix, s the
number of partitions and k the number of clusters [30]. Gong et al.
[30] showed that the scalar quantization method gives the best results
in terms of balance between model size and predictive power. Finally,
Gong et al. [30] applied residual quantization [16] by first quantizing
the vectors using k-means, and then recursively quantize the residuals.
This method gives a compression rate up to m/(tk + log2(k)tn), where
m and n are the dimensions of the matrix, t the number of iterations
and k the number of clusters.

Courbariaux, Bengio, and David [19] explored network compres-
sion using quantization and suggested three different techniques. Firstly,
they suggested a training scheme with half-precision floating point
numbers, i.e. compression rate 2x, and showed that this method has
almost no loss in accuracy. The other two methods involve training
with fixed points. In the first case, they lowered the precision of the
global scaling factor and in the second case, they used a dynamic scal-
ing factor. With the latter method, Courbariaux, Bengio, and David
[19] managed to achieve accuracy almost equal to the 32bit represen-
tation. To do so, they used 20 bits for the static fixed points and 10 bits
for the dynamic ones.

Later, Gupta et al. [37] took a slightly different approach and con-
verted the 32-bit float number representation of the parameters to 16-
bit fixed-point representation. Gupta et al. [37] showed that if an ap-
propriate training scheme is implemented, this compression method
has no significant loss in accuracy. Their method is called "stochastic
rounding" and the probability of rounding a number x to [x] is pro-
portional to their proximity. Opposed to this work, Lin, Talathi, and
Annapureddy [75] suggested that, in order to preserve the accuracy
levels, it is better to pre-train the network using floating point num-
bers and then use the network statistics to translate the model to ap-
propriate fixed-point numbers. Then, they suggested to fine-tune the
compressed model to boost the model’s predictive power. With the
use of this method, a network can be compressed up to 20x without
significant loss in accuracy [75].

Courbariaux, Bengio, and David [18] approached the subject of



26 CHAPTER 2. BACKGROUND

quantization in a more aggressive manner where they used a stochas-
tic averaging method to binarize the weights during the propagations.
That way, Courbariaux, Bengio, and David [18] managed to remove al-
most 2/3 of the needed multiplication operations and thus, speed up
the network by 3x. On top of that, they compressed the models at least
16x while maintaining almost state-of-the-art accuracy. Later, Lin et al.
[77] extended this method to the back propagation process and intro-
duced the ternary networks, which in extent to the values±1, also may
take the value 0. They argued that this should increase the network’s
performance, as many weights are close to 0. Finally, Courbariaux
et al. [20] quantized a network using binary weights and activations
during the both the inference and the training phase. Later, Raste-
gari et al. [92] improved the accuracy of those binarized networks and
managed to get 32x reduced memory foot-print and 58x faster convo-
lutions while maintaining almost state-of-the-art accuracy. Li, Zhang,
and Liu [71] introduced the ternary networks in a formal manner and
managed to get up to 32x model compression rates, and outperform
the binarized networks.

Several researchers have modified and optimized the aforemen-
tioned methods for quantization in order to fit a CNN in embedded
devices, while pushing the accuracy to state-of-the-art levels e.g.[122,
2, 83, 82, 11, 121]. One of the recent quantization methods is the one
suggested by Zhou et al. [121], where pre-trained networks are quan-
tized incrementally. Zhou et al. [121] proposed not oto quantize the
networks at once, but instead to quantize a percentile of the weights
based on their importance, and then re-train the network. These two
steps should be repeated until all the weights are quantized. That way,
the quantization process has negligible loss in accuracy. Another im-
portant finding of Zhou et al. [121] is that the 5-bit quantizated net-
works outperform their 32bit counterparts in several cases.

2.4.3 Weight sharing

Another compression method is "weight sharing", which groups weights
and forces them to share the same values. Chen et al. [15] first intro-
duced this method for compression. Chen et al. [15] deployed a hash
function to randomly and uniformly group the connection weights.
Then, they forced the connections within a group to share a single
value. Chen et al. [15] trained the so-called "HashedNets" using back-
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prop and forcing equality constraints for weight sharing during the
training phase. They also showed that this method could decrease the
memory footprint of a network up to 20x without significant loss in
accuracy. Gong et al. [30] also used the weight-sharing method for
the concept of quantization where they grouped the weights using a
k-means clustering algorithm as previously mentioned. Later, Han,
Mao, and Dally [38] build on top of that method and used k-means
to group the weights layer-wise. However, opposed to the work of
Chen et al. [15], they used weight-sharing after the training phase.
They argued that the shared weights now approximate the original
un-quantized network.

2.4.4 Explicit methods: matrix factorization, cheap con-
volutions and other architectural modifications

The sequential addition of convolution blocks increases the complexity
of a network dramatically. Thus, given the parameter redundancy of
modern architectures [23], an explicit method for model compression
and acceleration would be to replace these convolution blocks with
a combination of smaller convolutions i.e. matrix decomposition [23,
95]. The basic idea behind the usage of factorized matrices, instead
of the full-rank ones, is that the total number of parameters is much
lower. A naive approach of matrix decomposition would be to repre-
sent a full rank matrix W as a product of two low rank matrices W=UV,
but then the predictive power of the model would drop dramatically
[23]. However, Sainath et al. [98] applied this method to compress
and speed-up the last layer of a network with high-dimensional out-
put and reported negligible loss in accuracy. To speed up the training
process and reduce the memory foot-print, Ba and Caruana [4], in-
fluenced by the work of Sainath et al. [98], used a bottleneck linear
layer between the input and the hidden layer. That way, they fac-
torized the weight matrix into a product of 2 low-rank matrices and
reduced the memory foot-print from O(HD) to O(k(H + D)) where,
k << D is the units in the bottleneck layer, H the nodes in the hidden
layer and D the input feature dimension. Rigamonti et al. [95] took the
factorization method one step further and showed that non-separable
convolutional filters can be approximated by separable ones, which
in turn can be expressed as a linear combination of a smaller num-
ber of filters without damaging the accuracy of the network. Riga-
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monti et al. [95] and Jaderberg, Vedaldi, and Zisserman [56] showed
that if the approximating filters are set to have rank-1, then the basis
filter can be decomposed into a sequence of horizontal and vertical
filters. Denton et al. [24] implemented matrix factorization using sin-
gular value decomposition with different approximations that depend
on the depth of the layer that holds the matrix. Then, they fine-tuned
the final model to restore the accuracy levels. Singular Value Decom-
position is computed as W = USVT where, U and V are orthogo-
nal matrices and S is a diagonal matrix with the singular values on
the diagonal. Denton et al. [24] exploit the low dimensionality struc-
ture of the color components of the first layer and they suggested a
monochromatic approximation using singular value decomposition.
For the remaining layers, they exploited the redundancy and simi-
larity of the filters, and used clustering approximations with singular
value decomposition and outer product decomposition. Denton et al.
[24] managed to reduce the memory foot-print of the first and second
convolutional layers of a network by a factor of 2-3x and the fully con-
nected layers by a factor of 5-13x without significant loss in accuracy.
They also suggested that low-rank projections could improve the gen-
eralization of the network. Jaderberg, Vedaldi, and Zisserman [56] also
exploited the cross-channel redundancy of a network and performed
low-rank decomposition across the channel’s dimension. Later, Lebe-
dev et al. [67] optimized the aforementioned methods and boosted the
compression rate, performance and accuracy levels of them. Jin, Dun-
dar, and Culurciello [59] trained networks in which all convolutional
blocks had been replaced by sequential 1-dimensional convolutions in
all dimensions. This method did not require additional fine-tuning
and achieved higher compression and acceleration rate while main-
taining about the same accuracy levels. After these initial efforts to
use matrix decomposition as a compression technique, several authors
improved and optimized these methods that lead to state-of-the-art ar-
chitectures, optimal for use in embedded devices e.g.[88, 85, 60, 116,
108, 109, 110].

Popular high-performance architectures

After the success of AlexNet [64] and VGG-Net [101] in several com-
puter vision tasks, the scientific community saw the need for more
efficient networks, in terms of computational, memory and accuracy
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levels. This led to the creation of the ResNet [43] and the Inception
[104] models (see section 2.1.3). Nonetheless, these networks cannot
be deployed into embedded systems or mobile devices. That need led
to the creation of several networks optimal for devices low in memory,
energy and computational power.

SqueezeNet [53] was probably the first systematic approach to cre-
ate an architecturally compressed network. Iandola et al. [53] used the
AlexNet model [64] as prototype and replaced most of the 3x3 convo-
lutions with 1x1 filters. On top of that, they decreased the number of
input channels to the 3x3 convolutions by using "squeeze layers". That
led to the "fire module", which is a 1x1 convolutional layer followed by
an expansion layer consisting of a mix of 1x1 and 3x3 filters. Note that
some variations of the fire-module include bypass connections, which
are residual connections inspired by [43]. Iandola et al. [53] argued
that the use of larger activation maps should increase the final accu-
racy, and they implemented it as a late downsampling to the network.
With this configuration, SqueezeNet [53] had 50x less parameters than
AlexNet [64], but achieved the same accuracy on ImageNet dataset
[22]. Finally, Iandola et al. [53] applied the compression method of
Han, Mao, and Dally [38] to the SqueezeNet architecture. The out-
come was a network 510x smaller than AlexNet [64] but with the same
predictive power.

MobileNets [51] [99] is a family of networks designed for mobile ap-
plications and deployment in embedded systems. In the first version
of MobileNets, Howard et al. [51] replaced all the convolutional lay-
ers (except for the first one) with depthwise separable convolutions.
That way, they reduced the computational and memory demands of
the network. A depthwise separable convolution is a factorized form
of a full convolution, which first applies a single kernel to the input
(depthwise) and then applies an 1x1 convolution (pointwise) in or-
der to combine the outputs of the depthwise operation (see fig.2.7).
That way, the parameters get reduced from K2 × Din × Dout to (K2 +

Din)×Dout and the needed operations from D1×D2×K2×Din×Dout

to D1 × D2 × (K2 + Din) × Dout. The members of the MobileNet
family have the same base-structure, but they have two implemented
parameters that control their compression rate. The two introduced
hyperparameters is the width multiplier, which controls the number
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Figure 2.7: Illustration of the depth-
wise separable convolution operation.
Now the convolution operation, as op-
posed to the full version (see figure
2.2) consists of 4 steps. In the first step
a channel separation is applied. In the
second step a convolution is applied
to each channel. In the third step, the
convolved feature maps are combined
and finally, a 1× 1×Din convolutional
operation is applied.

of the input/output channels
per layer, and the resolu-
tion multiplier, which con-
trols the input the resolu-
tion to the network [51].
The full MobileNet_V1 (i.e.
width and resolution multi-
pliers are equal to 1), achieves
almost the same accuracy
as the VGG-16 [101] but
it is 32x times more com-
pact [51]. The second ver-
sion of MobileNets [99] in-
cluded a modified depthwise
separable convolution layer.
That layer has inverted resid-
ual blocks with bottlenecks
in the input/output and the
authors suggested that this
leads to representation ex-
pansion. In these inverted
blocks, the first operation acts as a bottleneck and uses 1x1 convolu-
tions (also called expansion layer) followed by a 3x3 depthwise con-
volution and an 1x1 projection layer, which purpose is to inverse the
dimensionality [99]. Finally, Sandler et al. [99] added residual con-
nections to their proposed module similar to the ones proposed by
He et al. [43]. The full MobileNet_V2 [99] outperformed the full Mo-
bileNet_V1 [51] in terms of accuracy, memory and computational ef-
ficiency. Lately, a new version of MobileNets has been proposed, that
uses aggressive downsampling in the early layers to lower the compu-
tational and memory cost even more [91].

ShuffleNet Unit [117] is a relatively newly proposed architecture that
uses grouped convolutions and channel shuffling to increase the com-
putational efficiency and boost the predictive power of MobileNet_V1
[51]. Zhang et al. [117] rethought the idea of separable convolutions
and realized that the 1x1 convolutions create a computational bottle-
neck. Thus, they replaced the 1x1 convolutions with pointwise group
convolutions followed by a channel-shuffling operation. The group-



CHAPTER 2. BACKGROUND 31

Figure 2.8: The "Shuf-
fleNet Unit" as pro-
posed by Zhang et al.
[117].

convolution operation groups the feature
maps of a layer and then, the convolution
operation is applied independently to each
group. The drawback of this operation is that
when several group convolutions are stacked
together, the information flow between the
grouped channels gets blocked, because the
information from an input channel is only de-
livered to a small fraction of the following
channels. This yields accuracy degradation
[117].

In order to compensate for that, Zhang
et al. [117] implemented a channel-shuffling
operation to allow information flow between
different grouped channels. Finally, Zhang
et al. [117] added residual connections be-
tween the convolutions, like Sandler et al. [99], and showed that a
stack of these "ShuffleNet Units" (see Fig.2.8) can outperform the Mo-
bileNet_V1 [51] by a large margin.
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Methods

In this section we describe the methods that we used in order to achieve
model compression with the use of the distillation technique. We start
by describing the data that we used and the general structure of our
gaze estimator. Then, we describe and justify the models and the loss
functions that we used to bound the students with the teachers. Fi-
nally, we provide implementation details to make our work transpar-
ent and reproducible.

3.1 The dataset

Figure 3.1: Example of a
DP ROI sample.

There are several public-available datasets
for gaze estimation e.g. [63][118]. We chose
to use the internal dataset from Tobii AB
as, to the best of our knowledge, it is the
biggest, most carefully created and anno-
tated dataset in the domain. For consis-
tency, we used the same dataset as Masko
[80] to benchmark the eye tracking models
that we created. The dataset contains samples from 1671 subjects, re-
sulting in 1,917,742 regions of interest (ROI). This dataset contains both
Dark pupil (DP) and Bright pupil (BP) images, depending on the rel-
ative placement of the illuminator and the camera. The label for each
sample is the screen position normalized in the interval [0,1]. A more
detailed overview of the data acquisition and the dataset splitting can
be found in Masko [80]. In our experiments, we used only the dark
pupil (DP) images (see Figure 3.1) as Masko [80] showed that they im-

32
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ages result better gaze prediction. Thus, our dataset consists of 184,876
ROI images in total. For training and testing purposes, the dataset was
split on subject level, using a 80:10:10 ratio (see table 3.1). We used
only the non-calibration images, as the calibration process introduce
additional parameters that must be fine-tuned, and we wanted to re-
duce the hyper-parameter space a much as possible to infer the actual
effects of the model distillation.

Training Set Validation Set Test Set
Data size 147670 17639 19567

Percentage 79.88% 9.54% 10.58%

Table 3.1: The dataset splitting.

3.1.1 ROI dimensionality

The full ROI images are single-channel images with a spatial size of
1160x300 pixels. This image size is not well suited for running multi-
ple experiments as it results long training times. Furthermore, it sets
limitations on the batch size, which results unstable learning process
and low-quality results. Thus, for most of our experiments, we used
images downscaled by a factor of 2.5, and for the experiments on the
cross-quality distillation [103], we used downscale factors of 5 and 10.

3.1.2 Data pre-processing

To reduce the effects of different lighting conditions and other inhered
noises from the data acquisition, all images were pre-processed using
contrast limited adaptive histogram equalization [94]. All ROI images
contain some pixels in the right side that are not related to the actual
image but they were products of the data acquisition process. Further-
more, at the edges of the ROI images some background inclusions are
present. In order to remove these unwanted pixels, we cropped the
ROI images horizontally by floor(15/ds) + 1 pixels and vertically by
floor(10/ds) + 1 in each side, where ds is the downscale factor.
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Downscale Factor Original Size Cropped size
1 1160x300 1128x278

2.5 464x120 448x108
5 232x60 224x54
10 116x30 112x26

Table 3.2: The input-image’s dimensionality before and after cropping
for different downscaled factors.

3.2 The eye-tracking model

Our gaze-estimation model is based on the recently proposed network
of Masko [80]. An illustration of the basic components of this model
can be seen at Figure 3.2. After the ROI-extraction from the original
image, the image is fed to a convolutional module, which is followed
by a fully connected layer of 2048 nodes. That layer gets concatenated
with a fully-connected 128-node layer, which is the output of a binary
face mask that has been passed through a dense layer of 256 units.
The concatenation process combines the learned features from both
the ROI image and the mask. Afterwards, the concatenated signal is
fed to a fully connected layer of 256 nodes, followed by a 128-nodes
dense layer and finally, this layer gets connected to a 2-nodes out-
put layer which represents the relative screen coordinates. Masko [80]
used a modified AlexNet network [64] as the convolutional module.
We replaced this model with different architectures that represent the
student and the teacher network. Thus, in all of our experiments the
only component that changes is the convolutional module (see Figure
3.2). That way, we created a model agnostic graph which allowed us to
test different models by eliminating architectural variations indepen-
dent to the goals of this project. Furthermore, that way we made the
integration of models with different complexity easy to implement. Fi-
nally, we used the model proposed by Masko [80] to benchmark our
models.
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Figure 3.2: The gaze estimation model architecture.

Objective function

As stated above, the output from the full model is two values that
represent the normalized gaze coordinates on the screen. Thus, our
goal is to minimize some distance measure between the ground truth
and the output of the model. To do so, we used the L2 norm i.e. the
squared Euclidean distance, between the ground truth and the output
values of our model:

LGT = ||yGT − ymodel||22 (3.1)

where yGT is a ground-truth vector and ymodel is the model’s output.
The reason that we used the L2 norm and not some other distance

measure was based on Masko [80], who showed that the L2 loss func-
tion results in the best gaze estimates given the dataset and the eye-
tracking model that we have.

3.3 The convolutional module

3.3.1 Network’s Justification

In order to choose an appropriate network architecture, we had to take
several theoretical and practical limitations into consideration. For the
experimental part of our work we wanted to have flexibility, but also to
keep a balance between the innovation and the stability of the method.
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The teacher network’s properties

As Mentioned above (see Section 2.3), in order to perform model distil-
lation, we need a powerful teacher. This could be a stand-alone model
or an ensemble. Furthermore, as reported in section 2.1.2 and as the
findings from Urban et al. [107] indicate, this model should be convo-
lutional in order to achieve high quality gaze estimation. In addition,
to minimize the variability of our results and be able to infer the true
gain of the distillation method, our intuition dictated us to use the
same architectural configurations for both the teacher and the student.
Finally, the limited computational and memory resources and the need
for running several experiments within a specific time-frame, prohibit
us from using state-of-the-art models with high computational and
memory demands (e.g. ResNet).

The student network’s properties

The student-network must be smaller than the teacher, in terms of
number of parameters. Furthermore, all students should share some
architectural similarities in order to be able to infer the true gain of
the method. Moreover, we waned to be able to change the complexity
and size of the model without implementing new models from scratch
as this would be a time-consuming process. Preferably, the student
should be an architecture already optimal for applications in embed-
ded systems, i.e. have low memory and complexity demands, but high
accuracy levels. Finally, from Section 2.1.3, we know that deeper net-
works result more abstract feature representations. The findings from
Romero et al. [96] suggest that the student should be deep and convo-
lutional, but thinner than the teacher.

3.3.2 Network structure

The student and the teacher are used as convolutional modules for the
eye-tracker, as described in section 3.2 and visualized in Figure 3.2.
Based on the reasons mentioned in the section 3.3.1, we decided to use
models from the MobileNet family [51] for both the teacher and the
student. The MobileNet family fulfills all criteria that have been sug-
gested for a good teacher/student model. Instead of the MobileNets
we could have chosen some other architecture (e.g. ShuffleNets [117])
but the MobileNets have been studied for enough time to assume that
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they are well tested, stable enough and have a big community (see
2.4.4).

For the teacher-network we used the full version of the MobileNet
[51]. Then, we distilled its knowledge to the smaller versions of the
family. In detail, we used the MobileNet_50, the MobileNet_25 and
the MobileNet_10 as students. In table 3.3, we report the number of
parameters of the full eye-tracker after the replacement of the convo-
lutional module with the MobileNets.

Network Parameters Size (MB)
Full MobileNet 8213826 31.33
MobileNet_50 3723106 14.20
MobileNet_25 2066418 7.88
MobileNet_10 1258944 4.80

Table 3.3: Size of the full eye tracker model (see figure 3.2) with dif-
ferent versions of MobileNet [51] acting as the convolutional module.
Note that the face-grid network and the merger are constant and re-
sult in 193152 parameters (0.74 MB) and 606978 parameters (2.32 MB),
respectively.

MobileNet structural details

Except for the first layer, which is a full convolution, MobileNets [51]
consist of depthwise separable convolutions (see Section 2.4.4). Our
models follow the original implementation of Howard et al. [51], with
a 27-layer structure (if we count the depthwise and pointwise con-
volutions as separate layers), followed by a fully connected layer of
2048 nodes with no activation, as described in the section 3.2. Between
the last separable convolution layer and the fully connected layer we
added an average-pooling layer with stride InDx/2 and window size
[InDx/2, InDy], where InDx and InDy are the spatial dimensions of
the output of the previous layer in the horizontal and vertical direc-
tion respectively. We used this pooling window and stride due to the
form of the input signal, which contains more information in the hori-
zontal dimension.

In their general form, our models follow the architecture presented
in table 3.4. The experiment-specific architectures can be found in ap-
pendix A
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Layer No. Layer Type Filter Shape Stride
1 Full Convolution 3 x 3 x 3 x 32α 2
2 Depthwise Sep. Conv. 3 x 3 x 32α 1
3 Full Convolution 1 x 1 x 32α x 64α 1
4 Depthwise Sep. Conv. 3 x 3 x 64α 2
5 Full Convolution 1 x 1 x 64α x 128α 1
6 Depthwise Sep. Conv. 3 x 3 x 128α 1
7 Full Convolution 1 x 1 x 128α x 128α 1
8 Depthwise Sep. Conv. 3 x 3 x 128α 2
9 Full Convolution 1 x 1 x 128α x 256α 1

10 Depthwise Sep. Conv. 3 x 3 x 256α 1
11 Full Convolution 1 x 1 x 256α x 256α 1
12 Depthwise Sep. Conv. 3 x 3 x 256α 2
13 Full Convolution 1 x 1 x 256α x 512α 1
14 Depthwise Sep. Conv. 3 x 3 x 512α 1
15 Full Convolution 1 x 1 x 512α x 512α 1
16 Depthwise Sep. Conv. 3 x 3 x 512α 1
17 Full Convolution 1 x 1 x 512α x 512α 1
18 Depthwise Sep. Conv. 3 x 3 x 512α 1
19 Full Convolution 1 x 1 x 512α x 512α 1
20 Depthwise Sep. Conv. 3 x 3 x 512α 1
21 Full Convolution 1 x 1 x 512α x 512α 1
22 Depthwise Sep. Conv. 3 x 3 x 512α 1
23 Full Convolution 1 x 1 x 512α x 512α 1
24 Depthwise Sep. Conv. 3 x 3 x 512α 2
25 Full Convolution 1 x 1 x 512α x 1024α 1
26 Depthwise Sep. Conv. 3 x 3 x 1024α 2
27 Full Convolution 1 x 1 x 1024α x 1024α 1

27 pool Avg. Pooling (InDx/2) x InDy InDx/2

28 Fully Connected 2048

Table 3.4: The core structure of the MobileNet that we used for all
the experiments where, α is the width multiplier as proposed by [51]
and InDx and InDy are the spatial dimensions of the output of the
previous layer in the horizontal and vertical direction respectively.
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3.4 Teacher-student bound

3.4.1 Standard distillation model

In order to distill the teacher’s knowledge to the student, we added
an extra term to the loss function of the eye-tracking model, which en-
codes the teacher-student bond. This additional term is a loss function
that tries to minimize some distance between the teacher and the stu-
dent. There are several loos functions that can be implemented for our
task (see section 2.3.3). We used the L2-norm to match the student’s
and the teacher’s outputs. From now on, we will use the notation LKD
for the loss provided from the teacher-student bound, and LGT for the
loss fro matching the ground truth. Finally, we define the final loss
function as a linear combination of the LKD and LGT :

L = (1− λ) · LGT + λ · LKD, (3.2)

where L is the final loss to be optimized and λ is a coefficient to con-
trol the importance of the teacher’s predictions, a.k.a. the distillation
factor. For regression tasks, Chen et al. [14] suggested that it is better
to use the teacher’s error as an upper bound, and to use the distillation
loss term only if the student’s error is higher than that. Nonetheless,
we did not implement this approach, as our main goal is to prove that
distillation works for gaze estimation in its general form. Instead, we
used a relatively small distillation factor to weaken the teacher’s con-
tribution to the student’s final decisions.

For our experiments, we implemented three different approaches
to match the output of the teacher and the student. The first one is
to match the output from the last layer of both networks i.e. the gaze
prediction. In this case, the loss from the teacher-student bound is:

LKD = ||yT − yS||22 (3.3)

where,LKD represents the distillation loss and yT and yS are the teacher’s
and the student’s predictions respectively.

The second one is to match the output of the penultimate layer.
This way, we force the latent space of the student to match the latent
space of the teacher. In this case, the loss from the teacher-student
bound is:

LKD = ||oT − oS||22 (3.4)



40 CHAPTER 3. METHODS

where, LKD represents the distillation loss and oT and oS are the out-
puts of the teacher’s and the student’s penultimate layer, respectively.

The third one is to simultaneously match both the penultimate and
the last layer of both networks. In this case, the loss from the teacher-
student bound is a linear combination of the equations 3.3 and 3.4:

LKD =
1

2
||yT − yS||22 +

1

2
||oT − oS||22 (3.5)

where the notation is the same as in equations 3.3 and 3.4.

3.4.2 Cross-quality distillation

When the input to a network is a high-resolution signal, the network
will generally perform better than its low-resolution counterpart. Nonethe-
less, high-resolution inputs result in higher computational times and
higher acquisition cost. Inspired from the work of Su and Maji [103],
we created a teacher-student bond to boost the accuracy of models
that use low-resolution inputs. In this case, the teacher is a model with
high-resolution images as inputs and the student a network with low-
resolution inputs. Thus, the loss is defined by equations 3.2 to 3.5,
and the only parameter that varies is the downscale-factor of the input
images.

3.4.3 Introducing noise to the system

Noisy teachers

So far, we proposed distillation methods where the teacher is a sin-
gle pre-trained model. That means that the student-model will try to
match the output distribution of a single model and thus, it will be
highly biased. To compensate for that, instead of matching the output
of the teacher we bonded the student to match a parametric family of
outputs that, on average, behave as the static teacher. To do so, we
added Gaussian noise to the output of the pre-trained teacher with
[0, 0] mean and covariance Iσ2. Thus, the loss from the teacher-student
bound is now:

LKD = ||(yT +N (0, I · σ2))− yS||22 (3.6)

Where yT is the pre-trained teacher’s output, yS is the student’s pre-
diction, and N (0, I · σ2) is a normal distribution with 0 mean and co-
variance I · σ2.
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Noisy labels

In order to experimentally prove that distillation provides something
more than just noise to the student, we replaced the teacher with noisy
labels. That is, the ground truth plus some noise created from a normal
distribution with [0, 0] mean and covariance Iσ2. Thus, the loss from
the teacher-student bound is now:

LKD = ||(yGT +N (0, I · σ2))− yS||22 (3.7)

Where yGT is the ground truth, yS is the student’s prediction, and
N (0, I ·σ2) is a normal distribution with 0 mean and covariance I ·σ2).

3.4.4 Mutual-learning

One of the assumptions of the distillation method is the presence of a
powerful teacher. Nevertheless, in some cases it is not possible to ob-
tain a powerful teacher. Zhang et al. [120] proposed a mutual-learning
scheme under which several networks are trained in parallel from scratch
and during training they share information with each other. Under
these settings, the presence of a powerful teacher is not a requirement.
The way that these networks share information is based on the teacher-
student bond, but now each model simultaneously acts as a teacher for
all other networks and as a student, learning information from all the
other networks. Thus, for each model i, in the set of M models, the
following loss is minimized:

Li = (1− λ) · LGT + λ · LKDi
, (3.8)

where LKDi
is a loss function expressing the bond of model i with all

other networks and λ is a coefficient controlling the influence of the
additional information to the total objective function. Similar to the
standard distillation, the LKDi

has three different definitions. When
matching the model’s final layer, LKDi

is:

LKDi
=
∑
i 6=j

||yi − yj||22
M − 1

(3.9)

where, yi and yj are the gaze predictions of the ith and jth model, re-
spectively.
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When matching the model’s penultimate layer, LKDi
is:

LKDi
=
∑
i 6=j

||oi − oj||22
M − 1

(3.10)

where, oi and oj are the outputs of the second-to-last layer of the ith

and jth model respectively.
Finally, when matching the model’s final and second-to-last layers

simultaneously, LKDi
is:

LKDi
=
∑
i 6=j

||yi − yj||22
M − 1

+
∑
i 6=j

||oi − oj||22
M − 1

(3.11)

3.4.5 Hint-based training

One question that arises from the distillation method, and especially
from the way we choose the three different loss functions, is: Why
should we match the last or the penultimate layer of the teacher with
the student, and not any other layer? Hint-based learning [96], par-
tially answers this question. Romero et al. [96] suggested to minimize
the distance between the middle layer of a student and the middle
layer of a powerful teacher and then fine-tune the whole network by
minimizing the distillation loss. Romero et al. [96] reported that their
deep and thin student-model outperformed the teacher in some cases.

We tried the hint-based learning scheme to boost the accuracy of
the compressed network with two different approaches. The first ap-
proach follows the implementation of Romero et al. [96] with some mi-
nor changes. That is, pre-train the teacher network and then transfer
its knowledge to a student’s middle layer by matching the correspond-
ing layer in the teacher’s architecture. In our case, we chose the Mo-
bileNet family to act as teachers and students and thus, we matched
the exact same layer in both networks. In cases that the matching layer
did not share the same dimensions, we used a convolutional regressor
as Romero et al. [96] suggested. Thus, we pre-trained the compressed
model up to some layer by minimizing the following loss:

LHint =


||okt − oks ||22 if dimension(oT )=dimension(oS)

||okt − r(oks)||22 if dimension(oT )6= dimension(oS)
(3.12)
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where, okT and okS are the outputs of the kth layer of the teacher and
the student and r(oks) is the output of a convolutional regressor that
we used when the dimensions of okt and oks differed. Then, we used the
pre-trained student-model and fine-tuned it by minimizing the follow-
ing loss:

L = (1− λ) · LGT + λ · ||yT − yS||22 (3.13)

where yT and yS are the teacher’s and the student’s gaze predictions
respectively and LGT is the ground truth loss defined by eq.3.1. Note
that λ is once again a parameter that controls the importance of the
teacher.

The second approach is similar to the first one but this time we pre-
trained the student-network for some epochs by matching, progres-
sively, one consecutive layer at a time by minimizing the loss given by
equation 3.12. Finally, we fine-tuned the student network for a given
number of epochs by minimizing the equation 3.13 (see Algorithm 1).
We believe that in this way, the student network will perform better as
(i) it will start the fine-tuning phase from a better initial point, which is
an important factor for deep and thin architectures [96] and (ii) it will
gradually distill information from the teacher as it will try to match
all its layers. We believe that this procedure resembles the way human
students try to learn from a teacher. That is, a teacher starts by explain-
ing the basic concepts of a task and progressively builds upon this
knowledge to teach more complex concepts. Note that this method
is in alignment with the curriculum learning [9] but modified for the
distillation domain.
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Algorithm 1 Progressive Hint-based Learning
Set the maximum number matching layers as max_layer
Set the training epochs for each layer as PR_epochs
Set the training epochs for fine tuning as FT_epochs

1: procedure PRE-TRAINING(max_layer, PR_epochs)
2: match_layer = 1

3: while match_layer ≤ max_layer do
4: for 1 to PR_epochs do
5: Match the match_layer of the teacher and the student
6: Minimize eq.3.12 with k ← match_layer for 1 epoch

7: match_layer ← match_layer + 1

8: procedure FINE TUNING(FT_epochs)
9: for 1 to FT_epochs do

10: Fine tune by minimizing eq. 3.13 for 1 epoch

3.5 Training and implementation details

All of the experiments were implemented using TensorFlow [1] and run
on the NVIDIA 1080 graphics card. Throughout all experiments we
used a fixed batch size of 128 except for the experiments related to
mutual learning where we used a batch size of 64 to avoid memory
issues. For the initial experiments we trained the models for 48 epochs,
but we observed that the accuracy was always reaching a plateau after
12 epochs, so we made sure that for all the experiments a fine tuning
of 12 epochs was present. As for the distilling factor, we used a fixed
value of 0.2 to regulate the influence of the teacher. However, this is a
hyper-parameter that needs to be optimized.

For all of our MobileNet models we used the RMSprop optimizer
[48] with initial learning rate of 0.001, discounting factor of 0.9, and
ε = 10−10 as we found out that this is the optimal hyper-parameter set-
ting for our model (see section 4.1). In order to reproduce the results of
[80] we used the Adam optimizer [62] with initial learning rate 0.0001,
β1 = 0.9 and β2 = 0.999. For all layers, except the ones related to the
convolutional module and the final layer, we used a weight regular-
ization of 0.0005 with ReLU activations. All weights were initialized
using the Xavier initialization method [29]. The biases of the linear
layers were initialized with a constant value of 0.1. Finally, for the Mo-
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bileNet family, we used batch normalization [54] in each layer, similar
to Howard et al. [51].

3.6 Evaluation methods

To measure the predictive power of the models, we used the mean
and median L2-losses on the test set. To measure the final accuracy
and stability of the models we computed the first and second moment
of each model’s accuracy on the test set. Finally, to compute the size
of the model, we counted the number of parameters that needs to be
stored and converted this to storage space using the formula

4 · number_of_parameters
1024 · 1024

(MB)



Chapter 4

Results

In this section, we report the experimental results of our work. We
start by reporting the optimized baselines that we created and then
we build on top of them to infer the distillation results. Starting with
the standard distillation, we show that this method can be used as a
compression mean for gaze-estimation models. Then, we show how
the distillation method can be used to boost the predictive power of
models with low-quality input signals. Furthermore, we show that
the distillation method provides something more than just noise to the
student-model and we try to conclude what the contributions of distil-
lation are when it comes to gaze prediction. Finally, we argue that thin
architectures are hard to train, and we show that our proposed pro-
gressive hint-based method helps the all the models of the MobileNet
family to gain training stability and predictive power.

4.1 Optimizing the hyper-parameters

Firstly, we tried to reproduce the results from Masko [80] using an
AlexNet-based model and the exact same hyper-parameter settings.
That is, Adam [62] optimizer with learning rate of 0.0001, β1 = 0.9 and
β2 = 0.999. A weight regularization of 0.0005 and ReLU activations
were used throughout all networks. Finally, all weights were initial-
ized with a truncated normal with zero mean and standard deviation
of 0.01. With these settings, we managed to get a median error ≈ 28,
which is the same as Masko [80] reported in their results. However,
we noticed that the training process was quite unstable during the first
epochs, where the loss reached several plateaus, followed by sudden

46
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drops. Our intuition was that this behavior relates to the weight ini-
tialization. Thus, we initialized all weights using Xavier initialization
[29] and we initialized the biases of the fully connected layers with a
constant value of 0.1. These changes eliminated the plateaus in the
loss evolution and sped up the convergence of the algorithm during
the early stages of training. Nonetheless, we did not observe notice-
able differences in the final accuracy.

After we replaced the AlexNet-based model with the MobileNet
family we run several experiments to optimize the hyper-parameters
of the training. Initially, we initialized the weights using the truncated
normal distribution with several different hyper-parameters. Nonethe-
less, we witnessed the same behavior in the loss evolution as before
and the Xavier initialization [29] helped again to eliminate the instabil-
ities in the early training. Thus, throughout all experiments we used
Xavier initialization [29] for all weights. For the fully-connected lay-
ers, optimal bias initialization was achieved with a constant value of
0.1.

Regarding the normalization techniques, we ran experiments turn-
ing on and off the batch normalization [54] for each MobileNet layer,
except for the last one where no batch normalization was used. We in-
ferred, that when using batch normalization [54], the training process
is faster and more stable. The final accuracy was also increased with
these settings and thus, we decided to keep the normalization layers
in the convolutional module throughout all experiments.

As for the optimizer, we used RMSprop [48] with initial learning
rate of 0.001, discounting factor of 0.9 and ε = 10−10. We used this
optimizer as more computational-heavy optimizers e.g.(Adam [62],
Nadam [25]) did not improve the final accuracy of the model or the
convergence time.

Furthermore, we used weight regularization of 0.0005 for the fully-
connected layers as we witnessed minor improvements in the final ac-
curacy. To the best of our knowledge, the placement of ReLU activa-
tions after each layer throughout the network seems to speed up the
training process and give better final accuracy. The only layers that we
did not apply a non-linear function to was the last one, which gives
the gaze prediction, and the 2048-model dense layer that follows the
convolutional module.

We used the above settings throughout all experiments as, to the
best of our knowledge, these settings are optimal for our eye-tracking
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model.

4.2 Baseline models

We define our baseline models as the set of models that have been
trained from scratch by minimizing the ground-truth loss, i.e. equa-
tion 3.1, while using the optimal settings described in section 4.1. Our
baseline-models set includes the full MobileNet (A.1, A.2, A.3), the
MobileNet50 (A.4, A.5, A.6), the MobileNet25 (A.7, A.8, A.9) and the
MobileNet10 (A.10, A.11, A.12). These models have been trained using
downscaled images by factors of 2.5, 5, and 10 (see table 3.2). All mod-
els were trained for 48 epochs to ensure convergence. Note that the
full MobileNet baseline (A.1), outperforms the AlexNet-based model
suggested by Masko [80] as we witnessed an average error reduction
of ≈ 4 units.

In order to eliminate the possibility that our baselines were based
on random convergence we trained each model six times from scratch.
In Figure 4.1 we report the mean (red dots) and the standard deviation
(black bars) for the baseline set. Note that as the MobileNet version
that we used got thinner, the training process became more unstable
and in some cases the model completely failed to converge. In these
cases, the resulting final accuracy was considered to be an outlier and
thus, it was omitted. In Figure 4.1 we present results only from models
which we did not consider outliers.

By monitoring the training evolution and given the results that we
reported in Figure 4.1, we infer that as the model gets thinner or the
input resolution decreases, the average error increases. In detail, every
time we replace a MobileNet version with one that has half number
of channels (e.g. MobileNet50 and MobileNet25) the error increases
by a factor 12 − 15%. The input resolution follows the same pattern
but more aggressively, as in this case the error increases by 25 − 30%

every time we downscale by a factor of 2. The latter suggests that our
eye-tracker regressor focuses on fine-grained details and not on large-
scale features. Note that Krafka et al. [63] suggested recently a CNN-
based eye-tracker that exploits this property by combining large-scale
features from the full down-sampled image and fine-grained details
from the high-resolution ROIs.
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Figure 4.1: The Median error of the baseline models with inputs (a) the
standard downscaled images, (b) the downscaled images by a factor of
5 and (c) by a factor of 10.

4.3 Standard distillation

To boost the accuracy of the thin MobileNet versions we used distilla-
tion with the teacher-model always being the full MobileNet (A.1). For
the student-models, we used the MobileNet50 (A.4), the MobileNet25
(A.7) and the MobileNet10 (A.10). All the input images were down-
scaled by a factor of 2.5 to maintain as much information as possible
but at the same time to make sure that the training time allow us to run
several experiments. We tried to distill the knowledge of the teacher-
network to the student with three different ways. Firstly, we used the
common distillation approach. That is, we trained the student by min-
imizing the ground truth loss 3.1 and the outputs of the teacher 3.3.
Secondly, we used the ground truth loss 3.1 and we also forced the
penultimate student’s layer to match the second to last layer of the
teacher. This way, we force the latent space of the student to match the
latent space of the teacher. Finally, we used a combination of the two
aforementioned approaches by using eq. 3.5.We illustrate our main
findings in the figure 4.2.
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Figure 4.2: The Median error of the baseline models (black) and the
distilled ones (red) when matching the final outputs of both models
(left), the penultimate layer (center) and when we match both the last
and the second-to-last layer (right).

The first thing we notice at figure 4.2 is that the distillation scheme
works very well in some cases. Also, we report increase in the pre-
dictive power of the student, when matching solely the output of the
teacher and the student, i.e. standard distillation. In this case, both
MobileNet25 and MobileNet50 are extremely stable, while MobileNet10
is completely unstable. Further, we infer that the distilled MobileNet25
slightly outperformed the MobileNet50 with an average gain of 14%.
The distilled MobileNet50 did not result in gain in predictive power
although it gained stability. As for the distilled MobileNet10, we can-
not infer if distillation actually helped as it is completely unstable.
Nonetheless, in some cases, the distilled MobileNet10 had almost 20%
error deduction. This indicates that, although the distilled MobileNet10
is completely unstable, careful initialization and training might give
good results.

When matching the penultimate layer, the distilled MobileNet25
resulted a smaller gain compared to when matching the last layer, Mo-
bileNet50 got worse and for MobileNet10 it is even more difficult to
infer its gain or loss as it is more unstable than before. Thus, we re-
port that when matching the second-to-last layer, we observe no gain
in predictive stability. Finally, when matching both the last and the
penultimate layer, the distilled MobileNet10 gains predictive stability
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but MobileNet25 and MobileNet50 do not follow this pattern. The dis-
tilled MobileNet25 has less predictive gain than the other cases and
the distilled MobileNet50 is now the unstable one although, in some
cases MobileNet50 presented significant gain in accuracy.

Thus, when distilling the knowledge from the full MobileNet to
its smaller versions, it is better to match solely the last layer of the
teacher and the student as it gives more gain, both in terms of accu-
racy boosting and stability. This is a reasonable result. When we try to
match the second-to-last layer’s outputs, we try to force the student-
network to match the teacher’s latent space while trying to minimize
the loss based on the ground truth. This confuses the network and
results in random decisions. When we match both the second-to-last
and the distillation loss then, the situation gets better as the loss in
both cases includes the teacher’s outputs. Probably the most interest-
ing result from this experiment is that the stability the MobileNet10 got
regained. We believe that this is due to its thin architecture which pro-
hibits it from finding a correct path in the loss space by solely matching
the teacher’s outputs. We believe that the guidance provided from the
penultimate layer helps MobileNet10 to find a better path. We will
discuss this further in section 4.6.

As for the standard distillation; if we study equations 3.2, 3.3 and
for simplicity assume a strong distillation factor λ = 1, we have L =

LGT + LKD . We can investigate the information that the distillation
method provides to the student by looking at this equation and our
problem definition. The goal of gaze estimation is to predict the cor-
rect coordinates at the x-y plane. Thus, each of the model’s outputs
should predict the gaze in a single dimension. In the case that the
teacher’s output is close enough to the ground truth, then from eq. 3.1
LKD = ||yT−yS||22 ≈ ||yGT−yS||22. This means that the back-propagating
signal will be much stronger in the cases where the ground truth and
the teacher’s output will be the same. Now, if we assume that the
ground truth is a point in a line (red dot in figure 4.3) and that the
teacher’s output is on the right side in some distance big enough to
consider as wrong prediction (green dot in figure 4.3). In the case
where the student’s prediction is the same as the teacher’s prediction
the loss will be L = LGT + 0 and due to symmetry, if the student’s
prediction is between the ground truth and the teacher’s prediction
then L <= LGT . That means that although the student’s prediction
is wrong, it is not as important as if it was missing the ground truth.
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This is very important property of the distillation method as it pro-
vides strong regularization against outliers or hard examples that even
a more powerful model would fails to predict. On the other hand, if
the student’s prediction is on the left side of the ground truth or in the
right side of the teacher’s output, then L > LGT , which means that
the loss will be greater for completely wrong directions. Actually, in
this formulation, the minimum of the loss Lmin is in the middle of the
distance between the ground truth and the teacher’s prediction and
the total loss L is a parabola (symmetric) function. Therefore, if the
student predicts the ground truth or the teacher’s output has equal
importance. To compensate for that, we choose the distillation factor
λ = 0.2 in order to skew the parabola towards the ground truth (see
figure 4.3). Now the student’s is biased towards the ground truth, but
it gets less penalized if the prediction is towards the direction of the
teacher’s output.
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Figure 4.3: Visualization of the loss function when using distillation.
The red and green dots represent the ground truth and the teacher’s
prediction respectively. The red dashed curve represents the ground
truth loss LGT , the green dashed curve the loss from the student-
teacher bond LKD and the black curve the total loss L. At the left top
and bottom figures we can see how the combination of LGT and LKD
create the total loss L when we give equal importance to the teacher’s
predictions and the ground truth (top) and when we give less impor-
tance to the teacher’s predictions (bottom). At the right top and bottom
figures we can see how the distillation factor influences the importance
of a wrong prediction (yellow, purple, blue dashed lines) depending
on its distance from the teacher’s output and the ground truth.

4.4 Cross-quality distillation

The most important factor when comes to memory and computational
burden of a network is the input size. In general, the bigger the in-
put size, the greater the predictive power of the model and vice versa.
To boost the accuracy of the full MobileNet when its inputs are low-
resolution images (A.2,A.2) we again used the distillation method. In
this case, the teacher model (see section 3.2) is the full baseline Mo-
bileNet, trained on images downscaled by a factor of 2.5 (A.1). We run
experiments with low-resolution input images, downscaled by factors
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of 5 and 10. Each model was trained from scratch 4 times using three
different distillation schemes as before. That is, distilling the knowl-
edge of the teacher to the student by matching the last layer, the penul-
timate layer, and both of them simultaneously. We summarize our re-
sults in figure 4.4.

Figure 4.4: The Median error of the Full MobileNet trained on the 2.5
downscaled images (black) and the distilled Full MobileNets (red) on
the images with downscaled factor 5 (left) and 10 (right).

From 4.4 we infer that, the cross quality distillation boosts the pre-
dictive power of student-models with low resolution inputs. Nonethe-
less, we should note that the gain in accuracy is not significant. This
could be due to the fixed distillation factor and other training hy-
perparameters that were not optimized. Our limited computational
resources and time prohibited us from fine-tuning the cross-quality
distillation experiments. We believe, that after hyper-parameter opti-
mization this method would produce better results.

For input images that were down-sampled by a factor of 5, we
achieved better results when we matched the last 2 layers of the teacher
simultaneously (∼ 4− 5% gain). When we matched solely the second-
to-last layer the results were about the same as when we matched the
last 2 layers. On the contrary, when we matched the last layer we
actually got worse results. For input images that had been down-
scaled by 10-factor, we witnessed an opposite trend in the results, but
we cannot infer if this due to the lack experimentation, as the differ-
ences in the student’s predictive power are minor between the differ-
ent distillation-methods that we used. In this case, the best results
(∼ 5% gain) achieved when we matched the last layer of the teacher
and the student but as stated above, this might not be the case.



CHAPTER 4. RESULTS 55

At first sight the results reported above seem odd, as they contra-
dict the results from the standard distillation (see section 4.3). Now,
the second-to-last layer is the one giving better results. If we think
though what we want to achieve with the use of cross-quality distil-
lation, we will see that these results are normal. In the case of the
standard distillation (section 4.3), we saw that the bonding of the stu-
dent to the teacher provides an adaptive error reduction. This is also
the case here. But now, when we match the layers of the latent space
we also, implicitly, guide the student-network to match the saliency
maps of the teacher. As we argued above, the fine-grained details of
the input image are important. Thus, when the network is "looking"
at the downscaled images it might be hard to find the important loca-
tions on them. By forcing the student to match the latent space of the
teacher though, we implicitly guide the network to focus in the correct
areas of the input images.

4.5 Noisy teachers and noisy labels

We argued earlier (section 4.3) that the main contribution of the distil-
lation method is the adaptive error reduction. One plausible question
is whether the distillation is nothing more than a noise addition to the
ground truth that acts as a regularizer. In order to prove, experimen-
tally, that the distillation method is more than just noise addition to
the system we replaced the knowledge distillation loss with the loss
described in eq. 3.7. That is, the ground truth plus some noise that
follows a Gaussian distribution.

In addition, we tried to explore experimentally if sampling from
a parametric family of teachers would give better results than using
the outputs of the standard -static- teacher. With the term "paramet-
ric family of teachers" we mean that we use the standard-teacher out-
puts and we add noise that follows a Gaussian distribution. Thus, the
knowledge distillation loss in this case is described by eq.3.6.

Noisy teachers To sample from a parametric family of teachers (see
section 3.4.3) we used Gaussian noise with σ2 = 10 and mean = 0,
except for the cases that we used some annealing scheme. That is, we
start with σ2 = 10 and we exponentially anneal this value until the last
epoch where σ2 = 0. We did that so that our student-model will start
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matching the output of the family of teachers but progressively will
fine tuned on the true teacher’s output. The reason we used σ2 = 10

is because, it is slightly less than half the median error of our best per-
forming model and thus, it would create a family with enough varia-
tion but not too much that it would lead to random points. We report
the outcomes of the noisy-teachers experiments at figure 4.5(a,b) for
the normal distillation and at figure 4.6 for the cross-quality distilla-
tion method.

For standard distillation, we can clearly see that the addition of
noise to the teacher’s outputs, produces worse results than before (fig-
ure 4.2). The only cases that there is some gain in the predictive ac-
curacy is when we use annealing schemes that result absence of noise
in the final epochs of the training procedure. This though, is equal
to the standard distillation technique. Thus, the introduction of noise
to the teacher’s outputs does not boost the model’s predictive gain.
We should note at this point though, that the addition of noise to the
teacher’s output is a sub-optimal approach. A better approach would
be the usage of different augmentation schemes for the teacher and the
student and the addition of dropout layers in the teacher-model to em-
ulate sampling from the teacher’s distribution. Also, to simulate the
noise, we used sampling from a Gaussian distribution with σ2 = 10.
This value was probably very high and pushed some of the teacher’s
outputs to completely wrong directions.

In the case of cross-quality distillation, the noise addition helped
the student models to outperform their baselines. Nonetheless, this
method did not outperform the cross-quality distillation when match-
ing the second-to-last layer (see section 4.4). Unfortunately, we cannot
provide a solid interpretation of these results, besides that the addition
of noise helps the model to avoid local minima.
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Figure 4.5: The Median error of the baseline models trained on the 2.5
downscaled images (black) and the distilled MobileNets (red) when
using noisy teachers (a,b) and noisy labels (c,d).

Figure 4.6: The Median error of the Full MobileNet trained on the 2.5
downscaled images (black) and the distilled Full MobileNets (red) on
the images with downscaled factor 5 (a,b) and 10 (c,d)

Noisy labels To evaluate the behavior of the network in the presence
of noisy labels (see section 3.4.3) we used the same hyper-parameter
settings as above. The results are illustrated at figures 4.5(c,d) and 4.6.
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In general, the results resemble the ones found from the noisy-teacher
experiments with the normal distillation to outperform the noisy ver-
sions. This was the case for both the normal distillation from noisy-
labels and the cross-quality one. Thus, the introduction of noise to the
system does not boost the model’s predictive gain and distillation is
introducing to the system something more than just noise. One inter-
esting finding is that when we used exponential noise annealing (fig-
ure 4.5(d)), the models started to show instability. We believe that this
is due to the combination of the learning rate’s annealing scheme with
the exponential noise annealing. This resulted the models to "jump" in
the early stages to some local minima that it could not escape after the
noise was decreased, because of the small learning rate.

Finally, one important finding that resulted from the noise intro-
duction is that noise makes the thinner versions of the MobileNet fam-
ily (e.g. MobileNet10) to gain predictive stability while it destabilizes
the thicker ones (e.g. MobileNet50). Thus, we suggest that, noise helps
thin architectures to avoid local minima in the beginning of the train-
ing process, which make them to end up close to the same final optima.
On the contrary, thicker architectures, are flexible enough to avoid
these local optima and the presence of noise just push them away from
a stable optimum.

4.6 Hint-based leaning

As we showed above, training thin and deep architectures (e.g. Mo-
bileNet10) is not a trivial task. An elegant solution to this problem
has been proposed by Romero et al. [96] where they pre-trained half
of the thin model by providing hints to an intermediate layer using
the outputs of the teacher’s middle layer (see section 3.4.5). To test the
applicability of the hint-based learning, we run experiments using the
standard hint-based method (i.e pretraining in the middle layer) and
the progressive-hint method that we proposed (see section 3.4.5).

Standard hint-based learning As mentioned above, by providing
hints to the student’s intermediate layers we could help the network to
avoid the vanishing-gradients problem and start from a better point in
the error space. Romero et al. [96] argued that hints in the middle lay-
ers provide the right amount of regularization to the network. Hints
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in the early layers should provide less regularization to the student-
network while hints in the last layers would have the opposite effects.
In order to evaluate if this assumption stands in our case we run hint-
based-learning experiments by providing hints at different layers. The
teacher network in all of these experiments was the full MobileNet and
the student was the MobileNet10. The reason we chose the thinner ver-
sion of the MobileNet family was because of the limited time that we
had in our disposal and because we wanted to assess the stability gains
of the hint-based learning. For all the experiments we pre-trained the
models using hints up to the layer that we chose for (l + 2) epochs,
where l is the number of the matching layer. Then, we fine-tuned the
full model for 24 − (l + 2) epochs. Unfortunately, we report no gain
in predictive power of the student for all experiments that we run re-
gardless the layer that we provided hints. In the best cases, the results
resemble the ones we got using the normal distillation procedure. One
thing that we should note though is that we did not optimize the train-
ing and distillation hyperparameters for these experiments and thus,
we cannot confirm that these results will stand for different hyper-
parameter settings.

Progressive hint-based learning In section 3.4.5 we argued that a
curriculum-based equivalent [9] for distillation is the progressive hint-
based learning where we match consecutive layers of the teacher and
the student. We also argued that this helps the model in the early
stages of training as it forces it to start from a better point in the error
space and this should improve the stability of it. In detail, we start
the training procedure by matching the output of the first layer of the
teacher and the student for one epoch by minimizing the loss defined
by 3.12. To match the dimensionality difference in the output space we
added a convolutional regressor as suggested by Romero et al. [96].
Then we repeated the 1-epoch training procedure for all the consec-
utive layers of the convolutional module. Finally, we fine-tuned the
full model for four epochs by minimizing the loss defined by 3.13, i.e.
standard distillation, using again a distillation factor of 0.2.

Here, we provide experimental proof that this method actually helps
the student-model both in terms of predictive power and stability. As
we can see from figure 4.7 using consecutive hints we were able to
boost the predictive power of all MobileNet versions. Note that due to
the time constraints we did not fine-tune the distillation and
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Figure 4.7: The Me-
dian error of the base-
line models (black) and
the distilled ones (red)
using progressive hint-
based learning

training hyper-parameters, but we believe
that under fine-tuning this method could
produce better results. The fact that un-
der minimal modifications the progressive
hint-based method was able to boost the
predictive power of all of the student mod-
els is very encouraging and suggests that it
is the actual method that yields the results
and not the training settings. Also, the in-
creased stability of the model suggests that
our method makes the training process ini-
tialization invariant.

One fortunate side-effect of the progres-
sive hint-based learning is the invariance
in training time. Since we train each layer
using hint-learning for one epoch and we
fine-tune the last layers for four, all the
models need the same number of iterations
to converge (14+4 in our case). Note that
fine-tuning for more than 4 epochs lead to
overfitting and thus we used early-stopping
based on the validation loss.

4.7 Mutual learning

For running experiments with the mutual
learning method (see section3.4.4), we decreased the batch size to 64 in
order to avoid memory errors and we used pools of 4 models for each
experiment. The distilled factor was set to 0.2 and the input images
were downscaled by a factor of 2.5. We run experiments with model-
pools that contained only one MobileNet version (e.g. MobileNet25),
pools that contained three same versions and a Full MobileNet and
experiments that contain one of each version i.e. MobileNet100, Mo-
bileNet50, MobileNet25, MobileNet10.

The results from all of our experiments were negative. That is, no
gain in predictive accuracy was present. On the contrary, none of the
models was able to achieve the accuracy of the baseline models and
the training was unstable. This could be for a variety of reasons. Some
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of them are, (i) the learning rate, (ii) the fixed distilled factor, (iii) the
number of training iterations (iv) the batch size. Thus, if this "exotic"
training scheme is applicable to our framework, additional fine-tuning
is needed in order to evaluate the method properly.
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Discussion and conclusions

Here, we report the key findings of our work and we propose improve-
ments over our method as future work.

5.1 Key findings

Thin architectures are hard to train: One of the key findings of this
work is that thin architectures (e.g. MobileNet10) are hard to train.
These architectures are not flexible enough as their compact parame-
ter space prohibits them from exploring thoroughly the error space in
order to find a good optimum. A good parameter initialization is cru-
cial for these architectures, but this does not necessarily mean that the
model will end up in a good optimum. This is because these models
can easily stuck to a local minimum and never escape.

Noise stabilizes the training outcome of thinner architectures: The
addition of noise to the ground truth seems to help thin architectures
that are trained from scratch to end up close to the same optima. Since
the initialization of a network is rather random, the noise probably
helps it to overcome local optimalities and find its way to approxi-
mately the same minimum. On the other hand, when adding noise to
models with higher parameter-dimensionality (e.g. MobileNet50), the
addition of noise pushes the model away from its optima.

Distillation is more than just noise: As all of our results indicate,
the distillation method is providing to the network something more
than just noise. That is, the teacher’s inductive bias which leads to
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adaptive error discount. For example, there is a bias towards the right
direction that the smaller model could not infer solely by matching the
ground truth. There are also some cases (outliers), that not even the
high-parameter-capacity teacher is able to predict without destroying
the whole input-output matching that has already learn. Thus, when
we incorporate these types of biases to the loss function, the error will
be less for the aforementioned cases and thus, the student cannot eas-
ily be influenced from outliers and it will follow the teachers predictive
bias.

Distillation boosts the stability of the model: Another interesting
aspect of the distillation method is that it stabilizes the prediction of
the student and makes it initialization invariant. The minimal varia-
tion in the student’s final predictions implies that the teacher is acting
as a guide to optimality in the student’s lower parameter manifold.
Also, it seems that now, the student’s goal is to reach the projection of
the teacher’s optima to the student’s manifold, in the parameter space.
This leads the student almost always to the same point and thus, sta-
bilizes the training outcomes.

The distilled MobileNet25 slightly outperformed the MobileNet50:
When distilling the knowledge of the full MobileNet to the MobileNet25,
by matching the last layer and using a distillation factor of 0.2, the stu-
dent gains predictive power by a factor of ∼ 14% and slightly outper-
forms the MobileNet50 by ∼ 0.5mm.

The larger the initial difference between the teacher and the student,
the bigger the gain: Combining the findings of the standard distilla-
tion, with the ones of the cross-quality distillation, we can see a basic
pattern. That is, the bigger the difference between the teacher and the
student, in terms of predictive power, the bigger the gain from the dis-
tillation method. This is probably because thinner architectures (e.g.
MobileNet25) inherit the inductive bias from the teacher that helps
them to end up to an optimum that it would be impossible to reach
by their own. On the other side, for architectures which have enough
parameters (e.g. MobileNet50) it is easier to explore the error space
and end up in a more stable and better optimum.
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For our model, it is better to match the last layer: It seems that, in
most cases, it is better to match the output of the teacher and the stu-
dent as it results more increase in the predictive power of the latter. In
the case of the cross-quality-distillation though, the only way to boost
the performance of the student is to match the last 2 layers simultane-
ously.

Progressive hint-based learning stabilizes thin architectures: Based
on our results we infer that the progressive hint-based learning scheme
that we suggested helps the thin architectures to gain stability. Fur-
thermore, this method resulted increments in the predictive power to
all of the students that was applied, and it results fixed training times.

Everything is model dependent: Finally, we report that the distilla-
tion method is highly sensitive to the selection of the teacher and the
student. There are additional parameters that need to be optimized
in order to gain predictive power e.g. the distillation factor λ. Thus,
architecture optimization and fine-tuning of the distillation’s hyper-
parameters is not a trivial task.

5.2 Future work

As mentioned above, throughout all of our experiments we used a
fixed distillation factor λ = 0.2. This is a hyper-parameter that needs to
be fine-tuned. Annealing schemes could also lead to increment in the
predictive performance. These should be applied not only to the ex-
periments that we got positive results (e.g. distillation) but also to the
methods that failed (e.g. mutual learning). Since our problem is de-
fined in a continuous output space (i.e. regression) it would be benefi-
cial to try bounding the student’s output as Chen et al. [14] suggested.
Furthermore, attention transfer [113] instead of the classical hint-based
learning scheme that we implemented could potentially lead to better
results. As for the progressive hint-based learning, more experiments
need to be run, and several modifications of the method should be
implemented in order to evaluate this technique properly. Finally, it
would be interesting to see if and how, all the methods that we imple-
mented are generalized in different datasets and problem types.
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Appendix A

MobileNet architectural details

Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x32 2 448x108x1
2 Depthwise Sep. Conv. 3x3x32x1 1 223x53x32
3 Full Convolution 1x1x32x64 1 223x53x32
4 Depthwise Sep. Conv. 3x3x64x1 2 223x53x64
5 Full Convolution 1x1x64x128 1 112x27x64
6 Depthwise Sep. Conv. 3x3x128x1 1 112x27x128
7 Full Convolution 1x1x128x128 1 112x27x128
8 Depthwise Sep. Conv. 3x3x128x1 2 112x27x128
9 Full Convolution 1x1x128x256 1 56x14x128

10 Depthwise Sep. Conv. 3x3x256x1 1 56x14x256
11 Full Convolution 1x1x256x256 1 56x14x256
12 Depthwise Sep. Conv. 3x3x256x1 2 56x14x256
13 Full Convolution 1x1x256x512 1 28x7x256
14 Depthwise Sep. Conv. 3x3x512x1 1 28x7x512
15 Full Convolution 1x1x512x512 1 28x7x512
16 Depthwise Sep. Conv. 3x3x512x1 1 28x7x512
17 Full Convolution 1x1x512x512 1 28x7x512
18 Depthwise Sep. Conv. 3x3x512x1 1 28x7x512
19 Full Convolution 1x1x512x512 1 28x7x512
20 Depthwise Sep. Conv. 3x3x512x1 1 28x7x512
21 Full Convolution 1x1x512x512 1 28x7x512
22 Depthwise Sep. Conv. 3x3x512x1 1 28x7x512
23 Full Convolution 1x1x512x512 1 28x7x512
24 Depthwise Sep. Conv. 3x3x512x1 2 28x7x512
25 Full Convolution 1x1x512x1024 1 14x4x512
26 Depthwise Sep. Conv. 3x3x1024x1 2 14x4x1024
27 Full Convolution 1x1x1024x1024 1 14x4x1024

27 pool Avg. Pooling 7x4 1 14x4x1024
27 flat Flatten 2x1x1024

28 Fully Connected 2048 2048

Table A.1: Full MobileNet with downscale image factor 2.5.
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Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x32 2 224x54x1
2 Depthwise Sep. Conv. 3x3x32x1 1 111x26x32
3 Full Convolution 1x1x32x64 1 111x26x32
4 Depthwise Sep. Conv. 3x3x64x1 2 111x26x64
5 Full Convolution 1x1x64x128 1 56x13x64
6 Depthwise Sep. Conv. 3x3x128x1 1 56x13x128
7 Full Convolution 1x1x128x128 1 56x13x128
8 Depthwise Sep. Conv. 3x3x128x1 2 56x13x128
9 Full Convolution 1x1x128x256 1 28x7x128

10 Depthwise Sep. Conv. 3x3x256x1 1 28x7x256
11 Full Convolution 1x1x256x256 1 28x7x256
12 Depthwise Sep. Conv. 3x3x256x1 2 28x7x256
13 Full Convolution 1x1x256x512 1 14x4x256
14 Depthwise Sep. Conv. 3x3x512x1 1 14x4x512
15 Full Convolution 1x1x512x512 1 14x4x512
16 Depthwise Sep. Conv. 3x3x512x1 1 14x4x512
17 Full Convolution 1x1x512x512 1 14x4x512
18 Depthwise Sep. Conv. 3x3x512x1 1 14x4x512
19 Full Convolution 1x1x512x512 1 14x4x512
20 Depthwise Sep. Conv. 3x3x512x1 1 14x4x512
21 Full Convolution 1x1x512x512 1 14x4x512
22 Depthwise Sep. Conv. 3x3x512x1 1 14x4x512
23 Full Convolution 1x1x512x512 1 14x4x512
24 Depthwise Sep. Conv. 3x3x512x1 2 14x4x512
25 Full Convolution 1x1x512x1024 1 7x2x512
26 Depthwise Sep. Conv. 3x3x1024x1 2 7x2x1024
27 Full Convolution 1x1x1024x1024 1 7x2x1024

27 pool Avg. Pooling 4x2 1 7x2x1024
27 flat Flatten 2x1x1024

28 Fully Connected 2048 2048

Table A.2: Full MobileNet with downscale image factor 5.
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Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x32 2 112x26x1
2 Depthwise Sep. Conv. 3x3x32x1 1 55x12x32
3 Full Convolution 1x1x32x64 1 55x12x32
4 Depthwise Sep. Conv. 3x3x64x1 2 55x12x64
5 Full Convolution 1x1x64x128 1 28x6x64
6 Depthwise Sep. Conv. 3x3x128x1 1 28x6x128
7 Full Convolution 1x1x128x128 1 28x6x128
8 Depthwise Sep. Conv. 3x3x128x1 2 28x6x128
9 Full Convolution 1x1x128x256 1 14x3x128

10 Depthwise Sep. Conv. 3x3x256x1 1 14x3x256
11 Full Convolution 1x1x256x256 1 14x3x256
12 Depthwise Sep. Conv. 3x3x256x1 2 14x3x256
13 Full Convolution 1x1x256x512 1 7x2x256
14 Depthwise Sep. Conv. 3x3x512x1 1 7x2x512
15 Full Convolution 1x1x512x512 1 7x2x512
16 Depthwise Sep. Conv. 3x3x512x1 1 7x2x512
17 Full Convolution 1x1x512x512 1 7x2x512
18 Depthwise Sep. Conv. 3x3x512x1 1 7x2x512
19 Full Convolution 1x1x512x512 1 7x2x512
20 Depthwise Sep. Conv. 3x3x512x1 1 7x2x512
21 Full Convolution 1x1x512x512 1 7x2x512
22 Depthwise Sep. Conv. 3x3x512x1 1 7x2x512
23 Full Convolution 1x1x512x512 1 7x2x512
24 Depthwise Sep. Conv. 3x3x512x1 2 7x2x512
25 Full Convolution 1x1x512x1024 1 4x1x512
26 Depthwise Sep. Conv. 3x3x1024x1 2 4x1x1024
27 Full Convolution 1x1x1024x1024 1 4x1x1024

27 pool Avg. Pooling 2x1 1 4x1x1024
27 flat Flatten 2x1x1024

28 Fully Connected 2048 2048

Table A.3: Full MobileNet with downscale image factor 10.
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Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x16 2 448x108x1
2 Depthwise Sep. Conv. 3x3x16x1 1 223x53x16
3 Full Convolution 1x1x16x32 1 223x53x16
4 Depthwise Sep. Conv. 3x3x32x1 2 223x53x32
5 Full Convolution 1x1x32x64 1 112x27x32
6 Depthwise Sep. Conv. 3x3x64x1 1 112x27x64
7 Full Convolution 1x1x64x64 1 112x27x64
8 Depthwise Sep. Conv. 3x3x64x1 2 112x27x64
9 Full Convolution 1x1x64x128 1 56x14x64

10 Depthwise Sep. Conv. 3x3x128x1 1 56x14x128
11 Full Convolution 1x1x128x128 1 56x14x128
12 Depthwise Sep. Conv. 3x3x128x1 2 56x14x128
13 Full Convolution 1x1x128x256 1 28x7x128
14 Depthwise Sep. Conv. 3x3x256x1 1 28x7x256
15 Full Convolution 1x1x256x256 1 28x7x256
16 Depthwise Sep. Conv. 3x3x256x1 1 28x7x256
17 Full Convolution 1x1x256x256 1 28x7x256
18 Depthwise Sep. Conv. 3x3x256x1 1 28x7x256
19 Full Convolution 1x1x256x256 1 28x7x256
20 Depthwise Sep. Conv. 3x3x256x1 1 28x7x256
21 Full Convolution 1x1x256x256 1 28x7x256
22 Depthwise Sep. Conv. 3x3x256x1 1 28x7x256
23 Full Convolution 1x1x256x256 1 28x7x256
24 Depthwise Sep. Conv. 3x3x256x1 2 28x7x256
25 Full Convolution 1x1x256x512 1 14x4x256
26 Depthwise Sep. Conv. 3x3x512x1 2 14x4x512
27 Full Convolution 1x1x512x512 1 14x4x512

27 pool Avg. Pooling 7x4 1 14x4x512
27 flat Flatten 2x1x512

28 Fully Connected 2048 1024

Table A.4: MobileNet50 with downscale image factor 2.5.
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Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x16 2 224x54x1
2 Depthwise Sep. Conv. 3x3x16x1 1 111x26x16
3 Full Convolution 1x1x16x32 1 111x26x16
4 Depthwise Sep. Conv. 3x3x32x1 2 111x26x32
5 Full Convolution 1x1x32x64 1 56x13x32
6 Depthwise Sep. Conv. 3x3x64x1 1 56x13x64
7 Full Convolution 1x1x64x64 1 56x13x64
8 Depthwise Sep. Conv. 3x3x64x1 2 56x13x64
9 Full Convolution 1x1x64x128 1 28x7x64

10 Depthwise Sep. Conv. 3x3x128x1 1 28x7x128
11 Full Convolution 1x1x128x128 1 28x7x128
12 Depthwise Sep. Conv. 3x3x128x1 2 28x7x128
13 Full Convolution 1x1x128x256 1 14x4x128
14 Depthwise Sep. Conv. 3x3x256x1 1 14x4x256
15 Full Convolution 1x1x256x256 1 14x4x256
16 Depthwise Sep. Conv. 3x3x256x1 1 14x4x256
17 Full Convolution 1x1x256x256 1 14x4x256
18 Depthwise Sep. Conv. 3x3x256x1 1 14x4x256
19 Full Convolution 1x1x256x256 1 14x4x256
20 Depthwise Sep. Conv. 3x3x256x1 1 14x4x256
21 Full Convolution 1x1x256x256 1 14x4x256
22 Depthwise Sep. Conv. 3x3x256x1 1 14x4x256
23 Full Convolution 1x1x256x256 1 14x4x256
24 Depthwise Sep. Conv. 3x3x256x1 2 14x4x256
25 Full Convolution 1x1x256x512 1 7x2x256
26 Depthwise Sep. Conv. 3x3x512x1 2 7x2x512
27 Full Convolution 1x1x512x512 1 7x2x512

27 pool Avg. Pooling 4x2 1 7x2x512
27 flat Flatten 2x1x512

28 Fully Connected 2048 1024

Table A.5: MobileNet50 with downscale image factor 5.
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Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x16 2 112x26x1
2 Depthwise Sep. Conv. 3x3x16x1 1 55x12x16
3 Full Convolution 1x1x16x32 1 55x12x16
4 Depthwise Sep. Conv. 3x3x32x1 2 55x12x32
5 Full Convolution 1x1x32x64 1 28x6x32
6 Depthwise Sep. Conv. 3x3x64x1 1 28x6x64
7 Full Convolution 1x1x64x64 1 28x6x64
8 Depthwise Sep. Conv. 3x3x64x1 2 28x6x64
9 Full Convolution 1x1x64x128 1 14x3x64

10 Depthwise Sep. Conv. 3x3x128x1 1 14x3x128
11 Full Convolution 1x1x128x128 1 14x3x128
12 Depthwise Sep. Conv. 3x3x128x1 2 14x3x128
13 Full Convolution 1x1x128x256 1 7x2x128
14 Depthwise Sep. Conv. 3x3x256x1 1 7x2x256
15 Full Convolution 1x1x256x256 1 7x2x256
16 Depthwise Sep. Conv. 3x3x256x1 1 7x2x256
17 Full Convolution 1x1x256x256 1 7x2x256
18 Depthwise Sep. Conv. 3x3x256x1 1 7x2x256
19 Full Convolution 1x1x256x256 1 7x2x256
20 Depthwise Sep. Conv. 3x3x256x1 1 7x2x256
21 Full Convolution 1x1x256x256 1 7x2x256
22 Depthwise Sep. Conv. 3x3x256x1 1 7x2x256
23 Full Convolution 1x1x256x256 1 7x2x256
24 Depthwise Sep. Conv. 3x3x256x1 2 7x2x256
25 Full Convolution 1x1x256x512 1 4x1x256
26 Depthwise Sep. Conv. 3x3x512x1 2 4x1x512
27 Full Convolution 1x1x512x512 1 4x1x512

27 pool Avg. Pooling 2x1 1 4x1x512
27 flat Flatten 2x1x512

28 Fully Connected 2048 1024

Table A.6: MobileNet50 with downscale image factor 10.
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Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x8 2 448x108x1
2 Depthwise Sep. Conv. 3x3x8x1 1 223x53x8
3 Full Convolution 1x1x8x16 1 223x53x8
4 Depthwise Sep. Conv. 3x3x16x1 2 223x53x16
5 Full Convolution 1x1x16x32 1 112x27x16
6 Depthwise Sep. Conv. 3x3x32x1 1 112x27x32
7 Full Convolution 1x1x32x32 1 112x27x32
8 Depthwise Sep. Conv. 3x3x32x1 2 112x27x32
9 Full Convolution 1x1x32x64 1 56x14x32

10 Depthwise Sep. Conv. 3x3x64x1 1 56x14x64
11 Full Convolution 1x1x64x64 1 56x14x64
12 Depthwise Sep. Conv. 3x3x64x1 2 56x14x64
13 Full Convolution 1x1x64x128 1 28x7x64
14 Depthwise Sep. Conv. 3x3x128x1 1 28x7x128
15 Full Convolution 1x1x128x128 1 28x7x128
16 Depthwise Sep. Conv. 3x3x128x1 1 28x7x128
17 Full Convolution 1x1x128x128 1 28x7x128
18 Depthwise Sep. Conv. 3x3x128x1 1 28x7x128
19 Full Convolution 1x1x128x128 1 28x7x128
20 Depthwise Sep. Conv. 3x3x128x1 1 28x7x128
21 Full Convolution 1x1x128x128 1 28x7x128
22 Depthwise Sep. Conv. 3x3x128x1 1 28x7x128
23 Full Convolution 1x1x128x128 1 28x7x128
24 Depthwise Sep. Conv. 3x3x128x1 2 28x7x128
25 Full Convolution 1x1x128x256 1 14x4x128
26 Depthwise Sep. Conv. 3x3x256x1 2 14x4x256
27 Full Convolution 1x1x256x256 1 14x4x256

27 pool Avg. Pooling 7x4 1 14x4x256
27 flat Flatten 2x1x256

28 Fully Connected 2048 512

Table A.7: MobileNet25 with downscale image factor 2.5.
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Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x8 2 224x54x1
2 Depthwise Sep. Conv. 3x3x8x1 1 111x26x8
3 Full Convolution 1x1x8x16 1 111x26x8
4 Depthwise Sep. Conv. 3x3x16x1 2 111x26x16
5 Full Convolution 1x1x16x32 1 56x13x16
6 Depthwise Sep. Conv. 3x3x32x1 1 56x13x32
7 Full Convolution 1x1x32x32 1 56x13x32
8 Depthwise Sep. Conv. 3x3x32x1 2 56x13x32
9 Full Convolution 1x1x32x64 1 28x7x32

10 Depthwise Sep. Conv. 3x3x64x1 1 28x7x64
11 Full Convolution 1x1x64x64 1 28x7x64
12 Depthwise Sep. Conv. 3x3x64x1 2 28x7x64
13 Full Convolution 1x1x64x128 1 14x4x64
14 Depthwise Sep. Conv. 3x3x128x1 1 14x4x128
15 Full Convolution 1x1x128x128 1 14x4x128
16 Depthwise Sep. Conv. 3x3x128x1 1 14x4x128
17 Full Convolution 1x1x128x128 1 14x4x128
18 Depthwise Sep. Conv. 3x3x128x1 1 14x4x128
19 Full Convolution 1x1x128x128 1 14x4x128
20 Depthwise Sep. Conv. 3x3x128x1 1 14x4x128
21 Full Convolution 1x1x128x128 1 14x4x128
22 Depthwise Sep. Conv. 3x3x128x1 1 14x4x128
23 Full Convolution 1x1x128x128 1 14x4x128
24 Depthwise Sep. Conv. 3x3x128x1 2 14x4x128
25 Full Convolution 1x1x128x256 1 7x2x128
26 Depthwise Sep. Conv. 3x3x256x1 2 7x2x256
27 Full Convolution 1x1x256x256 1 7x2x256

27 pool Avg. Pooling 4x2 1 7x2x256
27 flat Flatten 2x1x256

28 Fully Connected 2048 512

Table A.8: MobileNet25 with downscale image factor 5.
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Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x8 2 112x26x1
2 Depthwise Sep. Conv. 3x3x8x1 1 55x12x8
3 Full Convolution 1x1x8x16 1 55x12x8
4 Depthwise Sep. Conv. 3x3x16x1 2 55x12x16
5 Full Convolution 1x1x16x32 1 28x6x16
6 Depthwise Sep. Conv. 3x3x32x1 1 28x6x32
7 Full Convolution 1x1x32x32 1 28x6x32
8 Depthwise Sep. Conv. 3x3x32x1 2 28x6x32
9 Full Convolution 1x1x32x64 1 14x3x32

10 Depthwise Sep. Conv. 3x3x64x1 1 14x3x64
11 Full Convolution 1x1x64x64 1 14x3x64
12 Depthwise Sep. Conv. 3x3x64x1 2 14x3x64
13 Full Convolution 1x1x64x128 1 7x2x64
14 Depthwise Sep. Conv. 3x3x128x1 1 7x2x128
15 Full Convolution 1x1x128x128 1 7x2x128
16 Depthwise Sep. Conv. 3x3x128x1 1 7x2x128
17 Full Convolution 1x1x128x128 1 7x2x128
18 Depthwise Sep. Conv. 3x3x128x1 1 7x2x128
19 Full Convolution 1x1x128x128 1 7x2x128
20 Depthwise Sep. Conv. 3x3x128x1 1 7x2x128
21 Full Convolution 1x1x128x128 1 7x2x128
22 Depthwise Sep. Conv. 3x3x128x1 1 7x2x128
23 Full Convolution 1x1x128x128 1 7x2x128
24 Depthwise Sep. Conv. 3x3x128x1 2 7x2x128
25 Full Convolution 1x1x128x256 1 4x1x128
26 Depthwise Sep. Conv. 3x3x256x1 2 4x1x256
27 Full Convolution 1x1x256x256 1 4x1x256

27 pool Avg. Pooling 2x1 1 4x1x256
27 flat Flatten 2x1x256

28 Fully Connected 2048 512

Table A.9: MobileNet25 with downscale image factor 10.
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Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x3 2 448x108x1
2 Depthwise Sep. Conv. 3x3x3x1 1 223x53x3
3 Full Convolution 1x1x3x6 1 223x53x3
4 Depthwise Sep. Conv. 3x3x6x1 2 223x53x6
5 Full Convolution 1x1x6x13 1 112x27x6
6 Depthwise Sep. Conv. 3x3x13x1 1 112x27x13
7 Full Convolution 1x1x13x13 1 112x27x13
8 Depthwise Sep. Conv. 3x3x13x1 2 112x27x13
9 Full Convolution 1x1x13x26 1 56x14x13

10 Depthwise Sep. Conv. 3x3x26x1 1 56x14x26
11 Full Convolution 1x1x26x26 1 56x14x26
12 Depthwise Sep. Conv. 3x3x26x1 2 56x14x26
13 Full Convolution 1x1x26x51 1 28x7x26
14 Depthwise Sep. Conv. 3x3x51x1 1 28x7x51
15 Full Convolution 1x1x51x51 1 28x7x51
16 Depthwise Sep. Conv. 3x3x51x1 1 28x7x51
17 Full Convolution 1x1x51x51 1 28x7x51
18 Depthwise Sep. Conv. 3x3x51x1 1 28x7x51
19 Full Convolution 1x1x51x51 1 28x7x51
20 Depthwise Sep. Conv. 3x3x51x1 1 28x7x51
21 Full Convolution 1x1x51x51 1 28x7x51
22 Depthwise Sep. Conv. 3x3x51x1 1 28x7x51
23 Full Convolution 1x1x51x51 1 28x7x51
24 Depthwise Sep. Conv. 3x3x51x1 2 28x7x51
25 Full Convolution 1x1x51x102 1 14x4x51
26 Depthwise Sep. Conv. 3x3x102x1 2 14x4x102
27 Full Convolution 1x1x102x102 1 14x4x102

27 pool Avg. Pooling 7x4 1 14x4x102
27 flat Flatten 2x1x102

28 Fully Connected 2048 204

Table A.10: MobileNet10 with downscale image factor 2.5.
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Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x3 2 224x54x1
2 Depthwise Sep. Conv. 3x3x3x1 1 111x26x3
3 Full Convolution 1x1x3x6 1 111x26x3
4 Depthwise Sep. Conv. 3x3x6x1 2 111x26x6
5 Full Convolution 1x1x6x13 1 56x13x6
6 Depthwise Sep. Conv. 3x3x13x1 1 56x13x13
7 Full Convolution 1x1x13x13 1 56x13x13
8 Depthwise Sep. Conv. 3x3x13x1 2 56x13x13
9 Full Convolution 1x1x13x26 1 28x7x13

10 Depthwise Sep. Conv. 3x3x26x1 1 28x7x26
11 Full Convolution 1x1x26x26 1 28x7x26
12 Depthwise Sep. Conv. 3x3x26x1 2 28x7x26
13 Full Convolution 1x1x26x51 1 14x4x26
14 Depthwise Sep. Conv. 3x3x51x1 1 14x4x51
15 Full Convolution 1x1x51x51 1 14x4x51
16 Depthwise Sep. Conv. 3x3x51x1 1 14x4x51
17 Full Convolution 1x1x51x51 1 14x4x51
18 Depthwise Sep. Conv. 3x3x51x1 1 14x4x51
19 Full Convolution 1x1x51x51 1 14x4x51
20 Depthwise Sep. Conv. 3x3x51x1 1 14x4x51
21 Full Convolution 1x1x51x51 1 14x4x51
22 Depthwise Sep. Conv. 3x3x51x1 1 14x4x51
23 Full Convolution 1x1x51x51 1 14x4x51
24 Depthwise Sep. Conv. 3x3x51x1 2 14x4x51
25 Full Convolution 1x1x51x102 1 7x2x51
26 Depthwise Sep. Conv. 3x3x102x1 2 7x2x102
27 Full Convolution 1x1x102x102 1 7x2x102

27 pool Avg. Pooling 4x2 1 7x2x102
27 flat Flatten 2x1x102

28 Fully Connected 2048 204

Table A.11: MobileNet10 with downscale image factor 5.
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Layer No. Layer Type Filter Shape Stride Input Size
1 Full Convolution 3x3x1x3 2 112x26x1
2 Depthwise Sep. Conv. 3x3x3x1 1 55x12x3
3 Full Convolution 1x1x3x6 1 55x12x3
4 Depthwise Sep. Conv. 3x3x6x1 2 55x12x6
5 Full Convolution 1x1x6x13 1 28x6x6
6 Depthwise Sep. Conv. 3x3x13x1 1 28x6x13
7 Full Convolution 1x1x13x13 1 28x6x13
8 Depthwise Sep. Conv. 3x3x13x1 2 28x6x13
9 Full Convolution 1x1x13x26 1 14x3x13

10 Depthwise Sep. Conv. 3x3x26x1 1 14x3x26
11 Full Convolution 1x1x26x26 1 14x3x26
12 Depthwise Sep. Conv. 3x3x26x1 2 14x3x26
13 Full Convolution 1x1x26x51 1 7x2x26
14 Depthwise Sep. Conv. 3x3x51x1 1 7x2x51
15 Full Convolution 1x1x51x51 1 7x2x51
16 Depthwise Sep. Conv. 3x3x51x1 1 7x2x51
17 Full Convolution 1x1x51x51 1 7x2x51
18 Depthwise Sep. Conv. 3x3x51x1 1 7x2x51
19 Full Convolution 1x1x51x51 1 7x2x51
20 Depthwise Sep. Conv. 3x3x51x1 1 7x2x51
21 Full Convolution 1x1x51x51 1 7x2x51
22 Depthwise Sep. Conv. 3x3x51x1 1 7x2x51
23 Full Convolution 1x1x51x51 1 7x2x51
24 Depthwise Sep. Conv. 3x3x51x1 2 7x2x51
25 Full Convolution 1x1x51x102 1 4x1x51
26 Depthwise Sep. Conv. 3x3x102x1 2 4x1x102
27 Full Convolution 1x1x102x102 1 4x1x102

27 pool Avg. Pooling 2x1 1 4x1x102
27 flat Flatten 2x1x102

28 Fully Connected 2048 204

Table A.12: MobileNet10 with downscale image factor 10.
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