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Abstract

�e quality of an image plays a role in how well it can be correctly classi�ed
by an image classifying neural network. Artifacts such as blur and noise reduces
classi�ability. At the same time it is o�en motivated to reduce �le sizes of images
which also tends to introduce artifacts and reduce their quality.

�is leads to a trade-o� between having small �le sizes and achieving high clas-
si�cation accuracy. �e two main approaches of reducing �le sizes of images is
to either reduce the number of pixels in them via image scaling or to use less data
to represent each pixel via compression. �e e�ects of these two approaches on
image classi�cation accuracy have been studied independently.

In this study the e�ects of combining image scaling and compression in regards
to image classi�ability is examined for the �rst time. Images are downscaled
using �ve popular methods before being compressed with di�erent magnitudes
of JPEG compression. Results are evaluated based on the fraction of the treated
images that are correctly classi�ed by the classi�er as well as on the image �le
sizes.

�e results shows that the scaling method used has signi�cant but weak e�ect on
image classi�ability. �us the choice of scaling method does not seem to be criti-
cal in this context. �ere are however trends suggesting that the Lanczos scaling
method created the most classi�able images and that the Gaussian method cre-
ated the images with highest classi�ability to �le size ratio. Both scaling mag-
nitude and compression magnitude were found to be be�er predictors of image
classi�ability than scaling method.
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1 Introduction

Image classi�cation has emerged as a hot topic in recent years and has been applied to solve
a wide range of problems. For example to recognize faces [1], to detect weapons during
airport baggage security screening [2], and to allow autonomous vehicles to detect tra�c
lights [3]. �e most successful computational model for classifying images has proven to be
the convolutional neural network (CNN) which is a type of arti�cial neural network (ANN)
[4][5]. By training CNN:s on large data sets of images they can be taught to recognise certain
objects in images. �e image as a whole is then placed into one of several prede�ned classes
based on which object the classi�er thinks it represents.

�e quality of the images that are classi�ed a�ects the classi�ers performance. Images with
lots of distortions such as blur, noise or compression artifacts become harder to classify cor-
rectly [6][7][8]. But at the same time it can o�en be motivated to reduce the sizes of images
(and �les in general) which o�en causes quality loss and distortion artifacts [9][10].

In situations where it is important both to keep images �le sizes small and their classi�ability
high one must balance this trade-o� between �le size and quality. �is involves �nding a way
of reducing the �le sizes of the images with as li�le loss in classi�cation accuracy as possible
[11].

�ere are two main ways of reducing �le sizes. One might reduce the resolution (number of
pixels) of the image by scaling it down. Less pixels to represent means less data to store. �ere
are many di�erent methods of scaling images, each with its own strengths and weaknesses
[12][13][14]. Another approach is to keep the same number of pixels but to reduce the number
of bits that are used to represent each pixel, o�en done via a process called compression. �ere
are two main types of compression, lossless and lossy.

In lossless compression no information is really lost and the image can be restored completely
to how it was before compression. In lossy compression data is irreversibly lost and the
image cannot be restored to its original state a�er it has been compressed. Lossy compression
techniques can however reduce �le sizes more than lossless ones, making it a be�er choice
if one wants to reduce �le sizes to a large extent [9][15]. �e JPEG standard is probably the
most widely used lossy compression standard for photographic images [16].

A third way of reducing the �le sizes of images can be devised by combining compression and
scaling, both reducing the number of pixels and the data used to represent each pixel. �is
would allow for even smaller �les. �e e�ects of compression and scaling artifacts on classi�-
cation accuracy has been studied separately on their own [6][17]. So has the e�ects of certain
general quality distortions, some of which might be caused by either image compression or
scaling [18][8][19]. �e e�ects of combining scaling and compression on image classi�cation
accuracy however remains unstudied.

1.1 Purpose and Research�estions

�e purpose of this project is to examine the correlation between image quality distortions
caused by image scaling (change in resolution) and lossy JPEG compression, and the accuracy
of a CNN image classi�er. �e aim is to shed more light on how di�erent scaling methods,
both on their own in di�erent magnitudes, and coupled with JPEG compression in di�erent
magnitudes, a�ects the ability of a classi�er to correctly classify the treated images. Treat-
ments are evaluated based on classi�cation accuracy (number of correctly classi�ed images)
as well as a classi�cation accuracy to image �le size ratio.
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�e following questions will be addressed:

1. Which scaling method achieves the highest classi�cation accuracy on average?

2. Is the method that achieves the highest average accuracy superior at all scaling and
compression magnitudes, or does di�erent scaling methods work best at di�erent scal-
ing and/or compression magnitudes?

3. Which scaling method achieves the highest classi�cation accuracy to image �le size
ratio on average?

4. Which combination of scaling method, scaling magnitude and compression magnitude
achieves the highest classi�cation accuracy to image �le size ratio?

5. Which of the three factors (scaling method, scaling magnitude and compression mag-
nitude) is the best predictor of classi�cation accuracy?

1.2 Background

�is section contains more in depth information about the di�erent concepts relevant to the
project which helps with understanding it be�er and places it in a bigger context. Readers
already very familiar with these concepts may skip ahead to section 1.3.

Image Classi�cation

Image classi�cation is de�ned as the task of categorizing images into one of several prede�ned
classes and is one of the main problems in computer vision [20]. �is task may seem simple
for a human but it can be a real challenge training a computer to do it. �e traditional way of
teaching a computer to do this is a two step process. First hand-cra�ed features are extracted
from images using a feature descriptor. �en these extracted features are sent as input to
the classi�er, not the images themselves. �is approach is problematic because the accuracy
of the classi�er becomes very dependent on the feature extraction step which can be a very
di�cult task [21]. �is type of feature extractor is also o�en specialized to a certain task. �e
classi�ers used on the extracted features can however be quite general and trainable.

Due to the disadvantages of the traditional feature cra�ing approach new avenues were ex-
plored experimenting with models that uses multiple layers of nonlinear information pro-
cessing to integrate the tasks of feature extraction and classi�cation [20]. In this way the
classi�er is able to learn useful features by itself and there is no longer any need for hand-
cra�ed ones. In time the most successful model for image classi�cation tasks has proven to
be the convolutional neural network (CNN) [4].

Early CNN:s were being developed as long ago as the late seventies. In his paper from 1980
Kunihiko Fukushima presented an early form of CNN which he called “Neocognitron” [22].
In 1995 CNN:s were applied to detect lung nodules in medical images [23]. Despite these early
uses of CNN:s it was not until 2012 when the CNN called AlexNet won the ImageNet classi�-
cation contest with good margin that the true potential of using CNN:s for image classi�cation
became apparent [4][24][5].

�is success can be a�ributed to the availability of powerful GPU:s, large data sets, data aug-
mentation, be�er algorithms, the ReLU activation function and new methods such as max
pooling and dropout [20][5]. Advances in hardware performance and so�ware paralleliza-
tion have also enabled larger networks to be trained within a reasonable time frame. �is has
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lead to CNN:s which even surpasses human performance on some image recognition tasks
[25][26].

Arti�cial Neural Networks

An arti�cial neural network (ANN) is a computational system inspired by the functioning
of the human brain [20][27]. An ANN consists of a (o�en high) number of interconnected
computational nodes called neurons. �ese are organized into layers and there are three
types of layers in a standard ANN, input layers, hidden layers and output layers.

�e information �ows in one direction starting at the input layer. �e input is then distributed
into the �rst hidden layer and each neuron therein makes a decision about what information to
pass forward to the next layer based on the knowledge acquired during the networks training
[27]. �is knowledge is encoded in the form of weights that can be seen as existing on the
connections between the neurons [28]. Any data value (signal) sent over this connection will
be multiplied by the weight. �e signal received by a neuron must exceed a certain threshold
for the neuron to activate and send a data signal of its own through its outgoing connections.
�is threshold is de�ned by a so called activation function [29].

If there are several hidden layers the network is de�ned as a deep neural network. A deeper
architecture generally results in more expressive power [30]. �e computation �nishes when
the �nal output ends up at the output layer. �e contents of the output layer then represents
the result of the computation [27].

Convolutional Neural Networks

�e convolutional neural network is an arti�cial neural network architecture and thus con-
forms to the basic structure of the standard ANN with neurons organized into layers [5].
CNN:s are designed to process data in the form of multiple arrays which makes them suit-
able for processing color images as they can be represented as three two-dimensional arrays,
containing pixel color intensities [29]. CNN:s can be used for a variety of tasks but will be
described here from the perspective of image classi�cation.

In CNN:s there are three types of hidden layers called convolutional layers, pooling layers and
fully connected layers [5]. When classifying an image information �ows through these layers
in one direction from the input layer to the output layer the same way it does in a traditional
ANN [20]. �e input layer holds the pixel values of the image that is to be classi�ed and
passes these values into the �rst convolutional layer of the network [27] [30]. If the image is
of a di�erent size than what the network is built to handle it will be resized or cropped before
being used [30].

�e convolutional layers (together with the pooling layers) acts as feature extractors extract-
ing distinct features that can later be used to classify the image [20]. �is is done by applying
�lters (or kernels) that have been learned during training to the layers input. �e �ltering re-
sult is then passed to a non-linear activation function to produce a feature map which can be
seen as a two dimensional matrix of scalar values [27][30]. �is map represents the features
that the kernel has detected. Usually a convolutional layer uses several kernels to produce
several feature maps [29]. �e �ltering operation is mathematically a convolution, hence the
names convolutional layer and convolutional neural network [5].

�e neurons in a convolutional layer, like the hidden neurons of a ANN, are connected to
neurons in the previous and next layers by trainable weights. But in contrast to traditional
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ANN:s in which the neurons are o�en fully connected, the neurons in convolutional layers are
only connected to a small region of the previous layer called the neurons receptive �eld [29]
[20][27]. �is reduces the number of weights in the layer since each connection is associated
with a weight which in turn reduces the computational complexity of the network. �is allows
CNN:s to be used to process image data (which contains a lot of information) at reasonable
time complexities, something that traditional fully connected ANN:s struggle with [27].

�e feature maps derived in the convolutional layer are then passed to a pooling layer (also
called subsampling layer). �e purpose of the pooling layers is to gradually reduce the di-
mensionality of the image representation so that the computational complexity of the model
is reduced and to merge semantically similar features [27][5][29]. �is is done by contin-
uously sliding a kernel of certain dimensions over each part of the input feature map and
reducing the values within the kernel into one single value in the output (pooled) feature
map. Several values are summed up into one.

�e most popular reduction method is to take the maximum value in the kernel area, a method
called max pooling. Using a max pooling kernel of size 2x2 and moving it over the feature
map with a stride of 2 creates an output map that is only 25% of the input map size. Pooling
to hard (using a big kernel) will however result in poor classi�cation performance since too
much data is lost [27]. Multiple pairs of convolutional and pooling layers are o�en stacked
one a�er the other in stages to extract more and more detailed features by combining simpler
ones [20][5].

A�er the pooling layers comes the fully connected layers in which every neurons in the layer
is connected to every neuron in the previous and next layers, as neurons are connected in a
traditional ANN. It is the fully connected layers that interprets the extracted features to carry
out the actual classi�cation. �e last of the fully connected layers is the output layer where
the result of the classi�cation end up as class scores for each prede�ned class [20] [27]. �e
score of each class representing the classi�ers certainty that the image belongs to that class
(higher value, higher certainty).

TensorFlow

TensorFlow is a deep learning so�ware library developed by the Google Brain Team. A�er
its creation TensorFlow was used extensively among Google teams before being released as
an open-source project in 2015. It o�ers programming support for deep neural networks and
machine learning methods in general [29].

TensorFlow is inspired by the high-level programming models of data�ow systems and the
low-level e�ciency of parameter servers. �erefore it represents both the computation of
an algorithm and state on which it operates as an uni�ed data�ow graph. �is makes for
a simple abstraction and enables the user to deploy programs for a multitude of di�erent
platforms [31].

In TensorFlow the entire neural network is represented as a single data�ow graph. �is in-
cludes both the computation and the state, containing mathematical operations, parameters
and their update rules, and input processing. �is graph supports concurrent execution of
overlapping subgraphs enabling e�cient parallelization. Each vertex (node) in the graph rep-
resents a unit of local computation and each edge represents the output from or input to a
vertex [31] [29].

�e computations at vertices are referred to as operations and the input and output values
are called tensors. A tensor is a n-dimensional array of elements of some primitive type. An
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operation takes zero or more tensors as input and produces zero or more tensors as output.
�e state of an operation can be mutable and is read or wri�en each time the operation is
carried out. Examples of TensorFlow operations are AddN which adds multiple tensors, Const
which is a constant value (determined at compile time), Variable which has a mutable value
stored in a bu�er and Read which is used to read the values of variables. Data storing types
such as queues are also seen as operations. [31].

�e core API of the TensorFlow runtime is wri�en in C but is wrapped in di�erent high level
scripting interfaces that separates the core code from the user code and hides much of the
underlying complexity. �e two original interfaces uses the programming languages C++
and Python respectively [31] [29].

Bene�ts of small �les

Storing large amounts of data can be expensive and the sizes of the individual �les contributes
to the size of to the total data collection in a multiplicative way. High resolution images
have been pointed out as especially problematic due to their relatively large �le sizes [32].
Furthermore, transferring large �les over a network costs more energy and takes longer time
than to transfer small �les. If the data is stored in a cloud there is also the cost of maintaining
and keeping it in sync. In many cases there is therefore a strong motivation to reduce �le
sizes [9][10].

Ahn et al. presents one such case in a paper from 2018. �e study considers the transferring
of image �les over a wireless sensor network (WSN) consisting of ba�ery powered camera
equipped node devices. �e images taken by the nodes and then transferred over the network
was later to be used as input to a CNN image classi�er. In this situation the sizes of the images
that are sent over the network in�uences the power consumption of the node devices (larger
�les are more costly to send) and thus the lifetime of the network. �is problem was addressed
by making the images smaller before sending them, a feat achieved using compression [11].

Compression

�e main approach for making images (or �les in general) smaller is via compression. Com-
pression generally keeps the resolution of an image generating a compressed image with the
same dimensions and number of pixels. �e reduced �le size is instead due to using fewer bits
to represent each pixel.

As mentioned previously, there are two basic types of image compression, lossless and lossy.
Loosing data might not sound that appealing but this allows lossy compression algorithms
to achieve much higher compression ratios than what is possible using lossless compression
[9][15]. Lossless compression is also an excessive demand in many applications. Especially
since lossy compression o�en starts by removing the information that is of least importance
to overall visual impression of the image [15]. Because of this, the data loss might not even
be noticed by a human perceiver at reasonable compression ratios. In some cases images are
actually perceived to be of higher quality a�er being compressed at low ratios [9].

However, the perceived quality of an image from the point of view of a human observer is
not always correlated with how well an image classi�er can recognize it. Some subtle image
distortions that are hardly recognizable by humans can have disastrous e�ects on classi�ca-
tion performance. Images that are intentionally modi�ed in this way to trick a classi�er are
o�en called adversarial samples and the phenomena has been studied at some length [33]. In
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other cases an image can be distorted beyond human recognition while still being classi�able
by a computer [34].

One of the most successful methods for lossy image compression is the JPEG standard. �e
name stands for Joint Photographic Experts Group which is the commi�ee that developed the
standard. JPEG was established as an ISO standard (IS-10918) in 1990 and is one of the most
widely used image standards [16]. It was designed for colour images and can use up to 24 bits
to represent one pixel, resulting in millions of possible colours [9]. JPEG uses a compression
method that is based on discrete cosine transform (DCT) [9][32]. At high compression ratios
JPEG images are known to appear blocky [9].

JPEG is good at keeping the visual quality of natural images but works poorly on non-photographic
images such as line art. JPEG is not a �le format, simply a method of compressing data. �e
actual format (wrapping) is le� unspeci�ed by the standard which only speci�es the codec.
What is referred to as a JPEG �le is most commonly of the JPEG File Interchange Format (JFIF)
[16].

Scaling

Compression is o�en the go to method for reducing �le sizes. Compression generally keeps
the resolution of an image generating a compressed image with the same dimensions and
number of pixels. But an image can also be made smaller by reducing its resolution. In doing
so one aims to represent the same image using a fewer number of pixels and there are di�erent
methods of creating this representation.

�e process of modifying the geometry of a discrete image is called image resampling [35].
It is used for all geometric transformations of digital images except for shi�s over integer
distances and 90° rotations [19][13]. �e aim of resampling is to produce a new image that
looks as it was created by applying some transformation on the original, such as rescaling or
rotation. So one might say that image resampling is about determining the intensity value of
each pixel in the new image, depending on the original image and the applied transformation
[35].

Image resampling o�en makes use of a process called interpolation. Interpolation is the math-
ematical term for the process of generating or predicting the value of a new datapoint based
on a discrete set of existing data points [36]. It is the informed estimation of a value [37]. In
image processing this translates to determining the value of a pixel coordinate based on the
value of one or more existing pixel coordinates. Or rather, to estimate what value a certain
pixel should have depending on the existing pixels in its vicinity. Interpolation is used for im-
age transformations such as scaling and rotation where there is a need to calculate the values
of pixels not present in the source image [36][37].

�e simplest form of interpolation is the nearest neighbour interpolation [13][19]. When
using nearest neighbour the value of a pixel in the new image assumes the value of the pixel
in the source image that is nearest [13]. So it only considers a single point to determine the
value of the pixel. Nearest neighbour interpolation is known to cause strong aliasing and
blurring e�ects [19]. �e method is also unsuitable when scaling up images since all it does
in this situation is to duplicate pixels [13]. �e advantage of nearest neighbour is that it is the
most e�cient interpolation method [37].

�e linear interpolation method considers the two nearest points on either side of a pixel
when determining its value. �is method can be extended to consider the four nearest points
of the pixel that is to be interpolated, two on the horizontal axis and two on the vertical
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axis [13][36]. �is type of interpolation is then said to be bilinear. Bilinear interpolation has
been found to perform poorly when upscaling images in regards to numerical errors between
the transformed image and the original. On the other hand it has been found to outperform
more complex interpolation methods when downscaling images [36]. �e complexity of linear
interpolation is only slightly higher that that of nearest neighbour [37].

A Gaussian function can also be used when scaling images. �is is done via a so called Gaus-
sian pyramid. �e �rst level of the pyramid contains the original image. A second image of
lower resolution is created for the second layer by applying a Gaussian �lter to the original
[38]. Each pixel in the second layer image assumes a weighted average of nearby pixels in a
certain area, or window (centered on the pixel) of the �rst layer image. �e larger this area
the larger the computational cost [39]. �is process can then be repeated many times to create
smaller and smaller images.

�e Gaussian �lter is known not to cause any ringing artifacts and to reduce noise. How-
ever it also reduces detail and Gaussian image scaling methods tend to create blurry images
[38][35]. Transforming images with Gaussian �lters have shown to have high time complex-
ity compared to other techniques [19].

A method for transforming images called the Lanczos �lter was introduced in a paper from
1979. It was designed to reduce the amplitude of a phenomenon called the Gibbs oscillation
[40]. �e Lanczos �lter aproximates the sinc �lter which is o�en seen to be the theoretically
ideal �lter for image scaling [14][12]. �e sinc function has an in�nite impulse response (is
spatially in�nite) which makes it problematic to use directly, thus motivating approximation
of it instead [19]. �e Lanczos interpolation method has been shown to have create images
with higher peak signal-to-noise ratio (PSNR) than other comparable techniques (for exam-
ple bilinear and Mitchell), but at the same time to have a higher computational complexity
[41]. PSNR is a metric used for evaluating image transformation methods in a non-visual
mathematical way. Using Lanczos can cause ringing artifacts in the images [14].

�e Mitchell-Netravali �lters are a family of two-parameter cubic �lters named a�er the au-
thors that presented the �lter design back in 1988. Mitchell and Netravali identi�ed three
artifacts that was most prevalent within the popular two-parameter cubic �lter family (ring-
ing, anisotropy and blurring). �ey realized that removing all of these is basically impossible
as there are trade-o�s between them. Reducing one artifact increases another. �erefore they
instead set out to �nd the parameters that strikes the best balance between these artifacts and
keeps them all at acceptable levels.

�is resulted in the recommendation of a �lter with the parameters B=1/3 and C=1/3 [42]. So
this is the speci�c �lter that is o�en referred to as the Mitchell-Netravali �lter, or simply the
Mitchell �lter. �is �lter has been shown to generate images with a good balance between
smoothness and sharpness [43]. �e Mitchell-Netravali algorithm has a high time complexity
although not as high as the Lanczos algorithm. It also achieves slightly lower PSNR than
Lanczos [41].

1.3 Delimitations

All studies have limited scope and this project is no exception. So naturally limitations had
to be introduced in order to accommodate this scope. For example the choice was made to
only use one image classi�er, the MobileNet V2 (see section 3.3). Choosing this network was
a well motivated choice but by using several classi�ers the results of the project could have
been generalized to a larger extent. Unfortunately each additional classi�er would double the
number of experimental runs and there was simply not enough time allocated for the project
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to allow this.

�ere are many scaling methods to choose from but the choice was made to study �ve of these
in the project. �ese �ve were chosen to represent di�erent kinds of methods as motivated
in section 3.2. For each new method there would be 14 additional treatments.

�e number of scaling magnitudes was limited to two. Using more scaling magnitudes would
lead to a higher resolution on that factor but adding just one more scaling magnitude would
result in 35 additional treatments.

�e test data was limited to the ImageNet validation set (see section 3.1). Using only one data
set could be considered a limitation due to the homologous nature and spatial resolution of
the ImageNet images. All images are likely collected and selected in a similar manner which
could introduce systematic bias into the data set. �erefore the images can not be seen as
general representations of the objects they portray. However this is true for any data set. As
discussed in section 3.1 syncing the classi�ers labels to those of a data set it is not designed
for (any data set but ImageNet) would be problematic and much too time consuming.

In case of the homologous resolutions it could be considered an advantage since dowscaling
was done to �xed resolutions, and having all base images the same size means that scaling
is applied in the same magnitude to all images. Only half of the data set was used to cut
experimental runs in half. Using all images would have made the experiments much too
large.

�is project can also be considered limited by the hardware used for experimental runs and
data treatment. Using more powerful hardware could reduce computational times and thus
li� some of the other limitations discussed above. However there is also the work intensive
task of managing and analysing results from the experiments and this must also be ��ed into
the projects scope. �erefore the possible bene�ts of faster hardware are probably limited.

2 Related Work

Dodge and Karam 2016 conducted a study where they examined how di�erent types of image
quality distortions a�ects the image classi�cation performance of deep neural networks [6].
�e considered distortions were JPEG compression, JPEG 2000 compression, blur, noise and
contrast. �e study evaluates the e�ects of these distortions on the Ca�e Reference (AlexNet
implementation), VGG-CNN-S, VGG-16 and GoogleNet deep neural networks. �e ImageNet
ILSVRC 2012 validation data set was used as a base to create the distorted data. �e results
showed that all networks were sensitive to blur and noise but were less a�ected by compres-
sion and contrast distortions. �e quality parameter of the JPEG compression had to be set
below 10 before the precision started to decrease signi�cantly. �is shows that it is proba-
bly not that meaningful to start with high compression quality values since the detrimental
e�ects only start occurring in the lower end of the quality range.

Klemen et al. made a similar study investigating the e�ects of image distortions such as blur,
noise, brightness, contrast and JPEG compression artifacts on facial recognition performance.
To evaluate this they used pre-trained instances of the AlexNet, VGG-Face, GoogLeNet and
SqueezeNet CNN models. Images were compressed using JPEG compression at 10 di�erent
quality presets between 1 and 40 before being classi�ed. Similarily to Dodge and Karams
study, the results showed that all models were quite resilient to compression artifacts all the
way down to the quality values around 10, further strengthening the view that it is the lower
end of the quality range that is of most interest when studying the e�ects of JPEG compression
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on classi�cation [7].

Yet another similar study by Yang et al. 2018 studied the e�ects of both low resolution and
JPEG compression artifacts on CNN based facial recognition. Scaling and compression was
considered separately. Once again it was found that the compression started a�ecting the
CNN:s performance around a quality value of 10. Having three studies �nding the same
quality value threshold where performance starts to drop it is likely that the this pa�ern
will be observed in this project as well. �erefore the choice regarding the range of quality
values in the compression treatments were made accordingly and no value higher than 40
was used. �e scaling was used down to di�erent resolutions but the scaling method is not
speci�ed. It was also found that the scaling had a more linear e�ect on the accuracy, dropping
the accuracy consistently each time the images got smaller. However the performance loss
between the unscaled treatment and the �rst downscaled treatment of 80*80 was not all that
large. �is observed linearity allows for more freedom when choosing the scaling magnitudes
to use in the scaling treatments as there seems to be no threshold to adhere to [17].

A study by Buckstein et al. 2003 states that downscaling an image and then compressing it
results in higher image quality, both in terms of visible appearance and in terms of PSNR,
than simply compressing the full size image to the same number of bits (same �le size). �is
is an important motivational statement for the project described in this paper. It shows that
the combination of image scaling and compression is an approach worth considering. �e
study also in�uenced the choice of applying scaling before compression instead of the other
way around [44]

3 Method

3.1 Data set

�e ILSVRC-2012-CLS-LOC validation image data set was chosen as the base data set for the
project [45]. It contains 50 000 labeled images divided into 1000 distinct classes (50 images
per class). �ere has been no newer version of this data set since 2012. Using the validation
data set instead of the training set means that the classi�er has not been trained on the images
used which is preferable. All images are in JPEG format with compression quality values of
96 and with di�erent subsampling factors.

When using ImageNet data sets it is customary to report two classi�cation results, top-1 and
top-5 accuracy. Top-1 accuracy is the fraction of the classi�ed images for which the correct
class corresponds to the class that was given the highest prediction by the classi�er. In other
words the, classi�er only gets one guess at the correct answer. Top-5 accuracy is the fraction
of the images where the correct answer can be found among the �ve highest predicted classes
(the classi�er gets 5 guesses) [24]. Given this, top-5 accuracy is expected to be higher than
top-1 accuracy in most cases.

�e choice of using ImageNet felt natural since it seems to be the go to data set for this type
of general image classi�cation tasks [6][24][33][8][46]. Using the same data that was used in
earlier works makes comparisons of results easier and more meaningful. Further reasons to
choose ImageNet is the sheer amount of data available and the large number of classes this
data spans. �ere is a lack of alternative data sets that can compete with ImageNet for the
purposes of this study.

Perhaps the strongest motivation to choose ImageNet is that all of the pre-trained CNN:s that
were considered are designed a�er and trained on that data set, and thus generates predictions
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based on the 1000 ImageNet classes. If another data set was used to make predictions it would
be required to sort out all the classes not present in both sets. Otherwise the accuracy would
likely be exceptionally low right from the start. �ere might also be class names that are
syntactically di�erent but in principle semantically equivalent. �ese would have to be found
and linked manually. �erefore it is much more convenient to use the data set the classi�er
is designed to use. Especially since no disadvantages of using ImageNet have been identi�ed
in regards to this project.

3.2 Data treatments

�e original data set was treated with 70 di�erent combinations of scaling methods, scal-
ing magnitudes and JPEG compression magnitudes, see Table 1. �is was done using the
command-line based image manipulation tool ImageMagick [47]. �e scaling methods used
were (according to their names in the ImageMagick tool) Gaussian, Lanczos, Mitchell, Point
and Triangle.

Gaussian, as the name suggests uses the Gaussian function to generate a bell curve shape in
the frequency domain. �e implementation of the Lanczos �lter uses the sinc function with
three lobes of which the �rst lobe is used to window the sinc function itself. �e Mitchell �lter
implementation uses the cubic �ltering method described by Mitchell and Netravali in their
paper from 1988 [42]. Point is basically a nearest neighbour interpolation implementation in
that it only considers the single nearest pixel to determine the new pixels color value (the
colour value is simply copied). Triangle implements a bilinear interpolation �lter [48].

�e scaling methods were chosen to get a variation of di�erent types of methods across dif-
ferent �lter families. For example B-spline is a popular method but it generates results very
similar to that of Gaussian and was thus excluded [37]. Point, or nearest neighbour, is the sim-
plest and most e�cient interpolation method and if it was proved on par with more complex
methods in terms of output classi�ability there would really be no reason going for anything
else. Triangle, or bilinear, is the natural step up from nearest neighbour. A li�le more so-
phisticated but still with relatively low complexity. Both Point and Triangle are standard
interpolated �lters [48]

�e Gaussian method was chosen because it is known to crate images low in noise and ringing
artifacts but instead with heavy amounts of blur. In other words, it �ts the niche of the blurry
�lter. Lanczos is set apart from the others by being an approximator of the theoretically ideal
sinc function, though it remains unclear if it is also ideal in practice, speci�cally in regards to
the classi�ability of the output. Lanczos represents the windowed �lter family [48]. Mitchell
is the balanced �lter, trying to keep all distortions at reasonable levels. �is might or might
not be a good strategy for the purposes examined in this project. Mitchell is the projects only
cubic �lter [42].

�e scaling methods were used to scale images in the original data set down to two resolutions,
224*224 pixels and 100*100 pixels, thus generating two uncompressed baseline data sets for
each scaling method. 224*224 is the input size of the classifying neural network and thus
the highest meaningful resolution. If images were scaled to higher resolutions the classi�er
program would scale them down instead which would mask the e�ect of the scaling method
that was meant to be studied. Images i the ImageNet data set commonly have resolutions
around 500*375.

No obvious choice for the lower resolution could be found in literature since scaling and com-
pression has not been studied together in this context. �e smaller resolution (100*100) was
thus chosen as an arbitrary even number approximately half the size of the bigger resolution.
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Using more than two resolutions was considered but it was decided that this would cause the
experiments to outgrow the scope of the project.

As mentioned above the images in the original data set have resolutions around 500*375 which
translates to 187500 pixels. Resolutions of 224*224 and 100*100 results in 50176 and 10000
pixels respectively. So the scaling magnitudes used in this experiments roughly represents
pixel quantity reductions of 73% and 95% compared to the original images.

Each downscaled data set was later compressed using JPEG quality values of 40, 30, 20, 10,
5 and 1, generating six new compressed data sets. A value of 1 is the lowest possible value
in ImageMagick. �e original untreated images have quality values of 96, so in this context
a quality value of 96 means that no additional compression was performed. �erefore the 96
quality treatments can be seen as base line data sets for each method and scaling magnitude.
�e 100*100 data sets were scaled back up to 224*224 a�er compression with the same scaling
methods that were used to downscale them in order to conform to the classi�ers input size.

�e choice to start at a quality value of 40 instead of going over the entire range is based
on the results of earlier studies which indicates that compression only starts to signi�cantly
e�ect the classi�cation accuracy under quality values of 10 [17][6]. In this project however
compression is coupled with scaling which is also expected to reduce accuracy and thus the
starting point of the quality value range was bumped up to 40, which is the same upper bound
used by Klemen et al. 2017 [7]. Due to the predicted rapid accuracy decline below quality 10,
decrements of �ve instead of ten are used below this threshold.

Table 1 �e data treatments used.
Treatment Scaling method Resolution Compression quality

1-7 Gaussian 224*224 96, 40, 30, 20, 10, 5, 1
8-14 Lanczos 224*224 96, 40, 30, 20, 10, 5, 1
15-21 Mitchell 224*224 96, 40, 30, 20, 10, 5, 1
22-28 Point 224*224 96, 40, 30, 20, 10, 5, 1
29-35 Triangle 224*224 96, 40, 30, 20, 10, 5, 1
36-42 Gaussian 100*100 96, 40, 30, 20, 10, 5, 1
43-49 Lanczos 100*100 96, 40, 30, 20, 10, 5, 1
50-56 Mitchell 100*100 96, 40, 30, 20, 10, 5, 1
57-63 Point 100*100 96, 40, 30, 20, 10, 5, 1
64-70 Triangle 100*100 96, 40, 30, 20, 10, 5, 1

�e general ImageMagick command for the scaling operations was:
$ c o n v e r t < i n p u t f i l e name> − f i l t e r < f i l t e r > − r e s i z e <

r e s o l u t i o n > <o u t p u t f i l e name>

where �lter is the name of the scaling method. �e general command structure of the com-
pression operation was:

$ c o n v e r t − s t r i p − q u a l i t y < q u a l i t y va lue > < i n p u t f i l e name>
−sampl ing − f a c t o r 4 : 2 : 2 <o u t p u t f i l e name>

�e -strip �ag removes metadata like comments from the image to reduce �le sizes further.
�e subsampling factor 4:2:2 corresponds to a factor of 2x2,1x1,1x1. �is was determined to be
the factor generating the most classi�able images via preliminary classi�cation experiments
with 5000 images which were compressed with a quality value of 80. �ese experiments
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showed that a subsampling factor of 2x1,1x1,1x1 was slightly be�er that 1x1,1x1,1x1 in terms
of classi�cation accuracy and that 2x2,1x1,1x1 yielded the lowest accuracy (Table 2).

Table 2 Preliminary testing for choosing subsampling factor for JPEG compression.
Subsampling factor top-1 accuracy top-5 accuracy
2x2,1x1,1x1 54.00% 86.00%
2x1,1x1,1x1 71.70% 90.10%
1x1,1x1,1x1 71.48% 90.02%

ImageMagick was chosen as the tool for making the treatments based on its balance of usabil-
ity and con�guration possibilities. Being a command-line tool it enables the treatments to be
automated and scheduled using scripts which saves time and manual labor. It also comes with
many implemented scaling methods to choose from. �ere is also documentation about how
these are implemented. Besides creating the treated data sets, ImageMagick was also used to
validate the images a�erwards to assure that the treatment had been performed as supposed
to via the identify command.

3.3 Classi�er

�e MobileNet V2 neural network was used for the actual image classi�cation [46]. More
speci�cally the TF-slim implementation with a depth multiplier of 1.4 and input size of 224x224
pixels (checkpoint mobilenet v2 1.4 224) [49][50]. �is speci�c implementation rounds fea-
ture depths to multiples of 8 which is an optimization that was not described in the original
paper. �e network is pre-trained on the ILSVRC-2012-CLS dataset to do image classi�cation
based on the 1000 ImageNet classes [45]. �e full version of the model was used and not the
feature vector package. It was cached locally via the classi�cation program by se�ing the
TFHUB CACHE DIR environment variable to a non temporary directory and then fetching it
by inpu�ing the models TensorFlow Hub URL in the hub.Module constructor.

When choosing a model to use it was not necessarily of interest to choose the one with the best
accuracy. A model was needed that was a good representation of general image classi�ers and
that was easy to work with. �e MobileNet model is lightweight and e�cient and hence does
not require advanced hardware to achieve practical inference time complexity. �is allows
larger samples to be tested instead which generates experimental results based on more data
points. �is is a good thing in regards to achieving more precise results.

�e MobileNet network also comes pre-trained and compatible with TensorFlow. Further-
more it is trained on the ImageNet dataset which was chosen as the preferable data set for
this project. Although performance was not the most important aspect when choosing a
model the MobileNet architectures have also been shown to perform well on image classi�ca-
tion tasks compared to other networks, some of which is considerably larger and with much
higher computational complexities [46][51]. So there are many motivations for going with
MobileNets in this context and no apparent downsides.

MobileNets V2 have not been studied previously in this context since it was not yet created
when the studies mentioned in section 2 were conducted.

3.4 Classi�er program

�e classi�er program was wri�en using Python version 2.7.12 and the TensorFlow library
version 1.13.1. Keras, which is a TensorFlow compatible high level neural network API was
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used on top of TensorFlow [52]. Expected program arguments are the path to the root direc-
tory of the images that are to be classi�ed, the number of images to use from root and the
scaling method to use when images are resized to the input size of the classi�er (“nearest” for
nearest neighbour, “bilinear”, or “bicubic”). �is scaling parameter did not play a role in the
actual experiments however since all images used in the experiments was already scaled to
the classi�ers input size. �ere is also an optional argument that de�nes an the name of an
output �le to save the classi�cation results in. If this argument is omi�ed the result is only
printed to standard output.

�e program uses an instance of the Keras class ImageDataGenerator and the class method
�ow from directory to create an internal representation of the images found in the directory
speci�ed by the �rst program argument. �e directory based classes generated by �ow from directory
are ignored since all images of a speci�c data set are stored in the same directory. �e model
(cached locally as a .pb �le with corresponding helper �les) is accessed via a Module object
from the TensorFlow Hub library. �is module is then wrapped as a Keras Layer object and
this object is passed to the Keras Squential object constructor to create a sequential model.

�e sequential models predict generator method is passed the image data to carry out the
classi�cation of it. �e reason predict generator is used is because it allows small batches to
be sent to the classi�er at a time which is crucial when running inference on a large number
of images. Using the standard predict method one runs a substantial risk of over�owing sys-
tem memory and potentially crashing the test system when using large data quantities. All
computations are carried out on the CPU of the test system.

�e predictions are returned as 1001 element lists for each picture that was predicted. 1000 of
these 1001 elements represents a class and the value of the element represents the certainty
that the image belongs to that class (higher numbers means higher certainty). �e index of
the element with the highest certainty is extracted to calculate top-1 accuracy and the indices
of the elements with the �ve highest certainties are extracted to calculate top-5 accuracy.
�e accuracies are calculated by comparing the the classi�ers predictions to the ground truth
labels of the images that were classi�ed.

�e ground truth labels in the form of integer ID:s came as part of the ILSVRC-2014 ImageNet
development kit. �e �le contains 50000 rows with one class ID per row representing the
correct classes of the 50000 images in the validation set. �e validity of the ground truth thus
depends on keeping the images in their original order. �ese ID:s were translated to semantic
class names using the key �le map clsloc in the ILSVRC-2017 ImageNet development kit. �is
was necessary as the classi�er and the original validation set ground truth uses di�erent
numerical ID:s to represent the same semantic class names (the classes are listed in di�erent
orders). For example, the �rst class (class on line 1) in the ground truth system is “kit fox” and
class 1 in the classi�ers system is “tench”.

Using TensorFlow together with Keras o�ers all the functionality needed for purposes of the
project. Together they constitute a high level interface for creating a classi�er program with
minimal e�ort. TensorFlow has been used extensively in research and real world applications
and its validity as a tool for for deep learning applications has thus been thoroughly tested
and veri�ed [51][46][53][54][55][56][57][58].

3.5 Data Collection

�e experiments were conducted by running the classi�er program with the di�erent treated
data sets. A bash script was used to automate the process. �e top-1 and top-5 accuracy values
were recorded for each run and saved to an output �le by specifying the last argument of the
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classi�er program.

Each run was conducted on 25000 images which is half of the total ILSVRC-2012-CLS-LOC
validation set. Using all images would result in very time consuming experiments. Even
when using only half of the data set it takes approximately 12 hours to classify 24 treatments.
25000 images was also considered enough to get meaningful results considering that both
Dodge and Karam 2016 and Yang et al. 2018 used 10000 images from their respective data sets
[6][17]. When using 25000 images one single datapoint represents 0,004% of the total result
which was considered a high enough resolution.

�e test system consisted of a desktop computer with an AMD FX8120 3.1GHZ eight core
processor, 8GB of 1333MHZ DDR3 RAM and running the 64-bit version of Linux Mint 19.1
installed on a 500GB Seagate Barracuda 7200RPM HDD. �e system sits on a Gigabyte GA-
990FXA-UDT3 motherboard and is supplied by a 600W OCZ 600MXSP PSU.

3.6 Data Analysis

�ree-way ANOVA analyses were made in Matlab (version R2019a) using the anovan function
to �nd out which of the factors (scaling method, scaling magnitude and compression mag-
nitude) had signi�cant e�ects on the top-1 and top-5 classi�cation accuracy. �e residuals
from each ANOVA were plo�ed to check for equal variance and to make sure the distribution
looked roughly normal, as these are requirements for the data to be suitable for the analysis.
Multiple comparison tests were made on any signi�cant factor interactions using the Matlab
multcompare function in order to further investigate the interactions. All �gures displaying
trends of the data were also made using Matlab [59].

4 Results and Analysis

4.1 Average accuracy

When examining the average classi�cation accuracy for each model the accuracy was divided
into the natural categories top-1 and top-5 as well as an average of the two (Figure 1). �e
value for each category and method is derived by averaging the results from each treatment
for that method and category (all combinations of scaling and compression magnitudes). �e
Lanczos method is on top in each of the three accuracy categories achieving an average top-1
accuracy of 36.44%, a top-5 accuracy of 55.54% and a total mean of 45.49%. �e ranking order
of the methods in regards to average accuracy is Lanczos, Mitchell(35,80%, 53,56%, 44,68%),
Triangle(35,55%, 53,26%, 44,41%), Gaussian(34,38%, 52,02%, 43,20%) and Point(32,43%, 50,29%,
41,36%) over all categories.

4.2 Accuracy for each treatment

Figure 2 and 3 shows the accuracies of all combinations of factors in regards to top-1 accu-
racy and top-5 accuracy respectively. No scaling method achieved the highest accuracy over
all combinations of scaling and compression magnitude. �e accuracies of the 224*224 treat-
ments with quality value 96 (uncompressed) can be seen as base line accuracies since they
represent the minimal level of manipulation required to be used by the classi�er. �e highest
base line top-1 accuracy was 73.04% (Lanczos) and the highest top-5 base line was 91.00% (also
Lanczos).

14



Figure 1: Average classi�cation accuracy of the di�erent scaling methods divided into top-1
accuracy, top-5 accuracy and an averaged total of top-1 and top-5.

Figure 2: Top-1 accuracy of the di�erent scaling methods for all combinations of scaling and
compression magnitude.

4.3 Average accuracy to �le size ratios

For each treatment a classi�cation accuracy to �le size ratio was calculated using the combined
size of the 25000 images in the treatment. �is was done both based on top-1 and top-5
accuracy (Figure 4). �e scaling method boasting the highest average top-1 ratio was Gaussian
with a value of 0.3399, followed by Triangle at 0.3384, Mitchell at 0.3381, Lanczos at 0.3212
and Point at 0.2612. For the top-5 accuracy based ratio the ranking of the methods was the
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Figure 3: Top-5 accuracy of the di�erent scaling methods for all combinations of scaling and
compression magnitude.

same with Gaussian at 0.5725, Triangle at 0.5654, Mitchell at 0.5636, Lanczos at 0.5366 and
Point at 0.4474963897.

Figure 4: Average classi�cation accuracy to �le size ratios for each scaling method.

4.4 Accuracy to �le size ratios for all treatments

Top-1 and top-5 accuracy to �le size ratios for all combinations are shown in Figure 5 and 6
respectively. �e treatment with the overall highest top-1 classi�cation accuracy to �le size
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ratio with a value of 0.7323 was the treatment scaled with the Gaussian method to a resolution
of 224*224 and then compressed with a quality value of 10. �is combination yielded a top-1
accuracy of 41.74% and a combined treatment data set size (sum of all 25000 images) of 57MB,
which is only 1.7% of the size of the original data set (3.3GB) and 7.4% of the uncompressed
224*224 Gaussian data set (773.4MB). �e same combination was also superior in terms of the
top-5 ratio with a ratio value of 1.1519 based on an top-5 accuracy of 65.66%. �e total size
(all 25000 images) of each treatment is shown in Figure 7.

Figure 5: Top-1 classi�cation accuracy to �le size ratios for all combinations of scaling
method, scaling magnitude and compression magnitude.

Figure 6: Top-5 classi�cation accuracy to �le size ratios for all combinations of scaling
method, scaling magnitude and compression magnitude.
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Figure 7: Total size of each treatment in MB as the summed size of all images in the treatment.

4.5 Statistical analysis

�e ANOVA analyses showed that all factors (scaling method, scaling magnitude and com-
pression magnitude) had signi�cant e�ects on both top-1 and top-5 classi�cation accuracy,
using a signi�cance level of p=0.05 (Figure 8 and 9). �ere were signi�cant interactions be-
tween method and compression magnitude and between scaling magnitude(resolution) and
compression magnitude.

Figure 8: �ree-way ANOVA made on top-1 accuracy data for the three di�erent factors and
all combinations of factors.

An analysis of the interaction between scaling method and scaling magnitude for top-1 ac-
curacy and top-5 accuracy are shown in Figure 10 and 11. A combination whose graph does
not overlap horizontally with that of any other graph is signi�cantly di�erent from all other
combinations. A graph that overlaps with one or more other graphs is not signi�cantly di�er-
ent. �e marked (blue) graph in Figure 10 (method Point, resolution 100*100) is an example
of a combination that is signi�cantly di�erent from all other combinations of method and
resolution.

�e interaction between scaling magnitude and compression magnitude for top-1 and top-5
accuracy is shown in Figure 12 and 13. �e comparison is made for all combinations but in
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Figure 9: �ree-way ANOVA made on top-5 accuracy data for the three di�erent factors and
all combinations of factors.

Figure 10: Interactions between the scaling method and scaling magnitude factors in regards
to top-1 accuracy. �e Marked (blue) graph represents the only signi�cantly dif-
ferent combination.

Figure 11: Interactions between the scaling method and scaling magnitude factors in regards
to top-5 accuracy. �e Marked (blue) graph represents the only signi�cantly dif-
ferent combination.

practice it is more relevant to �x one factor to isolate and examine the e�ect of the other.

For example, to correctly compare the e�ects of compression magnitude, scaling magnitude
is �xed, comparing 224*224 96 and 224*224 40, 224*224 40 and 224*224 30 and so forth. If this
is done in Figure 12 (top-1 accuracy) �xing scaling magnitude at 224*224 there are signi�cant
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e�ects of the compression magnitudes with quality 1, 5, 10 and 96, and for scaling magnitude
100*100 there are signi�cant e�ects for quality values 10, 20 and 96. If the same is done for
Figure 13 (top-5 accuracy) there are signi�cant e�ects of quality values 1, 5, 10 and 96 for
scaling magnitude 224*224 and for 1, 5, 10, 20, 96 for scaling magnitude 100*100.

If the compression magnitudes are �xed in Figure 12 (top-1 accuracy) to investigate the e�ects
of scaling magnitude, that is, comparisons are made between 96 224*224 and 96 100*100, 40
224*224 and 40 100*100 etc., scaling magnitude has signi�cant e�ects for all compression mag-
nitudes except quality 1. In Figure 13 (top-5 accuracy) compression magnitude has signi�cant
e�ects in all cases.

Figure 12: Interactions between the scaling magnitude and compression magnitude factors
in regards to top-1 accuracy. �e marked graph is an example of a combination
that is not signi�cantly di�erent from the others since it overlaps horizontally
with the graph of another combination.

Figure 13: Interactions between the scaling magnitude and compression magnitude factors
in regards to top-5 accuracy. �e marked graph is an example of a signi�cantly
di�erent combination.

�e residuals of the ANOVA analyses were plo�ed to verify homogeneity of variance and
histograms were made to verify that the residuals were roughly normally distributed (Ap-
pendix A). �is veri�es that the accuracy data is eligible for this type of analysis without
transformation.
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5 Discussion

5.1 Interpretation of Results

In this section the results are discussed in regards to the research questions stated in section
1.1. All results discussed are to be considered trends without statistical signi�cance unless
explicitly stated otherwise.

Which scaling method achieves the highest classi�cation accuracy on average?

Although the statistical test only revealed a signi�cant e�ect of the Point method for one spe-
ci�c scaling magnitude, there were trends in the data that hints at a answers to this question.
Based on these trends, the scaling method that achieved the highest overall classi�cation ac-
curacy appears to be Lanczos (Figure 1). In previous work this method has been shown to have
higher PSNR than the Mitchell which achieved the second highest average accuracy as well
as the Triangle method that came in third [41]. In other words, the ranking of classi�cation
accuracy coincides with the ranking in regards to PSNR. However no link between the PSNR
and classi�ability of images has been found in literature that could explain or foresee this.
Lanczos does model the theoretically ideal sinc function, which also seems to be practically
ideal in this context [12].

Mitchell was designed to balance the di�erent visual artifacts and keeping each at a minimum
[42]. One of the mentioned artifacts is blur, which image classi�ers have been proven sensi-
tive to [6]. Keeping blur low might thus be a reason why Mitchell creates highly classi�able
images.

On the contrary, Gaussian is a very blurry �lter which might explain the methods compar-
atively poor performance [35]. Point (nearest neighbour) came in last in terms of accuracy
which might be expected since it is the simplest method and one that is known to create strong
blurring and aliasing artifacts [19]. It is known to be ill suited for upscaling since all it does
is duplicating pixels [13]. �erefore it is not surprising that it performed much worse than
the other methods on the treatments where images were downscaled to 100*100 pixels and
then upscaled again to 224*224 pixels (Figure 2 and 3). For the treatments without upscaling
Point actually performed relatively good. It is the treatments with upscaling that lowers its
overall average accuracy. Triangle came in third which might be due to it not being as blurry
as Gaussian or as primitive as Point, yet not sophisticated enough to compete with the two
top performing methods.

Is the method that achieves the highest average accuracy superior at all scaling and
compression magnitudes, or does di�erent scaling methods work best at di�erent scal-
ing and/or compression magnitudes?

According to trends in the results, no scaling method appears superior overall, achieving
the highest accuracy for all combinations of scaling magnitude and compression magnitude
(Figure 2 and 3). Di�erent combinations seems to �t di�erent scaling methods di�erently
well. Despite having the highest average accuracy, Lanczos have a slightly lower accuracy
than Point at 224*224 quality 5 and 224*224 quality 1, to Mitchell and Triangle at 100*100
quality 96, and to Point again at 100*100 quality 5, in regards to both top-1 and top-5 accuracy.
However, having the highest accuracy in 10 out of 14 categories suggests that Lanczos has
overall good performance, even though this could not be proven statistically. One interesting
detail is that the method that achieved higher accuracy that Lanczos the most times was Point,
which overall performed the worst. Point seems to perform be�er than the other methods
when scaling magnitude is low and compression magnitudes is high. So low scaling and high
compression could be considered Points niche.
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Also worth mentioning here is the sudden dip in accuracy between quality values 10 and 5
for the higher resolution in Figures 2 and 3. Both Dodge and Karam and Klemen et al. also
found that the accuracy only really started to decline below quality 10. Between quality 10
and 5 accuracy drops from about 45% to below 20% and then keeps decreasing by roughly 50%
for each increasing compression magnitude. �is despite the smaller quality decrements of
�ve following quality 10. For the lower resolution the trend is not as pronounced

Which scaling method achieves the highest classi�cation accuracy to image �le size
ratio on average?

�e scaling method boasting the highest average top-1 accuracy to �le size ratio was Gaussian
with a value of 0.3399, followed by Triangle at 0.3384, Mitchell at 0.3381, Lanczos at 0.3212
and Point at 0.2612 (Figure 4).

So when looking at the classi�cation accuracy to �le size ratio the tables have turned some-
what compared to when looking at classi�cation accuracy on its own. While the Gaussian
method came in second to last in regards to average classi�cation accuracy (Figure 1) it came
out on top in regards to the average accuracy to �le size ratio due to its tendency to consis-
tently deliver small treatment sizes (Figure 7).

Lanczos which achieved the highest accuracy had the second lowest ratio meaning it could
not compete in terms of �le sizes. Point had the lowest ratio which is to be expected since it
both had the lowest accuracy and the highest �le treatment sizes.

As seen in Figure 7, di�erent scaling methods generates images of di�erent �le sizes even
before compression is applied. �e reason for this is not obvious. Any di�erences a�er com-
pression can be explained by JPEG:s way of taking the contents of the image into account
when compressing it [60]. �e images scaled by the di�erent methods will be di�erent and
therefore JPEG will compress them di�erently. Some scaling methods, such as Gaussian, will
create images which contains more data that is deemed expendable by the JPEG algorithm
than other scaling methods, such as Lanczos or Point. Explaining more precisely how this
is done and which data is deemed expendable would require diving deeper into the JPEG
algorithm.

As mentioned above the observation that �le sizes di�ered between scaling methods even
before compression was somewhat unexpected. Since the scaling is done to the same number
of pixels there must instead be di�erences in how these pixels are represented. �e images
are already JPEG:s from the beginning, compressed at quality value 96. So when scaling one
of them the result is a compressed image, even though the quality value does not change. Be-
cause the image has been changed during scaling the JPEG algorithm might have to compress
it anew before �nalizing it to keep the compression optimal based on the image content. It is
still compressed at the same quality value but it is done on a di�erent basis. �e sizes of the
scaling result will thus di�er between scaling methods since they create di�erent bases for
compression. �e principle is then the same as when �rst scaling and then compressing. �is
is a hypothetical explanation and further reading would be required to verify or reject it.

�ere were larger di�erences in treatment size between the methods than there were di�er-
ences in classi�cation accuracy, giving the size a large impact on the accuracy to treatment
size ratio metric. �is metric also does not take in to account any usefulness threshold in re-
gards to classi�cation accuracy. A really low accuracy and an even lower treatment size can
give a high ratio, disregarding the fact that the accuracy can be too low for the images to be
practically useful. So this metric gives an indication of the relationship between classi�ability
and �le sizes but it should not be used on its own to determine how to treat images one might
wish to classify later.
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Which combination of scaling method, scaling magnitude and compression magni-
tude achieves the highest classi�cation accuracy to image �le size ratio?

A good example of this limitation of the accuracy to �le size ratio metric is when looking at
which combination of factors has the highest ratio (Figure 5 and 6). �is combination proved
to be Gaussian scaling to 224*224 and then compression with quality 10 which yielded a top-
1 accuracy of 41.74% and a top-5 accuracy of 65.66%. Although not unusable, one would
probably prefer higher accuracies. Lets imagine one was to place an usefulness threshold
at 90% of the highest uncompressed 224*224 top-1 classi�cation accuracy (Lanczos, 73.04%).
�en this combination with highest top-1 ratio would fall short at only 57.14% of the base line
accuracy. Such a threshold could then be used to �lter out ratio values that are based on low
accuracies.

While having the highest accuracies, the uncompressed treatments gets the lowest ratios due
to much larger �le sizes. �e only other treatment category that can compete in terms of
low ratios is the maximally compressed 100*100 treatments who got accuracies as low as
0.0298%. �is hints at that some level of compression is probably preferable if �le sizes are of
importance.

�e treatment size for the treatment with highest accuracy to �le size ratio was only 1.7% of
the untreated original data set and 7.4% of the uncompressed 224*224 Gaussian scaled data
set. When looking at the 224*224 treatments general, the treatment sizes are reduced to ap-
proximately 5% of the untreated images and 18% of the scaled but uncompressed treatment
size already at compression quality 40, while still maintaining top-1 classi�cation accuracies
well above 60% (Figure 7 and 2). �is shows that it is possible to reduce �le sizes to a large
extent without sacri�cing too much of the classi�ability.

Which of the three factors (scaling method, scaling magnitude and compression mag-
nitude) is the best predictor of classi�cation accuracy?

In the initial ANOVA analyses all factors gave signi�cant p values for both top-1 and top-
5 accuracy (Figure 8 and 9). However the signi�cance of the factors was not isolated as all
combinations of factors except for scaling method and compression magnitude were also sig-
ni�cant for both top-1 and top-5 accuracy. So the factors can not be claimed to explain the
resulting classi�cation accuracy on their own as their e�ect might only be signi�cant in com-
bination with other factors.

When examining the only signi�cant interaction involving the scaling method factor, the
interaction between method and resolution, the only signi�cant combination was the com-
bination of the Point scaling method and the resolution 100*100 (Figure 10 and 11). �is
combination was signi�cantly lower than all other combinations in regards to both top-1 and
top-5 accuracy.

So the only signi�cant interaction between scaling method and scaling magnitude is when
using the Point method and scaling to a resolution of 100*100 pixels. �erefore this is the
only signi�cant e�ect of scaling method on classi�cation accuracy that can be con�rmed.
�ere is an a�ect of scaling method on classi�cation accuracy, but it should be considered
a weak one since it only is signi�cant in this one speci�c case. �e conclusion that can be
drawn is not to use the Point method when scaling images down to 100*100 pixels (and then
scaling back up). In the other cases there is no statistical support for choosing one method
over the others, although there are trends suggesting that the methods perform di�erently.

�e other signi�cant interaction was between scaling magnitude and compression magni-
tude(Figure 12 and 13). �e �gures show all combinations but the relevant ones are the ones
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with one factor in common so that the e�ect of the other can be isolated. If scaling magnitude
is �xed at 224*224 to isolate the e�ects of compression magnitude for that resolution, there
are signi�cant e�ects of the compression magnitudes with quality values 1, 5, 10, and 96. So
a�er scaling images to 224*224 pixels the compression magnitudes that has a signi�cant e�ect
on top-1 accuracy are qualities 1, 5, 10, and 96. For the others compression magnitudes the
change in accuracy (shown in Figures 2 and 3) from the previous and following magnitudes
was not large (and/or grouped) enough to be statistically signi�cant.

If scaling magnitude is �xed to 100*100 the signi�cant e�ects of compression were for the
quality values 10, 20 and 96. For the top-5 accuracy compression magnitude e�ects were
signi�cant for quality values 1, 5, 10 and 96 when �rst scaling to 224*224 pixels and for quality
values 1, 5, 10, 20, 96 when �rst scaling to 100*100 and then upscaling back to 224*224. Mind
though that quality values of 96 means that images were not compressed so this magnitude
should be seen more as a baseline than an actual compression treatment. Based on the results
referred to above, compression magnitude seems to have a stronger e�ect on classi�cation
accuracy than scaling method had. Its e�ect was signi�cant in 4 out of 7 cases for top-1
224*224, 3 out of 7 cases for top-1 100*100, 4 out of 7 cases for top-5 224*224 and 5 out of 7
cases for top-5 100*100. �e interaction between scaling method and resolution only had a
signi�cant e�ect in 1 out of 10 cases for both top-1 and top-5.

If compression magnitude is �xed to examine the e�ects of scaling magnitude on top-1 accu-
racy there are signi�cant e�ects for all compression qualities except for quality 1. For top-5
accuracy all scaling magnitudes had signi�cant e�ects. �us scaling magnitude seems the fac-
tor best predicting classi�cation accuracy in this experiment. �is however is not unexpected,
and could be considered somewhat misleading since there is a big proportional di�erence be-
tween the resolutions 224*224 and 100*100. �e la�er is less then half of the �rst. �e levels
of compression magnitude are proportionally much closer to each other and it is therefore
harder for them to be signi�cantly di�erent from the neighbouring levels.

It is also relevant to emphasize that there were no signi�cant interaction between scaling
method and compression magnitude. So the scaling methods does not respond di�erently to
the di�erent magnitudes of compression in regards to classi�ability. �ere is no method that
performs signi�cantly be�er or worse than the others at a given compression magnitude.

5.2 Conclusion and Recommendations

In conclusion the experiments showed that the scaling method used to scale images had a
weak e�ect on the classi�cation accuracy achieved when classifying the images. Despite the
weak statistical support, the trends imply that the Lanczos method is the one that generates
the most classi�able images. However this method was not superior in all cases and performed
poorly in regards to accuracy to �le size ratio. �e trends instead suggests Gaussian as the
method of choice to achieve the highest classi�cation accuracy to �le size ratio.

If images are to be moderately downscaled and then heavily compressed, the Point method
can be a decent choice despite its simplicity. If images are to be downscaled and later upscaled
again Point is statistically proven a poor choice of scaling method.

Compressing images with quality values lower than 10 results in practically unusable images
in regards to classi�ability even at (for the context) high resolutions, as prophesized by the
studies made by Dodge and Karam and Klemen et al. [6][7].

�e combination of scaling magnitude and compression magnitude that delivers the highest
accuracy to �le size ratio regardless of method is to scale images to 224*224 and then com-
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pressing them with a quality value of 10. However the usefulness of this metric has been
shown to be limited and it should be used with caution. It has been shown in general that
the �le sizes of images can be reduced to fractions in the single digit percentage range of the
original �le size while still maintaining good classi�ability.

Both scaling magnitude and compression magnitude are proven be�er predictors of classi�-
cation accuracy than scaling method is.

5.3 Future Work

�e apparent correlation between average classi�cation accuracy and PSNR could be inves-
tigated in a separate study. If the PSNR metric predicts classi�cation accuracy that would
make it much easier to choose a good combination of scaling and compression magnitude for
reducing the sizes of images that are to be used for classi�cation. Bruckstein et al. devised
an algorithm for calculating precisely such an optimal combination in regards to PSNR, so
�nding such a correlation between PSNR and classi�ability could be a big breakthrough [44].

�e accuracy di�erences between methods in this project were not really that large which
could be because the images were not of that high resolutions to begin with, resulting in low
relative scaling magnitudes. Future studies could investigate the e�ects of scaling methods
on high de�nition images. �is would result in higher relative scaling magnitudes since im-
ages are still downscaled to the classi�ers internal image size, only from a much higher base
resolution. Higher scaling magnitudes might highlight di�erences between methods more
clearly.

Training an image classi�er on images containing distortions has proven to largely diminish
their e�ect on classi�cation performance [17]. �ere could therefore be of interest to con-
duct a study where di�erent classi�ers are trained on data manipulated with di�erent scaling
methods. �e accuracies could then be compared between these specialized classi�ers on data
modi�ed by their respective methods to �nd out if there are some distortions that cannot be
trained away or if all scaling methods are equal when their distortions are compensated for
via targeted training. If one were to couple �le size reduction and image classi�cation in a
large scale real world application, a specialized classi�er would probably be the preferable
route. For example, this was the route taken by [11].
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A Veri�cation of ANOVA residuals

Plo�ed residuals of the ANOVA made on top-1 accuracy.

Plo�ed residuals of the ANOVA made on top-5 accuracy.
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Histogram of the top-1 accuracy ANOVA residuals against the normal distribution curve.

Histogram of the top-5 accuracy ANOVA residuals against the normal distribution curve.
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