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Abstract

When subtitles are burned into a video, an error can sometimes occur in the en-
coder that results in the same subtitle being burned into several frames, resulting
in subtitles becoming frozen. This thesis provides a way to detect frozen video
subtitles with the help of an implemented text detector and classifier.

Two types of classifiers, naïve classifiers and machine learning classifiers, are
tested and compared on a variety of different videos to see how much a machine
learning approach can improve the performance. The naïve classifiers are eval-
uated using ground truth data to gain an understanding of the importance of
good text detection. To understand the difficulty of the problem, two different
machine learning classifiers are tested, logistic regression and random forests.

The result shows that machine learning improves the performance over using
naïve classifiers by improving the specificity from approximately 87.3% to 95.8%
and improving the accuracy from 93.3% to 95.5%. Random forests achieve the
best overall performance, but the difference compared to when using logistic re-
gression is small enough that more computationally complex machine learning
classifiers are not necessary. Using the ground truth shows that the weaker naïve
classifiers would be improved by at least 4.2% accuracy, thus a better text detec-
tor is warranted. This thesis shows that machine learning is a viable option for
detecting frozen video subtitles.
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1
Introduction

Video streaming is extremely common, and millions of streams are being watched
on multiple devices including TV, smartphone, tablet, laptop and more1. There
are also many different services that can be used to watch a video stream, and
with this variety comes a big demand on the quality of service. If a video is of
low-quality or has any disruption on one video streaming service a user can easily
shift to another without much problem. This creates a risk for the video stream-
ing provider that if the quality is not of high standard, or a problem occurs, they
risk losing users [7]. One such problem, that is tackled in this thesis, is when
subtitles "freeze" in a video stream.

1.1 Motivation

When broadcasting videos it is sometimes useful to burn-in the subtitles (also
called open caption) into the video frames themselves rather than sending them
as a separate file. A common problem though is that the subtitles can freeze
due to an error in the encoder. The problem seems to be a transcoder issue and
has been confirmed to occur in Adaptive BitRate HTTP Live Streaming2 (abr
hls) video streams, according to one of Agama Technologies customers, when
subtitles are burned-in. The subtitles stay frozen until the transcoding process
is restarted. Seeing that abr hls is used by many big companies such as Adobe
Systems, Apple, Google, Microsoft, etc., it is a potential issue that affects a large
user-base and needs to be solved. However, since the issue is in the transcoder
companies probably have their own ways of transcoding the videos and the extent

1Sandvine, global internet phenomena: https://www.sandvine.com/phenomena [accessed:
2018-10-30]

2abr hls: https://www.encoding.com/http-live-streaming-hls/

1

https://www.sandvine.com/phenomena
https://www.encoding.com/http-live-streaming-hls/


2 1 Introduction

of the problem might be different for different companies, depending on the use
case.

Detecting when subtitles freeze is desirable for multiple reasons as open cap-
tion is supported on all video players and widely used around the world. Even
though closed caption has the advantage of allowing users to turn on or off their
subtitles when they want to, not all video players support that. Subtitles need to
be downloaded separately and then loaded in to be used, which may cause syn-
chronization issues. On social media platforms, Facebook has the option to allow
closed caption but other platforms such as Instagram, Snapchat, and Twitter do
not have an easy way to add captions as a separate file.

Open caption is also widely used in cinemas since most do not have caption
display equipment to provide closed captioning. Most cinemas usually have spe-
cific movie screenings that provide open captions for the film. When watching a
video stream on the TV, open caption is also used. If the subtitles would freeze
it would cause an annoyance to many people and the company providing the
service would potentially suffer drop in viewer satisfaction, and therefore the
number of viewers.

The things mentioned above only further show that open caption is a widely
used functionality and that the problem with frozen subtitles should be solved.
Furthermore, a customer of Agama Technologies has this problem in their video
networks. This thesis attempts to solve this problem and strives to propose gen-
eralized solutions for detecting frozen subtitles.

1.2 Detecting Frozen Subtitles

For detecting frozen subtitles there are essentially two problems that need to be
solved:

1. Text detection:

(a) Detect subtitles.

(b) Ignore scene text and non-subtitle caption text.

2. Classifying subtitles as frozen or not.

Text detection is a well-studied problem and there are many state-of-the-art
solutions for solving it. Many of these solutions though mainly focus on detecting
scene text, which are text that occurs in a scene or in the background. Caption
text (e.g. subtitles) can be detected as well but it is not the primary focus of many
state-of-the-art text detectors. However, some state-of-the-art text detector can
detect both scene and caption text. This means that a way to separate subtitles
from other text is needed.

The second problem is perhaps the core of this thesis and is not as well re-
searched. After subtitles have been detected in the video, there needs to be a way
to identify if they are frozen or if they are supposed to be there. For this problem,
a classifier could be applied to reasonably identify frozen subtitles. An example
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of what frozen subtitles look like can be seen in Figure 1.1. Here, the same sub-
title exists in several subsequent frames and can therefore be classified as frozen.
The reason being that subtitles usually do not last longer than approximately 1-5
seconds. If the time difference between the first and last frame exceeds that then
there is a high probability of the subtitle being frozen. The subtitle is also the
only one in those frames, meaning that no other subtitle can be introduced when
another is frozen.

Figure 1.1: Frozen subtitle example showing the same subtitle in five sub-
sequent frames, as well as the extracted text regions and what the frozen
subtitle is.

1.2.1 Naïve Methods

There are several ways of checking that subtitles are frozen in a video by looking
at only one feature of an image. By checking if something is similar between
several sequential frames it is possible to make a conclusion of whether there
exist frozen subtitles. This approach is naïve though since only one feature of the
image is used for the decision making. Classifying if a frame contains a frozen
subtitle, using this approach, is called naïve classification.

Implementing a frozen subtitle detector that uses a naïve classifier can give
quick results since they generally are easy to implement. The problem with this
approach is that it relies on a single good feature which will probably give a lot
of incorrect classifications. This problem can be mitigated somehow by using
multiple naïve classifiers for making a decision. Implementing several naïve clas-
sifiers and having them all make a separate vote for whether they think a frame
contains frozen subtitles or not and then choosing the decision that got the most
votes. This would most likely improve the result of the classification; however, it
depends on the quality of the naïve classifiers. Implementing a few good naïve
classifiers, versus implementing many bad ones, will probably yield better re-
sults. This is because most of the bad ones will most likely vote on the wrong
decision most of the time, resulting in a lower performing classifier.

One example of a naïve classifier could be comparing regions where subtitles
exist between two frames. If the regions are similar enough then both frames
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contain the same subtitle. A check can then be done to see if this match happens
in several sequential frames. If it does, then frozen subtitles are found. With
this approach two thresholds needs to be set, one for determining how similar
two frames must be to match, and one for determining how many sequential
frames they must match. The first threshold is dependent on how big the region
used for comparing is. The second threshold depends on how often the match-
ing is done. This threshold also depends on how long subtitles usually exist for,
since length of the subtitles will probably affect how long subtitles exist. Differ-
ent video streaming services also have different standards for how long subtitles
should exist for in a video. If the threshold is too low, frozen subtitles are identi-
fied wrongly, and too large of a threshold makes the detection have a delay. This
requires an adaptive threshold.

Most naïve classifiers would likely need to use some kind of adaptive thresh-
olding because of their naïve way to only depend on one feature. However, even
if adaptive thresholding is implemented it would not be enough to get high prob-
ability of classifying correctly on a generalized dataset. That is because there are
a lot of subtitles that exist for different durations. This duration is also affected by
the standard of subtitle duration that exist for different video streaming services.
A general threshold might work well but having a method that can dynamically
adapt would be better and a more confident method. Creating adaptive thresh-
olding using video statistics might be an adequate option for naïve classifiers.
However, even if prior videos were to be used, implementing an adaptive thresh-
olding that assures fast detection while keeping a low false positive is hard. In
this case, false positive refers to incorrectly classifying subtitles as frozen when
they are not. To maintain consistent and high performance, the implemented
classifier should be able to classify in real-time while keeping a low false posi-
tive.

Combining naïve classifiers as mentioned before would likely give a better
result. The problem that will remain though is finding good naïve classifiers that
work well for all kinds of videos. Different types of videos will most likely need
to rely more on some features than others. By only using naïve classifiers there is
no way of saying what features are better in some cases than others. A classifier
that knows when some features are more important than others would be much
more dynamic and work better when there are a lot of different types of videos.
The classifier would also be more generalizable, able to employ in a wide variety
of different video streaming services.

Implementing a frozen subtitle detector which depends on multiple features
would minimize the chance of problems, such as those mentioned above, from
occurring.

1.2.2 Incorporating Machine Learning

Implementing a classifier that can adapt to different video streams, configura-
tions and services would work much better and be more dynamic and even more
reliable than using a naïve approach described above. This is where machine
learning can be used to allow for subtitles to be classified as frozen or not, inde-
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pendently on the configuration of the video streaming service, and the type of
video streamed.

The machine learning classifier can use multiple features such as:

• The magnitude of change in the background between frames.

• The number of subtitles matched in a sequence of frames.

• The magnitude of change in the detected text region between frames.

From these features, the classifier could be able to decide if the subtitles are
frozen or not in an adaptive way without having to choose a generalized thresh-
old. There are many different classifiers to use and a part of the problem with
using machine learning will be to choose which type to use, what features to use
and how to represent them. Another big problem is to train the machine learn-
ing model which will require a lot of different data and time. Data variation is
of big importance to avoid overfitting, which essentially means that the system
has trained too long on one set of data that testing it on new data would result
in bad classification. However, if these problems are avoided the system will be
able to identify frozen subtitles fast and in a dynamic environment for different
video streaming services and different types of videos.

When evaluating, the system should prioritize having a low false positive rate
as false positives could mandate transcoder restarts and human interventions. A
machine learning model could be trained to prioritize having a low false posi-
tive rate compared to having a low false negative rate. If there is uncertainty
about whether subtitles are frozen or not it is better to wait more frames to be
sure, which is why false negatives are not prioritized. With naïve approaches, the
choice of parameters that work well for different videos would require a lot of
tuning to give comparatively similar results. However, they are still worth im-
plementing to compare how well they stack up against using machine learning
based approaches. With machine learning, a dynamic implementation can be
created that works well for all kinds of videos.

1.3 Aim

The aim for this project will be to automatically detect frozen subtitles that can
appear in a video stream due to a transcoder error occurring when subtitles are
encoded into a video stream. The implemented frozen subtitle detector shall
use machine learning for a more adaptable and generalizable system, making it
work for all different kinds of videos. The implemented system should allow for
a close to real-time detection of frozen subtitles that can notify a video stream-
ing provider when frozen subtitles have been found. The system will decrease
the chance of having unsatisfied customers by detecting frozen subtitles much
quicker, thus allowing the video streaming provider to fix the problem faster.
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1.4 Research Questions

The following research questions will be considered in this thesis:

1. What level of performance in terms of accuracy and F1-score does the imple-
mented text detector achieve, and how much does the performance differ
for frozen subtitle classification when using a machine learning classifier
compared to using a naïve classifier?

2. How big is the difference in performance for all classifiers when using the
implemented text detector compared to using a perfect text detector?

3. For what video category does the classifiers have difficulties in classifying
frozen subtitles, and what makes those videos harder to classify compared
to others?

A video category can be news, sport, games, animated, music videos, etc.

4. Which feature helps achieve a higher performance, in terms of accuracy, F1-
score, and specificity, after doing feature selection for the machine learning
classifier?

1.5 Delimitations

For this thesis, the following delimitations have been set:

• The time frame for checking frozen subtitles does not have to be real-time.
It can have delay of a couple of seconds before it is detected.

• The case of detecting frozen subtitles when the video freeze is ignored since
there are other methods/tools for detecting if a video has frozen. A video
freeze is defined as a video frame not changing and becoming static when
the video is still playing.

• The process of replacing frozen subtitles is outside the scope of this thesis.

• Subtitle detection does not have to be multi-oriented, only horizontal detec-
tion is enough.



2
Theory and Related Work

As mentioned in Section 1.2, text detection and frozen video subtitle classifica-
tion are the two high-level problems that need to be solved. This means a level
of understanding is needed in those areas to solve the problems in an effective
way. Firstly, different implementations of text detectors are studied to gain an
understanding on how it works and what kind of implementations exist that can
be useful for this thesis. Secondly, different machine learning classifiers are stud-
ied to understand what exists and might work best for this kind of classification.
Thirdly, the standards for subtitles are explored. Lastly, different evaluation tech-
niques commonly used are researched and explained for evaluating the text de-
tector and classifier.

2.1 Definition of Frozen Subtitles

A frozen subtitle is defined as the same subtitle appearing in several sequential
frames. There are two ways this can occur:

• Same subtitles can exist for longer than the average duration.

• Same subtitle can reappear in several sequential frames.

In this thesis, only the first definition of frozen subtitle was considered, how-
ever, solving one definition indirectly solves the other one. The average duration
was calculated from all subtitles in 145 different videos. This gave an average
duration of approximately 4 seconds.

7
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2.2 Text Detectors

There are several ways of doing text detection. Many detectors use edge detection
together with pre-processing. Others detects text based on color, texture and/or
strokes of an image. To get better result, a combination of features can usually be
used. More and more text detectors have been integrating different types of ma-
chine learning models for better performance. Due to the sheer variety of differ-
ent text detectors, all of them are split into two categories: classical text detectors
and machine learning text detectors. The difference is that classical text detec-
tors do not incorporate any type of machine learning. In the following sections,
related work is presented in both of those categories to gain an understanding of
the current state of different text detectors. This gives an understanding of how
to develop a detector that can only detect subtitles while ignoring scene text and
irrelevant caption text and minimize detecting background.

2.2.1 Classical Methods

There are several different classical text detectors. Most of them uses combina-
tion of the following features: edges, connected components, colors, textures, and
strokes. How connected components can be used are first explained to make it
easier to understand later parts. After that, edge-based text detectors are pre-
sented due to there being a lot more detectors that use edge features compared to
other features. Finally, text detectors that use other features are presented.

2.2.1.1 Connected Component Analysis in Images

Many text detectors incorporate Connected Component Analysis (cca) for re-
moving falsely detected text regions. This is an algorithmic application of graph
theory and is used to find and group together connected components in an image
[13]. This section explains how cca is used for creating connect components in
binary images.

Schwenk et al. [34] explains briefly how cca works. When looking at connec-
tivity between pixels in image graphs a pixel can be connected in several ways.
4-connectivity and 8-connectivity are the most common ones but there are other
ones. 4-connectivity only checks pixels that touch one of the pixels edges, while
8-connectivity check pixels that touch one of the pixel’s edges or corners. By us-
ing any of the connectivity’s it is possible to see which pixels are connected to the
current pixel.

The connectivity pass over each pixel in an image and checks whether the
center pixel is connected to a pixel in the foreground or background. The center
pixel must be part of the foreground before checking connectivity. If the center
pixel finds a foreground pixel then a label is assigned by first checking if any
connected foreground pixels have a label, otherwise a new label is created for the
center pixel. If a center pixel has two or more adjacent components, then one
of the labels is assigned and a note is made of the equivalences. An example of
some of the steps for the first pass of cca when using 4-connectivity can be seen
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in Figure 2.1. The connectivity starts from the top left corner of the image and
works its way down to the bottom right by going from left to right then moving
down a step and repeat.

(a) Center pixel is on a background
pixel (red).

(b) Center pixel is on a fore-
ground pixel (green).

Figure 2.1: Example of first pass steps for cca, using 4-connectivity.

After the first pass is done all foreground pixels are labelled and then a second
pass is done to create connected components for all of them by checking the
equivalences. This is called the two-pass algorithm and is a simple approach that
works well for cca. Example of the result when executing the two-pass algorithm
on a binary image can be seen in Figure 2.2, 4-connectivity is used here. Four
connected components were created.

Figure 2.2: Binary image output of connected components after doing two-
pass cca with 4-connectivity.

After doing cca, additional checks are usually done to remove additional
false positives. cca can be done on a binary image, or directly on a grayscale or
color image. For color and grayscale images, cca works well for text that have
uniform color and regular spacing but has problems with preserving full shape
due to color bleeding and low contrast of text lines [51]. Color bleeding occurs
when color of neighbouring regions of pixel in an image are mixed together, cre-
ating a new shade of color for that region.

Jain et al. [17] detect text in images by using cca to create connected compo-
nents after an image is decomposed into multiple foreground images, threshold-
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ing is done to remove too small components. These components are then merged
in the horizontal direction, creating candidate text lines. A check is done to see if
a text line contain text or not by checking the number of connected components
and text characters for that text line. Text characters are counted by doing verti-
cal projection and then setting a threshold for how many pixels a text character
must have. Text lines that overlap is fused together to locate text. This method
has low computational cost and is robust to different font sizes.

When looking at several different related works, many implementations usu-
ally combines cca with other features and can be read in the following sections.

2.2.1.2 Edge-based Methods

Edge features are very useful for caption text detection since those in general
gives sharp contrast between caption text and background. However, if the back-
ground is complex and have a lot of edges then other features should either be
used instead or in combination with edge features.

Lyu et al. [25] detected edges using a Sobel detector and created a background-
complexity adaptive local thresholding algorithm for highlighting text areas while
suppressing non-text areas. The algorithm can, however, suppress areas where
there is text. To fix those areas a hysteresis thresholding mask is used to bring
back lower-contrast edge pixels. A hysteresis thresholding mask only thresholds
areas if they are above a threshold and if that area is not connected to an area
above a higher, more stringent, threshold. Text were localized using a coarse-to-
fine text localization method that does two horizontal and vertical projections.
The coarse-to-fine implementation helps identify text regions more accurately.

Tsai et al. [43] implemented a low computational method for detecting verti-
cally and horizontally scrolling text in a video by utilizing edge detection. Two
edge maps, horizontal and vertical, are generated using the Sobel edge detec-
tor and then thresholded with the mean horizontal/vertical strength of the en-
tire image. After that, a horizontal and vertical projection profile are applied on
the vertical edge map to truncate non-text regions. Otsu’s method was used for
text extraction to calculate an adaptive threshold that segments text from back-
ground. To lower the amount of text regions falsely extracted by Otsu’s method,
a modified seed filling algorithm was implemented. The algorithm essentially
finds parts of a text regions and then fills it out, all regions which are not filled
are then removed. Tsai et al. [44] improved the method by replacing the Otsu
threshold with dual mode adaptive thresholding to lower the amount of extracted
non-text regions. The method uses a sliding window in horizontal and vertical
direction and thresholds small regions of a detected text region to remove more
background noise.

Huang et al. [15] proposes a way to detect and localize text by using multiple
motion features from multiple videos. Motion features are calculated by doing ex-
haustive search block matching. Block that have motion are set to zero, otherwise
they are set to one. Corner points are then calculated to locate candidate text pix-
els position and then a region growing algorithm was developed to connect the
corners and form connected regions.
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Shivakumara et al. [35] utilized both the Sobel and Canny edge detector by
comparing the number of edges found in a region blurred by filtering with one
of the two filters, and then does the same when blurred with the other filter. The
number of edges is then compared in both cases between the Sobel and Canny
edge detector to determine text blocks. Non-significant edges were removed by
looking at the straightness of an edge which is defined from the Canny edge de-
tector. Projection profiles of the edge image and text alignment was then used for
detecting text blocks with fewer false positives. The straightness defined from the
Canny edge detector improved the performance of the detector. Shivakumara
et al. [36] improved the performance of the text detector by finding segments
containing text using heuristic rules, and then uses the horizontal and vertical
projection profile of edges for detecting text blocks in these segments.

Wu et al. [46] estimates trajectories between corner points of text in a video
sequence to find text in a frame. Each trajectory equals a node which then forms a
graph of nodes. Edges are found based on pruning criteria to connect these nodes
into sub-graphs. Depth-first search is used to cluster trajectories which represent
text. False positives are removed based on edge strength and edge density. These
text regions are then merged to extract text lines using angle information of text
clusters.

Yang et al. [49] used Robert cross edge detection to get a grayscale edge image
directly from color images and then used clever thresholding followed by mor-
phological operations and cca to find caption text. The method gives stronger
robustness and adaptability for captions of different types and languages. It can
also handle cases with complex background if the contrast between caption text
and background is large.

Huang [14] implemented a edge-based text detector that builds an directional
edge map using the nonsubsampled contourlet transform [6] for caption detec-
tion. The transform is a shift-invariant, multi-scale, and multi-direction expan-
sion, that preserve edges/silhouettes of text characters. The directional edge map
is done on consecutive frames to discriminate video text from non-text regions.
Text frame classification is then done by looking at consecutive frames to deter-
mine if a frame contain text lines. The implemented text detector outperforms
existing methods in terms of speed and accuracy and works especially well for
cases where there are various sizes, languages, colors, fonts, short or long lines.

As have been presented, there are a lot of text detectors that utilize edge detec-
tion in some way since text generally have a stronger contrast than background
edges. Some edge-based text detectors usually have thresholding to go with it
to remove non-text edges. Other text detectors have utilized multiple different
edge detectors. Corner edge detection have also been used for text detection since
text usually have a lot of strong corners. There have been a lot of different tech-
niques that have been tested for edge-based text detectors to preserve text edges
and remove background. What can be said is that edges are a reliable feature for
detecting subtitles.
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2.2.1.3 Other Classical Methods

Besides using edge features, there are also color, texture and stroke features that
are commonly used for text detection. Color features can help detect caption text
if the background is simple. Texture features can be used when special textures
exist in an image, and stroke features can be used for text detection in complex
backgrounds [22].

Mariano et al. [26] locates uniform-colored text in video frames by using the
perceptually uniform LAB color space, where L describes the lightness and A
and B describes the green-red and blue-yellow color components, respectively.
The method examines every third row of an image to see if it passes through a
horizontal text region by analysing color clusters that can belong to text strokes.
Candidate text blocks are then marked based on heuristics, using information
about cluster’s line of short streaks.

Liu et al. [22] used a combination of different features such as edges, color,
and stroke to detect and extract caption texts in a video with complex back-
ground. Temporal segmentation was used to avoid having to detect and segment
caption in every frame. Regions are found that have intensive edges and locates
the boundaries between different captions with the help of the spatial distribu-
tion of edge pixels. Video frames are divided into different blocks and blocks
containing text are found by counting the number of edges and corners. Text pix-
els are segmented by checking the dominating color of a single color compared
to a variety of other colors. Strokes are used for looking at change of subtitles.

Khodadadi et al. [19] localize text blocks to extract subtitles by applying
stroke filtering and using segmentation and verification algorithms based on the
images profiles. Adaptive thresholding is used for removing pixels with weak
stroke filter output. Text characters are then extracted by estimating background
and text color from a color histogram measured in different sub-blocks of candi-
date text blocks. To lower the false positive rate, which could occur due to images
containing rigid textures, image smoothing using L0 gradient minimization can
be done [45]. The method removes low-amplitude details while globally retain-
ing and sharpening salient edges [48].

As can be noted, there are several different ways of doing text detection and
most of the work focuses on either natural scene text or caption text that can
be both subtitles and non-subtitles. Caption text have uniform color, normally
white with clear edges. Using smart thresholding techniques together with color
and/or edge based methods are good ways of only detecting caption text [19, 49].

Most text detectors that focus on caption text can both detect subtitles and
non-subtitles. This means that even if the text detector is excellent at detecting
caption text, the detector will most likely still have a hard time distinguishing
between what is a subtitle and what is not. For sport and news videos where
there are a lot of different types of caption text appearing, the text detector will
struggle. Nonetheless, by using a lot of different types of videos combined with
some smart ways removing false positives, great performance can be achieved.
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2.2.2 Machine Learning Methods

Implementing a text detector by utilizing machine learning is getting more com-
mon to achieve better results. All the related works described here have incorpo-
rated some form of machine learning in their text detector.

Liu et al. [5] separates caption text from background using K-means cluster-
ing with features generated from edge maps calculated in different directions.
The features include the mean, standard deviation, energy, entropy, inertia, local
homogeneity and correlation of edge maps. Text areas are then identified using
empirical rules analysis and refined through projection profile analysis.

Mosleh et al. [29] automatically detected and removed embedded video text
by using K-means clustering on connected components to distinguish text compo-
nents from non-text ones. Tracking and motion analysis was employed to specify
video text regions. Mosleh et al. came up with a method to separate scene and
caption text by analysing the motion field. Text is considered caption text if its
text box local motion dissimilarity exceeds a certain threshold and the local mo-
tion is either only horizontal, vertical or static.

Shivakumara et al. [38] detects both scene and caption text through classifica-
tion of low and high contrast images. High contrast refers to sharpness and low
contrast refers to dim intensity of an image. An image is divided into blocks and
classified as high- or low contrast by some heuristics based on the difference in
edge maps. This makes it easier to calculate a threshold for separating text from
background. Text detection is done on these images by using Sobel operators to
generate four directional edge maps. Different texture features can be calculated
from these maps and then used to do K-means clustering to separate foreground
from background. Morphological operations are done to get connected compo-
nents and then discards too small components. Every connected component of
text candidate is projected on an average edge map and then adaptively binarized
depending on if the image is of high- or low contrast. False positives are removed
using empirical rules analysis such as straightness and cursiveness, in addition
to the height and width of a text block.

Liuan et al. [23] did text detection using key-frame extraction, candidate text
line detection, and fine text detection. Key-frame extraction was done using a
novel and robust extraction algorithm based on multiple threshold differences of
color histograms. The candidate text line was detected using cca together with
morphological operations, and the fine text detection was done using machine
learning.

Lee et al. [20] used 4-cca together with a texture classifier based on Support
Vector Machine (svm) for finding caption text in a video. The svm detected po-
tential text regions and the cca simplified the output into rectangular bounding
boxes. Non-text regions could be removed with several heuristics. The devel-
oped method was able to automatically detect stationary and moving text on a
stationary and varying background.

Ye et al. [50] proposed a novel coarse-to-fine algorithm that can locate text
line under complex background with the help of wavelet features. Coarse detec-
tion is used for finding and connecting text pixels into regions and then separate
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into candidate text lines. Fine detection is then done using svm to identify true
text from the candidates. The features used are extracted using the gradient and
wavelet.

Gui et al. [10] used linear svm to separate between text and non-text regions
due to its good generalization capability and low computational complexity. His-
tograms of gradients were used to extract texture features to be used as input to
the svm. Phuc et al. [32] used a text detector based on linear svm together with a
histogram of oriented gradients features and exploited the temporal redundancy
to remove false positives.

Yuting et al. [53] used combined features of wavelet transform coefficient fea-
tures and edge intensity ratio features as input to the svm to distinguish caption
text from background. Shivakumara et al. [37] used the wavelet transform to-
gether with K-means clustering to detect video text in images with low contrast,
complex background, different fonts and size of text. The Haar wavelet allows
to better characterize texture features for a text in a video image and is computa-
tionally efficient. Huiping et al. [16] used wavelets to extract features to feed into
a neural network. The detector could detect text with different font sizes but had
a hard time handling low resolution images and small text box sizes.

Cai et al. [27] and Lu et al. [24] implemented a text extraction method which
used K-means clustering to obtain text characters from a complex background.
Both text extraction methods performed much better compared to using Otsu’s
method, however, Cai et al. method have the limitation that text characters are
assumed to have uniform color.

Shivakumara et al. [39] achieved state-of-the-art performance using Fourier-
Laplacian for filtering and then K-means clustering to identify candidate text re-
gions based on the difference between the maximum and minimum value within
a local window. All clusters which were identified as text were then skeletonized
into strings, using complex connected components, to separate different text strings
from each other. False positives were eliminated using edge density and the
straightness of text strings.

Lu et al. [24] implemented a text detector, which used a modification of the
VGG16 convolutional neural network model, that perform on par with several
state-of-the-art methods. Grid search was used for hyperparameter tuning. Wu
et al. [47] also implemented a text detector by modifying the VGG16 architecture.
The text detector uses the multi-domain stroke symmetry histogram to describe
each text candidate. The histogram describes the inherent symmetry property of
stroke pixel pairs in the gray, gradient and frequency domain. Text candidates
are fused using the Auto-encoder network which is a network used to learn a
representation for a set of data, in this case the appearance of text.

Facebook have designed their own scalable ocr system, called Rosetta [3].
The system simultaneously performs text detection and recognition using a con-
volutional neural network called Faster-RCNN but modified using another archi-
tecture. The detector can detect both scene and caption text.

There are a lot works that have used machine learning techniques such as K-
means clustering, svm, and neural networks for accomplishing/improving text
detection. K-means clustering are used to mainly separate text regions from back-
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ground, both in case of text detection and text extraction. svm have been used
for detecting both potential as well as true text regions using multiple different
texture features, and neural networks have been used to achieve state-of-the-art
performance in detecting text in images and videos. It is obvious that by using
machine learning can help improve text detection by a lot, whether it uses sim-
ple machine learning like K-means clustering or more advanced techniques like
neural networks, state-of-the-art performance can be achieved. However, like
with the classical based methods, most text detectors can detect both caption and
scene text and those that detect caption text does not seem to have any way to sep-
arate between subtitle and non-subtitle text. A machine learning model could be
trained to learn this, however, that is not the focus of this thesis and is therefore
not considered.

2.3 Text Classification

To classify frozen subtitles, there is a need to study different kinds of classifiers
first to gain an understanding of which one is most suitable. Only machine learn-
ing classifiers are explained here since naïve classifiers are created for the pur-
pose of this thesis and are therefore explained in Chapter 3.

2.3.1 Machine Learning Techniques

When talking about machine learning there are three main types of machine
learning techniques: supervised, unsupervised, and reinforcement learning.

Supervised learning is the task of finding a function that approximates the
true function with the help of a training set of inputs and outputs. The system
learns by searching through the space of possible functions that can give correct
output given the corresponding input [33].

Unsupervised learning is like supervised learning except that there is no cor-
rect output for the system. It learns patterns by looking at the input. A common
unsupervised learning task is clustering: classifying data into potentially useful
clusters. An example can be that the system gradually develops the concept of
what "good traffic days" and "bad traffic days" are without being given any la-
belled examples [33].

Reinforcement learning is the task of learning by doing without being given
any labelled examples of what is correct. Instead a reward is given if the system
performs correctly. An example can be chess, where the reward is given at the
end of the game. By making the system want to maximize the amount of reward
it receives the system will gradually learn what moves are good and bad given a
certain situation to ensure the highest reward possible is given [33]. A famous
system using reinforcement learning is the AlphaGo1 program which learned
how to play Go through extensive training.

As can be noted, there are several different machine learning types that can
be used for classifying data. From them there are several different classification

1Alpha Go: https://deepmind.com/research/alphago/

https://deepmind.com/research/alphago/
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algorithms to use. Classifying subtitles as frozen or not is a binary classification
problem that is commonly related with supervised learning because it has many
different binary classifiers. Therefore, supervised learning is the focus for frozen
subtitle classification and different binary classifiers are studied. In the following
section different binary classifiers are explained as well as their advantages and
disadvantages.

2.3.2 Machine Learning Classifiers

There are many different binary classifiers available and since testing all of them
would require a lot of time it is important to look at the attributes and perfor-
mance of each category of binary classifiers and then decide which one is most
appropriate to use. There are different categories that classifiers can be divided
into, some of them are as follows:

• Parametric vs Non-parametric.

• Classification vs Regression.

Parametric machine learning algorithms simplify the decision function to a
known form. A learning model that summarizes data with a set of parameters of
fixed size [33]. Advantages of a parametric machine learning algorithm are that
they are simple and easy to understand, fast to train, do not require as much train-
ing data and can yield good results even if the fit is not perfect. Disadvantages
are that the algorithms are constrained to the chosen functional form, suited to
solve simple problems, and the algorithms are unlikely to match the underlying
mapping function.

Non-parametric machine learning models work well when there are a lot
of data and no prior knowledge of the problem [33]. Advantages with non-
parametric machine learning are: they can fit a large number of functional forms,
there are no assumptions (weak assumptions) about the underlying function and
can give high performance models for prediction. The disadvantages are that
more data is required for training to estimate the mapping function, slower to
train due to having more parameters to tune, and a higher risk of overfitting.

Classification models learns to predict a value of a discrete set of classes while
regression models learns to predict a continuous value [2]. For binary classifica-
tion, a classification model outputs 0 or 1, while a regression model can output a
value between 0 and 1, showing the probability of a data point belonging to one
of two classes.

Fernándex-Delgado et al. [8] evaluated 179 different machine learning clas-
sifiers on 121 datasets in multiple languages, including Matlab, C, Weka, and R.
Out of 17 different families of classifiers that were tested the best ones were ran-
dom forests, followed by svm when using a Gaussian kernel, and then followed
by neural networks and boosting ensembles. For binary classification, svm, ran-
dom forests and neural networks achieved the best result.

From the information above, Random Forests (rf) seems like a good machine
learning algorithm to use. rf is a non-parametric classification/regression model
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that do not expect linear features or features that interact linearly. rf is a tree
ensembles method which is fast, scalable and have hyperparameters that are eas-
ier to tune than the hyperparameters for a svm. The model works well in high
dimensional spaces and when there are a large number of training examples [42].

Support Vector Machine (svm) is a non-parametric classification/regression
model that have good generalization capabilities and low computational com-
plexity. Combines the advantages of parametric and non-parametric models by
having flexibility to represent complex functions and are resistant to overfitting
[33]. Works well in high dimensional space, when there are many features, and
can work well even if the data is not linearly separable by linearly separating in
higher dimensions [42]. Inefficient to train due to the hyperparameters, but do
not requires as much training data as other machine learning models to get good
results.

Neural networks are non-parametric (or semi-parametric) classification/re-
gression models that are very powerful and can perform exceptionally well, the
caveat is that they can take a long time to set up, train and tune which makes
them less obvious to choose [12]. If another machine learning method can per-
form very well and neural networks only (can) improve by a small margin, then
it is not worth consider. For the problem of detecting frozen subtitles, testing
other machine learning techniques first is a better approach before considering
using neural networks.

Another machine learning model that is interesting to look at is Logistics re-
gression (lr). It is a parametric regression model that is well-behaved for prob-
lems that are linearly separable, is pretty robust to noise, and overfitting can
be avoided by doing feature selection using L1 or L2 regularization [52]. The
classifier works well for big training sets and the output can be interpreted as
a probability. The model can suffer from complete separation [28]. If there is a
feature that can completely separate two classes, the lr cannot find it because
the weight for that feature would not converge since that weight would then be
infinite.

From all the information about different machine learning models combined
with the understanding of the problem, rf and svm seem to be best fit to solve
the problem. However, only rf is implemented due to it being a fast and scalable
method that have achieved higher performance when tested on different datasets
[8]. rf is a more advanced machine learning method but to gain a better under-
standing of what type of machine learning method is best suited to the problem
of detecting frozen subtitles, lr is also implemented due to it being a simple and
fast method. By comparing two different machine learning methods it is easier
to understand how much the result differ between a simple and more advanced
method. This will give an insight if it is worth using more advanced machine
learning techniques or if a simple technique can achieve close to similar results.

In this thesis, a simple machine learning method is defined as being fast to
train and predict as well as not requiring any hyperparameter tuning. An ad-
vanced machine learning model is the opposite. For a rf model, there are a cou-
ple of different hyperparameters but only one needs to be tuned when using the
built-in Matlab function fitrensemble. The one to tune are the number of decision
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trees used, however, generally no tuning is needed for that hyperparameter if the
value is high enough to handle the complexity of the problem.

2.3.2.1 Linear Classification

Before talking about lr and rf, lets first define what a linear classifier is. A
linear classifier is defined as follows. Given training data (yi , xi) ∈ {−1,+1} × Rn,
i = 1, 2, ..., I , where yi is the label and xi is the feature vector, a linear classifier
have the following decision function [52].

d(x) = wTφ(x) + b (2.1)

Here, w is the weight, φ denotes the mapping of x in the feature space, and b is
the bias. Both x and w can be modified to include the bias directly. Instead of x
and w being defined as

x = {x1, x2, ...} and w = {w1, w2, ...} (2.2)

they can be modified to include the bias term b as follows

x = {1, x1, x2, ...} and w = {b, w1, w2, ...}. (2.3)

When training a linear classifier, the following equation is minimized:

min
w
f (w) = r(w) + C

I∑
i=1

ξ(w; xi , yi) (2.4)

where r(w) is the regularization term that prevents the parameters from getting
too large, C is a scalar constant that controls the balance between the regular-
ization and the loss function, and ξ(w; xi , yi) is the loss function that measures
the discrepancy between the classifier‘s prediction and the true output yi for the
i’th training example [52]. The loss function is used to punish wrongly classified
observations (x, y). Examples of different loss functions are

ξL1(w; x, y) = max(0, 1 − yw>x) (2.5)

ξL2(w; x, y) = max(0, 1 − yw>x)2 (2.6)

ξLR(w; x, y) = log(1 + e−yw>x). (2.7)

Equation 2.5 and 2.6 are called the L1 and L2 losses, while 2.7 is referred to as
lr. The three loss functions are all convex and nonnegative [52].

An example of how a linear classifier work can be seen in Figure 2.3. Two
classes are separated by a line created by the decision function that have been
minimized using equation 2.4 together with any of the loss functions.
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Figure 2.3: Linear classifier example of separating two classes, b
||w|| is the

offset of the hyperplane from the origin along the normal vector wT .

How an observation is classified can be done through thresholding. Classify-
ing data points as either -1 or +1 for a linear classifier can be written as follows

hw(x) =
{

+1, w>x ≥ 0
-1, otherwise (2.8)

where hw(x) is the classification hypothesis given a feature vector x. This kind of
thresholding can be called hard thresholding. However, using hard thresholding
causes problems like hw(x) not being differentiable which makes learning become
unpredictable. Adding to that, for a binary classifier, predictions become very
confident of either being -1 or +1 even for examples that are close to the bound-
ary threshold. Predictions that are more gradated can be preferred in many situ-
ations. Most of these problems can be solved largely by softening the threshold
[2].

2.3.2.2 Logistic Regression

lr is a widely used statistical model that estimates the parameters of a logistic
model [33]. It is based on using a linear classifier together with a logistic function
for classification. A logistic function like the following

σ (z) =
1

1 + e−z
(2.9)

has more convenient mathematical properties compared to using a normal distri-
bution as a soft threshold [33]. This function, more specifically, is the sigmoid
function. Using the logistic function, the following thresholding function can be
expressed.
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hw(x) = σ (w>x) =
1

1 + e−w>x
(2.10)

This allows for observations that lies very close to the boundary between two
classes to be classified more fairly and become more predictable compared to
using a hard threshold. An example of hard and soft thresholds can be seen
in Figure 2.4. The figure shows how a line is formed when using either of the
thresholds. The logistic function forms a soft boundary in the input space and
gives a probability of 0.5 for any input close to the center of the boundary to
belong to any of the classes. The probability increases of belonging to either -1 or
+1 as the input moves further away from the boundary.

(a) Hard threshold with -1/+1 output. (b) Soft threshold using the logistic
function.

Figure 2.4: Example of hard and soft thresholds [33].

Compared to linear classification, logistic regression takes longer to converge
when the data is linearly separable but behaves more predictably. For dataset that
contain noise and are nonseparable, logistic regression converges more quickly
and reliably [33].

2.3.2.3 Random Forest

A simple, yet powerful, supervised learning model is the rfmodel. The rfmodel
uses the decision tree model for parametrization, and integrates a sampling tech-
nique and an ensemble approach to optimize the model building [42].

A decision tree is an ensemble learning model which classifies data using mul-
tiple weak classifiers. These weak classifiers uses the value of only a single input
feature to make a prediction, this is called a decision stump when talking about
decision trees [2]. A decision tree is built by using a combination of many differ-
ent decision stumps, which in the end forms the prediction base for the model.
Each decision stump can be regarded as a node and the final node can be regarded
as a leaf. This means a decision tree is built upon several different nodes with
leaves at the end. There can be two types of decision trees; classification trees
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and regression trees [42]. The difference is that the classification tree outputs a
discrete value while the regression tree outputs a continuous value.

In Figure 2.5, an example of a classification tree can be seen. A single feature
is divided into several intervals for what type of data belongs to which of the two
classes, -1 or +1.

Figure 2.5: Example of a classification decision tree containing several deci-
sion stumps, showcasing how data is classified as -1 or +1.

rf creates several decision trees in parallel using a random subset of features,
and then applies bootstrap to that subset to create new feature data for that sub-
set that has the same size as the original dataset [42]. From all the predictors
generated by the multiple decision trees a majority voting is done, averaging if
regression trees are used, to get the final predictions. This way of training is
called bootstrap aggregating, or bagging.

Bagging commonly uses a random subset of the dataset when training but in
the case of rf, a random subset of features is selected. The reason for doing this is
if one or a few features are very strong predictors, these will be selected in many
decision trees, causing them to become correlated. Generally for p features, b√pc
are typically used in each data split [42].

Bootstrapping is a randomization technique that generates several subsets
from a set of data by randomly selecting the same number of observations as
the original dataset, but with replacement. This allows some data from the orig-
inal dataset to be repeated in a subset of the dataset. In the context of rf, boot-
strapping is used to maximize the "class-distance" at each intermediate node and
leaves of the decision tree [42].
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2.3.3 Generalization and Overfitting

When training a machine learning model, it is important that the model fits well
to new data since in practice only a fraction of possible inputs are trained. That
is a reason why datasets are generally split into training and test data, to see how
well the model actual performs when faced with completely new data. The ability
for a model to fit well to new data is called generalization [2].

When creating a machine learning model, it is important to know what a good
machine learning model is. Even if a machine learning model could perfectly pre-
dict each observation in a training dataset, this does not mean the model will fit
well for new data. This happens when a model is trained on for too long on the
same dataset or it is trained on a too small dataset, resulting in the model learn-
ing the dataset. This is called overfitting and is a common problem in supervised
learning. This problem becomes more likely as the number of dimensions and in-
put attributes grows, and less likely as the number of observations in the training
dataset increases [2, 33].

A good way to avoid overfitting is to train multiple models and plot the error
of the training and test data as the model complexity increases. An example of
this can be seen in Figure 2.6. For a certain model complexity, the generalization
error will start to increase, this indicates that more complex models will overfit.
The model that gives the lowest generalization error should be selected since it
will generalize better.

Figure 2.6: Training and generalization error plotted against model com-
plexity with a line indicating for what model & time complexity that gives
the lowest generalization error2.

2Modified from Gringer - Own work, CC BY 3.0, https://commons.wikimedia.org/w/
index.php?curid=2959742

https://commons.wikimedia.org/w/index.php?curid=2959742
https://commons.wikimedia.org/w/index.php?curid=2959742
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A way to prevent overfitting can be by using regularization [2]. This is the
penalty term, rw, seen in equation 2.4. The effect of regularization causes obser-
vations to come closer to zero thus making the search space of w more confined
[52].

2.3.4 Evaluation Techniques

To avoid the problem of overfitting and to see if our model generalizes well cross-
validation can be used. There are three different ways of evaluating a machine
learning model using cross-validation: hold out cross-validation, k-fold cross-
validation, leave-one-out cross-validation [33]. Hold out cross-validation is the
most common and simplest way of evaluating a machine learning model. A
dataset is randomly split into training and test data (sometimes also validation
data) where the model is first trained using the training data and then tested, only
once for that test dataset, to get the performance and see how well the model gen-
eralizes. A disadvantage with this method is that if half of the data is used for
training then a poor hypothesis may be achieved, on the other hand, if only 10%
of the data is used for testing then there is a chance of getting poor estimate of
the actual accuracy [33]. This problem is lessened the bigger the dataset is.

The next evaluation technique, k-fold cross-validation, is also a popular tech-
nique that utilize the available data much better and achieves accurate estimates
compared to hold out cross-validation [33]. The idea is that the dataset is split
into k folds, where each fold can act as either training or test (or validation) data.
Learning is performed k times where each time 1/k of the dataset is used for test-
ing while the rest is used for training. For each learning iteration a new fold is
used for testing. All k test results can then be averaged to produce a single re-
sult which should be better than only training and testing once. The advantage
with doing this is that all observations are used for training and testing, and each
observation is used for testing only once. The commonly used k:s are 5 and 10,
which are enough to give an estimate that is statistically likely to be accurate [33].
The disadvantage with this technique is that the time complexity increases with
the number of folds used.

The last evaluation technique is leave-one-out cross-validation which is simi-
lar to k-fold cross-validation with the difference being that k = n where n is the
number of observations in the dataset [33]. This evaluation technique may be
appropriate when data is scarce [2].

2.4 Subtitles in Video

For the text detector and frozen subtitle classifier to be generalized to work for
most videos, there is a need to look at what the industry standard is when us-
ing subtitles in video. What font and font size are the most common ones that
video streaming providers use. Using a font that is not commonly used might
decrease the performance of the system when employing it on a general video
stream. Making the system work for a small font size that is never used is also
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irrelevant.

2.4.1 Subtitle Fonts in Video

The most common type of fonts used in video stream and movies seems to be
the sans-serif. These are fonts that do not have extending features called serifs at
the end of strokes. The sans-serif font is commonly used for texts on computer
screens and was primarily used because on low-resolution screens serifs could
disappear or appear too large. Nowadays it is not a problem since most screens
are high-resolution. Netflix, Hulu, and Amazon prime all have a variety of dif-
ferent styles of fonts like serif, sans-serif, monospace, script and more. YouTube
uses Roboto as default which is a sans-serif font, however, they have the options
for other font styles as well. In Finland, the national broadcaster service, Yle, has
standardized Tiresias, a sans-serif font, on all their channels. In the movie Avatar,
made by James Cameron, Papyrus is used as a font. It is a script font created by
handwriting. This is not common and almost never used for subtitles in movies.

Even though sans-serif seems to be the most common one used, streaming
services nowadays allow users to choose their own font from a selection of prese-
lected ones. The default settings seem to always be a sans-serif font and is widely
used because of its simplicity and easy to read nature. Therefore, sans-serif is the
font style used for the datasets in this thesis.

2.4.2 Subtitle Font Size in Video

When looking at what standards BBC3 follow regarding font size, they say that
the height of the text should be able to fit within a line height of 8% of the active
video height. Their requirement is that the subtitle size is approximately set to be
1/15th of the height of the video. Channel 44 uses gill sans font with size 28 or 32,
with a drop shadow outline. When checking a frame containing default subtitles
on Netflix the font size approximately corresponds to 3.32% of the image height.
Checking the font size Yle use in their video stream gave an approximate font
size of 4.15% of the image height.

For this thesis, the font size is set depending on the tool used for burning in
subtitles. The tool used should allow the user to set the font size to be in the range
of 3.32% to 8% of the image height. This will allow the system to get as close as
possible to what sizes are commonly used in video to ensure a fair evaluation of
the system.

2.5 Evaluation Metrics

For evaluating the system there are several different ways to do it. When evalu-
ating the text detector, it is relevant to look at how others have done to see what

3BBC: http://bbc.github.io/subtitle-guidelines/
4Channel 4: http://www.channel4.com/media/documents/corporate/foi-docs/

SG_FLP.pdf

http://bbc.github.io/subtitle-guidelines/
http://www.channel4.com/media/documents/corporate/foi-docs/SG_FLP.pdf
http://www.channel4.com/media/documents/corporate/foi-docs/SG_FLP.pdf
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is commonly used and should be used in this thesis. When evaluating the clas-
sifier, there are several ways of doing that and there is a need to study several
different evaluation techniques to get an idea of what might be most suitable for
this system. Let us first define a confusion matrix which is helpful for when talk-
ing about different evaluation metrics used, see Table 2.1. A confusion matrix is
a matrix consisting of four evaluation metrics: True Positive (tp), False Positive
(fp), True Negative (tn) and False Negative (fn) [1].

Table 2.1: Confusion matrix

Actual class
True False

Prediction class True True Positive (tp) False Positive (fp)
False False Negative (fn) True Negative (fn)

tp is when, for instance, an email is classified correctly as spam and fp is
when an email is incorrectly classified as spam. tn is when the email is classified
correctly as not spam and fn when incorrectly classifying the email as not spam.
Another example of how the metrics in Table 2.1 works can be seen in Table 2.2
where a frame with subtitles is being classified as containing frozen subtitles or
not.

Table 2.2: Confusion matrix with a frozen subtitle example.

Actual class
Subtitles are
frozen

Subtitles are
not frozen

Prediction class Frozen subtitles tp fp
No frozen subtitles fn tn

When studying several different texts detectors the most common types of
evaluation techniques used are accuracy, error rate, precision, recall, and F1-
score. These evaluation metrics can be seen in Table 2.3.

Accuracy is the amount of correct predictions divided by all predictions, and
error rate is the amount of wrong predictions divided by all predictions. Preci-
sion and recall can easiest be described using the cancer example in Table 2.2.
Precision tells us how many of those who are classified with cancer have cancer.
Recall tells us how many that has cancer was predicted with having cancer. Fβ-
score is used to calculate the mean between precision and recall, β is used for
weighting precision and recall. By setting β equal to 1 we get the harmonic mean
between precision and recall, valuing them both equally [1].

Sokolova et al. [41] evaluate different evaluation metrics used in different
classification tasks, e.g. binary classification and multi-class classification. For
this thesis, only binary classification is of interest. Accuracy, error rate, precision,
recall, and Fβ-score are commonly used for binary classification. Except those
there are two more that are commonly used for binary classification [41]. These
are specificity and Area-Under-the-Curve (auc). Specificity measures how well
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Table 2.3: Evaluation metrics.

Measure Formula

Accuracy
T P + T N

T P + FN + FP + T N

Error Rate
FP + FN

T P + FN + FP + T N

Precision
T P

T P + FP

Recall
T P

T P + FN

Fβ-score
(β2 + 1)Precision · Recall
β2Precision + Recall

Specificity
T N

TN + FP

AUC
1
2

(
T P

T P + FN
+

T N
TN + FP

)

MCC
T P · FN − FP · FN√

(T P + FP )(T P + FN )(FN + FP )(T N + FN )

Prediction bias average of predictions − average of labels in dataset

a classifier identifies negative labels, and auc measures the classifiers ability to
avoid false classification. auc captures a single point on the Reception Operating
Characteristic curve which is created by plotting the recall, also known as the true
positive rate, against 1 - specificity, also known as the false positive rate.

Other metrics which can be useful are Matthews Correlation Coefficient (mcc)
and prediction bias. mcc measures the quality of a binary classifier and is a bal-
anced measure which can be used even if data is imbalanced [4]. The metric is
a correlation coefficient between observed and predicted binary classifications;
returns a value between -1 and +1. A coefficient of +1 represents a perfect predic-
tion, 0 means no better than random predictions and -1 indicates total disagree-
ment between observation and prediction. Prediction bias is a way to identify
whether the classifier have bias and helps see if there is a bug somewhere in the
classifier as it indicates that the classifier is wrong about how frequently positive
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labels occur5. If the bias is zero, it shows that the sum of the predictions is equal
to the sum of the observations. However, even if the bias is low it is no indicator
that the classifier is perfect.

To prioritize a lower fp it can sometimes be useful to do so with the penalty
of lowering the accuracy. This can be done by introducing a loss matrix that gives
higher priority to fp than fn. An example of a loss matrix can be seen in Table
2.4. Here, lower false positives are prioritized two times more than lower false
negatives.

Table 2.4: Loss matrix with 2 times higher priority to minimize false positive
than false negative.

Actual class
True False

L = Predicted class True 0 2
False 1 0

In general, one evaluation metric is not enough to say if a classifier is good or
bad, there is a need to use multiple ones. However, there is no point in choosing
every evaluation metric there is if it does not give much in terms of understanding
if the classifier is good or bad. As described above, all the evaluation metrics
mentioned works well and are commonly used for evaluating a binary classifier.

5Google, Classification: Prediction Bias | Machine Learning Crash Course | Google De-
velopers: https://developers.google.com/machine-learning/crash-course/
classification/prediction-bias [accessed: 2018-10-31]

https://developers.google.com/machine-learning/crash-course/classification/prediction-bias
https://developers.google.com/machine-learning/crash-course/classification/prediction-bias




3
Method

This chapter describes the datasets used, methods used for detecting frozen sub-
titles, how everything is connected and how the system is evaluated. In Figure
3.1, a flowchart of the whole system is presented. First, a frame is chosen if there
are any, and text detection is performed. The text detector is implemented such
that only subtitles are found, and other caption text and scene text are ignored. If
subtitles are detected, then frozen subtitle classification is performed on the im-
age. The provider of the video stream is notified if frozen subtitles are detected,
otherwise a new frame is chosen after a period. For this thesis, a new frame is
chosen every second.

Figure 3.1: System flowchart showing when text detection and frozen subti-
tle classification is performed.

29
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3.1 Datasets

The most important part when it comes to understanding and learning how a
system works is to have a diverse and big dataset. With diversity it is easier to tell
how the system is affected by different properties of an image. It can also improve
the result of the machine learning classifier since they would have a much larger
and diverse dataset to train on, making them less susceptible to overfitting. The
different video categories used for testing the system are:

• 3D animated movie clips,

• Anime clips (modern japanes anime),

• Cartoons (e.g. classic disney films),

• Documentary,

• Movie clips,

• Music videos,

• News,

• Other TV-series,

• Sitcoms,

• Sports,

• Stand-up,

• Talk shows,

• User generated content (ugc),

• Video game cutscenes.

Each category, except ugc, has 10 videos and each video is between 2-10 min-
utes long. ugc has 15 videos since there are such a huge variety of it, containing
all the categories in some sense since it can be any video from YouTube. This
gives a total of 145 videos. All the videos used are taken from YouTube because
of the abundance and variety of videos available, many of whom contains subti-
tles. Even videos where there are no subtitles, YouTube can auto-generate their
own. The videos are downloaded using youtube-dl1. All subtitles are in English,
and most of the videos are in English. Every video is download in 1280 × 720,
and all videos have the exact same settings. Each video has a frame rate of 24
frames per second. All videos are downscaled to 856 × 480 when frozen subtitles
are added.

1youtube-dl: https://rg3.github.io/youtube-dl/

https://rg3.github.io/youtube-dl/


3.2 Implementing the Text Detector 31

3.1.1 Generating Datasets

For classifying frozen subtitles, datasets that contain them need to be created.
Datasets that contain frozen subtitles was created in Matlab. The tool created for
doing this takes a subtitle file with .srt or .vtt format as input. Every time stamp
and subtitle are extracted into separate lists. Each subtitle is then randomly given
an index whether they are frozen or not given a certain chance. Every subtitle
assigned as frozen is then given a random increase in duration between a mini-
mum and maximum number. Both randomly generated numbers are uniformly
distributed pseudo-random integers.

Since subtitles should not be able to overlap with each other a check is done
to make sure what subtitles overlap with the frozen subtitles. If a subtitle can
be introduced during a frozen subtitle, which should not be possible, then the in-
troduced subtitle is removed. When no subtitles overlap all lists are transformed
into .srt format and a new .srt file is created containing the frozen subtitles.

Two datasets are created where in one dataset approximately 14% of all sub-
titles are frozen and in the other approximately 1% of all subtitles are frozen,
and the minimum and maximum increase in duration of each frozen subtitle is
set to 5 and 60 seconds, respectively. The dataset with 14% of all subtitles being
frozen is referred to as dataset 1 and other dataset is referred to dataset 2. If not
explicitly mentioned, dataset 1 is used.

3.1.2 Burn-in Frozen Subtitles Into a Video

There are several tools online for burning in subtitles, and to determine which
one is the best all were compared in terms of speed, options available, if it was
free or not, and other things. From all available tools, Format Factory2 was used
for adding open caption to videos. Several videos can be burnt-in at the same
time and it allows for multiple customization options for the subtitle font, and it
is free. The default font used is tahomabd which is a sans-serif font and is the font
used for all burnt-in subtitles in this thesis. All subtitles are white with a black
outline and have a font size that is approximately 4.15% of the image height.

3.2 Implementing the Text Detector

For detecting subtitles the steps implemented by Yang et al. [49] are replicated
to a certain extent. Changes have been made to suit the need for the text detector
implemented here. If any step of the text detector is changed or different from the
implementation Yang et al. used, then that change is mentioned when explaining
that step of the text detector. The implementation can be seen in the flowchart
in Figure 3.2. Each part will be explained step by step. The image used for
demonstrating the text detector can be seen in Figure 3.3.

2Format Factory: http://www.pcfreetime.com/formatfactory/index.php?
language=en

http://www.pcfreetime.com/formatfactory/index.php?language=en
http://www.pcfreetime.com/formatfactory/index.php?language=en
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Figure 3.2: Text detector flowchart.

Figure 3.3: Original image containing subtitles3.

3.2.1 Edge Detection

The first step of detecting subtitles is doing edge detection. Edge information is
used since it gives a large contrast between subtitles and background. Subtitles
have strong edges while most of the background have weaker edges making edge
detection a viable option as explained when looking at related work in Section
2.2.1.2.

There are several different edge detectors, like Sobel and Canny edge detec-
tion, that are commonly used in text detection. However, in this thesis, Prewitt
edge detection is used. It is implemented using Matlab´s built in function called
edge with parameter "prewitt". This edge detector uses the Prewitt operators seen
below to get the gradient of the image at each point, giving the direction of the
largest possible increase and rate of change in that direction.

Px =

+1 0 −1
+1 0 −1
+1 0 −1

 , Py = P >x (3.1)

3Yle TV1: https://arenan.yle.fi/tv/direkt/yle-tv1

https://arenan.yle.fi/tv/direkt/yle-tv1


3.2 Implementing the Text Detector 33

Here, Px and Py is the Prewitt operator in the x- and y-direction, respectively. A
frame F is convolved with each operator, giving us

Gx = Px ∗ F, Gy = Py ∗ F, G =
√
G2
x + G2

y , (3.2)

where Gx and Gy is the gradient in x- and y-direction, respectively, and G is the
gradient magnitude.

Both Sobel and Prewitt edge detection have been compared and using Prewitt
gives minor improvement compared to using Sobel edge detection, although for
a larger dataset it would probably not matter which one is used.

The result of Prewitt edge detection is a grayscale image which can be seen
in Figure 3.4. Subtitles should have high grayscale values here while the back-
ground should be lower. This is different from how Yang et al. [49] did it where
they used Roberts cross edge detection. Comparing the result of the text detector
when using either Roberts cross edge detection or Prewitt edge detection gave
that the latter one achieved a better result. A stronger contrast between the back-
ground and caption text was computed which resulted in less false positives in
the end.

Figure 3.4: Grayscale edge detection image.

3.2.2 Image Binarization

Image binarization is done on the grayscale edge image to get a binary image
where only text regions should exist. A lot of the background noise can be re-
moved by thresholding the grayscale image with the mean intensity of the whole
image. This is done several times till the standard deviation and entropy is
smaller than a certain threshold. Standard deviation is used since low values
mean that most pixels are close to the mean which should mostly be high in-
tensity pixels. Entropy is calculated on the image intensity and is used since
it describes the variance within an image, low entropy means an image is more
homogeneous. The entropy is defined as
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S = −
L−1∑
i=0

p(zi) · log2p(zi) (3.3)

where z is a random variable denoting gray levels, p(zi) is the corresponding his-
togram, and L is the number of bins of the histogram [9]. To avoid thresholding
too much of the image when using the mean intensity, the threshold for each itera-
tion can maximally increase by 5% of the previous threshold used. This can mean
more iterations but overall better binarization. This implementation is adaptive
and ensures that only high intensity pixel values remain and that what is left is
very homogeneous which should mostly pertain to caption text with potentially
a little bit of background remaining. The pseudocode of this process can be seen
in Algorithm 1.

Algorithm 1 Mean image binarization

E′ ← grayscale edge image
µ′E ←mean calculated from all non-zero pixels in E’
repeat

µE ←mean calculated from all non-zero pixels in E’
for all pixels (i, j) > 0 in the grayscale edge image E’ do

if µE ≥ µthresh then
if µE ≤ µ′E · 1.05 then

E′(i, j)←
{

1, E′(i, j) > µE
0, otherwise

else

E′(i, j)←
{

1, E′(i, j) > µ′E · 1.05
0, otherwise

end if
else

E′(i, j)←
{

1, E′(i, j) > µthresh
0, otherwise

end if
end for
σE ← standard deviation calculated from all non-zero pixels in E′

SE ← entropy calculated from all pixels in E′

µ′E ← µE
until σE ≤ σthresh and SE ≤ Sthresh

The thresholds for the mean intensity µthresh, standard deviation σthresh, and
entropy Sthresh were manually tuned. µthresh is set to 0.7, σthresh is set to 0.09, and
Sthresh is set to 0.05.

Yang et al. [49] used a threshold that they described as optimal, based on
another paper. Since that paper could not be found the thresholding technique
described above was used. The result of image binarization can be seen in Figure
3.5.
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Figure 3.5: Binary image after doing edge detection and image binarization.

3.2.3 Image Processing

After binarization, remaining background noise is removed by doing image pro-
cessing using morphological operations and cca. But before doing image pro-
cessing, knowing where subtitles generally are in a frame will help improve the
performance of the text detector. A video frame can be divided into multiple sec-
tions, seen in Figure 3.6. Subtitles in English are always horizontal and mostly in
the lowest part of the video and they are rarely very close the border of the image.
Thresholding these areas and keeping only the red part can then be done without
the risk of losing subtitle information. This is called section thresholding.

The performance difference when using section thresholding is evaluated in
this thesis to get an idea of the impact this technique has on the text detector. For
a reliable and accurate text detector, section thresholding should give a minimum
performance increase to the result. This is because the text detector should not
rely on section thresholding to achieve high performance, otherwise, the detector
would not work for vertical subtitles. For this thesis, however, subtitles are only
in the lowest part of the image. No Asian subtitles, which can be vertical, are
used.

Figure 3.6: Image divided into different sections.
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Figure 3.7: Example of dilation using a rectangle structuring element.

Image processing in terms of morphological operations and cca are done to
ensure that background noise is removed after doing image binarization. Mor-
phological operations are done for growing and shrinking regions [9]. A region
is changed by the structure of the structuring element used. This element is a n
by m matrix containing 1’s and/or 0’s that slides over each pixel in an image and
performs, in this case, dilation or erosion. Dilation is the act of growing a region
and erosion is the act of shrinking a region. The structuring element used for do-
ing morphological operations here is a rectangle. Example of two different sized
rectangle structuring elements performing dilation on an image can be seen in
Figure 3.7. The region is growing by checking if the center pixel has any neigh-
bouring foreground pixels, if it has then it sets the pixel to foreground as well.
For the 2×3 structuring element there is no clear center pixel, so it is determined
by

c = b(Size(se) + 1)/2c (3.4)

where c is the center pixel, and se is the structuring element. This gives the center
pixel for the 2 × 3 structuring element.

The morphological operations done in this thesis are a combination of doing
dilation, erosions, and ccamultiple times. Yang et al. [49] did not share how they
did their morphological operations and therefore the choice of operations here
have been tuned by hand, and by some parameter tuning techniques described
later, to suit the size of the image. cca is done two times to remove connected
components which are too small which are components that have a low number
of pixels. An example of image processing after doing a couple of morphological
operations and then the first cca can be seen in Figure 3.8a. The final result of
image processing can be seen in Figure 3.8b.
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(a) Binary image after doing some mor-
phological operations and cca.

(b) Binary image after doing all mor-
phological operations and cca.

Figure 3.8: Result of image processing after doing morphological operations
and cca.

3.2.4 Text Localization

Now that all image processing is done, the only thing left is to create a bound-
ing box around the text region. This is done by doing coarse-to-fine projection
analysis which basically is two projection analysis performed after each other
[25]. This will give a more accurate text localization. Projection analysis creates
bounding boxes around text by using the horizontal and vertical projection of an
image seen in Figure 3.9. Coarse projection analysis is performed on the output
from the image processing step while fine projection analysis is performed on the
boundaries created by the coarse analysis.

(a) Horizontal projection. (b) Vertical projection.

Figure 3.9: Horizontal and vertical projection of a processed image.

For the upper and lower bound, the horizontal projection is used. The upper
and lower bound is calculated by finding all connected pixels along the vertical
axis. A threshold is set to ensure that the sum of pixels along the horizontal pro-
jection is not too small, resulting in a very big difference between the lower and
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upper bound. It might also create bounding boxes around small region of pixels
that have not been removed during the image processing step. The threshold,
however, cannot be too big since single words like "hi" and "bye" should still be
detected.

The left and right boundary are calculated in a similar way but from the ver-
tical projection. A boundary is calculated by finding all connected pixels along
the horizontal axis. Since the vertical boundary have already been calculated it is
only relevant to look at the connected pixels in that boundary when calculating
the horizontal boundary.

When calculating the left and right boundary for the fine projection analysis,
a threshold, τpixels, is set where the sum of pixels in each column must be at
least 30% of the column with most pixels. This is to remove branches of pixels
connected to a region of pixels. The threshold is adaptively changed based on
the ratio between the size of the horizontal boundary and the height of the image.
A maximum decrease factor is used to ensure that subtitles with more than one
row does not have a harder time to be detected by removing potential parts of
the subtitle. The maximum decrease factor is calculated as

γ = 0.9 ·
Bh
Ih

(3.5)

where Bh and Ih are the height for the bounding box and image, respectively. The
threshold is then calculated as

τpixels = 0.3 − γ. (3.6)

Text localization is not implemented exactly as Yang et al. [49] did but the
idea of using horizontal and vertical projection for localization is common in text
detection. In this thesis, coarse-to-fine projection analysis is implemented since
it gives a better localization performance compared to using regular projection
analysis [25]. The bounding box have now been computed for the detected text.

3.2.5 Empirical Rules Analysis

To remove false positive and increase the overall performance of the text detector,
several different heuristics have been implemented. The heuristics are based on
previous techniques, text detection technqiues, and what the author considered
to be good heuristics for removing false positives. Each heuristic is explained
in terms of how it works and why it is used. The heuristics added in the image
processing and text localization step.

In the image processing step, a heuristic is added that removes connected com-
ponents that have short height by checking the size in the horizontal direction. If
the height of a component is smaller than 1/3th of the minimum height allowed,
then the component is removed. This is only done after the first cca.

In the text localization step there are several different heuristics used. These
heuristics are as follows.



3.2 Implementing the Text Detector 39

• The height of the bounding box should be larger than a certain threshold,
otherwise the boundary is removed to ensure that the height of the bound-
ing box is not too small.

• The height of the bounding box should be smaller than approximately half
of the width.

• Width of the bounding box can be smaller than three times the minimum
height and smaller than approximately twice the actual height but must be
bigger than at least half the size of the height.

• The number of corner points in each bounding box must be more than a cer-
tain amount, depending on the size of the box. Corner points are calculated
using Harris corner detection [11].

The approximation between the height and width is calculated as follows:

Bw · (
Ih
Iw

+ 0.1) > Bh (3.7)

where Bw and Bh are the width and height of the bounding box, respectively,
while Iw and Ih are the respective width and height of the frame. An offset of 0.1
have been added since this increases the performance of the text detector.

The minimum number of corner points needed, adapted to the size of the
bounding box, is calculated as follows:

⌊ BwIw + Bh · Iw
I2
h

+ Barea
Iarea

2
·Cmax

⌋
(3.8)

where Barea and Iarea are the area of the bounding box and image, respectively,
and Cmax is a variable for setting the maximum least number of corners points a
boundary can have.

The final result of the text detector can be seen in Figure 3.10.

Figure 3.10: Final result showing a bounding box generated from the text
detector.
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3.2.6 Parameter Tuning

There are several parameters that need to be set for the text detector and to avoid
having to test a bunch of different combinations by hand, automatic parameter
tuning is implemented. There are a bunch of different parameter tuning tech-
niques to use and the one implemented here is called hill climbing [33]. It is a
relatively simple algorithm and is easy to implement, which makes it a popular
optimization algorithm to use.

Hill climbing is an iterative optimization algorithm that attempts to maxi-
mize (or minimize) a target function f (x), where x is a vector of continues and/or
discrete values. For each iteration, an element in x is adjusted and then the algo-
rithm checks whether it improves the result of f (x) or not. If it does not then it
reverts the changed element back to the previous value and move on to adjusting
the next element, otherwise it keeps adjusting the current element in x. When
there is no longer any element to adjust then an optimum has been found for x.
When parameter tuning the text detector, mcc is used as a target function.

The problem with hill climbing is that it is only guaranteed to find optimal
solutions for convex problems. For other problems, such as the text detector
one, it most likely only finds local optimums. To increase the chance of find-
ing a global optimum, random restart is done. This means that hill climbing is
done iteratively, each time done with a random initial condition x0. The best
xm is then kept. It is still not guaranteed that a global optimum is found but it
gives a higher chance of finding a better local optimum. This algorithm is called
Random-restart hill climbing [33] and is the one implemented for tuning the text
detector.

When running hill climbing on the text detector, all parameters are discrete,
making it much easier to tune and set a range of potentially good values for each
parameter.

3.2.7 Text Detector Parameters

There are several parameters used for the text detector. Here is the explanation
of each parameter used:

• Morphological operations: the order of what type of morphological opera-
tions were performed and what size were used for the structuring elements.
The first row are the morphological operations executed before the first cca
and the second row are the operations executed before the second cca. Two
sizes of the structuring element were used for all operations, one for the ver-
tical axis and one for the horizontal axis.

• Horizontal factor: sets how big the horizontal projection threshold must
minimally be, horizontal projection threshold = width of the image

horizontal factor .

• Height factor: sets the height minimum threshold for the detected bound-
ing boxes based on the height of the image, height minimum threshold =
height of the image

height factor .
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• cca factor: sets the cca threshold for how many pixels a connected compo-
nent must at least have, cca threshold = height minimum threshold ·cca factor.
There is also another cca threshold used after all morphological operations
have been performed, it is calculated the same way but with another cca
factor.

• Maximum least corner points: sets the Cmax described in Section 3.2.5.

• Certainty threshold: sets the τcert described in Section 3.4.1. This is used
only when evaluating the text detector.

All the parameters except the morphological operations are calculated in a way
that they depend on the size of the image, making the parameters adaptive to the
size of the image.

What values were used for each parameter can be seen in Section 4.1.

3.3 Implementing the Classifier

For the classification part, once the subtitles have been found they need to be
classified as frozen or not. This becomes a binary classification problem. In this
section, first the naïve based approaches are explained and then the machine
learning based ones.

All the classifiers take the best bounding box detected from the text detector
as input. The best bounding box is chosen based on two things: bounding box
center distance to the middle of the image, and the bounding box center distance
to the bottom of the image. These distances are summed and the bounding box
with the minimum distance is chosen as the best.

3.3.1 Naïve Classifiers

An advantage with naïve approaches are that they are easy to implement. This
allows us to be able to implement and test several ones with ease. There are
six naïve classifiers implemented. Each of the classifiers are explained in detail
how they work. All the classifiers have been chosen based on what the author
considered to be potentially relevant features for detecting similar texts between
frames and based on ideas for how text detection between frames have been done
in related work.

3.3.1.1 Binary Pixel Matching Classification

The binary pixel matching classifier compares the detected text region of pixels
between two frames and checks how many of them has the same binary value.
If the number of matching pixels exceeds a certain threshold then the frames
are considered to contain the same subtitle. The binary image is generated by
thresholding the detected text region with the Otsu threshold [30].

The Otsu threshold is a common threshold used in text extraction. The thresh-
old is calculated using the histogram of the detected text region and assumes that
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two classes exist, foreground and background pixels, and calculates an optimum
threshold that separates these two so that their combined spread (e.g. intra-class
variance) is minimal, or the inter-class variance is maximal. This is done by ex-
haustively testing each threshold from 1 to the maximum intensity. The Otsu
threshold that maximizes the inter-class variance can be defined as follows:

σ2
b (t) = ω0(t)(µ0 − µT )2 − ω1(t)(µ1 − µT )2 = ω0(t)ω1(t)[µ0 − µ1(t)]2. (3.9)

Here, ω0 and ω1 are probabilities of the two classes being separated by the thresh-
old t, and µ0 and µ1 are the mean of the two classes. The class probability can be
calculated as follows:

ω0(t) =
t−1∑
i=0

p(i) (3.10)

ω1(t) =
L−1∑
i=t

p(i) (3.11)

where L is the number of bins of the histogram. The class mean µ0,1,T can be
calculated as:

µ0(t) =
∑t−1
i=0 ip(i)
ω0(t)

(3.12)

µ1(t) =
∑L−1
i=t ip(i)
ω1(t)

(3.13)

µT (t) =
L−1∑
i=0

ip(i) (3.14)

where the following relations are

µT = ω0µ0 + ω1µ1
1 = ω0 + ω1. (3.15)

The class probabilities and class mean can then be computed iteratively. Matlab
has a built-in function called otsuthresh that calculates the Otsu threshold.

3.3.1.2 Region Matching Classification

Region matching classification compares the binary output of the detected text
region, seen in Figure 3.8b, between two sequential frames. The binary output is
slightly modified by thresholding everything outside the bounding box created
for that region leaving only the area of interest. Two frames are classified as
having the same subtitle if the number of matching pixels divided by the number
of total pixels is bigger than a certain threshold.
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3.3.1.3 Motion Field Checking Classification

A feature characteristic that can be used for classifying frozen subtitles is that
subtitles are always static between frames. The motion field checking classifier
exploits this feature by calculating the optical flow between two images and then
checking how much of the image is static. The optical flow is calculated using
symmetric Lucas-Kanade optical flow estimation [18]. The method finds the dis-
placement between two images and calculates a motion field of how each pixel
in the second image has moved compared to the first. The input to this function
is two successive RGB-images that are converted to grayscale images. The output
is a horizontal and vertical displacement, i.e. motion field. The displacement, d,
can be retrieved from equations 3.16-3.18.

Td = e (3.16)

T =
∫ ∫

W

g(x)gT (x)w(x)dx (3.17)

e = −
∫ ∫

W

[
Ii(x) − Ii+1(x)

]
g(x)w(x)dx (3.18)

Here, Ii is the first image and Ii+1 is the next image in the sequence, x = [u v] are
the image coordinates, g is the gradient of a combination of the images

g =
[ δ
δx

( Ii+1 + Ii
2

) δ
δy

( Ii+1 + Ii
2

)]T
(3.19)

and w is a window function, in this case a 2D Gaussian low pass filter. The
integration region W is a local region around a pixel. In equation 3.16 we can
describe T as a 2 × 2 structure tensor and e as a 2 × 1 vector. The estimated
motion vectors (horizontal and vertical displacement) are multiplied together in
the text region found by the text detector. A threshold is set for how many pixels
in the motion vector must be zero (e.g. have no movement) for the frames to be
considered to have the same subtitle.

This method very much depends on how often two frames are compared. If
the interval between them is too large then some parts of the image will give
nothing since it cannot calculate the optical flow there, those pixels are set to one.
The only thing that is of interest are the subtitles, and if they are frozen then the
optical flow there should be, or at least be very close to, zero.

3.3.1.4 OCR Matching Classification

A classifier that compare the actual text between two subtitles can help minimize
the risk of a false positive being detected. The OCR matching classifier calculates
the similarity between two detected captions using Optical Character Recogni-
tion (ocr) and the Levenshtein distance. A threshold is set for how small the
distance must be for the captions to be considered the same.
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Levenshtein distance is a string metric used for measuring the difference be-
tween two words [21]. The Levenshtein distance between two strings, a and b (of
length |a| and |b| respectively), is given by leva,b(|a|, |b|) as follows.

leva,b(i, j) =


max(i,j) , if min(i,j) = 0

min
{ leva,b(i − 1, j) + 1

leva,b(i, j − 1) + 1
leva,b(i − 1, j − 1) + cai,bj

, otherwise
(3.20)

Here, cai,bj is the indicator function equal to 0 when ai = bj and equal to c oth-
erwise, and leva,b(i, j) is the distance between the first i characters of a and the
first j characters of b. The c is the cost for doing substitution between two char-
acters. Note that the first element in min corresponds to deletion, the second
corresponds to insertion, and the final one corresponds to match or mismatch,
depending on whether a and b are the same. Max(i,j) and min(i,j) are the maxi-
mum and minimum number of characters. An example of how the Levenshtein
distance work can be seen in Figure 3.11, c is equal to 1.

Figure 3.11: Example result when calculating the Levenshtein distance.

The measure calculated from the Levenshtein distance is divided by the length
of the longest text, this is to ensure that the value is between 0 and 1.

The classifier works by first increasing the size of the detected text region
bounding box. This is to increase the chance of the bounding box containing
the full subtitle, without cutting any of it off since that can change the result of
the ocr entirely. Pre-processing is then done in the detected text region by doing
some morphological operations and then binarization with a threshold calculated
using a new technique developed. Since the Otsu threshold does not a give a good
threshold for separating caption text from background a new technique had to
be developed to get greater results.

The new threshold for caption separation is calculated using the histogram of
the detected text region. The idea for finding the best threshold is to divide the
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histogram into four parts and then calculate the mean and standard deviation for
that part. The part that has the second most mean and standard deviation is cho-
sen and then that part is divided into new parts. This occurs till only one single
bin of the histogram remain and that is the final threshold used for binarization.
When comparing the result between this new technique and the Otsu threshold,
the new technique gave a higher performance for the ocrmatching classifier.

Figure 3.12: Pre-processed extracted text region.

The result of the pre-processing can be seen in Figure 3.12. The ocr is com-
puted for that image and a list of words, letters and corresponding confidences
are returned. The distance between two detected captions are calculated using
the Levenshtein distance. The ocr used is MATLAB’s built-in one, which is based
on the Tesseract ocr 3.02 [40].

3.3.1.5 MEID Comparing Classification

Mean Edge Intensity Difference (meid) comparing classifier calculates the differ-
ence in edge intensity between detected regions in two frames and then takes the
mean to get a single value representing how similar two frames are in edge inten-
sity. The value is defined between 0 and 1, with 0 indicating no similarity and 1
indicating the same. The edge intensity is calculated using the edge map gener-
ated during the edge detection step in Section 3.2.1. A threshold is set for how
big the meid value must be for the current and previous frame to be classified as
having the same subtitle.

3.3.1.6 Corner Matching Classification

Subtitles have strong edges and with that also strong corners, this can be used
to identify similar subtitles between two frames if the contrast between subtitles
and background is big enough. By detecting corners in two frames and then
finding the correspondences it is possible to determine if the same subtitle exist
in both frames. The following steps describe this process using Harris corner
detection [11]:

1. Convert the frames to grayscale.

2. Calculate Harris features for the current and previous frames.

3. Remove the weak Harris features by thresholding.

4. Non-maximum suppression for picking the optimal values to indicate cor-
ners, local maxima as corners is found within a 3 by 3 window.

5. Compute a set of matching corresponding points based on proximity and
similarity of their intensity neighbourhood.
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6. Calculate the euclidean distance between all corresponding points, normal-
ize and then take the mean to get the average distance between correspond-
ing points.

Harris corner detection is used because it is a well-established corner detec-
tion technique that is still used today. When testing other corner detectors, they
did not improve the performance of the classifier in any significant way and the
result in the end was very similar.

3.3.1.7 Improving the Naïve Classifiers

All of the naïve based classifiers are implemented such that they save the N
previously detected text regions, and then compares the current frame to all of
those previous frames. The result from each comparison is summed and normal-
ized, and then compared against each classifiers threshold. However, the result is
weighted such that the farther away a frame is when comparing, the less impact
does its result have on the classification result. The equation looks like this:

b =
a0 + a1w + a2w

2 + ... + an−1w
n−1 + anwn + ... + aNwN

1 + w + w2 + ... + wn−1 + wn + ... + wN
(3.21)

where b is the weighted averaged output, an and wn is the output from one of
the naïve classifiers and weight, respectively, for the n:th previous frame. For all
naïve classifiers, a is a value between 0 and 1. The number of previously detected
text regions, N , and weight, w, is chosen by hand. The same subtitle is found
when b is larger than a classifiers threshold. The threshold for each classifier can
be seen in Section 4.2.1.

If the same subtitle is found between the current and previous frames then
a counter is increased, otherwise it is set to zero. When the counter exceeds a
threshold then the current frame is classified as having frozen subtitles.

3.3.1.8 Parameter Tune Naïve Classifiers

Most of the parameters for the naïve classifiers are tuned similar to what is de-
scribed in Section 3.2.6, except that random-restarts are not done due to there
only being a few parameters to tune. Only the threshold parameters for the naïve
classifiers are tuned while the other parameters have been tuned by hand.

3.3.1.9 Naïve Classifier Parameters

There are a number of different parameters used for the naïve classifiers. Here is
the explanation of each parameter used:

• Used for all naïve classifiers:

– Number of frozen frames: indicates how many previous frames must
at least contain the same subtitle before classifying the current frame
as having frozen subtitle.
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– Number of previous frames to compare against (N ): how many pre-
vious frames the current frame is measured against, as described in
Section 3.3.1.7.

– Frame weight (w): how much to weight the result for the classifier
threshold when looking at each n previous frame, as described in Sec-
tion 3.3.1.7.

• Binary pixel matching:

– Pixel match threshold: sets how many pixels must be the same be-
tween the current and previous frames. The threshold is defined be-
tween 0 and 1, with 1 meaning the frames are the same and 0 meaning
completely different.

• Region matching:

– Region match threshold: sets a threshold for how much the binary
detected region must match between the current and previous frames.
The threshold is defined between 0 and 1, with 1 meaning the frames
are the same and 0 meaning completely different.

• Motion field checking:

– Motion field threshold: sets a threshold for how big the ratio must
be between the number of motion vectors close to zero and the total
number of motion vectors between the current and previous frames.
The threshold is defined between 0 and 1, with 1 meaning the frames
are the same and 0 meaning completely different.

– Filter sizes: sets the size of each Gaussian filter used, the first one is
for the derivative, and the second is for the integral.

– σ : sets the standard deviation for each Gaussian filter used, the first
one is for the derivative, and the second one is for the integral.

– Motion vector threshold: sets the threshold for how small a vector at
least needs to be to be considered close to zero.

• OCR matching:

– OCR threshold: sets a threshold for how much the OCR text must
match between the current and previous frames to be considered the
same. The threshold is defined between 0 and 1, with 1 meaning the
frames are the same and 0 meaning completely different.

• MEID comparing:

– MEID threshold: sets a threshold for how small the MEID must be
between the current and previous frames to be considered the same.
The threshold is defined between 0 and 1, with 1 meaning the frames
are the same and 0 meaning completely different.
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• Corner matching:

– Corner threshold: sets a threshold for how small the corresponding
pixel difference for corners must be between the current and previous
frames to be considered the same. The threshold is defined between
0 and 1, with 1 meaning the frames are the same and 0 meaning com-
pletely different.

3.3.2 Machine Learning Classifiers

There are several different machine learning based classifiers as seen in Section
2.3.2. As mentioned, lr is a common, simple and fast binary classifier that can
yield great result for linear problems. When there is no knowledge of how well
a classifier might perform the best course of action is to implement a simple
classifier and then build from that. The naïve classifiers are the first step to see
how well non-machine learning classifiers perform and implementing a simple
machine learning classifier is the second step to see how much performance can
be improved. lr is not as accurate as more advanced methods like rf, svm, and
neural networks but if the performance of lr is high enough then implementing
them is unnecessary since they have the disadvantage of taking longer to train
and parameter tune. However, comparing lr is needed to understand how well
more advanced methods can improve the result and thus rf is also implemented.

Both machine learning models are trained using hold out cross-validation.
Why hold out cross-validation is used instead of k-fold cross-validation is due
to time constraint.

The dataset is divided into training data (80%) and test data (20%). The fea-
tures used for doing binary classification are based on the output from the naïve
classifiers. There are two types of features; number of sequential frames with
frozen subtitles (*), and continuous output between 0 and 1 calculated from the
naïve classifiers (**). This is done for all naïve classifiers. The following order of
features are used for machine learning classification:

1-2. (*) and (**) Binary pixel matching

3-4. (*) and (**) Region matching

5-6. (*) and (**) Motion field checking

7-8. (*) and (**) OCR matching

9-10. (*) and (**) MEID comparing

11-12. (*) and (**) Corner matching

3.3.2.1 Creating Machine Learning Models

All the machine learning classifiers are implemented in MATLAB using built-in
functions. lr is implemented using fitglm with the following parameter settings:
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• link: logit.

• Distribution: binomial.

The model is predicted using glmval with the logit link option. The optimal
threshold used for converting the continuous output from the lr into a discrete
binary output is found by calculating the auc on the training data for 1000
thresholds between 0 and 1 and choosing the threshold that give the best result.
The threshold cannot be calculated on the test data, otherwise the result would
depend on the test dataset which would neglect the usefulness of having test
data.
rf is implemented using fitrensemble with the following parameter settings:

• Method: bag.

• Learners:

– NumVariablesToSample: all.

– PredictorSelection: interaction-curvature.

– Surrogate: on.

• NumLearningCycles: 300.

The only parameter that needs to be set for the rf is the number of decision trees
generated (NumLearningCycles). For this parameter, if the number of decision
trees is big enough to handle the complexity of the problem then it is enough.
The trade-off with this is that it takes longer to train the more decision trees
are used. The rf model is predicted using predict and the continuous output is
converted to a discrete output the same way as described for lr.

Since false positives are prioritized, the loss matrix defined in Figure 2.4 is
used for both models. This matrix will weight false positives heavier compared
to false negatives.

3.3.2.2 Feature Selection

When training a model using several different features it can be interesting to
know which features provide useful information and if they help improve the
performance of the model in any way. All of the features used for the machine
learning models comes from the naïve classifiers and understanding which of
those features actually improve the result of the machine learning models can be
done using feature selection. To understand which features are good and bad for
each model an error vs model plot is created, similar to Figure 2.6. The error rate,
defined in Table 2.3, is used for the error vs model plot. The problem with using
the error rate though is that it only works for a binary classifier, this means that
for a regression-based classifier the continuous output needs to be transformed
into a discrete binary output. This is can be done by thresholding the continuous
output, and to get this threshold the auc is used similarly as described in Section
3.3.2.1.
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3.4 Evaluation

The text detector and frozen subtitle classifier are both evaluated separately. How
each of them are evaluated is described below.

3.4.1 Evaluating the Text Detector

For evaluating the text detector, accuracy and F1-score are used. tp is when sub-
titles are detected when there are subtitles in the frame, fp is when subtitles are
detected when there are none. tn is when no subtitles are detected when there
are none, and fn is when no subtitles are detected when there are subtitles in the
frame. For the evaluation to be as fair as possible, a certainty check is done to
check that subtitles are found. This is done by comparing the bounding box of
the detected text region against the ground truth bounding box. The comparison
is done by calculating the Intersection over Union (iou) for the bounding boxes
in the absolute coordinates of the video grid as follows.

match =
A ∩ B
A ∪ B

(3.22)

Here, A and B are bounding boxes for the detected text region and ground truth,
respectively. The match shows the percentage of how much the bounding boxes
match.

Two checks are done to be sure if a detected text region contains subtitle. The
second check is executed only if the first check has failed. The order and equation
of each check are as follows.

1. match > τcert

2. match > τcert − 0.5

(a) |Aarea−Barea |
Barea

< 0.56 and sgn(Aarea − Barea) = −1

(b) |Aarea−Barea |
Barea

< 0.25 and sgn(Aarea − Barea) = 1

Here, τcert is a threshold for how much the bounding boxes iou match, Aarea
and Barea are the respective area for the detected bounding box and ground truth
bounding box. The first one checks that iou is big enough, otherwise the second
check is executed. This only looks at two things, that the iou is big enough and
that the area difference between both bounding boxes are small enough. There
are two cases, detected bounding box is bigger than ground truth bounding box
2(a) or vice versa 2(b). Case 2(a) has a bigger threshold than 2(b) because it is
worse to have a smaller bounding box that do not enclose the subtitle than when
it does but have additional background.

This way of evaluating the text detector assures that the found region contains
subtitles. It also makes sure that the text detector is precise in determining the
location of the text and does not simply create a bounding box covering the whole
frame where the subtitle exist. The region found will contain most of the, if not
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the whole, subtitle and not too much extra background. Checking is handled
such as to make sure subtitles that only contain subtitles such as "hi" or "bye" are
not too hard to evaluate compared to subtitles with more characters and words.

3.4.2 Evaluating the Classifier

For the classifier, the same evaluation metrics are used here as was used for the
text detector but with additions such as specificity, and prediction bias for the
machine learning classifiers. Definitions of tp, fp, tn, and fn for frozen subtitles
can be seen in Table 2.2.

When evaluating the naïve classifiers, the text detector implemented in this
paper and a perfect text detector is used. The perfect text detector uses the
ground truth for where and when text appears in the video. A perfect text detec-
tor is used to see how much performance difference there will be for the classifiers
compared to using the implemented text detector.

When evaluating the machine learning classifiers, the result when using all
features is compared against the result when using the best features. This will
give an understanding of which features are most suited for each implemented
machine learning classifier.





4
Result and Discussion

To understand the performance of the frozen subtitle detector the result for the
text detector and classifiers is presented and discussed. The result of the text
detector is first shown and discussed, followed by the naïve classifiers, and finally
the machine learning classifiers. The parameter choices and evaluation metrics
are presented, and for the text detector there are some examples of when the
system performs good and bad. The naïve classifiers have two results, one for
when the implemented text detector is used and another for when a perfect text
detector is used. The machine learning classifiers have results for two different
test datasets where the probability of a subtitle being frozen is 1% and 14%. All
the results are discussed and have an explanation of how to interpret.

All the results presented here for the text detector, naïve classifiers, and ma-
chine learning classifiers are when using dataset 1. The result for when using
dataset 2 can be seen in Appendix A. Similar arguments discussed about the re-
sult when using dataset 1 can be applied for dataset 2.

4.1 Result of Text Detection

The result of the text detector is presented with and without using the section
thresholding described in Section 3.2.3. The dataset used consists of 58662 frames.
In Table 4.1, all parameter choices can be seen.

The result seen in Figure 4.1 and 4.2 shows that section thresholding gives a
very small improvement to the text detector. This means that for cases when the
subtitles are in the upper part of the image, the text detector still performs well.
This also means that constraints such as width being bigger than height needs to
be discarded if vertical subtitles are used. For cases with small amount of caption
text, subtitles can be detected accurately.

When looking at the performance for each category; news, sports, and ugc

53
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Table 4.1: Parameter choices for the text detector.

Parameter Value

Morphological operations

Dilation(2)(A), Dilation(3)(B), Erosion(2)(A), Erosion(3)(B)
Dilation(8)(A), Dilation(9)(B), Erosion(4)(A), Erosion(8)(B)

Size of the structuring element for each operation (height,width):
(3, 1)(A) and (1, 3)(B)

Horizontal factor 33
Height factor 32
cca factor 1 2
cca factor 2 47

Maximum least corner points 110
Certainty threshold 0.7

(a) Section thresholding (b) Without section thresholding

Figure 4.1: Pie charts showing ratio of tp, fp, tn, and fn, with and without
section thresholding.

perform the worst. This is mainly because those videos can have a lot of caption
text that are very similar to subtitle text, resulting in more false positives. Sport
videos usually have score displayed either on top or at the bottom of the screen
which the text detector have a hard time ignoring due to it being very similar to
subtitles. For news videos there are generally a lot of caption text besides subti-
tles appearing, thus making it harder to detect only subtitles. Cartoons perform
surprisingly well even though the contrast in color is very strong and most objects
usually have an outline on them, making some parts have similar edge contrast
to subtitles.

Examples of fp and fn detections can be seen in Figures 4.3 and 4.4, respec-
tively. In Figure 4.5, there are examples of when the text detector chooses the best
detection out of several detections in a frame. What can be noted is that subtitles
can be detected and prioritized even when there are incorrectly detected regions
in the same image. The text detector has a hard time for cases where there are
small subtitles or subtitles that have larger height than width. Why detection
fails for Figure 4.4c can be because the background has very similar contrast to
subtitles, morphing the detection of subtitles and background which is then re-
moved by the empirical analysis. Similar reasoning can used to explain why the



4.1 Result of Text Detection 55

text detector detects part of the background in Figure 4.3a.

Figure 4.2: Average accuracy and F1-score for each video category when run-
ning the text detector with and without section thresholding.

(a) Cartoons1 (b) News2

(c) Sports3 (d) ugc 4

Figure 4.3: Examples of fp text detections (red boxes are detected regions
and yellow boxes are ground truth).
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(a) Animated5 (b) Sitcoms6

(c) ugc 7 (d) Video game cutscenes8

Figure 4.4: Examples of fn text detections (yellow boxes are ground truth).

(a) Cartoons9 (b) News10

(c) Sports11 (d) ugc 12

Figure 4.5: Examples of tp when there are fp text detections (red boxes are
detected regions, green boxes are other detected regions and yellow boxes
are ground truth).
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4.2 Result of Frozen Subtitle Classification

The result for the classifiers is presented similarly to how the text detector is pre-
sented, with a table showing the parameters used for each classifier and graphs
used for showing the evaluation metrics. The result for the naïve classifiers are
first shown, followed by the result for the machine learning classifiers. The re-
sult used from the text detector are tp and fp with section thresholding enabled.
The number of frames used for classification is 49056 for dataset 1 and 45647 for
dataset 2.

4.2.1 Naïve Classifiers

All the naïve classifiers are evaluated when the implemented text detector is used,
and a perfect text detector is used. The parameter choices for all naïve classifiers
can be seen in Table 4.2.

Table 4.2: Parameter choices for all naïve classifiers.

Classifier Parameter Value

All naïve classifiers
Number of frozen frames 3.32
Number of previous frames 4
Frame weights 0.40

Binary pixel matching classifier Pixel match threshold 0.85
Region matching classifier Region match threshold 0.997

Motion field checking classifier

Motion field threshold 0.85
Filter sizes (Derivative, Integral) [20 40]
σ (Derivative, Integral) [2 10]
Motion vector threshold 1

OCR matching classifier OCR threshold 0.60
MEID comparing classifier MEID threshold 0.81
Corner matching classifier Corner threshold 0.95

What can be said about the parameters in Table 4.2 are that all the thresholds
needs to be fairly large to achieve the best result. The region matching threshold
specifically needs a very large threshold which is not strange since only a small

1YouTube video: https://www.youtube.com/watch?v=dkGPIPSHyUk
2YouTube video: https://www.youtube.com/watch?v=Knlzq6nnuNE
3YouTube video: https://www.youtube.com/watch?v=YiwGIeDhC90
4YouTube video: https://www.youtube.com/watch?v=4te6Pa4QEjc
5YouTube video: https://www.youtube.com/watch?v=34cHO5_LX9g
6YouTube video: https://www.youtube.com/watch?v=D0Q6cfG8QDY
7YouTube video: https://www.youtube.com/watch?v=UEZ_qEAdugw
8YouTube video: https://www.youtube.com/watch?v=MlQeLoTUoZE
9YouTube video: https://www.youtube.com/watch?v=bGaiE5sbC2k

10YouTube video: https://www.youtube.com/watch?v=Knlzq6nnuNE
11YouTube video: https://www.youtube.com/watch?v=YiwGIeDhC90
12YouTube video: https://www.youtube.com/watch?v=4te6Pa4QEjc

https://www.youtube.com/watch?v=dkGPIPSHyUk
https://www.youtube.com/watch?v=Knlzq6nnuNE
https://www.youtube.com/watch?v=YiwGIeDhC90
https://www.youtube.com/watch?v=4te6Pa4QEjc
https://www.youtube.com/watch?v=34cHO5_LX9g
https://www.youtube.com/watch?v=D0Q6cfG8QDY
https://www.youtube.com/watch?v=UEZ_qEAdugw
https://www.youtube.com/watch?v=MlQeLoTUoZE
https://www.youtube.com/watch?v=bGaiE5sbC2k
https://www.youtube.com/watch?v=Knlzq6nnuNE
https://www.youtube.com/watch?v=YiwGIeDhC90
https://www.youtube.com/watch?v=4te6Pa4QEjc
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portion of the whole image will differ between frames. This means a large thresh-
old is needed to be certain that two frames are close enough to be considered the
same. Corner matching threshold needs to be large since detected regions corre-
sponds to high edge intensity which in turns also corresponds to many corners.
For all naïve classifiers, a frozen subtitle is generally a subtitle that has existed
for longer than four frames, where a check is done one frame per second. This
means that looking at the four previous frames is enough to understand if the
current frame contains the same subtitle. However, the parameter for number of
previous frames and frame weight have not been tested thoroughly, thus the im-
pact of these parameters are not properly known. What has been noted though
is that looking at more than one previous frame improves the result of the naïve
classifiers.

In Figure 4.6 and 4.7, the distribution of tp, fp, tn, and fn can be seen. The
figures show that binary pixel matching, meid comparing, and corner matching
achieves the best overall performance. This is not strange since meid comparing
and corner matching relies on the edge intensity in the detected regions. This
means that all the areas detected by the text detector will correspond to high
edge intensity and if a similar enough region, detected at the same place, contain
the same amount, then two frames are very likely to be considered the same. The
corner matching classifier has the advantage of relying on only the corners which
will lower the possibility of a false positive as can be seen in the result. Binary
pixel matching achieves a high fp because of a similar argument, the difference
being that pixels are compared and not edge intensity.

The worst performing naïve classifier is the motion field checking classifier.
This is not strange in any way due to two reasons; only checking one frame per
second and only a small part of the detection being frozen. Since there is not
really any correlation between subsequent frames except possibly subtitles, cal-
culating an accurate motion is impossible for most parts of the detected region.
This means that many parts will have no motion field, thus making it harder to ac-
curately classify a region as frozen or not. When using a perfect text detector, the
motion field checking classifier achieved the lowest fp but the highest fn out of
all naïve classifiers. This means that the classifier can detect well when there are
frozen subtitles due to it being able to recognize no movement but with the cost
of predicting more subtitles as being frozen due to subtitles generally appearing
at the same position as previous subtitles.

Comparing the overall performance when using a perfect text detector versus
a flawed one shows an increase in performance across all naïve classifiers. What
can be seen clearly in Figure 4.6 and 4.7 are that some classifiers are affected more
than others. Binary pixel matching, meid comparing, and corner matching are
affected the least, with only 1-2% performance increase. Region matching, mo-
tion field checking, and ocrmatching gets a performance increase of 4.2%, 4.2%,
and 4.7%, respectively. What can be said directly is that the best performing ones
are affected much less than the worst performing ones. This indicates that if only
the best performing naïve classifiers were to be used then a perfect text detector
does not have as much of an impact.

In terms of accuracy and F1-score, movie clips, cartoons, talk shows, and VG
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cutscenes achieve the highest performance while sports achieve the lowest perfor-
mance when looking at Figure 4.8 and 4.9. What is clearly shown is that meid
comparing, binary pixel matching, and corner matching achieve the overall high-
est performance for all categories. They achieve over 80% accuracy and F1-score
for almost all categories. The worst performing ones are motion field checking
and ocrmatching.

(a) Binary pixel matching (b) Region matching

(c) Motion field checking (d) ocrmatching

(e)meid comparing (f) Corner matching

Figure 4.6: Pie charts showing ratio of tp, fp, tn, and fn for each naïve
classifier when using the implemented text detector.

Specificity shows a more interesting performance comparison. Here, binary
pixel matching and meid comparing perform the worst most of the times while
motion field checking and ocrmatching achieves the highest performance. This
is reflected in the overall performance seen in Figures 4.6 and 4.7 where they are
the ones having the lowest fp. This means that combining a naïve classifier that
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achieve low fn with one that have low fp will most likely give the best perfor-
mance.

(a) Binary pixel matching (b) Region matching

(c) Motion field checking (d) ocrmatching

(e)meid comparing (f) Corner matching

Figure 4.7: Pie charts showing ratio of tp, fp, tn, and fn for each naïve
classifier when using the perfect text detector.

The overall result when using the implemented text detector or perfect text
detector is very similar. Sports videos get an improvement in performance which
is likely due to the implemented text detector performing worst for those videos.
Interestingly, specificity decreases for region matching only, but this is not weird.
Region matching relies on the compared region which can be close to identical
between two subtitles of same or close to same lengths, this means that the thresh-
old used could be improved more and that region matching is sensitive to the per-
formance of the text detector. The performance for the naïve classifiers improve
overall, the worse performing classifiers improves more when using a perfect one.
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What can be noted is that two of the worse performing naïve classifiers still have
an accuracy below 80% for a couple of video categories. This indicates that the
performance of the text detector is not the root cause for bad classification, how-
ever, the worse performing classifiers are affected more by the performance of
the text detector.

(a) Binary pixel matching (b) Region matching

(c) Motion field checking (d) ocrmatching

(e)meid comparing (f) Corner matching

Figure 4.8: Average accuracy, F1-score, and specificity for each video cate-
gory for all naïve classifiers when using the implemented text detector.



62 4 Result and Discussion

(a) Binary pixel matching (b) Region matching

(c) Motion field checking (d) ocrmatching

(e)meid comparing (f) Corner matching

Figure 4.9: Average accuracy, F1-score, and specificity for each video cate-
gory for all naïve classifiers when using the perfect text detector.

The average speed for the text detector and each classifier when run with the
text detector can be seen in Figure 4.10. Binary pixel matching and ocrmatching
are the slowest ones. This is due to the text extraction needed for both which
involves doing some image processing. Doing ocr is also very slow, which is why
using it results in such a bad speed performance. The other ones are fairly simple
which is why the speed difference is very low when using and not using a naïve
classifier. If all classifiers were to run together with the text detector the final
speed would approximately be 4.91 fps without any optimization. The speed
was tested on a computer with an Intel Core i7-7700 3.6 GHz CPU and 32 GiB
DDR4 RAM.
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Figure 4.10: Average speed for each classifier (green) and the text detector
(red with thick outline).
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4.2.2 Machine Learning Classifiers

The result for the machine learning classifiers is presented by showing the per-
formance when using all features and the best features. For lr, the performance
when using the loss matrix is also presented. For rf, the loss matrix does not
change the performance in any significant way and is therefore not presented.

The error vs model plot for lr and rf can be seen in Figure 4.11 and 4.12,
respectively. The figures show how the error rate depends on the number of best
features used for the machine learning models. What might seem strange is that
the training error increases with number of features for lr, this can be because
the error rate is used and evaluated after the continuous output from regression
model is transformed into a discrete binary output. This can also explain why the
training error is larger than the test error but is not necessarily case since training
error can be larger than the test error. Best features are:

• For lr:

– Both test datasets: 1, 4, 11, 5, 9, 3, 6, 2, 10, 12, 8, and 7.

• For rf:

– Test dataset 1: 1, 8, 12, 10, 2, 4, 11, 6, 9, 7, 5, and 3.

– Test dataset 2: 1, 8, 12, 10, 2, 6, 4, 11, 7, 5, 9, and 3.

The three first features gives the smallest generalization error for lr when using
test dataset 1 and the nine first features gives the smallest generalization error
when using test dataset 2. Using the eleven first features gives the smallest gener-
alization error for rf when using test dataset 1 and all features gives the smallest
generalization error when using test dataset 2. The error rate is small, indicating
that using only a single feature gives a good performance, and that using the best
features only lowers the error by a small margin.

(a) Using test dataset 1 (b) Using test dataset 2

Figure 4.11: Error rate plotted against number of features used for each lr
model.
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(a) Using test dataset 1 (b) Using test dataset 2

Figure 4.12: Error rate plotted against number of features used for each rf
model.

Table 4.3 shows the threshold used for each machine learning model when
all features and the best features, for dataset 1 and 2, are used as well as the
prediction bias. When using the best features for one test dataset, the result of
the other one is ignored. For rf, there is no result for best features when using test
dataset 2 since it is the same as using all features. This is likely due to rf being
able to utilize each feature effectively since each datapoint can give information
that can improve the model, even if it is by a very small margin.

As seen in Table 4.3, the prediction bias for most combinations of classifiers
and datasets are low. This indicates that there is minimal bias for the machine
learning models and that the result can more confidently be trusted. For test
dataset 2 the prediction bias is higher. This is not strange since training has been
done on a dataset where the probability of a frozen subtitle is very different. The
threshold shows for what probability gives a high confidence that a subtitle is
frozen when using a certain number of features.

The performance for the lrmodel when using all features shows for training
data and test dataset 1 a more balanced error in terms of fp and fn, compared
to when using the naïve classifiers, when looking at Figure 4.13 and 4.14. Test
dataset 2 have a lot less fn than fp which is due to two reasons: training on
a dataset with a different amount frozen subtitles than tested on and the naïve
classifiers perform worse for dataset 2 than dataset 1 as seen in Figure A.3.

The performance for the machine learning models is not that much better
than the best naïve classifier when using all features. However, since the fp is
lower, then the machine learning models have a better result. When the best fea-
tures are used, a slight increase in performance is shown for the machine learning
models. One thing to note is that rf for test dataset 1 seems to perform worse
than using all features, although the best features should be to use all but one.
This is likely because the difference in error rate is so small that using all features
might have been better due to the randomness when generating training and test
datasets.
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Table 4.3: Threshold and prediction bias for each machine learning model
and each dataset.

Training data Test data 1 Test data 2
Model Threshold Prediction bias

Logistic regression
(All features) 0.497 2.55 · 10−15 −1.20 · 10−2 8.27 · 10−2

Logistic regression
(Best features) 0.367 2.66 · 10−15 −5.70 · 10−4 -

Logistic regression
(Best features 2) 0.495 −6.66 · 10−15 - 9.18 · 10−2

Random forest
(All features) 0.676 −1.13 · 10−2 −8.90 · 10−3 2.38 · 10−2

Random forest
(Best features) 0.674 −1.09 · 10−2 1.01 · 10−2 -

To get a lower fp, a loss matrix can be applied, this gives an overall higher
error rate but since fp is more important over keeping a low fn the increase in
error rate is worth it. The fp approximately halves when using a loss matrix,
while the fnmore than doubles. Looking at the performance for the test datasets
when using a weighted loss matrix shows a fp of less than 3%, and even less than
2% in most cases. This is an extremely favourable result, however, the error rate
is increased by up to approximately 50%.

The result for the rfmodel seen in Figure 4.15 shows an extremely low error
rate for the training dataset, however, the performance for the test datasets are
surprisingly similar to the performance of the lr model. For test dataset 1 the
rf model achieves a higher performance in all cases but for test dataset 2 they
achieve almost the same error rate when a loss matrix is used for the lr model
and all features are used for the rfmodel. The lrmodel achieves a better perfor-
mance though since it has a lower fp.

The result for each video category for the machine learning models can be
seen in Figure 4.16 and 4.17. The rf model achieve a better performance that
is more consistent on all video categories for all datasets. The worst performing
categories are anime, documentary, sports, and stand-up. It is not surprising
that sports are one of the worse performing categories, but it is surprising that
documentary and stand-up are among the worst performing categories. What is
seen is that those categories have more fp which can be due to them having more
subtitles and that the subtitles are similar in length which can fool the classifiers
into thinking they are the same, thus being classified as frozen.

What was expected was that news and sports would be the worst ones due
to how hard it is to detect subtitles accurately for those kinds of videos. Sport
videos are one of the worst performing ones but not news. A possible reason
for this might be because there is a smaller number of frames containing frozen
subtitles in the news category than documentary which can explain the results.
The classification performance will be better if a better text detector is used, but
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a simple text detector, such as the one implemented for this thesis, is shown to
be enough for a practical application.

(a) Using training data (b) Using training data and a loss ma-
trix

(c) Using test data 1 (d) Using test data 1 and a loss matrix

(e) Using test data 2 (f) Using test data 2 and a loss matrix

Figure 4.13: Pie charts displaying the ratio of tp, fp, tn, and fn for lrwhen
using all features.
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(a) Using training data and best fea-
tures for test data 1

(b) Using training data, best features
for test data 1 and a loss matrix

(c) Using training data and best fea-
tures for test data 2

(d) Using training data, best features
for test data 2 and a loss matrix

(e) Using test data 1 (f) Using test data 1 and a loss matrix

(g) Using test data 2 (h) Using test data 2 and a loss matrix

Figure 4.14: Pie charts displaying the ratio of tp, fp, tn, and fn for lrwhen
using the best features.
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(a) Using training data and all fea-
tures

(b) Using training data and the best
features for test data 1

(c) Using test data 1 and all features (d) Using test data 1 and best features

(e) Using test data 2 and all/best fea-
tures

Figure 4.15: Pie charts displaying the ratio of tp, fp, tn, and fn for rfwhen
using all/best features.
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(a) Using training data and all fea-
tures

(b) Using training data and the best
features for test dataset 1

(c) Using training data and the best
features for test dataset 2

(d) Using test dataset 1 and all fea-
tures

(e) Using test dataset 1 and the corre-
sponding best features

(f) Using test dataset 2 and all fea-
tures

(g) Using test dataset 2 and the corre-
sponding best features

Figure 4.16: Accuracy, F1-score, and specificity for lr on different video
categories.
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(a) Using training data and all fea-
tures

(b) Using training data and the best
features for test dataset 1

(c) Using test dataset 1 and all fea-
tures

(d) Using test dataset 1 and best fea-
ture

(e) Using test dataset 2 and all feature

Figure 4.17: Accuracy, F1-score, and specificity for rf on different video cat-
egories.





5
System Evaluation and Improvements

In this chapter, the result of the system is evaluated more in-depth to give an
insight and understanding of how and why it performs as it does. First, each
part of the system is evaluated and the naïve classifiers are compared against the
machine learning classifiers. After that, improvements to the method is discussed
as well as the reliability and validity of the thesis. Finally, the thesis is discussed
in how it can be used in a wider context.

5.1 Performance Evaluation of the Frozen Subtitle
Detector

In this section the result for the whole system is discussed more in-depth.

5.1.1 Text Detector Overall Performance

From the result, two things can be said; removing section thresholding can achieve
close to similar result and ignoring all caption text except subtitles is hard. With
and without section thresholding achieved an overall accuracy of 94.5% and
93.8%, respectively. Detecting only subtitles is a problem that have not been
solved by other text detectors and if studied more would be extremely valuable
for detecting frozen subtitles.

The implemented text detector draws inspiration from Yang et al. [49] paper,
as such, comparing the result would be interesting. However, since the way Yang
et al. evaluated is not clear there is no way to compare the result properly.

There are several papers that have implemented text detection that achieve
state-of-the-art performance [24, 39, 47]. The common factor is that all of them
used machine learning in some way. Lu et al. [24] and Wu et al. [47] used a

73
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convolutional neural network and Shivakumara et al. [39] used K-means cluster-
ing. This indicates that machine learning is the future for a more improved text
detector which in turn means a better frozen subtitle detector.

5.1.2 Naïve Classifiers Overall Performance

The result shows that using a naïve classifier that achieves low fp with one that
achieves low fn is the best choice. This is reflected in the result of the machine
learning classifiers. For lr, the two best features are from binary pixel matching
and region matching, and for rf, they are from binary pixel matching and ocr
matching. ocr matching and region matching are chosen since they achieve a
low fp. Binary pixel matching is most likely chosen since it achieved the lowest
fn.

What is interesting is that for all machine learning models, binary pixel match-
ing is always the best feature. For dataset 1, binary pixel matching achieves the
overall best accuracy but for dataset 2, corner matching achieves the best overall
accuracy. This indicates that if the parameters for binary pixel matching were
to be tuned on dataset 2, the naïve classifier would most likely achieve the best
overall performance for that dataset as well.

The ocr matching classifier achieved worse performance than most of the
naïve classifiers. However, this can easily be explained. The ocr used has not
been trained for the kinds of text fonts used in this thesis which means that
it probably has a harder time recognizing words. Another problem is the text
extraction done before running the ocr. For this thesis, a new text extraction
technique was developed. However, this new technique is simple and was only
developed to see if a better performance than using the Otsu threshold could be
achieved, which was the case. There are other text extraction methods developed
that could have been used in this paper, but due to the complexity and time re-
quired to implement them they were not considered. If a better text extraction
method had been used as well as used a better ocr or trained one, then the ocr
matching classifier would probably have performed the best. This means that a
better text detector is warranted.

5.1.3 Execution Speed

As mentioned in Section 4.2.1, if all of the naïve classifiers were to be combined
the speed would approximately be 4.91 fps. This means that real-time classifica-
tion is possible if classification is done at maximum four times a second and ma-
chine learning classification is fast enough. However, this is an average approxi-
mation which means that there are cases when the performance can be lower. But
it can also be faster since many operations are shared between all classifiers which
means that instead of executing them several times, only one time is enough. No
parallelism or running on the GPU have been used, which means that the perfor-
mance can be improved even further.

What can be said with certainty is that real-time classification is possible with-
out too much of a problem even if all the naïve classifiers implemented in this
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thesis were to be used as long as some optimization, as mentioned above, were to
be done.

5.1.4 Machine Learning Classifiers Overall Performance

The overall performance for both machine learning methods show that when
their optimal features are used they can achieve very similar results. The rf
model overall achieved a better performance in terms of error rate and got a bet-
ter fp. However, the lr model can achieve better fp when using a loss matrix
with the cost of a higher error rate. The performance difference between lr and
rf is overall not that big and while rf achieve a better performance, lr is much
faster to train and predict.

Both the machine learning models achieve great performance but the fp still
seem a little high. This can be fixed by increasing the duration for how long until
a subtitle is defined as frozen. A result from this increase in duration is that the
fp will be reduced, and if the duration is large enough the fp can be reduced to
zero. However, the trade-off is that it takes longer to find frozen subtitles.

The problem of detecting frozen subtitles is simple which is likely due to
why lr can achieve a high performance and why a more complex model might
be unnecessary. However, a more advanced model like rf still achieves a better
performance when looking at both the result when training on dataset 1 and
when training on dataset 2 and is therefore more promising to use.

5.1.5 Machine Learning Classifiers Versus Naïve Classifiers

Comparing the performance between the different types of classifiers are done
by looking at the result of the training dataset and test dataset 1 when the ma-
chine learning models have been trained on dataset 1. The biggest difference
between the two types of classifiers are the balancing of fp and fn. The machine
learning classifiers generally achieves a more balanced result while the naïve clas-
sifiers have a much lower fn or fp while the other is much higher. The best naïve
classifier is the corner matching classifier which achieves an error rate of 6.7%
compared to lr and rf that achieves an error rate of 5.3% and 4.5%, respectively,
for test dataset 1. This is compared when using the best features for the machine
learning classifiers. When using a loss matrix for the lr, the error rate is clearly
higher but the fp is lower which is more favourable.

The result for the naïve classifiers in Section A.2 shows the result when they
have not been tuned on dataset 2. This can be solved by better tuning of the
thresholds but also by better naïve classifiers. This is not as much of a problem for
the machine learning classifiers which still achieve good performance regardless
of what dataset was used for training.

The naïve classifiers can achieve close to the same result as the machine learn-
ing ones, but they are still worse since they generally have a higher fp which is
not desirable. The machine learning classifiers can achieve a more balanced re-
sult and can even allow for the option of minimizing one metric over the other.



76 5 System Evaluation and Improvements

This means that in a practical application, a machine learning approach is a more
favourable option to use even though the overall time complexity will be slower.

5.2 Method Improvements

There are several improvements that can be made to the method that could have
improved the performance of the text detector and classifier. In this section,
changes are discussed for how the study itself could have been improved. The
reliability and validity of the study are also discussed followed by a discussion
about the sources used in this thesis.

5.2.1 Improving the Text Detector

In this thesis, a text detector has been implemented that uses simple techniques
together with empirical analysis for false positive removal to detect subtitles in
images. There are no machine learning techniques used but the implemented text
detector has been proven to work and achieves good results. The implemented
text detector only uses edge detection as its primary way of detecting subtitles,
but as written in Chapter 2 there are other properties of an image that can used
as well such as color, texture, and strokes. The only problem with many of these
techniques though is that they do not solve the problem of only detecting sub-
titles, they are either focused on detecting both scene and caption text or just
caption text. However, they can still be used together with smart ways of re-
moving detected caption regions that are not subtitles, which may improve the
performance of the implemented text detector.

There are many different implementations of text detectors that exist and
many of them are using machine learning in some way. This is probably the
best step to go for improving the text detector since we can train a system to
know what text is subtitle and not subtitle. There are features of a subtitle that
separate them from other caption text that can be used for training a machine
learning-based text detector. These are potential features that could be used for
such a detector.

• Position: A subtitle almost always appear in the same location and part of
an image.

• Color: A subtitle has uniform color, usually white or yellow, with some sort
of shadow or outline that differentiate them from other caption text.

• Font: A subtitle has the same font, thus learning this font and setting the
system to prioritize detecting it can be a huge help for knowing whether
subtitles are detected.

• Font size: Subtitles size are usually within a certain size range since they
need to be big enough to be easy to read but not too big to take up too
much of an image.
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• Orientation: In most, subtitles have a horizontal orientation, and in Asian
countries there are cases of vertical subtitles. This can either be a setting or
something that can be trained depending on subtitle language.

Another thing that can be improved is the way the text detector was evaluated.
Creating a way to evaluate as accurately and exact as possible was quite difficult.
Using the iou is good way of evaluating a text detector and has been used for
evaluating other text detectors as well. The problem though, is that the size of
the text detection causes problems, and what constitutes as a good detection is
hard to define properly. Many papers do not go into detail how exactly they
evaluate their detections, some use the detected bounding box for evaluation.
Evaluating like that is not enough for an accurate evaluation. If the length of
a subtitle is short, then it is evaluated more harshly against the bounding box
compared to if the subtitle was long. This can be fair in some sense since there is
less information to look at so if some of that information would be lost then it is
worse than if we had more information and some of that would be lost. There is
still a problem, however, which have to do with whether the detected bounding
box is bigger or smaller than the ground truth. Bigger would mean more noise
is added but we also have bigger chance of detecting the whole subtitle. Smaller
would mean less noise but a smaller chance of detecting the whole subtitle. The
latter case is worse because there is the risk of losing information of the subtitle
that doing ocrwould give nonsensical texts. This means that a way of weighting
depending on whether the size of the detected bounding box is bigger or smaller
than the ground truth bounding box is needed.

Another thing to mention with the text detector is that not all parameters
were tuned using Random-restart hill climbing. Some parameters were tuned by
hand which is not the best way of tuning. Doing automatic parameter tuning
on all parameters could potentially improve the performance of the text detector
even more. However, this also mean that it will take longer to tune. The run-time
for tuning some of the parameters using hill climbing took more than two weeks.
This is an extremely long time which is why some of the parameters were tuned
by hand.

As mentioned, the text detector could be remade using machine learning tech-
niques which could make sure that only subtitles are detected. The way evaluat-
ing the system was done could be improved for a more accurate evaluation that
would better reflect how the whole system works. Finally, all parameters could
have been more smartly tuned that could have improved the result of the text
detector.

5.2.2 Improving the Classifiers

As mentioned previously, theocrmatching classifier could be improved by using
a better ocr and text extractor. A new ocr that was developed during the writing
of this thesis is the Rosetta ocr made by Facebook [3]. It has been developed to
understand text that appears in images on Facebook, both scene and caption text
and is most certainly better than the ocr used in this thesis.
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The machine learning classifier used features such as the number of consec-
utive frozen subtitle detected for each naïve classifier, this could have been re-
placed since the features are reliant on a threshold. This is not ideal in any way
and could be changed by having the output from previous frames as features in-
stead. This would give the same effect but without having to rely on a threshold
that needs be tuned. The only problem with this approach though is that more
features are needed which can increase the chance of overfitting. However, this a
problem that easily can be handled by either only looking at every second previ-
ous frame or taking an average result of previous frames or something similar.

One thing that could have been expanded upon is to test more machine learn-
ing classifiers. It would have been interesting to try implementing svm, and it
would also have been interesting to test an unsupervised learning classifier such
as K-means clustering. This would give even more insight into the complexity of
the problem since we would know even more what types of classifiers are most
suited to use to solve this problem in a practical application.

For the classifiers, an improved ocr and better features would most likely
improve the performance of the machine learning classifiers even more. Testing
more machine learning methods would give a better insight into the complexity
of the problem of what machine learning method is most suited in a practical
application.

5.2.3 Reliability of Study

When talking about the reliability it mostly pertains to the data used for the study.
As mentioned in Section 3.1, all of the videos used in this study are from YouTube
due to the sheer variety of different videos and how easy it is to find videos with
subtitles. What this entails is that a lot of videos can be used even if the videos
have subtitles or they are auto-generated by YouTube. A problem though is that
the subtitles can either be bad or the time they exist for is weird. This does not
affect the result in any way but if something like audio would be used as a feature
in future work then subtitled videos from YouTube might not be the best option.
More of this is discussed in Section 5.3.

Even though a large variety of video categories were used, there are three
problems with the datasets used in this study.

• All videos have different lengths and with that each category have different
amount of data, frames in this case, that is trained and tested on. This can
likely influence the result.

• There are 14 different video categories used here which represent a portion
of the different styles of videos that exist, however, there a lot of different
categories of videos that are not used. Having more categories gives a better
insight into the actual performance and even though 14 categories are used,
some are really like each other like stand-up and talk shows. A good way
to have done it would be to look up a list of what categories different videos
usually are classified as and use that instead.



5.2 Method Improvements 79

• Less categories and more videos could have been better. Since some cate-
gories are similar, it would have been best to only use a couple of categories
like: anime, cartoons, 3D animations/CGI, TV-programs, movies, music
videos, and ugc. All these categories could have had more videos, like
20 or 30, which could have given a greater understanding of what types of
videos are hard and what types of videos are easy. Alternatively, these video
categories could have been divided into additional categories of videos that
contain a lot of caption and scene text and videos that do not.

For this thesis, 145 videos divided into 14 categories were used. This gives
many frames and subtitles to work with, thus if the study would be replicated
using the same categories then a similar result would probably be achieved.

5.2.4 Validity of Study

The biggest problem with evaluation, as mentioned previously, is the evaluation
of the text detector. The result reflects to a certain degree how good the text
detector is, but the author has himself defined what a good text detection is which
have some part of subjectivity to it. However, this have been discussed with the
supervisor, so they have an idea of what constitutes as a good detection and have
approved of it.

All the machine learning methods used are MATLAB’s own built in ones. This
means there is an assurance that the right machine learning methods have been
tested and that they work.

When evaluating the classifiers, all subtitles were classified as frozen if the
subtitles are longer than the average duration, which was calculated from 145
videos. In this case, the average duration is approximately 4 seconds. This means
that subtitles that are longer than 4 seconds will, for the naïve classifiers, be
classified as frozen when they are not. However, since the number of subtitles
that are longer than 4 seconds are few, the result is barely affect in any way.

5.2.5 Source Criticism

Most of the literatures used are from different scientific databases, such as IEEE
Xplore digital library1, ScienceDirect2, ACM digital library3, Springer Link4, PLOS
ONE5, and SPIE digital library6. The most relevant papers were picked irrelevant
of other publication statistics.

Other references includes books: [1], [2], [28], and [33]. Each of the books
have been cited the following amount according to Google Scholar:

• Introduction to Machine Learning [1]: 4745

1IEEE Xplore digital library: https://ieeexplore.ieee.org/Xplore/home.jsp
2ScienceDirect: https://www.sciencedirect.com/
3ACM digital library: https://dl.acm.org/dl.cfm
4Springer Link: https://link.springer.com/
5PLOS ONE: https://journals.plos.org/plosone/
6SPIE digital library: https://www.spiedigitallibrary.org/

https://ieeexplore.ieee.org/Xplore/home.jsp
https://www.sciencedirect.com/
https://dl.acm.org/dl.cfm
https://link.springer.com/
https://journals.plos.org/plosone/
https://www.spiedigitallibrary.org/
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• Pattern recognition and machine learning [1]: 34600

• Interpretable Machine Learning: A Guide for Making Black Box Models Explain-
able [28]: 12

• Artificial Intelligence : A Modern Approach [33]: 35451

As can be noted, the book Interpretable Machine Learning: A Guide for Making
Black Box Models Explainable do not have close to the same amount of references
as the others. This can be because the book is newer and do not provide as much
information as the others. Nevertheless, the book is great for understanding how
to interpret machine learning models which is something the others do not touch
on in too much detail.

In Section 5.3, many of the references are footnotes of blogs and developer
websites. This is because those provide information about the current technolo-
gies and statements that companies provide. Blogs are not reliable sources them-
selves, but they can give insight and information about what is going on around
a area of interest.

5.3 Work in a Wider Context

This thesis has provided a new way of fault detection by learning and understand-
ing when a subtitle is frozen and need to be re-encoded. While working with this
there were several things that never got tested and implementations missing from
a regular text detector that needs to be researched more.

The text detector implemented in this thesis is one that uses common tech-
niques for detecting text in images but tweaked here to only detecting subtitles.
The difficulty though is that subtitles and other caption text are often very simi-
lar, which means that a lot fp are to be expected from this kind of text detector.
Creating a text detector that can only detect subtitles would be the next step.

For classification of frozen subtitles, all features used were based on things
that can be detected in an image. To expand this, audio features can be the next
step. Using Natural Language Processing (nlp) on audio to get what is said and
match that against the subtitle for that time frame can be a strong feature. This,
however, relies on strongnlp that can understand spoken dialogue with minimal
error. Advancements of nlp have come far and have been used a lot in different
AI´s and applications such as Google Assistant7, Alexa8, Cortana9, Siri10 and
more. This means that using audio as a feature for detecting frozen subtitles is
not a far-fetched reality, but a possibility worth exploring.

Instead of creating subtitles for a video, nlp can be used for creating on-
demand video subtitles. This have already been integrated into YouTube where

7Google Assistant: https://assistant.google.com/
8Amazon Alex: https://developer.amazon.com/alexa
9Cortana: https://www.microsoft.com/en-us/cortana

10Siri: https://www.apple.com/siri/

https://assistant.google.com/
https://developer.amazon.com/alexa
https://www.microsoft.com/en-us/cortana
https://www.apple.com/siri/
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the option for auto-generated subtitles exist11. When looking at the accuracy of
YouTubes auto-generated subtitles 2016 there was an average of 7.7 phrase error
per minute [31]. There seems to be no recent study that could be found, as of
the writing of this thesis, on the quality of auto-generated subtitles on YouTube
and therefore there is no telling on how much it has improved since. However,
the more data YouTube must train their machine learning algorithms on, the bet-
ter the quality will be for doing automatic captioning. This way of captioning is
probably the future of video captioning according to Google12.

11Automatic captions in YouTube: https://googleblog.blogspot.com/2009/11/
automatic-captions-in-youtube.html

123PlayMedia, "The Future of Video Captioning According to
Google - 3Play Media": https://www.3playmedia.com/2016/03/05/
the-future-of-video-captioning-according-to-google/ [accessed: 2019-03-04]

https://googleblog.blogspot.com/2009/11/automatic-captions-in-youtube.html
https://googleblog.blogspot.com/2009/11/automatic-captions-in-youtube.html
https://www.3playmedia.com/2016/03/05/the-future-of-video-captioning-according-to-google/
https://www.3playmedia.com/2016/03/05/the-future-of-video-captioning-according-to-google/




6
Conclusion

In this thesis, a fault detection tool was implemented that can detect frozen subti-
tles in a frame. Frozen subtitles in this thesis are defined as unchanging subtitles
that exist for too long. The detection is shown to be able to run in real-time, de-
pending on the how many frames are checked every second. If the overall system
had been optimized more, then at least four frames can be checked every second
if all features were to be used.

The performance of the text detector has been shown to be closer to 90% ac-
curacy and F1-score for most of the videos except for videos that contain other
caption text other than subtitles. Those kinds of videos still achieve more than,
or close to, 80% accuracy and F1-score. The overall error rate is as low as 5.5%
and reflects that if a way to separate subtitles from other caption text were possi-
ble this error would almost be neglected.

The performance of the machine learning classifiers was evaluated and com-
pared against using naïve classifiers to understand how much machine learning
can improve. The result show that even though the error rate between the two
types of classifiers are close, the machine learning classifiers achieves a lower fp
compared to the naïve classifiers. Since a lower fp is more desirable than a lower
fn then using machine learning for frozen subtitle classification is better for a
practical application.

Using a perfect text detector compared to the implemented text detector showed
an increase of up to 4.7% accuracy for the weaker naïve classifiers while the
stronger ones were improved by 1-2% accuracy. For the best performing naïve
classifiers, the performance is not affected as much which indicates that better
text detectors are not as important. As discussed in the thesis, however, if a bet-
ter ocr and text extraction method were to be used, then a text detector that can
detect only subtitles and ignore other caption text is warranted.

Performance for the classifiers on different video categories showed a surpris-
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ing result. Sport videos is one of the worst performing categories due to problems
of other caption texts. The other bad performing categories are anime, documen-
tary, and stand-up. Anime videos performing bad is due to the contrast between
the art style of anime and subtitles are similar, causing them to be classified more
poorly. Documentary and stand-up performing bad, when looking at the perfor-
mance for the machine learning classifiers, might be because of data disparity
between the different video categories. Those categories had generally longer
videos which in turns mean more cases of frozen subtitles, thus the performance
could have been affected when classified with the machine learning classifiers.

For lr, the best features came from using either a few naïve classifiers or all
the naïve classifiers except the ocr matching classifier. For rf the best features
came from using all features. The performance difference was quite small when
using the best features compared to using all features. This indicates that even
though some features can help achieve the best performance, the improvement is
minimal if a single feature, looking at the current and previous frames, were to
be used.

Overall performance for all classifiers showed that the machine learning clas-
sifiers are preferred since they can achieve a lower fp, which is warranted, while
still having a high accuracy. Using a more complex machine learning classifier
gives a small performance boost, indicating that simple machine learning meth-
ods are enough for solving this kind of problem.

6.1 Future Work

To expand and improve on the frozen subtitle detector, audio features could be a
promising feature to use by utilizing smart nlp. Using speech recognition when
someone is talking to match what is being said with the subtitle being displayed.
This would be a powerful feature that could render other features insignificant.
However, this would have to rely on using extremely precise ocr and nlp to
give any significant performance boost. This would also mean that better text
detection and text extraction techniques needs to be used. The conclusion from
this is that four things are needed that achieve state-of-the-art performance: text
detection, text extraction, ocr, and nlp on audio.
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A
Result For Dataset 2

This appendix shows the result for the text detector, naïve classifiers, and ma-
chine learning classifiers when using dataset 2. Similar arguments discussed
about the result in Chapter 4 can be applied here.

A.1 Text Detector

The result of the text detector is displayed with and without using section thresh-
olding described in Section 3.2.3. The dataset used consists of 58662 frames. All
the parameters used can be read in Section 3.2.7 and all the parameters choices
can be seen in Table 4.1.

Figure A.1 shows the distribution of tp, fp, tn, and fn. Figure A.2 shows the
accuracy and F1-score of the text detection for each video category.

(a) Section thresholding (b) Without section thresholding

Figure A.1: Pie charts showing ratio of tp, fp, tn, and fn, with and without
section thresholding.
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Figure A.2: Average accuracy and F1-score for each video category when
running the text detector with and without section thresholding.
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A.2 Naïve Classifiers

All the naïve classifiers are evaluated when the implemented text detector is used,
and a perfect text detector is used. All the parameters used can be read in Section
3.3.1.9 and all the parameter choices can be seen in Table 4.2. The parameters
were tuned on dataset 1.

(a) Binary pixel matching (b) Region matching

(c) Motion field checking (d) ocrmatching

(e)meid comparing (f) Corner matching

Figure A.3: Pie charts showing ratio of tp, fp, tn, and fn for each naïve
classifier when using the implemented text detector.
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Figures A.3-A.4 shows the distribution of tp, fp, tn, and fn. Figures A.5-A.6
shows the accuracy, F1-score, and specificity for the naïve classifiers on all video
categories.

(a) Binary pixel matching (b) Region matching

(c) Motion field checking (d) ocrmatching

(e)meid comparing (f) Corner matching

Figure A.4: Pie charts showing ratio of tp, fp, tn, and fn for each naïve
classifier when using the perfect text detector.
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(a) Binary pixel matching (b) Region matching

(c) Motion field checking (d) ocrmatching

(e)meid comparing (f) Corner matching

Figure A.5: Average accuracy, F1-score, and specificity for each video cate-
gory for all naïve classifiers when using the implemented text detector.
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(a) Binary pixel matching (b) Region matching

(c) Motion field checking (d) ocrmatching

(e)meid comparing (f) Corner matching

Figure A.6: Average accuracy, F1-score, and specificity for each video cate-
gory for all naïve classifiers when using the perfect text detector.
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A.3 Machine Learning Classifiers

All the results shown here have been trained on dataset 2 where 1% of all subtitles
are frozen. The result for the machine learning classifiers is presented by showing
the performance when using all features and the best features. For both machine
learning methods, the performance when using the loss matrix is also presented.

The error vs model for lr and rf can be seen in Figure A.7 and A.8, respectively.
The figures show how the error rate depends on the number of best features used
for the machine learning models. Best features are:

• For lr:

– Both test datasets: 1, 6, 5, 9, 12, 4, 11, 3, 8, 10, 2, and 7.

• For rf:

– Test dataset 1: 1, 2, 12, 8, 11, 4, 3, 10, 5, 7, 6, and 9.

– Test dataset 2: 1, 10, 2, 12, 8, 4, 6, 7, 11, 3, 5, and 9.

The first feature is the best feature for lrwhen using test dataset 1, and the seven
first features are the best features when using test dataset 2. The first feature is
the best feature for rf when using test dataset 1, and the eleven first features are
best for rf when using test datasets 2. The error rate is small, indicating that
using only one feature gives a good performance, and that using the best features
only lowers the error by a small margin.

(a) Using test dataset 1 (b) Using test dataset 2

Figure A.7: Error rate plotted against number of features used for each lr
model.

Table A.1 shows the threshold used for each machine learning model when
all features and the best features, for dataset 1 and 2, are used as well as the
prediction bias calculated for both training and test data for each model and
dataset. When using the best features for one test dataset, the result of the other
one is ignored.
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(a) Using test dataset 1 (b) Using test dataset 2

Figure A.8: Error rate plotted against number of features used for each rf
model.

Table A.1: Threshold and prediction bias for each machine learning model
and each dataset.

Training data Test data 1 Test data 2
Model Threshold Prediction bias

Logistic regression
(All features) 0.108 −1.12 · 10−15 −1.29 · 10−1 1.20 · 10−3

Logistic regression
(Best features) 0.062 −1.36 · 10−14 −1.82 · 10−1 -

Logistic regression
(Best features 2) 0.139 1.09 · 10−15 - −5.78 · 10−4

Random forest
(All features) 0.281 1.30 · 10−2 −3.40 · 10−2 1.85 · 10−2

Random forest
(Best features) 0.091 5.09 · 10−2 1.40 · 10−3 -

Random forest
(Best features 2) 0.268 1.51 · 10−2 - 2.04 · 10−2

Figures A.9-A.12 shows the distribution of tp, fp, tn, and fn. Figures A.13-
A.14 shows the accuracy, F1-score, and specificity for each video category.
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(a) Using training data (b) Using training data and a loss ma-
trix

(c) Using test data 1 (d) Using test data 1 and a loss matrix

(e) Using test data 2 (f) Using test data 2 and a loss matrix

Figure A.9: Pie charts displaying the ratio of tp, fp, tn, and fn for lr when
using all features.
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(a) Using training data and best fea-
tures for test data 1

(b) Using training data, best features
for test data 1 and a loss matrix

(c) Using training data and best fea-
tures for test data 2

(d) Using training data, best features
for test data 2 and a loss matrix

(e) Using test data 1 (f) Using test data 1 and a loss matrix

(g) Using test data 2 (h) Using test data 2 and a loss matrix

Figure A.10: Pie charts displaying the ratio of tp, fp, tn, and fn for lrwhen
using the best features.
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(a) Using training data and all fea-
tures

(b) Using training data, all features
and a loss matrix

(c) Using test data 1 and all/best fea-
tures

(d) Using test data 1, all/best features
and a loss matrix

(e) Using test data 2 and all/best fea-
tures

(f) Using test data 2, all/best features
and a loss matrix

Figure A.11: Pie charts displaying the ratio of tp, fp, tn, and fn for rfwhen
using all features.
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(a) Using training data and best fea-
tures for test data 1

(b) Using training data, best features
for test data 1 and a loss matrix

(c) Using training data and best fea-
tures for test data 2

(d) Using training data, best features
for test data 2 and a loss matrix

(e) Using test data 1 (f) Using test data 1 and a loss matrix

(g) Using test data 2 (h) Using test data 2 and a loss matrix

Figure A.12: Pie charts displaying the ratio of tp, fp, tn, and fn for rfwhen
using the best features.
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(a) Using training data and all fea-
tures

(b) Using training data and the best
features for test dataset 1

(c) Using training data and the best
features for test dataset 2

(d) Using test dataset 1 and all fea-
tures

(e) Using test dataset 1 and the corre-
sponding best features

(f) Using test dataset 2 and all fea-
tures

(g) Using test dataset 2 and the corre-
sponding best features

Figure A.13: Accuracy, F1-score, and specificity for lr on different video
categories.
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(a) Using training data and all fea-
tures

(b) Using training data and the best
features for test dataset 1

(c) Using training data and the best
features for test dataset 2

(d) Using test dataset 1 and all fea-
tures

(e) Using test dataset 1 and the corre-
sponding best features

(f) Using test dataset 2 and all fea-
tures

(g) Using test dataset 2 and the corre-
sponding best features

Figure A.14: Accuracy, F1-score, and specificity for rf on different video
categories.
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