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“Big Data is like teenage sex: everyone talks about it, nobody really knows how to do it,
everyone thinks everyone else is doing it, so everyone claims they are doing it”

Dan Ariely
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Abstract

A customers propensity to buy a certain product is a widely researched field and is
applied in multiple industries. In this thesis it is showed that using binary classi-
fication on data from Scandinavian Airlines can predict their customers propensity
to book a flight within the next coming seven days. A comparison between logis-
tic regression and support vector machine is presented and logistic regression with
reduced number of variables is chosen as the final model, due to it’s simplicity and
accuracy. The explanatory variables contains exclusively booking history, whilst cus-
tomer demographics and search history is showed to be insignificant.

Sammanfattning

En kunds benédgenhet att gora ett visst kdp dr ett allmént undersokt omrade som
applicerats i flera olika branscher. I den hir studien visas det att statistiska binéra
klassificeringsmodeller kan anvédndas for att prediktera Scandinavian Airlines kun-
ders bendgenhet att kopa en resa de kommande sju dagarna. En jamforelse ar pre-
senterad mellan logistisk regression och stodvektormaskin och logistisk regression
med reducerat antal parametrar viljs som den slutgiltiga modellen tack vare sin
enkelhet och tréffsdkerhet. De forklarande variablerna dr uteslutande bokningshis-
torik medan kundens demografi och sdkdata visas vara insignifikant.

Titel: Bindr klassificering applicerat pd att prediktera benédgen-
het att kopa flygbiljetter.
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Section 1

Introduction

The purpose of this section is to give a background on the research area both from
a business and academic perspective. It describes the problem, provides some nec-
essary knowledge, presents a possible idea of solution and lastly it gives a short
introduction of the coming sections in the report.

1.1 Background

Scandinavian Airlines (SAS), one of the largest airlines in Europe, is today commu-
nicating frequently with their customers in order to maximize profits. Although this
strategy could increase short-term profits studies have shown that customer engage-
ment decrease as frequency of communication increase (Fulgoni, 2018). To avoid
losing engagement from customers, which will also decrease profits the content and
timing of communication need to be relevant.

The customer journey can be defined as the different interactions between customers
and companies during the process of making a purchase. Increasing communication
channels and engagement enables the customer journey to be described individually
by measuring actions, movements and behavior (Lemon and Verhoef, 2016). By
analyzing data describing the customer journey, one can describe and predict where
customers are in their journey and individually recommend services or products to
increase the relevancy of the company.

1.2 Purpose of thesis

SAS is using data-driven methods to withdraw target groups for their communi-
cation. Now they want to research if predicting a customers propensity to book a
flight ticket can complement the existing methods in order to improve the relevancy
and timing of communication. The purpose of this thesis is to research if SAS data
can be used to predict their customers’ propensity to book a flight and evaluate the
performance of predictive models.

1.3 Previous research

A customers propensity to buy certain products has successfully been predicted us-
ing statistical models in multiple industries (Santos, 2018; Morales et al., 2013). In
previous research binary classification models have commonly been applied with
customer behavior and data describing different attributes of the customers as pre-
dictors and whether the customer made a purchase or not as the response. Further,
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predictions made by these models have been used to make a decision on how to best
communicate with each customer.

1.4 Idea of solution

Predicting SAS customers propensity to book a flight share similarities with previ-
ous research on predicting a customers propensity to buy. However, SAS only want
to predict for the coming seven days and update the predictive scores regularly. Be-
cause of the similarities, the idea of a solution is to use a binary classification model
with the classes 1 = Booking and 0 = No booking. When training a predictive model
the response value will be whether a customer booked a flight within seven days
after a randomly selected date. Useful data consists of customers” demographics,
search history and booking history. Two binary classifiers, Logistic regression and
support vector machine will be applied in this thesis. The output of interest is a cus-
tomers probability to be classified as a Booker and not the binary output. For logistic
regression the probability is the logarithmic odds and for support vector machine it
is the calculated class probabilities. How the class probabilities are calculated can be
seen in the documentation of the R-package "e1071", see (Meyer et al., 2017).

The decision to use logistic regression and support vector machine was done after
investigating them as well as Poisson, neural networks and random forest. Both
Poisson and Zero-inflated Poisson was tested but discarded due to their inability to
represent the response using the predictors available. Neural networks and random
forrest was also tested but discarded due to not performing better than simpler mod-
els so it merely added complexity. Alternative methods that have not been tested
will be discussed in section 6.3.

1.5 Structure of report

In section 2 the data used and how the features were created in this thesis is de-
scribed. Potential problems with the data are also covered. Section 3 covers the
mathematical theory for creating models and validation. A road map of the meth-
ods used is presented in section 4 and the result from these methods is covered in
section 5. Section 6 describes conclusions from the results, discussion, and sugges-
tions for future research.



Section 2

Data

The purpose of this section is to describe the data used in this research. First, it covers
how SAS collects and stores the data and how it can be accessed by us. Relevant
variables are described in detail, variable creation is covered as well as how the data
is sampled from the population. Lastly, the pre-processing is described.

2.1 Data storage

SAS stores its data in a data warehouse which is updated once a day from their web-
site, Customer Relation Management system and flight system. SAS also has data
describing customer demographics such as age, gender, place of residence, family
status and socioeconomic status in the living area which updates once every 30 days.
Since the raw data is gathered from different systems it will be preprocessed before
modelling.

2.2 Activity data

Each search and booking made by an identified customer is stored as its unique
row with a timestamp of when it was made. To model on the time series data, new
features are created by measuring the frequency of searches and bookings for every
customer within given time periods before the period. A booking is defined as either
having booked a trip or being in another customers booking as a passenger. As seen
in Table 2.1 the time periods are chosen in decreasing length as the time comes closer
to the booking period. The response is defined as whether a customer booked a trip,
y =1, or not, y = 0, seven days after a randomly selected date within the previous
12 months. The date is chosen randomly for each customer individually. The period
of seven days was chosen based on how the predictions from the model will be
implemented by SAS. After creating time periods all the time-dependent variables
can now be represented by one row which represents one customer.

Table 2.1: Time periods used for deriving frequency of searches and
bookings

Variables Time periods in days

Searches | 0-1,2-3, 4-5, 6-10, 11-20, 21-30, 31-60.

Bookings | 0-1, 2-3, 4-10, 11-20, 21-30, 31-45, 46-60, 61-75, 76-90, 91-120, 121-150,
151-180, 181-210, 211-240, 241-270, 270-300, 301-330, 331-360.
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Table 2.2: Variables used for describing a customer.

Variables Description
Eurobonus Level Which membership tier a customer are in. Each tier
is represented by a letter. B=Basic, S=Silver, G=Gold,
D=Diamond, and P=Pandion. If the customer is not in the
eurobonus programme the column contains a null value.

Age Age of the customer.

Has login Describes if the customer has an account on the SAS web-
site or not. Contains the values 1 = Yes and 0 = No.

Has app Describes if the customer has the mobile application or
not. Contains the values 1 = Yes and 0 = No.

Gender Gender of the customer. Contains the values 1 = male and
0 = female.

Family Score A score describing demographic characteristics for the
customer in terms of household compositions and
dwelling types.

Status Score A score describing demographic characteristics for the

customer in terms of Household Income, property values,
and education levels.

Urbanity Score A score describing demographic characteristics for the
customer in terms of its location and physical connectiv-
ity /isolation.

Maturity Score A score describing demographic characteristics for the

customer in terms of maturity of household life stages.
Interculturality Score | A score describing demographic characteristics for the
customer in terms of origin and interculturality of pop-
ulation.

2.3 Sampling from population

Only data from customers that have given their consent to be modelled on and have
been active in the last 12 months is used resulting in 1.2 million customers available
for analysis. To reduce computational load, a subset of 100 000 customers is uniform
randomly selected for modelling. The final data set contains customers booking
history, search history and information about the customer which is described in
Table 2.2. The five scores Family, Status, Urbanity, Maturity and Interculturality are
supplied by Insight One and calculated from demographic data and is standardized
with mean 0 and standard deviation 1 (InsightOne, 2019).

2.4 Problems in the data

A customer that is about to book a trip might do so with another airline than SAS
and will then be labelled as a non-booker in the data set even though they booked
a trip. The search history is limited to logged in customers, hence searches made
by not logged in customers are not registered. This can create a biased correlation
between searching and booking since logging in are common when booking a flight.
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2.5 Data preprocessing

2.5.1 Extreme search values

The search data contains high search volumes for some customers and most of these
searches are made within seconds of each other. As seen in Figure 2.1 some days
have an unlikely high number of searches. This is because all the activities, such as
scrolls and clicks are registered as unique searches. The number of searches per day
is capped at 50 to reduce the impact created by high values.

300-

200-

MNumber of Searches

100 -

i I.m‘l“l..lll‘ i llllhu.]lh

. . .
2018-01 2018-07 2019-01
Date

Figure 2.1: Number of searches made on SAS website by one cus-
tomer. Each bar represents one day.

2.5.2 Replacing missing values

As seen in Table 2.3 Eurobonus level, age and gender have a small percentage of
missing values. Missing Eurobonus Level means that the customer is not a member
of the Eurobonus program. A new class, not member, are created for these cus-
tomers. Age and gender are replaced with the median value of the variable. Since
gender is a factor variable missing values are replaced with male, which is the most
occurred class. 24 % of the observations in the data set are missing values for five
demographic variables. These are excluded from the data set, meaning the predic-
tive models will only be used on customers who have demographic variables. As
seen in Figure 2.2, some customers have the age of 119. SAS has set unknown birth
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dates to 1900-01-01. These values are treated as missing and are replaced with the
median value of age.

Frequency of Ages

1000 1500 2000

Frequency

500
I

0

L

m]
=

20 40 60 80 100 120

Age

Figure 2.2: Bar plot of ages for the customers.

Table 2.3: The proportion of missing values in the data set.

Variable Proportion of missing values
Eurobonus Level 0.012

Age 0.003

Has login 0

Has app 0

Gender 0.004

Family Score 0.24

Status Score 0.24

Urbanity Score 0.24

Maturity Score 0.24

Interculturality Score 0.24

2.5.3 Creation of new factors

Figure 2.3 shows that only a few customers have Eurobonus level Gold, Diamond
or Pandion. These are grouped together and labelled high. The other categories are
labelled mid for silver and low for basic.

2.5.4 Balancing data set

Most of the customers are not booking trips frequently, resulting in an imbalanced
response variable. The data set consists of 4211 observations with the response value
1 meaning they booked a flight in the booking period of seven days. The rest 95789
observations did not book hence there response is 0. Classification models” perfor-
mance on imbalanced data sets tends to be biased towards the majority class. There-
fore the data set is balanced by uniform randomly sampling an equal amount 0’s as
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Figure 2.3: Barplot of membership tiers for the customers. B = Basic,
D = Diamond, G = Gold, P = Pandion and S = Silver

there is 1’s. The resulting final data set contains 8422 observations where each obser-
vation represents one customer. Undersampling leads to a risk of neglecting useful
information (Ganganwar, 2012) which will be discussed further in Section 6.2.2. The
distributions in the final data set are compared to the population they were drawn
from to make sure they represent the entire population. Two observations from the
final data set are presented in Table 2.5.

2.5.5 Comparison between total population and samples

First, a sample of 100000 customers is extracted from the total population, to balance
the data the observations with 0 as the response are reduced to the same amount as
the observations with 1 as the response. Since the sample and the balanced version
of it are created uniformly random they are compared with the total population
to make sure they have corresponding distributions for each of the variables. The
mean values of numeric variables and frequency of factor variables are presented in
Table 2.4. From inspection, it is seen that the data sets look similar, apart from the
Eurobonus level. The balanced data set have a higher representation of High and
Mid-level and lower of Low and No Member. This is expected since the balanced
data set have a higher percentage of bookers, hence customers that book frequently
will have higher Eurobonus Levels since the frequency of booking decides the level.
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Table 2.4: Comparison of variable values between Balanced data set,
sample data set from total distribution and total data set.

Variables Balanced Data set | Sample data set | Total data set
Eurobonus Level High:12.1% High:5.7% High:7.4%
Mid:22.1% Mid:16.5% Mid:20.2%
Low:65.8% Low:78.8% Low:71.8%
NoMember:0% NoMember:0% | NoMember:0.5%
Age Mean:45.6 Mean:45.4 Mean:43.7
Has login Yes:98.1% Yes:97.9% Yes:99.3%
No:1.9% No:2.1% No:0.7%
Has app Yes:49.1% Yes:43.2% Yes:43.6%
No0:50.9% No0:56.8% No0:56.4%
Gender Male:61.3% Male:57.3% Male:58.5%
Female:38.7% Female:42.7% Female:41.3%
Null:0.2%
Family Score Mean:0.16 Mean:0.15 Mean:0.15
Status Score Mean:0.57 Mean:0.54 Mean:0.61
Urbanity Score Mean:0.11 Mean:0.10 Mean:0.12
Maturity Score Mean:-0.03 Mean:-0.04 Mean:-0.02
Interculturality Score | Mean:0.02 Mean:0.04 Mean:0.04
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Table 2.5: Example observations

Variable Observation1 Observation 2
Booked or not (y, response) 1 0
Eurobonus Level Low High
Age 27 56
Has login 1 1
Has app 1 0
Gender 1 0
Family Score -0.56 1.24
Status Score 1.23 2.52
Urbanity Score 3.23 0.24
Maturity Score -0.23 224
Interculturality Score 1.35 -0.45
SearchesDay1 9

SearchesDay?2

SearchesDay3

SearchesDay4-5

SearchesDay6-10

SearchesDay11-20

SearchesDay21-30

SearchesDay31-60

BookingsDay1

BookingsDay2-3

BookingsDay4-10

BookingsDay11-20

BookingsDay21-30

BookingsDay31-45

BookingsDay46-60

BookingsDay61-75

BookingsDay76-90

BookingsDay91-120

BookingsDay121-150

BookingsDay151-180

BookingsDay181-210

BookingsDay211-240

BookingsDay241-270

BookingsDay270-300

BookingsDay301-330

O OO0 FROIONONROIOIOIOINIOIOIN OO
(el el ie] ol ol il o] fo] fol o) fo) fol fol ol ol ol ol ol ol Jol § ol el el Rl BN | Ne

BookingsDay331-360
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Section 3

Theory

The purpose of this section is to cover the theory used in this report. Two methods
are explained and these are logistic regression and support vector machine. How
cross validation is used is described and lastly, the model evaluation metrics are
presented.

3.1 Logistic regression

The purpose of logistic regression is to classify observations into two classes, 1 and
0. It uses maximum likelihood to fit a link function to the observations. The result
is a Sigmoid-function that an observation is predicted along using its predictors as
input. The sigmoid-function ranges between 0 and 1 and the value of the prediction
is the probability that it belongs to class 1.

3.1.1 Binomial Distribution

A binomial distribution is a discrete distribution which emerge when an experiment
is repeated where a specific event have the same probability in all the tries. The
binomial probability mass function can be seen below.

ety = (5 )i

The function depends on N which is the total number of trials, k is the expected or
observed number of succeeded trials and p the probability that one trial will succeed.
X is a variable that has a binomial distribution.

3.1.2 Transformation of the y-axis

The response axis in logistic regression is transformed from probability to the loga-
rithmic odds, the ratio between the probability value and its complementary, so that
it can range between —oo to co. The transformation is done using the logit function,

In(odds) = In (161) ,
where p is the probability.
3.1.3 Binomial regression using maximum likelihood

When estimating 8 using maximum likelihood method the following function is
maximized:



12 Section 3. Theory

p=PBo+Brx1+ ...+ Byxg.

In this case the p value can take negative values and values over 1. To solve this
problem # = g(p) can be modelled, where g(-) is the link function:

g(p) =1 =PBo+Prx1+...+ Byxy,

p can then be recovered as

p=g'(n)

with the link function chosen so that

0<g () <1,
in this case that is the logit link function (Section 3.1.2).

3.1.4 Significance

Each of the coefficients in the model corresponds to a certain variable. Significance
testing using p-values shows whether this coefficient is different from zero or not at
the given significance level. If the coefficient cannot be proven to be different from
zero then there is no proof that the variable has an impact on the model and therefore
the variable will be removed.

3.1.5 Test statistic

Wald test (Wasserman, 2006) is used for testing the significance of the predictor vari-
ables. For parameter f3;, we want to test the hypotheses

{ HO : ‘B,‘ =0
H1 . ‘Bi 7é 0
This can be done using

52

w2 = P
Var(;)

2
where f; is the estimate of the coefficient and Var(f;) is the variance of ;. Hy can
be rejected at the significance level « if W2 > x%,x, where X%,X is an alpha quantile of
chi-square distribution.

3.1.6 Backward Selection

First, a logistic regression model is created using all predictors. Then the predictors
with the highest p-value are iteratively removed one-at-a-time until all predictors
are below a given threshold value of p. Between each iteration the model is refitted.

3.2 Support Vector Machine
() 0y,

The observations in the data consists of # explanatory variables X (i) = (277, %57, ..., xp
Each observation i represents a customer and all the explanatory variables are stated
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in Table 2.5. The response ¥ is 1 if the customer booked a flight ticket seven days
after the selected date (Section 2.2) and 0 if the customer did not make a booking.
The goal of support vector machine (SVM) is, by using the existing data, to predict
the customers propensity to book a flight ticket in real-time. SVM classifies the data
by dividing the observations with a hyperplane. The hyperplane is chosen by max-
imizing the margin between the two classes and the plane. If the observations are
not linearly separable kernel tricks and soft classifier can be used. Kernel tricks map
the observations into higher dimensions and the soft classifier allows observations
to exist on the wrong side of the hyperplane but with a penalty. Methods to calcu-
late the probability of an observation to be classified in a certain class exists. SVM
will be used to predict new observations and the probability will be interpreted as a
customers propensity to book a flight ticket.

3.2.1 Linear case

Figure 3.1 show examples of how different hyperplanes can be used to differentiate
two classes in the 2-dimensional space. The points are observations in two dimen-
sions and the color and shape represent the class.

The hyperplane are the decision function, which could be described as following:

wix+b=wx;+ - +wpx, +0b

and determines the class as following:

. Oifwlx+b <0,
T 1ifwlx+b>0

Where w is the weight for the decision boundary, x is the explanatory variables, b is
the biased term and # is the number of variables.

xzu O
o O

]

L%
>

X4

Figure 3.1: Examples of how a hyperplane can separate two classes
(Gandhi, 2018).

The goal in SVM is to find the hyperplane that maximizes the distance from the
hyperplane to the closest observations, also called the maximum margin as seen in
Figure 3.2. The dashed lines in figure 3.2 is where the decision boundary is equal
to 1 and -1 and both lines are parallel with equal distance to the decision boundary.
The observations on the dashed lines are called support vectors and are the only
observations used to find the maximum margin. To find the optimal hyperplane, or
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maximum margin the weight vector needs to be minimized by using the following
optimization equation:

7
H Maximum.
*a /margin
[ S

.
LY

-
- .

Figure 3.2: The optimal hyperplane is gained by finding the maxi-

mum margin. The solution is only dependent on the observations

closest to the hyperplane, which are also called the supported obser-
vations (Gandhi, 2018).

1
mm —-w w
w,b 2

subject to t(i)(wa(i) +b)>1 fori=1,2,...,m

Where t() is defined as -1 for negative instances (y") = 0) and as 1 for positive in-
stances (y(i) = 1) and m is the number of observations.

Sometimes it does not exist a hyperplane that can separate the classes. To solve this
a slack variable ¢ () > 0 is introduced for each variable, measuring how much the
variable is violating the margin. The hyperparameter C controls how much slack
that will be allowed. Allowing observations to cross the decision boundry is called
Soft margin classifier and the soft margin optimization problem is described by the
following equation:

. (i
min  Sw w—l—ng()

w,b,{ i=1
subjectto  tV(wTx® +b) >1-¢% and ¢ >0 for i=1,2,...,m
Selecting a high C will penalize slack more, making it more important to find a
decision boundary that separates the two classes.

3.2.2 Non-linear case

When the observations are not linearly separable kernel functions can be used to
map the observations in a higher dimension space. The variables can be mapped
into a higher dimension space using ¢(x), where ¢ maps x into a higher-dimensional
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feature space, resulting in the optimization problem:
min lew +C i g(f>
wb{ 2 =
subjectto  t(wTp(xD)+b)>1-70 and 7D >0 for i=1,2,...,m
A kernel is a shortcut that helps us do certain calculation faster which otherwise

would involve computations in higher dimensional space (Jiang, 2016). The kernel
function can be defined as:

for two observations i and j.

By using kernel trick the mapping function ¢(x) does not need to be known but the
inner product is instead solved by the kernel function (Jakkula, 2006). In this thesis,
linear and Gaussian radial basis function (RBF) kernel are used. Linear kernel is the
case when no kernel is used. The RBF-kernel function looks like following;:

2

Gaussian RBF Kernel:  k (x,x') = e (x=X)

replacing the mapping function:

o= [ e oo |

in the following optimization problem:

R Ui
- C (i)
gér% 2w w+ Zé

subject to t(i)(qub(x(i)) +b)>1- §(i) and g@ >0 for i=1,2,...,m

where ¢ is a hyperparameter. Selecting a low ¢ will create a smoother non-linear
decision boundary. Selecting a high o creates a wiggly decision boundary, which
means a risk for overfitting. The optimization problem when using SVM with RBF
kernel looks as following:

) 1 T m )
bl C (i)
HI%I% 5w w+ 'E_ ¢

M

Il
—_

subject to a@D g (x(i),x(”)) >1— @U) and g@ >0 for i=1,2,...,m

3.2.3 Calculate probabilities

SVM does not by itself produce probabilities as logistic regression but the e1071-
package in R, used in this thesis, offers the possibility to calculate the probabilities of
an observation to be classified in each class. The probability model for classification
fits a logistic distribution using maximum likelihood to the decision values of all
binary classifiers and computes the a-posteriori class probabilities for the multi-class
problem using quadratic optimization. The probabilistic regression model assumes
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(zero-mean) laplace-distributed errors for the predictions, and estimates the scale
parameter using maximum likelihood (Meyer et al., 2017).

3.3 K-fold cross validation

Cross-validation is a resampling procedure to evaluate machine learning models
without using new data. The k stands for the number of folds. It is an iterative
method where a subset (fold) of the data is left out and predicted using a model
titted from the rest of the data set.

3.4 Model evaluation

3.4.1 Confusion Matrix

A performance metric for classification models, dividing the output in four classes
as seen in Table 3.1, where TP = True positives, FN = False negatives, FP = False pos-
itives and TP = True positives. The metrics are used to compare the performance of
different models. If the output from a model is a probability the predicted value can
be determined by a threshold value between 0 and 1. If the probability is higher than
the threshold the observation will be True and false otherwise. To decide the optimal
threshold the performance metrics can be plotted against the thershold value.

Table 3.1: Confusion matrix for binary classification

True Value
0 1
. O| TN | FEN
Predicted Value TTEp TP

3.4.2 Accuracy

Accuracy measures the performance of the model by dividing the correct observa-
tions with all observations in population. The equation looks as following;:

TN+ TP
TN+FN+FP+ TP’

Accuracy =

3.4.3 Precision

The ability a classification model to return only relevant instances. The amount
of true positives are divided by all predicted positives in the following equation
(Sokolova and Lapalme, 2009):

TP
TP+ FP’
A precision of 1 means every predicted true value was correct.

Precision =
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3.4.4 Recall

The ability of a classification model to identify all true values. The true positives are
divided by all true values in the following equation (Sokolova and Lapalme, 2009):

TP

Recall = — .
AT TPFEN

A recall of 1 means all true positives are classified correctly by the model. A
precision of 1 can easily be obtained by only predicting true on a few values and a
recall of 1 can be obtained by predicting all observations as true. It is the balance
between the two measurements that is interesting.
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Section 4

Methods

The purpose of this section is to give insight into how the methods described in
Section 3 is applied to the data. Further, this section describes how the models are
evaluated and which programming languages and packages that are used for im-
plementing the methods.

4.1 Models

4.1.1 Logistic regression

Logistic regression (Section 3.1) can be used as a binary classifier which is suitable in
this case since the response contains two classes, book (1) or did not book (0). It can
also handle variables coming from different distributions, some of them in this case
potentially not definable. First, a model is fitted using all variables as explanatory
and then Backward selection (Section 3.1.6) is used to create a lighter model that
is less computationally heavy. Backward selection is iteratively used removing one
variable at a time until all variables are below the threshold of p = 0.05. The model
is refitted after each variable is removed.

4.1.2 Support Vector Machine

SVM (Section 3.2) are fitted on the training data, using if the customer booked or
not as the binary y-response and the variables as predictors. Linear kernel and RBF-
kernel are used and the hyperparameters C and ¢ are tuned using 10-fold cross-
validation. The chosen values of C are 0.1, 1, 10 and the chosen values of ¢ are 1,2,3.
If the optimal hyperparameter is found at the maximum or minimum of the chosen
values more parameters will be chosen. The probabilities are calculated as described
in Section 3.2.3. The optimal hyperparameters for both linear and RBF kernel will be
used for comparison with logistic regression.

4.2 Training the model

The data consisting of 8422 observations is earlier balanced between the two classes,
booked (1) or did not book (0). Before training the model the data is split into two
sets, 80% for training and 20% for testing the model’s performance on unseen data.

4.2.1 K-fold cross validation

The data from the training set is used to train and validate the model using K-fold
cross-validation. K is set to 10 which means that the models are retrained 10 times
using partly different training data each time. Between each of the 10 iterations, the
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model’s performance is measured on the validation data which each time is unseen
by the model. The average of the model’s performance on these 10 iterations is then
used for comparing the different models. The concept is shown in Figure 4.1.

] validation Set
- Training Set

Round 1 Round 2 Round 3 Round 10

90% 91% 95%

Figure 4.1: The data is split into ten sets. The models are trained on

nine of the sets and validated on one. The process is repeated until all

sets have been the validation set. The performance is measured for

each iteration and the average performance of all iterations is with-
drawn (McCormick, 2013).

Validation
Accuracy: 93%

4.3 Model evaluation

To measure and compare how the models perform, the accuracy, precision, and re-
call are measured for different thresholds by using 10-fold cross validation (Section
4.2.1). The threshold decides what predictive score should be interpreted as a booker.
If the precision is high the model predicts a low amount of false positives (Section
3.4), meaning fewer people that have a low probability of booking will be predicted
as bookers. This, however, means the recall will be lower and a lot of customers that
should have been predicted as bookers will be predicted as non-bookers.

4.3.1 Evaluation on unbalanced data

To see how the final model will perform in production it is tested on an unbalanced
data set. 100000 new customers are randomly selected from the database and pre-
processed in the same way as the training data, also described in section 2.

4.4 Implementation

In this thesis, Microsoft SQL is used to extract data from the database and R for
examining the data, feature engineering, modelling and evaluation of models. The
packages used in R are described in Table 4.1. In Section 1.4 neural networks and
random Forrest was mentioned as discarded models, they were tested using Python
and the packages TensorFlow, Keras, ScikitLearn and Pandas.
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Table 4.1: Description of packages used in R in this thesis.

Package Description
dplyr Data manipulation.
ggplot2 Creating graphic plots.
GLM Logistic regression modelling.
obdc Data base connection.
Caret Streamline the process for creating predictive models.
e1071/kernlab | Support Vector Machine modelling.

Lubridate

Easier work with time-data.
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Section 5

Result

5.1 Models

Four different binary classifiers were fitted on the training data. Accuracy, recall and
precision (Section 3.4) for each classifier was measured using 10-fold cross validation
(Section 3.3) and the performance is presented on a continuous threshold scale.

5.1.1 Logistic regression

A logistic regression was fitted on the training data using the logit link function (Sec-
tion 3.1.2) and 10-fold Cross-Validation. At threshold 0.5 the accuracy is 65%, preci-
sion 71% and recall 52% as can be seen in Figure 5.1. The accuracy is stable around
65 % between threshold 0.4 and 0.6 while precision increases and recall decreases in
the same interval. When the threshold is around 0.9 the precision decreases. This
is because true positives are decreasing more than false positive, making the ratio
TPTi-fFP smaller. The behaviour can also be seen in Figure 5.3.

Logistic Regression
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Figure 5.1: Precision, recall and accuracy for the logistic regression

over a threshold (Section 3.4.1) interval from 0 to 1. The entire thresh-

old spectrum is presented Since SAS want to have the ability to tune
it in order to prioritize precision or recall.
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Predictive Scores from Logistic Regression

Frequency
200 400 800
|

a
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Predictive Score

Figure 5.2: Histogram of the predictive scores received from logistic
regression using 10-fold cross validation. A majority of the observa-
tions have a low probability of booking centered around 0.35.

5.1.2 Logistic regression with a reduced number of parameters

A new logistic regression was fitted on the training data using the logit link func-
tion (Section 3.1.2). The variables with p > 0,05 are removed one at a time using
backward selection (Section 3.1.6) and the model is refitted between each iteration.
The final variables in the model with p < 0,05 are booking history variables and
Eurobonus level, as seen in Table 5.1. Since Eurobonus level mid is not significant
it could have been merged with Eurobonus level low but since this was noted after
the data pre-processing was done and because of time limitations it was decided
to keep it in the final model. The probabilities in Figure 5.3 are obtained by using
10-fold cross-validation. At threshold 0.5 the accuracy is 65%, precision 71% and
recall 52%. The accuracy is stable around 65 % between threshold 0.4 and 0.6 while
precision increases and recall decreases in the same interval.

Table 5.1: Coefficients and p-values of the logistic regression with
reduced number of variables.

Variable p-value
Intercept 8.62e-08
Bookings 0-1 days before time period 0.001309

Bookings 20-30 days before time period 0.020781
Bookings 60-75 days before time period 0.000354
Bookings 75-90 days before time period 0.033226
Bookings 120-150 days before time period 1.21e-05
Bookings 210-240 days before time period 0.015932
Bookings 240-270 days before time period 0.001027
Eurobonus Level Mid 0.768502
Eurobonus Level Low <2e-16




5.1. Models 25

Logistic Regression With Reduced Number Of Variables
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Figure 5.3: Precision, recall and accuracy for the logistic regression

with reduced number of variables over a threshold (Section 3.4.1) in-

terval from 0 to 1. The entire threshold spectrum is presented Since

SAS want to have the ability to tune it in order to prioritize precision
or recall.

Predictive Scores from Logistic Regression
with reduced number of parameters
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Figure 5.4: Histogram of the predictive scores received from logistic
regression with a reduced number of variables using 10-fold cross-
validation. A majority of the observations have a low probability
of booking around 0.35. Compared to logistic regression with all
variables it can be seen that the observations are more concentrated
around 0.35, this is due to this model having fewer variables and
therefore lower possibility of distinguishing them from each other.

5.1.3 Support Vector Machine with Linear Kernel

A support vector machine was fitted on the training data using a linear kernel with
C=1 (Section 3.2). The value for C was chosen as the best after using 10-fold cross-
validation. At threshold 0.5 the accuracy is 65%, precision 72% and recall 49%, seen
in Figure 5.5. The performance measurements are only changing when the threshold



26 Section 5. Result

passes 0.05 and 0.95. The reason for this is that all observations have probabilities
around 0.05 or 0.95, as seen in Figure 5.6.

SVM with linear kernel with C=1
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Figure 5.5: Precision, recall and accuracy for the support vector ma-

chine with linear kernel over a threshold interval from 0 to 1. The

performance measurements are only changing when the threshold

passes 0.05 and 0.95 due to all observations being predicted around
those two values.

Histogram of predictive scores from SVM with linear kernel
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Figure 5.6: Histogram of the distribution of predictive scores from

SVM with linear kernel using test data. All observations have proba-

bilities around 0.05 or 0.95, hence the performance measurements are
only changing when the threshold passes 0.05 and 0.95.

5.1.4 Support Vector Machine with RBF Kernel

A support vector machine was fitted on the training data using the RBF kernel. The
best hyperparameters were chosen after using 10-fold cross-validation and were C=1
and ¢=2. The performance of models with other hyperparameters can be seen in
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Appendix A. At threshold 0.5 the accuracy is 54%, precision 53% and recall 79% as
seen in Figure 5.7. After threshold 0.55 the accuracy drops to 50% which is equal
to chance, the recall drops to under 10 and the precision gets very unstable. By
inspecting Figure 5.8 it can be seen that very few observations are predicted with
a probability over 0.55, meaning few customers will be predicted as bookers. The
recall shows that a majority of the bookers will be incorrectly classified by the model.

SVM with RBF kernel with C=1 and =2
1.00-

L,

Precision

=

==

m
1

Wa Accuracy

Precision, Recall, Accuracy
= =
[ tn
m =
1 1

0.00- Recall
0.00 0.25 0.50 0.75 1.00
Threshaold
Figure 5.7: Precision, recall and accuracy for the support vector ma-
chine with RBF kernel with the hyperparameters C=1 and ¢ = 2 over
a threshold interval from 0 to 1.
Histogram of predictive scores from SVM with RBF kernel
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Figure 5.8: Histogram of the distribution of predictive scores from
SVM with RBF kernel using test data. The majority of the observa-
tions is predicted around 0.52.

5.2 Comparison

A comparison is made between all the binary classifiers and is presented in Table
5.2. Logistic regression, logistic regression with a reduced number of variables and
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SVM with linear kernel performs better in terms of accuracy, precision and recall
than SVM with RBF kernel. Performance of SVM with a linear kernel is unstable
when changing threshold. Given that SAS is interested in tuning precision and recall
the model is not suitable. Logistic regression with a reduced number of variables
is chosen as the final model since it has a lower computational load than logistic
regression even though performing slightly worse.

Table 5.2: Performance of all binary classifiers at threshold at 0.5.

Model Accuracy Precision Recall

Logistic regression 0.656 0.716 0.521

Logistic regression with reduced number of variables 0.655 0.715 0.520
SVM with Linear kernel 0.643 0.706 0.477

SVM with RBF kernel 0.544 0.526 0.785

5.3 Performance on test data

The final model, logistic regression with reduced number of variables is evaluated
on the test data giving the accuracy = 0.66, precision = 0.729 and recall = 0.509 as
seen in Table 5.3. The results are similar to the measurements from the 10-fold cross-
validation on the training data set.

Table 5.3: Performance of logistic regression with reduced number of
variables on the test data, threshold at 0.5.

Model Accuracy Precision Recall

Logistic regression with reduced number of variables 0.66 0.726 0.509

5.4 Performance on unbalanced data

Since the response is unbalanced, a model predicting all observations as 0’s would
yield very high accuracy. This is equivalent as setting the threshold to 1 in Figure
5.9. By looking at the recall curve it can be seen that it is 0 when the threshold is
1.0, meaning it does not predict any bookers. The main differences in the model’s
performance on unbalanced data are higher accuracy and lower precision.

Table 5.4: Performance of logistic regression with reduced number of
variables on unbalanced data. Threshold at 0.5.

Model Accuracy Precision Recall

Logistic regression with reduced number of variables 0.77 0.115 0.50
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Reduced logistic regression performance on unbalanced data

1.00-

=

==

o
1

Precision

Precision, Recall, Accuracy
=
T
=
1

=

[

m
1

0.00-

0.50 075 1.00
Threshold

pa -
&

0.00 0

Figure 5.9: Precision, recall and accuracy for the logistic regression

with reduced number of variables over a threshold (Section 3.4.1) in-

terval from 0 to 1. The entire threshold spectrum is presented Since

SAS want to have the ability to tune it in order to prioritize precision
or recall.
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Section 6

Conclusion, discussion and further
research

The purpose of this section is to elaborate on the results achieved in Section 5 and
how these can be used by SAS. Potential problems with the data, sampling and bal-
ancing will also be discussed. Further ethics of some of the variables used in this
work are discussed and lastly, suggestions for further research are covered.

6.1 Conclusion

The aim of this study was to research if SAS available data could predict if a cus-
tomer is going to buy a flight ticket within the next coming seven days. We have
shown that it is possible with an accuracy of 66% to predict which customers that
are going to buy and which are not. In this study, it is shown that a customers” book-
ing history and Eurobonus membership level are the significant predictors. The final
model, logistic regression with a reduced number of variables, predict a continuous
score for the customer to book a flight within the next coming seven days. The score
can be used by SAS to differentiate customers and to personalize communication.

6.2 Discussion

6.2.1 Problems with low frequency in activity

Out of the 100 000 customers that were picked out for analysis 55.6% had not made
any searches on SAS website or had any bookings within the booking period vari-
ables. The non-active customers might behave differently than the active ones. If
these groups have distinct differences between them it would be better to build two
models individually for every group then to fit both into one model.

6.2.2 Resampling of data

Using bookings restricted to a time window of seven days as the response variable
resulted in an imbalanced data set, containing 5% bookings. Modelling on this data
would favour predictions of non-bookers so the non-bookers were downsampled
to the same size as the bookers to balance the data. There are other approaches to
solving the problem of an imbalanced data set. One is by giving different weights to
the cost function so misclassification is penalized differently for each class (Huang
and Du, 2005). Due to its simplicity and ability of interpretation the downsampling
method was chosen. When downsampling the data valuable information that would
otherwise give a better prediction can be lost. The size of the final data set was con-
sidered big enough to still apply this method. There is also a risk that the resampled
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data is biased. To reduce this risk the values of the variables were compared between
the original data and the subset. As the values were similar the subset can be seen
as a true representation of the original dataset.

6.2.3 Ethics

Modelling and acting on Gender, Age and Status can be seen as discrimination and
therefore unethical. The ethics of machine learning is a widely discussed matter
since discrimination can be both immoral and illegal. SAS is not discriminating in
terms of price based on any of these variables and therefore it is decided to keep
them in the analysis.

6.3 Further research

6.3.1 Survival analysis

In this thesis, only binary classifiers are applied to predict customers” propensity to
book a flight ticket. There are however other possible approaches to this problem.
Customers’ bookings are recurrent events which can be modelled using survival
analysis. We suggest using the time between bookings as survival time and book-
ings as events. Variables such as age and Eurobonus membership can be used to
make the model more accurate. The outcome from this model would be a probabil-
ity that the customer will book a flight ticket based on when the last booking was
made. Since a survival analysis model would predict based on the time between
bookings instead of only attributes of a customer we believe it would fit the time-
dependent data better.

6.3.2 Anomalies in behaviour

The customer’s individual activity could be monitored to create trigger points when
they pass certain thresholds or perform certain actions that can be feasible to pre-
dict their propensity to book a flight ticket. This method would be better to detect
changes in customers behaviour just before they are about to book.

6.3.3 Model on the response from communication

Given SAS aim to increase sales by targeting and personalize communication, cus-
tomers’ earlier responses to communication can be used. Customers that have re-
sponded with making bookings as a response of receiving communication can likely
act in the same way again.
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Appendix A

Appendix

A.1 Result of SVM’s with different hyperparameters

The hyper parameter C was tuned using 10-fold cross validation with C = [0.1, 1,
10]. The best value are C = 1 and the performance of all models are presented below.

A.1.1 Linear kernel

SVM with linear kernel with C=0.1
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Figure A.1: Precision, recall and accuracy for the support vector ma-
chine with linear kernel and the hyperparameter C=0.1 over a thresh-
old interval from 0 to 1.

A.1.2 RBF kernel

The hyper parameters C and ¢ was tuned using 10-fold cross validation with C =
[0.1, 1, 10] and ¢ = [1,2,3]. The best values are C =1 and ¢ = 2. The performance of
the best model and the ones with the highest and lowest parameters are presented
below.
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SVM with linear kernel with C=1
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Figure A.2: Precision, recall and accuracy for the support vector ma-
chine with linear kernel with the hyperparameter C=1 over a thresh-
old interval from 0 to 1.
SVM with RBF kernel with C=1 and c=2
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Figure A.3: Precision, recall and accuracy for the support vector ma-
chine with RBF kernel with the hyperparameters C=1 and ¢ = 2 over
a threshold interval from 0 to 1.
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Figure A.4: Precision, recall and accuracy for the support vector ma-
chine with RBF kernel with the hyperparameters C=0.1 and ¢ = 1
over a threshold interval from 0 to 1.
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Figure A.5: Precision, recall and accuracy for the support vector ma-
chine with RBF kernel with the hyperparameters C=0.1 and ¢ = 3
over a threshold interval from 0 to 1.



36 Appendix A. Appendix
SVM with RBF kernel with C=10 and o=1
1.00-
oy
S 075-
< -
G 050-
é' W
o

Precision, Recall, Accuracy

Recall

——
0.00-

0.00 0.25 0.50 0.75 1.00
Threshold

Figure A.6: Precision, recall and accuracy for the support vector ma-

chine with RBF kernel with the hyperparameters C=10 and ¢ = 1
over a threshold interval from 0 to 1.
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Figure A.7: Precision, recall and accuracy for the support vector ma-
chine with RBF kernel with the hyperparameters C=10 and ¢ = 3
over a threshold interval from 0 to 1.
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