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Popular scientific summary 
When businesses are started in Sweden, they are required to choose a numeric code best 

representing their area of industry. This code is known as a Swedish standard industrial 

classification code, or in short, SNI. Statistics Sweden utilizes the standard of SNI when 

mapping the entirety of the business industry in Sweden. They use this to report on economic 

and industrial growth in Sweden. 

 

There are 88 different main group areas of industry, and they are sometimes hard to tell apart 

for anyone not familiar with their mutual differences. This results in businesses occasionally 

choosing the wrong codes, which can make Statistics Sweden’s reports misleading.  

 

In the future, when companies are founded or their business descriptions are updated, the hope 

is that the SNI codes can be correctly set, automatically. In addition to presenting the correct 

information about the business sector in Sweden, this would also remove one of the many 

intricacies you have to deal with when starting and running a business. 

 

Classification is a way to divide for example, individuals into categories. This is done based 

on the information and common attributes or traits, gathered from the individuals. In statistics, 

classification methods are often used to predict which group or category an individual belongs 

to, when the actual group belonging is not known beforehand. Statistical classification methods 

are used to predict which movies we are likely to enjoy, if we should be allowed an insurance 

policy or not, or as in this study; which area of industry a business belongs to.  

 

This study uses a classification method to analyze business descriptions and create a statistical 

model that predicts what area of industry that companies should belong to. The model’s 

predictions are based on the frequencies of unique words in the business descriptions.  

 

Here, the focus is on predicting the 30 most common main groups of SNI. The purpose of the 

study is, as an initiative from Statistics Sweden, to see if a created model can predict the SNI 

codes well enough. If the model performs well, Statistics Sweden will implement this in their 

day-to-day production. 

 

The best model was able to correctly predict 52 percent of companies’ area of industry, which 

is not high enough for an implementation of automatic correction. But as the results are 

considered promising, Statistics Sweden will continue this research outside of this study. 
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Abstract 
This study is a part of an experimental project at Statistics Sweden, which aims to, with the use 

of natural language processing and machine learning, predict Swedish businesses’ area of 

industry codes, based on their business descriptions. The response to predict consists of the 

most frequent 30 out of 88 main groups of Swedish standard industrial classification (SNI) 

codes that each represent a unique area of industry. The transformation from business 

description text to numerical features was done through the bag-of-words model. SNI codes 

are set when companies are founded, and due to the human factor, errors can occur. Using data 

from the Swedish Companies Registration Office, the purpose is to determine if the method of 

gradient boosting can provide high enough classification accuracy to automatically set the 

correct SNI codes that differ from the actual response. Today these corrections are made 

manually. The best gradient boosting model was able to correctly classify 52 percent of the 

observations, which is not considered high enough to implement automatic code correction 

into a production environment. 

 

Keywords: machine learning, classification, gradient boosting, data analysis, NLP, SNI, SCB.  
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Sammanfattning 
Titel: ”Att prediktera näringsgrensindelning: Ett examensarbete om tillämpning av 

maskininlärning för att klassificera SNI-koder utifrån företagsbeskrivningar hos SCB” 

 

Denna studie är en del av ett experimentellt projekt på Statistiska centralbyrån, vars mål är att, 

med hjälp av språkteknologi och maskininlärning prediktera svenska företags industriområde, 

baserat på dess verksamhetsbeskrivningar. Responsvariabeln innefattar de 30 vanligast 

förekommande av 88 huvudgrupper av Standard för svensk näringsgrensindelning (SNI)-koder 

som var och en representerar ett unikt industriområde. Omvandlingen av texten i företagens 

verksamhetsbeskrivning gjordes genom metoden bag-of-words. SNI-koder sätts när bolag 

grundas och på grund av den mänskliga faktorn kan fel kod sättas. Syftet är att med hjälp av 

data från Bolagsverket undersöka om gradient boosting kan åstadkomma en tillräckligt hög 

träffsäkerhet i klassificeringen för att automatiskt ändra till korrekt kod om den skiljer sig från 

den satta. Idag utförs dessa korrektioner av koder manuellt. Den bästa gradient boosting-

modellen åstadkom en träffsäkerhet på 52 procent, vilket inte anses vara tillräckligt hög för att 

implementera en automatisk omkodning i produktionsmiljö. 

 

Nyckelord: maskininlärning, klassificering, gradient boosting, dataanalys, NLP, SNI, SCB.  
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1. Introduction 
Today, the importance and power of statistics are 

greater than ever before. Data is gathered in almost 

every moment of our lives. When we use our credit 

card to purchase clothes, when we drive our car or 

when we use a GPS tracker to estimate the time and 

distance of our exercise run in the forest. The data 

is used to acquire deeper insight into the way we 

behave.  

 

Statistics Sweden (SCB) presents a historical 

timeline of aggregated statistics through time by 

Jorner (2008). Gathering statistics traces back to 

1200 B.C. in early biblical writings, but the first 

modern collection of data occurs in 17th century 

London. This reaches Sweden in the middle of the 

18th century. The first collection of data covered, 

e.g., population, death, and emigration statistics. 

Furthermore, it brought deeper insights about what 

Sweden could do to reduce early death or 

emigration and strengthen the standard of living. 

This laid the foundation for what SCB today is built 

upon. SCB plays an important role in the 

continuously important task of being one of the 

world’s most highly regarded statistics agencies 

(Jorner, 2008).  

 

Today, SCB is active within several different areas 

of statistics. One of the more important areas is 

economic statistics. Documentation of the 

implementation of SNI 2007, by Statistics Sweden 

(2012), presents reports on the business structure 

called Swedish standard industrial classification 

(SNI). This is a five-digit code system used to 

categorize the area of industry that a business is 

most suited to be represented by. The structure of 

the code is presented in Table 1.  

 

 

 

 

 

 

 

 

 

Table 1. Levels of the SNI code system. 

Level Unique 

levels 

Example 

Section 21 A 

Main group 88 A 01 

Group 272 A 01.1 

Subgroup 615 A 01.11 

Detailed group 821 A 01.111 

 

When businesses are registered, they choose their 

own SNI code, which passes through the Swedish 

Tax Agency before arriving in SCB’s system. 

Within SCB’s system, there is a lot of information 

about these businesses such as SNI code, number of 

employees, a short business description, and much 

more. 

 

With the use of this register, SCB performs 

descriptive statistics analysis to present aggregated 

changes in the Swedish business market, but the 

register is also used to distribute data to scholars 

and other organizations that wishes to perform their 

own analyses. In other words, SNI is an important 

pillar in the use of public data.  

 

Because of the large use of the code classification 

system, employees at SCB regularly manually 

check the accuracy of these codes. This is necessary 

in order to present legit data for analyses that have 

an impact on both a local, and a global scale. When 

manually checking these codes, SCB uses various 

methods, but one of them is by analyzing business 

descriptions. This is a resource-heavy and tedious 

task. 

 

A business description is a summary on the 

company’s main business. This should, therefore, 

match the description of the SNI code presented by 

SCB (Statistics Sweden, 2012).  

 

Due to the magnitude of work that is set aside to 

check and change these codes, SCB wishes to 

investigate if the use of machine learning can 

facilitate this task. The use of machine learning to 

predict a response is a trending and effective 

approach to solve complex data problems (Gareth 

et al., 2013, p. vii). SCB’s request has provided this 

thesis with its purpose:  



 

2 

 

- Can machine learning effectively predict 

SNI codes?  

 

In this thesis, the broader purpose as presented by 

SCB is concretized as  

 

- Using text-based business descriptions, can 

Natural Language Processing (NLP) 

together with gradient boosting facilitate 

SCB in the task of checking the accuracy of 

SNI-codes?  

 

The above question is answered through a 

collaborative project initiated by SCB. The authors 

take full responsibility for methodological 

considerations and analyses. In Section 2, previous 

studies on the model choice and earlier attempts of 

predicting SNI codes are presented. In Section 3, 

the data used in this study is described. In Section 

4, a brief introduction to gradient boosting, NLP, 

and cross-validation (CV) are given. Section 5 

focuses on data analysis and the prediction of SNI 

codes. Finally, the results and difficulties with the 

study are discussed in Section 6.  

 

2. Previous studies 
There are multiple studies that compare the 

performance of different multi-class classification 

models and similar problems, but for the more 

recent discoveries such as gradient boosting, there 

is limited research (Zhang et al., 2017, p. 146).  

 

Brown and Mues (2012) compare commonly used 

methods with respect to their Area Under the Curve 

(AUC) value. The AUC value is a measure of how 

well a classification method performs and indicates 

a good method if close to one (Gareth et al., 2013, 

p. 147). They compared methods, e.g., logistic 

regression, neural network, and decision trees, but 

also more recent methods such as gradient boosting 

and random forests.  

 

The data used in their study includes both two-class 

balanced and unbalanced proportion datasets for 

real-world credit scores. The results show that for 

unbalanced data, gradient boosting outperforms the 

other methods and for balanced data, it 

outperformed all other methods, but the differences 

were not statistically significant.  

 

Zhang et al., (2017) presents an updated analysis on 

state-of-the-art classifications methods. In addition 

to the methods included in Brown & Mues study, 

Zhang et al included, e.g., extreme learning 

machines and deep learning. Moreover, their study 

included comparisons of time for computation for 

the different methods to find time-efficient 

approaches to classification. 71 different datasets of 

varying characteristics were used. The number of 

classes ranged from 2-26 and with 2-256 

explanatory variables, known as features. The 

measurement of comparison was accuracy. 

Gradient boosting was recorded to be the best 

classifier among the more time-consuming 

methods as well as having an overall statistically 

higher accuracy.  

 

The promising results from these two studies have 

brought incentive for the use of gradient boosting 

in many online challenges, such as Kaggle’s in 

2015, where 17 out of 29 winning solutions were, 

in fact, gradient boosting (Chen & Guestrin, 2016). 

For these reasons, gradient boosting was chosen to 

address the purpose of this thesis.  

 

Prior to this study, an attempt to predict SNI codes 

from business descriptions has been made 

internally at SCB. In that experiment, a neural 

network was used for predictions, achieving an 

accuracy of 50 percent. They used 19 of the 21 SNI 

sections as response. Further, Statistics Norway 

(2019) has also made similar attempts to predict 

their equivalent of SNI codes based on text data. 

None of these attempts have resulted in any 

concrete implementation. However, the attempts 

raised interest to further study this subject, which is 

the reason for starting this project. 
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3. Data 
The full data from SCB includes 95450 Swedish 

businesses registered between 2008 and 2019 with 

at least one employee. In this thesis, a subset of the 

data is used. The subset only included data on the 

7846 businesses with at least ten employees since, 

according to SCB, there is a high probability that 

these businesses’ SNI codes are correct. This means 

that the training of models, is unlikely to be 

performed on inaccurate data. Also, SCB’s 

descriptive statistical analyses are usually carried 

out within certain areas of industries, including 

only businesses with ten or more employees.  

 

The subset contains SNI codes and business 

descriptions. The business description should be 

written in a way that it is easily understood by 

anybody who wants information about the 

company, but the quality of these texts varies. Some 

descriptions are single worded while some are 

much longer. A full explanation of business 

descriptions can be found at the Swedish 

Companies Registration Office (2012).  

 

4. Theory 
This section will give a description on how gradient 

boosting works and the related assumptions 

necessary. Further, other theoretical methods to 

evaluate parameters and modify the data will be 

presented.  

 

4.1. Tree-based classification  

4.1.1. Classification trees 
The use of classification trees is an effective 

method to use for big data analysis. These can be 

used to predict both continuous and categorical 

response variables, which is one of the advantages 

of these methods. The sample space is divided into 

sections based on a vector space of assigned 

features, which will then assign a class to each 

observation (Hastie, Tibshirani, & Friedman, 2013, 

s 305-309).  

 

Classification And Regression Trees (CART) is 

one of the most common and simple tree methods 

used for prediction  (Duda, Hart, & Stork, 2000, p. 

396). It creates sequential binary splits to avoid the 

complexity from the curse of dimensionality, which 

usually is a consequence from trying to estimate an 

effect using many features at once (Bellman, 1961). 

Every split creates a node. When no more nodes are 

created, the model has established a terminal node, 

and the class majority in the terminal node, is the 

predicted class for new observations. These 

terminal nodes are what determines which class an 

observation belongs to (Hastie et al., 2013, p. 305). 

This process can be shown in a dendrogram, see 

Figure 1.   

 

 

The choice of a binary split is based on the tree 

purity, which for classification trees is measured by 

the Gini index, defined as 

 

∑ �̂�𝑗𝑘(1 −𝑘 �̂�𝑗𝑘),  (1) 

 

where k = 1,2, ..., K classes and j = 1,2, ..., J nodes. 

The splits aim for the purest tree by minimizing (1) 

where �̂�𝑗𝑘 is the proportion of observations in class 

k, within terminal node j. Purity is achieved when 

the index is close to zero, which is when �̂�𝑗𝑘 is close 

Figure 1. Dendrogram. The figure 

illustrates how a single tree, splits the 

data two times and provides three 

terminal nodes.   
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to zero or one. The optimal global model might not 

be found, but a local minimum is what determines 

where the sample space will split. (Gareth et al., 

2013, p. 312) 

 

Altogether, a classification tree model can be 

defined as  

 

𝑇(𝒙; 𝜃) =  ∑ 𝛾𝑗𝐼(𝒙 𝜖 𝑅𝑗)𝑗 ,  (2) 

 

with parameters 𝜃 = {𝑅𝑗 , 𝛾𝑗}1
𝐽
 (Hastie et al., 2013, 

p. 356). Further, 𝒙 = {𝑥1, 𝑥2, … , 𝑥𝑄} is a vector of  

𝑞 = 1,2, . . . , 𝑄 features, 𝑅𝑗 is the 𝑗-th terminal node 

and 𝛾𝑗 is a constant. 𝐼 is defined as an indicator 

function that equals one if 𝒙 corresponds to 

terminal node 𝑅𝑗, and zero if not.  

 

In (2), 𝜃 is estimated by  

 

𝜃 = arg 𝑚𝑖𝑛𝜃 = ∑ ∑ 𝐿(𝑦𝑞 , 𝛾𝑗)𝑥𝑞𝜖𝑅𝑗𝑗 , 

    

where L is a loss function and 𝑦𝑞 is the observed 

response. The constant 𝛾𝑗 is set to the class that 

occurs most frequently within the terminal node 𝑅𝑗. 

The terminal node usually require an 

approximation to be solved (Hastie et al., 2013, p. 

356).  

 

4.1.2. Boosting 
Boosting takes advantage of the tree classification 

method but fits multiple sequential trees to improve 

accuracy. Each addition of a tree represents one 

iteration. The method begins by taking a relatively 

weak classifier, e.g., a single classification tree, but 

uses the error information from this first tree to 

weight the observations when building the next 

classification tree, which then learns from the 

previous model. When iterated multiple times, the 

model consists of many classification trees, which 

together averages to a strong predictor. (Duda et al., 

2000, p. 476) 

 

The boosting function defined below, sums all 

iterations, 𝑚 = 1, … , 𝑀, of classification trees, 

which we recall from the base function (2) and is 

defined as  

 

𝑇𝑀(𝒙) = ∑ 𝑇(𝒙; 𝜃𝑚)𝑚 .  (3) 

 

This makes boosting an additive model combining 

multiple effects into one strong predictor where M 

is the total number of iterations (Hastie et al., 2013, 

p. 341). When making a prediction for a new 

observation, according to (3), the weighted 

prediction from all base functions will decide the 

class affiliation (Hastie et al., 2013, p. 338). The 

aggregation of trees in the boosting method is 

demonstrated in Figure 2. 

Figure 2. Boosting dendrogram. The figure illustrates how the aggregated function of two iterated 

models. The output for each terminal node is the log -odds for belonging to a specific class.   
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4.1.3. Gradient boosting 
A brief introduction to gradient boosting is given 

below, for details see Friedman (2001). The 

gradient boosting model stems from boosting and 

works with a simplification of a Bayes classifier, 

defined as 

 

𝑝𝑘(𝒙) =
𝑒𝑓𝑘(𝒙)

∑ 𝑒𝑓𝑙(𝒙)𝐾
𝑙=1

,  (4) 

 

which is the probability that the observation 

belongs to k, given 𝒙. From the gradient boosting, 

𝑓𝑘(𝒙) is the tree created for class 𝑘. Adding the 

constraint ∑ 𝑓𝑘(𝒙)𝑘 = 0, equation (4) easily 

transforms into a multiclass log-loss (mlogloss) 

function, 

 

𝐿(𝑦, 𝑝𝑘(𝒙)) = − ∑ 𝐼(𝑦 = 𝑔𝑘) log 𝑝𝑘(𝒙)𝑘

    

                    = − ∑ 𝐼(𝑦 = 𝑔𝑘)𝑓𝑘(𝒙)𝑘 +

                            log (∑ 𝑒𝑓𝑙(𝒙)𝐾
𝑙 ). (5) 

 

In (5), 𝐼 is an indicator function which is one when 

the observation belongs to class 𝑘. Small loss 

values indicate good predictions and for correct 

predictions the first part of (5) will be a larger 

negative value, reducing the full loss function. 

Hence, this fulfills the assumption for a loss 

function to punish correct predictions less than 

wrong predictions, which mlogloss does 

(Friedman, 2001). 

 

Gradient boosting iteratively increases the 

probability of predicting correct classifications. 

After all iterations, 𝑝𝑘(𝒙) is the sum of probabilities 

predicted from all M trees and large values indicate 

a large probability that x is of class 𝑘. This is 

presented in the algorithm section below.  

 

In the algorithm, 𝒙𝑖 represents the vector of feature 

values for observation 𝑖. In step 2a the probability 

is calculated by a symmetrical logistic 

transformation in the interval [0,1].  

 

Step 2b calculates the mlogloss value 𝑟𝑖𝑘𝑚 for N 

observations and is used to estimate 𝑅𝑗𝑘𝑚 and 𝛾𝑗𝑘𝑚. 

Further, one tree for all classes is produced with 

response 𝑟𝑖𝑘𝑚 of 𝑅𝑗𝑘𝑚 terminal nodes and 𝐽𝑚 nodes. 

In step iii, 𝛾𝑗𝑘𝑚 is calculated and weighted heavier 

for wrong classifications when step 2a is close to 

one. The heavier weighted trees determine how the 

Algorithm gradient boosting 

1. 𝐿𝑒𝑡 𝑓𝑘0(𝒙) = 0, 𝑘 = 1,2, … , 𝐾 

2. 𝐹𝑜𝑟 𝑚 = 1,2, … , 𝑀 𝑑𝑜: 

a. 𝐿𝑒𝑡 𝑝𝑘,𝑚−1(𝒙) =
𝑒𝑓𝑘,𝑚−1(𝒙)

∑ 𝑒𝑓𝑙,𝑚−1(𝒙)𝐾
𝑙=1

, 𝑘 = 1,2, … , 𝐾 

b. 𝐹𝑜𝑟 𝑘 = 1,2, … , 𝐾 

i. 𝐶𝑜𝑚𝑝𝑢𝑡𝑒 𝑟𝑖𝑘𝑚 = 𝐼(𝑦𝑖 = 𝑔𝑘) − 𝑝𝑘,𝑚−1(𝒙𝑖), 𝑖 = 1,2, … , 𝑁 

ii. 𝐹𝑖𝑡 𝑎 𝑟𝑒𝑔𝑟𝑒𝑠𝑠𝑖𝑜𝑛 𝑡𝑟𝑒𝑒 𝑡𝑜 𝑡ℎ𝑒 𝑡𝑎𝑟𝑔𝑒𝑡𝑠 𝑟𝑖𝑘𝑚, 𝑖 =

1,2, … , 𝑁, 𝑔𝑖𝑣𝑖𝑛𝑔 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙 𝑛𝑜𝑑𝑒 𝑅𝑗𝑘𝑚, 𝑗 =

1,2, … , 𝐽𝑚, 𝑤ℎ𝑖𝑐ℎ 𝑖𝑠 𝑡ℎ𝑒 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑡𝑒𝑟𝑚𝑖𝑛𝑎𝑙 𝑛𝑜𝑑𝑒𝑠 𝑖𝑛 𝑡𝑟𝑒𝑒 𝑚 

iii. 𝐶𝑜𝑚𝑝𝑢𝑡𝑒 𝛾𝑗𝑘𝑚 =
𝐾−1

𝐾

∑ 𝑟𝑖𝑘𝑚𝒙𝑖𝜖𝑅𝑗𝑘𝑚

∑ |𝑟𝑖𝑘𝑚|𝒙𝑖𝜖𝑅𝑗𝑘𝑚
(1−|𝑟𝑖𝑘𝑚|)

, 𝑗 = 1,2, … , 𝐽𝑚 

iv. 𝑈𝑝𝑑𝑎𝑡𝑒 𝑓𝑘𝑚(𝒙) = 𝑓𝑘,𝑚−1(𝒙) + ∑ 𝛾𝑗𝑘𝑚𝐼(𝒙𝜖𝑅𝑗𝑘𝑚)
𝐽𝑚
𝑗  

3. 𝑂𝑢𝑡𝑝𝑢𝑡 𝑓𝑘(𝒙) = 𝑓𝑘𝑀(𝒙), 𝑘 = 1,2, … , 𝐾. 

(Hastie et al., 2013, p. 387) 
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model will be updated in step iv, which repeats for 

M iterations and leads to the output in step 3.  

 

Gradient boosting does not use hypothesis testing 

to evaluate features but uses a measure of feature 

importance. Each feature's importance in the model 

to estimate the response, relative to each other, is 

defined in squared form, 

 

𝜏𝑞𝑘
2 =

1

𝑀
∑ 𝜏𝑞

2(𝑇𝑘𝑚)𝑚   

    

where 

 

𝜏𝑞
2(𝑇) = ∑ 𝑙𝑗

2𝐽−1
𝑗 𝐼(𝜐(𝑗) = 𝑞), 

    

and 𝑙𝑗
2 is the squared reduction of error risk from 

the split when 𝐼(𝜐(𝑗) = 𝑞) equals one is true for the 

specific feature splitting to node 𝑗. The net 

aggregated average reduction is simply 

 

𝜏𝑞 = √
1

𝐾
∑ 𝜏𝑞𝑘

2
𝑘   

 

which indicate what features are important for 

object classification (Hastie et al., 2013, p. 368). 

 

To fit the model, multiple hyper-parameters and the 

number of iterations must be specified in the 

algorithm. These are described by Chen et al.,  

(2019) and can be optimized with the use of, e.g., 

CV. 

 

4.2. Natural language processing 
NLP is a collective name for all analysis of text 

data. There are many ways of analyzing raw text, 

and one of them is called tokenization, which 

simply separate words by whitespaces in text data. 

An array of characters in a text, is within machine 

learning and programming usually referred to as a 

string and will be used from now on. The sequence 

of tokens represents unique features for the entire 

dataset, which can be used for statistical analysis. 

See, e.g., Manning et al. (2014) for a more thorough 

description of these common steps in NLP. 

 

4.2.1. Bag-of-words 
Zhang and Jin (2010) help us to understand the bag-

of-words as a method in text mining. In the bag-of-

words method, strings are tokenized to separate 

words, and count the frequency of unique words. 

This makes quantitative analysis possible from 

string data. However, the sequence that tokens 

appear in is lost, which means that the context is 

also lost. Hence the name bag-of-words.  

 

Each unique word becomes a feature with a 

numeric vector corresponding to the frequency of 

the words for all observations, which makes this 

model one of the strongest for NLP (Zhang & Jin, 

2010).  

 

4.2.2. Jaro-Winkler distance 
The Jaro-Winkler string distance (Cohen and 

Fienberg, 2003) is used to, e.g., name-match or 

spellcheck. Let 𝒕 = {𝑏1, 𝑏2, … , 𝑏𝐶} be an array of 𝐶 

characters in the word we wish to spellcheck, and 

𝒔 = {𝑎1, 𝑎2, … , 𝑎𝐷} be the array of 𝐷 characters for 

the reference word. The Jaro similarity metric of 𝒕 

to s, is calculated with the determinant values and 

is defined as 

 

𝐽𝑎𝑟𝑜(𝒔, 𝒕) =
1

3
(

|�́�|

|𝒔|
+

|�́�|

|𝒕|
+

|�́�|−𝑇𝒔,́ �́�

|�́�|
). 

    

Here, �́� are the characters in 𝒔 common with 𝒕 and 

�́� is the characters in 𝒕 common with 𝒔.. Also let 𝑇𝒔,́ �́� 

be half of the number of transpositions for 𝒔,́  and �́�. 

Adding the Winkler prefix (Z), we end up with the 

Jaro-Winkler distance defined as, 

 

𝐽𝑎𝑟𝑜(𝒔, 𝒕) +
�́�

10
∗ (1 − 𝐽𝑎𝑟𝑜(𝒔, 𝒕)), 

  

where 𝑍 is the longest common prefix of 𝒔 and 𝒕, 

and �́� = max (𝑍, 4). This method was used for 

spellchecking, described in Section 5.1. 

   

4.3. k-fold cross validation 
One method to evaluate the performance of a model 

is k-fold CV, see e.g., Gareth et al. (2013, p. 181-

183) for details. The positive integer k can take any 

value up to the sample size which represents the 
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number of equally large splits of the dataset. When 

evaluating the performance, k models are trained 

where each split sequentially takes turns in 

representing test data, while the rest of the splits are 

used for creating a model to predict the response on 

this temporary test dataset. A mean test error is 

calculated for all different test datasets. This 

prevents important information from all 

observations to get excluded when separating 

observations for training and testing datasets, for 

evaluating the model. The measure of evaluation 

must be an identical and independent value, such as 

mean square error, mlogloss or accuracy.  

 

CV is a good tool for selecting optimal hyper-

parameters when evaluating the best model to fit 

specific data, which also indicates that optimal 

hyper-parameters may vary between different 

datasets. This method was used for evaluating 

hyper-parameters, described in Section 5.2. 

 

5. Data analysis 
When SCB performs descriptive statistical analysis 

on the business sector, they usually do this on the 

main group level, i.e., using only the first two digits 

of the five-digit SNI code.  

 

It was decided together with SCB to base the 

analysis in this thesis on the main groups of SNI. 

This was partly decided due to the lack of 

occurrences from each of the deepest levels of SNI. 

To base the analysis on the complete five-digit SNI 

codes would require a much larger dataset.  

 

The decision was made to focus on improving on 

the prediction accuracy from the earlier attempts at 

predicting businesses’ SNI codes, mentioned in 

Section 2. In this study, the number of response 

levels was 30 of the 88 main groups. The 30 levels 

of SNI codes chosen were the most frequently 

occurring main groups in the full dataset.  

 

All data modification, modeling, and calculations 

were made using the statistical programming 

language R (R Core Team, 2018) with the 

integrated development environment RStudio 

(RStudio Team, 2016). All gradient boosting 

models were created using the package xgboost 

(Chen et al., 2019).  

 

5.1. Data modification 
In some of the observations, business descriptions 

contained negation of features separated by a 

whitespace, which would still count the feature as 

occurring without the negation. To prevent this 

from creating noise or faulty observations in the 

data, everything from the negation not, or in 

Swedish inte, ej, up to the following dot was 

changed to the word negation.  

 

The package quanteda (Benoit et al., 2018) was 

used to modify the dataset to a format suitable for 

xgboost:  

• Tokenize and count the frequency, using the 

bag-of-words model, described in Section 

4.2.1. 

• Remove special signs, numbers, and 

hyphens. 

• Set all letters to lower case. 

• Remove stop words such as; I, you, and, if, 

to, etc. Complete list found at Google 

(2011). 

• Remove words occurring less than eight 

times in total. 

• Trim words to joint word stems. 

 

Further, the dataset was split into a training set, a 

random sample containing 85 percent of the full 

data, and a test set, the remaining 15 percent. This 

was done to estimate the future final model’s 

accuracy on new data, and to avoid overfitting the 

model.  

 

Several models were fitted, from which the 700 

most important features were extracted. The rest of 

the features were then excluded when fitting the 

final models, serving as a dimension reduction.  

 

Before the reduction of features, a spell check was 

made through the method of Jaro-Winkler 

Distance, defined in Section 4.2.2, using the 
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package stringdist (van der Loo, M.P., 2014). 

Words  

that had a string distance of less than ten percent, 

when compared to one of the most important 

features, were changed to the word in the most 

important feature list. 

 

5.2. Hyper-parameter tuning 
A hyper-parameter is a parameter that is set before 

training a model. They are used to tune the model 

algorithm in hope of achieving higher performance. 

In gradient boosting there are, e.g., hyper-

parameters which values decide when to create tree 

splits or how many splits that are allowed for each 

grown tree.  

 

Evaluation of which values to use for the different 

hyper-parameters in the gradient boosting model 

was done using 5-fold CV. The evaluation was 

done through the coordinate descent process 

described by Wright (2015), and was based on the 

metric of lowest mlogloss value.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

A chosen range of values for the hyper-parameter 

in question was evaluated, while the rest of the 

hyper-parameters were held constant. The constant 

value chosen initially was the default value for each 

hyper-parameter.  

 

After all iterations through the chosen range of 

values finished, the results were summarized. The 

summary contained the lowest mlogloss performed 

in the CV for each of the hyper-parameter values, 

the standard deviation of the mlogloss, and time to 

complete. This resulted in a local minimum 

mlogloss for 30 levels of SNI. Time to complete 

was taken into consideration if another value than 

the optimum or close to it was several hours faster, 

which was only the case for the hyper-parameter 

nthread. The hyper-parameters evaluated using the 

described process is found in Table 2 

 

  

Table 2. Description of hyper-parameters including results of 5-fold CV. 
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5.3. Performance and results of the 

final models 
Two final models were fitted using the hyper-

parameters with the best performance from the 

cross-validation. All other values of hyper-

parameters were set to default. The first model was 

built focusing on maximizing the accuracy, by 

minimizing the error percentage, and the second 

one with focus on minimizing the mlogloss 

function.  

 

The model focusing on accuracy, accurately 

classified 52.41 percent of the observations (1064 

Gradient boosting iterations). The training process 

is seen in Figure 3. 

The model with focus on minimizing mlogloss, 

accurately classified 51.09 percent of the 

observations (2029 Gradient boosting iterations). 

The mlogloss for that model was 1.70 and the 

training process is seen in Figure 4. 

For both models, the SNI codes 45, 68, and 56 had 

the three highest True Positive Rate (TPR). The 

description and prevalence of these codes are found 

in Table 3, and the most important features derived 

from these models are found in Table 4.  

 

Table 3. Description and prevalence for SNI codes 

with the highest TPR. 

SNI 

Code 

Area 

Description  

Prevalence TPR 

45 Trade and 

repairment 

of 

motorcycles 

business. 

3.35 % 83.7 % 

68 Real estate 

management 

business.  

5.06 % 81.5 % 

56 Restaurant-, 

catering- 

and bar 

business.  

5.53 % 80.3 % 

   

  
Figure 3. Iterations for the first model. The 

figure illustrates how the model trains over 

multiple iterations when using error 

percentage as the evaluation metric. Training 

leveled out at the marked best iteration.  

Figure 4. Iterations for the second model. The 
figure illustrates how the model trains over 
multiple iterations when using mlogloss as 
the evaluation metric. Training leveled out at 
the marked best iteration.  
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6. Discussion 
The purpose of this thesis is to investigate if 

machine learning can effectively classify SNI codes 

based on business descriptions.  

 

For predicting area of industry, the gradient 

boosting method was chosen, which is widely used 

in both academic and business industries. Even 

though the chosen method is arguably good, no 

analysis across methods has been carried out. This 

opens the possibility to try other machine learning 

algorithms, such as support vector machines, which 

could perhaps increase the accuracy of the model.  

 

However, as shown in previous studies, the 

difference in performance between these slower 

computational methods and gradient boosting are 

rarely significant. This provides little to no  

incentive for a method change, in the hope of 

getting revolutionary results.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Further, when analyzing the difference between the 

two final models, there was no significant 

difference in accuracy. However, when looking at 

the number of iterations of the model focusing on 

accuracy, it resulted in a 1.32 percent higher 

accuracy, but also in almost half the computational 

time compared to the model focusing on mlogloss. 

Computational time is a huge constraint for 

machine learning and has also proven to be an 

obstacle in this study. Training the models and 

performing CV was very time consuming. To 

reduce the computational time, extreme gradient 

boosting could have been a better choice, as it 

approximates node splits instead of calculating 

them exactly.  

 

The choice of not using the approximative 

approach to node splits, is based on studies showing 

that these more time efficient methods, are 

consistently fitting models with lower accuracy 

than the slower methods. Going back to the analysis 

of the two models, we can benefit from the better 
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performance from a slower method, and at the same 

time, choosing accuracy as the evaluation metric 

halved the computational time.  

 

Compared to the previous internal experiments at 

SCB, this study provides a small increase in 

accuracy but with a higher number of response 

levels, which is an improvement. However, this 

accuracy is not high enough to use as an automated 

correction of SNI codes. Although, due to the high 

amount of resources spent on recoding, any help in 

finding incorrect businesses is of help. With 

randomly assigned SNI codes, the accuracy is 

approximately 3.3 percent, which is far worse than 

52 percent.   

 

One of the biggest issues in this study, is the poor 

quality of data. When a business description is 

created, there is no baseline of reference on the 

content or structure of the description. Business 

descriptions containing a single word does not 

provide much information about the area of 

industry. For example, describing a business with 

only the word cars will not provide any information 

if cars are sold, produced or for rent, which would 

all yield different SNI codes. Antipole of these 

businesses is those who try to write everything the 

business might do in an infinite lifetime. Their main 

business might be the production of cars, but they 

will include the sale of cars to allow for pivoting if 

circumstances change.  

 

When comparing TPR with prevalence for the 

different SNI codes, we can see that prevalence 

does not seem to be the one deciding factor for 

classification. However, the importance of features 

seems to correlate with the description for the 

classes with a higher TPR, see Table 3 and 4. For 

example, the word restaurant might only occur in 

the description for area of industry code 56, while 

the word company can relate to a variety of 

different areas of industry codes.  

 

We think that a more structured dataset would yield 

more accurate results. Currently, SCB are 

implementing a new system of digital annual 

reports (DiÅR), which is exactly this more 

structured dataset. With the insight from this study 

and continuous interest in implementing machine 

learning in the core business of SCB, this project 

will continue outside of this thesis with DiÅR data.  
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