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ABSTRACT 
Recent advancements in machine learning has contributed to an explosive growth of the image 
recognition field. Simultaneously, multiple Information Technology (IT) service providers such as 
Google and Amazon have embraced cloud solutions and software as a service. These factors have 
helped mature many computer vision tasks from scientific curiosity to practical applications. As image 
recognition is now accessible to the general developer community, a need arises for a comparison of its 
capabilities, and what can be gained from choosing a cloud service over a custom implementation.  

This thesis empirically studies the performance of five general image recognition services (Google 
Cloud Vision, Microsoft Computer Vision, IBM Watson, Clarifai and Amazon Rekognition) and image 
recognition models of the Convolutional Neural Network (CNN) architecture that we ourselves have 
configured and trained. Image and object level annotations of images extracted from different datasets 
were tested, both in their original state and after being subjected to one of the following six types of 
distortions: brightness, color, compression, contrast, blurriness and rotation. The output labels and 
confidence scores were compared to the ground truth of multiple levels of concepts, such as food, soup 
and clam chowder. 

The results show that out of the services tested, there is currently no clear top performer over all 
categories and they all have some variations and similarities in their output, but on average Google 
Cloud Vision performs the best by a small margin. The services are all adept at identifying high level 
concepts such as food and most mid-level ones such as soup. However, in terms of further specifics, 
such as clam chowder, they start to vary, some performing better than others in different categories. 
Amazon was found to be the most capable at identifying multiple unique objects within the same image, 
on the chosen dataset. Additionally, it was found that by using synonyms of the ground truth labels, 
performance increased as the semantic gap between our expectations and the actual output from the 
services was narrowed. The services all showed vulnerability to image distortions, especially 
compression, blurriness and rotation. The custom models all performed noticeably worse, around half 
as well compared to the cloud services, possibly due to the difference in training data standards. The 
best model, configured with three convolutional layers, 128 nodes and a layer density of two, reached 
an average performance of almost 0.2 or 20%.  

In conclusion, if one is limited by a lack of experience with machine learning, computational resources 
and time, it is recommended to make use of one of the cloud services to reach a more acceptable 
performance level. Which to choose depends on the intended application, as the services perform 
differently in certain categories. The services are all vulnerable to multiple image distortions, potentially 
allowing adversarial attacks. Finally, there is definitely room for improvement in regards to the 
performance of these services and the computer vision field as a whole. 
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 INTRODUCTION 

Over the past decade, the proficiency of machine learning models has improved greatly across multiple 
areas such as computer vision [1], speech recognition [2,3] and natural language processing [4]. Within 
computer vision in particular, performance has skyrocketed to a level where state-of-the-art image 
classification algorithms outperform humans in some recognition tasks, such as recognizing traffic 
signs, faces and handwritten digits [1], but also on the general, 1000-image class benchmark ImageNet 
dataset [1,5,50]. However, translating the visual information into a computational model understandable 
by a machine is no simple task. It is necessary to recognize and distinguish multiple objects and their 
features, with high variances in numerous environmental factors.  
As algorithms now surpass humans in some computer vision tasks, it is another indicator of its growing 
maturity and the steady move from scientific curiosity to practical application [6,7]. With the rise of 
cloud computing and the significant increase in computing capacity of big data with the help of 
graphical processing unit (GPU) hardware processing, image recognition has reached a performance 
level that can more suitably justify its economical overhead and enable it for more widespread use. IT 
giants like Google and Amazon have seen this as an opportunity to expand their product catalog and 
offer computer vision capabilities as a service.  
Among many developers however, the concept of machine learning and computer vision is still 
convoluted, and as such, misunderstandings of its proficiency can mislead decisions. Perhaps the 
specific use case that is targeted is not actually feasible for image recognition services at the time, or 
their performance might not be adequate. Certain circumstances can cause image recognition services 
to produce erroneous labels, potentially to embarrassing effect, as was seen with the 2015 Google 
Photos debacle where two black individuals were labeled as gorillas [57]. Therefore, the aim of this 
thesis is to compare several major service providers’ solutions, alongside our own, on the basis of image 
recognition accuracy under different circumstances, such as when there are multiple unique objects in 
an image, or when the image has been distorted. This research will illuminate the current state of 
generally trained image recognition services and provide a baseline performance comparison to 
developers and researchers alike, who are looking to take advantage of the simplicity they offer. 

 PROBLEM STATEMENT 
The market for computer vision is currently valued at around 12 billion United States Dollars (USD) 
[56] and is expected to grow to 17 billion in 2023. We see a need for this research as machine learning 
is becoming more and more available, leading to increased interest from many organizations. Currently, 
there is a high demand for people capable within the data science field [51], of which machine learning 
and Artificial Intelligence (AI) is a significant part. It then stands to reason that smaller and 
inexperienced development teams might lack people capable in the data science field. This would make 
public solutions such as Google Cloud Vision even more attractive due to their ease of use, high 
availability and high scalability. However, the performance limitations of these image recognition 
services are less apparent, especially due to the complex nature of machine learning, making the choice 
that much more difficult. By comparing these services amongst each other and our own (see Section 
1.2 for the services chosen), the performance benefits and limitations under certain conditions should 
become more apparent to developers. This thesis will investigate the following research questions: 

● How do the common publicly available solutions compare in terms of correct labeling and 
confidence score when faced with image and object level annotation tasks? 
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A common objective of image recognition tasks is to, from a set of predefined categories, either classify 
the image as a whole, or to distinguish the objects within. Establishing the accuracy of the solutions 
when faced with these tasks will shed light on their capabilities in this fundamental area.  
Due to the current state of computer vision, we expect all services to be able to identify all higher-level 
concepts/labels and most lower level as well. They should also be able to identify multiple objects 
within the images, though to what degree is uncertain. The services should all perform roughly the 
same, likely with Google as one of the marginal top contenders as it is an established and well-known 
company in the IT field. 

● How does image degradation and manipulation in the form of light intensity, compression 
and transformation affect the results of the image recognition solutions? 

Image data is inherently incomplete and degraded from its real-world representation, due to 
compressing multiple factors into a single pixel value and the occurrence of false or modified values 
caused by ex. noise or blurring [8]. Establishing the effect on accuracy of different levels of certain 
characteristics like brightness, color, contrast, compression and transformation will determine the 
solutions’ limitations towards images from real-life, imperfect scenarios.  
Based on sources [33, 35], which explores the effect modifications have on the performance of the 
solutions, we expect our findings to end up in a similar manner, where the modifications have a negative 
effect.  However, as the field is progressing fast and experiments being done on especially Google 
Cloud [35], we expect only a minor difference in performance compared to original images. 

● How does a custom, general image recognition model compare to the public cloud services 
solutions? 

Utilizing a cloud service image recognition model is simpler than implementing your own custom 
model and provides many advantages like reducing local computational load and necessary expertise, 
at the cost of model customization. Establishing what challenges might appear and what level of 
performance that can be expected before gaining expertise and fine-tuning training parameters will help 
developers choose the most suitable approach for their application.  
As we are not experts in the field, with a limited amount of resources (see 9.6 Appendix 6), we expect 
our custom models to not perform as good as the public solutions, however we expect at least one of 
our custom models to show results that are somewhat comparable as they are trained specifically on the 
datasets we chose, whereas the public solutions most likely have trained on other datasets too, with a 
much higher variation in image categories. 

 SCOPE 
This thesis topic revolves around comparing different public cloud providers’ image recognition 
services. The comparison is based on recognition accuracy when exposed to different image 
characteristics. This includes different perspectives, i.e. angles, distances etc. on objects within an 
image. The performance impact of the following image distortions is also investigated: brightness, 
color, contrast, compression, blurriness and rotation. The main focus is directed towards the following 
services and their solutions which offer general image and object recognition (i.e. solutions not 
specialized on certain categories): 

● Google Cloud Vision 
● Amazon Rekognition 
● Microsoft Azure Cognitive Services 
● IBM Watson Visual Recognition 
● Clarifai  
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Alongside these five services, we implement and train our own image recognition model, based on the 
state-of-the-art Convolutional Neural Network (CNN) algorithm, available through the TensorFlow 
library for Python.  

 THESIS OVERVIEW 
Section 2 briefly introduces image recognition and the different tasks of image classification. The 
different cloud services and their image recognition solutions are presented, with some details on their 
marketed functionality. Additionally, an examination of the current state of image recognition 
algorithms is performed, with a focus on the state-of-the-art CNN implementations. Related works are 
also examined. In section 3, the methodology of the research is presented in detail. How categories and 
datasets were chosen and structured is explained and the image manipulation procedure is demonstrated. 
Furthermore, the different stages of the development and testing of the custom model and its data is 
explained, thereafter a definition of performance is given. Results of the experiment is presented and 
analyzed in section 4, and further discussed in section 5 alongside a reviewal on the limitations of the 
thesis. Finally, in section 6, a conclusion is drawn and suggestions for future work is presented in section 
7. References can be found in section 8 and the appendix in section 9.  
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 BACKGROUND 

 IMAGE RECOGNITION AND CLASSIFICATION 
The application range of image recognition is vast, though in a broad sense, they can be divided into 
three separate, but still related applications; Object classification focuses on recognizing pre-learned 
objects or classes and typically outputs so called bounding boxes for their position in the image. 
Identification instead extracts more detailed information about an object, such as the identity of a 
specific face or fingerprint. Detection is a more binary approach of recognition, which investigates 
whether a certain condition is met in an image, for instance the existence of certain anomalies in medical 
images. These applications are all, in some way, supported by the cloud services to be compared. 

 IMAGE RECOGNITION CLOUD SERVICES 
Examples of cloud services include Google Cloud Vision, Amazon Rekognition, Clarifai, Microsoft 
Azure Cognitive Services and International Business Machines (IBM) Watson Visual Recognition [9-
13]. They all provide a host of similar features like object labeling, facial detection, text extraction 
(Optical Character Recognition, OCR), image attribute statistics and adult content discovery alongside 
some specializations like Cloud Visions landmark detection and IBM Watson's food recognition. 
Information regarding the underlying models for most of the services are not publicly available, apart 
from Clarifai that advertises a CNN, model. Though, as models utilizing some version of the CNN 
algorithm have outperformed most others in the common ImageNet benchmark [14-20], it is generally 
considered state-of-the-art within the image recognition field and is the most likely underlying set of 
models behind many cloud-based image recognition services. The services are all available through 
application program interfaces (API) that can be accessed through free/trial-accounts with around 1000 
free requests/month. The output of the APIs is generally in the form of JavaScript Object Notation 
(JSON) text objects. In terms of labels, they are produced in accordance to some level of taxonomy or 
ontology. For instance, a picture of the canine breed pug might be labeled simply as a dog or as a pug 
or both. The labels are also accompanied with a percentual confidence score that describes the certainty 
of the model that the object/concept is present in the image.  
Training on plentiful amounts of feature rich data is decisive for the effectiveness of an image 
recognition model. As a human learns by seeing and doing, so does a machine. However, while a 
developed human brain is excellent at pattern recognition and discerning a specific object after only 
having seen it once or twice before, a machine generally requires a great deal more data. As an image 
is inherently ambiguous to a machine, the image might need to be annotated with bounding boxes for 
it to learn what is relevant information. It can then progressively learn what features differentiate a 
certain object from another. Regarding how the cloud services were trained, little could be gleaned from 
their documentation. They simply state that their models are trained continuously with images sourced 
on the web.  

 BUILDING AN IMAGE RECOGNITION MODEL 
     As the creation of an image recognition model is highly complex, this section aims to give a brief 
overview and highlight some of the main steps involved. For further details of how our specific models 
were created, see Section 3.6.  

The process of designing an image recognition model can generally be split into four stages: 
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1. Loading and pre-processing data 
2. Defining model architecture 
3. Training the model 
4. Estimation of performance 

One of the most decisive factors of successfully creating an image recognition model is the data. 
Quantity and quality in terms of, for example, diversity, how accurately and detailed the images are 
labeled and the actual image quality, are both highly significant [52]. Recently though, with the 
development of architectures capable of efficiently learning from smaller datasets, quality could perhaps 
be of more importance. The data is typically split into a large training set and smaller test and validation 
sets [22]. The purpose of the validation set is to provide an unbiased evaluation of a model fit on the 
training dataset and tune the internal parameters of the model, called hyperparameters, accordingly. The 
ratios of these sets mainly depend on the size of the total data set and the model hyperparameters. 
However, a common baseline ratio is derived from the Pareto Principle, splitting the data into a 80/20 
training and test set, with the training set being further split into a 80/20 real training and validation set. 
However, for a more precise split the following could be advised:  

“The fraction of patterns reserved for the validation set should be inversely proportional to the 
square root of the number of free adjustable parameters.” [22]. 
Several image recognition architectures can be accessed through the open-source machine learning 
library for Python, TensorFlow [53]. It offers a set of APIs, including the deep learning API Keras, that 
reduces the complexity of building a machine learning model, which makes it more accessible for 
students and researchers. For those who want to speed up the process of building models with a GPU, 
and do not own a NVidia GPU, one can utilize the open source tensor compiler plaidml [21] developed 
by Intel. 
When defining a CNN architecture, some considerations need to be made in regards to the following: 
“the type(s) of layers to use, the number of layers, the ordering/organization of layers, and the 
dimensions of each layer” [52]. There are only a few types of layers or computational primitives 
(convolution, pooling, dropout etc.) for a CNN architecture, however their arrangement and 
composition allow for an exponentially large number of architecture configurations with wildly 
different characteristics.  
Training of image recognition models is typically done for several epochs, which is a full pass over the 
dataset. When an image is processed during training, the underlying parameters of the network are 
automatically tweaked slightly in order learn the image’s features and become better at generalizing 
them. 
When the models are finally done with their training, some sort of estimation of how they perform must 
be made in terms of, for example, how accurately they predict what objects are within an image. This 
metric simplifies comparisons with other models and is generally based on prediction accuracy on a 
testset. 

 DATASETS 
During the process of gathering images, multiple datasets of various sizes, labeling styles and 
distributions were reviewed. Several of those have established themselves as prevalent benchmarks and 
are curated regularly by professional data scientists, while others fit a more niche application. The 
following section will briefly cover the ones relevant to this thesis.  
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ImageNet is a large image database containing, at the time of writing, 14.2 million images indexed in 
21841 “synsets” [42]. It builds upon the hierarchical structure of WordNet [43-44], which organizes 
different concepts into “synsets” based on their semantic relationships. ImageNet aims to fill each of 
these synsets with 500-1000 quality-controlled and human-annotated images. It is likely one of the most 
well-known datasets within the image recognition community, as a subset comprises the current 
standard image classification and object detection benchmark. ImageNet Large Scale Visual 
Recognition Challenge or ILSVRC in short, is organized annually, and has resulted in many state-of-
the-art CNN models. Unfortunately, for some time, a large bulk of ImageNet has been unavailable due 
to maintenance, however it is still possible to retrieve many of the images directly through the image 
URLs. The GitHub user “tzutalin”, has developed a tool for just this purpose [45].  
Like ImageNet, PascalVOC [46] is a general-purpose image dataset, however it is more geared towards 
object detection, with bounding box annotations for all objects. The 2012 revision of the dataset contains 
20 categories, with roughly 16000 images in total. The dataset is somewhat skewed towards the person 
category, as recent versions have started targeting image captioning as well.  
CelebA [47] is a large multi-label face dataset containing 202,599 images of different celebrities with 
40 binary labels of attributes like hair style, accessories, facial hair and other facial features. The images 
are relatively small and cropped around the face. Animals with Attributes 2 [48], Food-101 [49] are 
also specialized datasets that provide 37322 images of 50 classes and 101000 images of 101 classes 
respectively.  

 RELATED WORKS 
Image recognition has reached a moderate degree of maturity, both as a research topic and as an 
application, and many algorithms have been developed and evaluated over the years. However, a lot of 
recent research has been on the CNN algorithm and how it can be used as a backbone architecture to 
gain even superior results. Briefly, a CNN functions by combining different layers of neurons that 
extract certain features of the image. Each layer learns a different level of abstraction and in the end 
gives a prediction whether the object was detected or not.  
The vigor of the image recognition research community to improve the CNN algorithm can be seen in 
the case of the region based convolutional network (R-CNN) [23]. The CNN algorithm is considered 
computationally expensive due to the utilization of the Sliding Window technique, which implies using 
a CNN on multiple crops of an image. In 2014, R-CNN introduced other concepts to make detection 
more efficient. [20]. A Selective Search algorithm was used to scan and find potential objects, which 
were passed to another CNN. This approach changed the problem scope from object detection to image 
classification. The following year, further improvements were introduced in the so called Fast  region 
based convolutional network (Fast R-CNN) and Faster  region based convolutional network (Faster R-
CNN) models [24, 25].  
However, the efficiency of these algorithms is questionable and object detection trends have shifted 
towards quicker algorithms like You Only Look Once, YOLO, Single Shot MultiBox Detector, SSD, 
and Region-Based Fully Convolutional Networks, R-FCN [26-28]. YOLO introduces processing of 
images in real time and decreases the amount of background errors, which is when patches in the 
background are mistaken for objects, by “seeing” the whole image when training and thus it “implicitly 
encodes contextual information about classes as well as their appearance”.  This means that the context 
of an object will also be considered when classifying objects. The R-CNN models instead have isolated 
algorithms that focus on their respective subproblem.  
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However, with the rise of new solutions in recent times focusing on combining machine learning and 
cloud and trying to commercialize it to the masses, such as Google Cloud Vision in 2017 [29], new 
fields of research are possible which can focus on what distinguishes these from standard solutions and 
the possibilities this brings to the table.  
A problem that cloud services can encounter when being tested with labeled datasets is described in 
[30]. Google Cloud Vision can output labels that are not equal to the ground truth of the image, but 
might be a synonym. They add an extra evaluation after the ground truth has failed, which checks if the 
output is a synonym or not. We incorporate this solution into our own work, as it gives a fairer 
evaluation of the performance of the cloud services.  
And as we progress in the field, we transfer from single label classification problems to the exploration 
of multi-label classification problems [31]. [32] Shows that despite training on only a certain diversified 
dataset, CNN transfers well to unknown datasets. 
As machine learning is an ever-evolving subject, it faces many challenges that have to be overcome 
eventually. [33] discovers that adding noise to images can cause Google Cloud Vision to mislabel them 
despite humans being able to classify them correctly. Images with classifications such as aeroplane can 
receive the label bird if there is enough noise present. There are also methods other than adding noise 
that can cause different results. [34] shows that different angles of the same object can cause difference 
in the results of cloud services, in this case Amazon Rekognition and Microsoft Azure. [35] reinforces 
this by exploring how blur, noise, contrast, JPEG and JPEG2000 compression affects the results of 4 
state of the art solutions.  
With improvements in the area of implementing machine learning as Cloud Services, applications of it 
starts appearing. [36] implements Google Cloud Vision into their mobile app, where its intended use is 
for recognizing tourist attractions. 
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 RESEARCH METHOD 
To build a better understanding of our thesis topic and the achievements of previous research, a literature 
study was performed where we searched for relevant sources with terms and phrases in close relation 
to the subject, such as “CNN”, “Image recognition”, “Machine learning”, “Classification etc. More 
direct approaches were also used, such as: “Google Cloud Vision”, “IBM Watson”. General terms such 
as “Cloud image recognition” was also used to get as much research as possible about a specific subject 
without constraining the term too much. To fully make use of the resources that were found, the 
snowball method was utilized, in which references within a resource are further investigated and so on. 
The university's library portal, Summon, and the many databases it encompasses were primarily used 
when searching.  
Throughout the empirical experiment, Python (Version 3.6.7) was used to analyze and organize the 
datasets, interact with the different cloud service APIs, and to train our CNN models. The research 
method of this thesis can be summarized into the following points:   

 Public data gathering: Image data is gathered from a number of datasets to measure the 
performance of different cloud services and our own CNN models on both image level and 
object level annotations, as well as fine- and coarse-grained objects. The different categories 
are detailed below in Section 3.1, along with the criteria followed when selecting datasets. 

 Data pre-processing: As the images originated from different sources, they needed to be 
conformed to a cohesive dataset, with the same structure of labels and bounding boxes. 

 Data degradation and manipulation: Additionally, the impact on accuracy due to alterations 
of various image characteristics is also tested, by manipulating a subset of the images through 
the Python library Pillow. 

 Testing images on cloud services: To test the services, a Python script is written that automates 
the process of sending images to the service APIs and organizing the result data in a measurable 
manner. 

 Development of image recognition model: The machine learning API Keras is used through 
the TensorFlow library to train multiple CNN models with different configurations. To closer 
resemble the cloud service models’ level of generalization, different configurations of the CNN 
model are evaluated. Observations regarding the development and training are noted, such as 
training time, resources required, complexity of the libraries etc., to demonstrate the challenges 
of creating a fully functioning image recognition model.  

 Data analysis and conclusions: Output from the solutions such as labels and confidence score 
are compared to the ground truth of the images. This forms the basis of our conclusions 
regarding accuracy of the services and our custom image recognition models.  

The remainder of this section provides an overview about the selected categories and datasets as well 
as the configurations of the custom models. In the Appendix, the complete set of categories is provided 
(Section 9.1) as well as the image distributions from the different datasets (Section 9.3). The specifics 
of the experimental environment, i.e. computer components and development tools are listed in Section 
9.6.   

 CATEGORIES AND DATASET 

To evaluate the different solutions’ performance on both image and object level annotations, a need for 
two sets of images was identified. These would need to be extracted from different datasets that were 
large enough to support the training of CNN models. For the first set, with the purpose of image level 
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assessment, the following main categories were selected: Animal, Food, Vehicle and Faces. These were 
further divided into two levels of subcategories (see Figure 3.1.1 for an example and Appendix 9.1 for 
the complete ontological breakdown). 

 
Figure 3.1.1: An example of the category breakdown.  

A total of 112 categories were selected, which were extended into 199 different labels with between 3-
5 labels per image. This enabled multiple levels of abstraction for the image labeling, resulting in a 
deeper examination of the solutions’ understanding of the images. For instance, an image of a tiger had 
the following labels: animal, mammal, carnivore, feline and tiger whereas a limousine might have the 
labels vehicle, car and limousine. This discrepancy in label amount was dependent on the specificity of 
the dataset, i.e. how many and how detailed the labels are, along with our knowledge of the category so 
that we did not accidentally attach incorrect, ambiguous or irrelevant labels.  
Animal images were obtained from the ImageNet database, Animals with Attributes 2 dataset and 
Caltech-UCSD Birds 200-2011. Vehicle images were selected from ImageNet. Images of the food and 
face category were extracted from the food-101 and celebA datasets respectively. Worthy of note is the 
fact that at the time of data gathering, the ImageNet database was partially unavailable due to 
maintenance, and as such we utilized the provided image URLs to download supplementary images for 
certain categories using the Python tool ImageNet_Utils [45] and Google Search. These images required 
manual review to filter corrupted and faulty images.  
The intent behind the second set of images was to assess the ability of the solutions to accurately detect 
multiple objects in a single image and provide object level labels instead of merely the image level 
classification label. The PascalVOC dataset was selected to this end, providing a set of 20 object classes 
in different combinations.  
The datasets were reviewed against a loose set of criteria. They needed to provide ample amounts of 
images to ensure that the custom models had enough data to not give misleading results due to small 
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sample size [37], which would be around 1000 images, while also providing sufficient fine-grain 
labeling of the image. For instance, a dataset class labeled merely with the entry-level category butterfly 
barely provides enough information to conduct a meaningful experiment, while one labeled with 
monarch butterfly provides another level of abstraction in addition to animal, arthropod, insect and 
butterfly. It was also decided that the datasets needed to consist of images from a variety of angles and 
distances to train a more general model.  
ImageNet met these criteria for most of the selected classes within the animal, vehicle categories. For 
the food category, three datasets were reviewed. UNICT-FD889 [54] was discarded due to the lack of 
organized structure and image quantity for each class. FooDD [55] was rejected as an option due to the 
lack of complex labeling, as it only focused on fruits and vegetables. Ultimately, food-101 was chosen 
due to its superior labeling structure and image quantity. The choice of dataset for the face category was 
more straightforward, as the celebA dataset provided both labeling of different features such as hair 
color and accessories, and a large quantity of images for each feature.  The varying size of the image 
dimensions within ImageNet and other datasets was not perceived as an issue, as quantity was 
prioritized over consistency. 

 DISTRIBUTIONS 
From all the datasets/sources that were selected, a grand total of roughly 120 thousand images were 
chosen across the different categories to train, validate, and test on. The number of images within each 
category averaged at around 1000 images, with the smallest set containing 666 images, and the largest 
1200 images. The desired number of images per category was set to a thousand, with an up-and 
downwards leeway of four hundred.  

The size of the original testing set without image manipulations was set to 900, with 500 images from 
PascalVOC and 100 from each of the Animal, Food, Vehicle and Faces categories respectively. The 
PascalVOC set was further split based on the number of unique objects within the images, with 250, 
75, 75, 75, 21, 4 images for one, two, three, four, five and six unique objects per image respectively. 
This uneven split was due to the limited number of images with more than two unique objects. 
Additionally, many of the images had person as one of the objects, which could skew the sample size 
to that category. For the categories Animal, Food, Vehicle and Faces, 100 images were selected for 
each, which were further divided according to their respective sub-categories. For each edge category, 
within Animal, Food and Vehicle, four distinct images were selected, while each edge category in Faces 
received five images, with the exception of the categories Male and Female, which received 13 and 12 
respectively. The term “edge category” means the outermost category, i.e. tiger, wolf, gorilla, otter and 
elephant are edge categories for the main category Animal. See Section 9.3 for the complete 
distributions. 

 IMAGE MANIPULATION 
From our testing set, we randomly selected 10% of each edge category, which were to be subject to 
different levels of image manipulations. Six different types of manipulations were performed 
(brightness, compression, color, contrast, blurriness and rotation), however, due to restrictions on the 
free-tiers of the cloud services, only a limited amount of values for each type could be tested. As such, 
focus was put on values that resulted in distinct alterations of the images, rather than gradual differences. 
This resulted in a total of 15 modified versions of each selected image, see Figure 3.3.1 for an example.
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Figure 3.3.1: The image manipulation types and the different parameter values.  

 CLOUD SERVICE INTERACTIONS AND RESULT FORMAT 
To gain access to the cloud services and the image recognition APIs, accounts within the free tier were 
created. For each service, an interface class towards the API was implemented according to the 
respective documentation of the service. Images were passed to these interfaces, which responded with 
a standardized json structure containing tag name and confidence score.  

 SYNONYMS 
To bridge the semantic gap between the ground truth labels and cloud service output, a separate analysis 
was performed where noun synonyms for the ground truth labels were extracted from the WordNet 
Interface, found within the nltk corpus module for Python. These synonyms were then compared to the 
cloud service output to estimate the impact on our results caused by differences in semantics. To extract 
synonyms for multi word phrases, it was necessary to replace whitespaces with an underscore and all 
leading capital letters to lowercase. Certain highly specific words and phrases, like french onion soup, 
did not produce any synonyms. Table 3.5.1 presents a few examples of synonyms extracted from five 
different ground truth labels used in the experiment. It should be noted that the synonyms for submarine 
also include words associated with the sandwich submarine, which could pose an issue. 

Ground Truth Label Synonym(s) 

submarine 
submarine, sub, wedge, bomber,U-boat, hero sandwich, Cuban sandwich, 

hoagie, torpedo, pigboat, hero, Italian sandwich, poor boy, submarine 
sandwich, zep, hoagy, grinder 

eyeglasses eyeglass, specs, monocle, eyeglasses, glasses, spectacles 

grey wolf timber wolf, Canis lupus, gray wolf, grey wolf 

broth stock, broth 

sofa couch, lounge, sofa 

Table 3.5.1: A set of ground truth labels and the corresponding synonyms given by WordNet.  
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 CUSTOM MODEL 

3.6.1. DATA PREPROCESSING 

To use the datasets that were gathered in the models, preparation of the data was necessary. The 
preprocessing of the data was done in 2 parts: 

1. Go through all the labels and paths from the datasets and organize them into a validation dataset 
and a training dataset. 

2. Resize the images -> shuffle the order of the images -> turn them into numpy arrays -> reshape 
the dimensions of the arrays and store them so they can be used for the training of the models. 

First part starts out by going through all the datasets and collecting all the unique labels into one list. 
This list + “filepath” is used as fieldnames in the Comma Separated Values (csv) file. The label list is 
also binarized using scikit learn’s MultiLabelBinarizer[58]. For each different dataset that is used, a 
validation list (~20% of total dataset, ~20% of each category) and training list is calculated, and labels 
connected to each image is binarized using the MultiLabelBinarizer transform method and added to the 
list of their corresponding part. The training list and the validation list is then written to separate csv 
files. 
The second part of the preparation uses the csv files created in the first part. The csv data is read and 
turned into dataframes using the pandas python library and then into lists using their “.values.tolist()” 
functionality. We then read all the images and resize them into 256x256 pixels, so enough image detail 
remains while limiting their size and append them to a new list as a list with 2 positions. The first 
position contains the image data, the second contains the label data for that image. The images are also 
resized because they must be in the same sizes when used in training. This part is also wrapped in a try 
catch, so that when corrupted files are found (which is possible due to the size of the datasets), the script 
does not crash because it tries to open a corrupt file. After the resizing of all the images is done and the 
data is added to the new lists, shuffling of the data is needed to avoid that the models start to only predict 
the same labels since they have been the same in the past. When the shuffling of the data is done, it is 
divided into separate lists, image data and label data for training and validation. Finally, for the image 
data to be usable for Keras, it is turned into numpy arrays and its dimensions reshaped into a 3d array 
with the size of the image (256) be number of rows and columns, and the depth is 3 (representing red, 
green, blue, (RGB)), 256x256x3. Lastly the image data is saved as .npy files since they allow for files 
to be of bigger sizes compared to methods of saving objects which only allow 4 Gigabytes (GB). The 
label data, being less than 4GB is saved as object files. 

3.6.2. MODEL BUILDING AND TRAINING 
Since Tensorflow only has native support for NVidia GPU’s, to make use of the Sapphire Radeon R9 
390 Nitro 8GB Tri-X OC Lite GPU made by Advanced Micro Devices Inc (AMD), we install Intel’s 
open source tensor compiler, plaidml [21], which has support for Keras. Then at the start of the python 
script, we explicitly tell python to use plaidml. With the dataset used in this paper, the use of GPU 
shaves off 30-40 minutes, resulting in a time of 15-30 minutes of training time per epoch.  
Before setting up the model, loading the data that was processed previously is necessary, and is saved 
into 3 variables; training imagery data as numpy array, training label data as numpy array and validation 
data as a tuple containing 2 numpy arrays; imagery data and label data. 
To automate the process of building different kinds of models, we make use of 3 lists; number of dense 
layers (1, 2), number of convolution layers (2, 3) and the size of the layers (32, 64, 100, 128). These 3 
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lists are then iterated as nested loops to achieve the automation. The layer size 100 is chosen as an in-
between of 64 and 128. After initial experiments, we chose 32 as the lowest because any lower had a 
high chance of not being able to learn anything meaningful from the amount of data, while 128 was the 
highest as any further increase to the size of the model also increases the amount of time and resources 
required to train the models. Random Access Memory (RAM) is especially at risk of running out during 
training if the size of the layer is increased which will result in a crash and lost time. 
As there exists a vast amount of potential model configurations, the values and layers are using default 
or recommended values to keep the models simple. Considerations of training time is also made when 
configuring. To continue this mindset, the sequential API is used instead of the functional API because 
of the complexity of the functional API. With the functional API it is possible to connect layers to any 
other layer, while the sequential API is layer-by-layer.  
The first layer of the model is a Convolutional 2-dimension (Conv2D) layer with a certain number of 
filters specified by the layer size from the current iteration of the lists. The size of the kernel matrix is 
(3, 3) which is used by VGGNet [38] and is the width*height of the matrix, meaning a width and height 
of three. Finally, the Conv2D layer has an input shape of (256, 256, 3) (rows, columns, channels), which 
is and has to be the same shape as the numpy array that contains the image data, 256x256 RGB images. 
The activation function for the layer is “Rectified linear unit” which is a non-linear activation function 
that is needed for complex data such as images and decreases computation [39]. Following the Conv2D 
layer and its activation, a Max Pooling 2 dimensions (MaxPooling2D) operation is added with a pool 
size of (2, 2). This is used to downsample input, reducing its dimensionality, thus allowing assumption 
to be made about features in the new input. The pool size is chosen because of the relatively small sized 
images. Following this section, additional Conv2D layers is added as specified by the iterated lists, and 
these layers will have the same values as the first Conv2D layer. After the Conv2D layers, we unstack 
all the tensor values into a 1-dimension (1-D) tensor with Keras Flatten function so that the values can 
be used for the Dense (Fully connected) layers, who will perform the classification tasks, as Conv2D 
do not actually do the classification. The Dense layers have the same amount of node as the layer size 
specified for the Conv2D layers, and the same activation function to keep it consistent. Number of 
Dense layers is also specified by the iterated lists. At the end of the model is the output layer which is 
a Dense layer with a layer size which is the same as the total number of labels (199). The output layer 
uses the Sigmoid activation function as each individual output should be have its own probability, rather 
than the collective approach the Softmax activation function uses.  
As a last configuration for the model, in the compile function, we specify loss as “binary cross entropy”, 
since we want to penalize each individual output node independently. Accuracy metric is chosen as the 
metric to evaluate during training, as it is a metric that is also interesting to see rather than just loss. 
Adam is the chosen as the optimizer, since it is considered one of the more popular choices within 
machine learning [40] and has good results [59] and lower training cost [40]. We also specify that the 
models should train for 10 epochs with a batch size of 32 and the data it should use for training and 
validation. The number of epochs was decided by evaluating the number of different configurations we 
wanted and the amount of time it would take to train them, while also having room for eventual 
modifications that require reruns. The batch size which specifies the number of images that will be fed 
into the model at the same time and trained on with the same weights, is chosen to be 32 as it means 
that the model will be able to update its weights quite often while also not requiring too many iterations 
for it to have gone through the whole dataset.  
Since it is possible for models to start to overfit, a checkpoint for each epoch is made. To distinguish 
the different models and its epochs, the name of the folder for the checkpoints are the values in the lists 
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mentioned before (e.g. 2-conv-32-nodes-2-dense-*timestamp*), and the name of the checkpoints is the 
epoch number. 

3.6.3. MODEL TESTING 
To start off with the testing of the model, we load in the test images. Thereafter we prepare a list that 
contains all the paths to the models, so that automation is possible. We load in a model with the use of 
tensorflow.keras.models.load_model(path) function, based on the command line argument the script 
takes in. This argument contains a number which specifies the index of the model in the list to use. It is 
sent by a bash script that prepares all the folders to store the results, then iterates over a range of 
numbers, which is the number of models that will be tested. The script is made to make sure that the 
RAM is freed after a model is used, also meaning that the python script is executed the same amount of 
times as there are models (16 models, with a checkpoint on each epoch, resulting in 160 different 
versions). The results from the predictions of the models are saved in a csv file in the same format as 
the training datasets csv files so that it can be accessed easily and be organized. In order to have a format 
that is comparable, a json file for each image is created where its content contains the model’s names, 
their tags and confidence. To give a better overview of the results, this is done two times. For the first 
set of files, only those tags with a confidence above 0.5 (50%) are chosen as to be converted from 
numbers into actual tags. The threshold of 0.5 is chosen because in those cases the models deem the 
tags in question to be more likely to appear in the image than not. For the second set of files, as a 
compliment to the threshold set, all tags with a confidence score above 0 is converted in the same 
manner, to give an overview of the full results. Thereafter we go through the set of files separately, e.g. 
0.5 threshold files first, then those without limit, and analyze them. The analysis evaluates number of 
correct tags (with and without synonyms), number of tags and performance. 

 DEFINITION OF PERFORMANCE 
Within this thesis, performance of the different solutions is defined as an aggregate metric of whether 
a label was correctly produced or not and the percentage of confidence in that prediction. All labels for 
an image that were output from a solution were compared to the ground truth. If a match was found, its 
confidence score was added to a sum for that image. If a ground truth label was not detected, its 
confidence score was set to zero. This sum was then averaged with the amount of ground truth labels 
for the final performance value of that image. A mean result for each main category was calculated, 
which is depicted in the figures within Section 4. The performance metric is displayed in decimal 
percentage form. 
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 RESULTS AND ANALYSIS 

The graphs of this section that deal with performance display the average performance in decimal 
percentage form, i.e. 0.5 means an average performance of 50%. This could for instance indicate that 
all ground truth labels were successfully found with a confidence score of 50%, or that half of the 
ground truth labels were found, with a 100% confidence score. 

 RQ1, IMAGE AND OBJECT LEVEL ANNOTATION  

4.1.1. SERVICE RESPONSES 

Services Tag Output (Rounded to 1 decimal for viewability) 

Google 
dish(99,3%), food(99%), clam chowder(93,5%), cuisine(90,8%), 

ingredient(87,2%), cream of mushroom soup(86,7%), cullen skink(83,5%), 
soup(83,4%), chowder(76%), leek soup(66,5%), cream(65,6%), 

vichyssoise(65,2%), chaas(57,4%), velouté sauce(53,5%) 

Amazon 
bowl(99,9%), meal(99,7%), food(99,7%), dish(99,7%), soup bowl(91,4%), 
pottery(82%), plant(80%), soup(73,2%), gravy(62,3%), porcelain(57,3%), 

art(57,3%) 

Clarifai 
no person(98,8%), hot(98,3%), soup(97,7%), dinner(95,1%), lunch(94,4%), 

food(92,2%), warmly(91,2%), bread(90,5%), traditional(90,3%), creamy(89,4%), 
cream(88,3%), wood(84,5%), heat(82,5%), delicious(82,2%), parsley(82,2%), 

thick(76,4%), broth(76,4%), ready(75,4%), celery(75,7%), foam(75,2%) 

IBM 
chowder(98,9%), soup(98,9%), dish(98,9%), nutrition(98,9%), food(98,9%), 

clam chowder(95,8%), alabaster color(91%), beige color(89,4%), new england 
clam chowder(55%) 

Microsoft 

food(95,7%), indoor(95,3%), kitchen utensil(91,2%), dairy(89,9%), 
spoon(87,7%), coffee(85,8%), plate(85,2%), bowl(80,3%), tableware(80,1%), 

dishware(76,8%), fork(65,7%), velouta sauce(64,2%), serverware(61%), 
vichyssoise(60,7%), dip(56,7%), leek soup(56,4%), silverware(55%), 

avgolemono(54,5%), dish(52,4%), saucer(50,1%), soup(31%), meal(19,7%) 

Table 4.1.1.1: Example of tag output from all services on the image of Figure 4.1.1.1 belonging to the 
category clam chowder, with the ground truth labels of: clam chowder, chowder, american, soup and 

food.   

Examining the output tags produced by the services on the 
image of Figure 4.1.1.1 gives a general idea of the concepts 
that the services can recognize. All services correctly 
provide the higher-level ground truth tags food and soup, 
while the results on the more specific clam chowder vary. 
Google and IBM exclusively focus on the dish itself and 
they both manage to determine that it is in fact clam 
chowder. The other services instead take in other objects 
and details of the scene. There are also differences in the 
confidence scores for these labels, with all services reaching 
above 90% on food, and most above 90% on soup as well. 
Microsoft however, only reached 31% on the soup label 
while giving 85% to coffee, perhaps mistaking the two.  
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4.1.2. IMAGE LEVEL ANNOTATION PERFORMANCE 

Figure 4.1.2.1: The average performance for each service within the four different main categories. 
The performance score was calculated by averaging the confidence scores on all ground truth labels. 

Labels that were not successfully detected were given a confidence score of zero.  

Figure 4.1.2.2: The average amount of total labels that were output by each service for each image 
within the four different main categories. The average ground truth amount is also included for 

comparison. 
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Figure 4.1.2.3: The average amount of correct labels that were output by each service for each image 
within the four different main categories. The average ground truth amount is also included for 

comparison. 

Averaging the total performance and calculating the standard deviations of each solution within the 
Food, Animals, Vehicles and Faces categories, which includes both coarse and fine grain labels like 
animal and bald eagle respectively, produces the following results:  

Service Avg Total 
Performance 

Std Dev 
Performance 

Avg Total Tag 
Amount 

Std Dev Tag 
Amount 

Google 0.46 0.25 15.20 1.25 
Microsoft 0.41 0.26 15.23 5.53 

IBM 0.40 0.26 8.49 1.55 
Clarifai 0.39 0.24 20.00 0.00 
Amazon 0.44 0.24 9.91 2.96 

Ground Truth - - 4.3 0.66 

Table 4.1.2.1: Average total performance, tag amounts and standard deviations for the different cloud 
service solutions. The average performance on all sub-categories can be viewed in Appendix 9.2.  

Category Std Dev Performance Std Dev Tag Amount 
Food 0.04 6.16 

Animals 0.06 5.27 
Vehicles 0.08 4.18 

Faces 0.04 5.25 

Table 4.1.2.2: Standard deviations for performance and tag amount within each main category.  

While examining Figure 4.1.2.1 in its entirety, no cloud service solution stands out clearly as performing 
solely better or worse than the others across all main categories. However, Google Cloud Vision scores 
highest in the Food and Vehicles categories, while Amazon Rekognition scores highest within Faces. 
IBM Watson achieves best performance within the Animals category. Table 4.1.2.2 shows that the Food 
and Faces categories had the least standard deviations, followed by Animals and lastly Vehicles. The 
Faces category achieved significantly worse performance compared to the other categories, with only 
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Google and Amazon reaching double digits. It can also be examined in Table 4.1.2.1 that on average, 
with a small margin, Google Cloud Vision is the top performer out of all the services. 

Reviewing Figure 4.1.2.2 and Table 4.1.2.1 reveals that Clarifai consistently outputs 20 tags per image. 
In fact, after further reviewing the results for each image, it is noted that Clarifai always outputs 20 tags. 
Google and Microsoft average out at around 15 tags each, however Microsoft displays a higher standard 
deviation. Amazon and IBM both output an average of below ten tags.  

Comparing Figure 4.1.2.1 and 4.1.2.2 shows that output tag amount does not necessarily lead to higher 
performance. In all main categories, the service that throws out the most tags do not have the highest 
performance within that category. In the case of the Animal category, IBM, which supplies second to 
least amount of tags, has the highest performance while Clarifai with the most amount of tags is among 
the lowest performing.  
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4.1.3. OBJECT LEVEL ANNOTATION PERFORMANCE 
This section studies the performance of the services when trying to identify multiple unique objects 
within an image.  

Figure 4.1.3.1: The average performance for each service within the six different unique object 
amounts. The performance metric was calculated in the same way as for image level annotation. 

Figure 4.1.3.2: The average amount of total labels that were output by each service for each image 
within the six different unique object amounts. 
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Figures 4.1.3.4:  The average amount of correct labels that were output by each service for each 
image within the VOC testset. The average ground truth amount is also included for comparison. 

Studying Figure 4.1.3.1 shows a trend whereas the number of unique objects increases, the performance 
decreases. In the case of Google, it fails entirely to detect any of the objects in the last section. Unlike 
within image level annotation, Amazon clearly stands out as the highest performing solution across all 
unique object amounts.  
The average tag amounts displayed in Figure 4.1.3.2 also displays some curious patterns. Firstly, 
Amazon exhibits a trend of increasing amounts of tags as the number of unique objects grows. Secondly, 
between one to three objects and four to six objects, the same pattern of tag outputs for Google, 
Microsoft and IBM is visible. In general, for these providers, the tag amounts are relatively stable 
compared to the image level annotations experiment. Similar to the image level annotation experiment, 
the patterns within the number of correct tags are similar to the performance. 
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4.1.4. PERFORMANCE WITH GROUND TRUTH SYNONYMS 
Upon passing each of the ground truth labels through the WordNet API and extracting noun synonyms, 
performance saw an increase in almost all categories, see Figures 4.1.4.1, 4.1.4.2, though some were 
miniscule. Most notably was within the unique objects experiment, where there was an increase between 
0.12 and 0.33 for all services when detecting a single object. Within the Faces category, IBM exhibited 
a noteworthy behavior, as all other solutions had significant increases while it stayed mostly the same. 
Similarly, in the Vehicles category, IBM, Clarifai and Amazon performed better, while Google and 
Microsoft performed mostly the same 

Figures 4.1.4.1, 4.1.4.2:  The average difference between performance ratios for each service within 
the different categories when also considering synonyms extracted from the WordNet API.  
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4.1.5. COMMON LABELS BETWEEN MULTIPLE SERVICES 
Figure 4.1.5.1 shows how many labels that were identically guessed by an exact number of two or more 
services, i.e. if only two services output the label tiger for a specific image, it was included in the green 
bar average of the Animals category. If a third service included the same label, it would instead be 
included in the blue bar. Before the comparison, capital letters were changed to lowercase. Among the 
cloud solutions, an average of roughly 6.5 labels were common between two different services. With 
the exception of the Faces category, four to five services shared on average at least one label, with on 
average two labels being shared between three services. This shows that there are some similarities in 
output between the services, despite being developed by entirely different companies. 

Figure 4.1.5.1: The average amount of shared labels between the services within the different main 
categories. 

4.1.6. SUMMARY 
Our results showed that there is no clear best service on all of the the categories we tested them on. 
However, on average, Google Cloud Vision performed the best by a small margin (see Section 4.1.2, 
table 4.1.2.1). Out of all the categories that were tested, there was one category that stood out from the 
rest and that was the face category. All of the categories performed significantly worse on this category 
(see Section 4.1.2). A possible factor for the difference in performance of the solutions is the amount 
of tags they output, as in table 4.1.2.1 it can be seen that there are variations in the amount. 
As for multiple object annotations, Amazon clearly stands out as the highest performing solution across 
all unique object amounts (see Section 4.1.3).  
Our experiments with the application synonyms (see Section 4.1.4) showed that they have a positive 
impact on the public solutions results, indicating that they output some tags that are semantically similar 
to the tags that we have set as ground truth. 
Section 4.1.5 shows that the public solutions have similarities in their output of tags despite being 
developed by entirely different companies. 
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 RQ2, IMPACT OF IMAGE DEGRADATION AND MANIPULATION  

 
(a) Brightness-experiment, 0.25 is dark, 1 is original, 4 is bright.  

 
(b) Color-experiment, 0 is black-and-white, 1 is 
original, 6 is color-enhanced.  

 
(c) compression-experiment, 1 is heavily compressed, 100 is 
original 

 
(d) Contrast-experiment, 0.25 is little contrast, 
1 is original, 6 is heavily contrasted 

 
(e) Blurriness-experiment, 1 is original, 6 is heavily blurred (f) Rotation-experiment, 0 is original, 90 is upside 

left, 180 is upside down 
Figure 4.2.1: The average performance ratio for each service within all of the categories with 

different modifications. The performance aggregate was calculated in the same way as for image level 
annotation. 
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Within the brightness experiment, Figure 4.2.1.a, all services displayed a similar trend, with a smaller 
performance decrease when the image became darker, and a larger performance decrease when it 
became brighter. This was similarly observed when the color and contrast was adjusted within their 
respective experiments, shown in Figures 4.2.1.b and 4.2.1.d. However, Amazon and IBM displayed a 
slightly higher performance when brightness was set to 0.5. The compression experiment, Figure 
4.2.1.c, showed significant decreases in performance the more the images were compressed. The 
decreases were more severe for Amazon and Microsoft, dropping roughly 30% for each factor. 
Microsoft was also the service that dropped the lowest, down to 0.03 in performance. The blurriness 
experiment, Figure 4.2.1.e, displays a decrease of performance the blurrier the images become, with a 
distinct dip during the blurriest test for all services except IBM. The rotation experiment, Figure 4.2.1.f, 
showed a sharp decrease in performance when the images were rotated, landing on approximately the 
same performance levels for both 90° and 180°. 

 RQ3, CUSTOM IMAGE RECOGNITION MODEL RESULTS 
The graphs of this section display the average output tag amount, number of correct tags and the 
calculated performance score of every other epoch for each model. The reason only every other epoch 
is shown is to reduce the size of the graphs. The graphs come in pairs, where the top one displays the 
results after a threshold of 0.5 was applied to filter out tags with low confidence scores, further detailed 
in Section 3.6.3, and the bottom without the threshold. The models are named after their configurations, 
i.e. 2-conv-32-nodes-1-dense has two convolutional layers, 32 nodes and a layer density of one. The 
different colors of the bars are to help distinguish the models from each other. 

Figure 4.3.1: The average amount of tags receiving more than 0.5 in confidence score which were 
output for every other epoch for all models, starting at the second epoch.  
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Figure 4.3.2: The average amount of tags receiving more than 0 in confidence score which were 
output for every other epoch for all models, starting at the second epoch. 

When testing the custom image recognition models with the 0.5 threshold on confidence score, a 
majority of those with two convolutional layers proposed a large, fixed number of labels across all 
epochs, except 2-conv-32-nodes-(1 and 2 dense), see Figure 4.3.1. Compared to the outputs from the 
cloud services, they output double the amount or more. The models with a lower amount of tag output, 
except for 3-conv-32-nodes-2-dense, proposed an increasing amount of tags for every epoch they were 
trained and having less than half the amount of tags as the cloud services.   

As the limit was removed, the models that previously gave a small amount of tags now additionally 
provided a large amount of low-confidence tags. For most of these cases, a confidence score other than 
0 was given to all or almost all tags that were trained on. Models that combined three convolutional 
layers and 32-64 nodes proposed a growing amount of tags for each epoch, while a few outlier models 
instead proposed a shrinking amount. For an example of some output from the images of soup, see 
Appendix 9.5. 
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Figure 4.3.3: The average amount of correct tags receiving more than 0.5 in confidence score which 

were output for every other epoch for all models, starting at the second epoch. 

Figure 4.3.4: The average amount of correct tags receiving more than 0 in confidence score which 
were output for every other epoch for all models, starting at the second epoch. 

In correlation with the results regarding total output tag amount, models that gave a fixed amount of 
tags also showed this stagnant behavior in regards to correct tags, see Figure 4.3.3 and 4.3.4. In general, 
the same trends that were present in the total tag amount data exists in the average correct tags, both 
when the threshold was and was not applied. The average amount of correct tags with the threshold 
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ranged between 0.5 and 1.5 and without, it ranged between 0.5 and 2.5. Comparing it to the cloud 
services results, it is only when there is no limit that the custom models start to compete in terms of 
correct tags, but the custom models then have the upper hand of outputting tens to hundreds of tags. 

The models with 3 convolutional layers and a layer size of below 100 shows a decrease in the amount 
of correct tags. Models with 3 convolutional layers, layer size of 100 and 128, and 1 dense layer shows 
the same stagnant improvement as the 2 convolutional layer models. The only models showing increase 
in the amount of correct tags compared to their first epoch is 2 convolutional layers with 32 layer size 
and 1 or 2 dense layers, 3 convolutional layers 100 or 128 layer size and 2 dense layers. 

Figure 4.3.5, 4.3.6: The average performance ratio which were output for every other epoch for all 
models, starting at the second epoch. The performance score was calculated by averaging the 

confidence scores on all ground truth labels. In the top graph, the 0.5 threshold was applied, while in 
the bottom it was not.  
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The performance of the custom models, see Figure 4.3.5 and 4.3.6, follows the previously established 
trends where some models do not show any sign of learning over the course of the ten epochs. Only 
considering the ones that increase their performance over time, ultimately, 3-conv-128-nodes-2-dense 
ends up as the highest performing custom model. Removing the 0.5 threshold decreases the degree of 
improvement between the epochs, however the same overall results apply. Based purely on raw 
performance and ignoring the fact that some models simply threw out a fixed number of tags, hoping 
one would stick and thus increasing the performance score, the 2-conv-128-nodes-1-dense model is the 
one having the performance closest to the cloud services. This is possibly due to its configurations not 
having enough layers compared to its layer sizes, making it only able to learn so much before starting 
to memorize during training, which it somewhat succeeded in considering its performance compared to 
the other custom models.  However, with its average performance at ~0.33, the conclusion that it is 
comparable in relevance to the results of the public solutions is possible. Since the worst performing 
public solution on average, had a performance at 0,39(see table 4.1.2.1). Possibly with more complex 
models with higher number of layers and layer sizes around 128, they could show performances closer 
to the cloud services. But with limited resources in terms of machine power (see section 9 Appendix 6) 
and man power (2 persons), maintaining the models and developing new ones whilst including new 
datasets (with new labels) is not optimal. Also, because there is no certainty that new models will 
perform better or even as good as the Cloud Services, the public solutions are considered better until 
proven otherwise. 
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 DISCUSSION 

The results of our experiments towards the cloud services are not overtly positive as only roughly half 
of all the expected tags were identified. Especially the Faces category was disconcerting. However, 
these mediocre performances can potentially be derived from two sources of errors.  
Firstly, as the tests where noun synonyms were extracted showed an increase in performance, it can be 
concluded that the expectations of an observer can differ significantly from the knowledge of an image 
recognition model. The model can impossibly be taught every single level of abstraction and concept 
of an object to an exhaustive degree, as it would require dreadful amounts of manual labeling. For 
instance, there is simply no real need for a model to store and output both Male and Man when faced 
with an image of a human male. User experience is also a factor, as it is somewhat undesirable to be 
bombarded with vaguely relevant tags. This will of course inevitably lead to some gaps in the 
understanding of the model. Perhaps at some point it wants do distinguish Male as an abstraction over 
male animals and humans, in which case it needs this extra word.  
Secondly, some sub-categories, especially within Faces, posed significant challenges for the recognition 
model. We hypothesize that this could be due to other, distracting objects being present within the 
image, or because it was simply difficult to detect, as was the case with the Accessories category within 
the Faces set. When reviewing the images of this category, it was for the most part tough to spot certain 
accessories, like a thin, partial necklace or a single small earring. Some of the cloud providers sidestep 
this problem by offering isolated models tailored to specific recognition tasks. Food and face 
recognition for instance are tasks that both Microsoft, IBM and Clarifai have sectioned off, which could 
possibly be an underlying factor affecting our results, as training for the general models might have 
gone to the specialized ones. Though, as our results are general in nature due to averaging, a causal 
relationship would be difficult to find.  
Nevertheless, it is worth mentioning that, excluding the Faces category, all services shared on average 
at least one common label, indicating that they were able to somewhat extract similar information about 
the scene, barring the case that they all misunderstood.  
When comparing the label output amounts of the cloud services to their performance, we could not find 
any clear correlation between them. One line of reasoning was that the services who provided more 
labels would do so because they were guessing in some sense or throwing out ambiguous labels to fill 
out the response. This would seem to be the case for Clarifai which we assume has a set amount of 20 
tags to output per image, which is on the higher end compared to the other services. Despite this, Clarifai 
still has among the lowest average amount of correct tags per image. However, this was not necessarily 
always the case as some services who produced more labels still had comparatively high results, the 
primary example of this being Microsoft in the Food category. Another potential outcome was that 
services would have low output label amounts if they were more uncertain. This was not the case for 
IBM and Amazon, as they consistently provided the least number of labels, with sometime the highest 
performance.  
The mediocre results of the cloud services on image level annotation extends to object level annotation 
as well. While most services were able to detect a single object, they all gradually worsened as the 
number of unique images increased. However, Amazon displayed promising results on this part in 
comparison to the rest. Curiously, the performance of Amazon decreased as the number of objects grew, 
however the average number of correct tags instead increased, indicating that the confidence score 
decreases when more objects are present. The decreasing performance might be attributed to the 
possibility that the models have been trained to detect prominent objects instead of all of them.  
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Also, in line with our previous expectations, Google Cloud Vision proved to be, on average, a top 
contender in terms of performance. But the margin of this however, is very small, so to be able to call 
it the best one would require more testing.  
Our results on the impact of brightness, color, contrast, compression, rotation and blurriness 
modifications of images to state of the art image recognition models reinforces the established notion 
[33, 35] that these models are susceptible to distortions, especially in regards to blur and compression. 
While we expected a negative impact after introducing distortions, that certain distortions would be so 
detrimental is surprising. After the discovery of adversarial attacks, where an image is distorted to 
manipulate and control the output of the services, perhaps to circumvent adult/mature image filters, we 
thought that especially giants like Google would have found more effective countermeasures. Though, 
perhaps they only apply such things in such areas and not for general images. Nonetheless, our 
experiments provide further insight as it tests more services on multiple distortions, thus refreshing 
current views.  
What can be concluded from the results of our custom models, is that the different configurations of the 
models produce vastly different results. This also gives an indication of the importance of trying out 
different kinds of configurations and observing what results they produce. However, a major problem 
with having to try out different kinds of configurations, is that without any indication of what can make 
a better model, due to inexperience, time constraints start to limit you to a finite number of ways to 
implement them. This stems partly from the fact that there are different kinds of layers, activation 
functions, optimizers, kernel sizes, layer sizes, number of layers that can be configured and tested with. 
But by visualizing the results as shown in the results, conclusions about what models to focus on based 
on how they improve or deteriorate or stagnate can be helpful. When compared to the Cloud Services, 
our custom models show worse results, which is not that surprising when the Cloud Services are state 
of the art and run by large corporations that act within the field. However, even though we had 
expectations of at the very least one of our models to show results that are somewhat comparable, it 
was to our surprise that one of them actually achieved those results. But since that custom model were 
stagnant in its learning over time, what is more interesting is how there are some custom models that 
show some indication of learning, meaning they can be further trained by increasing epochs and 
tweaking other configurations, possibly leading to better results. Unfortunately, specifically what causes 
this different behavior is beyond our current understanding of machine learning, only leaving us to 
theorize about it, such as; it could be due to the amount of layers contra its layer sizes.  
The worse results in comparison to the cloud services were in all likelihood also due to the structure of 
the training dataset. As shown in [41], unbalanced training data can substantially affect performance if 
a technique like oversampling is not applied. Since the different categories of our assembled dataset 
consisted of everything in between 800-1200 images, this issue would certainly rear its head. The fact 
that there was also some overlap with the images of the VOC dataset would surely cause additional 
confusion for the models, as this dataset also contained vehicles for instance, which would skew the 
distribution towards that category. It also contained some images of different furniture and household 
objects, which are underrepresented in comparison to the main categories.  
If one were to consider what custom model to use instead of a Cloud Service, there is also possibly a 
need of some more in-depth statistical analysis on what model actually performs the best in which cases. 
This is due to the fact that there can be cases where some models perform better than others, but when 
compared on the overall performance they might be worse. 
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 VALIDITY THREATS AND LIMITATIONS 
Despite there being multiple custom models being used as a comparison in the results, there were several 
limitations when creating them for the experiments. As training models with different configurations 
on larger datasets takes a lot of time, if one does not have a large amount of computational resources, a 
limit on the number of different models had to be considered. Also, the datasets themselves proved to 
be quite limiting, as they cannot be perfect with labeling and image quality for every case because of 
the sheer number of images needed for training and testing.  
Another limiting factor which mostly affects the testing of the Cloud Services, is the number of free 
API requests which are offered. Unlimited funding for testing is not a reality, thus it creates a limit on 
how many tests that can realistically be done. This limited the number of images we could test for each 
category, which makes the results somewhat uncertain.  
As the images used for testing come from multiple well-known datasets, there is a high likelihood that 
at least some of the services have been trained on those images, perhaps skewing results as these would 
be easier to recognize again. 

 CONCLUSION 

A comparative experiment on the performance of five different general image recognition services was 
conducted, on the basis of fine and coarse grain image and object level annotations. The results indicated 
that Google Cloud Vision on average, with a small margin, performed better compared to the others, 
though others achieved higher results in certain categories. For instance, in the Vehicles category, the 
spread between the highest performing (Google) and the lowest performing (IBM) was 0.22 or 22%. 
Yet, in the Animals category, the roles were reversed as IBM had the highest performance and Google 
the lowest, with a 0.13 or 13% difference. As such, when choosing a service for a specific use case, 
some services can be more beneficial in terms of performance compared to others. While these services 
have been constructed by researchers and developers at the forefront of image recognition, our results 
suggest that the capability of these services to identify different levels of abstraction still leaves some 
room for improvement. The performance of the services is however slightly increased by extracting 
synonyms for ground truth labels, thus somewhat closing the wide semantic gap between observer and 
network.  
Additionally, in line with many CNN architectures, the ones employed by the cloud providers are still 
susceptible to certain image distortions, especially blur, compression and rotation. However, serious 
performance drawbacks primarily only appear with significant manipulations.  
Finally, a set of custom image recognition models were also developed, utilizing different 
configurations for the number of convolutional layers and nodes, as well as layer density. A model with 
three convolutional layers, 128 nodes and layer density of two produced the best mean results, when 
disregarding models that did not show signs of learning, but instead produced a fixed set of labels. That 
performance, however, was below half of the cloud services’ performance despite being the “best” 
custom model. Though, it could possibly be improved by further training as it was one of the models 
that showed improvement.  These configurations were by no means exhaustive, and without limitations 
on computational power, a higher performance is likely to be achieved. The structure and composition 
of the training data may also have caused further drops in performance. However, due to it requiring a 
lot of resources to achieve, the public solutions prove to be the better options in this thesis. 
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 FUTURE WORK 

While this thesis focused exclusively on generally trained image recognition models, a possibly 
interesting research avenue is found in investigating how a general model compares to a collection of 
specialized models within the same scope. Some of the different cloud providers include pre-trained 
models targeted at specific categories like food and faces and examining the potential advantages and 
disadvantages of this approach could prove valuable in the future.  
As experiments with the Faces category severely underperformed, potentially due to the nature of the 
selected dataset, future research could narrow down the semantic breadth of images covered and 
investigate whether the category truly performs to the degree of our results. This approach could also 
be mirrored for the other categories, enabling more definitive results on how the services perform in 
different categories. With the rise of image recognition as a service, a proper benchmark procedure 
could further be developed to more exhaustively compare services, and to set a clear comparative 
standard.  
Additionally, the effect of image distortions could be more thoroughly investigated, taking into account 
more types of distortions, with additional factor values, perhaps even in conjunction with other 
distortions. Though, this research could be hampered by the limits of the services free tier.  
In regard to custom models, additional configurations could be tested on a more balanced set of images, 
with no overlaps among categories. Different aspects of training a model could also be compared, like 
training time, storage required etc.  
As mentioned in Section 5.1, a validity threat was the potential that some services could have been 
trained on the images we tested with. The effects of this could be further investigated by using original 
images, taken by the researcher themselves.  
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 APPENDIX 

 APPENDIX 1: SEMANTIC GRAPH OF SELECTED CATEGORIES 
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 APPENDIX 2: AVERAGE PERFORMANCE PER SUB-CATEGORY 
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 APPENDIX 3: IMAGE DISTRIBUTIONS WITHIN CATEGORIES 

 APPENDIX 4: IMAGE DISTRIBUTIONS WITHIN VOC 
This figure differs from the above in that the Nr of images of the left table refers to how many images 

have at least one object of that category, meaning that it can co occur with other object categories 
within the same image. For example, a person object appears in a total of 17033 images, however 

other objects can be present in those same images. The right table shows the total of how many 
images contain a certain number of unique objects.  
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 APPENDIX 5: EXAMPLE OUTPUT ON SOUP IMAGE BY CUSTOM MODELS 
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2-conv-64-nodes-1-dense 3-conv-128-nodes-2-dense with threshold 

  
3-conv-128-nodes-2-dense no threshold 2-conv-128-nodes-1-dense with threshold 
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 APPENDIX 6: COMPONENTS OF EXPERIMENT ENVIRONMENT 
 

 
Visual Studio Code 

Git Bash 


