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Abstract 
The explosion of new AI onto the market shines light on a problem of bias that humans have 
buried and tried to erase not long ago. This problem is likely resurfacing due to the fact that 
AI does not have the ability to determine either good or bad in grey-zone situations (in which 
the correct answer is subjective), ultimately placing the resulting decision at the mercy of the 
political or racial views of the person that originally taught it. 
Biased AI is more dangerous than initially believed, even more so than killer robots.Today, 
AI is used for virtually every aspect of daily life but the question of why AI becomes biased 
still remains. Because the creator only gives the AI the start it needs to begin learning, it can’t 
solely be the creator of the AI at fault for this problem, there must be an added element that 
factors into the result of bias.  
 
I will address the issue and find a conclusion as to why AI is becoming biased and give an 
insight on how biased AI is created. The paper also contains fact from events where AI have 
been biased and a reasoning as to why that bias has occurred. 
I made tests on the AIs Cleverbot, Eviebot, Bixby and Google Home and came to the 
conclusion that three out of the four AIs showed at least a slight bias and two of them showed 
what could be considered a heavily sided bias.  

2 



 

Contents 
 
Abstract 2 

Contents 3 

Introduction 4 
Background 4 
Purpose 5 
Scope 5 

Research Questions 6 

Research Method 7 

Why do AI become biased? 8 

How can we avoid making AI biased? 15 

Is it possible to identify if a AI is biased? 19 
Cleverbot 19 
Eviebot 21 
Bixby 22 
Google Home 23 

Analysis and Results 25 
Question one 25 
Question two 26 
Question three 26 

Future Work 29 
Validation threat 29 

List of references 30 
 
  

3 



 

Introduction 

 
Background 

News articles discussing AI being racist, sexist or politically biased is nothing new and have 
been a recent hot topic in the news. AI’s rising popularity and new abilities have lead to new 
AI popping up left and right. Many companies want them even if they don’t have a good use 
for them, they simply just want to be able to say that they are using an AI. The problem with 
this is that no one is looking into their origins, who the people creating them are and where 
they learn their information from, they just know that they want AI for their company or 
product. Although this sounds like a significant problem, there are more serious situations in 
the field. 
 
There is a far bigger problem with AI that have been created under strict circumstances and 
taught only by a select group of people and subsequent set of information.These types of AI 
are usually created by a large corporation like Google or Amazon, making them even more 
dangerous because they are believed to be incapable of being faulty simply because they have 
“grown” under the strict conditions of familiar corporations.  
 
 
The meaning of strict conditions is that they have been monitored from the first byte of 
knowledge that they were taught and have only been given information specialised for the AI 
to learn fast and that is politically correct in the eyes of the corporation before it was released 
to the public. 
 
But even these big corporation AIs are troubled with being biased and it’s hard to tell why or 
how they became biased. The problem of biased AI is most visible when AI is used to 
compare people against each other, for example. In Reuters Business news, Oct 10 2018, by 
Jeffrey Dastin [2], The article shows an example of a job recruiting AI for  Amazon that is 
biased and ranks men higher than women just because it taught itself that men are preferable 
and they believe that it did so because most of its training material consisted of applications 
from mostly male applicants. 
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Purpose 

With this research I want clarify the meaning of AI bias and how it’s a problem. AI bias is a 
hot topic in today’s society, so the kind of research I provide with this paper is important to 
educate people of what the problem is about and what possible sources are connected to the 
problem. Some might even say that it’s not a big problem at all but I want to prove them 
wrong and make them realise that it is a problem that is far bigger than what most people 
understand. 

Scope 

In this research I will talk about real life situations where AI have been biased. I will include 
possible reasons as to why the situations happened and how one may prevent these kind of 
situations from happening again in the future. I will also test a set of AI’s to show how one 
can test if an AI might give an biased answer. 
The tests and questions I will provide to test the AI is not a benchmark and should not be 
used in any professional way as a standard, unless it has been concluded that they are in fact 
the right kind of tests or questions for that task. 
The AIs I will test are the following, Google Home, Samsung Bixby, Cleverbot and Eviebot. 
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Research Questions 
 

1. Why do AI become biased? 
The statement that AI is biased has been said on many occasions, but not a lot of those 
people ask why the AI is biased and that’s why I want to answer that question. The 
hypothesis that AI itself is not the part that is biased, rather the information that the AI 
has to work with is the biased part. That is solely produced by the human interaction 
with the AI, unless the AI is initially programmed to be biased. 
I hypothesize the conclusion to this question will be what I presumed from the 
beginning, that the AI is not biased but the person interacting with it or the 
information we feed to it is the biased part of the process. 
 
 

2. How do we avoid making a AI biased? 
To follow up the first question I want to study and see if it’s possible to avoid making 
the AI biased, I chose this as my second question because I see it as the next step to 
answer, if the conclusion of the first question is that the AI is biased, or if it’s the 
human input that makes the AI biased, how can we then reduce the risk of that input 
being interpreted in such a way that the AI output seems to be biased. 
If the outcome of the first question is as I hypothesize, the result of the second 
question should be to monitor more carefully the information that we give to the AI 
and the way we want the AI to interpret said information. 
 
 

3. Is it possible to identify if a AI already has learnt something biased? 
With the knowledge and result from the previous question I will tackle the task to see 
if it’s possible to determine if a commercially available AI is in fact biased. I will test 
a set of different AI’s and see if I can determine if they are biased by asking them 
questions. The questions will be based on my findings in previous questions and 
speculations I might have, regarding how the AI give a biased output. 
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Research Method 
To begin with I will study scientific documents on biased AI to find an answer to my first 
question (RQ1). The document may have different opinions to why AI becomes biased and I 
will try to find the common denominator of all the scientific documents I find. With this 
information I will start my research for my second question (RQ2) by using the found 
possible cause to biased AI and see if it’s possible to avoid or change this part to reduce or 
eliminate the risk of an AI becoming biased.  
How I intend to tackle the last question (RQ3) of this research is by analysing 4 different AI, 
I will ask them all a set of questions to try to determine if they have the specific part (what 
previous answered questions have concluded) that may make them biased. I will collect the 
data in screenshots (only for the web-based AIs) and notes written by me during the testing. I 
will then summarise this data and give a conclusion to my findings and results. 
The questions that I will ask the AIs will be  

● “Hello!” 
● “How are you?”, 
● “Who are you?”, 
● “Are you a male or a female?” 

The answer of the last question will be the start where I try to determine if the AI shows any 
kind of bias or if I can guide it to show bias. I have chosen these questions because they are 
the questions one might ask a person you meet online to get a understanding of who that 
person is and the AI is intelligent enough to treat it like a human. For a more detailed 
explanation about the question you can go to the previous page. 
 
By starting to read previously written documentation I will get the foundation in knowledge I 
need to answer my other question. When I have gotten a base knowledge I will expand my 
research by doing tests myself on some of the AIs that exist commercially. The reason why I 
don’t try to find existing tests for AI online is because I believe that by studying the material 
myself I can understand why we have to test AI and how they can be tested in a better way 
and therefore be able to give a better answer to my questions.  
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Why do AI become biased? 
 

Today we use AI more and more, and though it may resolve a variety of problems and 
automate procedures that would be costly if we had humans in their stead, they also create 
and bring back problems that we may have encountered and fixed years before. 
When we encounter these problems people tend to say that it’s not a big problem and it’s just 
a “misbehaving” algorithm that is the cause of the problem and that it’s a easy task to fix it, 
but in most cases the truth is often the opposite. 
Throwing around the term that algorithms are just “misbehaving” is very dangerous, 
especially now when we use AI for more serious situations like determining if a person is 
guilty of a crime and how likely they are to commit a similar or any type of crime again. 
An article written by Julia Angwin, Jeff Larson, Surya Mattu and Lauren Kirchner, 
ProPublica,  May 23, 2016 [5] talks about this. 
 
You may think that this is a recent problem now that the amount of AI and machine learning 
is popping up everywhere and it’s very trendy for a company to say that they are using an AI 
in their products or services, but we have had these problems before and this is merely a past 
problem resurfacing. If we look back to when computer systems became more and more 
prominent and widely used, we can find a discussion from Batya Friedman and the 
philosopher Helen Nissenbaum (1996)[3] where they talked about bias concerns in computer 
systems that conducts only simple tasks like flight routing, automated legal aid for 
immigrants and scheduling. Nissenbaum and Friedman’s critique was not aimed at the use of 
computer system in general but to the algorithms that the system used to get the end results. 
 
In (1996) Nissenbaum and Friedman wrote about an American Airlines sponsored flight 
booking system created by Semi-Automated Business Reservations Environment (SABRE) 
(see also Sandvig et al. 2014)[4]. SABRE was launching a new groundbreaking service to 
provide route information and flight listings with the help of an algorithm for flights in the 
United States. The problem with this system was that the default sorting behavior took 
advantage of user behavior and this created a anticompetitive bias in favor of the sponsor 
(American Airlines). What happened was that American Airline flights were featured on the 
frontpage of the SABRE system even though flights that were cheaper and more direct 
existed. These other companies where often placed on the second page or further back. 
This resulted in American Airlines being forced to make SABRE more transparent after 
antitrust procedures revealed these concerns. 
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Even though AI have had a bias problem for more than 20 years and actions have been taken 
to eradicate them, they still exist today. And the big problem is that they are not as noticeable 
as they used to be and they are used in more serious situations. 
 
One example of a recent and more serious situation where an AI was found to be biased was 
a case where the AI was meant to determine the risk of a convict doing something illegal 
again after being released from prison. This can be found in an article written by Julia 
Angwin, Jeff Larson, Surya Mattu and Lauren Kirchner, ProPublica,  May 23, 2016 [5]. The 
article points out that even if a person is less likely by definition of humans to commit a 
crime again, the AI thinks differently just by analysing the skin color of the criminal. One 
may think that this is a question of definition and that it’s possible to define it so that the 
person in question has bigger chance of a relapse to criminal activities. However, I’ll 
summarise and discuss why that’s not the case here. 
 
The AI in this case was set to determine the relapse chance of two criminals. The first 
criminal (criminal-1) was 18 years old and a first time offender. The second criminal 
(criminal-2) was 41 years old and had been convicted multiple time.  
The crimes that were committed by the felons are as follows; one had stolen a bike while 
passing it just because that person was late to pick up a relative and thought that with the bike 
the now convict could get there in time. You could argue that it was just a spirit of the 
moment thing and the convict only got a couple of meters before realising that the bike was 
too small and dropped it. But in that time a neighbour that saw it happen had already called 
the police. This convict was sentenced with burglary and petty theft for the item that was 
worth $80. 
The second crime is a simple case of shoplifting and it was from a Home Depot store and the 
items was worth a total of $86. 
With only this information it’s clear to see that it might be a hard decision for an AI and even 
a human to assess if the convict will commit future crimes but if we add some more 
background to it, it will be a bit more clear what the judgement should be by human standards 
at least if we believe this article written by Julia Angwin, Jeff Larson, Surya Mattu and 
Lauren Kirchner, ProPublica,  May 23, 2016 [5]. 
 
Criminal-1 has previously a couple of misdemeanors from before the age of 18 but nothing 
severe and criminal-2 has been convicted for armed robbery and attempted armed robbery 
and served 5 years in prison for that. 
This is where the AI took the skin tone in to account and labeled one of the criminals based 
on that, revealing a massive flaw in its own judgement, that the AI is biased and in this case 
specifically, racially biased. 
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Criminal-1 is Brisha Borden, a black woman that was assessed a level of 8/10 to commit 
more crimes and convict-2 is Verone Prater, a white male that only got the level 3/10. 
One may think that this isn’t enough evidence to say that the AI is biased and that it could 
just have been a single isolated incident and that is true. To determine if an AI is biased you 
will need more than one or two incidents before one could say that the AI is biased. 
 
For example in this case, one way to do it, is to single out all white and black persons that 
have done the same or a similar crime to each other and then run the AI on the groups 
separately. The data that is collected from those two tests should then be summarised and 
compared to each other. This way we can see if the AI have judged the two groups differently 
and by that being biased against one race of humans. 
 
A similar test was made on the AI that judged the criminals after the U.S. Attorney General 
Eric Holder voiced a concern about the AI to the U.S Sentencing Commission. - “Although 
these measures were crafted with the best of intentions, I am concerned that they 
inadvertently undermine our efforts to ensure individualized and equal justice, they may 
exacerbate unwarranted and unjust disparities that are already far too common in our 
criminal justice system and in our society.” he said. 
But this test was not conducted by the U.S Sentencing Commission, instead it was conducted 
by ProPublica, a nonprofit organization based in New York City [6]. 
 
The investigation conducted by ProPublica revealed that the AI had an accuracy just above a 
normal coin flip. Of those who were deemed most likely to reoffend, 61 percent was 
convicted for new crimes within two years. This goes on to show how bad this AI was at 
judging and the results also showed that the likelihood of falsely flag a black person as a 
future criminal was almost twice the rate of a white person. 
 
The results of this investigation was disputed by Northpoint, the company in charge of the AI 
and its algorithm. They question the methodology of ProPublica and the test they conducted, 
and in a letter addressed to ProPublica, Northpoint wrote -”Northpointe does not agree that 
the results of your analysis, or the claims being made based upon that analysis, are correct 
or that they accurately reflect the outcomes from the application of the model.” 
 
 
 
 
After this investigation Northpoint was willing to share some information about the AI 
algorithm that they had created for just this task of risk analysis of criminals, they revealed 
that the score for each criminal is derived from 137 questions. The questions are answered by 

10 



 

the criminal or pulled from records of that person. 
 
Here is an example of some of those questions that the criminal had to answer. 
-”How many of your friends/acquaintances are taking drugs illegally?”, 
-”Were you ever suspended or expelled from school?”, 
-”Was one of your parents ever sent to jail or prison?”, 
-”Do you have a job?”, 
and here’s an example of questions the arresting police had to answer. 
-”Based on the screener’s observation, is this person a suspected or admitted gang member?” 
 
With those kind of questions it is difficult for an AI to make an accurate prediction about the 
criminal in question because most of the questions only evaluates the environment around the 
criminal and not the criminal him/herself. 
For example, an AI sees only yes and no and does not contemplate if it could be wrong when 
it conducts it’s judgement and if a question that it has to take in account relies on suspicion 
then the person answering that question will affect the AI with his/her own bias judgement if 
the person has one and resulting in a non accurate judgement.  
 
It’s a little bit like the child toy “magic eight ball”, you ask a question and shake the ball and 
an answer will appear in a small window on the ball. The thing with this ball is that if you ask 
a question that is racist, sexist or in favour of someone or something, the answer will most 
likely come out as biased ether against or in favour of that group of people or thing. That’s 
because the toy only answers with a definitive answer like yes, no, maybe, of course and so 
on, just like an AI. For example, if you ask the ”magic eight ball” - “Are men better than 
women” the likelihood of the answer being “of course” is the same as the answer being “of 
course not”. If we now go back to the questions for the AI, we can see that we have a person 
affecting the direction of the answer towards one side and there by forcing his/her own bias 
and judgement on to the AI, in the case where a question is about suspicion. 
What we can take out of this is that AI is not biased by itself, it just mirrors the views of the 
person or persons that hands it the information and material during its learning phase or later 
on in its usage to make its judgement. 
 
It’s not hard to see that this is the case since when we read about AI most of the articles are 
about the AI being racially and/or gender biased, two very common biases by humans. For 
example, since the incident with SABRE, we have heard very little about AI’s being biased in 
favour of a company to increase the profit of said company but the amount of AI being biased 
against women or people that are not white, we have heard more about in recent years. And 
the most recent one is just a little bit older than a year. 
It’s a feature that most of use today on our smartphones and that is the facial recognition. 
This is the most recent case of a racially and gender biased AI and it most likely is biased 
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because the test data that it used to train and learn with wasn’t good enough. That’s the 
reason if you want to believe the people at MIT and Stanford University that conducted a 
research on this topic and later presented that at the ACM Conference on Fairness, 
Accountability and Transparency (ACM FAT). 
 
The research was conducted on three commercially available facial-analysis programs and all 
three are released by major technology companies. This is written about by Larry Hardesty at 
MIT News Office, Feb 11, 2018 [7]. 
The study was conducted by Joy Buolamwini a researcher in the MIT Media Lab’s Civic 
Media group and she was joined by Timnit Gebru a former graduate student of Stanford, that 
works for Microsoft Research. The research was started by Buolamwini by a chance 
discovery when she was working on another project a couple of years before when she still 
was a student at the Media Lab. 
Buolamwini worked on a program that let people controle colorful patterns that was projected 
on a reflective surface just by moving their heads and to track the movement of the person 
Buolamwini used a commercial facial-analysis program. For the project Buolamwini 
assembled an ethnically diverse group of people and that’s when they discovered that when it 
came down to presentation of the program they had to rely on one of the group members with 
a lighter skin to demonstrate the program since the system didn’t seem to work as reliable 
with darker-skinned users. 
 
Buolamwini got curious by this result and started to test different facial-analysis AIs by 
sending in pictures of herself to them. In many cases the AIs failed to recognise her face as a 
human face at all and when they did recognise it as a human face it misclassified 
Buolamwini’s gender. 
She then started an investigation that would later lead to the article written by Larry Hardesty 
[7]. She began by assembling pictures of women and people with dark skin, that was a better 
representation of that group of people than the pictures usually used in sets by facial-analysis 
AI’s and she ended up with over 1200 images. The next thing she did was contacting a 
dermatologist surgeon to code images according to a scale called Fitzpatrick. 
The scale of Fitzpatrick is a skin tone scale with a six-point scale from light to dark and it 
was originally created for dermatologists to determine risk of sunburn. 
When this was done Buolamwini applied her set of images to three different facial-analysis 
AI’s that are commercially available and for all three AI’s the error rate for classification of 
gender was higher for females than males and when it came to skin-tone the error rate was 
higher for dark-skinned subjects than light-skinned subjects. 
 
The error rate was quite significant, if you were a light-skinned male the chance of getting a 
mislabeled gender was less than one percent (0.8%). This number skyrocketed if you were a 
dark-skinned woman with a level between 4 and 6 on the Fitzpatrick scale, with one of the 
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AI’s having an error rate of more than 20 percent (20,8%) and the other two AI’s had an 
shocking error rate of nearly 35 percent (34,5% and 34,7%), with cases up to almost 47 
percent (46.5% and 46.8%) error rate for women in the category 6 on the Fitzpatrick scale. 
Essentially for women in category 6 on the Fitzpatrick scale they could use a coin flip to 
determine their gender and have the same result as the AI. 
After theis results Buolamwini said - “To fail on one in three, in a commercial system, on 
something that’s been reduced to a binary classification task, you have to ask, would that 
have been permitted if those failure rates were in a different subgroup?” and a big lesson 
from this is that the benchmarks we use can give us a false sense of progress in cases like 
this. 
 
A big factor to why this may have occurred according to the paper and what I believe might 
be the case myself and why these major companies have claimed that they have an accuracy 
of 97 percent can be because of the data sets they use. The study shows that the data sets used 
for facial-analysis AI’s consisted of more than 77 percent of the subjects were males and 
more than 83 percent of all subjects were white. And if they then test this facial-analysis on a 
white male the result will be very good since the AI have trained on almost only white men or 
at least white people. 
 
I believe that we now can start to see a pattern in all these AI’s and might get one step closer 
to understand why they are behaving like they do in their way of analysing the data they get. 
The programing of the AI alone is not inherently meant to be biased against anyone and the 
data it gets is analyzed correctly but what we tend to miss is the forward thinking when it 
comes to AI. We tend to forget to ensure that the system doesn’t make abnormal predictions 
or at least we don’t test it before it’s used commercially and thus creating situations like 
previously mentioned.  
When we have created an AI and taught it what we want teach it and when the AI has given 
us the answer that we want with a certain accuracy it is released for commercial use. By that 
time the AI in most cases is already biased. It’s not because a person creating the AI had bad 
intentions and want the AI to exclude or treat people of different race or sex differently.  
 
 
 
 
 
When Amazon had a similar problem with a secret recruitment AI system we could read 
about that in a Reuters article written by Jeffrey Dastin, Oct 10, 2018[2]. 
The AI Amazon was creating was meant to help them evaluate the best candidates among 
hundreds of job applications and in the end recruit the top candidates that the AI found for 
them, but roughly a year after they started working on their AI they realized that AI was not 
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rating the applicants by their respective software developing skills. The AI was instead rating 
the applicants by their gender and removed candidates that were women. What they found to 
be the reason for this was that they had used data that was male dominant when teaching the 
AI how to do its job. They used all submitted resumes to the company from the past 10 years 
and most of those resumes came from men. 
 
This is yet another example of when a company or developers are not critical to the data they 
use and blindly believe that the AI will solve it anyway, even if the data might be heavily 
onesided by sex or race. An Editor’s Choice article posted on Information-age in Feb 15, 
2019[8]. Capture and summarise a problem that most developers experience when creating 
AI and the problem that most likely is the basis for all the AI bias in previous mentioned 
cases and that is the lack of forward thinking. 
 
What we can take out of this and what you can read on the next page where I list the common 
denominators is that in most cases the AI does what it’s told to do, but that we are bad at 
telling it what to do and how to do it. This problem however is more prominent in cases 
where the AI Is largely influenced by the datasets. 
But in the end we as humans are responsible to make sure that the AI ensures fairness in its 
judgement and with that we can conclude that AIs are not biased, they simply follow the rules 
that they are told, but the material they get to use and the way we program them to use the 
information that they get is not neutral enough for them to keep inside the lines of fairness. 
 
The three major factors that the developers and companies need to think about and possibly 
change in the way they are thinking now to minimise the bias in AI is; the prediction 
algorithm, testing the correctness of the output predictions, and the quality of the data that is 
used to train the AI. The most prominent of those factors is the quality of data. The 
information given to the AI to train with must not be tainted with existing human bias, 
misrepresentative data or incomplete knowledge. It’s hard to determine if the data is biased or 
not but what one could do is to make sure misrepresentative data is not used. For example 
one could use the Fitzpatrick scale when working with facial recognition AI, as shown in the 
study made by Joy buolamwini, written by Larry Hardesty [7]. 
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How can we avoid making AI biased? 
 
Yes, we can and have already created AI that is not biased, actually all AI that we have 
created that is not purposely build to be biased is not biased. But what we have not created 
yet is AI that can understand if the information that it get to its disposal is biased or not. This 
is based on what was concluded in my previous question “Why is AI biased?” where I came 
to the conclusion that AI is not biased but the human interaction or human created data for 
the AI is the biased part of the process. 
 
In the conclusion I made and like the one made by Editor’s Choice posted on 
Information-age in Feb 15, 2019[8]. We can find three common denominators (key elements) 
that if they are solved properly, the output of AIs could be less biased or maybe even not 
biased at all. Theses key elements are; 

- The prediction algorithm. 
- Testing the correctness of the output predictions. 
- The quality of the data that is used to train the AI. 

 
 
To fully understand the first element we need to know what a prediction algorithm is and how 
its use in an AI, what is the significance of the algorithm and if it’s possible to change the 
way they work today. 
What a prediction algorithm aims to do is to know what will happen next in a rough sense 
predict the future. The algorithm use a big slab of data and analyze all key moments or values 
in that data to try to understand what will happen next. To do this it will most likely use the 
model named “Random forest”, Springer Link, TEST June 2016, Volume 25, Issue 2, pp 
197-227, [9]. 
 
Random forest was created in 2001 by a man named Leo Breiman, and what the algorithm 
does is that it takes a value and gives it two possible outcomes and then it gives that outcome 
two new outcomes and so on until it has enough answers to get to a reasonable conclusion for 
that value, thus creating a tree and with a bunch of starting values it will create a forest. After 
that it will take all the answers and calculate an average out of that as it’s final answer. 
The algorithm randomize all the decision trees and aggregates the prediction by averaging 
and that has shown excellent performance in most cases where it use big sets of data even 
where the number of variables is larger than the number of observations. 
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How ever, this kind of algorithm might not be suitable for all the situations where it is in use 
today. For example in the case where AI is being used to determine the relapse risk of 
felons[5] were race and gender is specified, the algorithm will set a good and a bad outcome 
of those answers and therefore creating a bias against the race or gender that is labeled the 
bad option. That is just a example of values(race and gender) that could help promote a 
biased result in the end. One way to combat this might be to review the information that the 
AI is going to evaluate and use in its risk analysis and make sure that the data values are 
neutral and that they don’t run the risk of labeling a specific group of people as bad. 
 
With this basic understanding of how a prediction algorithm works its possible to start 
understanding the second element that I believe may cause AI bias. That element is, testing 
the correctness of the output predictions, what have the AI concluded and is this information 
neutral enough to be used to aid human judgement. This is where things can take a sharp turn 
for the worse if the person evaluation the result data doesn’t realise that the AI in it’s process 
made a biased assumption. 
 
A reason why it’s hard to do this is because the AI randomize the trees it creates while doing 
the algorithm of random forest, it’s not always revealed to the person using the AI, how the 
AI came to that conclusion and therefore the person has to assume that the AI made a correct 
neutral judgement. To reduce this kind of guessing if the AI have made a correct decision or 
not, one could make the process of running the algorithm more transparent and show all the 
steps the AI take to come to its conclusion. By doing this you can get a second opinion if the 
decision was correct or if changes needs to be made in the trees to reduce the bias of the AI 
output. But how this should be done, by human or by another AI trained for that specific task 
is another question that would need an answer before it can be used properly. 
This however would need the AI to be under longer supervision time by humans and maybe 
even that a whole new AI needs to be created before the first one can be used and therefore 
losing time and money for the company that creates them. 
 
Analyzing the output of a prediction algorithm could most likely solve some of the bias 
problems with today’s AI but if we focused to solve the root of the problem instead, in this 
case the algorithm itself, the analysis of the output would be almost obsolete. If the prediction 
algorithm from the start was unbiased the chance of it giving a biased output would be slim to 
none and require minimal to no work for either humans or other programs to make sure that 
the output is not biased. 
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Since today’s AI already is in full use all around the globe and so many person and programs 
depend on it, it’s most likely easier to create an analyzing AI or tool that can filter the output 
of the original AI that may have biased tendencies instead of remodeling and relearn the AI. 
But in the future we need to rethink the algorithms we use for AI so they match the purpose 
of what they are supposed to do in situation were the AI simply can’t be wrong in it’s 
judgement. 
 
For the last of the possible most impactful elements that make an AI seem biased we have the 
data itself. Is the data that we feed to the AI neutral enough or can we change the data to 
make our AIs less biased. 
If we look at some of the previous cases that have been mentioned in this thesis we can find a 
situation where the data that the AI learnt from might have been the key reason to the bias 
answer given by the AI. The case I’m talking about is when facial recognition failed to 
perform within a certain level of accuracy when used by Joy Buolamwini [7]. 
The data that was used to train the AI had not been diverse enough. The AI had trained its 
facial recognition skills almost only on people that had a lighter skin tone and most of those 
persons were men. So when it came to recognise the face of a dark-skinned woman, which is 
the polar opposite of a white man, the AI struggled and that resulted in a accuracy far less 
than the one promised by the company responsible for the AI. 
 
Situations like this is not uncommon, most developers use data that is close and easy to use 
and do not think about diversity, they want results and they want them fast in most cases. If 
we with this knowledge take a look at the tech industry today to see how diverse it is and 
what data is most likely to be used to teach future AI, we can see that roughly 21,5% of the 
workers on some of the biggest tech companies in the world are female, this is according to 
an article at Statista written by Felix Richter, Mar 8, 2019[11]. 
 
If the data used for training the AI is the problem for its biased behaviour then the solution 
might not be hard to reach, the AI might just need more time to train with the new data 
received when it’s commercially used. An AI is always learning and if we know that the AI 
have been trained with heavily one sided material it is possible to change how the AI think 
simply by giving it a lot of diverse material to steer it to a non biased future and that could be 
done with help from society. 
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By looking at and studying theses three elements that were concluded to be the cause of 
biased AI in the research data used for this paper, it’s possible to see that they affect the AI in 
different severity.  
The first element is based on the structure of the AI, the AI core if one wants to call it that. 
This is the most difficult part to change in a AI that is already in use, because by changing the 
algorithm and structure the AI needs to be retaught all the data that is used for its training. 
Basically this means that the AI have to start over from zero. 
 
The second element is based on the interpretation of the output data from the AI and is most 
likely the easiest part to change if that is the case why a AI is showing biased tendencies. It is 
the easiest part because you don’t touch the AI itself, all that you have to do is to change the 
way that the output data is used and that can be done either by hand or with another algorithm 
that doesn’t affect the AI core. 
 
The third element is solely based on the training data used to train the AI. This is neither 
difficult nor easy to correct, it’s more of a time consuming problem. Depending on how much 
data that was used during the training of the AI and how sever the bias is, the solution is in 
most cases is to get more information that oppose the information learned and with that try to 
reduce the bias in the AI. This is the time consuming part since it takes time for the AI to 
learn and based on the already known information it might need a big chunk of new data and 
that takes time to collect. 
 
At IBM [10] they have already started to implement one of these three solutions and that is 
after they discovered that their AI showed biased results. To combat this problem they have 
developed and are developing new AI to counter and correct AI that is already biased. It is 
most likely the AI they create solves problem caused by the second element of the elements I 
have concluded to be the problem. They will use this new AI to correct the data output from 
the biased AI. 
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Is it possible to identify if a AI is biased? 
 
Now that we know that AI is not biased by itself, it is us humans that hands it biased material, 
which makes the AI seem biased. Is it possible to to identify if an AI have any on the 
elements talked about in previous chapter implemented and then shows a biased behavior. 
Can we make the AIs answer biased just by talking to it? 
In these tests four different AIs will be tested, The AIs will be tested to see if they can be 
misinterpreted as biased or perhaps show that they have biased material learnt from previous 
human interactions. 
The AIs that will be tested are two chatbots, Cleverbot and Eviebot. They will be tested by 
having a conversation where the AI will have to answer questions that can be answered with 
a biased answer or a neutral answer depending the bots own character. 
I chose these AI because they were AIs I had access to without having to spend a lot of 
money. 
 

Cleverbot 
Cleverbot was created in 1988 by Rollo Carpenter, The bot have been learning since that date 
and in the year 2006 the domain cleverbot.com[12] was created and the public could start 
using the bot and test it. The things that is said to the bot takes influence by what people have 
said to the bot previously and what you say to the bot may influence the answers it will give 
in the future. When the conversation you have with the bot ends it will use that data and 
compare it with millions of other previous conversations to learn from it. 
 
To test Cleverbot I started of by asking the question previously mentioned in this chapter, 
after asking the sex of the bot I followed it up with a question if that sex is better than the 
other (“are females better than males” or the other way around) and in 6 out of 10 cases the 
bot answered “Yes”, “Yes I do” or something else insinuating that the sex the bot have is the 
better one. In the other four cases the bot answered with a neutral answer “They are equal.” or 
“They are the same.”. 
During my testing I noticed that the bot chose the sex that was last in the question “Are you a 
male or a female?”, so if i changed the order of the two sexes the the bot changed its answer 
to the sex that is mentioned last. 
Regarding what the bot thought its skin color was, the bot answered in 8 out of 10 cases that 
it was “White” or “Caucasian” and in the other two cases it chose “Green” and “Blue”. 
I believe it quite clear that the bot shows biased tendencies but that they are not as severe as 
they could have been and that is most likely due to the amount of data the bot has to work 
with. Though it is possible to get some very sexist and racist comments from the bot, they are 
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not the common answer in any way and but the fact that they exist may indicate that some 
people have tried to make it biased against a certain group of people but the amount of data 
has not been enough to do so. 
 

  
Figure 1.0. Cleverbot gender 
 

 
Figure 1.1. Cleverbot skin color 
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Eviebot 
Eviebot was created in 2008 [13] and it is a child of the bot Cleverbot they use the same AI to 
interpreter data but they have different input of where that data come from. Eviebot have 
some more features and extensions to it than Cleverbot, for example it has a voice that can 
speak to you and a face that can show expressions depending on the status of the 
conversation. It works in the same way as Cleverbot, you type something and it will give an 
answer to what you say in text form and vocally. 
One major difference between Eviebot and Cleverbot is that with Eviebot you get four 
answers to every question and you can change the answer to the one you like of those four 
answers. 
 
The testing of the Eviebot was a bit different since it gives you four different answers, so not 
only did I test the same questions that I did for Cleverbot, I also looked at all the possible 
answers that Eviebot gave me for my questions. The fact that it gives more than one answer 
made it more difficult to test and that was because it gave me four answers that were the 
complete opposite of eachother. For example when asking what sex the bot has one of the 
answers is “I’m a male” and the other is “I’m a female” and the same goes to if I follow up 
the question if one of the sexes is better than the other. 
 
But I did discover what I believe might be bias in these multiple answers that the bot gave 
and that was when the bot was asked if one sex was better than the other. 
If the bot was asked “Are males better than females?” two of the four answers were “Yes” or 
a synonym to yes and the other answers was about the sexes being equal like “They are 
equal” or “They are the same”. This happened seven out of 10 times, in the other three cases 
the bot had three answers that was “Yes” or synonyms to yes. 
If you then compare this to when the bot was asked “Are females better than males” 
(changing the order of the sexes in the question) in six out of 10 cases the bot had two 
answers that was “Yes” or synonyms to yes, out of the four answers given. And in the other 
four cases the bot only had one answer that was “Yes” or something similar. The other 
answers it had was for example “They are equal” or “They are not”.  
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Figure 2.0. Eviebot gender 
 
This for me shows that the bot has a bias and that it can be manipulated to show a bias against 
what ever sex you want the bias to be against, but when you look at the answers it is possible 
to see that it have a slightly more bias against females in both cases. That can indicate that 
it’s not only the data given to the AI, it might also be a deeper rooted bias, for example in the 
evaluation of the data used by the AI to give an answer to the question. 
 

 
Both chatbots became more and more sexist or racist depending on how sexist or racist I was 
when I was talking to them. That could indicate that they trail down conversations just trying 
to give me the answer it believes I want and compares the conversation I have with them to 
other similar conversations it have had that are stored in the database used by the AI. 
 

Bixby 
Bixy is a assistant AI that is created and launched by Samsung in 2017[14]. The purpose of 
an assistant AI like Bixby is to make device interaction easier, specifically when it comes to 
interacting with complex devices and functions. Bixby is a core system and can be used to 
text, get specific information that you have tailored for yourself, for example it can tell you 
about news, the time and remind you of meetings that you have. All of this can be set and 
will be read as the phone wakes you up with a soft voice in the morning. 
 
When it comes to the testing of this AI it was different than the testing previously done on the 
other AI in this chapter and that is because it’s not intended to have a chat with you but rather 
help you with daily tasks. To test if the AI would show biased tendencies after getting biased 
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input was not possible in the same sense as before and therefor I conducted another test 
instead of asking the AI the set of questions that the chatbots had to answer. The new test 
focused more on determining if the base settings and information of the AI is biased or not. 
The settings that could show the clearest bias is for example the news source, where it gets 
the news update from. 
 
The results of my testing is that Bixby is well trained and show little to no bias. The news 
source for Bixby is Google News as default but it’s simple to change that by yourself to get 
news from a source that you trust (if you don’t trust Google News) and the same goes to all 
the settings in Bixby, they are changeable. The fact that they are changeable and that Bixby is 
so young and doesn’t have that much data, makes it’s easy for a user to teach the AI biased 
material if that is what one would like. This makes Bixby an blank canvas since the 
information it will learn most of, is material from the user of the device that Bixby is 
connected to and therefore it will show bias if you as the user is biased. 
 
 

Google Home 
Google Home is an assistant AI just like Bixby, Google launched their home AI in late 2016 
[15]. The use and purpose of Google Home is more or less the same as Bixby but Google 
Home is mainly placed as microphone and speaker somewhere in a house. Google Home can 
be paired up with other devices through bluetooth and with that be able to control them as 
much as a normal user could do via bluetooth. Yet again I had difficulties testing the AI for 
biased patterns and the main reason for this was because the AI simply couldn't hold a 
conversation long enough and either started music or gave me fact about something random 
that I didn’t ask for. 
 
To test the Google Home AI I had to find the sources of its information, for example, the 
news came from the same place as they did for Samsungs AI Bixby and that is Google News 
and Google Home found the answer to all questions with help of the Google search engine. I 
have also used articles and test others have conducted on Google Home. 
 
The Washington Posts Drew Harwell, July 19, 2018 [16] wrote about a test that was made on 
the voice recognition feature of Google Home. The voice recognition is the core feature of 
Google Home (since that is how you interact with the AI) and that showed bias against 
people who spoke english with a dialect that was different from the one found in the West 
coast of USA. When a user with a different dialect (in this case a spanish dialect) tried to 
speak to the AI it had a harder time to understand the person and left the person waiting for 
an answer when it was asked something. 
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After this test The Washington Post teamed up with two research groups to make a deeper 
study of the AIs accent bias. They used more than 100 people from 20 different cities around 
the USA and they dictated thousands of voice commands for their study. They ended up with 
a result showing that the base accuracy of Google Homes voice recognition is 83% and the 
accuracy was between 0.1 - 3% above the base accuracy if the person speaking had an accent 
that was from Western U.S., Midwest U.S., Eastern U.S. or Southern U.S. But if you had a 
Chinese or Spanish accent the accuracy was more than 2.6% worse than the base accuracy, 
with the Spanish accent as the worst of the tested accent with a percentage of 3.2% under the 
base of 83% accuracy. 
The margins are pretty slim and only differs roughly 6% from the best to the worst, but this 
doesn’t only show that the AI is slightly biased in its voice recognition. It shows that the AI 
wasn’t trained as well as it could have been with a bigger and better diversity of the data that 
is used in its learning process. This could give a breach for bias to find its way into the AI in 
a much bigger way than just the voice recognition. And that might cause bigger problems in 
the future if they don’t evaluate the data before they teach the AI with it, making sure that it 
gives the big picture of how the world looks and not just a picture of the company responsible 
of the AI. 
 
 

 
Figure 3.0 Google Home accent accuracy 
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Analysis and Results 
Question one 

The theory of AI being biased is based on human errors. Looking back at the question “Why 
do AI become biased?”, is clear AI is not biased but humans are and we reflect our own bias 
with AI that we create. There are many levels in an AIs life where things can go wrong and I 
believe I have found three of them during my study. The first problem I found we can read 
about in a Paper presented to “Data and Discrimination: Converting Critical Concerns into 
Productive Inquiry,”  in May 22, 2014; Seattle, WA, USA. written by Sandvig et al in 2014. 
They write about SABRE a AI algorithm that is meant to help people find the fastest and 
cheapest flightpath for their travels. The study show that the algorithm favoured American 
Airlines over other airlines and that was because they were working with IMB who 
developed the AI. This reveals that the bias was put straight into the algorithm by humans 
and nothing it learned over time. This present us with the first problem which is bias 
problems in the AI algorithm itself. 
The second problem I found which could lead to AI bias was faulty analysis of the AI output 
data. The way that data is analysed from AIs differ from humans to other algorithms and it’s 
when we use other algorithms things can go wrong and that is because we humans take that 
new output as facts and don’t question it enough. Looking at the case where AI was used to 
determine criminals likelihood of a relapse crime we can see in the article “Machine Bias” 
written by Julia Angwin, Jeff Larson, Surya Mattu and Lauren Kirchner, ProPublica,  May 
23, 2016 [5] that in some cases the AIs answer was used as facts in the judgement of 
criminals when in fact the data is merely there to suggest a possible outcome based on history 
of similar crimes committed by similar people and in this case the data was shown to be 
biased towards people with a darker skin even though the data that was put into the AI was 
based on the same questions and analysis. 
The third problem I found that could result in AI bias was bad input data. In some cases the 
input data we use to teach AI with is not diverse enough, resulting in a biased AI. The most 
likely reason this happens is when AI is developed the developers use easy to access 
materials to train the AI and that may result in imbalanced data. For example in the article “” 
written by Larry Hardesty at MIT News Office, Feb 11, 2018 [7], we can read about Joy 
Buolamwini who stumbles upon a biased facial recognition AI. It turns out that the AI had 
been trained on more than 83% white people and of them more than 77% were male. So 
when the AI tried to scan Buolamwinis face and determine the gender based on that it was 
wrong and when it did manage to do it the rest of the features of the facial recognition was 
hard to impossible to conduct. This type of imbalance in the training of the AI made it biased 
against a whole group of people and that is just because the humans training it did not give it 
a good understanding of what the world looks like. 
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Question two 

The result of the previous question gives us the answer to this question “How can we avoid 
making AI biased?” and it is possible to avoid or at least minimise the risks of making a 
biased AI and it boils down to a simple list of tests to be made in an AIs life , this could help 
minimising the risk of the AI becoming biased or showing biased tendencies and that list of 
test is. 

- First, a test needs to be done on the AI algorithm. 
- Second, a test of the analysing of AI output data. 
- Third, a test of the training data to make sure that it is diverse enough. 

 
By testing the algorithm of the AI one can make sure that the AI does not start of as biased 
and if the AI would turn out to be biased after it has been finished one could clone the base 
algorithm and create a new AI to replace the one that may have learnt to become biased. 
The reason for the second test is to make sure that the data output from the AI is used 
properly and this test could be done on a regular basis since this could stop the AI from 
becoming biased during its life because one would be able to see when the AI is starting to 
show biased tendencies and would be able to stop that in an early stage. 
The third and last test of the test I concluded could be useful in an AIs life is to test input 
data, that is the data used to teach the AI. If this data is monitored and carefully picked to 
give the AI the most diverse learning it could have the second test in my list would be needed 
a lot less in the life of the AI. 
 

Question three 

The answer to the question  “Is it possible to identify if a AI is biased?” the answer is yes, it 
is possible to identify if an AI have biased tendencies or that it is biased. But the difficulty of 
doing so depends on the kind of AI that is set to be analysed and the kind of test you want to 
do on the AI. 
For example, trying to get a biased answer from a AI by using input data is simple if the AI is 
a chatbot like Cleverbot because they are made to analyse input data in a different way than 
assistant AI like Google Home. During my tests of the different AIs I set out to test if they 
were biased in any way I concluded this. 
 
Cleverbot: With only four question I could get the AI to be biased against one of the two 
sexes (male/female) and depending on my level of sexism or racism the bot became more and 
more sexistic or racis in the conversation. I believe this is due to the way that it use the data 
that is stored in its database. It finds conversation in the database that are similar to the one 
you as a user have with the AI and if a conversation of the sorts I mention above exists the AI 
will come of as biased 

26 



 

 
Eviebot: The results for Eviebot is the same as for Cleverbot but it takes less questions to 
make the AI give you a biased answer. I believe this is due to this AI being younger than 
Cleverbot and not having the same amount of data to neutralise the cases where people have 
tried to make it biased. 
 
Bixby: Bixby did not show a clear bias or any tendencies to be so either. The AI is well 
trained and it is made to be personal and therefore uses more data from the single user than 
from what is stored in the database where it save what it learns. So depending on the user 
Bixby could become biased but only if the use would like it to be biased. 
 
Google Home: Google Home is as Bixby an assistant AI that is meant to help interaction and 
connect to other media around a house. It has a chat function but it is not well adjusted since 
its only one of many features that the AI has. This made the testing of the AI harder and 
articles from studies conducting bigger tests on the AI was used to find a conclusion. The 
final conclusion is that Google Home show some tendencies that it is biased and the most 
possible cause for that is the training data. The way Google Home is biased indicates that the 
data it used while learning was imbalanced and created a false picture of the world for the AI. 
Like in the case of Joy Buolamwini [7] where the input data was revealed to be heavily 
imbalanced. 
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Conclusion 
 
An AI by itself is not biased, humans interacting with the AI are and since the AI learn 
everything it knows from us humans it will mirror our bias. Humans are responsible to teach 
the AI about the world around it and as much as possible about the people that are going to 
interact with it and if that information is somewhat imbalanced and shows a false picture of 
what the world looks like the data that the AI gives us will be seen as biased. 
I have also concluded that bias in AI can be prevented or at least minimised by doing regular 
testing on the AI during all stages of its life and I came to the conclusion that testing the AI 
algorithm before it starts learning is the first step, testing the analysing of the output data is 
the second step and making sure that the data used to teach the AI is diverse enough and not 
in imbalance is the third step that needs to be covered to minimise the risk of bias. 
With those test in mind one could test already commercially available AIs to see if they are 
biased or not and if they show bias one can get a hint of which part of the AI is making it 
seem biased. This theory is tested in this paper on Cleverbot, EvieBot, Samsung Bixby and 
Google Home, with the result that three of the AIs show bias and two of them could be seen 
as heavily biased. 
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Future Work 
 
There are still many question around AI, even the questions in this paper about bias only 
scrapes the surface on that topic. There are things that I would like to try but they are far to 
big for me because I don’t have the knowledge of how to make an AI but a study creating an 
AI from scratch to test my theory about the different tests during the life stages of an AI 
could conclude if the tests are viable or if they need to be refined. 
 
Other work that can be done on the subject of AI bias could be to study if it is possible to 
make a standardisation of the learning process for AI and if that could help reducing AI bias 
in the future.  
Is it possible to standardize parts of the AI process or will that result in losing the artificial 
intelligence itself. The whole idea with AI is for it to learn by itself and not be restricted to 
any standards but the learning phase might be a part that is okay to standardize because it 
does not interfere with the AIs free way of thinking it merely suggest how the AI should 
think. 
 
There is many more areas that could be studied in the general subject of AI, for example on 
page 11 in this paper I compare the AIs intelligence with a magic eight ball and I do so 
because the AI in question is not much more accurate than that. So one question to that could 
be, is that enough to call it an AI or is it just a guessing algorithm and/or are today’s AI that 
we use actually intelligent by itself or is it just good enough at guessing so it seems to us 
humans that it is intelligent. 
These are questions I myself find interesting and wonder about and the field of AI is 
relatively new and unexplored so there is a lot of information that we don’t have yet that is 
waiting to be discovered and explored in greater detail. 

Validation threat  
In this research I only used a handful of AI. If further studies were conducted with a greater 
number or/and variety of AI the result might be different and showed that only some AI are 
biased and that we already have unbiased AI. The testing of the AI have been from the point 
of view that the AI is acting like a human being and will answer like such but if this is 
changed to expecting the AI to act different than a human or have a different answer it may 
change the conclusion to the question if one can find out if todays AI already is biased. 
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