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Abstract

Smart home technologies aim at providing users control over their
house, including but not limited to temperature, light, security, energy
consumption. Despite offering the possibility of lowering power con-
sumption (and thus the energy bill), smart home systems still struggle
to convince a broad public, often being regarded as intrusive or not
trustworthy. Gaining sympathy from users would require a solution
to provide relevant explanations without relying on distant comput-
ing (which would imply sending private data online). We therefore
propose an architecture where the autonomic controller system is ex-
tended with an intelligent layer aiming at translating autonomic val-
ues into concepts and finding causality relations in order to explain the
logic behind the decisions and the state of the system to the user.
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Sammanfattning

Smart-home-teknik syftar till att ge användarna bättre kontroll över
sina hem till exempel med avseende på temperatur, ljus, säkerhet el-
ler förbrukning av energi. Denna teknik har svårt att övertyga många
kunder trots löften om energibesparing och komfort. Tekniken ses som
påträngande. En lösning som ökar användarnas välvilja genom att ge
relevanta förklaringar men utan att skicka privata data online är önsk-
värd. I detta examensarbete föreslår vi en arkitektur där ett intelligent
lager läggs ovanpå det autonoma systemet. Det intelligenta lagret för-
söker dels översätta autonoma termer till begrepp som användaren
förstår och dels att hitta kausala relationer som förklarar systemets till-
stånd och beslut som fattas av systemet.
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Chapter 1

Introduction

1.1 Context

Smart homes are generally defined as "a dwelling incorporating a com-
munication network that connects the key electrical appliances and
services and allows them to be remotely controlled, monitored or ac-
cessed"[17]. This definition still holds today, and comprises a increas-
ing number of devices with the development of the Internet of Things
(IoT). Smart home technologies can now allow their users to remotely
control almost every device in their house and precisely manage their
use.

Progress in computing power has however shifted the definition of
the smart home from "connected" towards "smart": the use is simpli-
fied through multiple AI techniques which use the habits of the user
to provide custom services and ease of use. Data here is key to the op-
timization of the comfort : sensors range from traditional sensors, like
thermometers, light-meters, presence detectors, etc. To more personal
ones like a connected bed monitoring sleep quality or microphones
and cameras to recognize the users of the house. The omnipresence of
personal connected devices, notably smartphones and smartwatches
has steeply increased the quantity of data available to the smart home
system to adapt almost seamlessly to its users and their environment.

The purpose of smart home systems is to maximize certain goal
values while minimizing constraint values. Goal values are for in-
stance comfort, safety, health, while constraint values can be for in-
stance power consumptions or statutory standards. Several studies
estimate the benefit of using smart home systems to minimize electric-
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CHAPTER 1. INTRODUCTION 3

ity consumption to be significant [24]. In the current context of envi-
ronmental issues, smart homes can help overcome the challenges to
come regarding energy savings. Demographic changes also urge for
the need for smart homes: technology can help in preventing home
accidents, which are the most frequent non-disease cause of death in
Europe and in the US, especially for the elderly.

Despite all the advantages smart homes can offer, the technology
still struggle to be seen as a go-to solution for new homes. The market
therefore shows great opportunities for growth, especially in Europe.
To increase its market share, smart homes will need to solve trust is-
sues with their users [39]. A key to trust is explainability1: since the
system is affecting the home of the user, he or she expects to know why
things happen, what the reasons of decisions made by the system are.
For instance, if a system was given only a temperature goal and de-
cides to close a window, the user might be surprised and wonder why
this decision was made. A good explanation from the system would
be that, in order to maintain a cool temperature in the room, given the
outside temperature, closing the window was the most efficient way
to proceed.

One should also keep in mind that a system that is so deeply en-
trenched into the house of its user should comply to tight privacy and
security policies. Studies [39, 3] have shown that this privacy question
is a major concern for people considering equipping their house with
smart devices. Regulations about privacy also have tightened in recent
years, most notably with the European GDPR passed in 2018.

1.2 Research question

How can one enable trust between smart homes and their users? The
answer would be to make them easy to understand, to be able to ex-
plain their decisions. How can an autonomic system, such as a smart
home, be given an explanative power? This task is not easy, as we have
identified three main difficulties:

• AI systems make decisions based on numerical input values, ac-
cording to decision functions which are often very complicated.

1The term “interpretable” can also be found in the literature. Although some
argue over a semantic difference between these terms, they will be used without
distinction in this report.
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In this regard, most AI systems that can be found in smart homes
are hard to explain black boxes.

• Humans use words, which may have vague meanings and are
highly dependent on the context. For instance, the word hot may
describe different temperature ranges depending of the person,
the time of the year, the location,. . . .

• A smart home is not a closed system, in the sense that over its
lifetime it is very likely that some of its devices will be added
or removed, some of its configuration changed. The explanation
system therefore need to be generalist enough and scalable so
that it can overcome these changes.

The purpose of this work is therefore to enunciate principles, guide-
lines that will provide a canvas for an explanation engine that will
comply to the aforementioned limitations. A conceptual system de-
sign will then be demonstrated in simple scenarios to illustrate our
approach

1.3 Main contributions

The work accomplished during this thesis can be summarized in the
following points, which refer to later parts of this report:

• Review of the state-of-the-art in different fields related to our
topic. In order to get inspiration from diverse grounds, the re-
view includes works from Epistemics, Cognitive Science, Com-
puter Science, Machine Learning, System Design. The main points
of the review are presented in chapter 2.

• Conception of an explanation engine for smart-homes. Our pro-
posed solution is based on a component-based architecture which
breaks the global system into smaller, simpler elementary com-
ponents. This conceptual design is motivated by works in auto-
nomic systems and the need to interface between physical values
and human concepts. Chapter 3 details this solution.

• Realization of a small demonstrator using our system to produce
explanations in simple scenarios. Using the iCasa platform, it
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runs a simulation of a smart house with some devices. See chap-
ters 4,5 for the details of the implementation and of its limits (for
instance, we had to rely on hardcoded thresholds rather than dy-
namical learning to define concepts, focusing more on other key
points of our work).

Keeping in mind that the purpose of this work is to provide a con-
ceptual design, some side questions have not been addressed and re-
main open debates. Among them are the evaluation of explanations
(i.e. how can we assert that a produced explanations is relevant?) or
the implementation of our solution into a real-life system using hard-
ware devices. Those topics are further detailed in chapter 5 of this
report.

We have also decided to put aside the Natural Language Processing
(NLP) aspect of the task: interfacing our explanation engine with the
user will require understanding and generating sentences. This topic
being very broad, we have deemed preferable to use in our demon-
strator some kind of "proto-language" rather than a true grammati-
cally correct language. In future works, as presented in chapter 5, we
plan on using state-of-the-art NLP solutions to allow interaction and
dialogue between the machine and the user.



Chapter 2

Related works

One of the characteristics of Explainable AI is its pluridisciplinary ap-
proach: it lies between Cognitive Science, Epistemics and Psychology
— to determine what explanations are and how they are perceived —
and Computer Science — to understand decision-making machines.
In the following part, we address a brief and far from exhaustive state-
of-the-art in some of these aspects.

2.1 Explanations

"Explaining" is a key notion to this work, we therefore need to carefully
study it before going forth. While we all have a naïve understanding
of what an explanation is, clear definitions struggle to grasp the en-
tirety of the concept and its various meanings. For instance, [25] dif-
ferentiates explanations which are the result of an investigation from
explanations which are the process of finding this result.

While the notion of explanation is complex and central in science,
the topic was largely ignored before the 20th century. The Deductive-
Nomological (DN) model, mainly introduced by Hempel ([14, 15]), set
a milestone as the first widely recognized attempt at providing a for-
mal canvas for scientific explanations.

In the DN theory, an explanation consists of an explanandum and
of an explanans. The explanandum is what needs to be explained, the
object of the request, while the explanans is a set of sentences that pro-
vide an explanation. To be correct, the explanation must follow the
following rules :

6
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• The explanandum must be a logical consequence of the expla-
nans. That means that there exists a path of logical inferences
going from the premises of the explanans to the explanandum.
This is the deductive part of the explanation.

• The explanans must be true. In the DN theory, the explanation of
any phenomenon is required to be true to be a valid explanation.

• At least one of the sentences of the explanans must be a law of Na-
ture. As defined by Hempel, those laws must be general enough
to have predictive power. For instance, Newton’s laws can be
deemed laws of Nature since they predicted the movements of ce-
lestial bodies, while mere observations such as all people in my
office are 30 or younger cannot predict other phenomena and thus
lacks generalization possibilities. This is the nomological aspect of
the explanation.

As an example of the DN model, we can consider the following
sentences:

O It is cold today.

E1 Sunlight heats up the air.

E2 It is cloudy today.

E3 Clouds stop sunlight.

We can say that {E1, E2, E3} is a valid explanation for O since there is
a logical inference from this set of sentences to the phenomenon, and
that some of the assertions in the explanans can be considered laws
of Nature (E1, E3). However, if one of the sentences in the explanans
were to be false (i.e. were it not cloudy today), the explanation would
no longer be valid.

The DN model is however not perfect, since it allows for non-
explanations to meet all of its criteria (for instance, the counterexam-
ple of the shadow length is detailed in [1]). Subsequently, other the-
ories emerged to take into account other aspects of explanation. One
of them is Statistical Relevance (SR) [32] which relies on conditional
probabilities to to define an explanation as a set of characteristics that
are statistically significant to the phenomenon to explain. One of the
examples in the original paper is the following:



8 CHAPTER 2. RELATED WORKS

We consider the effect of birth control pills on fertility. Since

P (Pregnancy|Woman,BirthControl) 6= P (Pregnancy|Woman)

birth control can be considered relevant to the non-pregnancy of a
woman and therefore can be an explanation of the observed situation.
On the other hand, we have

P (Pregnancy|Man,BirthControl) = P (Pregnancy|Man)

which indicates that taking birth control pills is not relevant to explain
why a man is not pregnant.

Figure 2.1: A simple semantic graph: both Y and Z are consequences
of X . However, neither Y is a consequence of Z nor Z a consequence
of Y .

Explanation theories have in common that they consider causality
at the very core of the notion of explanation: providing an explanation
to a phenomenon requires to find the causes that preceded it. An inter-
esting addition is to consider the notion of manipulation in the prospect
of finding causality [28]. This notion is key to using statistics to find
causality: it allows for disregarding accidental correlation from actual
causation. The base idea here is to differentiate the conditional prob-
ability P (Y = y|X = x) from the manipulation P (Y = y|do(X = x)).
In the latter, we consider the probability Y = y variable after setting
the variable X to the value x. To illustrate this example, let’s consider
the figure 2.1. In this figure, there is no causality link between Y and
Z. However, since they have a common cause X , we would likely
have P (Z = z|Y = y) 6= P (Z = z). However, with the manipulation
approach, we would have P (Z = z|do(Y = y)) = P (Z = z), thus
showing the absence of causal link between Y an Z even though they
are correlated.
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For our works, it may seem reasonable to focus on, when asked
for an explanation, giving a fact that is a logical prior to the ques-
tioned phenomenon. This, from a psychological point of view, may
be deemed sufficient to satisfy the need for an explanation [25]. This
approach has already been used in other works aiming at explaining
AI decisions ([31, 20, 13]) where emphasis was put on showing the
criteria upon which the decision has been made.

2.2 Abductive Reasoning

Acquiring new knowledge requires to move from what we initially
know, the premises, to their logical consequences. This process called in-
ference is a sequential reasoning, which progressively adds new knowl-
edge sentences to an existing knowledge base. The philosopher Peirce
classified three types of inference, a classification which has been used
by many since [29, 26]:

• Induction is going from examples to generalizations. For in-
stance, if we see only green apples, we can deduce that all ap-
ples are green, even the ones we have not yet seen. Induction is
not logically valid: a conclusion draw from true premises is not
guaranteed to be true.

• Deduction is going from general rules to particular cases. If
we know that all apples are green, then we can induce that the
next apple we see will be green. Deduction is valid: from true
premises, one will induce true conclusions.

• Abduction is going from the consequence to the most probable
cause. In the case of apple, it would be, from the evidence “all ap-
ples seen so far are green”, inferring that “all apples are green”.
Abduction is not valid: since it only proposes the most plausible
hypothesis to a given evidence, providing no guarantee regard-
ing its truth.

Abduction seems to be the ideal reasoning to produce explanations.
However it lacks a clear and widely-accepted definition,with ongoing
discussions concerning the notion of best hypothesis which was intro-
duced by Peirce in his original work. This notion requires an additive
premise, which is that, among the set of candidate hypotheses, one
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may be considered the best. While evaluating the quality of a hypoth-
esis might be difficult (see the discussions at the end of this report),
it raises the problem of the bad lot: if the set of candidate hypotheses
only contains bad candidates, the relative best will still be absolutely
bad [33].

Abductive inference is believed to be one of the most used in hu-
man cognition, making its ability to understand new phenomena by
proposing most plausible hypotheses among a set of candidates. This
practice can be seen as clause to Bayesian inference, where the confi-
dence in a hypothesis is reviewed as new evidence is observed. How-
ever the epistemological meaning of inference may differ from this
natural meaning. As [26] points out, there exists two meanings of
the word abduction: creative abduction, which generates plausible hy-
potheses, and inference to the best hypothesis, which is what modern
epistemics often consider as abduction.

2.3 Explainable Artificial Intelligence

The logical implementations of explanation theories in Computer Sci-
ence led to rule-based systems, sometimes called expert systems[2]. They
rely on a semantic, symbolic approach, where knowledge is stored in
an ontology and rules are used to infer new knowledge. This kind
of approach is convenient for complex known systems designed and
used by experts in their respective fields (hence the name expert sys-
tems), such as health-related topics, data management [30] or even in
smart home design [22].

However, as systems become more intricated with noise and exter-
nal parameters, rule-based systems show their limits as they require
an extensive set of rules, which eventually becomes hard to main-
tain. Problems such as pattern recognition, computer vision, natural
language processing, showed the limits of extensive rule-based sys-
tems. For those topics, which are now at the heart of the notion of
AI, Machine Learning (ML) ([34, 18]) and Neural Networks (NN) ([12,
35]) have outperformed the more “traditional” approaches aforemen-
tioned. We may for instance remember the great impact the victory
of AlphaGo against the Go champion Lee Sedol had in mainstream
media [35]. However these techniques rely on high-dimensional data
representation and solve optimization problems which prove hard to
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explain. They are therefore often referred to as black-boxes, since the
complexity of the decision function makes it hard to unveil the rele-
vant criteria.

The growing importance of AI-based decision-making and various
scandals implying biased selection [5] have led authorities to enforce
new legislation. The European General Data Protection Regulation
[10] , voted in 2018, states a right to know the reasons behind any im-
pactful decision made by a computer, as well as a right to privacy. This
regulation put the question of explanations of modern ML techniques
in the spotlight, raising concerns about our ability to fully understand
them.

There however exist methods to peek inside those black boxes. The
lime method, for instance [31], uses a local linear approximation of the
boundary of the decision function to determine the features that were
most likely used by the classifier. Another work [4] aims at explaining
NN-based classifiers by translating them into decision-tree classifier
which are supposedly much easier to understand for humans.

Another approach to explain the classification of a given datapoint
is to compare it with prototypes which are other datapoints given as
examples of a class. The explanation engine can then use these pro-
totypes as examples to justify that one particular datapoint belongs to
a certain class. It can be helpful to also consider criticisms, which are
typical of hard-to-classify regions in the dataset [20]. Combining both
prototypes and criticism can yield better explanations to the labelling
of any given datapoint.

Many other methods are cited in [13], showing the diversity of ap-
proaches and the effort put into this research topic in recent years.

2.4 Conceptual Spaces

As stated in the introduction of this work, one of the difficulties to
explaining the decisions made by a smart home is that the autonomous
system does not “speak” the same language as the user.

Most AI systems make decisions based on inputs that “live” in
high-dimension real space. Operating on human words seem harder
[11] even if some works, such as word2vec [27], have demonstrated that
embedding words into a vector space was possible to some extent.
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Figure 2.2: Depiction of how a word emerges from observations. The
histogram corresponds to the temperatures observed in the room. A
word is then created to describe these temperatures, with blurry limits
(here following a normal distribution): when asked about the concept
comfortTemperature, one might particularly think of the prototype (the
dashed vertical line), with some variation from it.

Word representations rely on prototypes, the ideal representation of
a concept in the real world. For instance, when thinking about hot, one
might think of an ideal temperature representation. The word trans-
lation into the space of real values, might be in that case, a gaussian
distribution around this value (see fig. 2.2. We may then view words
of the human language as predicates. Predicates are Boolean functions
operating on the real world, describing it with a word : hot, tooExpen-
sive, comfortable. Those predicates are dynamic, which means that they
change through time. This grasps the idea that a word’s meaning is
not definite and can vary depending on exterior conditions.

Using predicates to represent words has already been studied in [8,
7]. In [7] a number called desirability is linked to every predicate. This
number indicates whether a predicate is wanted or not. A positive
value means that it is wanted whereas a negative value means it is not
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predicate desire value
tooHot -20 false
comfort 15 true

enoughLight 10 false

Table 2.1: An example of some predicates with their desires. The last
one, in bold font, is conflicting since its desire is positive and its value
is False.

desired. Tor instance, the predicate tooHot can be given the desirability
−20 meaning that it is not wanted. We can also note that, in terms of
logic, we can equivalently treat desire and trust: the concept of desir-
ability meaning that a predicate is wanted or believed to be true. This
number aims at quantifying surprise and conflicts. A conflict happens
when a predicate with positive desirabilty is false, or when a predi-
cate with negative desirability is true. To put this into words, either
something that we don’t want or that we believe is false is verified; or
something that we want or we believe is true is not verified. In table
2.1, conflicts are indicated in bold font.

In [8], a method to generate predicates from real values is pre-
sented. It relies on contrast operation, which aims at characterizing
not the values themselves, but the differences to the average values.
An example is shown in figure 2.3 where a new datapoint is given a
name and a qualifier with this method.
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Figure 2.3: Example of a contrast operation: on the left, a new data-
point (denoted as a circle) is classified according to the closest cluster,
corresponding to the word textbook. To find a word qualifying this new
instance, we have to classify the difference to the prototype, as shown
on the right. Here, the new datapoint can be named a big textbook, since
the difference to the prototype is classified as corresponding to what
we may associate with the word "big".



Chapter 3

Proposed Approach

3.1 Main Principles

Our input for the task of explaining decisions in the context of a smart
home is to implement works from cognitive science into autonomic
systems. The insights given in the previous chapter lead us to focus
on three main points to address the research question presented in the
introduction.

• We propose an approach relying on predicates to describe the
current situation to the user. We believe that this allows for a
more natural description of the system than autonomic variables,
and thus leads to better explanations.

• The complexity of the target systems, as well as the possibility
of modifying the configuration of devices through time led us
to consider an explanation engine working without predefined
rules. Our approach will thus differ from Rule-based systems or
more traditional interpretable systems used in complex setups.

• Noting that autonomic systems are hierarchical, we use the same
design principles for our explanation engine. We therefore de-
centralize the knowledge and the reasoning, instead of relying
on an all-knowing component.

This chapter will detail those three main points and present their
advantages and limitations.

15
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3.2 Decentralizing the Reasoning

As discussed above, our main aim is to comply to the constraints of
a smart home while providing satisfying explanations. One of these
constraint is what we will later refer as scalability: the ability of our
system to dynamically adapt to the addition or removal of devices, or
to the number of devices in the monitored system (later referred to as
the house).

Studies on autonomic and self-aware systems ([9]) have showed
good performance for hierarchical systems. We therefore propose to
follow a similar organization for our explanation engine, with the mo-
tivation that a similarly distributed “intelligence” will produce good
explanations while keeping the advantages of a distributed system.

In current “smart” house systems we may characterize knowledge,
or reasoning, as centralized. These systems rely on a single compo-
nent acting both as an interface between the autonomic system and the
user, and as the “brain” of the explanation engine. For instance, Alexa
by Amazon generates explanations based on central knowledge and
thanks to an access to the Internet. This is not the aim of this work,
since this poses privacy-related issues and seems unable to adapt to
previously unseen situations. Such a centralized organization is shown
in figure 3.1a.

Note that, in figure 3.1b, we use two types of components: Au-
tonomic Components (AC) and Artificial Intelligence Component (AIC).
These two types of component have been introduced in this work, and
are the core of the proposed architecture.
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(a) Centralized AI over a hier-
archical autonomic system

(b) Decentralized AI

Figure 3.1: The difference between a centralized and a decentralized
explanation system lies in the addition of AI Components(AIC), each
one attached to an Autonomic Component (AC). The words are in the
latter distributed in the AICs, instead of being all evaluated in a central
ExAI component.

3.2.1 Autonomic Components

Autonomic Components (AC) are the basic parts of the autonomic sys-
tem. Their design is inspired by the goal-based approach used in [9].
All ACs work in a similar way: they take for input orders, or goals,
from the level above and feedbacks from the level below. They then
compute, using a black box function, appropriate subgoals to send to
their children and feedback to their parents in their hierarchy. The
component can therefore be seen as translating high-level goals and
low-level feedback in the same “language”, then computing a function
from this comparison between them and returning the result, both as
feedback and sub-orders. Figure 3.2 shows this principle.

As an example of how an AC would work, we can for instance fo-
cus on a temperature controller (denoted as controller in the rest of
this subsection). The controller has one parent, a comfort controller,
and two children, the heater controller and the thermometer controller.
The goals it receives from the comfort controller are goals of “comfort”,
which could be directly generated by the user and may represent the
trade-off between the temperature of the room and power consump-
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Figure 3.2: Depiction of how an AC basically works: data is stored into
buffers, then translated so that they “speak on the same level”. The
output of the comparison function is then stored into buffers which
will be accessed by the other ACs.

tion. The thermometer controller outputs feedback of several sensors
monitoring the temperature, in degrees, while the heater controller ac-
cepts power settings goals and returns similar feedback.

The controller therefore converts the comfort goals into a range
of acceptable temperatures, compare it to the average measure in the
room, and computes how much power should be used by the heaters
to reach this goal. It then returns as a feedback the current level of
comfort achieved in the room, temperature-wise.

3.2.2 Artificial Intelligence Components

Artificial Intelligence Components (AIC) are the elements of the ex-
planation engine. They are linked to ACs and create and valuate pred-
icates based on their values. Figure 3.3 shows the process inside an
AIC. Data flows from the AC, from which the AIC will build a repre-
sentation of the system. This representation can be seen as a simple
vector of Rm, where m denotes the number of autonomic variables the
AIC has access to. From this real space the AIC builds a description of
the world, that is a set of predicates.

From a metaphorical point of view, one could see the representation
of the world as a photograph of the system, that is a precise but in-
complete view of the real variables. Then, the description of the AIC
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Figure 3.3: What happens in an AIC: from the AC come several auto-
nomic values, which are stored in a representation of the world, which
can be seen as an Rm vector-space. Different predicates are avaluated
upon this space. The set of these predicates is called description. This
description can be later accessed by the spotlight.

would be a text describing this picture. The AIC’s role is therefore to
put words on the part of the system it has access to though its connec-
tion to the the AC. This word generation is decentralized, since it is at-
tached to the AC in the hierarchy and does not rely on an all-knowing
top component.

However, sometimes the autonomic variables might be deemed too
complex for the user to be used in a relevant explanation. For instance,
the internal tensions in a device might be monitored, but hardly seem
understandable for the user in our context. We therefore propose to
implement a limit of interpretability in our architecture, denoted as a
dashed line in figure 3.1b. Under this limit, AC are not linked to AIC,
thus meaning that there are no words to describe their inner working.
It is possible to find an analogy between this limit and how a human
body works: one knows a part of his/her body hurts without the abil-
ity to put into words all the data from the sensors in his/her body.
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3.3 Performing the abduction

3.3.1 The spotlight

In our decentralized architecture, we must assure that no more than
one component will interact with the user at any given time. This re-
quires some kind of communication between the components to come
to an agreement on who would “speak” to the user, or a unique com-
ponent operating as interface between the explanative engine and the
user. We decided to rely on the latter option for reasons of ease of
implementation as well as ease of use for the user: in a complete sys-
tem, he or she would only interact with a single controller to control
the whole house, thus providing a natural candidate for this task of
coordinating the other components.

It is very important to consider that this coordinator, or spotlight
component will not be “intelligent”: it will not perform any reason-
ing, only chose which component will “talk” to the user. For this rea-
son the term spotlight was chosen: this supervisor will act as a spotlight
on a scene, sequentially highlighting the component most deemed to
answer correctly to the user’s query, that is the component which con-
tains the predicate that are currently inquired.

3.3.2 Formulating hypotheses as explanations

It is preferably better to start with an example of what happens when
the user asks for an explanation. This query questions a given pred-
icate: Why P?. We assume that P is in a conflicting state, as the user
would generally ask for an explanation when something unknown or
unwanted happens. As seen in [7], the notion of conflict gives a for-
malism to describe this surprise. From this starting point, two meth-
ods exist to identify a possible explanation :

1. The inquired predicate P might be the consequence of another
conflict, denotedC. Since a cause always preceds its consequences,
the system will therefore look for anterior conflicts in its current
state and propose them as possible explanations.

2. In other cases, the predicate P might be conflicting because it is
the only way to avoid another, less desirable, conflict. In that
case, the system will therefore negate P and run a simulation, up
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to a reasonable time span. If another conflict is detected, then
avoiding this new conflict is proposed as an explanation for P

Both scenarios will be illustrated by an implemented example in
the next chapter. We may however put this approach into perspec-
tive with the notion of intervention1 introduced in Causal Models [28]:
when running the simulation, the system is intervening on the in-
quired predicate and observes what changes this intervention pro-
vokes. We provide as an explanation either a possible cause or a proba-
ble unwanted consequence. This reasoning, named Conflict-Abduction-
Negation(CAN) has been used to generate relevant argumentations in
conflicting situations [6, 7]. The principle is to identify conflict, and
either propagating them to anterior ones or negating them and thus
generating raising another one. The loop goes on until the user is sat-
isfied with the proposed answer.

Two important points may be taken from this approach:

1. Our reasoning is based on induction, which, as mentioned in the
literature, is a refutable process: given true premises, one is not
assured that the provided hypothesis is correct. In our imple-
mentation,we therefore always ask the user for feedback on pro-
posed hypotheses.

2. When confronted with a conflict, the user might re-evaluate the
desire that was given to the predicate. For instance, he or she
may prefer, in the end, to be cold rather than paying too much to
heat their house, thus putting a lesser desirability on the predi-
cates linked to energy consumption.

1In the Causal Models introduced by J. Pearl, an intervention is the act of setting
the desired variable to a fixed value without changing any other relation between
the different variables in the system.



Chapter 4

Application and Implementation

To illustrate the approach, an implementation was made on a smart
home simulator named iCasa 1. The purpose of this “demonstrator”
is to show how the principles of abduction can be applied in simple
problematic situations to produce explanations and instantiate a dia-
logue between the user and the system.

The implementation presented in this part focuses on respecting
the different constraints described in the previous sections. However
some concessions were made in order to facilitate the implementation.
These concessions concern the way predicates are evaluated and cre-
ated. In the implementation we propose in this part, we decided to
“hard-code” the predicates, meaning that they are fixed and are eval-
uated with threshold. More precisely, the truth value of a predicate, in
our model, is computed with a weighted sum on autonomic variables.
That is,

P =

{
1 if

∑
i αivi > tP

0 in any other case

where vi are autonomic variables, αi are coefficients and tP is a thresh-
old.

This is however the only deviation we allowed from the original
concept. All the other requirements are met, for instance concerning
the absence of rule or the separation between autonomic variables and
predicates.

1The source code and documentation of the iCasa framework can be found here:
http://adeleresearchgroup.github.io/iCasa/snapshot/index.html
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4.1 The iCasa Framework

iCasa is a framework providing a simulation of a smart home [21].
The framework relies on the OSGi standard to allow for runtime de-
ployment. The OSGi standard 2 is implemented by different frame-
works, among which Felix is the one recommended for iCasa (note
that it is possible to use other frameworks). The OSGi standard aims
at completing the Java language by adding a service-oriented interface
allowing for real-time deployment, update and removal of bundles.

Each bundle provides and requires services, thus being connected
with other bundles. They can be activated and deactivated on the run,
without having to reboot the Java Virtual Machine(JVM) they run on.
The iCasa simulator is composed of bundles providing services so that
one can add his or her own application and connect them to the simu-
lator. A schematic of the iCasa environment is shown in figure 4.1.

This framework offers different advantages for our implementa-
tion:

• It simulates the deployment to different components, communi-
cating between them through interfaces.

• The house simulation of iCasa takes into account different phys-
ical parameters and comes with a variety of devices ( heaters,
thermometers, presence sensors, lights, . . . ).

• It is written in Java, which is a easy to use language with numer-
ous libraries allowing for, for instance, implementing a GUI to
monitor the different variables in the system

• iCasa contains a graphical interface, pictured in figure 4.2, de-
picting the house configuration and from which it is possible to
add or remove devices, changes configurations and play differ-
ent scenarios. This interface is accessible through a web app,
plugged onto a service (see figure 4.1).

2The standard is defined by the OSGi alliance, the documenta-
tion and specifications can be found here : https://www.osgi.org/
osgi-release-7-javadoc/

https://www.osgi.org/osgi-release-7-javadoc/
https://www.osgi.org/osgi-release-7-javadoc/
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Figure 4.1: The architecture of the iCasa Framework. The framework
is made of different bundles, each one providing different services. It
is then possible to add applications and new devices that plug onto
those services to interact with the simulation. For instance, the Clock
component provides a service from which any linked component can
have access to the current time of the simulation. Source : iCasa docu-
mentation, the Adele Research Group.

Figure 4.2: The web application UI of iCasa. On the left-hand side
of the screen, the visualization of the house being simulated. On the
right-hand side, different controls to add or remove devices, change
the simulation speed, . . .
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Our implementation takes advantage of the service-oriented paradigm
and separates components into different bundle, using services to com-
municate. A schematic of this implementation is shown in figure 4.3.

Figure 4.3: A representation of how the components are implemented
in iCasa.

4.2 Illustrating our process with two simple
examples

4.2.1 Device failure

The first scenario for the system is the case of the failure of one of the
monitored devices. In the setup, we consider comfort as the upper-
most goal, depending only upon one variable, temperature. Depend-
ing on the comfort requirement given by the user, the temperature is
then controlled to remain within a certain range. The organization of
the system is depicted in figure 4.4.
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Figure 4.4: The setup of the scenario. For the sake of clarity, the two
AICs, linked to the two high-level controllers, are not depicted. The
predicates are written in italic.

In the initial situation, the regulated temperature is regulated around
23 degrees, to meet the comfort requirements of the user. Then, a fault
happens in the heater, making it unable to work properly. The temper-
ature thus decreases. After some time, it is noticeable to the user that
it is too cold, so she then asks the system for an explanation.

The system will therefore apply the procedure evoked in the previ-
ous chapter, and thus will look for prior conflicts that may have arisen.
To enable this possibility, each AIC has access to a "memory" storing
conflicting predicates with the timestamp of their latest failure3. The
spotlight of the system will then enquire the different AICs to find ear-
lier conflicts.

3In the current version of the system, this memory is considered unlimited. It is
planned, for future work, to study decreasing the importance of long-past conflicts
to emulate the unlikeliness of long term causality.
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In this case, another is found: the heater, which is supposed to
work, was given a positive desire. The autonomic system monitored
its failure, setting the corresponding variable (called fault_heater),
located in the temperature manager, from 0 to 1. This caused the
isWorking(Heater predicate, located in the AIC temp_AIC to be-
come FALSE, thus creating a conflict.

This conflict is then given to the user as a possible cause of the ob-
served phenomenon. In this case, this cause is correct, and is accepted
by the user.

4.2.2 Avoiding a blackout

In the second scenario, this simple reasoning of providing prior con-
flicts as possible causes shows its limits. The setup is the following:

• A comfort controller, with no parents and two children: the tem-
perature controller and an energy controller. Its linked AIC has
the following predicates:

– Comfort(House), 30 : describes whether the comfort goal
is achieved in the house.

• An energy controller, with one parent, the comfort controller and
controlling over the heater and other devices (all the other de-
vices are grouped into a generalist other devices term). Its purpose
is to avoid power outage by limiting the total consumption of the
house. Its linked AIC has the following predicates:

– blackOut(House), -50: describes whether a blackout
happens in the house.

• A temperature controller, with one parent, the comfort controller,
and controlling over the heater and the thermometer. Its pur-
pose is to maintain the temperature within certain boundaries
depending on the comfort level asked by the user. Its linked AIC
has the following predicates:

– hot(House), -10 : denotes whether the temperature is
too high.

– cold(House), -10: denotes whether the temperature is
too low.
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– isWorking(Heater), 10: denotes whether the heater is
correctly working.

(a)

(b)

Figure 4.5: In the scenario, the power spike visible on the left figure
causes the heaters to stop being activated, resulting in the temperature
decrease observed after that time in the figure to the right.

In this scenario, the temperature is initially regulated around 23◦C.
At time t, the other devices begin to consume too much power (for in-
stance, the user has started a laundry). To comply to the maximum
power allowance, the autonomic system decides to cut the heater, caus-
ing a decrease in the temperature. The user may then ask the system
why the room is colder than what she asked for (see 4.5 for a graphical
visualization of the timeline).

The system will proceed with the same reasoning as in the previ-
ous case scenario, looking for an earlier conflict. It will find that the
Comfort(House) predicate turned to false before the cold(House)
one. This may be due to a higher sensibility, but does not constitute a
satisfactory answer to the user.
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Figure 4.6: The output dialogue of the blackout scenario. We can see
that the first proposed explanation is rejected by the user, forcing the
system to infer a new hypothesis by running a simulation.

The system will therefore look for other prior conflicts, but there is
none. So it will use its second reasoning capability: it will start to run a
simulation in which it will intervene for the predicate cold(House)
to be false. To run this simulation, the AIC will give as new objec-
tive for the autonomic system an input satisfying cold(House). The
simulation run will show that to maintain a sufficient temperature, the
autonomic system would have to turn on the heater, thus consuming
more power than the system can handle, thus provoking a blackout
and raising a conflict since the related predicate has a strongly nega-
tive value (-50). The final answer of the system will then be that its is
cold because if this were not the case, there would be a blackout, which
is a strong conflict. The dialogue between the user and the machine is
shown in figure 4.6.

In case several explanations may exist for a given phenomenon,
the system, in its current state, will propose them in chronological or-
der, thus prioritizing the most recents hypotheses. This behaviour is
deemed to be enhanced with the addition of a heuristic to rank the
different propositions.

It is noteworthy that the so-called dialogue is not yet "human-ready":
it is more of a proto-language, where predicates are directly translated
into keywords. For instance, the predicate Hot is displayed either as
hot or not hot depending of its truth value. In the same fashion, com-
mands are for now issued to the system using predefined keywords in
the command console.
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Discussions and Future Works

This work was completed during a six-month internship in the SEIDO
lab at Télécom ParisTech. The SEIDO lab is a joint team between Télé-
com and EDF, the leading energy company in France. The internship
was completed while considering the option of pursuing the work
with a PhD thesis. As such, it primarily aimed at laying a solid ba-
sis for future works. With this regard, more emphasis was put on ex-
ploring many possibilities and raising relevant questions. Addressing
most of those questions will be the starting point of the future PhD
thesis.

In the course of this work, many considerations were raised with-
out being answered. We will in this chapter discuss some of them, and
see how they could be addressed in future works. The potential impact
of this work will also be discussed, focusing on the main differences
with alternative ExAI methods.

5.1 Evaluating explanations

One of the first questions that need an answer is the evaluation of what
is a good explanation. As seen in [14, 28, 26], many explanations can be
found for a same phenomenon. The correctness alone is not enough to
rank them, as in the following example: If I ask why the room is hotter
than usual and I am given the following answers, which one is the best
one?

1. Because the kinetic energy of the atoms in the room is higher
than usual

30
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2. Because the outside temperature is higher than usual

3. Because an air mass has come up from Africa.

All of these explanations seems equally true, however the second one
seems better, while the two others might be considered as irrelevant by
a human (the first one being to close to the observation, the third one
being too far). As stated in [25], the quality of an explanation deeply
relies on the person it targets. This idea is old, as Aristotle and Plato
both considered that rhetoric relied as much on who was speaking as
on who was listening. There might therefore exist no definitive rank-
ing between explanations for the same phenomenon.

Evaluating the quality of explanations might rely on humans since
the notion of relevance is deeply entrenched in our cognition. We how-
ever believe that, our system providing “improvised” explanations
might lead to the dialogue, and, as seen in one of the examples, might
learn from a mistake to find a better answer. We also believe that, by
focusing on unusual happenings to produce our hypotheses, and thus
following the same thought process as humans, we will discard most
unrelated facts as the procedure in [7].

Some criteria for assessing the quality of an explanation can also
be found in the literature. For instance, one may consider Ockham’s
razor [36], and then rank explanations by using their complexity. This
complexity being relative to the user, this can corollate the statement
from [25]. The evaluation of the complexity of a statement is in itself
a whole topic, with various theories. Amongst them we could cite
Kolmogorov complexity, which conveys the idea that the complexity
of any given object X is the length of the minimal program P that
could generate X .

When considering this notion of minimum description, one should
take into account that such a notion is relative to the previous knowl-
edge of the subject. For instance, a sentence S, given a set of prior
beliefs B, is simpler if it is coherent with those beliefs. Were this not
the case, a minimum description would take into account reconsid-
ering the prior beliefs, hence adding to the complexity. To illustrate
this, it is simpler to consider the trajectory of a falling apple, given the
law of gravity, than the trajectory of a levitating object, which would
require to consider changes to the knowledge about gravity.

Other considerations about the quality of explanation may con-
sider assessing the role of emotions in explanation acceptance [19], or
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try to extend the principle of Ockham’s razor with Solomonov’s theory
of inference [37].

In future works, it is planned to implement some of those criteria
into our system to guarantee that the provided explanations will be, in
regards of the theory, correct and relevant. For instance it could be pos-
sible to rank explanations depending on the level predicates they use
are located; with high-level predicates being more abstract and there-
fore maybe closer to what is perceived/wanted by the user. Another
type of abduction, based on analogies with past conflicts, might also
be able to infer simple explanations by using already accepted logical
relations.

5.2 Extending the framework

There is still much work to do to implement and test our approach in
a more realistic setup. The partnership with EDF for a PhD thesis will
open access to a range of simulation software, fully-equipped smart
homes and data that will allow for larger-scale testing. As more data
will be available, larger-scale tests will become possible and the ques-
tions of complexity will arise.

We also plan on studying other scenarios implementation, with
more complex scenarios. For instance, the impact of exterior parame-
ters, like weather, on monitored variables. Also, studying how to deal
with some safety rules which must be hardcoded into the system is
one of the next questions we will address in the close future.

Another important point is to make the demonstrator closer to what
we theoretically claim: for now, as already mentioned, our implemen-
tation “cheats”, in the sense that it uses fixed predicates with thresh-
old. In the future, those predicates will be dynamically generated
based on the distribution of measures and the Contrast method from
[8]. Note that the names of the predicates can also be derived by
anlysing user input: for instance, when the user asks about “temper-
ature”, the system can identify the unusual datapoints and then link
them to the name “temperature” for later use. Likewise, the desire of
predicates can be updated by the system by lowering or increasing the
values depending on user input.

Since we aim at explaining unusual events, our focus will also be
put on one-shot learning techniques [23, 38]. The state-of-the-art con-
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sists of learning new classes from a few instances ( down to a single in-
stance) of data, after some training on existing dataset. This would, for
instance, classify and name rare situations that may occur only once in
the lifetime of a smart home. The aim is, once again, to dynamically
learn new words (predicates) as new situations occur in the system.

To address the problem of scalability, we will also work on how to
merge already-existing systems. Given two autonomic systems, each
one capable of monitoring and explaining decisions about one vari-
able, the goal would be to merge them into a single system capable
of monitoring and explaining both variables. For instance, we would
like to merge a temperature subsystem and a power control subsys-
tem, while managing the possible conflicts that might arise between
the two. Doing so will allow for building larger architectures, using
subsystems as elementary “bricks”.

5.3 Interfacing with the human language

The current implementation described in 4 requires the user to already
know about the system and relies on few command arguments and
outputs to communicate. Proposing an easy-to-use system being one
of our goals, we aim at using a natural-language interface. We have
already contacted a company specialized in Natural Language Under-
standing (NLU), Golem.AI 1. Their approach features symbolic learn-
ing and relies on the theories of Chomsky to provide analysis of lan-
guage. After a few exchanges, it appeared that their approach is com-
patible with our claim of providing an understandable smart-home
system. A collaboration with this company is therefore planned in the
months to come.

5.4 Societal aspects

Lowering the impact of human society on the environment is one of
the most challenging and pressing issues science faces in the begin-
ning of the 21st century. To provide an answer that would both be
accepted by a large part of the population and meet the recommenda-
tions the IPCC issued in its latest report 2 will require innovative and

1An online console is available on the website https://golem.ai
2The full report is available at https://www.ipcc.ch/sr15/.

https://golem.ai
https://www.ipcc.ch/sr15/
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technological solutions to make energy savings as transparent as pos-
sible for the user. This is one of the claims smart homes can help for,
since they allow reductions in power consumption through under-the-
hood optimizations. The work on explainability for smart homes, by
creating trust towards those systems, can therefore help achieving this
goal.

Recent years have proven that there is a market for smart homes,
given the success of home assistants (namely Amazon Echo and Google
Home). This trend logically follows the changes that have emerged
since the appearance of smartphones in the late 2000s: technology be-
comes an everyday, every-use companion and become predominant
in phones, cars and lately buildings. We therefore try to answer an al-
ready explicit demand from the market, which is the use of Artificial
Intelligence both to take decisions and explain them in the context of a
smart home. One could wonder whether this trend is desirable, in the
sense that it substitutes artificial assistants to human communication,
leading to probable job losses and deep societal changes. The purpose
of our work is to accompany those changes, which in our view now
seem unavoidable, by helping understanding the reasons behind AI-
made decisions and express them in human fashion.

Finally, we comply to the most recent regulations regarding pri-
vacy in the EU. By choosing not to rely on neural networks for our
explanation engine, we avoid having to use personal data for training
procedures. We also aim at making systems that would meet the re-
quirements stated in the GDPR that all decision taken by a machine
should be explained to the user if required. We therefore propose an
ethical approach to the AI, which is, in our view, a necessary condition
for the technology to be accepted in the privacy of the house.

5.5 Final words

As previously explained, the purpose of this work is to come up with a
conceptual design and a proof of concept for an explainable AI system
for smart homes. As such, the real impact of our contributions can not
be estimated before completion of an extended research and a work-
ing prototype. However after a few months of work on the topic, the
results look promising enough to spark interest of a big company to
fund a longer research. A presentation was also delivered at a work-
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shop in EGC conference in Metz [16], showing the interest towards the
subject and the dynamism of the field.

The topic of Explainable (or Interpretable) AI is very active, with
daily submissions on major science portals (arXiv, IEEE, ScienceDi-
rect, . . . ). New papers use very different approaches, ranging from
a purely epistemic answer to a fully mathematical one. Diverse ap-
plications are also tested, even though health-related topic keeps the
top spot. A similar trend can be observed in mainstream media: the
rise of AI in everyday-life brings what were once fiction topics to the
scope of possibilities (self-driving cars, robots, chatbots, real-time per-
son recognition, . . . ).

We differentiate ourselves by proposing an innovative approach,
discarding rules to explain unusual situations. We also avoid using
neural networks to produce the explanations, deeming that they lack
the interpretability we aim for. We instead rely on a more symbolic
approach, using abduction to reason on predicates and generate “im-
provised” explanations at runtime. Such an approach is more deeply
based on classical works in epistemics and the study of explanations
and therefore opens many possibilities, many questions that future
work will seek to answer.
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