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Abstract 

Background. An enormous accumulation of genomic data has been taking place over the last 
ten years. This makes the activities of visualization and manual inspection, key steps in trying 
to understand large datasets containing DNA sequences with millions of letters. This situation 
has created a gap between data complexity and qualified personnel due to the need of trading 
between visualization, reduction capacity and exploratory functions, features rarely achieved 
by existing tools, such as SRA toolkit (https://www.ncbi.nlm.nih.gov/sra/docs/toolkitsoft/), 
for instance. A novel approach to the problem of genomic analysis and visualization was 
pursued in this project, by means of STrAtified Interspersed Reduction Structures (STAIRS). 

Result. Ten weeks of intense work resulted in novel algorithms to compress data, transform it 
into stairs vectors and align them. Smith–Waterman and Needleman–Wunsch algorithms have 
been specially modified for this purpose and the application brought about statistical 
performance and behavioural charts.  
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Hela ditt DNA skulle kunna få plats  din mobil 

Popular Science Summary 

Samuel Ferrer 

 

Om du har fått chansen att lagra hela ditt DNA i din mobiltelefon, på ett säkert sätt, då skulle 
helt plötsligt många dörrar öppnar sig endast för dig. Du skulle ha omfattande kunskaper om 
din familjens släktträd, men viktigast av allt, du skulle veta bättre än någon annan vilken typ 
av hälsovård du skulle behöva. Tekniken som utvecklats i detta projekt syftar till att 
underlätta hanteringen av exponentiellt ökande mängd DNA data som världen upplever idag. 
DNA från en stort mängd organismer, skulle vara tillgänglig för dig, som är ivrig att veta mer 
om den dolda naturen i livet. 
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Abbreviations 

DNA deoxyribonucleic acid 
FFP feature frequency profile 
NGS next generation sequencing 
STAIRS STrAtified Interspersed Reduction Structures 
TSV tab separated value 
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1 Introduction 

Bioinformatics makes no sense except in the context of an advanced scientific community, in 
a connected and rapidly evolving society. The accumulation of genomic data has become 
exponential due to the rapid advancement of next generation sequencing (NGS) technologies, 
like the ones provided by Illumina. A key step in the understanding of genomics is the manual 
inspection of large sequences which, in most of the cases, must be analysed in the context of 
large datasets.  Normally there is a trade between visualisation, reduction capacity and 
exploratory functionalities, creating a gap which is difficult to overcome by non power users 
of widely available tools. But what if this gap could be substantially diminished by using 
more subtle mathematical transformations that would clear the way for statistical analysis, 
2D/3D charts, data exploration and even more sophisticated tools like spectral analysis with 
Fourier transforms or wavelets (Saini & Dewan, 2016), all these in the realms of remarkable 
downsized memory footprints. 
 
This project studies the possibilities of a novel approach to the problem of genomic analysis 
and visualisation: STrAtified Interspersed Reduction Structures (STAIRS). The main 
objective of STAIRS is the extraction of profiles that might be found in a set of evolutionary 
or environmentally related organisms. The purpose is the creation of databases of profiles on 
which preliminary steps can be carried out in a downstream analysis (like lead finding in drug 
discovery praxis) based on signal processing techniques (Mohanty, 2014).  
 
The signal processing approach can be traced back to the year 2000, or perhaps before, but it 
has become more relevant in the last two decades due to a significant growth and interest in 
genomics.  From that time, several research efforts have focused the attention on patterns like 
the concentration of GC content around transcription sites (Zhang et al, 2004) or the detection 
of periodic behaviour in DNA sequences using spectrum analysis (Berger et al, 2003). Given 
the several levels of abstractions from the sequence itself up to a vector representing 
frequencies, it is necessary to perform a few tests showing how these levels are mutually 
related. 
 

There are four levels: 
1. The sequence itself. Cleansing and preparation 
2. Binning level, where a bin representation of the sequence is generated by grouping the 

bases in two groups 
3. STAIRS level, where a vector is obtained out of a stairs transform 
4. Fourier level, where a given transform is applied to the stairs vector. The name Fourier 

is generic, representing analytical transformations such as Fourier transforms/series 
and Wavelet transforms 

 
For these tests to make sense, it is necessary to place them in a context, where common 
operations are expected to be performed by researchers. This is the context of a web of 
services over the internet, where client processes normally render aggregated information.  
Figure 1, shows a modern scenario where STAIRS nodes (nodes where a STAIRS stack is 
implemented) are integrated in a network of services in the cloud. The promise of STAIRS is 
to provide client process with low network latency due to the great reduction of the data being 
sent over. Observe that the stack has three layers while there are four levels. The reason is that 
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the stack does not reflect the state of the original sequences, since the data on the stack is 
already pre-processed, namely cut-off, cleaned, binned and compressed. 
 

 
Figure 1. The STAIRS networking framework. Client processes access STAIRS nodes located in the cloud. A node is 
based on a three layers stack architecture: Ground - for prepared sequence datasets (contigs, reads, whole genomes), 
STAIRS - for STAIRS vector operation and Application - for STAIRS applications like Fourier series/transforms or 
wavelets. 
 

2 Materials and Methods 

The scripts were written with the python (version 3.6.3) programming language on Ubuntu 
Linux (version 18). Even though the hardware is multicore, the implementations did not take 
this feature into account; however, threading were used in some cases. Shell scripting were 
also used at discretion with the purpose of removing unnecessary functionality on the python 
scripts. 
 
Dataset. Two datasets where used a) GenBank RefSeq bacterial genome dataset and b) in-
house (SVA) sequencing (A Bacillus thuringiensis strain). 
 

a. From the GenBank RefSeq bacterial genome dataset only one sample- Candidatus 
Accumulibacter phosphatis (Accession NC013194) was used 

b. The in-house dataset consist of  
a. Longreads (Oxford MiniON sequencer) from which 20 sequences were 

selected, having a minimum size of 50 kbp.  
b. Contigs (Illumina reads used with Spades assembler) from which sequences 

with a minimum of 10 kbp were selected. 
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Test scripts. The test scripts are centered around the pipelines responsible for the statistics. 
Figure 2 shows a generic pipeline diagram of the dataflow and the processing units involved 
 

 

Figure 2.  A generic pipeline used as conceptual guideline in the three main test processes implemented. 

Pre-processing. This step has as targets FASTA and FASTQ files with the purpose of 
providing as input a simpler and safer one-line per sequence format. FASTA entries are 
transformed to one line as shown in the following example: 
 
>SEQUENCE 0001 
ACGTTGCCGT 
ACGTTGCCGT 
ACGTTGCCGT 
 
>SEQUENCE 0002 
ACGTTGCCGT 
ACGTTGCCGT 
ACGTTGCCGT 
 
Is converted to 

>SEQUENCE 0001 ACGTTGCCGTACGTTGCCGTACGTTGCCGT 
>SEQUENCE 0002 ACGTTGCCGTACGTTGCCGTACGTTGCCGT 
 
The same approach is used on FASTQ files. The difference in this case is that the sequence 
and the quality scores are merged together in such a way that is possible to recover the 
original information. The following is an illustrative example, not a real sequence: 
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@SEQ_ID 
GATTTGGGGTTCAAAGCAGTATCGATCAAATAGTAAATCCATTTGTTCAACTCACAGTT 
+ 
!''*((((***+))%%%++)(%%%%).1***-+*''))**55CCF>>>>>>CCCCCCC6 
 
The “weird” characters map the Phred’s quality score (from 0 to 40) by using the 
ASCII from character 33 and up. The score is defined as Q = -10Log10 p, where p is the 
probability of a base being predicted wrongly. So, the number Q is the one being mapped to 
the ASCII table. But there is a way to store a reduced version of this data while, 
essentially,  keeping the same information. Observe that in Illumina 1.8 coding, the Phred 
score is encoded as a number between 33 and 73 allocating space for 40 scores, space for one 
of the letters. Observe also that in the ASCII extended table there are now available at least 
120 additional symbols, which is enough to map three more letters with their quality score. 
Now just one line is needed for each sequence,  with the following format: 
 
@sequence_id<TAB>transformed sequence containing bases and phred codes 
 
This one is lighter, easier and faster to read and parse. Observe that up to a max quality score 
of 40 is accepted. The implementation does not crash if the score is higher, it only cuts off. A 
base calling with higher quality can be kept at 40 and it would not make any significant 
difference. For this format a script (fastaq.py) has been written to recover the original data. 
 
Binning (frequency content binning). The data obtained from the pre-processing step is used 
as input for binning, where a preselected subset of {A,C,G,T} is represented by 1s and the 
complement is represented by 0s. As result every letter is converted to one bit, hence eight 
bits are represented by only one. Although this is not required by the next processing unit 
(stairification) it proved of great use when compressing the data while keeping topological 
structures, for instance, the allocation of purine/pyrimidine along the sequence. 
 
Stairification. This processing unit is the leap into a new analysis dimension, paving the way 
toward powerful analytical tools such as Fourier series and wavelets. In this step the number 
of 1-instances are counted along the sequence of size L. These instances are grouped by 
sliding windows of a given size W. The sliding step is set to half the window size (W/2). As 
result a significantly reduced vector is obtained representing a complex sequence (Oi, Zi) | i  
[0, N-1], where Oi and Zi are the frequencies (in %) of ones and zeros respectively at window 
i, and N = ⎣ 2*L/W ⎦ (integer part of 2*L/W). Notice that Oi + Zi = 100, hence only Oi is used 
in the representation of the vector, thus in the alignments.  Stairification allows to do 
alignment of sequences without focusing too much on the details of the content. Here the 
alignment is profile based and not content based. Notice, for instance, that a sequence of 1 
000 000 bases, can be reduced to a vector of 4 000 components each representing a number 
between 0 and 100 (1, 99 in most of the cases). If only integers are considered then the vector 
can be reduced to a string of 4 000 ASCII characters (little less than 4 kb). Figure 3 shows 
what a stairs vector looks like. 
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Figure 3.  In the figure, a sequence is being converted to a stairs vector mediating a binning transformation. W’s are 
complex numbers where the real component represents the number of 1’s and the imaginary one represents the 
number of 0’s.  
 
Alignment. The purpose of using feature frequency profile (FFP) approaches is to do analysis 
without having to align the sequences (Simsa et al, 2008), which are commonly large. I am 
not trying to avoid alignment, in fact, I encourage it as a mean to enrich the information 
linking the sequences. Searching the web I found out that there is a general lack of 
implementation (to not say there is none) of alignment algorithms taking any kind of vector as 
input; in this case vectors representing frequency values. 
 
Report. In this processing units tab separated value (TSV) files are produced, allowing easy 
manipulation with the already effective enough Google document tools.  
 
Realizations. This generic pipeline is realized by three main test processes on which this 
project is mostly focused on: 
 
1) Window size-tolerance-frequency content test.  Measurement of identity, score and time by 
gradually changing two parameters, namely window size and tolerance (epsilon).  The 
window size takes values in the interval [500, 5000] (step = 500), and epsilon takes values 
in the interval [1, 10] (step = 1). Three different frequency content binning were used, namely 
AG, GC and AC, were none of them complement each other regarding the Chargaff’s rules, 
i.e, GC and AT complement each other.   
 
2) Simulated mutation test. Measurement of identity by aligning one of the GenBank RefSeq 
(Accession NC 013194) genomes to a series (derived from this sequence) of sequences with 
varying percentage of simulated mutations such as inserts, deletes and point mutations, 
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running through a series of window sizes. The percentage takes values in the interval [0, 100] 
(step = 1) and the window size takes values in the set 
{3500,5000,10000,15000,20000,25000,30000,50000,100000,150000,200000,250000,500000,
1000000}. The value of epsilon is kept constant at 2.0.   
 
3) Scaffolding of contigs by using long reads as reference.  Four major piped steps are 
performed: a) stream the compressed longreads, b) the compressed longreads are catched and 
decompressed into the corresponding DNA sequence, c) paring of the longreads against each 
contig, d) alignment of the paired sequences using a Smith-Waterman modification 
(Realwater class on alignment.py). These steps are realized in the following shell script: 
 

cat data/reads.dat | ./fastq.py  1 | ./pairto.py data/contigs.dat | ./align.py 

Four parameters govern this pipeline, namely  content binning taking values in {AC, 
AT,AG}, window size set to 500, epsilon taking values in the set {2.0,3.0,4.0,5.0}, and 
reverse - a boolean value telling whether the contig being aligned against, should be reversed 
or not.  
 
Alignment classes. Two implementations sourced on (Levchuk, 2017), were adjusted: Smith-
Waterman (Smith & Waterman, 1981) and Needleman-Wunsch (Needleman & Wunsch, 
1970) algorithms. Both had to be modified, since the concept of “equal” bases needed to be 
translated to “equal” distances. It means that two vectors are considered equal on their 
respective components Vi and Wj if |Vi - Wj| <= epsilon, where epsilon is called tolerance. 
This lead to a second modification concerning scoring. Because two pair of components can 
comply to the definition of distance and yet one pair being closer than the other, a bonus 
function is applied 
 

bonus = e-|Vi - Wj|, 
 
where Vi and Wj are the compared components of the vectors Vi and Wj respectively. 
Observe that when the distance increases the bonus value decreases and vice versa. The bonus 
is defined as the class method: match_bonus(a, b) of the Tool class (alignment.py), 
where a and b are the bases to be compared. The result is added to the match_award value in 
case a and b are epsilon-equal (|a-b| <= epsilon), which is used as part of the instance method 
match_score(a, b, epsilon) of the Aligner class (alignment.py) , when calculating 
the identity and score. Because I am aiming at reducing as much as possible, unlike the 
implementations found, mine does not store information about gap positions directly in the 
sequence; instead a mapping of gaps and positions is kept aside, which is used later on to 
calculate the identity and score. This one is a third major modification. If we take a closer 
look at the method align(seqa, seqb), of the Realman class (subclass of Aligner) 
 

def align(self, seq1, seq2): 
1 self.size1 = len(seq1) if self.size1< 0 else self.size1 
2 self.size2 = len(seq2) if self.size2< 0 else self.size2 
3 
4 m,n = self.size1, self.size2 
5 
6 score = self.init_score(seq1, seq2, m, n) 
7 
8 gaps1,  gaps2 = self.solution(seq1, seq2, score, m,n) 
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9 
10 return self.numbers(seq1, seq2, gaps1,gaps2), gaps1, gaps2 
 
four main steps are performed: 

1. Preparation of the sequences sizes (lines 1 and 2) 
2. Score table initialisation (line 6) 
3. Solution - returns the gap-position mapping (line 8) 
4. Returns the numbers - identity and score (line 10) 

 
The adjustment takes place in the solution and numbers methods. 
 

3 Results 

The importance of window size, tolerance and frequency content. Two identical sequences 
(only differentiated by a deletion) where transformed into STAIRS vectors and aligned. This 
test resulted in three different graphs, which I have arranged in a stacks in order to show the 
invariance of the curves in relation to the frequency content binning.  
Figure 4 shows the details of one of these stacks (GC variant). 
 

 
Figure 4. Window size-tolerance-GC content. There are 10 runs (x axis). On each run, 10 tests are performed using 
epsilon values from 1 to 10. Across the runs an increasingly window size is used. From the bottom, the charts of time 
(in seconds), score (real value) and identity (%) are shown in that order.  
 
Alignment sensitivity estimated by simulated mutation. Three heatmaps are displayed side by 
side in Figure 5, in order to show how different behaviour they represent. Even though 
insertions and deletions are equivalent concepts, it does not make the tests insert and delete, 
equivalent to each other. Indeed, in the insert test, the wild type is the shortest sequence, while 
in the delete test the wild type is the longest one. Figure 6 shows the details of the heatmaps. 
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Figure 5. An excerpt of the insert-heatmap used on Figure 6a. The Y-axis (vertical) are the mutation percentages. The 
x-axis (horizontal)  are the window sizes. The blue gradient represents the identity. The picture shows the alignment 
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between the wild type and a mutation of 19% using a window size of 5000 KB. 
 
Figure 6 shows the different identity patterns when using different mutation types. 
 

 
 
Figure 6. Simulated mutation. The insert mutation a) shows that the identity drops right upon the linear correlation 
between the two parameters. b) shows that below 17% of the point-mutations, the alignment is equally high across the 
window sizes. c) shows that up to window size of 50 000, the behaviour is similar to the one on a), after that the 
identity is somehow uniformly distributed (perhaps because the deleted sequence has become shorter than the window 
size). The gradient scale below the first heatmap represents all three. The colours have no meaning, it is pure 
decorative. 
 
Scaffolding with MinION long-read data. This test shows the longest contigs from a Bacillus 
thuringiensis genome assembly corresponding to MinION longread data. Figure 7 is a 
detailed description of the scaffolding heatmap. 
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Figure 7. The figure shows an excerpt of the heatmap shown on figure 8 (columns from 7 up to 67 have been 
removed).  The colour of the cell tells the alignment identity between a contig and a longread. The picture shows the 
identity alignment (52.63) between the longread with id @17f61e73-0642-4652-80df-254405447966 and contig with id 
78 (NODE_78_XXXXXX) . 
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Figure 8 shows three stacked heatmaps, where the top ones correspond to forward alignment 
and the last one corresponds to alignment to a reversed contig. 
 

 

GT 
content 

 

GC 
content 

 

GT 
content 
(reverse) 

Figure 8.  Observe the similarity between all the heatmaps, even though the one on the bottom represent 
an alignment between longreads and reversed contigs. Notice also that there is a band spanning two 
columns toward the bottom of each heatmap. Observe that “reverse” is not referring to reverse 
complement, it is just that, the sequence reversed. The colours are pure decoration. 

 

 

4 Discussion 

The advantage of aligning stairs vectors is that very large sequences now can have a 
representative alignment that uses a very small memory footprint. Another advantage is the 
significant tolerance for sequencing errors or quite large number of mutations. Still a 
challenge remains concerning how to select optimal values for window size and epsilon. Too 
small window sizes result in very large vectors, diminishing the advantage of the memory 
footprint and computational performance.  On the other hand, too large window size might 
result in loss of specificity. On the epsilon side, too small values could lead to loss of 
sensitivity since frequencies that belong together might be disregarded. Furthermore, too large 
values of epsilon, would lead to loss of specificity, since in this case frequencies that are not 
related would end up clustered together. Observe that due to the lack of time, the limited 
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computing resources and the vast scope of the subject, attention was paid mainly to the 
sensitivity of the alignments rather than to their specificity. 

5 Conslusion and Future work 

Managing the increasing proliferation of genomic data has become a burden for a smooth 
communication between scientific results and practical applications. STAIRS aims basically 
to harness the sequential nature of DNA information in order to synthetize it by means of 
analytical functions. This is just a humble beginning. The transformation applied to the 
sequences were limited to binned sequences. However stairs transforms can be applied 
without previous binning by defining a stairs aggregation function that gives a distribution of 
the 4 letters using just one scalar. An interesting aspect is that the circular nature of any DNA 
sequence allows to apply not only Fourier transforms (which are applied to non periodic 
signals) but also Fourier series, which in fact can be applied to periodic signals like circular 
ones. Because stairs vectors represent profiled information, there is also the prospect of using 
them in applications such as molecular descriptors (for lead design in drug discovery) and 
genotyping, the latter being an intensive area of research. 

6 Support information 

The relevant scripts are found at https://github.com/riemaxi/archive under the folder 
stairs/core. Test scripts are not included, but they can be replicated. Just leave your comments 
at the provided github location. 
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