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HIGH-ORDER LOCAL TIME STEPPING ON MOVING DG SPECTRAL
ELEMENT MESHES

ANDREW R. WINTERS∗ AND DAVID A. KOPRIVA

Abstract. We derive and evaluate an explicit local time stepping (LTS) integration for the
discontinuous Galerkin spectral element method (DGSEM) on moving meshes. The LTS pro-
cedure is derived from Adams-Bashforth multirate time integration methods. We also present
speedup and memory estimates, which show that the explicit LTS integration scales well with
problem size. Time-step refinement studies with static and moving meshes show that the
approximations are spectrally accurate in space and have design temporal accuracy. The nu-
merical tests validate theoretical estimates that the LTS procedure can reduce computational
cost by as much as an order of magnitude for time accurate problems.

Keywords: Discontinuous Galerkin Spectral Element Method, DGSEM, Moving Mesh, Arbi-
trary Lagrangian-Eulerian, Multirate Time Integration, Conservation Laws

1. Introduction

Various applications in engineering and science can be posed as a hyperbolic system of con-
servation laws on domains with moving boundaries. Examples can be found in fluid dynamics
[17, 31, 35], wave scattering from moving objects in acoustics [36, 37, 38, 39], electromagnetism
[4, 8, 14, 22, 23, 30], and biology [2, 3, 15, 24, 25, 33, 34, 46].

A common way to approximate solutions to problems with moving boundaries is to use an
arbitrary Lagrangian-Eulerian (ALE) formulation [1]. In the ALE formulation, one maps a time
dependent domain, Ωt, that has moving boundaries onto a fixed reference domain, Ω. In the
process, conservation law equations in the original domain are transformed to conservation law
equations in the reference domain [17, 31, 35]. In the numerical approximation on the reference
domain, the new set of equations depends on the mesh velocity.

To design methods for problems on a moving domain we will subdivide Ωt into K elements,
use an ALE formulation on each element, and discretize on the reference domain with a high-
order discontinuous Galerkin spectral method. The development and application of discontinuous
Galerkin spectral methods for static domains are reviewed in [6, 9, 27].

The problem with a high-order discontinuous Galerkin spectral element method (DGSEM)
is that the systems are stiff. The maximum stable time step allowed by the CFL condition is
dictated by the smallest elements in the mesh and the polynomial order of the approximation
[9, 10]. If refinement in the mesh is restricted to a small region, then a very small time step in
the entire computational domain has a high computational cost [13]. Also, global time stepping
methods are computationally inefficient on moving meshes. They must recompute the geometry
of large moving elements on the time scale of the small elements. For the ALE-DGSEM the
computation of an element’s geometric properties is expensive [7, 27]. If the time step needed
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2 WINTERS AND KOPRIVA

for stability, ∆tstab < ∆tacc, the time scale required for accuracy, the problem is stiff for an
unphysical reason.

The unphysical stiffness is increased since the selection of stable time steps for the DGSEM
on quadrilateral meshes with local refinement is ad hoc. Toulorge and Desmet [47] studied the
effect that a triangular element’s shape has on the time step of the DGSEM. They found a
precise relationship between the shortest edge of a triangle and the maximum Courant number
for N ≤ 10. Similar studies are not yet available for quadrilaterals.

A natural response to the restrictive time steps required for stability by explicit global time
stepping methods is to switch to implicit methods. Unfortunately, the matrices in spectral
methods are dense, so the matrix solvers for implicit schemes are expensive [28]. To be effective,
the increase in time step must be enough to offset the increased work per time step. For steady-
state problems, when time accuracy is not an issue, implicit methods perform well [5, 28, 48].
However, for three dimensional problems or as the polynomial order N increases, the memory
requirements to store arrays for linear solvers and preconditioners may become prohibitive [28,
48]. For time accurate computations, where time steps are limited also by accuracy, much of the
advantage of implicit methods can be lost [28].

Alternatively, explicit local time stepping (LTS) schemes have been developed to allow each
element, or groups of elements, to evolve at their largest, stable time step [12, 16, 19, 21] while
retaining time accuracy. For instance, Constantinescu and Sandu [11, 12] devised second order
multirate explicit methods for hyperbolic conservation laws, using Runge-Kutta and Adams-
Bashforth schemes, respectively.

Discontinuous Galerkin methods are well-suited for the development of explicit LTS integrators
because the approximation is local to each element [27]. For example, Lörcher et al. [32] derive
consistent, high order LTS for discontinuous Galerkin methods that use Cauchy-Kovalevskaya
time integration. The Cauchy-Kovalevskaya procedure also motivated the development of an
arbitrary high-order derivatives (ADER) discontinuous Galerkin approximation for elastic wave
equations [16] and the 3D Maxwell’s equations [43]. Combining the idea of a multirate linear
multistep method of Gear and Wells [20], Stock [41] derived many two-rate Adams-Bashforth
LTS schemes. For the damped wave equation, Grote and Mitkova [21] derived continuous and
discontinuous Galerkin approximations with Adams-Bashforth schemes up to order four. A
second order LTS integrator that conserves the discrete energy in each element was proposed
by Ezziani and Joly [18]. Krivodonova [29] developed a conservative, second order LTS strategy
using Heun’s method for use with non-linear conservation laws. Finally, Gassner et al. [19]
created a high-order accurate predictor-corrector method for local time stepping using continuous
extension Runge-Kutta (CERK).

In this paper, we design and evaluate an explicit LTS integrator for use with the DGSEM
for moving or static meshes. We also derive estimates of memory requirements and CPU time
savings. We follow an approach similar to that of Stock [41], except that the LTS procedure is
simplified by the weak coupling arising from grid induced stiffness. We provide computations for
a third order in time LTS procedure, but extension to arbitrary order in time is straightforward.

The paper is organized as follows: In Sec. 2, we present the conservation laws in curvilinear
coordinates for moving domains and the semi-discrete discontinuous Galerkin spectral element
approximation (DGSEM). In Sec. 3, we derive the explicit local time stepping (LTS) procedure
and theoretical predictions for memory usage and cpu savings. In Sec. 4, we present four
numerical examples. To validate the LTS strategy, we present a time-step refinement study
on static and moving meshes in Sec. 4.1. In Sec. 4.2 we determine the actual speedup in
computation time of the LTS method compared to a global time stepping method on four test
meshes. We present conclusions in Sec. 5.
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2. Moving Mesh Discontinuous Galerkin Spectral Element Method

We start with a short review of discontinuous Galerkin spectral element methods on moving
domains, whose derivation uses an explicit method of lines approach.

2.1. Discretization in Space of an ALE Conservation Law. The moving mesh DGSEM
is derived from the weak form of a system of conservation laws

(2.1.1) qt +∇ ·F = 0,

on the moving domain Ωt. To obtain the weak form, we multiply by an L 2(Ωt) test function
ϕ(x), and integrate in space over the moving domain

(2.1.2)
∫

Ωt

(qt +∇ ·F )ϕdx.

For the spectral element method, we subdivide the physical domain Ωt into K non-overlapping,
moving quadrilateral elements, ek. We break the integrals over the entire domain into the sum
of integrals over the moving elements

(2.1.3)
K∑
k=1

{∫
ek

(qt +∇ ·F )ϕdx
}

= 0.

Since the test function ϕ is arbitrary, each element contributes

(2.1.4)
∫
ek

(qt +∇ ·F )ϕdx = 0

to the total integral (2.1.3).
The problem we solve is formulated as a system of conservation laws (2.1.1) where F is the

vector flux on a time dependent domain, ek. We create a transformation (X, t) = X (ξ, τ) to
map the computational coordinates in the reference cube ξ = (ξ1, ξ2, ξ3) to physical coordinates
X = (x, y, z) ∈ ek [27]. We have three covariant basis vectors, ai, computed directly from the
transformation

(2.1.5) ai = ∂X
∂ξi

, i = 1, 2, 3.

From the covariant basis vectors one derives the contravariant basis vectors, ai, scaled by the
Jacobian of the transformation, J ,

(2.1.6) J ai = J∇ξi = aj × ak (i, j, k) cyclic.

The conservation law in the time-dependent domain transforms to a conservation law equation
in the reference domain [17, 31, 35]

(2.1.7) q̃τ +∇ξ · F = 0,

where

(2.1.8) q̃ = J q, and F = J ai · (F − qxτ ).

For complete details on the transformation of the the conservation law see Acosta and Kopriva [1].
Notice that in the transformed variables (2.1.8) the solution q̃ incorporates the time-dependent
Jacobian J and the flux F incorporates the mesh velocity xτ .

To ensure that the discrete approximation does not introduce spurious waves, a constant
solution of (2.1.7) should remain constant for all time [26]. In fluid dynamics this is often
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referred to as free-stream preservation. The conditions that guarantee free-stream preservation
for the transformation X(ξ, τ) are three metric identities [26]

(2.1.9)
3∑
i=1

∂(J ain)
∂ξi

= 0, n = 1, 2, 3,

and the geometric conservation law (GCL) [35]

(2.1.10) Jτ −
3∑
i=1

∂

∂ξi
(J ai · xτ ) = 0.

The metric identities (2.1.9) state that the divergence of a constant flux vanishes in the reference
cube. The geometric conservation law (2.1.10) states that for a constant solution the control
volume is conserved. As we stated earlier, these four identities should be satisfied discretely at
each time step to maintain free-stream preservation [1, 26, 42].

In what follows we will reduce the discussion to two dimensional problems. The ALE formu-
lation (2.1.7), metric identities (2.1.9), and GCL (2.1.10) have been given in three dimensions
since it is simpler to formulate how the equations transformed in 3D. However, we now consider
the approximation of the conservation law (2.1.7) on the reference square. For a two dimensional
problem note that the vector flux F = (f ,g) in the transformed variables (2.1.8).

Next we determine how the reference square is mapped to a moving quadrilateral element.
Each element ek is bounded by four moving curves Γj , j = 1, 2, 3, 4. Kopriva [26] showed that
the metric identities (2.1.9) are satisfied discretely if the boundaries of a quadrilateral element
are approximated by a polynomial with order equal to or less than the order of the polynomial
approximation of the solution. Therefore, to satisfy the metric identities (2.1.9) we use an
isoparametric approximation in which each curve Γj(s, τ), s ∈ [−1, 1] is approximated by a
polynomial of order N . We write each curve in the Lagrange form

(2.1.11) Γ =
N∑
j=0

Γ(sj , τ)`j(s).

A common transformation between the reference square and any curve-sided quadrilateral is
transfinite interpolation with linear blending [27]. The mapping between the coordinates of the
reference square E and the physical coordinates X is

X(ξ, τ) = 1
2
[
(1− ξ)Γ4(η, τ) + (1 + ξ)Γ2(η, τ) + (1− η)Γ1(ξ, τ) + (1 + η)Γ3(ξ, τ)

]
− 1

4
[
(1− ξ){(1− η)Γ1(−1) + (1 + η)Γ3(−1)}(2.1.12)

+ (1 + ξ){(1− η)Γ1(1) + (1 + η)Γ3(1)}
]
.

Since the boundaries are approximated by polynomials, the transformation (2.1.12) is also a
polynomial. Therefore, the calculation of the metric terms Xξ and Xη is straightforward. We use
the metric terms to approximate the normal vectors and time dependent Jacobian. See Kopriva
[26] for more details on quadrilateral mappings for spectral methods. The mesh velocities Xτ

can also be calculated given the time derivatives of the element’s boundary curves [1].
From the map X(ξ, τ), (2.1.12), the weak form on each moving element (2.1.4) becomes

(2.1.13)
∫∫

E

(q̃τ +∇ξ · F)ϕdξdη = 0.

We integrate by parts once in (2.1.13), separating boundary and interior contributions, to find

(2.1.14)
∫∫

E

q̃τϕdξdη +
∫
∂E

Fϕ · n̂ dS −
∫∫

E

F · ∇ξϕdξdη = 0.
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Note that F is the vector of contravariant fluxes F = (f̃ , g̃) given by

(2.1.15)
f̃ = Yη(f −Xτq)−Xη(g− Yτq)
g̃ = −Yξ(f −Xτq) +Xξ(g− Yτq),

with the mapping X = (X,Y ) and mesh velocity Xτ = (Xτ , Yτ ). The contravariant fluxes f̃ and
g̃ come from the definition (2.1.8).

We select the test function ϕ to be the piecewise polynomial of degree N in each direction on
the reference element

(2.1.16) ϕk =
N∑
i=0

N∑
j=0

ϕkij`i(ξ)`j(η),

where {`n}Nn=0 is the Lagrange basis. We do not enforce continuity of the test function ϕ at
the element boundaries. We construct a nodal Galerkin approximation [27], so we replace the
solution q̃ and contravariant fluxes f̃ , g̃ by polynomial interpolants written in Lagrange form

(2.1.17)

q̃ = J q ≈ JQ = Q̃ =
N∑
n=0

N∑
m=0

Q̃nm`n(ξ)`m(η),

f̃ ≈ F̃ =
N∑
n=0

N∑
m=0

F̃nm`n(ξ)`m(η),

g̃ ≈ G̃ =
N∑
n=0

N∑
m=0

G̃nm`n(ξ)`m(η).

We substitute the polynomial representation of ϕ (2.1.16) and the polynomial approximations
(2.1.17) into the weak form (2.1.14) to obtain

(2.1.18)
N∑
i=0

N∑
j=0

{∫∫
E

Q̃τ `i`j dxdy +
∫
∂E

F`i`j · n̂ dS −
∫∫

E

F · ∇ξ(`i`j) dxdy
}
ϕij = 0,

where F = (F̃, G̃). Since the values of ϕij are arbitrary and linearly independent,

(2.1.19)
∫∫

E

Q̃τ `i`j dξdη +
∫
∂E

F`i`j · n̂ dS −
∫∫

E

F · ∇ξ(`i`j) dξdη = 0.

To complete the spatial discretization, we choose the location of the nodes in the approxi-
mation. We select the Lagrange basis that interpolates the Legendre-Gauss nodes, which are
entirely interior to the reference element. We approximate the integrals in (2.1.19) with Legendre-
Gauss quadrature, replace the flux at element boundaries with a numerical flux, to obtain the
semi-discrete approximation of (2.1.7),

(2.1.20)

dQ̃ij

dτ
+
{[

F̃∗(1, ηj)
`i(1)
ω

(ξ)
i

− F̃∗(−1, ηj)
`i(−1)
ω

(ξ)
i

]
+

N∑
n=0

F̃njD̂(ξ)
in

}

+
{[

G̃∗(ξi, 1)`j(1)
ω

(η)
j

− G̃∗(ξi,−1)`j(−1)
ω

(η)
j

]
+

N∑
n=0

G̃inD̂
(η)
jn

}

= dQ̃ij

dτ
+ LpN (Q,X,Xτ ) = 0,

for i, j = 0, . . . N , where

(2.1.21) D̂jk = −Dkjωk
ωj

.
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The matrix D̂jk is the transpose of the standard polynomial derivative matrix Dkj = `′j(ξk)
scaled by the weights from the Legendre-Gauss quadrature. For complete details see [27].

The components of the numerical boundary fluxes, F̃∗ and G̃∗, are found by adding the static
mesh numerical flux and the upwind value of the approximate mesh velocity and solution on the
boundary

(2.1.22) F∗moving = F∗static − (XτQ) · n̂.

The details of the numerical flux formulas depend on the particular static flux [45].
The approximation should satisfy the GCL (2.1.10), which we rewrite in the form of a con-

servation law

(2.1.23) ∂J
∂τ

+∇ξ ·Ψ = 0,

where Ψ = −J ai · xτ . We approximate Ψ by a polynomial Ψ̃ = Ẽξ̂ + H̃η̂ where

(2.1.24)
Ẽij = −(XτYη − YτXη)ij ,
H̃ij = −(−XτYξ + YτXξ)ij .

Following the same steps as above, and integrating with the same spatial approximation as is
used for the solution, the semi-discrete approximation of the GCL is

(2.1.25)

dJ̃ij
dτ

+
{[

Ẽ∗(1, ηj)
`i(1)
ω

(ξ)
i

− Ẽ∗(−1, ηj)
`i(−1)
ω

(ξ)
i

]
+

N∑
n=0

ẼnjD̂
(ξ)
in

}

+
{[

H̃∗(ξi, 1)`j(1)
ω

(η)
j

− H̃∗(ξi,−1)`j(−1)
ω

(η)
j

]
+

N∑
n=0

H̃inD̂
(η)
jn

}

= dJ̃ij
dτ

+ LJN (Q,X) = 0.

The quantity J̃ is a polynomial of degree N .
The GCL numerical fluxes, Ẽ∗ and H̃∗, are calculated from the upwind value at the boundary,

that is, from the dot product of the outward normal vector n̂ and the corresponding boundary
mesh velocity calculated from the transfinite interpolation. For instance, H̃∗(ξi, 1, τ) is calculated
as

(2.1.26) H̃∗(ξi, 1, τ) = Xτ (ξi, 1, τ) · n̂.

The semi-discrete formulation of the system of conservation laws (2.1.20) and geometric con-
servation law (2.1.25) use the same spatial discretization. Therefore, we integrate an augmented
system of ordinary differential equations

(2.1.27) dU
dτ

∣∣∣
ij

+ L(Q,X,Xτ )
∣∣∣
ij

= 0,

where

(2.1.28) Uij =
[

Q̃
J̃

]
ij

Lij =
[

LpN
LJN

]
ij

.

Acosta et al. [1] proved that using Qij = Q̃ij/J̃ij preserves constant solutions and therefore
avoids the generation of spurious waves that are an artifact of the mesh motion.
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2.2. Computation of the Mesh Velocity. The time accuracy of the discrete solution of the
augmented system of ODEs (2.1.28) is affected by errors introduced by the temporal discretiza-
tion as well as errors in the mesh positions and mesh velocities [1].

Acosta et al. [1] casts methods to calculate the mesh velocities into three categories: (i)
exact differentiation of the mapping X(ξ, τ), (ii) integration of an acceleration equation, and
(iii) numerical differentiation of the mesh position via the time integrator (Inverse operator).
Full time accuracy is obtained with any of these three methods.

We select a spring-mass dashpot analogy [35], which falls into category (ii), to compute mesh
velocities. The spring-mass dashpot analogy replaces the edges of an element in a computational
mesh by springs. The force exerted by the springs on a node by its neighboring nodes is calculated
from Hooke’s law. Controlling the motion of the mesh is done by modifying the stiffness, rest
length and damping constants. Cross springs, connecting opposing corners, are included to help
prevent the mesh from crossing itself. The dynamics of the coupled spring system is governed
by Newton’s second law of motion
(2.2.1) F = mA,
where F is the sum of the forces, m is the mass, and A is the resulting acceleration.

We move the mesh in response to some arbitrary motion of a physical boundary with a spring-
mass dashpot analogy. As a result, there is no analytical representation for the position or the
velocity of the mesh nodes. Instead, the motion is computed as part of the solution process.
We write the acceleration equation (2.2.1) as a system of first order ODEs using a change of
variables. The motion of the mesh at each node is then described by

(2.2.2)

dX
dτ

= W(τ),

dW
dτ

= A(X,W, τ) = 1
m

F(X,W, τ),

where m is a mass, X is the position, W is the velocity, and A is the acceleration of the mesh.
We integrate the spring-mass dashpot ODE system (2.2.2) along with the augmented system

of ODEs (2.1.27)

(2.2.3)

 U
Xa

Wa


τ

+

 L(U,Xa,Wa)
Wa

A(Xa,Wa, τ)

 = 0,

where Xa is the approximate mesh position at a fixed time τ , and Wa is the approximate mesh
velocity. For simplicity we have omitted the ij subscripts.

Acosta and Kopriva[1] showed that using the same time integrator to approximate the position
and mesh velocity in this way is sufficient to preserve the temporal accuracy of an explicit global
time stepping approximation of (2.2.3).

3. Explicit Local Time Stepping on Moving Meshes

We next derive an explicit local time stepping method to integrate (2.2.3) using Adams-
Bashforth linear multistep methods that exploits the minimal coupling between elements and is
straightforward to implement. The motion of the mesh itself has little affect on the structure
of the LTS method. The mapping X(ξ, τ) automatically handles the computation of fluxes at
moving boundaries. We describe the explicit local time stepping strategy for a two dimensional
problem, with a straightforward extension to three dimensions. Lastly, the LTS strategy will be
valid on static and moving meshes. On a static mesh we can use a standard, constant coefficient
Adams-Bashforth method. However, a moving mesh LTS method will need a variable coefficient
time integration technique, which we derive in Sec. 3.2.
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3.1. Derivation of a Local Time Stepping Procedure for the DGSEM. The LTS Adams-
Bashforth time integrator that we use is a simplification of a fastest first multirate integrator
[20, 41]. To reduce complexity, we assume (i) the time scales have intermittent synchronization
levels, (ii) the elements of the mesh are grouped so there are m + 1 time scales, as opposed to
each element having its own, and (iii) the time scales differ from one another by integer factors.
A further simplification is allowed by the DGSEM spatial discretization itself because elements
are coupled only through the boundary flux from immediate neighbors. Once an element evolves
in time with its stable time step, it does not require additional information from the small time
scales. Thus, the coupling between slow and fast time scales is also weak.

To describe a multirate time integration method, we consider the coupled ODE system ẏ =
F (t,y). For simplicity of the discussion, we assume there are two time scales, as in [11, 41],
denoted as fast and slow. We can write the right hand side F (t,y) for a general problem with
strong coupling between fast and slow time scales as

(3.1.1) F (t,y) =
[
Fff Ffs
Fsf Fss

]
,

and the state vector

(3.1.2) y(t,y) =
[

yf
ys

]
,

where the subscript f denotes the fast time scale and s denotes the slow time scale. For (2.2.3)
the analogy is that ys, the solution on large elements, can run on a large step size ∆ts whereas
yf , the solution on small elements, has to run with a much smaller step size ∆tf .

Formally, the diagonal terms Fff and Fss in (3.1.1) can be calculated immediately since the
time scales match. However, to calculate cross terms (coupling) requires extrapolation for the
fast to slow time scale calculation Ffs, and interpolation for the slow to fast time scale calculation
Fsf . The difficulty comes from how to calculate the fast to slow time scale coupling accurately,
since extrapolation is inherently unreliable. Fortunately, the weak temporal coupling between
elements in the DGSEM causes Ffs to vanish, leaving

(3.1.3) F (t,y) =
[
Fff 0
Fsf Fss

]
.

The LTS method for the DGSEM needs only to construct time interpolants to compute the
solution at intermediate times in the fast time scale.

We limit the number of time scales in our LTS integrator so that the construction of inter-
polants in time does not become so expensive as to negate speedup. Extra work is required to
create interpolants between different time scales and evaluate the coupling terms. As such, we
classify the elements of the mesh according to size into m + 1 groups. The smallest elements
are placed in Group m, the next smallest elements are placed in Group m − 1, and so on. The
largest elements are in Group 0. The LTS strategy that we derive allows each group of elements
to evolve at its largest stable time step.

To group the elements, we assume that the quadrilateral mesh is generated using a quadtree
with 2-refinement [40]. The quadtree method refines the mesh by subdividing elements using
quadrilateral templates. Thus, each subsequent group of elements is approximately a factor
of two smaller than the previous group. For example, elements in Group 1 are approximately
half the size of elements in Group 0. If a quadrilateral mesh is not created using a quadtree
with 2-refinement, say with Q-morph [44], it is still advantageous to group the elements, since
a small number of groups significantly reduces the number of interpolants in time that must be
constructed. It is always possible to look at the distribution of elements according to a measure
of size, e.g., area. Once the distribution is created one can decide on the number of groups, m.



HIGH-ORDER LOCAL TIME STEPPING ON MOVING DG SPECTRAL ELEMENT MESHES 9

The grouping strategy is inherently ad hoc depending on the size measure one uses and how one
decides to divide the distribution of elements. Also, the time scales will differ by general integer
factors rather than factors of two, but otherwise the time stepping algorithm can still be used.

After the elements are grouped according to size, the algorithm finds the largest stable time
step for each group. First, the stable time step in Group 0 (the largest elements), called ∆t0, is
found from a time step restriction similar to those given in [10, 19]

(3.1.4) ∆t0 = 1
|λmax|

(
∆x

2N + 1

)
,

where N is the order of the approximation, ∆x is the average side length of elements in Group
0, and λmax is the maximum eigenvalue of the operator LpN in (2.1.20). The time step in the
other groups is determined with

(3.1.5) ∆tk = ∆t0
2k , k = 1, . . . ,m.

The time step selection strategy in (3.1.5) forces all of the elements to synchronize at intermediate
times during the integration. We adopt the notation that the synchronization levels are
(3.1.6) tn = n∆t0,
as shown in Fig. 1.

tn

e1 e2 e3

(A)

synchronization level

tn+1

tn

e1 e2 e3

(B)

Figure 1. (a) Illustration of synchronization levels using three elements. (b)
Each element evolves one local time step from a synchronization level. Note that
the largest element is immediately at the next synchronization level.

The algorithm cannot integrate the system (2.2.3) at the initial synchronization level t0 = 0
because Adams-Bashforth methods are not self-starting. So it uses a global time step r+ 1 order
Runge-Kutta method to integrate from t0 = 0 to tr = r∆t0. The Runge-Kutta method creates
the necessary solution history on each element. We use a Runge-Kutta method of one order
higher than the Adams-Bashforth method to ensure that errors in the temporal approximation
are dominated by those introduced by the LTS method. Once the integration has been started
by an appropriate Runge-Kutta method, the solution, GCL, and spring-mass dashpot system
are at a synchronization level.

To provide a concrete discussion of the LTS method we assume that the base time integrator
is a third order Adams-Bashforth method for the remainder of this section. It is straightforward
to extend the LTS method to a higher temporal order if desired.

We outline the procedure to integrate the system (2.2.3) from one synchronization level, tn,
to the next, tn+1. To augment an ALE-DGSEM implementation to include the LTS method we
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require two extra procedures: (i) an evolve condition and (ii) the construction of the polyno-
mial interpolants in time for the solution and GCL. We give detailed descriptions of these two
procedures later in this section. From these descriptions we will find that the moving mesh LTS
method will require a variable coefficient time integrator, which we derive in Sec. 3.2. In Sec.
3.3, we present pseudocode for the LTS method on static or moving meshes to integrate the
solution, GCL, and spring-mass dashpot system from tn to tn+1.

At the synchronization level tn the boundary flux data necessary to evolve every element in
time is available, so we sweep through the entire mesh and evolve each element one local time
step as shown in Fig. 1(B). After the global time evolution from a synchronization level, the LTS
method relies on an evolve condition to ensure that an element is ready to step forward in time.

One can define an evolve condition in different ways. Gassner et al. [19] use an evolve
condition that checks the future time level of edge-connected neighbors to guarantee consistent
edge flux calculations. However, for the LTS algorithm to operate on moving meshes using the
ALE-DGSEM, an evolve condition that updates the mesh position and velocities at the smallest
time scale is needed. Here, we define a local time t∗ that is intermediate between the two
synchronization levels tn and tn+1, that is, t∗ ∈ [tn, tn+1]. Then the evolve condition is: if the
local time on element k is equal to t∗, then the element is ready to evolve one local time step. The
algorithm also checks to see if the time on element k is equal to tn+1, since this means that the
solution on element k is at the next synchronization level and should not evolve. The algorithm
continues to apply the evolve condition to each element until it reaches the next synchronization
level, as is shown in Fig. 2(A)–2(D).

tn+1

tn

e1 e2 e3

(A)

e1 e2 e3

(B)

e1 e2 e3

(C)

e1 e2 e3

(D)

Figure 2. (a)–(c) The progression of repeated application of the evolve condition
to a three element mesh. Elements ready to evolve are shaded. (d) Each element
has reached the next synchronization level.

The evolve condition just described guarantees that all the neighbor boundary flux data can be
computed on element k. However, the solution on an element and the solution on the element’s
neighbors may be at different times, as we see in Fig. 2(A) with e1 and e2. We describe the
procedure to calculate the boundary flux on the left interface of e2, but the process is the same
for the flux calculation at any of the element interfaces.

To compute the numerical fluxes, F̃∗, G̃∗ in (2.1.20) or Ẽ∗, H̃∗ in (2.1.25) at the intermediate
time, the algorithm must construct a solution on the boundary. We show the procedure to
construct the intermediate value in time in Fig. 3(A)–(C). To calculate the boundary flux at
the left interface of e2, the algorithm obtains the solution from the left using the polynomial
interpolant in time. The solution from the right is found from the known value. The left and
right solutions are sent to the numerical fluxes to complete the calculation.

The algorithm uses the three values of the solution history on the boundary to construct a
polynomial interpolant in time as required by the third order Adams-Bashforth method time
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tn+1

tn

tn−1

e1 e2 e3

(A)

e1 e2 e3

(B)

e1 e2 e3

(C)

Figure 3. (a) Solution history for e1 on the boundary and projection of the
solution onto the boundary at tn+1. (b) Three nodes used to create the polynomial
interpolant in time. (c) Fully constructed polynomial interpolant in time.

integrator. The implementation stores a history of solution values on the boundary at two
previous time steps, tn+1

1 − ∆t1 and tn+1
1 − 2∆t1, where ∆t1 is the time step on e1. This

polynomial interpolant enables the algorithm to calculate the solution value on the boundary
at any intermediate time in the interval [tn+1

1 − 2∆t1, tn+1
1 ]. The calculation of the boundary

fluxes for the fast time evolving element e2 in Fig. 2 occurs after the global evolution at the
synchronization level. The implementation also stores a history of the Jacobian values, J̃ , at
two previous time steps on the boundaries. The algorithm uses the same process to construct a
polynomial interpolant in time for Jacobian values as for the solution.

Note that if two neighboring elements are in the same group, the algorithm does not need
to construct a time interpolant. All of the boundary information in the two neighbors is at the
same time, so the numerical flux is calculated as with a global time stepping method. In the
implementation, the algorithm checks if an element and its neighbors are at the same time to
avoid the creation of unnecessary polynomial interpolants. This check reduces the computational
cost of the AB3LTS time integrator.

The evolve condition and construct time interpolant procedures can be used on static or
moving meshes, but when a mesh is moved it is possible for elements to stretch or shrink. In
the development of the LTS algorithm we made the assumption that elements are placed into
m + 1 groups. The worst case for a moving mesh is that an element shrinks so that it should
move from its current group, j, to the next smallest group, j + 1. In that case, the time step
on the shrinking element will no longer be small enough to maintain stability. Conversely, if an
element stretches enough, then it should move from its current group to the next largest group,
j − 1. The reclassification of an element’s size ensures that the element uses a stable time step
as it changes shape, but prevents the algorithm from over-resolving the element in time.

If an element is reclassified from one group to another during the integration, the time de-
rivative histories for the solution, Q̃, and the Jacobian, J̃ , are no longer in the correct time
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scale. The same is true of the history of the boundary values used to create time interpolants
and compute boundary fluxes. The discrepancy in time scale introduces an O(∆t) error in the
temporal approximation. We remedy this by introducing a variable coefficient Adams-Bashforth
time integrator.

3.2. Variable Coefficient Adams-Bashforth Time Integrator. We derive a variable coeffi-
cient Adams-Bashforth method to retain full time accuracy for moving meshes where an element’s
size may be reclassified at any time. We use a Lagrange polynomial to determine the coefficients,
which inherently includes a variable step size factor.

The variable coefficient Adams-Bashforth method is derived for the general ODE

(3.2.1) dy

dt
= y′ = f(t, y).

For an rth order method the right hand side f(t, y) of (3.2.1) is approximated by a Lagrange
interpolating polynomial of the form

(3.2.2) pr(t) =
r−1∑
j=0

`j(t)fn−j , where `j(t) =
r−1∏
i=0
i6=j

t− tn−i
tn−j − tn−i

.

To determine the general, variable coefficients we integrate (3.2.1) from tn to tn+1 and obtain

(3.2.3) yn+1 = yn +
∫ tn+1

tn

pr(s) ds = yn +
r−1∑
j=0

βjfn−j , with βj =
∫ tn+1

tn

`j(s) ds.

For example, a third order method can be derived by expanding (3.2.2) to write the third order
polynomial

(3.2.4) p3(t) = (t− tn)(t− tn−1)
∆tn−1(∆tn + ∆tn−1)fn−2 −

(t− tn−2)(t− tn)
∆tn∆tn−1

fn−1 + (t− tn−2)(t− tn−1)
∆tn(∆tn + ∆tn−1) fn,

where ∆tn = tn − tn−1, ∆tn−1 = tn−1 − tn−2, and tn − tn−2 = ∆tn + ∆tn−1. We use the
substitution u = (tn+1 − s)/∆tn+1 to determine βj in (3.2.3) and find the third order variable
coefficient Adams-Bashforth method
(3.2.5)

yn+1 = yn + ∆tn+1

6

[
r1r0ρ(2r1 + 3)fn−2 − r1r0

(
3
ρ

+ 2r1

)
fn−1 + (2ρr2

1 + 3r1(ρ+ 1) + 6)fn
]
,

where

(3.2.6) r1 = ∆tn+1

∆tn
, r0 = ∆tn

∆tn−1
, ρ = r0

r0 + 1 .

For consistency when ∆t = ∆tn+1 = ∆tn = ∆tn−1, r1 = r0 = 1, ρ = 1/2, we recover the
constant coefficient, third order Adams-Bashforth method

(3.2.7) yn+1 = yn + ∆t
[

5
12fn−2 −

4
3fn−1 + 23

12fn
]
.

The variable coefficient Adams-Bashforth method is rth order accurate. In general, the local
truncation error for the variable coefficient Adams-Bashforth family of methods is
(3.2.8)

τn+1(∆tn−r+2, . . . ,∆tn+r−2) = 1
∆tn+r−2

∫ tn+1

tn

f (r)(ξ, y(ξ))
r! (t− tn)(t− tn−1) · · · (t− tn−r+1) dt,
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where r is the order of the method and ξ ∈ [tn, tn+1]. For the third order method (3.2.5), r = 3
and (3.2.8) becomes

(3.2.9) τn+1(∆tn−1,∆tn,∆tn+1) = 1
∆tn+1

∫ tn+1

tn

f (3)(ξ, y(ξ))
3! (t− tn)(t− tn−1)(t− tn−2) dt.

The substitution u = (tn+1 − t)/∆tn+1 yields the local truncation error
(3.2.10)

τn+1 = y(4)(ξ)
72

(
3∆t3n+1 + 8∆t2n+1∆tn + 4∆t2n+1∆tn−1 + 6∆tn+1∆t2n + 6∆tn+1∆tn∆tn−1

)
,

where we used the fact that y′ = f , so f (3) = y(4).
It remains to show that the variable coefficient explicit time integrator (3.2.5) retains third

order temporal accuracy in each time scale. We show that the temporal approximation is third
order in the largest possible time scale ∆t0. A similar process can be applied to show that it is
third order in each of the others. From the time step selection strategy, (3.1.5), we define some
real constants a, b, and c such that
(3.2.11) ∆tn+1 = a∆t0, ∆tn = b∆t0, ∆tn−1 = c∆t0.
We note that, by design, the mesh motion will not change the shape of an element abruptly.
It will never be the case that, for example, one of the largest elements will become one of the
smallest elements in a single time step. A worst case is that an element shrinks from Group 0 to
Group 2 in three time steps where the ratio of a to c is 4, a to b is 2, and b to c is 2. In practice,
we can expect the ratio between the constants a, b, and c to be near 1.

From the relationships (3.2.11), we see that the local truncation error in the largest time scale
is
(3.2.12) τ(∆t0) = Cy(4)(ξ)∆t30, ξ ∈ [tn, tn+1],
where

(3.2.13) C = 1
72
(
3c3 + 8a2b+ 4a2c+ 6ab2 + 6abc

)
.

The constant C is bounded, and is usually close to the constant of the traditional third order
Adams-Bashforth, 3/8. We verify by numerical example that the temporal accuracy in each time
scale of the variable coefficient AB3LTS time integrator is third order in Sec. 4.1.2.

3.3. Outline of the LTS Algorithm. We present general pseudocode in Algorithm 1 (Step-
ByABLTS) that outlines the integration of the solution from a synchronization level tn to the
next synchronization level tn+1. Important features of the LTS procedure are:

• It is independent of the set of equations to be solved, linear or non-linear. All one needs
to provide are procedures to compute the physical and numerical fluxes.

• It is readily applied to three dimensional computations, where the time interpolants are
along adjacent faces rather than edges.

• It can be any temporal order provided one extends the solution histories and uses an
appropriate variable coefficient time integrator of the form (3.2.3).

The procedure requires as input the elements, the time for the next synchronization level tn+1,
a Boolean variable MovingMesh, the number of element groups m, and the time step for the
group of smallest elements ∆tm. Initially, the integration is at a synchronization level, so we
set a Boolean variable synch. The algorithm visits every element in the mesh and progresses
the solution and GCL if the element satisfies the evolve condition at t∗. The construction of
any necessary time interpolants occurs in “Assemble time derivatives.” The phrasing “Update
solution Q̃k and Jacobian J̃k” is purposefully vague. If the mesh is static the constant coefficient
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Adams-Bashforth is used. If the mesh is moving, a variable coefficient Adams-Bashforth like
(3.2.5) replaces it. An array of Boolean variables keeps track of which elements have evolved.
Finally, if an element has been evolved, the time derivative and boundary solution histories are
updated.

The differences between the static and the moving mesh implementations are minimal: (i)
“Assemble time derivatives” includes an update of the element geometry to the current time t∗.
This update includes the recalculation of a moving element’s size using some measure, (ii) a
variable coefficient time integrator, and (iii) the spring-mass dashpot system is integrated at the
smallest time scale ∆tm.

Algorithm 1: (StepByABLTS) Integrate from tn to tn+1 with local time stepping

Procedure StepByABLTS
Input: Elements {ek}Kk=1, MovingMesh, tn+1, m, ∆tm // time step in Group m

synch← TRUE // integration is at a synchronization level

for j = 2m to 1 decrement 1 do
// loop bounds depend on grouping strategy

{evolved}Kk=1 ← FALSE

t∗ ← tn+1 − j∆tm
for k = 1 to K do

ReadyToEvolve ← EvolveCondition(Local time on ek, t∗)
if synch or ReadyToEvolve then

evolvedk ← TRUE

Assemble time derivatives ˙̃Qk and ˙̃Jk
Update solution Q̃k and Jacobian J̃k one local time step on ek

synch← FALSE

if MovingMesh then
Update spring-mass dashpot system with ∆tm

for k = 1 to K do
if evolvedk then

Update time derivative and boundary solution histories on ek

End Procedure StepByABLTS

3.4. Storage and Computational Cost of the LTS Method. The ability to perform local
time stepping comes at the cost of higher storage. We will compare the storage and computa-
tional cost requirements of the AB3LTS against the third order low-storage explicit Runge-Kutta
(LSRK3) scheme of Williamson [49]. Thus, we compare the AB3LTS to a Runge-Kutta time
integrator already optimized to be low storage.
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3.4.1. Storage Requirements of the LTS Method Compared to LSRK3. In two dimensions, the
storage complexity for LSRK3 is 2(N + 1)(3N + 11) per equation. It stores six (N + 1)2 arrays
and 16 (N+1) arrays on each element for each equation to be solved. The six (N+1)2 arrays hold
the solution Q̃, the time dependent Jacobian J̃ , the time derivatives ˙̃Q, ˙̃J , and an intermediate
storage array G. In addition, each edge of the quadrilateral requires four (N + 1) arrays to store
the solution Q̃, the Jacobian J̃ , and the numerical fluxes on the boundary, totaling 16 arrays.

The storage complexity for AB3LTS in two dimensions is 8(N + 1)(N + 5) per equation.
It requires the time derivative at previous times, two for third order. Because elements no
longer evolve at the same rate the algorithm cannot simply recalculate ˙̃Q at the previous times.
The implementation therefore stores a history of the time derivatives ˙̃Q and ˙̃J on ei to avoid the
introduction of an O(∆t) error. The AB3LTS scheme stores eight (N+1)2 arrays and 32 (N+1)
arrays for each equation. The eight (N + 1)2 arrays store the solution Q̃, the time dependent
Jacobian J̃ , and the time derivatives ˙̃Q and ˙̃J at the three times, tni , tni −∆ti, tni −2∆ti. Because
the coupling is weak in the DGSEM, we do not need to store a history of the solution Q̃ in the
element. Each edge of the quadrilateral requires eight (N + 1) arrays that store the solution
Q̃ and Jacobain J̃ on the boundary at the three times, tni , tni − ∆ti, tni − 2∆ti, as well as the
numerical fluxes on the boundary at time tni , totaling 32 arrays.

The memory requirements for the local time stepping method scales well as N increases. Table
1 presents the estimated factor of increase in storage for N = 4, . . . , 10. The storage size for these
commonly used values of N increases by approximately 50 percent. As N → ∞, the storage of
AB3LTS is 33 percent larger than LSRK3 for two dimensional problems.

The explicit local time stepping strategy remains an attractive option for three dimensional
computations, again from a memory standpoint; the storage grows in N identically for two
dimensional or three dimensional problems. Following the same analysis as above, the storage
complexity of LSRK3 and AB3LTS for a three dimensional problem is, ignoring O(1) terms,

(3.4.1)
LSRK3 : 2(N + 1)2(3N + 11) per equation,

AB3LTS : 8(N + 1)2(N + 5) per equation.

So (3.4.1) shows that the storage of AB3LTS is 33 percent larger than LSRK3 for three dimen-
sional problems, too, as N →∞.

N 4 5 6 7 8 9 10
Factor 1.57 1.54 1.52 1.50 1.49 1.47 1.46

Table 1. Estimated factor of increase in storage complexity for AB3LTS versus
global time stepping LSRK3 for various N .

3.4.2. Reducing Mesh Induced Stiffness: Theoretical Predictions. We also predict how the AB3LTS
algorithm can reduce the computational work for static and moving meshes with local refinement.
Again we compare the AB3LTS method with LSRK3. For each time integrator we assume that
the calculation of the time derivative ˙̃Q dominates the computation. The work estimate for each
time integrator uses the number of times ˙̃Q must be calculated to progress the solution from one
synchronization level to the next. We include the recalculation of the element geometry as part
of the assembly of the time derivative ˙̃Q to simplify the discussion of the work estimates.
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The work estimate for AB3LTS is

(3.4.2) AB3LTS :
m∑
k=0

2kG(k),

where G(k) is the number of elements in the kth group. Each group of elements has its own
time step ∆t0, . . . ,∆tm in the AB3LTS algorithm. The LTS method stores a history of the time
derivative ˙̃Q at two previous times on each element. On any element in the mesh it calculates ˙̃Q
once to evolve one local time step. So, progress of the solution on the largest elements, Group
0, from tn to tn+1 requires one calculation of ˙̃Q. From (3.1.5), we know that
(3.4.3) tn+1 = tn + ∆t0 = tn + 2∆t1 = · · · = tn + 2m∆tm.

Thus, the elements in Group 1 require two calculations of ˙̃Q to progress the solution from tn to
tn+1. If we continue this argument for the number of ˙̃Q calculations in each group of elements,
we find the work estimate (3.4.2).

The work estimate for LSRK3 is
(3.4.4) LSRK3 : 3K2m−1.

To derive it, we first denote the time step for the global time stepping LSRK3 to be ∆tRK . The
region of absolute stability for third order Runge-Kutta is significantly larger than that of the
third order Adams-Bashforth. Also, we take

(3.4.5) ∆tRK = ∆t0
2m−1 ,

where m is the group of the smallest elements in the mesh. The LSRK3 time integrator must
calculate the time derivative ˙̃Q three times to progress the solution from tn to tn + ∆tRK . From
(3.4.5),
(3.4.6) tn+1 = tn + 2m−1∆tRK ,
and we arrive at the work estimate (3.4.4).

The two time integrators perform the time derivative calculation differently. The work esti-
mate for AB3LTS (3.4.2) does not take into account the extra computational work required by
the local time stepping method to create the polynomial interpolant in time described in Sec.
3.1. We will see in the numerical verification, Sec. 4.2, that this discrepancy can show up as an
overestimate of the reduction in computation time.

To study the speedup, we generate four test meshes with a two dimensional spectral element
mesh generator. The four meshes, shown in Fig. 4, are (i) an inner circular boundary and
refinement center, (ii) nested circles, (iii) an array of circles, and (iv) a [−20, 20] × [−20, 20]
domain with the NACA0012 airfoil placed at the origin. We report the predictions in Table 2.
The estimates reinforce intuition: if a mesh has a high proportion of “large” elements to “small”
elements then the predicted speedup is greater.

The number of elements, number of time scales, and distribution of the elements affect the
predicted speedup. Histograms of the element size distributions for the four test meshes are
given in Fig. 5 to help understand the predicted speedup. The “Circle Array” mesh provides an
example where a couple “bad” elements introduce severe time step restrictions for global time
stepping methods to remain stable. Similarly, as the mesh becomes more locally refined, the
problem becomes stiffer for a global time stepping algorithm. For example, the “Circle in Circle”
(Fig. 4(B)) mesh has a distribution of element sizes slightly skewed to the left (towards large
elements) and a factor of 2.8 predicted speedup with its five levels of refinement. The mesh
distribution of the NACA0012 airfoil (Fig. 4(D)) is also slightly skewed to the left. But it has
nine levels of refinement to resolve the region around the airfoil. We predict a larger speedup on



HIGH-ORDER LOCAL TIME STEPPING ON MOVING DG SPECTRAL ELEMENT MESHES 17

(A) (B)

(C) (D)

Figure 4. Several two dimensional spectral element meshes.

the NACA0012 mesh than the “Circle in Circle” mesh when we use AB3LTS even though the
two meshes have a similar distribution of element sizes.

3.4.3. For what kinds of meshes is LTS appropriate? We can use the results of the previous
section to find what kinds of meshes are most appropriate for use with LTS. One would expect
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Figure 5. Histograms depict the distribution of element sizes for four test meshes.

that meshes with few small elements will show the best performance, whereas for meshes with
mostly small elements LTS should show little advantage. These expectations are borne out by
analysis.
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Mesh ˙̃Q evals LSRK3 ˙̃Q evals AB3LTS Predicted speedup
Box Around Circle Refined 2520 1629 1.6
Circle in Circle 6528 2326 2.8
Circle Array 18912 1780 10.6
NACA0012 Airfoil 163584 17366 9.4

Table 2. Estimations of work reduction for AB3LTS versus LSRK3 on four meshes.

The work estimates for AB3LTS (3.4.2) and LSRK3 (3.4.4) allow us to derive a theoretical
speedup

(3.4.7) S = 1
2
3
∑m
k=0 2k−mĜk

,

where Ĝk is the fraction of the total number of elements in the kth group. For a uniform
distribution of element sizes with

(3.4.8) Ĝk = 1
m+ 1 ,

the speedup S (3.4.7) is

(3.4.9) S = (m+ 1) 2m

2m+1 − 1 .

Asymptotically, as m→∞, i.e., the number of levels becomes large,

(3.4.10) S ∼ m+ 1
2 .

For example, nine levels of refinement should have a speedup of about five. An example of a
mesh with mostly small elements is a distribution

(3.4.11) Ĝk = 2k∑m
n=0 2n

.

Its speedup would be

(3.4.12) S =
2m
∑m
n=0 2n

22m+1 − 1 → 1 as m→∞.

If m = 9 then S = 1.006. Thus, if the bulk of the elements are in the smallest group, the LTS
procedure becomes ineffective, as one might expect. Finally, if the mesh is weighted towards
large elements, e.g.,

(3.4.13) Ĝk = 2−k∑m
n=0 2−n

,

we expect significant speedups. In fact,

(3.4.14) S = 2m

m+ 1

m∑
n=0

2−n = 2m+1 − 1
m+ 1 ,

and as m gets large,

(3.4.15) S ∼ 2m+1

m+ 1 .



20 WINTERS AND KOPRIVA

These examples confirm the expectation that the LTS procedure is most useful when the fraction
of small elements drops off rapidly.

4. Numerical Experiments

We provide four examples that combine the ALE-DGSEM spatial discretization with the
AB3LTS time integrator. The first demonstrates spectral convergence and full time accuracy
of the approximation on static and moving meshes with local refinement. The second compares
the observed reduction in computational cost for the LTS procedure applied to both static and
moving test meshes to the predictions in Table 2.

4.1. Convergence Study of the ALE-DGSEM with AB3LTS. We first show spectral
convergence and full time accuracy in each time scale for the ALE-DGSEM with AB3LTS on
static and moving meshes. For this study, we solve the wave equation written as a conservation
law

(4.1.1)

 p
u
v


t

+

 −xt ρc2 0
1/ρ −xt 0
0 0 −xt

 p
u
v


x

+

 −yt 0 ρc2

0 −yt 0
1/ρ 0 −yt

 p
u
v


y

= 0,

where xt = (xt, yt) is the mesh velocity. We choose initial and boundary conditions so that the
solution is a Gaussian plane wave

(4.1.2)

 p
u
v

 =

 1
kx

ρc
ky

ρc

 e− (kx(x−x0)2+ky(y−y0)2−ct)2

d2 ,

with the wavevector k normalized to satisfy k2
x + k2

y = 1. We take c = 1, ρ = 1, and vary x0 and
y0 to adjust the initial position.

For the simple linear wave equation (4.1.1), the linear fluxes and exact Riemann solver are
inexpensive to evaluate compared to the matrix-vector products required to compute the time
derivative. Thus, numerical experiments using (4.1.1) will give worst case results for the speedup
offered by the LTS method. For equations with non-linear fluxes, it will be far more expensive to
compute fluxes and solve the Riemann problem relative to other operations, e.g., interpolation.

4.1.1. Convergence Study on a Static Refined Mesh. We obtain spectral accuracy in space and
design accuracy in time for the DGSEM with LTS on a static mesh with local refinement. For the
example, we take d = ω/2

√
ln(2), ω = 0.2, and choose x0 = y0 = −0.8. The contour plots in Fig.

6 show the propagation of the plane wave (4.1.2) up to the final time T = 0.5. We re-interpolate
the computed solution to a uniform mesh of 10 points in each direction per element for plotting
purposes.

The left of Fig. 7 shows exponential convergence in space until N = 16, where the error is
dominated by time integrator errors. Recall that we chose ∆t0 to be the time step on the largest
elements in Group 0. Note that when the value of ∆t0 is halved the error in the approximation
is reduced by a factor of 8.

The right plot of Fig. 7 demonstrates design third order temporal accuracy in each of the
groups of elements. Fig. 7 indicates that the error is largest on the Group 0 elements, as
expected. We add a time convergence plot for each local time step level to ensure that third
order convergence is achieved on every level of refinement and not just the error-dominating
elements in Group 0. To produce the plot, we fixed N = 20, T = 0.5 and let ∆t range from
1/5000 to 1/10000.
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Figure 6. Contour plots of the plane wave propagation across a refined mesh.
The overlay of squares shows the element boundaries.

8 10 12 14 16 18 20 22

N

10−9

10−8

10−7

10−6

10−5

10−4

10−3

10−2

L
∞

E
rr

or

∆t0 = 1/5000

∆t0 = 1/10000

10−5 10−4

∆t

10−11

10−10

10−9

10−8

10−7

L
∞

E
rr

or

3

1

3

1

3

1

3

1
3

1

Group 0

Group 1

Group 2

Group 3

Group 4

Figure 7. (left) Semi-log plot of the spectral convergence for the DGSEM with
AB3LTS on a refined mesh. (right) A log-log plot of the third order temporal
accuracy of AB3LTS in each group of elements.

4.1.2. LTS on a Moving Refined Mesh. Next we demonstrate spectral convergence and design
time accuracy of the AB3LTS time integrator with the ALE-DGSEM on a moving mesh with local
refinement. We also verify free stream preservation. The convergence study for this numerical
test exercises the variable coefficient formulation of the AB3LTS time integrator derived in Sec.
3.2.
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Free-Stream Preservation: To show that the LTS method does not introduce spurious waves and
preserves a free-stream when a mesh moves, we consider a uniform solution in time

(4.1.3) q =

 p
u
v

 =

 π
π
π

 ,
on a mesh with an inner circular boundary and local refinement center shown previously in Fig.
4(A). The mesh has fixed outer boundaries, whereas the inner circular boundary moves according
to

(4.1.4)
X(t) = X(0) + a sin(ft),
Y (t) = Y (0) + a cos(ft),

where a = 0.15 and f = π/2.
In the test of free stream preservation, we used the variable coefficient AB3LTS time integrator

and a spring-dashpot model to calculate the mesh velocity. The error was calculated using
the maximum norm over the component p and the exact constant solution at T = 2.0, which
corresponds to a complete period in the oscillation of the inner circular boundary. Table 3 shows
the computed error for double precision computations.

N 4 6 8 10 12 14
Error 2.0× 10−14 2.1× 10−14 2.1× 10−14 3.6× 10−14 6.6× 10−14 6.9× 10−14

Table 3. Computed error of a constant solution to the wave equation on a moving
mesh with local time stepping.

Convergence in Space and Time: The LTS algorithm is spectrally convergent in space and third
order convergent in time for each group of elements the moving mesh. For the test problem, we
choose the same parameters for the plane wave as in Sec. 4.1.1, except x0 = 0.0 and y0 = −0.5.
The contour plots in Fig. 8 show the propagation of the plane wave (4.1.2) up to the time
T = 1.0.

The left of Fig. 9 shows spectral convergence in the spatial error at T = 1.0 until N = 13,
after which the error is dominated by errors introduced by the time integrator. When the value
of ∆t0 is halved the error in the approximation is reduced by the expected factor of 8. The
convergence rate in time is also third order for each group of elements, which we show at the
right in Fig. 9. Again, the error is largest on the elements in Group 0. To produce the plot we
fix N = 16, T = 1.0 and let ∆t range from 1/3500 to 1/7000.

4.2. Reducing Non-Physical Stiffness: Numerical Verification. We now use the LSRK3
and AB3LTS to compare the actual speedup to the predicted ones found in Sec. 3.4.2 for the
same problem as before, (4.1.1) and (4.1.2). We investigate the stiffness introduced by a mesh
with local refinement and its affect on the overall computation time.

We set exact boundary conditions at the edges of the computational domain and any interior
boundaries, such as at the surface of the NACA0012 airfoil, like in Fig. 8. With the exact
boundary conditions, any internal objects act as transparent boundaries. As such, the test
problems are unphysical. However, the point is that the LTS procedure is designed to reduce
the stiffness introduced by unphysical local refinement. The test problems are designed to show
that it does.

We present in Table 4 the measured speedup for the static meshes listed in Table 2. We
choose the time step for AB3LTS with the procedure described in (3.1.5). The time step for
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LSRK3 is given by (3.4.5). For the tests on static and moving meshes we take N = M = 6
and ∆t0 = 1/1000. We see that the speedup formula (3.4.7) tends to overestimate the predicted
reduction of computational cost on static meshes. This is because we neglected the additional
computation time required to create the polynomial interpolant.

To examine the computational work required to construct time interpolants, we profiled a
simulation with LTS on the Circle Array mesh. We find the assembly of the time derivative is
55% of the computation time. The construction of the time interpolants accounts for 4%. Table
4 shows that as the number of time scales increases, the time interpolants become less important
to the total computation time, and the work estimate becomes more accurate.

Mesh LSRK3 (m) AB3LTS (m) Predicted Measured % Diff
Box Around Circle 1.03 0.77 1.6 1.3 -19
Circle in Circle 3.01 1.19 2.8 2.5 -12
Circle Array 11.50 1.18 10.6 9.7 -9
NACA0012 Airfoil 104.74 11.22 9.4 9.3 -1
Table 4. Comparison of the predicted and measured speedup of AB3LTS versus
the global time stepping LSRK3 on several static meshes.

The work estimate is better for moving meshes with local refinement. In Table 5 we show
the speedup for the same test meshes used in Table 4, but now the interior boundaries move
sinusoidally by (4.1.4). Recall that the work estimate included the recalculation of the element
geometry in the assembly of the time derivative. The work estimate for AB3LTS (3.4.2) under-
estimates the benefit of LTS when the number of time scales is ≤ 5 and can overestimate the
benefit when the number of time scales is greater than 5.

To explain the underestimation of speedup shown in Table 5, we profile the “Box Around Circle
Refined” test case. We find that 38% percent of the computation time is spent assembling the
time derivative and 41% is spent updating the mesh geometry. However, the computation of the
time derivative is essentially matrix-vector products, which are very efficiently computed [27, 28].
A profile of the global time stepping Runge-Kutta method reveals that 26% of computation
time is spent evaluating the time derivative and 63% is spent updating the mesh geometry.
The update to the mesh geometry is always expensive regardless of time integrator, so it is
advantageous to limit the number of times the procedure updates the mesh. Thus, we account
for the underestimation in speedup because AB3LTS is not dominated as much by the mesh
update as in LSRK3.

We explore why the work estimate becomes more accurate for meshes with a wide distribution
of element sizes by profiling the “Circle Array” test case. We find that the update of the
geometry of a moving element is 83% of the computation time, whereas the evaluation of the
time derivatives is 7%. Also, the extra computational effort to create time interpolants for the
LTS procedure becomes negligible on moving meshes, just one percent of computation time.
For the global time stepping LSRK3, the profile shows that 84% of computation time is spent
updating the mesh geometry whereas only 7% is spent assembling the time derivative. Thus, we
account for the accuracy of the work estimate in the last two entries of Table 5.

5. Conclusion

We have presented an Adams-Bashforth local time stepping DGSEM method for reducing
mesh induced stiffness on moving and static meshes. We performed a numerical study on a
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Mesh LSRK3 (m) AB3LTS (m) Predicted Measured % Diff
Box Around Circle 6.69 1.70 1.6 3.9 59
Circle in Circle 28.42 6.79 2.8 4.2 33
Circle Array 56.00 5.32 10.6 10.5 -1
NACA0012 Airfoil 233.57 24.92 9.4 9.4 0
Table 5. Comparison of the predicted and measured speedup of AB3LTS versus
the global time stepping LSRK3 on several moving meshes.

static mesh to verify the spectral convergence in space and design time accuracy in each group
of elements. We derived a variable coefficient time integrator for integration when the mesh
moves. A numerical example on a moving mesh again verified the spectral convergence in space
and design time accuracy using the new time integrator. The variable coefficient time integrator
allows one to reclassify the distribution of element sizes as the mesh moves with no loss in
temporal accuracy.

We showed that the memory requirements of the LTS method scales well with N . We also
note that the DGSEM is embarrassingly parallel: the solution is calculated locally, and data
is communicated only between adjacent elements. An approximation that uses the ABLTS
integrator remains highly localized. Thus, ABLTS may be an attractive option for parallel
computations on meshes with local refinement, modulo load balancing issues.

Numerical experiments show that time-accurate computations on meshes with a wide distri-
bution of element sizes were up to ten times faster. The speedup of the LTS method increases
as the amount of local refinement in a mesh is increased. The benefit of LTS on moving meshes
is more significant because it reduces the number of updates to an element’s geometry. We used
a linear test problem and gave worst case results for the speedup produced by the LTS method.
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Figure 8. Contour plots of the plane wave propagation across a refined mesh
with a moving circular boundary. The overlay of quadrilaterals shows the element
boundaries.
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Figure 9. (left) Semi-log plot shows spectral convergence for the ALE-DGSEM
with AB3LTS. (right) A log-log plot showing third order temporal accuracy of
AB3LTS in each group of elements.


