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Abstract

Can black-box randomization change the performance of
algorithms? The problem of worst-case behaviour in algorithms is
difficult to handle, black-box randomization is one method that has
not been rigorously tested. If it could be used to mitigate worst-case
behaviour for our chosen algorithms, black-box randomization should
be seriously considered for active usage in more algorithms.

We have found variables that can be put through a black-box ran-
domizer while our algorithm still gives correct output. These variables
have been disturbed and a qualitative manual analysis has been done
to observe the performance impact during black-box randomization.
This analysis was done for 7 different sorting algorithms using Java
openJDK 8.

Our results show signs of improvement after black-box randomiza-
tion, however our experiments showed a clear uncertainty when con-
ducting time measurements for sorting algorithms.
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Sammanfattning

Kan svartlåde-slumpning förändra prestandan hos algorit-
mer? Problemet med värsta-fall beteende hos algoritmer är svårt att
hantera, svartlåde-slumpning är en metod som inte testast rigoröst än.
Om det kan utnyttjas för att mildra värsta-fall beteende för våra utval-
da algoritmer, bör svartlåde-slumpning beaktas för aktiv användning
i fler algoritmer.

Vi har funnit variabler som kan köras igenom svartlåde-slumpning
samtidigt som vår algoritm ger korrekt utmatning. Dessa variabler
har blivit utsatta för små störningar och en kvalitativ manuell ana-
lys har gjorts för att observera huruvida prestandan förändrats under
svartlåde-slumpning. Denna analys har gjorts för 7 sorteringsalgorit-
mer med hjälp av Java openJDK 8.

Våra resultat visar tecken på förbättring efter svartlåde-slumpning,
men våra experiment visade en klar osäkerhet när man utför tidsmät-
ningar på sorteringsalgoritmer.



Contents
1 Introduction 1

1.1 Black-box Randomization . . . . . . . . . . . . . . . . . . . . 1
1.2 Scope of this paper . . . . . . . . . . . . . . . . . . . . . . . . 2
1.3 Motivation of this research . . . . . . . . . . . . . . . . . . . . 2

2 Background 3
2.1 Stability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
2.2 Sorting algorithms . . . . . . . . . . . . . . . . . . . . . . . . 4
2.3 Course of action . . . . . . . . . . . . . . . . . . . . . . . . . . 4

3 Methodology 5
3.1 Overview of experiments . . . . . . . . . . . . . . . . . . . . . 5
3.2 Experiment 1 : Performance comparison between original and

randomized algorithms . . . . . . . . . . . . . . . . . . . . . . 6
3.3 Experiment 2 : Rank distribution of 1% of lists that performed

worst for original algorithm . . . . . . . . . . . . . . . . . . . 6
3.4 Experiment 3 : Time distribution of 1% of best lists and 1%

of worst lists for three algorithms . . . . . . . . . . . . . . . . 7
3.5 Randomization . . . . . . . . . . . . . . . . . . . . . . . . . . 8
3.6 Subject Programs . . . . . . . . . . . . . . . . . . . . . . . . . 8

3.6.1 Bubble sort . . . . . . . . . . . . . . . . . . . . . . . . 8
3.6.2 Heapsort . . . . . . . . . . . . . . . . . . . . . . . . . . 9
3.6.3 Insertion sort . . . . . . . . . . . . . . . . . . . . . . . 9
3.6.4 Merge sort . . . . . . . . . . . . . . . . . . . . . . . . . 9
3.6.5 Quicksort . . . . . . . . . . . . . . . . . . . . . . . . . 10
3.6.6 Selection sort . . . . . . . . . . . . . . . . . . . . . . . 10
3.6.7 Shellsort . . . . . . . . . . . . . . . . . . . . . . . . . . 10

3.7 Anti-fragile points of sorting algorithms . . . . . . . . . . . . . 11

4 Experiment 1 : Performance comparison between original
and randomized algorithms 12
4.1 Bubble sort . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
4.2 Heapsort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
4.3 Insertion sort . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
4.4 Merge sort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
4.5 Quicksort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
4.6 Selection sort . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
4.7 Shellsort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
4.8 Conclusion drawn from violin plots of the first experiment . . 20

i



5 Experiment 2 : Rank distribution with 1% of lists that per-
formed worst for original algorithms 21
5.1 Bubble sort . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
5.2 Quicksort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
5.3 Selection sort . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
5.4 Conclusion drawn from rank distributions . . . . . . . . . . . 22

6 Experiment 3 : Time distribution of 1% of best lists and 1%
of worst lists 24
6.1 Bubble sort . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
6.2 Quicksort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
6.3 Selection sort . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
6.4 Conclusion drawn from time distributions . . . . . . . . . . . 26

7 Conclusion 27

8 Future work 27

Appendices 31

A Randomization 31

B Experiment 1 32
B.1 Bubble sort . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
B.2 Heapsort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
B.3 Insertion sort . . . . . . . . . . . . . . . . . . . . . . . . . . . 35
B.4 Quicksort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36
B.5 Selection sort . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
B.6 Shellsort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

C Experiment 2 40
C.1 Bubble sort . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
C.2 Heapsort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
C.3 Insertion sort . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
C.4 Merge sort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
C.5 Quicksort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
C.6 Selection sort . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
C.7 Shellsort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

D Experiment 3 44
D.1 Bubble sort . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44
D.2 Heapsort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

ii



D.3 Insertion sort . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
D.4 Merge sort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
D.5 Quicksort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
D.6 Selection sort . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
D.7 Shellsort . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

iii



1 Introduction

1.1 Black-box Randomization

Most computer programs behaves differently depending on what input you
give it. In complexity theory[16] there are best-case, average-case and worst-
case behaviour. This expresses what the resource usage (e.g. running time,
memory) is at least, on average, and at most. We want to investigate whether
this behaviour stays the same during black-box randomization.

Figure 1: Illustration of different pathways

In figure 1, consider A as the input to our algorithm, and B as the output.
In most algorithms we usually have a predetermined path between the input
and the output, meaning we can follow what happens with the input, how it
gets managed by the algorithm and how the output is constructed. This is
represented by the top line.

During black-box randomization however, we will randomly[23] change what
happens with the input to create a situation where the behaviour of the
algorithm changes during run-time, but its output stays the same. This is
represented by the chaotic line in figure 1.
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1.2 Scope of this paper

We will accomplish black-box randomization by choosing an algorithm and
perturbing a point with a small disturbance during run-time. Our intention
is to compare the performance of algorithms before and after perturbation
of a specific point, and observe how black-box randomization affect it.

Within computer science and engineering in general, optimizing algorithms
and systems is crucial [15]. This often leads to many different approaches
to the same problem, a common example is the sorting of a list. Some
algorithms are optimized for sorting a list that is partly sorted, some use
complex data types and some compare elements at an interval.

One approach to optimizing algorithms that has been successful in the past
is the act of randomizing certain elements [17]. In this paper, we will look at
7 sorting algorithms and explore the results of perturbing through black-box
randomization.

1.3 Motivation of this research

In this thesis we will conduct experiment with two different approaches. First
we will analyse the overall performance of the original algorithms in compar-
ison with the randomized algorithms. Do we see a significant difference
in performance? Is the difference positive or negative?

Secondly we will analyse if there is a difference in the worst-case behaviour
of our algorithms. For example, do we have some cases where a randomized
version of the algorithm performs significantly better on the lists that ex-
hibited worst-case behaviour for the original algorithm? Does the worst-case
behaviour shift in any way? Do we have new worst-cases for the algorithm
after randomization, or are they the same? Can blackbox randomization
counteract the worst-case behaviour of an algorithm?
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2 Background

2.1 Stability

Stability is a very common concept within sciences and engineering, it is
integral when both constructing and analysing systems. Many different defi-
nitions exist depending on field of study and application [20]. One definition
is how a system reacts to perturbation, where stability would imply that the
system operates as expected.

Figure 2: Stability

Figure 2 shows three cases. In the first case (left), a small disturbance will
not be able to hurl the ball enough so as to remove it from its equilibrium.
The second case (middle) shows a point that will not be influenced by a small
disturbance - after perturbation this point will still work the same. For the
third case (right) a small disturbance will immediately hurl the ball from its
equilibrium.

This can be translated to algorithms. Before perturbation your algorithm
gives a certain output for a specified input. If you consistently get the same
output after perturbation of a specific point, we call the output correct and
the point anti-fragile [14]. In figure 2 both the the first and second case
would be anti-fragile points.

On the other hand, if you get a different output after perturbation, the
specific point that has been perturbed is called fragile. This is showcased
with the third case in figure 2.

One way to visualize this is to compare figure 1 with figure 2. The top line
in figure 1 corresponds with the second case in figure 2 since a perturba-
tion doesn’t change how the algorithm exerts your input. The middle line
in figure 1 corresponds with the first case in figure 2 since a perturbation
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slightly changes how the algorithm exerts our input, but we still get the
same output.

2.2 Sorting algorithms

In a paper about correction attraction [14] an equivalent definition regarding
stability and anti-fragility has been made where exploration of perturbations
in the form of an integer value changing by a magnitude of x, an integer value
changing by adding one (PONE) or subtracting one (MONE), a boolean
shifting from true to false, or the other way around has been made.

These perturbations may in some cases result in an algorithm showcasing
anti-fragile points, effectively creating new versions of the algorithm. Our
purpose is to investigate whether the new versions of the same algorithm
differs in its performance.

Sorting is a very common and well understood problem - bubble sort was
analysed as early as 1956 [24]. There are many different variants of sorting
algorithms, we have chosen to investigate 7 different ones and their perfor-
mance before and after perturbation.

2.3 Course of action

Our intention is to test the performance of 7 sorting algorithms, perturb their
anti-fragile points during run-time, re-take the same performance tests and
finally compare our two results.

To perform black-box randomization we will first utilise the program jPerturb
[1] which will help us find all anti-fragile points. Then we will manually insert
them with our randomization function demonstrated in chapter 3.5.

Other than analysing the overall performance of our sorting algorithms, we
want to specifically focus on their worst-case behaviour. We want to observe
whether black-box randomization can counteract worst-case behaviour.
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3 Methodology

All code that has been used is accessible via our github [12].

3.1 Overview of experiments

We will perform a perturbation correction analysis on each sorting algorithm
using the open source code jPerturb [1]. It takes an algorithm as input, finds
all points where a perturbation can be made, performs the perturbation and
runs it through a perfect oracle. If the algorithm still run as expected after
perturbation of a specific point, the point is anti-fragile as defined in section
2.1. jPerturb could easily be run on our subject programs with the objective
of producing a list of anti-fragile points.

The number of anti-fragile points found in our algorithms are shown in table
1, section 3.7. For every single anti-fragile point listed in the table we will
create a new algorithm that is randomly perturbed at the point specified by
jPerturb.

We will construct a performance test for the sorting algorithms which is more
thoroughly explained in chapter 3.2. After running a performance test for the
original algorithms, we will run the same test for the perturbed algorithms
and compare the results. This is shown using violin plots in section 4.

After the first experiment we will receive datasets from the original and
perturbed versions of the algorithms - these will be used to run a wilcoxon
test. It returns a p-value which expresses the probability of the datasets
being from different distributions. The wilcoxon test is done in R [21].

The second experiment is a comparison of the list distribution after pertur-
bation. This is more comprehensively explained in chapter 3.3. Essentially
we will extract 1% of the lists that take the longest to sort for the original al-
gorithm and observe the time it takes to sort the same lists for the perturbed
versions of the algorithm.

A third experiment will be performed on the original algorithms where we will
choose 1% of the best lists and 1% of the worst lists. On these lists we will run
a performance test multiple times to analyse their sorting time distributions,
explained in chapter 3.4. The objective is to compare the time distribution
of the 1% worst lists and 1% best lists and study the variance.
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3.2 Experiment 1 : Performance comparison between
original and randomized algorithms

Research Question: Do the randomized algorithms perform differ-
ently?

The first experiment - the performance test - was constructed by creating
5000 lists with randomly generated integers using Javas built-in Random-
class [2]. The length of the lists were invariably 1000.

After generating 5000 lists with length 1000 we measured the time it took
to sort them starting with the original algorithms. We know there’s an
uncertainty of measuring processing times on our limited operative systems
with Javas built in nanoTime-method [18] [19]. Because of this we made the
time measurements only after sorting the list 500 times, effectively reducing
the impact of the systems time resolution.

Due to the implementation of two just-in-time (JIT) compilers in openJDK
8 [22] we had to warmup [4] our code prior to the experiment. This was
done by making another equally big time measurement on 100 lists using the
algorithm we wished to perform the experiment with afterwards.

Once we had all sorting times we needed from the original algorithms, we
recreated the same test for all MONE- and PONE-perturbed algorithms.
With this data we could visually represent the sorting times using violin plots.
This is shown in chapter 4 for all algorithms, both original and perturbed.
Separate from this we also plotted the sorting times from 10% of the lists
that exhibited worst-case behaviour for the original algorithms.

3.3 Experiment 2 : Rank distribution of 1% of lists that
performed worst for original algorithm

Research Question: Has the worst-case behaviour shifted for the
randomized algorithms?

For this experiment we introduced the concept of rank which can be applied
to lists that has been sorted in a certain amount of time. The list with rank 1
has the lowest (fastest) time measurement of the complete set of lists. Since
we sorted 5000 lists, the list with the highest (slowest) time measurement
has rank 5000.
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The experiment was conducted by choosing a subset of the algorithms anal-
ysed in the first experiment where we performed time measurements for 5000
lists of length 1000. The time measurements were made only after sorting the
list 1500 times and the warmup was performed by making another equally
big time measurement on 100 lists.

For each original algorithm we made 100 time measurements for the 50 lists
with highest rank, this represents the 1% of lists that had the worst perfor-
mance for the original algorithm. We record which rank they would have for
each new time measurement and call this dataset the rank distribution.

For the perturbed algorithms we chose the same lists that were chosen for
their original versions and did the same experiment. We recorded the rank
100 times for each list and plotted the rank distribution as shown in chapter
5.

3.4 Experiment 3 : Time distribution of 1% of best lists
and 1% of worst lists for three algorithms

Research Question: How reliable is the time measurements?

A third experiment was performed on the original algorithms. The lists with
1% highest and 1% lowest rank were chosen with the intention of plotting the
time distributions side-by-side for all original algorithms independently.

The time measurements were made after sorting every list 1500 times and the
warm-up was implemented by making another equally big time measurement
on 100 lists. The resulting graphs are shown in section 6.
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3.5 Randomization

As stated in section 3.1, we used jPerturb [1] to find the anti-fragile points of
our algorithms. To randomize these points during run-time, we created two
separate classes - MONEPerturb & PONEPerturb - and inserted a function
which utilizes a uniform distribution to perturb the point with a chance of
50%. In listing 1 in appendix A you can view the MONE-code for this
function, the PONE looks exactly the same but returns x+1 instead of x−1
from the first if-statement.

3.6 Subject Programs

Below is a short description for all sorting algorithms we have used to analyse
black-box randomization and its performance impact.

The underlying structure of sorting algorithms relies on a well defined order
on the elements that are put into it, an example of such an ordering is the
value of an integer - we can always say that one integer is larger, smaller or
equal to another integer. The ordering of the elements when using sorting
algorithms has to be transitive, that is;

a < b ∧ b < c⇒ a < c

3.6.1 Bubble sort

Bubble sort [5] is a very naive and simple sorting algorithm, relying on com-
parison of neighbouring elements. The algorithm chooses the first element
in the list and compares it to its neighbour. If the chosen element is larger
than its neighbour, they switch place.

The algorithm now moves on to the second element in the list and makes the
same comparison with the second elements right-hand neighbour (the third
element). It continues in this manner until it reaches the last element, at
which point it starts over at the first element of the list. This loop continues
until no more elements need to be switched.
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3.6.2 Heapsort

Heapsort [6] is a more complicated algorithm than bubble sort. It relies on
a data structure known as the heap [13] which is a common implementation
of a priority queue.

A heap has a method to get its top element which always has the largest
value. When this method is used, the largest element will be returned and
removed from the heap. If we continuously use this method, we will receive
all values from the heap in a sorted order.

Once a heap has been initialised and populated, a sorted list can be con-
structed by creating a new empty list with the same length as the initial
unsorted one. A call is made for the top element in the heap and placed at
the last index of the new list.

The same call is repeated and the new top element will be placed in the last
unoccupied slot of the new list. This process is repeated until the heap is
empty. The new list will finally be the sorted version of the initial unsorted
list.

3.6.3 Insertion sort

Insertion sort [7] starts by choosing the first two elements in the unsorted
list and places them in a new list of length two and places the highest value
last. It now takes the next element in the unsorted list and places it in the
correct position in the newly created list. At the same time it adds length
1 to the list. This loop continues until the unsorted list is empty, and thus
a sorted list with the same elements and length as the unsorted list can be
returned.

3.6.4 Merge sort

Merge sort [8] generally relies on recursion which makes its implementation
more difficult than e.g. bubble sort or insertion sort.

The algorithm starts by grabbing the unsorted list with length n, and divides
it into n smaller sublists. This leads to n sublists of length one with one
element each. Each sublist is then merged with another sublist into a list of
length two, comparing the elements so that the resulting list is sorted.
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This process is then repeated for larger and larger sublists until we only have
one single sorted list of length n left.

3.6.5 Quicksort

Quicksort [11] acts very similarly to merge sort - it relies on dividing the list
into smaller sublists and using recursion to combine them. The steps it takes
is however very different.

First of all it designates a starting element called the pivot and then it goes
through all remaining elements in the list. If an element is larger than the
pivot element it will be placed to the right of the pivot, and if an element is
smaller than the pivot element it will be placed to the left of the pivot.

If these two sublists are not already sorted, they will recursively be viewed
as the new list that has to be sorted. A new pivot will be chosen, and the
elements are once again placed to the left or right of the pivot depending on
their value. This process continues until every sublist is sorted, and finally
through recursion the original list will also be sorted.

3.6.6 Selection sort

Selection Sort [9] is similar to bubble sort and insertion sort - it compares
every element with every other element. The biggest difference is that it
relies on always finding the smallest element.

It starts by extracting the first element from the unsorted list and labels it as
the smallest element. Then, it compares this element with the second element
- the smallest of these two will be the new smallest element. It continues to
compare all the elements one-by-one until it has found the smallest element
in the unsorted list and then removes it from the unsorted list and puts it as
the first element in the new list.

It repeats this procedure for the unsorted list, that now has one element less
in it. The process continues until the original list has no elements left in it,
resulting in the new list being a sorted version of the old list.

3.6.7 Shellsort

Shellsort [10], named after Donald Shell, is an algorithm that relies on com-
paring elements with each other. It is very similar to the previously discussed
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bubblesort.

It differentiates itself from bubblesort by defining a distance d and only com-
paring elements that are d indexes apart. This implies that it will compare
the first element with element d+ 1 in the list. If the first element is larger,
they switch places. Now the second element is chosen and compared to ele-
ment d+2, and this process continues until we reach the end of the list.

From here a new distance d is chosen, one that is smaller. How people
calculate new values for d vary, the formula we have used is;

dk =
N

2k

where k implies the k:th iteration and N is the number of elements in the
unsorted list. Note that if d = 1, shellsort has degenerated to a bubble
sort.

3.7 Anti-fragile points of sorting algorithms

After running a complete analysis with jPerturb [1], we found a number of
anti-fragile points in our algorithms, shown in table 1.

sorting algorithm pone points mone points
quicksort 13 9
mergesort 4 4
heapsort 7 8
shellsort 5 6

selectionsort 2 5
bubblesort 4 3
insertionsort 1 2

Table 1: number of anti-fragile points

For every anti-fragile point we created a new algorithm using a similar func-
tion to the one shown in section 3.5.
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4 Experiment 1 : Performance comparison be-
tween original and randomized algorithms

See below for analysed graphs. For all results from experiment 1, we refer
you to Appendix B.

4.1 Bubble sort

When illustrating the performance of our bubble sort algorithms, we chose to
exclude 2 versions to better emphasize the results we found interesting. The
figures with all versions of the algorithm can be found in appendix B.1.

Figure 3: Comparison in speed between normal bubble sort and perturbed
using 5000 lists, without the worst mone&pone algorithms

In figure 3 we see that version M1, P1, P2 and P3 all seem to perform slightly
better than the original version. The average value of these violin plots are
below the average value of the original algorithm.

In figure 4 we see that most algorithms seem to have the same interval of
times for this set of lists. However, a closer look at P2 shows that it doesn’t
exhibit worst-case behaviour for the worst-case lists of the original algorithm.
This would imply that the worst-case behaviour of the algorithm has changed
for one of the randomized verisons.
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Figure 4: Comparison in speed between normal bubble sort and perturbed
using 10% worst lists, without the worst mone&pone

4.2 Heapsort

In figure 5 we see that six perturbed versions of the algorithm showed ap-
proximately equal or better performance than the original algorithm. The
time measurements for the remaining algorithms took about four times as
long in comparison with the original algorithm. Version M2 is of particu-
lar interest since it appears to exhibit better performance than the original
algorithm.

Figure 6 suggests that some perturbed algorithms has shifted their worst-
case behaviour. Comparing M2 with the original, we can see two very similar
distributions in figure 5 but with different worst-case behaviour in figure 6.
This implies that the worst-case behaviour seems to be activated by different
lists for the two different versions of the algorithms.

4.3 Insertion sort

We see 4 distributions with very similar shapes in figure 7, the most notable
exception being P1 which has a bulk of its distribution above the other
algorithms. Overall there seems to be no significant difference.

Contrarily, plotting the worst-case behaviour for insertion sort in figure 8
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Figure 5: Comparison in speed between normal and randomized heapsort
using 5000 lists

Figure 6: Comparison in speed between normal and randomized heapsort
using the original algorithms 10% lists with slowest sorting times
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Figure 7: Comparison in speed between normal and randomized insertion
sort using 5000 lists

Figure 8: Comparison in speed between normal and randomized insertion
sort using the original algorithms 10% lists with slowest sorting times
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reveals a difference. The distribution of M1 seems to behave in a different way
than the original version of the same algorithm, implying that randomization
of this particular anti-fragile point changed the worst-case behaviour of the
algorithm.

4.4 Merge sort

Figure 9: Comparison in speed between normal and randomized merge sort
using 5000 lists

Half of the randomized algorithms in figure 9 indicates worse performance
than the original algorithm, and the other half indicates approximately equal
performance. The long tail of the original distribution is noteworthy since
all randomized versions of the algorithm has substantially shorter tails. This
could imply that the randomizations reduce the difference in performance
between a worst-case list and an average-case list.

In figure 10 we see almost exactly the same behaviour as in 9. There is no
notable shift in the distributions. Since this image is very similar to 9, there
does not appear to have been a difference in which lists induced the worst
case behaviour.
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Figure 10: Comparison in speed between normal and randomized merge sort
using the original algorithms 10% lists with slowest sorting times

Figure 11: Comparison in speed between normal and randomized quicksort
using 5000 lists
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4.5 Quicksort

The MONE-perturbed algorithms shown in figure 11 show no improved per-
formance. All algorithms are slower than the original. The even distributions
of M6 and M7 demonstrates an algorithm with less tendency towards its av-
erage case.

Figure 12: Comparison in speed between normal and randomized quicksort.

The PONE-perturbed versions displayed in figure 12 seem to universally
result in worse performance when compared with the original algorithm. We
find that P8, P9 and P10 seem to exhibit the same behaviour as M5, M6 and
M7 did in figure 11. This is due to the same points being randomized in two
different ways.

4.6 Selection sort

Different versions of selection sort seem to perform very close to each other.
Figure 13 shows worst-case behaviour with M3 being an exception - the
worst-case lists seem to be different for this version of the algorithm. This
hints of the possibility for positive change in worst-case behaviour during
black-box randomization.
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Figure 13: Comparison in speed between normal and randomized selection
sort using the original algorithms 10% lists with slowest sorting times

Figure 14: Comparison in speed between normal and randomized shellsort
using 5000 lists
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4.7 Shellsort

Many of the randomized algorithms in figure 14 seem to perform as well as,
or even better than the original version does. M5, M6 and P4, P5 show
similar deterioration since they represent the same anti-fragile point being
perturbed in two different ways.

Of particular interest is versions like M2 and P1, seemingly performing better
than the original algorithm.

4.8 Conclusion drawn from violin plots of the first ex-
periment

original vs MONE p-value
bubblesort vs M1 <2.2e-16
heapsort vs M2 <2.2e-16

insertionsort vs M1 0.0411
mergesort vs M2 <2.2e-16
quicksort vs M1 <2.2e-16

selectionsort vs M3 <2.2e-16
shellsort vs M6 <2.2e-16

original vs PONE p-value
bubblesort vs P2 <2.2e-16
heapsort vs P2 <2.2e-16

insertionsort vs P1 <2.2e-16
mergesort vs P1 <2.2e-16
quicksort vs P3 <2.2e-16

selectionsort vs P2 <2.2e-16
shellsort vs P1 <2.2e-16

Table 2: Wilcoxon test

So far every conclusion about the performance of the different versions of the
algorithms have been drawn by a qualitative argument based on our result-
ing violin plots. To test the validity of our performance test, we decided to
conduct a wilcoxon test. In table 2 we see a difference between the distri-
butions that is statistically significant seeing that the p-value is below 0.05
[25]. Thus we can conclude that the distributions are distinct enough for us
to assert that one is better than the other.

While most results seem to imply that blackbox randomization decreases per-
formance, we do have more than one case that exhibits improved performance
after randomization. One example of this is figure 3. This implies we can,
at least to some degree, improve an algorithms performance by randomizing
it during run-time.

In the next experiment we will analyse the worst-case behaviour of our algo-
rithms.
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5 Experiment 2 : Rank distribution with 1%
of lists that performed worst for original al-
gorithms

For all results from experiment 2, we refer you to Appendix C.

5.1 Bubble sort

Figure 15: Rank distribution with 1% of lists that exhibited worst-case be-
haviour for original algorithm

Figure 15 shows that we seem to have a peak for the original at approximately
4900 or larger, which is expected due to the chosen lists. We see that this
peek remains approximately the same for the randomized versions.

5.2 Quicksort

Figure 16 shows a very different picture than figure 15. Here we see no peak
close to rank 5000 for the original, instead we see a maxima at approximately
2300. It is very curious that there are fewer lists with rank 5000 than rank 1,
but the fact that they are both local minimas implies that the time interval
remain the same as our initial time measurements.
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Figure 16: Rank distribution with 1% of lists that exhibited worst-case be-
haviour for original algorithm

We expected the rank distribution of the original version to be weighed to
the right and have a maxima at around rank 4900-5000, just like figure 15.
The randomized versions show a clear difference, but considering the strange
distribution of the original version it is hard to tell what this difference would
imply.

5.3 Selection sort

The rank distribution shown in figure 17 also seem to be very inconclusive.
The ranks are not consistent for the original algorithm. Since we chose 1% of
the worst lists for the original algorithm we expected to see this represented
by a rank distribution that was more weighed to the right in the figure.

5.4 Conclusion drawn from rank distributions

When looking at all figures in appendix C, we most often see a maxima
at around rank 2000 instead of the expected rank 4975. This would imply
that our error margin is too big in our time measurements. This would in
turn suggest that our previous measurements has been affected by this which
entails a bigger problem.
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Figure 17: Rank distribution with 1% of lists that exhibited worst-case be-
haviour for original algorithm

These inconclusive results from this experiment lead us to our third experi-
ment, where we measured how much time variance we actually have between
our fastest and slowest lists. If we pick out the 1% best lists and 1% worst
lists, we expect to see a clear difference of the sorting times.
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6 Experiment 3 : Time distribution of 1% of
best lists and 1% of worst lists

6.1 Bubble sort

Figure 18: Comparison of time distribution between best-case lists and worst-
case lists

In figure 18 we see what we’d expect. A distance between the peaks with
no real large overlap. Considering the results of bubble sort in experiment
2 this would further imply that experiment 2 shows a change in which lists
perform the worst for the randomized versions of bubble sort.

6.2 Quicksort

In figure 19 we see that the measurements of the two different subsets of lists
seem to overlap. The 1% lists with longer sorting times has a seemingly larger
variance. It is unexpected that the two time distributions overlap since these
two subsets of lists should have the largest possible rank difference.
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Figure 19: Time distributions

Figure 20: Time distributions
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6.3 Selection sort

Figure 20 shows an even more extreme overlap than the one found in figure
19. This would imply that selection sort has an even larger error margin
when calculating the list ranks.

Our initial hypothesis regarding the error was that it might be due to a
problem in system time measurement for small time intervals in Java [19]. If
this were true, quicksort should have shown a bigger overlap than selection
sort since its sorting times was approximately a whole magnitude lower. The
results in figure 20 implies that our problem lies elsewhere.

6.4 Conclusion drawn from time distributions

Most of the time distribution figures in appendix D exhibit an overlap. This is
curious considering we explicitly chose the lists that would give us a maximum
difference. This would imply that there is an unknown error in our time
measurements which results in deficient ranking calculations.

We do however see that the time measurements do not have a lot of outliers,
implying that while the exact time may be uncertain, it is contained in
the same time interval for most of our measurements. This would imply
that experiment 1 can be trusted to some degree, since it was merely the
distribution of the measurements and their mean we were interested in.

This experiment demonstrates that the mean does exist and that it is reliant
on the flexibility of the algorithm. However, this experiment also shows that
there is an uncertainty when trying to make precise calculations of a specific
list.
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7 Conclusion

The results presented for bubble sort imply that we can indeed see a per-
formance improvement by utilising anti-fragile points to perform black-box
randomization - figure 22 in appendix B implies this improvement. Figure 37
in appendix C implies that we can to some degree shift which input produces
worst-case performance in our algorithm. According to experiment 3, only
the slower bubble sort had an accuracy good enough to distinguish between
a well-performing list and a poor-performing list.

However, experiment 3 demonstrated that for most of our algorithms the
time measurements was insufficient to calculate the list ranks. Overall we
can not draw too many conclusions since the time measurements were not
precise enough. To find the exact reason for the big error margin in our time
measurements, we would need to conduct more experiments.

8 Future work

Considering the results from experiment 3, an experiment to explore what
caused the uncertainty in rank would be a natural continuation of this work.
After this has been done, and if a limit of where the rank can be properly
determined is found, a new attempt at experiment 1 and 2 would be inter-
esting.

Since we saw signs of improvement, examining black-box randomization
on other algorithms would be very interesting, e.g. hashtables for storing
values, dijkstras algorithm for finding the shortest paths between nodes,
etcetera.

It would also be interesting to see different kind of perturbations. We have
only allowed small perturbations by subtracting one or adding one to an in-
teger, another approach could be to flip a boolean value, changing an integer
value by a larger magnitude, or using multiple perturbation points in the
same algorithm.
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Appendices

A Randomization

Listing 1: Randomizing by subtracting one with a possibility of 50%
public class MonePerturb {

private static Random randomizer = new
Random ();

public static int randomize(int x) {
if (randomizer.nextDouble () < 0.5) {

return x - 1;
}
else {

return x;
}

}
}
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B Experiment 1

B.1 Bubble sort

Figure 21: Comparison in speed between normal bubble sort and perturbed
using 5000 lists

Figure 22: Comparison in speed between normal bubble sort and perturbed
using 5000 lists, without the worst mone&pone algorithms
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Figure 23: Comparison in speed between normal bubble sort and perturbed
using 10% worst lists

Figure 24: Comparison in speed between normal bubble sort and perturbed
using 10% worst lists, without the worst mone&pone
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B.2 Heapsort

Figure 25: Comparison in speed between normal heapsort and perturbed
using 5000 lists

Figure 26: Comparison in speed between normal heapsort and perturbed
using the original lists 10% worst cases
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B.3 Insertion sort

Figure 27: Comparison in speed between normal insertion sort and perturbed
using 5000 lists

Figure 28: Comparison in speed between normal insertion sort and perturbed
using the original lists 10% worst cases
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B.4 Quicksort

Figure 29: Comparison in speed between normal quicksort and mone per-
turbed using 5000 lists

Figure 30: Comparison in speed between normal quicksort and mone per-
turbed using the original lists 10% worst cases
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Figure 31: Comparison in speed between normal quicksort and pone per-
turbed using 5000 lists

Figure 32: Comparison in speed between normal quicksort and pone per-
turbed using the original lists 10% worst cases
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B.5 Selection sort

Figure 33: Comparison in speed between normal selection sort and perturbed
using 5000 lists, M3 corrupted

Figure 34: Comparison in speed between normal selection sort and perturbed
using the original lists 10% worst cases
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B.6 Shellsort

Figure 35: Comparison in speed between normal shellsort and perturbed
using 5000 lists

Figure 36: Comparison in speed between normal shellsort and perturbed
using the original lists 10% worst cases
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C Experiment 2

C.1 Bubble sort

Figure 37: Rank distribution with 1% of lists that exhibited worst-case be-
haviour for original algorithm
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C.2 Heapsort

Figure 38: Rank distribution with 1% of lists that exhibited worst-case be-
haviour for original algorithm

C.3 Insertion sort

Figure 39: Rank distribution with 1% of lists that exhibited worst-case be-
haviour for original algorithm
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C.4 Merge sort

Figure 40: Rank distribution with 1% of lists that exhibited worst-case be-
haviour for original algorithm

C.5 Quicksort

Figure 41: Rank distribution with 1% of lists that exhibited worst-case be-
haviour for original algorithm
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C.6 Selection sort

Figure 42: Rank distribution with 1% of lists that exhibited worst-case be-
haviour for original algorithm

C.7 Shellsort

Figure 43: Rank distribution with 1% of lists that exhibited worst-case be-
haviour for original algorithm
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D Experiment 3

D.1 Bubble sort

Figure 44: Comparison of time distribution between best-case lists and worst-
case lists

44



D.2 Heapsort

Figure 45: Comparison of time distribution between best-case lists and worst-
case lists

D.3 Insertion sort

Figure 46: Comparison of time distribution between best-case lists and worst-
case lists
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D.4 Merge sort

Figure 47: Comparison of time distribution between best-case lists and worst-
case lists

D.5 Quicksort

Figure 48: Comparison of time distribution between best-case lists and worst-
case lists
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D.6 Selection sort

Figure 49: Comparison of time distribution between best-case lists and worst-
case lists

D.7 Shellsort

Figure 50: Comparison of time distribution between best-case lists and worst-
case lists
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