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ABSTRACT

Computer security is becoming an increasingly important topic in today’s society, with

ever increasing connectivity between devices and services. Stolen passwords have the

potential to cause severe damage to companies and individuals alike, leading to the

requirement that the security system must be able to detect and prevent fraudulent

login. Keystroke biometrics is the study of the typing behavior in order to identify

the typist, using features extracted during typing. The features traditionally used in

keystroke biometrics are linear combinations of the timestamps of the keystrokes.

This work focuses on feature learning methods and is based on the Carnegie Mellon

keystroke data set. The aim is to investigate if other feature extraction methods can

enable improved classification of users. Two methods are employed to extract latent

features in the data: Pre-training of an artificial neural network classifier and an au-

toencoder. Several tests are devised to test the impact of pre-training and compare the

results of a similar network without pre-training. The effect of feature extraction with

an autoencoder on a classifier trained on the autoencoder features in combination with

the conventional features is investigated.

Using pre-training, I find that the classification accuracy does not improve when us-

ing an adaptive learning rate optimizer. However, when a stochastic gradient descent

optimizer is used the accuracy improves by about 8%. Used in conjunction with the

conventional features, the features extracted with an autoencoder improve the accuracy

of the classifier with about 2%. However, a classifier based on the autoencoder features

alone is not better than a classifier based on conventional features.
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CHAPTER 1

Introduction

1.1 Introduction

The origin of keystroke biometrics can be traced back to telegraph operators in 1880,

which were able to identify one another from the way that they tapped. [1]

Conventional authentication systems are based on the use of a shared secret, a password

or pin-number that is only known to the system and the user. The system verifies the

identity of the user by requesting the shared secret and comparing the user response

to the expected response, accepting the user identity upon a match. In such a system,

the security is dependent on the shared secret remaining hidden, as anyone knowing the

shared secret could successfully impersonate that user.

There are different methods to enhance the security of these systems and most involve

the use of some form of specialized hardware such as a fingerprint sensor, two-factor key

generator, digital signatures (based on asymmetric cryptography with the private key

stored on a smart card and requiring a PIN code, such as the BankID system employed

by the major banks in Sweden), iris scanner and camera for face recognition. Keystroke

biometrics can also be deployed in an existing environment without the need for additional

hardware.

The goal of keystroke biometrics is to identify or authenticate users based on their

individual writing characteristics, for example the timing of each keystroke, the pressure

applied when typing and in the case of mobile devices the orientation of the device,

accelerometer data, size of touch and location of touch.

Timing data for keystroke biometrics are created by recording the time when each

key is pressed and the time when it is released. From the timing data, one can extract

different features such as latencies. The features that are typically used are dwell time,

flight time and digraph [2], which are subsequently referred to as the common features.

Dwell time is defined as the time between the key is pressed and its release. Flight time

is defined as the time between the key is released and the subsequent key is pressed. The

digraph is defined as the time between key press of two subsequent keys.
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Salthouse [3] presented a model for describing the neurological process of typing in

subjects performing transcription typing. The model was comprised of five stages: input

(reading the text), parsing (storing the characters in memory), translation (converting

the characters into planned motion) and execution (typing out the text). The text is

read a couple of words ahead of the current part being typed, processing the words by

splitting them split into smaller chunks, converting the chunks into a series of planned

muscle movements then finally executing the action of typing the. According to Salthouse

these chunks are often only 2-3 letters long. This was observed when typists where asked

to stop typing on a given signal, the typists would normally stop within 2 keystrokes.

Typing speed is slower when a typist is confronted with typing text comprised of

randomized letters compared to normal text and text comprised of random words. Even

when the typed key-pairs were commonly typed in normal text the typist performed

worse when typing randomized letters. Salthouse attributed this to the process of parsing

the random text. The typist will break down the text into smaller chunks of planned

muscle movements, when the text is made up of random characters compared to real

words and sentences. The keystroke timing, when typing random text, was found to be

independent of the commonality of key-pairs (for example key-pairs a-r, s-i and t-r are

common compared to z-q, h-f and b-m for English) in normal text; keystroke latency

of common key-pairs was higher when the text was random, same as the uncommon

key-pairs.

Salthouse identified a pattern where a typist exhibit a longer delay for the first letter

in a word, followed by shorter delays for the subsequent letters. This is called the word

initiation effect. The same effect is observed in texts that lack spaces between words

when the typist is instructed to not add spaces. The observations they make suggest

that the delay depends on the composition of the words that are typed in a systemic

fashion.

When typing a password comprised of randomized letters and numbers, the user some-

times split the password into small parts that resemble words in order to make the

password easier to remember and to type. The partitioning criteria can for example be

related to real words or words that are more natural to type given the keyboard layout.

Numbers or special characters can be thought of as natural partitions in a password, but

does not necessarily mean that a word ends before the number and that the next one

starts directly after. A word-like chunk might contain a number or symbol depending

on the typists perception of the combination of numbers and words, such as in Internet

slang and leet speech [4]. The existence of multiple possible criteria for partitioning a

word into chunks allow for greater diversity in the typing patterns between typists.

As society moves towards a fully connected future, security challenges becomes in-

creasingly complex and the ramifications of security breaches more severe. Thus, new

ways of hardening a system against such threats must be developed. A common way

for criminals and hostile entities to gain access to a system is through stolen passwords.

Bad password practices [5] by the users, for example using the same password multiple
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times, allows the stolen passwords to be used to gain access to other systems, thereby

increasing the damaged caused by a single data breach. In 2012 an estimated 177 million

passwords were leaked from the social networking site Linkedin and due to the lack of

password salting, rainbow tables could be used to great effect. The use of an insecure

cryptographic hashing algorithm, SHA-1, and the lack of salting mean that the effort

required to crack the passwords through brute force was low [6]. Multiple breaches in

other systems can be traced back to the use of a cracked Linkedin password, that could

be used as is or with simple modification based on common user password behavior, on

the other systems. The leaked passwords also offer a valuable source of information on

password composition and user behavior to those interested in password cracking, due to

the wide availability of the database dump and the ease of uncovering passwords, making

it easier to crack passwords from future leaks [7]. Keystroke biometric approaches adds

a layer of protection against stolen passwords because the behavior of the user cannot as

easily be duplicated as a password.

1.2 Previous work

Research in the keystroke biometrics field dates back to the 1980s with experiment con-

ducted by Gaines et al [8]. The experiment involved 6 secretaries with the task of typing

three different texts and measuring the digraph latencies of the typist. Two sessions were

performed with an interval of 4 months, where each subject typed the three texts. Using

the statistical t-test they compared the mean digraph latency of two samples to deter-

mine the likelihood that they both stem from the same probability distribution, based

on the theory that samples taken from the same subject follow the same distribution.

Through selection of digraphs they were able to achieve a 95% accuracy. They did this

by eliminating digraphs until no errors occurred, with a significance level set to 5%. They

concluded that each typists exhibit a ”typing pattern”, a unique style of writing, and

that it is distinguishable from one another.

Yunbin Deng and Yu Zhong [9] presented a method based on Gaussian mixture model

with universal background model (GMM-UBM) and deep belief nets (DBN) for compari-

son. They tested the idea to use data from background users to enhance the discriminative

performance of the classifier. The GMM-UBM is constructed by training one GMM on

data from background users and another GMM on data from target user. The hypothesis

is that the impostor will have a better match with the UBM, compared to the GMM

trained for the target user. Conversely the target user is expected to have a better match

with the GMM trained for that user, compared to the match with the UBM. The DBN

consists of a stack of restricted Boltzmann machines (RBM). The RBMs are pre-trained

using a greedy layer-wise unsupervised method.
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1.3 Problem statement

The keystroke features that are currently used by behavioral biometrics systems are

dwell time, key flight and digraph, which are extracted from the timestamps of the

keystroke events. A limitation of the current methods of feature extraction is that they

are linear combinations of the timestamps, and does not simplify eventual non-linear

relationships between the keystrokes. Thus, any underlying non-linear structure is left

to the classifier to discover. Feature learning can possibly be used to more accurately

capture the underlying structure of the data, which can improve classification accuracy

or allowing for the use of more simple classifiers. The benefit of a simpler classifier is

that it can operate in a resource constrained environment, such as a mobile phone or in

a web browser executing JavaScript, without the need to offload the computation to a

server.

The objective of this work is to investigate a few different methods for feature extraction

and test whether these methods improve the classification accuracy or enable training

with fewer samples, and also to compare the results obtained how they stack up against

conventional features and methods. In particular the aims are

• Investigate feed-forward neural networks for use as classifier.

– Evaluate the classification accuracy when using pre-training, and compare it

to conventional training.

– Evaluate the two training methods for various width and depth settings of the

neural network.

• Investigate autoencoders for use in feature extraction, exploiting the autoencoders

capacity to learn useful properties about the data.

– Study any behavioral similarities between multiple users.

– Investigate structure in the data that is specific for a single user.

1.4 Limitations of work

Several methods were considered and discussed with the supervisors at Behaviosec,

through these discussions decisions were made about what should be investigated further.

Recurrent neural networks were also investigated to some extent, but were not used as a

classifier due to the difficulty to find a sufficiently straightforward way to apply them to

the task at hand. Long-hort-Term Memory (LSTM) is a special kind of recurrent neural

network that were tested in the autoencoder experiments. Due to time limitations, a

feed-forward network was chosen as it was easier to train and had shorter convergence

time. One idea was to use LSTMs on sequences of input, either as a classifier or and au-

toencoder, but was abandoned due to difficulties in designing and training such a network

within the time limit of this project.
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1.5 Ethical considerations

The information collected and processed by a keystroke based biometric authentication

system is a form of personal records (sometimes called personal data or personal identi-

fiable information), due to the nature of the data being intricately tied to the individual;

however, this information cannot be used to identify a person without the use of compu-

tation, in contrast with most other kinds of personal records. Recording and processing

personal records is regulated in Sweden by the Personal Data Act, aimed at protecting

personal integrity in accordance with the European Union directive; the Data Protection

Directive. Regulatory oversight is provided by the regulatory agency Datainspektionen,

organized under the Ministry of Justice. The law dictates what a company, state or

individual is allowed to do with these types of data and the policies regarding access to

the data and storage of it. Personal records are defined by the Ministry of Justice as

“All kinds of information that is directly or indirectly referable to a natural person who

is alive constitute personal data.” [10]. Whether or not keystroke biometrical data do

constitute as personal records is something that have to be evaluated by Datainspek-

tionen; however, they have noted that biometric information can be quite a sensitive

topic and single out minors as a group where there is a particular need of ensuring that

personal integrity is not violated; consequently, they have adopted a rather restrictive

stance on the subject [11]. The law requires that the data collected is relevant to the

proposed usage of the data, that only the necessary information is collected and only

used in accordance to the purpose; collection of personal information that does not have

a connection to the stated purpose would be prohibited. Collecting keystroke biometric

information in connection to verifying the identity of an individual is considered a valid

reason for collecting keystrokes.

Keystroke biometric information differ from other types of personal data in that it

cannot be used to derive further knowledge about the person; the data cannot be used

to determine if a person would be a good candidate for targeted advertisement based on

age, in the same way as one can with a birth date, image, voice recording (albeit with

varying levels of accuracy on age estimation and difficulty) and person-number. A few

studies [12, 13, 14] have been made that attempt to estimate the age of a person based on

keystroke biometrics, but they have limited the age estimation to two or three age groups.

Using a coarse grained estimation, the accuracy levels varied between 65% and 85%.

Furthermore, keystroke biometric data are potentially device dependent [2], due to the

differences in the data reported by the sensors in the devices. In particular, accelerometer

and gyroscopic data differ between devices, even from the same manufacturer. Keyboard

layout, size and typing position can also have an impact on the typing behavior.

Keystroke biometric information has the same limitation as other types of biometric

information: It is tied to a person and can’t be easily changed if stolen. Compared to

other types of personal records, which can be altered if the need arises; thus, protection

of keystroke data is important.
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Keystroke biometric systems can be divided into two kinds of systems based on thier

purpose, which either is identification of a user or authentication of a user. The system

type dictates what type of data is collected and how it is used by the system. Authentica-

tion of a user corresponds to comparing the user input with the template of the user; the

system knows beforehand which user to compare to. Identification of a user corresponds

to searching a set of stored templates for a match, essentially finding the correct match

among all users; hence, it is a more computationally costly problem.

Keystroke biometrics are collected on two types of texts: static text and free text.

Examples of fixed text are passwords, email address, home address or personal identity

number (Swedish: personnummer). Examples of free text are any other form of writing,

such as email body, word documents, forum posts or chat messages. Using free text, for

either authentication or identification, requires capture and storage of more keystroke

data compared to static text; thus, using free text is more intrusive, and greater care

must be taken when designing such a system to make sure that it adheres to local laws

regarding privacy.

A system that can identify or authenticate a user from free text, meaning that it identi-

fies which user is currently typing on the system, has a more powerful model compared to

a system that only uses fixed text; consequently, such a system could be misused to track

users’ activity outside the intended deployment area, similarly to other types of biometric

data. Generative models (models capable of generating new data that is similar to the

training data) based on free text could possibly impersonate an individual.

1.5.1 Consequences of stolen keystroke biometrics data

The potential dangers of leaked keystroke biometrics data are dependent on the data

The following are some potential uses of such data. Replay attacks are a form of attack

that aims to circumvent a keystroke biometrics security system by mimicking the typing

behavior of the victim, through the construction of keystroke sequences using keystroke

biometric data collected from the victim [15].

Keystroke data collected from static text, for example keystroke data from individuals

typing their username and password, are generally of limited use; limited information

about a person’s overall writing characteristics are obtained from short texts; keystroke

biometric data collected only from a single password would not be very useful to try and

spoof other types of text input from the same individual.

Keystroke data collected from static text, for example keystroke data from individ-

uals typing their username and password, are generally of limited use; keystroke data

from static text capture a limited amount information about a person’s overall writing

characteristics, due to the limited number of text samples in static text based systems;

keystroke biometric data collected from a single password is not particularly useful for

predicting other types of text input from that individual. Leaked keystroke data for static

text could possibly be used to gain entry to another system, if that system uses keystroke
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biometrics to validate the same static text sequence (i.e. password reuse, e-mail address).

Keystroke data collected from free text could potentially be used to attack authentica-

tion systems that uses keystroke biometrics [16]; compared to fixed text, free text have

the potential to capture more of the overall writing characteristics of the individual, and

increasingly so for larger amounts keystroke data.

1.5.2 Summary on ethics

Secure storage of keystroke biometric data is necessary. Care must be taken to inform

individuals of the collection keystroke data and the purpose of doing so, the data must not

be used for any other purpose. The degree of privacy intrusion associated with keystroke

biometrics depend on the amount of data that is collected.

This work is based on a publicly available data set for the experiments. No personal

information has been collected during this work.





CHAPTER 2

Method

2.1 Artificial neural networks
Artificial neural networks is a class of machine learning methods that are based on math-

ematical models of neurons (also called nodes) organized into layers to model complex

relationships between the input and the output. The basic neuron consists of an input, a

weight, a bias, an output and an activation function [17], and is mathematically described

by

y = f(x ·W + b). (2.1)

Equation 2.1 approximates the function of a neuron, as depicted in Figure 2.1. The

arrows indicate the flow of information to and from the neuron, x is the input vector, W

is the weight vector that x is multiplied with, b is the bias, and y is the output of the

neuron.

In the example neuron model given by Equation 2.1, the input vector is multiplied by

the weight and is then fed to the activation function along with the bias, which computes

the output of the neuron. The neuron learns to respond to input by adapting the weight

vector and bias. The weight vector controls how the neuron responds to the input and

the bias shifts the activation threshold.

The neurons are arranged into interconnected layers to form an artificial neural network,

thereby increasing the learning capabilities over that of a single neuron. The network

consists of one input layer, a number of hidden layers and one output layer, with con-

nections between the layers. The output from the neurons in a layer becomes the input

to the next layer. A fully connected neural network has a connection from each neuron

in a layer to every neuron in the subsequent layer, in contrast to a sparse neural network

that has gaps in the connections between neurons. Networks can be categorized by the

manner in which input propagates through the network. In a feed-forward network, the

input propagates in a straight forward way from the first hidden layer, onto the next

hidden layer and so forth until it reaches the output layer. In recurrent networks, there

9
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is a feedback connection within the layer that carries information about previous input

and output of the neuron. Thus, a recurrent network use information about past inputs

along with the current input when learning. Recurrent networks are useful when dealing

with sequence learning, when the data is a time-series, but can be more difficult to train

than a feed-forward network [18, 19]

The type of activation function used will affect how the neuron respond to input. By

using non-linear activation functions the neural network can be used to model non-linear

functions of the data, thereby approximating any continuous function provided that the

network has a sufficiently large number of hidden nodes [19]. The neuron model with the

activation function and the connections between neurons, is a basic model of biological

neurons [20], where the analog input and output values represent mean firing rates of the

neurons.

W

b

x y

Figure 2.1: Illustration of a single neuron and its connections. Information flows from left to

right. Symbol description: x is the input vector, W is the weight vector, b is the bias, y is the

neuron output, and ©o is the activation function.

Three different activation functions are used in this work: Rectified linear unit, Sigmoid

and Softmax as defined by Equation 2.2, 2.3 and 2.4, respectively.

f(x) =

{
0 x < 0

x x ≥ 0
(2.2)

f(x) =
1

1 + e−x
(2.3)

fi(x) =
exi∑K
k=1 e

xk

(2.4)

Softmax is an activation function where the output is dependent on the input to the

other nodes in the layer. The effect is that the function will favor the node with the

highest inner product at the expense of the other nodes, suppressing the output of the

other nodes. In Equation 2.4, K is the number of nodes in the output layer, i is the node

that the output is calculated for and x is the input vector to the output layer.
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2.1.1 Training protocols

Three common paradigms for training neural networks are supervised learning, unsuper-

vised learning and reinforcement learning. Back-propagation [20] is a popular method

used for supervised learning of feed-forward networks. Back-propagation consists of 2

phases. In phase 1 the input is feed to the first layer in the network and the output

from the first layer becomes the input to the second layer. This process continues until

the signal reaches the output layer. The error between the output and the expected

output is calculated and propagated backwards throughout the network, by calculating

the contribution of each node to the output error. In phase 2 the input to each node

is multiplied by the contribution of that node to the error to determine the gradient of

the weight. The weight is updated by subtracting the product of the gradient and the

learning rate.

2.2 Evaluation of performance

There are several metrics for evaluating the performance of a classifier neural network.

The metrics used in this work is loss and accuracy. Loss is the difference between the

output of the model (the model prediction) and the expected output. Accuracy is the

number of correct predictions divided by the total number of predictions. One limitation

of accuracy is that it does not acocunt for the distribution of the correct predictions

between the true positive and true negative. This becomes a problem in the case of

class imbalance. For example, if we have big class imbalance in the data with a label

distribution of 10% positive and 90% negative, a trivial classifier may produce a seemingly

good accuracy of 90% by predicting every sample as negative.

The standard Method is to divide the data into a training, validation and test set in

order to get a fair assessment of the networks expected performance with future data [21].

The training set is used to optimize the weights and biases and it is the only data that

the network sees during training. The validation set is used to evaluate the performance

of the network during training, and to update the hyperparameters to get better results

on the validation set. The test set is used to measure the generalization performance of

the resulting network. The result of the test set is not to be used to make changes to

the system, as the test set is only used to measure the generalization capabilities of the

network.

2.3 Pre-training and fine-tuning

Pre-training is a way to achieve better performance with deep neural networks with

two or more hidden layers. A method for pre-training deep belief networks (DBN) was

developed by Hinton et.al. [22], which is based on layer-wise greedy unsupervised pre-

training of stacked restricted Boltzmann machines (RBM). Each layer is trained using a
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method known as the contrastive divergence algorithm. The first layer is trained on the

training data. The second layer is trained on the representation of the training data after

processing by the first layer. The third layer is trained on the representation produced

by the second layer and so forth. After pre-training, the network is fine-tuned using a

method called the Up-Down algorithm.

The performance of a trained neural network is dependent on the initialization of the

network weights and biases. A poor initialization can result in longer training times,

or the network can get stuck in local optima, that results in low accuracy. Pre-training

can be used to achieve a better initial set of the network parameters, or as a form of

regularization that limits the optimizer to a subset of the problem space [23].

The idea is that if there is an underlying structure in the keystroke timing data of a

password that is common for all passwords, then pre-training a network on keystroke

data can yield a better starting point for the network parameters.

The pre-training network was set up as a classification problem with multiple classes,

i.e, the network predicts which user a sample belongs to. The target labels, consisting of

integers from 0 to 50 corresponding to user labels s002 to s057 (the labels are noncontin-

uous, see Section 3.1), are one-hot encoded into a 51-dimensional binary vector. One-hot

encoding is suitable for training the neural network to process categorical data. Initial

tests were done using an ordinary fully connected feed forward neural network. The net-

work layout during pre-training was as follows: 5 layers and a total of 2 560 nodes with

the first hidden layer having 1 024 nodes , the second 768 nodes, the third 512 nodes, the

forth 256 nodes and the output layer have 51 nodes. The reasoning behind this initial

configuration was that it is better to start with a overtly large network than using a

smaller network that could be too limited in its expressive power for it to capture enough

information, but with the drawback that a larger network is harder to train.

The rectified linear unit (ReLU) is used as activation function for the hidden layers and

the Softmax function was used for the output layer. ReLU is a nonlinear function that is

often used as activation function for deep neural networks due to its low computational

cost on GPU hardware and the fact that it does not suffer from vanishing or exploding

gradients [24]. Softmax is used for the activation function of the output layer during

pre-training, because it is suitable for dealing with one-hot encoded label data, where

multiclass labels are represented as binary vectors, as the Softmax function converts

the incoming vectors into class probabilities [19]. Categorical cross entropy is the loss

function used for pre-training because cross-entropy is better suited for classification of

multi-labeled data compared to loss functions based on the error rate [25].

For the fine-tuning step a new output-layer is added on top of the previous Softmax

layer used during pre-training, which is made of a single node with the Sigmoid activation

function. The Sigmoid activation function is used for the output layer during fine-tuning,

as it is nonlinear and delivers an output between 0 and 1 that is suitable for our labeled

data, where 1 is the genuine class and 0 is the impostor class.

The Adadelta [26, 27] optimizer is used for pre-training because it supports an adaptive
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learning rate for each dimension and it is insensitive to changes in the hyperparameters.

Adadelta is suitable for sparse data1 making it a good fit for pre-training, where one-hot

encoding is used to encode the categorical labels to a binary vector label. Without the

need of finding the a suitable learning rate beforehand, tuning hyperparameters or creat-

ing a learning rate annealing scheme, the iterating through the different network designs

can proceed more rapidly compared to using stochastic gradient descent for training.

2.4 Training on similar users
The data set is divided into two sets of users, the pre-training set with 45 users and the

left-out set with 6 users considered for fine-tuning. From the left-out set one user is chosen

as the target user while the rest of the data is considered as impostor data. By feeding

the pre-trained network with the training samples of the target user and inspecting the

activations of the output layer, it is possible to evaluate the similarity between the target

user and the users in the pre-training set.

The activation of the pre-trained network when fed training samples from user s022

is presented in Figure 2.2. The output of the network suggests that the user share

similarities to three other users in the pre-training set, particularly user s043 (node 37

on the x-axis). Fine-tuning lead to the network focusing the output of node 37 instead

of multiple nodes, as seen in Figure 2.3. When using this training method the network is

unable to distinguish between the target user and one or more users from the pre-training

set.

By inspecting the output of the layer next to the output layer after fine-tuning the net-

work (Figure 2.3) on training samples from user s022, reveal that the fine-tuning further

focus activation of the nodes that have high activation in Figure 2.2. A new training

protocol was devised to counter this behavior. By feeding the pre-trained network with

the training samples from the target user and picking the 5 nodes that show the highest

mean activity and the corresponding users as impostors for fine-tuning. By picking the

impostors that are most similar to the target user, the network is finetuned to differenti-

ate between them and the target user. This is the training protocol used for fine-tuning

the following part of this report.

1Adadelta is an extension of the Adagrad optimizer that solves Adagrad’s problem with vanishing

learning rates. Adagrad is noted for being suitable for sparse data [27].
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Figure 2.2: Activation of the output layer of the pre-trained network presented as a violin plot,

for the training samples of user s022. The width of each violin represents the density estimation

of the activations. The small white dot in each violin represents the mean activation. The

horizontal axis enumerates the nodes in the layer.
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Figure 2.3: Activation of the hidden layer next to the output layer of the fine-tuned network

presented as a violin plot, for the training samples of user s022. The network has been fine-tuned

to user s022. The width of each violin represents the density estimation of the activations. The

small white dot in each violin represents the mean activation. The horizontal axis enumerates

the nodes in the layer.
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2.5 Autoencoders

The autoencoder is a special type of artificial neural network that encodes the input to

an internal representation, in this work called the encoded representation, in such a way

that the input is reconstructed at the output from this encoded representation. Thus, in

a sense an autoencoder maps the input to the output.

Autoencoders can be divided into two types, undercomplete and overcomplete autoen-

coders. An undercomplete autoencoder encodes the input data into a lower-dimensional

representation, which prevents it from learning to copy the input to the output. For

an undercomplete autoencoder to succeed in learning the mapping from input to out-

put it must learn the features that best describe the input data. The accuracy of the

autoencoder output must be balanced against the dimensionality of the hidden layer rep-

resentation. If the dimensionality is to high the autoencoder might not learn anything

useful about the data while still being able to reconstruct the input at the output [21].

An overcomplete autoencoder encodes the input data into a higher-dimensional rep-

resentation and thus runs the risk of learning the trivial identity function, but it can

be prevented from that with regularization methods that enforce sparsity in the hidden

layers [17]. The encoding layer in an undercomplete autoencoder is the narrowest hidden

layer in the network, i.e. the layer with the fewest number of nodes. Conversely, the

encoding layer in an overcomplete autoencoder is the widest hidden layer in the network.

The output from the encoding layer is considered as the encoded representation of the

input.

Figure 2.4 illustrate the layout of one of the autoencoders used in this work, which is

encoding and decoding a keystroke sequence. The input is a single sample consisting of

timestamps. The other autoencoder used in this work is comprised of a single hidden

layer, thereby lacking the 16-node intermediate layers shown in Figure 2.4. The reasoning

behind the use of autoencoders is that they can be used to extract latent variables in

the data [17]. Thus, the idea is to explore if this can be applied to the timing data of

keystrokes in order to create new features. Hopefully, the extracted features will then

capture some underlying structure in the typing behavior of the typists.

The extracted features are the encoded representation of the input, that the autoen-

coder learns during training. The encoded samples are used to train a classifier, either

using only the encoded representation or in combinations with other features, such as

dwell time, flight time and digraph.

To measure the performance of the autoencoder two different methods are employed:

The reconstruction error, and the accuracy of the classifier based on the extracted fea-

tures. The reconstruction error is the mean squared error between the input sample and

the reconstructed sample. Low loss indicates a good reconstruction of the input at the

output. The classification accuracy of a Support Vector Machine (SVM) classifier [19],

trained on the encoded representation of the input, is used to measure the quality of the

extracted features by comparing it to the accuracy of an SVM that is trained on the
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Figure 2.4: Network architecture of an autoencoder that has three hidden layers, with sixteen

nodes in each intermediary layer and eight nodes in the encoding layer. The encoding and

decoding layers are marked by the dotted lines.

common features. Furthermore, the accuracy of an SVM that is trained on the combina-

tion of the extracted features and the common features is compared with an SVM that

is trained on the combination of the timestamps and the common features.

Tests were performed using autoencoders, with several different configurations, with

the goal of learning how an autoencoder can be built and how it performs. Different

optimizers were tested in order to find a suitable method for training an autoencoder:

Adam, Stochastic Gradient Descent, Adadelta and RMSprop. Initially ReLU was used as

the activation function for the hidden layers. Later a Sigmoid was chosen for the encoding

layer as it resulted in a slight improvement of the reconstruction error. ReLU is used as

the activation function for the other hidden layers. The output layer use the Sigmoid

activation function, as ReLU is unsuitable for the reconstruction task [24]. Autoencoders

based on recurrent neural networks (RNN) were tested in the form of Long- Short-

Term Memory RNNs. The performance of LSTM based autoencoders was comparable to

autoencoders based feed-forward neural networks, but training times were much higher

and therefore RNN were abandoned. Overcomplete autoencoders were considered but

was ultimately abandoned because I was unable to find a way to enforce sparsity of the

encoded representation.

The autoencoder setup for the tests presented in Chapter 3 is as follows. The optimizer



18 Method

used is the adaptive gradient descent algorithm (Adam). The network has two configu-

rations with different the depth. One with 1 hidden layer and one with 3 hidden layers.

In the case of 3 hidden layers, the 1st and 3rd layer each have 16 nodes. 16 nodes were

deemed as a suitable size for an intermediate layer in an undercomplete autoencoder,

due to it being less then the dimensions of the input data but still more than the largest

encoding layer tested (Section 3.4).

2.6 t-distributed stochastic neighbor embedding

t-Distributed Stochastic Neighbor Embedding (t-SNE) [28] is an embedding technique

that performs dimensionality reduction by creating a distribution that describes similar

points in the original high dimensional space (equation 2.6 and 2.5) then creating a

distribution that describes the corresponding points in the embedded space (equation

2.7). The objective is to minimize the Kullback–Leibler divergence (equation 2.8) between

the distributions in order to find the optimal locations of the points in the embedded

space,

pj|i =
exp(−d(xi, xj)

2/σ2
i )∑

k 6=i exp(−d(xi, xk)2/σ2
i )
, pi|i = 0, (2.5)

pij =
pj|i + pi|j

2N
, (2.6)

qij =
(1 + ||yi − yj||2)−1∑
k 6=l(1 + ||yk − yj||2)−l

, (2.7)

C(ε) = KL(P ||Q) =
∑
i 6=j

pij log
pij
qij
. (2.8)

Here xi and xj are points in the original space, and yi and yj are their corresponding points

in the embedded space. The symbol ε is the low-dimensional embedding and σi is the

bandwidth of the Gaussian kernel i, which is set based on the predefined perplexity u that

determines the perplexity of the conditional distribution Pi. Another optimization factor

is early exaggeration. Multiplying pij with the early exaggeration factor will encourage

tighter clusters of points in the embedded space which allows points to move more freely

during training.

Performing dimensionality reduction of high dimensional data while maintaining the

interactions between the variables of the samples allow for easier visualization of the high

dimensional data. In the case of t-SNE, scatter plots of the 2D or 3D embedded space

are typically used.

In this work t-SNE is used as a tool to visualize the separation of the different classes

in the data set, and to compare the performance of the autoencoders by running t-SNE

on the encoded representation. This way the separation of the classes can be visually

compared to that of the original data.
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Figures 2.5 and 2.6 are created from the t-SNE embedding on the Carnegie Mellon

data set (see Section 3.1), using the common features and pure timestamps respectively.

Samples from session 7 and 8 from each user in the data set are used to create the t-SNE

embedding, with each feature scaled to be in the range between 0 and 1.
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Figure 2.5: Scatter plot of the 2-dimensional embedding created by t-SNE on the common fea-

tures. The colors specify the class affiliation of the data points. The user label is displayed near

the median of the samples of each user.
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The t-SNE separates the classes when using the common features, as seen in Figure

2.5, without the need to find the optimal settings of t-SNE. However, I was unable to

find a setting of t-SNE when using timestamps that produced a result that is as good

as the result on the common features. Thus, t-SNE is run with the same configuration

for both the common features and timestamp versions of the data set, resulting in the

scatter plot of the t-SNE embedding of the timestamps shown in Figure 2.6.
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Figure 2.6: Scatter plot of the 2-dimensional embedding created by t-SNE on the timestamps.

The colors specify the class affiliation of the data points. The user label is displayed near the

median of the samples of each user.
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The t-SNE settings used are a perplexity of 29, a learning rate of 1000 and an early

exaggeration of 4.0. This applies to both Figure 2.5 and Figure 2.6. The hope is that

encoding the data by an autoencoder will further improve the separation of the classes

in the t-SNE embedding, presented in Chapter 3.

2.7 Programs and libraries
The programming language used throughout this work is Python 2.7. The Theano [29]

library is used to accelerate mathematical computations using a GPU, including training

and execution of neural networks. To create neural networks the Keras [30] library is

used. Keras interface with Theano to perform the neural network computations. Pandas

[31] is a data managing library that is used to handle the data sets used throughout this

work and the results generated by the tests. Scikit-learn [32] is a machine learning and

statistics library that provide the tools for cross validation, t-SNE, PCA decomposition

and SVM. The mathematical libraries Scipy [33] and Numpy [34] are used to handle a

number of mathematical operations. All plots in this work are created using the Seaborn

library [35] in combination with the Matplotlib library [36].





CHAPTER 3

Results

3.1 Data set
The data set used in the following experiments is provided by Kevin Killourhy and Roy

Maxion at the Carnegie Mellon University as a supplement to their paper [37] . The

data set consists of keystroke data from 51 subjects collected in 8 session over a 6-month

period, each session recorded 50 samples for a total of 400 samples per user. The total

number of samples in the data is 20400. The subjects are labeled s002 to s057, but due

to dropout of subjects during the collection period only 51 subjects are included. Thus,

the following labels are not present: s006, s009, s014, s023 and s045.

The password typed by the subjects is ”.tie5Roanl”. The return key is pressed at the

end of the password sequence and the key events generated by the return key (return

pressed and return released) are also included in the sample. The capital letter R is

recorded as the key event for the r key, without recording the key events of the shift key

or the caps lock key as separate events.

Two versions of the data set are used, one with the raw timing of key presses in the

form of timestamps of each key event (key down and key up), and one data set with the

common features (dwell time, flight time and digraph) for each key press. These data

sets are henceforth labeled as Raw and CM.

The calculation of the features named dwell time, digraph and flight time are illustrated

in Figure 3.1.

The Raw data set consists of a total of 22 timestamps, with the first timestamp being

the start of the input that is set to 0. Thus, the first timestamp can be filtered out as it

provides no discriminatory information, leaving us with 21 features.

The CM data set consists of a total of 31 features given the 10-character password plus

the return key and 3 features per key: dwell time, flight time, and digraph. The dwell

time for the return key is also included.

23



24 Results

Keystroke 1:

Keystroke 2:

Dwell Time

Flight Time

Digraph

Time

Figure 3.1: Keystroke features dwell time, flight time and digraph are determined from the press

and release time of two subsequent keystrokes. Arrows indicate the press and release of a key.

3.2 Effects of pre-training fitness on fine-tuning

An experiment is carried out to test how the amount of pre-training performed influenced

the performance of fine-tuning. The accuracy of fine-tuning is measured after different

amounts of pre-training have been performed. The following levels of pre-training epochs

were tested: 1, 3, 5, 8, 10, 12, 14, 15, 17, 20, 30, 50, 85, 100, 200, 350 and 500. The

pre-training network consists of 3 hidden layers with 768, 512 and 256 nodes in each

respectively, with an output layer of 51 nodes resulting in a total of 1 587 nodes.

A pre-trained and subsequently fine-tuned network is trained for each user in the data

set, which is used to test the performance on each user. Fine-tuning samples were divided

into training, evaluation and testing subsets with a 50%/25%/25% split. The split is per-

formed with regards to the time when the sample was created, based on the assumption

that user behavior changes over time. The training samples are the samples recorded

during the first four sessions. The validation samples are the first 25 samples from the

last four sessions. The test samples are the last 25 samples from the last four sessions.

Thus validation and test set contain future data in relation to the training set.

The pre-training samples were divided into training and validation sets in a similar

manner, with a 75%/25% split of 300 training samples and 100 validation samples taken

from each pre-training user, resulting in a total of 13 500 and 4 500 samples for training

and validation, respectively. A test set is not used for pre-training. The networks gen-

eralizing performance was monitored using only the validation set. The total number of
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samples for each set used in pre-training and fine-tuning can be found in Table B.2 and

Table B.3, respectively.

By dividing the samples in time, it is possible to evaluate each trained model’s ability to

generalize to future samples. Low performance on future samples indicate that the model

needs to be continuously retrained, or that it needs further tuning or design changes

to prevent overfitting. For each user in the data set, a single pre-training network is

created. Pre-training runs until reaching the target epoch number. The weights are

then transferred to a fine-tuning network and fine-tuning is performed. After that the

pre-training is resumed until it reaches the target epoch number.
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Figure 3.2: Training and validation mean accuracy during fine-tuning. Each panel corresponds

to a different number pre-training epochs. Training and validation samples are split based on

time of creation, with samples recorded earlier used for training. Confidence intervals with

C=95% are illustrated by the shaded areas.
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Figure 3.3: Training and validation mean loss during fine-tuning. Each panel corresponds to a

different number pre-training epochs. Training and validation samples are split based on time

of creation, with samples recorded earlier used for training. Confidence intervals with C=95%

are illustrated by the shaded areas.

Figure 3.2 shows the mean training and validation accuracy of the fine-tuned models

during the 120 fine-tuning epochs. The fine-tuned models had 4 different levels of pre-

training: 1, 10, 30 and 200 pre-training epochs. I choose these four levels because they

are representative for the overall trend of fine-tuning accuracy at an increasing level of

pre-training. The mean accuracy for the training and the validation set are represented

by the blue and green line, respectively. A confidence interval of 95% is illustrated by

the shaded area. The mean training accuracy of the fine-tuned models reaches 98% at

the end of training, while the mean validation accuracy reaches about 85% with a wider
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confidence interval, which indicates that the models are overfitting regardless of how

much pre-training is performed.

In the lower panels of Figure 3.2, where pre-training is performed for 30 and 200

epochs respectively, there is a clear peak in the mean accuracy of the fine-tuned models

at around 20 training epochs with a subsequent loss of accuracy. The accuracy decline

is more pronounced in the case of 200 pre-training epochs. At 200 training epochs, the

pre-training is overfitting, as indicated by the increasing validation loss in Figure A.2 in

Appendix A.

These results suggest that the fitness of the pre-training has a minor impact on the

final accuracy of the fine-tuned network. However, overfitting during pre-training require

early stopping of the fine-tuning protocol to prevent the fine-tuning from also overfitting.

It is not clear if pre-training helps to achieve higher accuracy.

Based on these results, early stopping is used during pre-training in the experiments

performed in Section 3.3, to prevent the pre-training protocol from overfitting. The pre-

training will stop when the validation loss has not decreased for two consecutive training

epochs. This is refereed to as the patience value. As there is no penalty for stopping

pre-training early it is considered preferable to overfitting, thus the strict patience value

of two.
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The previous experiment is repeated with a different division of samples in order to

test whether the behavior of the users change over time. For fine-tuning, the training,

validation and test sets of samples were chosen from each of the eight sessions (see Section

3.1 for explanation), effectively training the network on future data. The training set is

made up of every odd sample. The even samples are split between the validation and

test sets, with sample selection alternating between the two sets.

For pre-training, training and validation sets are also chosen from each of the eight

sessions, comprised of the first 35 samples in each session and the last 15 in each session

respectively. In total 12 600 and 5 400 samples are used for training and validation,

respectively, from the users designated for use during pre-training.
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Figure 3.4: Training and validation mean accuracy during fine-tuning. Each graph with different

numbers of pre-training epochs. The training and validation samples are chosen from each of

the eight recording sessions.
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Figure 3.5: Training and validation mean loss during fine-tuning, each graph with ascending

amounts of pre-training epochs. Training and validation samples were chosen from each of the

8 recording sessions.

The results of the experiment are plotted in the same way as above. Figure 3.4 illus-

trates the mean accuracy and Figure 3.5 shows the mean loss during fine-tuning. For

four levels of pre-training: 1, 10, 30 and 200 epochs. By comparing Figure 3.4 and Figure

3.2 it appears that the fine-tuned performance is higher when the models are trained on

future data. This indicates that there is a change, over time, in the way that the users

type, and that the change has a measurable impact on the accuracy. The validation

accuracy of the fine-tuned models are close to the training accuracy in Figure 3.4, but

the network still overfits the data.
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3.3 Network size
An experiment was carried out to measure the performance of the pre-training and fine-

tuning for various neural network sizes. The network configurations tested were using a

combination of 1 to 6 hidden layers, with either 128, 256, 512, 768, 1 024, 1 536 or 2 048

hidden nodes in total, distributed among the layers. The distribution of the nodes in

the layers followed the triangular number series in Equation 3.3. The complete set of

network configurations is presented in Table B.1, in Appendix B.

a =
N(N + 1)

2
(3.1)

s =
C

a
(3.2)

Ln = s(N − n) (3.3)

Where N is the number of hidden layers, C is the total number of nodes, Ln is the

number of nodes for layer n. This equation assumes that layer n = 0 is the first layer in

the network. The output layer for pre-training was added to the hidden layers, consisting

of 51 nodes with a Softmax activation function. The fine-tuning layer was added on top

of this layer, consisting of one node with a sigmoid activation function.

340 NodesLayer 1:

170 NodesLayer 2:

51 NodesPre-training output layer:

Fine-tuning output layer: 1 Node

Hidden layers 
when 
pre-training

Effective 
hidden layers 
when 
fine-tuning

Figure 3.6: The layout of a fine-tuned neural network, based on a pre-trained network with two

hidden layers. Due to rounding, the total number of nodes in the first and second layer is 510,

not the 512 specified. In the fine-tuning process, a new output layer is added to the network,

resulting in a network with three hidden layers.

The architecture of a fine-tuned network with two hidden layers (number of hidden
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layers during pre-training) and 512 hidden nodes is depicted in Figure 3.6. During fine-

tuning this network is extended and has three hidden layers and a total of 564 nodes.

The samples were divided into training, validation and test set with regards to the time

of creation, in the same manner as in Section 3.2. The numbers of samples used can be

found in Table B.2 and Table B.3, for pre-training and fine-tuning respectively. Early

stopping was used to stop both the pre-training and fine-tuning from overfitting, with a

patience value of 2 and 5 respectively.

Figure 3.7 shows the result of the grid search for different widths and depths of the

pre-trained network, in the form of mean accuracy and mean loss for the test set.
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Figure 3.7: Accuracy (top) and loss (bottom) of the fine-tuned network on the test set for an

increasing number of nodes in the network. Lines represent the different number of hidden

layers. The mean score is marked by a dot on the line, with the confidence interval (95%)

represented by the vertical line assuming a normal distribution of the loss.

The mean test score of the networks with one hidden layer shows a lead in discriminative
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performance compared to the networks with more hidden layers, for the networks with

128 and 256 nodes in the hidden layers. There are indications that the network might

have learned to output a 0 for all inputs. This would yield an accuracy of 0.833 as 5/6

of the test samples are from impostors, with the class label 0. In the left plot of Figure

3.7, the mean accuracy of all networks with 512, 768, 1 024 and 1 536 nodes are grouped

around the 0.833 mark, suggesting the existence of models that give a prediction of 0

regardless of input. To test this theory, I count the number of models that have a test

accuracy of exactly 5/6, which turns out to be only 43 out of the 2 110 models that were

created throughout this test, casting doubt on the theory. By manual inspecting the

predictions of a couple of models, which were fed test samples from the genuine user, it

was determined that the models managed to correctly classify the genuine user; however,

not all samples were correctly classified.

In order to compare the performance of pre-training against the normal method of

training comparison purposes the same grid search was performed, using normal training

methods. The dispersions of the layers and nodes was the same as previously described

at the beginning of Section 3.3 and depicted in Figure 3.6, except that it did not have

the 51 nodes wide layer (the output layer during pre-training) that applied the Softmax

activation function.

Training, validation and test samples were divided in a manner similar to pre-training/

fine-tuning, with the exception that all users that would have been used for pre-training

were available for training instead of the 5 most similar users, as was the practice used for

fine-tuning. The result is that the network is trained on 200 genuine samples and 9 000

impostor samples, 200 samples for each of the 45 impostors. This is quite an imbalance in

the training data, and it can possibly skew the training results. The testing and validation

samples were each 600 samples; 100 genuine samples and 500 impostor samples, so the

imbalance was not as severe as for training; the division of data for normal training is

presented in Table B.4, in Appendix B.

Figure 3.8 show the mean test set accuracy, of the models that were trained without

the use of pre-training.

The models that did not use pre-training performed better than those using pre-

training. Notable is that models using 1 hidden layer have slightly lower accuracy com-

pared to using more layers, regardless of the number of nodes. The accuracy is quite

uniform over different layers and node configurations, and there is no real relation be-

tween depth and accuracy, beyond 2 layers. This contrasts with the pre-training method

which seems to favor shallower networks, particularly 1 hidden layer.

In order to measure any potential speedup in training, that using pre-training might

bring, the number of training epochs are compared between the fine-tuning and the

normal models. The fine-tuning ran, on average, twice as many training epochs as the

normal training did. The normal models were trained faster and achieved a higher

accuracy than the models that used pre-training.



34 Results

0.89

0.90

0.91

0.92

0.93

0.94

0.95

M
ea

n 
Ac

cu
ra

cy

128 256 512 768 1024 1536 2048
Nodes

0.05

0.06

0.07

0.08

0.09

0.10

0.11

M
ea

n 
Lo

ss

Hidden Layers
1 2 3 4 5 6

Figure 3.8: Accuracy (top) and loss (bottom) of the normal network. Lines represent the

different number of hidden layers. Mean score is marked by a dot on the line, with the confidence

interval (95%) represented by the vertical line.

To test the regularizing effect of pre-training I changed the optimizer used during fine-

tuning to stochastic gradient descent (SGD) and ran the same test again. For difficult

optimization problems SGD requires more careful tuning of hyperparameters compared

to adaptive techniques. The SGD optimizer uses a learning rate of 0.01 for the following

tests.
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Figure 3.9: Test set accuracy (top) and loss (bottom) of the fine-tuned network using stochastic

gradient descent. Lines represent the different number of hidden layers. Mean score is marked

by a dot on the line, with the confidence interval (95%) represented by the vertical line.

The single layer models show a continued lead in performance, with the addition of

the models with 512, 768 and 1024 nodes. All networks receive a lift in performance

compared to 3.7.

The normal network classifier trained using the same SGD optimizer were unable to

converge; all models classified every samples as negative. This was most likely due to

the imbalance in the training data. By reducing the number of impostor samples to 630,

14 from each impostor, the normal network was able to converge. Using 630 impostor

samples is more in line with the number of impostor samples used when fine-tuning,

where 500 impostor samples were used, the result of which is displayed by Figure 3.7

(using Adadelta as optimizer) and Figure 3.9 (using SGD as optimizer).
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Figure 3.10: Accuracy (top) and loss (bottom) of the normal network, using only 630 impostor

samples and stochastic gradient descent (SGD) as optimizer. Lines represent the different

number of hidden layers. Mean score is marked by a dot on the line, with the confidence

interval (95%) represented by the vertical line.

Figure 3.10 depicts the same kind of grid search as seen previously in Figure 3.8, but

with SGD optimizer and with fewer training samples. Figure 3.10 highlights the poor

performance of using SGD to train the network in the normal way, and the requirement

to tune the hyperparameters of the optimizer to achieve good performance. The normal

models show a tendency to favor more layers compared to the fine-tuned models. The

accuracy of the all the different models that were trained in the normal way, is lower

compared to using fine-tuning.

Comparing the number of training epochs between the fine-tuned models and the mod-

els trained in the normal way, reveal that the fine-tuning takes longer to complete com-

pared to the normal network, running for roughly twice as many epochs before the early

stopping policy sets in; both the fine-tuning and the normal training method had more

training epochs when using SGD as optimizer, compared to when Adadelta was used.
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An attempt at weighting the samples were made, but a miss calculation led to the

samples being weighted equally. The samples from each class (genuine and impostor) were

weighted equally by 0.75. The weights will affect the loss calculations on the backward

pass, with worse penalties for miss-classifying high weighted samples.

Figure 3.11 show the result of the same kind of grid search as seen previously in Figure

3.9, but the difference that both the impostor and genuine samples were weighted by 0.75.

Setting an equal weight of 0.75 had a positive effect on the performance of the classifier.

This could point to a problem with the learning rate, as it affects how much the weights

are changed during the second phase of backpropagation (described in Section 2.1).
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Figure 3.11: Test set accuracy (top) and loss (bottom) of the fine-tuned network using stochastic

gradient descent with class weighted samples. Lines represent the different number of hidden

layers. Mean score is marked by a dot on the line, with the confidence interval (95%) represented

by the vertical line.

Pre-training does not appear to bring any substantial increase in accuracy compared

to a normal neural network classifier for the tests performed here; however, it does show

promise as a way to help stochastic gradient descent achieve better performance, without
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much tuning of hyper parameters, although further tests are needed to confirm this.

3.4 Autoencoder experiments
First test focus on training an autoencoder on multiple users, evaluating the performance

of the autoencoder. Second test focus on training an autoencoder on a single user. Table

B.5 in Appendix B contain the number of samples used during each test, grouped by the

figures in this section.

Figure 3.12 is a scatter plot of the 2-dimensional embedding created by t-SNE; input

to t-SNE was the CM data set encoded by an autoencoder, the last 100 samples of each

user in the CM data set was encoded and fed to t-SNE; the autoencoder was trained on

the first 200 samples of each user in the data set.

t-SNE manages to separate the classes despite the reduction in dimensions from 31 to

16, meaning that the autoencoder was successfully trained. Unfortunately, the separation

between the classes are no better than that in Figure 2.5, meaning that it has not learnt

anything that was useful for t-SNE. Figure 3.13 is a scatter plot of the 2-dimensional

embedding created by t-SNE; input to t-SNE was the Raw data set encoded by an

autoencoder, the last 100 samples of each user in the Raw data set was encoded and

fed to t-SNE; the autoencoder was trained on the first 200 samples of each user in the

data set. Class separations appears to be somewhat better than in Figure 2.6, indicating

that the autoencoder has learned some useful properties of the data. Running the Raw

data set through an autoencoder, training it on samples from every user, on seem to help

t-SNE ability to distinguish the classes. It is still not as good as what I was able to get

using the CM data set, seen in Figure 2.5. This autoencoder had 1 hidden layer with 11

nodes and it was trained for 1 000 epochs, and was based on the results of the upcoming

sections.

From here on the autoencoders were trained to encode the Raw data set. The reason

for using the timestamps is that I want to extract new features from the timestamps, as

using autoencoders on CM data set showed no significant increase in separability of the

classes in the t-SNE plots.



3.4. Autoencoder experiments 39

10 5 0 5 10

10

5

0

5

10

15

Figure 3.12: Scatter plot of the 2-dimensional embedding created by t-SNE of the encoded repre-

sentation from an autoencoder trained on the first 200 samples from every user in the CM data

set. The plot is of the test set of samples, comprised of the last 100 samples from each user.

Color specifies the class affiliation of the data points. The class label is printed at the median

of class data points.
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Figure 3.13: Scatter plot of the 2-dimensional embedding created by t-SNE of the encoded rep-

resentation from an autoencoder trained on the first 200 samples from every user in the Raw

data set. The plot is of the test set of samples, comprised of the last 100 samples from each

user. Color specifies the class affiliation of the data points. The class label is printed at the

median of class data points.
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3.5 Determining the optimal size of an autoencoder

A grid search was performed to determine the optimal size of the encoding layer of an

autoencoder, that has been trained on samples from multiple users.

Two network layouts were tested, one with 3 hidden layers and one with 1 hidden layer.

The number of nodes of the encoding layer tested were 2, 3, 4, 5, 6, 8, 10 and 11. This

choice was based on exploring dimensional reduction between 50% and 90%, as any . In

the case of the 3 layered autoencoder, the nodes of the other hidden layers were fixed at

16.

The Raw data set was used, see Section 3.1, each feature scaled to lie between 0 and 1

throughout the entire data set using Equation 3.4.

fn =
fn −min(fn)

max(fn)−min(fn)
(3.4)

Where fn is feature n. The Raw data set was divided into three sets: training, validation

and testing set with different users in each set; thus, evaluating the autoencoders ability

to encode and reconstruct samples from other users than the training users. Division was

as follows: user s002 through s022 as training data, user s024 through s041 as validation

data, user s042 through s057 as test data.

The mean reconstruction loss for the test set, for the 1 and 3 layered autoencoders,

are plotted in Figure 3.14, as well as the mean reconstruction loss for the PCAs that

was trained on the same training set as the autoencoders. Judging by Figure 3.14 the

difference between an autoencoder using 1 or 3 hidden layers are minimal, except for the

case of 2 and 3 encoding dimensions. It is worth noting that the test loss is one order

of magnitude higher compared to the training loss, indicating that our model has not

generalized as well to other users.
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Figure 3.14: Reconstruction error for the multi-user autoencoder (using 1 or 3 hidden layers)

and principal component analysis (PCA), when evaluated on the test set. X-axis represent

the number of encoding dimensions and principal components, of the autoencoder and PCA

respectively.

To measure the discriminatory potential of the encoded representation, a test was

devised using a Support Vector Machine (SVM). Four SVMs (using the linear kernel) were

trained for each target user, one on the encoded representation, one on the combination

of the encoded representation and the CM data set, one on the CM data set and one on

the combination of the CM data set and the Raw data set; each SVM was limited to the

test set, consisting of users s042 to s057, for a total of 400 genuine samples and 5 600

impostor samples.

In order to counter the imbalance in the data a class weight was introduced; the samples

of each class, genuine and impostor, was weighted based on the frequency of each class,

higher frequency result in lower penalty for misclassification; the SVMs are forced to

value the correct classification of the genuine samples above the impostor samples. For

cross validation purposes stratified K-fold was employed, with 8 folds leading to 750

samples for each round of cross validation while keeping the same ratio of genuine to

impostor samples.



3.5. Determining the optimal size of an autoencoder 43

2 3 4 5 6 8 10 11
Encoding Dimensions

0.650
0.675
0.700
0.725
0.750
0.775
0.800
0.825
0.850
0.875
0.900
0.925

M
ea

n 
Ac

cu
ra

cy
Training Data

encoded Raw + CM Raw + CM CM encoded Raw

Figure 3.15: SVM accuracy for the multi-user autoencoders with 1 hidden layer. SVMs were

trained on 4 different combinations of data. The encoded data set is the encoded representation

of the autoencoder that is trained on the Raw data set. For explanation of CM and Raw, see

Section 3.1.

Figure 3.15 depict the mean accuracy of the SVMs, for the different encoding dimen-

sions of the 1 layer autoencoder. The combination of the encoded data with the CM

data set lead to a slight increase in accuracy. Training only on the encoded data resulted

in worse performance compared to training on the common features, regardless of the

number of encoding dimensions. The imbalance in the data might have impacted the

performance of the SVM.
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Figure 3.16: SVM accuracy for the multi-user autoencoders with 3 hidden layers. SVMs were

trained on 4 different combinations of data. The encoded data set is the encoded representation

of the autoencoder that is trained on the Raw data set. For explanation of CM and Raw, see

Section 3.1.

Figure 3.16 depict the mean accuracy of the SVMs, for the different encoding dimen-

sions of the 3 layer autoencoder. The case of 3 hidden layers is pretty much identical to

using 1 hidden layer; nothing is gained by using 3 layers over 1 layer, judging by results.

To get a measure of how good the representation learned by the autoencoder is, I

compare it to Principle component analysis (PCA). The experiment had the same setup

as the autoencoder, as described in the beginning of this section, with the same division

of samples and the same number of dimensions tested in the grid search. The PCA was

trained to extract the principal components from the timestamps in Raw data set. We

use these components as extracted features and perform two different grid searches, one

where we train the SVMs on the extracted features, and one where we train the SVMs

on the combination of the extracted features and the CM data set.
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Figure 3.17: SVM accuracy for the PCA trained to extract the principal components of samples

from multiple users. SVMs were trained on 4 different combinations of data. The encoded data

set is the principal components extracted by the PCA. For explanation of CM and Raw, see

Section 3.1.

Figure 3.17 show the result of the grid search for the optimal number of principal

components. The test set was transformed by the PCA, by projecting the test set onto

the principal components previously extracted from the training set; features extraction

was done by the PCA transformation. The SVMs that were trained on the extracted

features show a mediocre mean accuracy of 0.72, regardless of the number of principle

components, indicating that no useful information is captured by the 3rd through 11th

component, beyond what is already covered by the first 2 components.

There is no significant difference between the accuracy of the SVMs that were trained

on the combination of the extracted features and the common features (dwell time, flight

time and digraph), and the SVMs that were trained only common features, or to the

SVMs trained on the combination of the original timestamps and the common features;

the use of PCA did not aid the discriminatory performance of our classifier, despite the

low reconstruction loss shown by the PCA compared to the autoencoder.
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3.6 Single user

The next step was to test the performance of the autoencoder when trained on data

from a single user, while performing the same grid search as described in Section 3.5.

Our hope is that training the autoencoder on a single user will allow it to learn some

properties of the data, inherent to the behavior of that user; the single user autoencoder

would hopefully enhance the dissimilarities between the impostor samples and the genuine

samples. An autoencoder was trained and tested on data from a single user, the target

user. The data was divided into training, validation and test set; with the training set

consisting of first 150 samples, the validation set consisting of the next 150 samples and

the test set consisting of the last 100 samples.
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Figure 3.18: Test set mean loss for the autoencoders trained for a single user. PCA is added

as a comparison.

The mean loss of the single user autoencoders, created during the grid search, is pre-

sented as point estimates with confidence intervals in Figure 3.18, with a confidence value

of 95%. The single user autoencoder achieves a lower loss compared to the multi-user

autoencoder in Figure 3.18, for every encoding dimension tested; however, the 3 lay-

ered autoencoders experiences a higher mean loss relative to the 1 layered autoencoders,

showing a greater variance in loss for the encoding dimensions 2 to 6, as given by the
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wide confidence interval.

SVMs were created for each single user autoencoder, trained to classify the same target

user as the autoencoder. The autoencoder was used to encode samples from the target

user as well as the samples of impostor users. Four SVMs (using the linear kernel)

were trained, one on the encoded representation, one on the combination of the encoded

representation and the CM data set, one on the CM data set and one on the combination

of the CM data set and the Raw data set.
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Figure 3.19: SVM accuracy for the single user autoencoders with 1 hidden layer. SVMs were

trained on 4 different combinations of data.

Stratified k-fold was used to perform cross validation, using 8 folds. All samples were

used for the Stratified k-fold splitting, meaning that each user had 400 samples for a

total of 20 400 samples. There were only two classes, genuine and impostor, with genuine

having 400 samples and impostor having 20 000 samples. To counter the imbalance in

the data the samples were weighted based on the frequency of the class.

Figure 3.19 show the result of the SVMs trained on the encoded representation, encoded

by the single user autoencoders with 1 hidden layer. Here we do not see a pronounced

increase in accuracy when combining the encoded representation with the CM data set,

compared to what we saw in 3.15; There is still a slight increase in accuracy for the higher

encoding dimensions.
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Figure 3.20: SVM accuracy for the single user autoencoders with 3 hidden layer. SVMs were

trained on 4 different combinations of data.

Figure 3.20 show the result of the SVMs trained on the encoded representation, encoded

by the single user autoencoders with 3 hidden layer. We see a slight increase in the

accuracy of the combination of the encoded representation and the CM data set, when

compared to using autoencoders with only 1 hidden layer as seen in Figure 3.19, but still

not as significant an increase as when using multi-user autoencoder.

The same test is performed once more, but with impostor samples reduced to 5 per

impostor for a total of 250, to test what impact the class imbalance had on the accuracy;

otherwise the test remains identical to the previous one.
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Figure 3.21: SVM accuracy for the single user autoencoders with 1 hidden layer. Impostor

samples were limited to 5 per user, total 250. SVMs were trained on 4 different combinations

of data.

Figure 3.21 show the result the SVMs when using 250 impostor samples, when using

autoencoder with 1 hidden layer. With fewer impostor samples the SVMs trained on

encoded Raw does worse on the lowers dimensions, confirming that the cause for the

high performance for the SVMs trained on low dimensional data in, seen in Figure 3.19,

was caused by the imbalance in the data. The small increase that was present in Figure

3.19 in accuracy, when the encoded representation the CM data set were combined, is

not present when the number of impostor samples have been reduced; all SVMs trained

on some form of the CM data set achieve a similar level of accuracy.
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Figure 3.22: SVM accuracy for the single user autoencoders with 3 hidden layer. Impostor

samples were limited to 5 per user, total 250. SVMs were trained on 4 different combinations

of data.

Figure 3.22 show the result the SVMs when using 250 impostor samples, when using

autoencoder with 3 hidden layers. The result is almost identical to Figure 3.21, except

for a slight decrease in accuracy for the SVMs that were trained solely on the encoded

representation, using autoencoders with 5 or 6 encoding dimensions. Using the extracted

features of the single user autoencoder does not help the SVM classifier.

Even though the single user autoencoder achieved lower reconstruction loss compared

to the autoencoders that were trained on multiple users, the evaluation of the extracted

features show that the single user autoencoder performs worse than the multi-user au-

toencoder.

The output of the single user autoencoders was inspected using t-SNE, to visually ex-

amine the separation between the target user’s samples and all other samples; comparing

the t-SNE embedding created from the encoded representation of different autoencoders

and the t-SNE embedding created from the original timestamps; the chosen autoencoders

were the target user autoencoder, one trained on samples from every user and one of the

single user autoencoders that achieved a low reconstruction score.

Inspecting some of the users that had the best accuracy when the autoencoder was

trained only on the encoded representation, showed that t-SNE managed a good separa-
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tion of the target user’s samples, irrespective of the use of autoencoder or not; the use of

an autoencoder did not result in any perceptible difference in t-SNE’s ability to separate

and group the target user’s samples from the other users’ samples. Some of the clusters

were more tightly grouped when the autoencoder was used.

The exploration of user s010’s autoencoder with 11 encoding dimensions and 3 hidden

layers, due to its low reconstruction error coupled with a poor accuracy of the SVM

trained on the encoded representation, revealed no difference in separability between the

original timestamp data and the encoded data; the points on the t-SNE scatter plot

were roughly equally dispersed for both the encoded data and the original timestamp

data, with only a single, small homogeneous clusters; and the remaining points being

spread out among samples from other users. Inspecting some of the users that showed

a particularly low accuracy for the SVM trained only on the encoded representation,

showed the similar result as for user s010.

Essentially the use autoencoder somewhat improved t-SNE’s ability to separate the

samples for those users whose samples were already easily separable by t-SNE, but with

almost no perceptible difference for the ones where t-SNE had difficulty creating distinct,

homogeneous clusters.

t-SNE scatter plots can be found in Appendix A, for some of the of single user autoen-

coders.

3.7 Summary of results
Utilizing pre-training of neural networks resulted in faster convergence time compared

to normal training, but did not achieve higher accuracy score when using adaptive gra-

dient descent (Adadelta) as optimizer. When switching to using SGD as optimizer the

pre-trained network achieved higher accuracy score compared to the normal training.

However, using pre-training with SGD as the optimizer was still worse than normal

trained networks with Adadelta as the optimizer. Overfitting was a problem overall,

making it harder to infer the actual viability of using pre-training as a technique for

keystroke biometrics.

Training an SVM on the combination of the common features and those extracted by

the autoencoder yielded the best results for the SVM tested. The improvement was 2-

3% higher accuracy. Using only the extracted features to train a SVM resulted in much

worse performance compared to using only the common features. Using autoencoders to

extract features from keystroke timestamp data proved to be more useful when performed

on data from multiple users compared to using data from a single user. Only using

the extracted features to train a SVM performed much worse than using the common

features. The best performing autoencoder were the ones encoding to 11 dimensions

(highest dimensions tested).





CHAPTER 4

Discussion

4.1 Discussion

The fine-tuned networks tend to be insensitive to the fitness of the pre-trained network

3.2. Overtraining during the pre-training does not significantly worsen the result of

fine-tuning but there is still a sweet spot, although wide, where pre-training should be

stopped. The network size used the final test is not the most preferable, based on the

results of the tests performed in Section 3.3. On average, pre-training ran longer on the

shallower networks before stopping due to regression in validation-loss.

Judging by the results of Section 3.3 using pre-training with a shallow network is

preferable to a deep network in terms of accuracy. The explanation could be that the

network failed to extract useful features in the data, and only found a better way of

initializing the network. When I switched to using SGD as the optimizer during fine-

tuning, the pre-trained models perform better than the models that are not pre-trained.

This suggest some form of regularization effect, since SGD using pre-training results in

more accurate models.

The tests with pre-training need to be extended to get reliable results given the variance.

The random initialization of the network parameters did not use a fixed seed, which made

reproduction of the results difficult.

Using pre-training did not lead to convergence in fewer training epochs compared to

normal training, for both the optimizers that were tested. The normal training protocol

ran for fewer epochs when using both Adadelta and SGD as optimizer. In the former case

(Adadelta) normal training resulted in better models compared to fine-tuning and in the

latter case (SGD) normal training resulted in worse models compared to fine-tuning. The

conclusion is that using pre-training does not improve training, in terms of the number

of training epochs needed. A possible cause could be the extra layer that the fine-tuned

models have over the normal models, in the form of the output layer used during pre-

training. In general, a deeper network tend to be more difficult to train and the more

parameters a network has the longer it takes to train. Epochs are a crude measure of
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speed and does not account for differences in run time between different networks. In the

implementation used in this work, an epoch with SGD as the optimizer executes slightly

faster than an epoch using Adadelta as the optimizer.

Pre-training, with impostor samples, is not a good approach for identifying users based

on password data, due to the difficulty of providing impostor samples at training time.

Such a system is more suitable for input that is shared between multiple users, for example

the Active-Directory domain name portion of a user account name or the domain name

portion of an email address. Another option would be that the system would handle

input of different sizes.

The autoencoder is promising for use as a means of extracting additional features, based

on the small increase in accuracy of the SVM attained when training it on a combination

of the extracted features and the common features compared to only training on the

common features. The limited set of classifiers tested in this work somewhat lessens this

conclusion. One issue with the training of the SVMs is the proportion of true samples

versus impostor samples, the ratio being 1/15, possibly skewing the results. This issue

was apparent in the case of the single user autoencoder, where the ratio was increased

to 1/51. Class weighting was employed to reduce the effects of the imbalance. I did not

perform grid search to find the optimal hyperparameters of the SVM, which may limit

its potential performance.

The three-layered autoencoder performed roughly the same as the one-layered autoen-

coder, even though it has a greater representational potential capacity since it has more

nodes. The reason can be that the data is not complex enough to benefit from the added

layers. Compared to PCA, the reconstruction loss for the autoencoder seems suspiciously

high. Even when the autoencoders are trained for a single user, the reconstruction loss

remain high compared to the PCA. It may be that the learning stalls for the autoen-

coder, due to the adaptive learning rate optimizer pushing the learning rate to zero.

Even though the PCA shows lower loss compared to the autoencoder, in both the case

of training on samples from multiple users and a single user, it does not produce more

useful features than the autoencoder as shown by the results presented in Figure 3.17.

This is most likely due to the linear nature of the PCA.

An interesting discovery is that features obtained from an autoencoder trained on sam-

ples from a single user result in no improvement. The cause could be that the autoencoder

is unable to learn features useful for separating users when it is only trained on a single

user. If noise is added to a subset of the training samples, and the autoencoder is trained

to reconstruct the uncorrupted samples, then the autoencoder may learn features that

are unique to that user. However, further investigation is required to test this hypothesis.

The extracted features, from both single user and multi-user autoencoders, are not as

useful as the common features when using the SVM classifier. Thus, they are unsuitable

as a means of creating a simpler model through reduction of dimensionality. Inspecting

the output from the single-user autoencoders, using t-SNE, gave no insight into why the

single user autoencoder performed worse compared to the multi-user autoencoder. One
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issue might be that I should have focused on identifying better parameters for t-SNE

when using the timestamp data, before using it to evaluate the single user autoencoder.

The experiments conducted in this work are based on a large amount of training sam-

ples per user. This reduces the influence of the variance of individual samples on the

performance of the classifier, which helps the classifier to reach good performance. How-

ever, it is less applicable to real world situations. The more samples that a behavioral

biometric system requires for initialization, the more cumbersome it becomes to deploy.

A system that requires complete initialization of each instance would be disruptive, less-

ening the advantage of using behavioral biometrics over other types of authentication

systems. Using many samples during the experiments allowed for testing the systems

during optimal conditions, with the goal to first find a method that works well under op-

timal conditions, and then test the model with reduced number of samples. However, the

models never reached a performance good enough to justify optimization for real-world

conditions.

The autoencoder used in this work do not reveal much information about what useful

properties it has learnt from the data. If I had used a method that allowed inspection

of the learnt model, that aspect could have been useful when tuning the classifier, but

it would require a deeper understanding of the mathematics behind the method. The

pre-training reveal which users that are similar to each other. This can be useful to

know for other purposes, other than choosing suitable impostor samples, such as a way

of comparing unlabeled data with labeled data, thereby labeling unlabeled data.

4.2 Future work

Other regularization methods like dropout could possibly be used to increase the dis-

criminative performance of the neural network, and lowering the generalization error of

the autoencoder. Dropout was tested in a limited fashion, but a decision was made to

focus on making an ordinary autoencoder work. Therefore, this possibility was deferred

to future work to be properly investigated.

Weighing of the samples could have been employed when training the fine-tuned net-

work, as the number of negative samples vastly outnumber the positive samples. Weigh-

ing the input changes the loss calculations, affecting the updating of the network weights

performed by the optimizer, possibly leading to better discriminative performance of the

classifier.

Another possibility is to further investigate what the difference is between an autoen-

coder that has been trained on samples from multiple users and an autoencoder that has

been trained on samples from only one user, and what is causing it.

Training an autoencoder to be able to deal with noisy data could be explored as a

possible way to force the autoencoder to learn the underlying structure and improve the

autoencoder’s ability to extract features.

It would be worth investigating a way to extend the model to handle input with a
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varying number of features. A system that shall use data from other users to model

undefined behavior must be able to deal with variations in the number of features. This

would allow investigations of what information can be gained from dissimilar data.

By extending the classifiers to include combinations of multiple classifiers trained on the

same data, or multiple classifiers trained on different data, the discriminative performance

of the system could potentially increase. Training a model on more features is not always

better, so partitioning of features and training different models on different features might

be a way of increasing the performance of the system.

Another option is to use feature selection methods to choose only those features that

provide the most useful information, considering both the common features (dwell time,

flight time and digraph) and the features extracted by an autoencoder. Removing redun-

dant or irrelevant information through feature selection can potentially help a classifier.

Removing noisy features will likely result in better generalization to future data, as it pre-

vents overfitting to irrelevant data. Removing redundant features, and thereby reducing

the dimensionality of the data will also reduce the training time.
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Supplementary graphs
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Figure A.1: Mean training and validation accuracy during pre-training. Training and validation

samples were split based on time of creation, with earlier samples used for training. Confidence

interval with C=95% is depicted by the shaded area.
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Figure A.2: Mean training and validation loss during pre-training. Training and validation

samples were split based on time of creation, with earlier samples used for training. Confidence

interval with C=95% is depicted by the shaded area.
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Figure A.3: Scatter plot of the 2-dimensional embedding created by t-SNE of the Raw data set,

using samples from session 7 and 8 from all users. Samples from user s052 are colored light

pink, with all other users’ samples colored green. A subset of all points are shown, focused on

the major concentrations of samples from user s052. The user label is displayed at the median

of the user’s samples.
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Figure A.4: Scatter plot of the 2-dimensional embedding created by t-SNE of the encoded repre-

sentation from an autoencoder trained on the first 200 samples from user s052. Samples from

user s052 are colored light pink, with all other users’ samples colored green. The view is focused

on user s052; however, some of user s052 samples are outside the view. The user label is dis-

played at the median of the user’s samples. User s052 was chosen due to the good performance

of the SVMs trained on its samples.
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Figure A.5: Scatter plot of the 2-dimensional embedding created by t-SNE of the Raw data set,

using samples from session 7 and 8 from all users. Samples from user s010 are colored light

pink, with all other users’ samples colored green. A subset of all points are shown, focused on

the major concentrations of samples from user s010. The user label is displayed at the median

of the user’s samples.
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Figure A.6: Scatter plot of the 2-dimensional embedding created by t-SNE of the encoded repre-

sentation from an autoencoder trained on the first 200 samples from user s010. Samples from

user s010 are colored light pink, with all other users’ samples colored green. The view is focused

on user s010; however, some of user s010 samples are outside the view. The user label is dis-

played at the median of the user’s samples. User s010 was chosen due to the poor performance

of the SVMs trained on its samples.
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Supplementary tables

Table B.1: Distribution of hidden nodes per layer in the network. For the tests of

varying the number of hidden layers and nodes when pre-training/fine-tuning, performed

in Section 3.3

Hidden layer in the network

1 2 3 4 5 6

Hidden layers Nodes

1 128 128

256 256

512 512

768 768

1 024 1 024

1 536 1 536

2 048 2 048

2 128 84 42

256 170 85

512 340 170

768 512 256

1 024 682 341

1 536 1 024 512

2 048 1 364 682

3 128 63 42 21

256 126 84 42

512 255 170 85

768 384 256 128
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Table B.1 (Continued): Distribution of hidden nodes per layer in the network. For the

tests of varying the number of hidden layers and nodes when pre-training/fine-tuning,

performed in Section 3.3

Hidden layer in the network

1 2 3 4 5 6

Hidden layers Nodes

1 024 510 340 170

1 536 768 512 256

2 048 1 023 682 341

4 128 48 36 24 12

256 100 75 50 25

512 204 153 102 51

768 304 228 152 76

1 024 408 306 204 102

1 536 612 459 306 153

2 048 816 612 408 204

5 128 40 32 24 16 8

256 85 68 51 34 17

512 170 136 102 68 34

768 255 204 153 102 51

1 024 340 272 204 136 68

1 536 510 408 306 204 102

2 048 680 544 408 272 136

6 128 36 30 24 18 12 6

256 72 60 48 36 24 12

512 144 120 96 72 48 24

768 216 180 144 108 72 36

1 024 288 240 192 144 96 48

1 536 438 365 292 219 146 73

2 048 582 485 388 291 194 97
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Table B.2: The division of samples into training, validation and test set for the pre-

training of the experiments in Section 3.2 and Section 3.3.

Subset of data

Figure Training Validation Test

3.2 & 3.3 13 500 4 500

3.4 & 3.5 12 600 5 400

3.7 13 500 4 500

3.9 13 500 4 500

3.11 13 500 4 500

Table B.3: The division of samples into training, validation and test set for the fine-tuning

of the experiments in Section 3.2 and Section 3.3.

Training Validation Test

Figure Genuine Impostor† Genuine Impostor Genuine Impostor

3.2 & 3.3 200 500 100 500 100 500

3.4 & 3.5 200 600 104 520 96 480

3.7 200 500 100 500 100 500

3.9 200 500 100 500 100 500

3.11 200 500 100 500 100 500
† Different set of impostor users compared to those used for the validation and test

set. Chosen from the pre-training validation set of samples, presented in Table B.2.

Table B.4: The division of samples into training, validation and test set for the normal

training of neural network classifiers, in the experiments in Section 3.2 and Section 3.3.

Training Validation Test

Figure Genuine Impostor† Genuine Impostor Genuine Impostor

3.8 200 9 000 100 500 100 500

3.10 200 630 100 500 100 500
† Different set of impostor users compared to those used for the validation and test set.
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Table B.5: The division of samples into training, validation and test used by the au-

toencoder experiments in Section 3.4 and Section 3.6. The table contain the number of

genuine and impostor samples in the training, validation and test set, for the figures in

Section 3.4 and Section 3.6

Training Validation Test

Figure Genuine Impostor Genuine Impostor Genuine Impostor

3.13 7 650 7 650 5 100

3.14 7 200 7 200 6 000

3.15 & 3.16 350 4 900 50 700

3.17 350 4 900 50 700

3.18 150 150 100

3.19 & 3.20 350 17 500 50 2 500

3.21 & 3.22 350 219 50 31
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