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Abstract 
Stock market enthusiasts have hooped around Twitter to exchange 
their opinions about companies and new investment cases. New 
qualitative information and questioning discussions are carried out 
on a daily basis. Non or less frequent Twitter users are at risk of 
missing out of good and relevant information. This thesis 
investigates if sentiment analysis can be used to classify tweets 
published by stock market influencers as positive or negative. Can 
this machine learning approach be used within an application to 
present relevant information? The two machine learning algorithms 
Naïve Bayes and Support Vector Machine are applied to historical 
tweets. Their performance of classifying historical tweets published 
by ten stock market influencers are evaluated. The results shows 
accuracies ranging from 68.6 - 75.6% for Naïve Bayes and 76.1 - 
78.9% for the Support Vector Machine.     



 

Acknowledgements 
I would like to thank my supervisor Kai-Florian Richter for 
answering my questions and guiding me through the work with 
this thesis.  



 

Table of contents 
1 Introduction 1 

1.1 Problem statement 1 
2 Background 2 

2.1 Problem motivation 3 
2.2 Related work 3 

3 Method 5 
3.1 Data gathering and annotation 5 
3.2 Weka 5 
3.3 Preprocessing 5 

3.3.1 Tokenization 6 
3.3.2 Stop words 6 
3.3.3 Stemming 6 

3.4 Algorithms 7 
3.4.1 Naïve Bayes 7 
3.4.2 Support Vector Machine 7 

3.5 Cross-validation 9 
3.6 Metrics 10 
3.7 Method motivation 10 

4 Results 11 
4.1 Classification results 11 

4.1.1 Confusion matrices 12 
5 Discussion 13 

5.1 Limitations 13 
5.2 Ethical considerations 14 

6 Future work 15 
7 Conclusion 16 
References 17 
Attachments 19 

1. Python Script 19 
 

  



 1 

1 Introduction 
When in a situation of making a decision one wishes to obtain confirmation before the 
decision is made. Before the time of internet this was limited to one’s friends and family, 
but nowadays we have instant access to a world full of opinions. With the tip of your finger 
can your phone either deliver the opinions of your desire or publish your own. 
 
Social medias such as Facebook, Twitter and Youtube has created accessible meeting places 
that many of us gather around. On these platforms social structures are formed among 
individuals that interact and share common interests with each other, these structures are 
often referred to as social networks. The financial community is one that formed a social 
network on Twitter. The microblog suits the needs of the financial market, enabling its’ 
users to publish tweets in a split of a second. 
 
Trading stocks is all about decision making, which sector is trending? Which company is 
worth to look into? Is the valuation cheap, fair or expensive? There are many questions and 
decisions to make and regardless of being a novice private investor or a professional it is 
good to either be backed or questioned on your conviction. This need for consultation was 
one that Twitter could fill. But even though Twitter is popular among the financial 
community there are presumably a lot of people trading with stocks that do not use it or 
cannot keep up with the daily information flow. This great flow of information creates a 
need for an application that can handle the big volume of data and present relevant 
information for each user. 
 
In sentiment analysis, machine learning techniques are used to create an automatized 
method for classifying opinions. First, the machine learning algorithm undergoes a 
learning process. To understand the differences between classes the algorithm is presented 
with examples marked with what class they belong to, for example the opinion “I will buy 
more of company x, the growth estimates looks really good” is marked as positive, or 
“Looking at the profits, this company is really overvalued” is marked as negative. After the 
process of learning, the algorithm can be used to classify unseen opinions. Sentiment 
analysis is a tool suitable for such application as mentioned above. With the help of 
classification can expressed opinions towards companies be presented as positive or 
negative. And for non or less frequent twitter users could the sentiment of influential twitter 
users (users with many followers) be helpful in the decision of buying or selling a stock.  

1.1 Problem statement 
In this thesis sentiment analysis will be used on the tweets of Swedish stock market 
influencers. Two machine learning algorithms, Naïve Bayes and Support Vector Machine 
will be applied on a dataset of historical tweets. The dataset will be preprocessed with two 
methods, stop words and stemming. Various experiments, when combining the machine 
learning algorithms and the preprocessing methods will be carried out. 
 
The purpose is to evaluate and measure the algorithms’ performance on classifying the 
tweets as either positive or negative. 
 
The performance of the algorithms will be measured on classification accuracy and F-score. 
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2 Background 
The different types of subjective information that an opinion holds is what have become of 
interest for research. The aim of sentiment analysis or opinion mining is to create an 
automatized method (machine learning technique), that for example can extract and 
classify emotions, sentiment, evaluation or attitudes expressed in an opinion. There are 
endless possibilities in what could form the purpose of the research, it may be evaluation 
and attitudes towards products or the current sentiment of politics. This broad spectrum 
has attracted a variety of academic fields as well as commercial interests, with large 
corporation such as Microsoft, Google, Hewlett-Packard, IBM, SAP, and SAS Global 
Communications developing their own techniques [4].  
 
Sentiment analysis started to attract interest in the beginning of 2000, although the 
academic field that it belongs to, natural language processing, has a much longer history. A 
reason for the increased interest in the early 2000s was the growth of opinionated media 
on the web, this enabled a huge volume of opinion data which had not been obtainable 
before. One of the first published studies on the subject was Thumbs Up? Sentiment 
Classification using Machine Learning Techniques. Pang et al. [5] applied three different 
machine learning techniques (Naïve Bayes, maximum entropy classification, and support 
vector machines) to classify movie reviews from the Internet Movie Database (IMDb) as 
either positive or negative. 
 
The landscape of the web would undergo a transformation, putting the users in the 
spotlight. At a conference in October 2004 Tim O’Reilly introduced a new concept known 
as Web 2.0. The message was that websites should be designed as a virtual community 
allowing users to meet, interact and generate their own content, in contrast to the 
straightforward click and view interaction of the first generation websites [8]. The social 
network sites Facebook, blogs, Youtube and Twitter are all good examples of web 2.0. These 
services are part of the everyday life for many people, serving us with amusement, 
friendship, culture, news and politics among other things. 
 
Twitter was launched in 2006 and is particularly one of those social networks which has 
drawn a lot of attention from researchers.  Each tweet must not exceed 140 characters, the 
limitation of the message length has both its advantages and disadvantages. In many cases 
it is aggravating for the analysis. Because a consequence to the limitation is a greater use of 
slang and abbreviations, but it also forces users to express themselves concisely, which 
often lead to stronger sentiment. Twitter’s big advantage is the almost 500 million tweets 
that are written daily, the basis for analysis’ is therefore very extensive [9]. The API 
(application programming interface) of Twitter is easy to use and offers the possibility to 
extract data from hashtags, geographic location, and users [10]. The accessibility of data 
and the ability to categorize it with hashtags provides good conditions for research in 
various fields. For example, Mark Myslín et al. [11] used machine learning techniques to 
detect relevant posts and sentiment towards tobacco, with a particular focus on new and 
emerging products like hookah and electronic cigarettes. In Schumaker et al. [12] they 
investigate if the sentiment of tweets can predict the outcome in Premier League fixtures, 
and if the degree of the sentiment corresponds with the magnitude of the outcome. And in 
Tumasjan et al. [13] they used over 100,000 tweets referencing German politics to see if it 
mirrored the off-line landscape and thereof could be used to predict election results. 
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2.1 Problem motivation 
The problem of research is as seen above solely restricted to what discussions and opinions 
that could be found on Twitter. A community that Twitter has become the primary 
communication tool for are financial investors. The experience and knowledge of investors 
span over a wide range, it therefore becomes natural that users with greater knowledge 
become popular to follow [14]. Many of these profiles succeed very well in the stock market 
and generate an excess return compared to the OMX Stockholm 30, which are the 30 most 
traded shares on the Stockholm Stock Exchange. Their return is a proof of success and 
many of the followers interpret profiles’ tweets as direct sell or buy recommendations. 
 
While Twitter is popular among investors it is presumably a relatively small portion of all 
who invest in stocks that are active on Twitter. Therefore, many individuals investing in 
stocks are missing out on good information. The great flow of information creates a need 
for monitoring, extracting and filtering. Sentiment analysis would be useful in such 
application. It would make it possible to classify tweets as positive or negative. Buying or 
selling a stock is similar to the decision made when buying or selling a product. In the same 
way as review sites contribute to the consumers’ decision making could an application that 
make use of sentiment analysis assist investors in their decision of buying or selling stock. 
This thesis aims to evaluate how two common machine learning algorithms performs in 
classifying tweets published by financial influencers. The result of this thesis can be seen as 
a guideline when investigating if sentiment analysis is useful for such application. 

2.2 Related work 
A lot of research have been done with sentiment analysis applied to different niches of the 
economy and financial markets. For example, during a five-week period Schumaker and 
Chen [15] gathered 9211 news articles and 10,259,042 stock quotes related to the shares in 
the S&P500. The machine learning algorithm support vector machine (SVM) was used to 
predict the discrete stock price twenty minutes after a news article was released. Different 
set-ups were evaluated, showing that the one containing both article terms and stock price 
at the time of the article release had the best performance in closeness to the actual future 
stock price with a mean squared error of 0.04261. The set-up showed an accuracy of 57,1% 
in predicting the direction of the future price. 
 
In another study Li [16] focuses on what companies communicate and analyze the CEOs’ 
FLS (forward looking statement) in quarterly and annual reports. A Naïve Bayesian 
machine learning algorithm was used to categorize the tone. The content of 140 000 FLS 
from the years 1994-2007 was used as dataset. The algorithm predicts the tone (positive, 
neutral or negative) with 67% accuracy. Li came to the conclusion that the tone of the FLS 
correlates with future profits. 
 
There has also been a lot of research with Twitter as data source. Bollen et al. [17] 
investigates whether the general sentiment based on a large-scale collection of tweets 
between 28 February 2008 and December 19, 2008 is predictive of changes in Dow Jones 
Industrials Trail Average (DJIA). The daily Twitter feeds were analyzed by two mood 
tracking tools, OpinionFinder that measures positive vs. negative and Google-Profile of 
Mood States (GPOMS) that measures mood in terms of 6 dimensions (Calm, Alert, Sure, 
Vital, Kind, and Happy). The result indicated that the accuracy of DJIA predictions can be 
significantly improved by the inclusion of specific dimensions from the GPOMS tool. 
 
Research regarding how sentiment towards a specific company affect the stock price have 
also been carried out. Pagolu et al. [18] collected tweets related to the company Microsoft 
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between the period August 31, 2015 to August 25, 2016. Two different textual 
representation Word2vec and N-gram were each evaluated with three different machine 
learning algorithms (Random Forest, SMO, Logistic Regression) to see which combination 
that performed best in classifying the tweet as positive, neutral or negative. Finally three 
other machine learning algorithms were used for correlation and prediction, (LibSVM, 
Logistic Regression, SMO) they were all trained with the aggregate sentiment of 3-day 
tweets and the binary movement of the share price, up or down (1/0). The final model 
showed an accuracy of 71.82% when tested on historical data.  
 
In Yang et al. [19] a method to identify key people in the financial network on Twitter is 
developed. Their hypothesis was that the aggregated view of these individuals has a 
predictive ability of the stock market that is significantly better than the general social 
sentiment. Continuous sentiment analysis is performed for the key people to determine 
their approach to the market. The result shows that the aggregate sentiment of the key 
people has significant predictive power of market trends. The focus of the article written by 
Yang et al. [19] is that most similar to the problem statement of this thesis. The difference 
is that this proposal is intended to investigate sentiment towards various companies that 
are publicly traded, not a general market sentiment. The proposal is also that the study will 
be conducted on tweets published by Swedish stock market influencers. In the search for 
related work has no previous research where sentiment analysis applied to this specific 
niche been found. The proposed problem for this study is therefore considered to 
contribute with something new. 
 
The results presented in the related works above is not solely concentrated on the accuracy 
of classifying sentiment in text and is therefore a poor comparison to the result of this 
thesis. Pang et al. [5] applied three different machine learning techniques to classify movie 
reviews as positive or negative. The two machine learning algorithms Naïve Bayes and SVM 
that is subject of evaluation in this thesis were also part of the study carried out by Pang et 
al. The algorithms were used along with 8 different featuring models (representation of 
words). Naïve Bayes showed accuracies ranging from 77.0 - 81.5% and SVM 72.8 - 82.9%. 
These results will be a good comparison to the results of this thesis.  
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3 Method 
Figure 1 describes the workflow during the process of classifying the tweets. The steps will 
be described more in detail below. 
 

 
Figure 1. Steps in classification process. 

3.1 Data gathering and annotation 
Ten stock market influencers were chosen based on number of followers, though some 
influencers with big following were neglected in favour of others. This was because the 
focus of their tweets didn’t match the purpose of this thesis. Users that mainly express 
opinions that are company-specific were of interest. 
 
A short python script was used to extract historical tweets from each user [attachment 1]. 
The script establishes a connection towards Twitter’s API, then each tweet from the 
specified user is extracted. All the letters in each tweet are turned to lowercase letters so 
that duplicates like “Stock” and “stock” are prevented. Mentions such as @TwitterUser are 
removed, abbreviations are fully spelled, hashtags and emoticons are also removed, after 
that the text in each tweet is saved into a text file. 500 positive and 500 negative tweets 
were gathered. 
 
With all tweets available as text files the manual annotation begins. Each tweet is read and 
sorted after negative or positive sentiment into a corresponding folder. This is done for each 
influencer, but in the complete dataset all tweets will assemble in one negative and one 
positive folder. This is because the classification is about determining sentiment and not 
who wrote the tweet.  

3.2 Weka 
Waikato Environment for Knowledge Analysis (Weka) developed at the University of 
Waikato, New Zealand is a software containing several tools for data mining and sentiment 
analysis [20]. Weka have been used in this thesis for some of the text preprocessing and for 
running the machine learning experiments. Weka was chosen because the tools for 
preprocessing and classification are easy to use and offers flexibility when running 
experiments on different setups. 

3.3 Preprocessing 
Is the process in which the dataset is prepared to be interpreted by the machine learning 
algorithm. This can be done in many different ways, and the result also has an impact on 
the accuracy of the classification [21].  Two common methods for preprocessing, stop words 
and stemming will be used together and separately on the dataset when evaluating the 
machine learning algorithms. 
 
The most basic preprocessing procedures were done at the same time as the manual 
annotation work, for example writing out abbreviations completely, deleting 
unaccountable white spaces and deleting repeated letters such as "goooood" to good. 
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3.3.1 Tokenization 
In order to classify the tweets, the sentences have to be separated into words often called 
tokens or attributes. Weka provides a filter named StringToWordVector which will be used 
to perform this task. When applied every word becomes a binary attribute. 

 
Figure 2. Histogram illustrating the distrubition of the word "och" (“and”). The right staple 
illustrates all those tweets where “och” appears in. The right staple illustrates all the tweets where 
“och” not appears in. Blue is negative and red is positive.    

The histogram in figure 2 illustrates how the word “och” distributes between the classes 
and the tweets. The bar situated to the left over the 0 illustrates all the tweets where the 
word “och” not appears in. The bar situated to the right over the 1 illustrates the tweets 
containing the word “och”. The blue colour symbolizes negative and red positive. 
 
Only certain words impact the sentiment of a sentence. Keeping words that do not have any 
impact makes the problem instance greater and hence the classification more difficult. The 
two methods mentioned earlier (stop words and stemming) intend to filter out unnecessary 
words and noise and are used along with the StringToWordVector. 

3.3.2  Stop words 
Are words that are considered as common and not contributing to the context of the text. 
Such words could for example be “the, it, is, at” but words like these can sometimes be a 
determining factor, take for example the band “The Who”, removing “The” will cause loss 
of context, which is why the experiment is carried out with and without removing stop 
words. In this thesis the snowball stop words list for swedish words is used [22]. 

3.3.3  Stemming 
Is the process where every word is reduced to its stem or root. For example, “run”, 
“running”, “runner”, “runners” reduces to the root “run”. Words are not always stemmed 
to its morphological root, for example "argue", "argued", "argues" and "arguing", is reduced 
to the root “argu”. The snowball stemming algorithm for swedish is used in the 
experiments. [23]  
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3.4 Algorithms 
When preprocessing is done the dataset can be deployed for classification. The theory 
behind the the two algorithms used in the experiment is described below. 

3.4.1 Naïve Bayes 
Is a statistical method that assumes that every attribute contributes equally and 
independently to the classification problem. This implies that the correlation between the 
attributes is not taken into consideration, in other words knowing the value of one attribute 
tells you nothing about the other attributes. That assumption is rather naive, hence the 
name of the method. Nevertheless, Naïve Bayes has proved to be effective and the scope of 
practical applications is broad [1]. 
 
The other part of the name, Bayes, originates from the English statistician Thomas Bayes 
that lived during the 18th century. The method builds on the theorem that bears his name, 
the Bayes’ theorem, which is defined as: 
 

𝑃 𝐻 𝐸 = 	 & 𝐸 𝐻 &(()
&(*)

  (1) 
 
In Bayesian terms an attribute is considered as an “evidence”, E and the class that we want 
to predict is the hypothesis, H. P(H|E) is the classification problem, the probability that the 
hypothesis holds given the evidence. 
 
Priori probability P(H) is the probability of an event before any evidence have been 
presented. For example, the probability of determining the gender of a person (50%) 
without any other information available. 
 
Posteriori probability P(H|E) is the probability of an event after some evidence have 
been presented. For example, the probability of determining the gender of a person when 
the height and shoe size are known. 
 
The naive assumption of independent attributes makes the evidence split into parts that 
are statistically independent. 
 

 𝑃 𝐻 𝐸 = 	 & 𝐸+ 𝐻 & 𝐸, 𝐻 …& 𝐸. 𝐻 &(()
&(*)

  (2) 

 
P(E|H) each of these corresponds to the probability of one attribute under a given 
hypothesis. For example, the proportion of men in a data set (hypothesis) that has the shoe 
size 43 (attribute) is 58/100 = 0,58. 
 
To predict the belonging of an entity the formula in (2) is calculated for each class. The 
classifier will then predict the class that yields the highest probability [2].  

3.4.2  Support Vector Machine 
The foundation of the method was introduced in the early 1960s by Vladimir Vapnik and 
Alexei Chervonenkis. But it would take until 1992 before the method that is similar to the 
present one were presented in an article. [2;3] 
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With a classification problem it comes down to deciding which class the observation 
belongs to. In order to do this, SVM (Support Vector Machine) separates the classes with a 
hyperplane making up a decision boundary. To position the hyperplane SVM finds the most 
critical instances from each class and then fits the hyperplane so the margin to each side is 
as great as possible. The reason to that is that the margin contributes to classifying new 
data correctly. 
 
The instances that make up the margin are called support vectors and the mathematics 
behind finding them is known as a constrained quadratic optimization problem. The whole 
theory behind this requires a profound explanation which is beyond the scope of this paper, 
this is merely an introduction to how SVM works. The support vectors are seen as circled 
instances in figure 3. 
 

 
 

Figure 3. The SVM positions the hyperplane by finding the support vectors and then fits it to obtain 
the greatest margin. 

In the simplest case the classes are linearly separable. As seen in figure 3, a straight line can 
be drawn to separate the instances from each class, but the distribution of instances is not 
always in such a favourable manner. Many times the data is as seen on the right hand side 
in figure 4, it is clear that it is not possible to separate the two classes linearly. SVM solves 
this by applying something that is referred to as the “Kernel Trick” which maps the original 
data to a higher dimensional. This enables the linear separation between the classes. This 
can be seen as lifting the data points up in the air, moving from 2D to 3D as illustrated on 
left hand side in figure 4. 
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Figure 4. Illustrating the “Kernel Trick” which maps the original data to a higher dimensional. On 
the right hand side is the original data input and on the left hand side is the data in a higher 
dimension [26]. 

Moving to a higher dimension is computationally heavy. But fortunately SVM formulation 
only requires dot products 𝑥0, 𝑥2 . This is where the kernel function comes into play, 
replacing all dot products 𝑥0, 𝑥2  with a kernel function 𝐾 𝑥0, 𝑥2  enables us to implicitly 
work in a higher-dimensional space without actually building the representation for the 
higher-dimensional space. Therefore, SVM can learn a nonlinear decision boundary in the 
original dimension, which corresponds to a linear decision boundary in the higher 
dimension. [2] 

3.5 Cross-validation 
The experiments were carried out with 10-fold cross-validation. Cross-validation is an 
algorithm within the statistics for estimating prediction errors.  The most common type of 
cross validation is k-fold, which divides the data into training and test parts. Each part is 
used for testing. The instances are divided into equally sized parts. K-1 parts are used for 
training and one part for testing. The procedure is repeated k times and the mean of the k 
prediction errors is used as an estimate of the error. For example, if the number of 
instances, n = 1000 and k = 10 then the data is randomly divided into 10 equal parts with 
100 instances in each. Then the data from 9 parts (900 instances) is used for training and 
the remaining part for testing (100 instances). This is repeated 10 times so that all parts are 
used for testing. You then receive 10 different prediction errors which is averaged to an 
estimate of the prediction error. [2] 
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3.6 Metrics 
Two metrics have been used to measure the performance of the algorithms. The first one is 
accuracy which is the share of correctly classified instances given as a percentage of the 
total number of instances. The other one, F-measure, is a metric that considers both 
precision and recall and is a harmonic mean between these two measures. [2]  
The metrics are defined as: 
 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 = 	 :;<=	>?@0A0B=C:;<=	.=DEA0B=
:;<=	>?@0A0B=C:;<=F=DEA0B=CGEH@=	>?@0A0B=CGEH@=	.=DEA0B=

  (3) 
 
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 = 	 :;<=	>?@0A0B=

:;<=	>?@0A0B=CGEH@=	>?@0A0B=
  (4) 

 
𝑅𝑒𝑐𝑎𝑙𝑙 = 	 :;<=	>?@0A0B=

:;<=	>?@0A0B=CGEH@=	.=DEA0B=
  (5) 

 
𝐹 −𝑚𝑒𝑎𝑠𝑢𝑟𝑒 = 2×	&;=U0@0?.	×	V=UEHH

&;=U0@0?.CV=UEHH
  (6) 

 
The F-measure is given on scale between 0 and 1, where 0 is worst and 1 is best. 

3.7 Method motivation 
The two algorithms used in the experiments in this thesis were chosen because they were 
frequently used in related work. Since no previous research where sentiment analysis has 
been applied to Swedish stock market tweets could be found, it was considered appropiate 
to use well documented methods. The preprocessing methods and the metrics used when 
evaluating the results were chosen on the same premise.  
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4 Results 
4.1 Classification results 
Eight different setups were used in the experiment. Naïve Bayes and SVM were each 
evaluated on the dataset with no preprocessing methods applied to it, the one with just stop 
words removal, the one with stemming applied to it, and the one that both these methods 
had been applied to. The results are presented in table 1 below. 
 
Table 1. Results from classification experiments. The best achieved results are in bold font. 

Experiment Stop words Stemming #attributes 

Naïve Bayes 
 

Accuracy 
F-Measure 

neg/pos 

SVM 
 

Accuracy 
F-Measure 

neg/pos 

1 No No 3476 71.8% 0.704/0.730 76.9% 0.768/0.770 
2 Yes No 3389 68.6% 0.663/0.706 76.1% 0.763/0.759 
3 No Yes 2840 75.6% 0.746/0.765 78.4% 0.785/0.783 
4 Yes Yes 2747 72% 0.702/0.737 78.9% 0.789/0.789 

 
All combinations of the experiment performed better then the baseline (guessing) of 50%. 
The best result for each algorithm is emphasized with bold typing. F-measure is calculated 
for the predictions of both the classes. Naïve Bayes achieved the best result when only 
stemming was used and SVM when both stop words and stemming were used. Worst result 
did Naïve Bayes achieve when only stop words was used and SVM when no preprocessing 
methods were used.  
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4.1.1  Confusion matrices 
The matrices visualize how the classifiers predicted each instance against the actual class. 
The actual class is represented on the y-axis and the predicted instances on the x-axis. 
 

 
 
SVM yields a more even distribution of the prediction errors between negative and positive 
for all four combinations in the experiment. 
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5 Discussion 
The accuracies in the presented results lies pretty close to the results in the article 
mentioned in related work, by Pang et al. [5]. Naïve Bayes showed accuracies ranging from 
68.6 - 75.6% which is slightly below the results in [5], 77.0 - 81.5%. SVM on the other hand 
showed accuracies ranging from 76.1 - 78.9% which lies in the middle of the range 
presented in [5], 72.8 - 82.9%. 
 
The worst performance was achieved when Naïve Bayes was used with stop words as 
preprocessing method, 68.6%. The confusion matrix in table 4 shows that most of the 
prediction errors are distributed in the negative class, predicting 191 negative tweets as 
positive. Examining some of the words in the stop words list, for example, “inte” (“not”), 
“så” (“so”) and “ingen” (“none”) shows that these words are frequently used and more often 
appears in negative tweets. The probabilities for negative sentiment when these words 
appeared in tweets was therefore higher and removing these words led to weighting the 
sentiment to positive instead of negative. Also, reviewing the probabilities for each attribute 
in Naïve Bayes shows that attributes only appearing in positive sentiment are more 
common then vice versa, this explains why Naïve Bayes is having a harder time classifying 
tweets as negative than positive. Tables 2, 4, 6 and 8 illustrates this. 
 
The F-measures illustrates the same thing, Naïve Bayes yields higher values for classifying 
positive in all of the four experiments.  
 
The effect of the preprocessing methods do not have the same impact on SVM as Naïve 
Bayes which can be derived from how the algorithms work in practice. Naïve Bayes which 
evaluates the probabilities of each attribute and class will be skewed when removing more 
of those attributes that are weighted towards some class. SVM on the other side relies on 
critical instances when separating the two classes from each other and is clearly not effected 
in the same way as Naïve Bayes is. 
 
SVM together with stop words and stemming is the combination that performed best in 
form of both accuracy and f-measures. This combination handles classification of both 
negative and positive tweets equally good and therefore suits the task best. 

5.1 Limitations 
The dataset used in this thesis contained 500 negative and 500 positive tweets. The article 
[5] that have been used as a comparison, applied their machine learning algorithms on a 
dataset containing 700 documents of each class. Their dataset was made up of movie 
reviews which in the majority of cases are longer then 140 characters. Extending the dataset 
to contain more tweets could improve the performance of both the algorithms. Also the 
annotation work of the dataset was solely carried out by the author of the thesis, if time not 
had been scarce the annotation of each tweet could have been carried out by a couple of 
individuals to prevent the obvious bias that occurs when the work is done by one individual. 
 
When evaluating machine learning algorithms, it is common to split the dataset into three 
parts. The first one is used for training, the second one is used for validation, measuring 
different combinations of algorithms and preprocessing methods.  The third and the last 
part often contains totally unseen documents which you apply your final model on. In this 
thesis cross-validation was used on one single dataset, the reason to that was the lack of 
time. This is a limitation because there is an uncertainty to how well the actual model would 
perform on unseen tweets that for example contains abbreviations and hashtags.  
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5.2 Ethical considerations 
Twitter has an API that gives open access to extract data. What can be debated is if  the 
users desire to submit their published messages for analysis have been taken into 
consideration. Direct permission have not been given, but Twitter's terms states that the 
published information may be analyzed for trends and other insights [27].   
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6 Future work 
The last chapter finished off with mentioning that a larger dataset probably would improve 
the performance. Something related to that is to add an additional class. During the 
annotation work it became clear that a lot of the published tweets didn’t have sentiment 
belonging. It would therefore be necessary to add a neutral class to be able to classify these 
tweets correctly.  
 
With a larger dataset and an additional class that considers neutral tweets would it be 
interesting to investigate the possibilities for sentiment analysis as a practical tool in an 
application. Complementing the added neutral class with a filter that neglects tweets 
without company based content would make it possible to present just the relevant tweets. 
An application as such, could benefit and ease for people investing in stocks. 
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7 Conclusion 
Both algorithms showed performance in accuracy exceeding the baseline of 50% with a 
significant margin. The preprocessing methods stop words and stemming had greater 
impact on Naïve Bayes, it both improved and deteriorated the accuracy results. Naïve Bayes 
suffered most when stop words were removed, the ability to classify negative tweets was 
especially affected. This somewhat indicates that more specific words are used when the 
influencers describe something as positive. It is likely that a larger dataset would improve 
the performance for both Naïve Bayes and SVM, and might also make up for Naïve Bayes 
accuracy drop in the negative class. The results of this thesis shows that sentiment analysis 
potentially could be used as a tool for classifying and filtering stock related tweets written 
in Swedish. 
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Attachments 
1. Python Script 

 
from twython import Twython 
import time 
 
''' Go to https://apps.twitter.com/ to register your app to get 
your api keys ''' 
CONSUMER_KEY = '' 
CONSUMER_SECRET = '' 
ACCESS_KEY = '' 
ACCESS_SECRET = '' 
 
 
twitter = 
Twython(CONSUMER_KEY,CONSUMER_SECRET,ACCESS_KEY,ACCESS_SECRET) 
lis = [847748873175027712] ## latest starting tweet id 
file_counter = 0 
for i in range(0, 16): ## iterate through all tweets 
    user_timeline = 
twitter.get_user_timeline(screen_name="TwitterUser", 
    count=200, include_retweets=False, max_id=lis[-1]) 
    time.sleep(300) ## 5 minute rest between api calls 
    for tweet in user_timeline: 
        file_name = "tweet" + file_counter.__str__() + ".txt" 
        file = open(file_name, "w") 
        file.write(str.lower(tweet['text'])) 
        file.close() 
        file_counter += 1 
        lis.append(tweet['id']) ## append tweet id's 


