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Abstract

Fundamental properties of cloud computing such as resource sharing and on-demand

self-servicing is driving a growing adoption of the cloud for hosting both legacy and

new application services. A consequence of this growth is that the increasing scale

and complexity of the underlying cloud infrastructure as well as the fluctuating service

workloads is inducing performance incidents at a higher frequency than ever before

with far-reaching impact on revenue, reliability, and reputation. Hence, effectively

managing performance incidents with emphasis on timely detection, diagnosis and

resolution has thus become a necessity rather than luxury. While other aspects of

cloud management such as monitoring and resource management are experiencing

greater automation, automated management of performance incidents remains a major

concern.

Given the volume of operational data produced by cloud datacenters and services,

this thesis focus on how data analytics techniques can be used in the aspect of cloud

performance management. In particular, this work investigates techniques and mod-

els for automated performance anomaly detection and prevention in cloud environ-

ments. To familiarize with developments in the research area, we present the outcome

of an extensive survey of existing research contributions addressing various aspects

of performance problem management in diverse systems domains. We discuss the

design and evaluation of analytics models and algorithms for detecting performance

anomalies in real-time behaviour of cloud datacenter resources and hosted services

at different resolutions. We also discuss the design of a semi-supervised machine

learning approach for mitigating performance degradation by actively driving quality

of service from undesirable states to a desired target state via incremental capacity

optimization. The research methods used in this thesis include experiments on real

virtualized testbeds to evaluate aspects of proposed techniques while other aspects are

evaluated using performance traces from real-world datacenters.

Insights and outcomes from this thesis can be used by both cloud and service

operators to enhance the automation of performance problem detection, diagnosis and

resolution. They also have the potential to spur further research in the area while being

applicable in related domains such as Internet of Things (IoT), industrial sensors as

well as in edge and mobile clouds.
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Sammanfattning

Grundläggande egenskaper för datormoln såsom resursdelning och självbetjäning driver

ett växande nyttjande av molnet för internettjänster. En följd av denna tillväxt är att

den underliggande molninfrastrukturens ökande storlek och komplexitet samt fluk-

tuerade arbetsbelastning orsakar prestandaincidenter med högre frekvens än någonsin

tidigare. En konsekvens av detta blir omfattande inverkan på intäkter, tillförlitlighet

och rykte för de som äger tjänsterna. Det har därför blivit viktigt att snabbt och effek-

tivt hantera prestandaincidenter med avseende på upptäckt, diagnos och korrigering.

Även om andra aspekter av resurshantering för datormoln, som övervakning och resur-

sallokering, på senare tid automatiserats i allt högre grad så är automatiserad hantering

av prestandaincidenter fortfarande ett stort problem.

Denna avhandling fokuserar på hur prestandahanteringen i molndatacenter kan

förbättras genom användning av dataanalystekniker på de stora datamängder som pro-

duceras i de system som monitorerar prestanda hos datorresurser och tjänster. I syn-

nerhet undersöks tekniker och modeller för automatisk upptäckt och förebyggande av

prestandaanomalier i datormoln. För att kartlägga utvecklingen inom forskningsom-

rådet presenterar vi resultatet av en omfattande undersökning av befintliga forsknings-

bidrag som behandlar olika aspekter av hantering av prestandaproblem inom i rele-

vanta tillämpningsområden. Vi diskuterar design och utvärdering av analysmodeller

och algoritmer för att upptäcka prestandaanomalier i realtid hos resurser och tjänster.

Vi diskuterar också utformningen av ett maskininlärningsbaserat tillvägagångssätt för

att mildra prestandaförluster genom att aktivt driva tjänsternas kvalitet från oönskade

tillstånd till ett önskat målläge genom inkrementell kapacitetoptimering. Forskn-

ingsmetoderna som används i denna avhandling innefattar experiment på verkliga vir-

tualiserade testmiljöer för att utvärdera aspekter av föreslagna tekniker medan andra

aspekter utvärderas med hjälp av belastningsmönster från verkliga datacenter.

Insikter och resultat från denna avhandling kan användas av både moln- och

tjänsteoperatörer för att bättre automatisera detekteringen av prestandaproblem, inklu-

sive dess diagnos och korrigering. Resultaten har också potential att uppmuntra vidare

forskning inom området samtidigt som de är användbara inom relaterade områden

som internet-av-saker, industriella sensorer, och storskaligt distribuerade moln eller

telekomnätverk.
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Preface

This thesis is composed of two parts. The first part contains an introductory chapter,

and background chapters on cloud computing, performance problem management,

anomaly detection, diagnosis and resolution in cloud environments, as well as a sum-

mary of contributions. The second part contains the following research papers.

Paper I O. Ibidunmoye, F. Hernandez-Rodriguez, and E. Elmroth. Performance

Anomaly Detection and Bottleneck Identification. ACM Computing Sur-
veys, Vol. 48, No. 1, Article 4, p. 1-35, ACM, September 2015.

Paper II T. Metsch, O. Ibidunmoye, V. Bayon-Molino, J. Butler, F. Hernandez-

Rodriguez, and E. Elmroth Apex Lake: A Framework for Enabling Smart

Orchestration. In Proceedings of the Industrial Track of the 16th Interna-
tional Middleware Conference, p. 1-7. ACM, December 2015.

Paper III O. Ibidunmoye, T. Metsch, V. Bayon-Molino, and E. Elmroth Perfor-

mance Anomaly Detection using Datacenter Landscape Graphs. 2nd
IEEE International Conference on Big Data, Cloud Computing, and Data
Science (BCD 2017), p. 301-308, IEEE, July 2017.

Paper IV O. Ibidunmoye, A. Rezaie, and E. Elmroth Adaptive Anomaly Detec-

tion in Performance Metric Streams. IEEE Transactions on Network and
Service Management (TNSM), Vol. 14, No. 8, IEEE, August 2017.

Paper V O. Ibidunmoye, E.B. Lakew, and E. Elmroth A Black-box Approach for

Detecting Systems Anomalies in Virtualized Environments. 2017 IEEE
International Conference on Cloud and Autonomic Computing (ICCAC
2017), p. 22-33, IEEE, September 2017.

Paper VI O. Ibidunmoye, M.H. Moghadam, E.B. Lakew, and E. Elmroth Adap-

tive Service Performance Control using Cooperative Fuzzy Reinforce-

ment Learning in Virtualized Environments. 10th IEEE/ACM Interna-
tional Conference on Utility and Cloud Computing (UCC 2017), Decem-

ber 2017 (Accepted).

In addition to the papers included in this thesis the following articles have been

produced during the PhD studies.
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• O. Ibidunmoye, T. Metsch, and E. Elmroth Real-time Detection of Performance

Anomalies for Cloud Services. 2016 IEEE/ACM 24th International Symposium
on Quality of Service (IWQoS 2016), p. 1-2, June, 2016.

• O. Ibidunmoye, and E. Elmroth Blackbox Strategies for Detecting Service Per-

formance Anomalies in Virtualized Environments (2016). Report / UMINF
16.20, ISSN 0348-0542, p. 1-21, Umeå University, Umeå, 2016.

This work has been funded in part by the Swedish Research Council (VR) un-

der contract C0590801 for the Cloud Control project, the European Union’s Seventh

Framework Programme under grant agreement 610711 (CACTOS), and the Swedish

Government’s Strategic Research Programme eSSENCE.
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Chapter 1

Introduction

1.1 Research Motivation

Cloud computing datacenters share a finite set of heterogeneous hardware and
software resources among hundreds of diverse applications with disparate per-
formance and availability requirements. One main benefit of this setup is that
it allows for economics of scale on the side of the cloud provider by maximizing
utilization of limited datacenter resources and cost reduction on the side of ser-
vice providers via its pay as you go pricing model. Consequently, the cloud is
experiencing unprecedented adoption among service providers for hosting vari-
ous types of Internet application services and among end-users—the consumers
of cloud-hosted services and technologies. As this phenomenon drives massive
user tra�c or workloads into the cloud, the architecture of cloud services and
underlying infrastructure is, as a result, becoming increasingly complex.

The implication of such complex environment is that the occurrence of
performance problems such as degraded performance (e.g. slow page response)
and service downtimes (e.g. unreachable service end-points) has become a norm
rather than exception with serious financial and operational impact [1].

While investigating impact of performance degradation on revenue, an in-
dustry survey by the Aberdeen Group [2] reported that an additional one-
second delay in page response can decrease page hits, user satisfaction, and
sales by 11%, 16%, and 7%, respectively. The impact is more pronounced in
popular Internet services. For example, on June 29th 2010, users of Ama-
zon.com endured a 3-hour intermittent performance degradation such as high
page latency and incomplete product search results, which led to a loss of
$1.75m in revenue per hour [3]. Even national services such as the Swedish
Tax Agency (Skatteverket) regularly experience poor quality of service during
their yearly income tax declarations [4, 5].

Performance problems have direct impact on the quality of service (QoS) in
terms of performance, availability, reliability, and security. Service outages due
to extended degradation result in dodgy reliability and loyalty ratings thereby
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altering users’ perception of the cloud’s ability to host performance-critical
workloads or honour performance guarantees. For instance, several Apple ser-
vices including iCloud, iTunes and Apple TV su↵ered protracted outages on
2nd of June 2016 leaving millions of users dissatisfied [6]. In the same month
(10th), about 3 million users were a↵ected when Slack experienced a partial
outage for over an hour due to web servers undetected overload [7]. A month
before, on May 10th, Salesforce.com experienced over 12 hours of disruption
across locations due to database failures [8]. Several cases have also occurred
recently such as the Dropbox Paper incident of August 2017 [9].

Besides impact on revenue and reputation, enterprises spend considerable
work-hours diagnosing and restoring services after a disruption [10], up to 45
hours of working-hour deficit per year on a service experiencing disruption
only 2% of the time [11]. Performance problem management has thus become
a major task in cloud management involving two main tasks:

(a) detecting and diagnosing anomalous performance behaviour across multiple
domains and resolutions within cloud datacenters, and

(b) restoring service-levels to minimize impact by implementing appropriate
remediation strategies.

The ever growing scale and dynamism of cloud datacenters, however, poses
a major challenge to e↵ective performance problem management in cloud en-
vironments. A typical cloud datacenter houses hundreds even thousands of
computing servers shared among an equally large set of heterogeneous appli-
cations [12]. Monitoring and analyzing key performance indicators (KPI) or
metrics of individual nodes in such an environment towards anomaly detection
is non-trivial [13]. Each node is potentially associated with hundreds of KPIs
each of which may be temporally dependent on its past observation or with
the past observations of other KPIs. Just as the application workloads varies
over time, the topology and spatial dependencies between nodes may be trans-
formed dynamically due to automatic reconfiguration, replication, migration
or other management tasks performed towards meeting operational objectives.

The implication of these factors is the potential to induce complex behaviour
such as performance variability, contextual anomalies, correlated or cascading
anomalies, and transient abnormal resource consumption. Another side-e↵ect
is that the definition of normality varies from time to time and from one ap-
plication or system to another. While there is a vast number of research con-
tributions towards automated anomaly detection and diagnosis in distributed
and cloud environments [1, 3, 14], most of the proposed approach do not fully
consider these factors. Many of the existing approaches target specific ap-
plications, systems and use-cases thereby enabling code-level instrumentation,
an approach that is not feasible in heterogeneous cloud environments where
applications appear as black-boxes to the cloud provider. In other to cope
with the implication of scale and dynamism, there is need for automated per-
formance anomaly detection and resolution systems with the following desirable
attributes:
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(a) autonomy : capable of accomplishing their tasks without relying on explicit
human supervision while adapting to the changing service workloads and
landscape of the infrastructure

(b) dependency-awareness: capable of exploiting both the temporal nature of
KPIs and spatial dependencies between nodes to enhance their tasks

(c) genericity : fairly generalizable so that they are easily deployed for di↵erent
applications, systems and use-cases.
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1.2 Aims & Objectives

The major aim of the thesis is:

• To investigate how data analytics techniques can be adapted and applied
to enhance automated performance anomaly detection and resolution in
cloud computing datacenters.

The overall objective is to develop and evaluate techniques possessing the three
desirable properties highlighted in Section 1.1, namely autonomy, dependency-
awareness, and genericity. The main research objectives are therefore:

RO1: To assess the state of research, trends and identify open challenges in the
problem area-

RO2: To develop, implement and evaluate anomaly detection/diagnosis tech-
niques exhibiting desirable characteristics of autonomy, dependency-awareness,
and genericity.

RO3: To develop, implement and evaluate a framework for automatically mit-
igating performance anomalies with limited human intervention.

4



1.3 Methodology

To meet the aims and objectives of this thesis, we adopt a mixture of research
and evaluation methodologies. While RO1 is based on a survey methodol-
ogy, both RO2 and RO3 involve the design and prototyping of algorithms for
performance anomaly detection and automated resolution respectively. Also
techniques proposed towards RO2 and RO3 are evaluated either experimen-
tally, by conducting multiple experiments on realistic virtualized testbeds and
analyzing their e�cacy, or in a trace-driven manner by applying the techniques
on real performance traces from real-world datacenters, or both. Anomaly em-
ulation is achieved via active perturbation where we dynamically inject realistic
background load into the testbed while the test application and software im-
plementing the proposed techniques are running. The research studies share a
number of common activities, namely problem formulation, algorithm design
and prototyping, experiment design and testbed setup, result analysis and eval-
uation, and writing of research articles. It also involves collaborating with one
or more researcher(s) on at least one of the activities.
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1.4 Research Contributions

This thesis contributes to knowledge in performance problem management in
cloud computing environments within the context of the research objectives.

To address RO1 we conducted a comprehensive survey of existing contribu-
tions in Paper I. We reviewed over 40 research articles spanning over ten years
(2002–2014) covering research proposals addressing performance anomaly de-
tection and bottleneck identification from a wide range of system domains. The
survey discusses various aspects of the problem, research trends, and catego-
rizes existing contributions according to their goals, domain, and methodology.

We address RO2 on three di↵erent levels. Paper II is an outcome of our
collaboration with the Cloud Services Lab, Intel Ireland where we proposed
a technique for identifying hotspot nodes in datacenter landscape graphs as a
use-case within Apex Lake, a framework for datacenter orchestration. We ex-
tended this use-case in Paper III by proposing an algorithm that employs expert
knowledge to identify hotspots (bottleneck nodes) using real-time performance
measurements, and exploits inter-dependencies to rank anomalies. The tech-
nique was evaluated experimentally on a small real testbed. In Paper IV, we
proposed and compared two unsupervised techniques for adaptively detecting
contextual anomalies in individual performance metrics of nodes in a virtual-
ized testbed. The evaluation is based on a variety of public traces such as the
Yahoo S5 Webscope datasets, a portion of UK and European Internet tra�c
traces, and QoS traces of two SOAP-based web services. Furthermore in Paper
V, we addressed similar problem as in Paper IV but at a coarser resolution
by considering multidimensional resource metrics. We proposed a prediction-
based unsupervised algorithm for identifying nodes with abnormal resource
consumption patterns in a virtualized testbed. To facilitate handling multi-
ple anomaly alerts, a graph-theoretic algorithm is proposed to rank anomalous
nodes according to their potential impact. While the prediction part of the
algorithm was evaluated using resource traces from over 100 Virtual Machines
obtained from the Materna private cloud, the whole technique was evaluated
experimentally on a virtualized testbed with realistic load injections.

Paper VI addresses RO3. First, we consider service-level degradation due
to surging user tra�c and capacity wastage as an anomalous QoS state. Then,
we propose a self-adaptive technique that employs a set of cooperative reinforce-
ment learning agents to drive QoS state towards the desired state, where per-
formance and e�ciency requirements are met. The cooperative agents jointly
optimize capacity allocation for the service via incremental capacity adjust-
ments. Evaluation was carried out on a virtualized testbed with emphasis on
adaptability to workload, validity of the technique, and sensitivity to learning
parameters and interference from co-located services.
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1.5 Thesis Organization

The rest of the thesis is organized as follows. Chapter 2 presents a brief back-
ground of cloud computing covering its attributes and enabling technologies as
well as its autonomic management aspects. Chapter 3 discusses the concept
of performance problem management in cloud datacenters and the various ac-
tivities involved. Chapter 4 introduces and gives relevant background on the
main focus of the thesis, performance anomaly detection, diagnosis and resolu-
tion, in the context of cloud computing. Chapter 5 summarizes research papers
included in the thesis; followed by reformatted versions of the papers.
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Chapter 2

Cloud Computing and
Datacenters

In this chapter, we present a brief primer on cloud computing in general with
a special focus on autonomous cloud management. The chapter starts with
a background on cloud computing, discussing the enabling technologies and
classification of di↵erent clouds and concludes with a section focusing on various
aspect of autonomous cloud management relevant for the main focus of the
thesis.

2.1 The Nature of Cloud Computing

Cloud computing has its roots in the convergence of a variety of technologies
such as distributed and grid computing as well as advancements in software,
hardware and networking technologies [15]. The advent of cloud computing has
transformed the way computing services are managed from the traditional on-
premise model towards a service-oriented model, where services are delivered
and consumed like utilities rather than as products [16]. As a result, the cloud
has become the preferred platform for hosting both legacy services (e.g. e-
commerce, email/messaging, enterprise systems, etc) and new application types
(e.g. secure storage, computer games, cloud robotics, and massive open online
courses (MOOCs)). According to a 2016 survey [17] involving over 900 IT
executives in various industries, 70% of companies reported having at least one
application or portion of infrastructure in the cloud with the fraction of total
IT budget allocated to cloud computing expected to hit 28% in the next 12
months.

A number of fundamental attributes of cloud computing are driving this
growing adoption. Firstly, it eliminates the initial capital expenditure by en-
abling customers to unilaterally provision—acquire and release—IT resources
(e.g. compute, storage, and network) on-demand via a web-based self-service
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interface. Secondly, customers also easily gain flexibility and elasticity, allowing
their application to scale rapidly according to demands. Also, the consumption
of cloud resource provisioned to customers’ applications are metered and billed
on a pay as you go basis. Cloud operators, in turn, are able to leverage eco-
nomics of scale by multiplexing limited computing resources among hundreds
of applications using a multi-tenant model [18].

Despite the success cloud computing is enjoying so far, it still faces a few
obstacles. Performance variability exhibited by cloud services due to resource
contention remains a concern for providers [19] because of its impact on QoS
and the perception of the cloud’s ability to host performance-critical work-
loads. Studies such as [20] have demonstrated through extensive experiments
the discrepancy between performance testing results from cloud and non-cloud
environments. There is also the potential for cloud customers to be unfairly
locked to a cloud vendor while facing unethical price hikes. The cost of data
transfer in and out of the cloud remains a major bottleneck. It is probably
faster and cheaper to ship a 1 TB of data in hard disks overnight than taking
about 10 days to transfer the same data to Amazon on a 1 Mbps network [15]
over the same distance. Other concerns include the confidentiality of data and
the need for more automation in the aspect of resource management and most
especially performance anomaly detection, diagnosis and resolution.

2.1.1 Enablers of Cloud Computing

A number of technologies are responsible for the emergence of cloud computing,
namely:

• Distributed and Utility Computing: Most of what forms the core of
cloud computing today evolved from grid computing while taking a lot
of inspiration from parallel, distributed, and utility computing. Cloud
services typically follows a client-server architecture where the computing
elements (e.g. servers) are typically distributed over a large geographical
network. Redundant instances of these elements may be run in parallel
to achieve scalability and fault-tolerance. Utility computing allows cloud
resources used by these computing elements to be charged like an utility
on a per-use basis rather than fixed rate.

• Web Technologies: Cloud services rely on a variety of technologies such
as Service Oriented Architecture (SOA) and web services. SOA allows the
composition of applications as a set of services communicating through a
protocol over a network typically the Internet. SOA are generally imple-
mented as web services using open standards such as WSDL, SOAP, and
REST. Web services are self-contained, independent, and provide inter-
operability among heterogeneous applications on the World Wide Web
via XML-based messaging. Composable software architectures such as
microservices draw heavily on the concept of SOA and web services.
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• Virtualization: Virtualization technology allows for the abstraction of
a single physical resources (e.g. servers, storage, network) into multiple
virtual instances that can be assigned to di↵erent users each giving the
illusion of full system access. This opens up the capability to consolidate
multiple applications in as small set of servers with a high degree of
isolation to maximize server utilization while minimizing energy cost [21].

The two popular types of virtualization technologies today are hypervisor-
based and container-based virtualization [22]. Hypervisor-based virtual-
ization emulates a server hardware and allows instances of the emulation
(i.e., virtual machines (VMs)) to run as guests on the same physical host
managed by a specialized OS called the hypervisor. The guest OS may
di↵er from the host OS. Full virtualization occur when the guest OSes
are not aware that they are running on a virtualized hardware, while
the scenario where the guest OSes are aware of the virtualization and
other VMs is referred to a para virtualization. Xen [23], KVM [24], and
Hyper-V [25] are examples of popular hypervisors [15, 26].

Conversely, container-based virtualization emulates the OS rather than
the hardware. Container platforms such Docker [27] rely on the LXC [28]
to enable multiple isolated Linux runtimes (i.e., containers) to share the
base kernel of the host OS [29] via kernel mechanisms such as namespaces
and cgroups. In addition to being lightweight, containers also do not su↵er
from performance and speed overhead compared to VMs [22,30,31].

• Server Aggregation: Advances in hardware technologies allow the ag-
gregation of inexpensive yet powerful server in centralized facilities, called
datacenters, to meet common environmental, physical security, and main-
tenance requirements [12]. In addition to housing servers, cloud datacen-
ters also house redundant communications, storage, cooling and power
supply systems. The number of servers in a datacenter can be very large,
numbering up to tens of thousands [3]. By sharing server resources among
multiple applications cloud providers prevent under-utilization and server
sprawl in the datacenter by consolidating services in as few servers as
possible. The management of applications and servers in a modern dat-
acenter and workload orchestration is facilitated by open-source software
systems such as OpenStack1, OpenNebula2, Eucalyptus3, and Kuber-
netes4 etc.

• Autonomic Computing: This is a computing model that allows sys-
tems to be able to manage themselves, adapt to unpredictable changes
(both internally and externally) and handle both software and hardware

1
https://www.openstack.org/

2
https://opennebula.org/

3
https://github.com/eucalyptus/eucalyptus/wiki

4
https://kubernetes.io/
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failures gracefully [32]. Resource allocation is one aspect of cloud man-
agement that experiencing increasing automation to optimally share al-
located resources, automatically reconfigure, orchestrate and consolidate
services. Autonomic computing is also used to minimize human inter-
vention in the other key operational activities such as fault management,
facility management, and systems maintenance (e.g. software updates).

2.1.2 Classification of Cloud Computing
and Stakeholders

Cloud computing platforms are typically classified according to (a) ownership
and how they are managed, and (b) the service delivery model.

Clouds can be owned and operated in di↵erent ways [18]. Private clouds
are owned and operated by individual organizations to gain the benefits of
cloud computing while having full control of the infrastructure, data privacy
and security. Public clouds are managed by an organization where services
and infrastructure are leased to the public on a pay per use basis. Examples
include Google Cloud Platform, Amazon Web Services, Microsoft Azure, and
RackSpace. In a community clouds, a group of institutions (e.g. governmental)
with a common interest (e.g. security, regulatory) share their infrastructure
based on agreed term of service and access policies. Sometimes, enterprises
combine two or more clouds to form hybrid clouds. A typical use-case may
augment a private cloud with resource capacity from public clouds to gain
more scalability and fault tolerance. Hybrid clouds enable capabilities such as
cloud bursting to support peak demands and cloud federation to aggregate and
share infrastructure among partners [15, 33].

Di↵erent cloud platforms o↵er di↵erent types of services. Software as a
Service (SaaS) clouds deliver a full IT stack including finished applications
(e.g. enterprise applications such as Salesforce.com, and Microsoft O�ce 365),
along with required software libraries, operating system, network and hard-
ware, to end-users over the Internet. Apart from user-specific customizations,
the SaaS operator controls both application capabilities and underlying in-
frastructure. A Platform as a Service (PaaS) cloud allows customers to build,
deploy and manage applications using application development tools, operating
systems (OS), and hardware supported by the provider. Examples of popular
PaaS o↵erings are Google App Engine, Windows Azure, and Amazon’s Elas-
tic Beanstalk. Infrastructure as a Service (IaaS) clouds o↵er customers the
capability to provision computing resources such as virtual servers, network,
and storage on which they can deploy and run arbitrary OSes and applica-
tions. Popular IaaS providers include Amazon EC2, Google Compute Engine,
Microsoft Azure Infrastructure Services, and Rackspace [18].

Stakeholders in a cloud computing environment are generally categorized
into one of three roles, namely Cloud Provider, a Cloud User, or End User,
depending on the service delivery models [34]. The responsibility of the Cloud
Provider or Infrastructure Provider (IP) range from provisioning only the in-
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frastructure in IaaS clouds, provisioning the software platform and underlying
infrastructure in PaaS clouds, to provisioning entire cloud stack (i.e. infrastruc-
ture, platforms, and applications) in a SaaS cloud. The Cloud User or Ser-
vice Provider (SP) uses infrastructure and/or platform provided by the cloud
provider to host application services consumed by its End Users under both
IaaS and PaaS clouds. In SaaS clouds, the cloud user is technically the end
users generating workloads to application services hosted by a cloud provider.

Though cloud users typically access and provision cloud resources via a self-
service interface, the interaction between them and the cloud providers may be
formalized via a contract, a Service Level Agreement (SLA), documenting the
expected QoS and legal guarantees [35]. The main elements of a typical SLA
include (a) service guarantees— service-level objectives (SLO) which a cloud
provider strives to meet over a given period. In an IaaS cloud, the SLO for
the SP could be to maximize performance and minimize resource consumption
cost while for the IP, the objective is typically to maximize server utilization
and minimize energy cost, and (b) service credits—an amount credited to the
customer or applied towards a future payment when a cloud provider could not
meet service guarantees [36]. Amazon EC2, for instance, currently o↵er be-
tween 99% to 99.95% service availability guarantees with up to 10% of original
service rate as service credits [37].

2.2 Autonomous Cloud Computing

Managing cloud infrastructure has become substantially more complex than
ever before due to many factors. Most of this complexity can be directly at-
tributed to the scale of cloud datacenters, and the unintended side-e↵ect of the
volatile shared execution environment. A medium scale datacenter is composed
of hundreds of servers shared among potentially large number of heterogeneous
applications (long running batch services, interactive services, microservices,
scientific workflows, etc.) with equally complex architecture. It is daunting
tracking the performance and execution status of each applications, optimally
sharing resource, while meeting SLOs of individual applications and that of the
infrastructure. It is also becoming significantly costly and cumbersome to dis-
cover, troubleshoot, and resolve operational problems in cloud datacenters. For
example, the intricate inter- and intra-dependency among components of the
datacenter can make faults and anomalies propagate in unpredictable and cas-
cading manner. These factors serve as motivation for increase use of autonomic
computing [38] in the management of cloud datacenters.

2.2.1 Attributes of Autonomous Clouds

A variety of concepts from autonomic computing [38] are being applied in di↵er-
ent management aspects of cloud datacenters to deliver fundamental function-
alities such as on-demand self-servicing and billing, adaptive resource provision-

13



ing, and proactive consolidation [39]. The goal of using autonomic computing
ideas in cloud management is to evolve management functionalities exhibiting
major (self-CHOP) properties of self-management [40]:

• Self-configuring : capable of adapting automatically to internal and ex-
ternal changes within each application, cluster or the datacenter as a
whole. A self-configuring datacenter needs to be conscious of addition
and removal of server resources and reconfiguring itself to reflect chang-
ing resource landscapes. It should also maintain interoperability among
application components in one or more cloud infrastructures in a seam-
less manner abstracting away the dynamic changes in architecture or
topology. In order to meet desired SLOs, it should be able to adapt its
composition dynamically, such as de-configuring virtual networks if they
are no longer required, shutting down VMs and servers, or migrating load
to fewer servers to save energy.

• Self-healing : capable of maximizing availability, performance, and reli-
ability of services and infrastructure by automatically handling disrup-
tions. Self-healing involves continuous prevention of performance degra-
dation, faults, and outages, and automatic discovery, diagnosis and re-
mediation when they occur. Software faults and errors should be auto-
matically corrected via auto-update and patching while failed hardware
components should be identified and replace without any apparent dis-
ruption. Fail-safe operation needs to be supported by automatically mi-
grating running applications to functioning nodes to continue execution
if a node fails or crashes. The datacenter is also expected to remain op-
erational in case several nodes fail simultaneously. Achieving this require
continuous analysis of multi-resolution operational data from multiple
sources such application and infrastructure sensors, access and error logs.

• Self-optimizing : capable of continually seeking ways to improve or tune
their operation in order to meet service and infrastructure objectives.
For instance, self-optimization aims at e�cient resource allocation and
utilization to meet performance and resource e�ciency requirements. To
avoid SLA violation due to capacity shortage, the datacenter should be
able to o✏oad applications from an overloaded node to another or redirect
tra�c from an overloaded link to another. Self-optimization can be used
to drive the datacenter from undesirable states to a target state such
as automatic replicating and load-balancing when user tra�c exceeds a
specified threshold.

• Self-protecting : capable of reacting robustly to issues that threatens the
security and trust of the datacenter on three fronts i) defending against
malicious attacks, cascading failures, and problems arising from human-
error, ii) ensuring the security of stored and shared data as well as all
applications, iii) anticipating problems and taking appropriate strategies
to avoid them.

14



2.2.2 Architecture of Autonomic Elements

An autonomous cloud is envisioned to be realized by the interaction between a
collection of autonomic elements or subsystems [38]. The aim of an autonomic
element is to automatically manage their internal state, behaviour, and inter-
action with other autonomic elements, and the external environment according
to policies established by human operators or by other higher level autonomic
elements. The architecture of a self-managed cloud contains one or more man-
aged elements coupled with a controller, the autonomic manager, as shown in
Fig. 1:

Figure 1: The autonomic management loop in a cloud environment

(a) Managed Element : any system component (e.g. disk drives), resource
(e.g. CPU), a computing server, or application service, for which self-
manageability is desired. A managed element may be adapted to enable
the autonomic manager control it such as providing interfaces for monitor-
ing and changing its behaviour.

(b) Autonomic Manager : continuously adapt the behaviour of the managed
elements towards a desired state or towards achieving certain goals and
objectives. It accomplishes its task using an intelligent monitor-analyze-
plan-execute cycle with a knowledge component. The autonomic manager
uses automated methods in each step of the loop. It uses one or more sen-
sors to collect operational data about the managed element. It applies a
variety of analytics techniques on the collected data to understand prevail-
ing behaviour and determine if changes are needed. If they are, it creates
a plan, a sequence of actions or reconfigurations for example, that imple-
ments the desired changes. It executes the plan via one or more e↵ectors
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to actuate the desired changes which in turn alters the behaviour of man-
aged element. These functions are accomplished based on shared data and
knowledge (e.g. topology, models, policies, or expert knowledge in form of
rules, etc) maintained in an accessible knowledge base.

2.2.3 Autonomic Cloud Resource Management

Resource management is a major task in the management of cloud computing
datacenters. Cloud resource management is primarily concerned with how to
optimally share or allocate computing, storage, network and power resources
among a set of application services (running in VMs or containers) in a manner
that attempts to jointly meet the SLOs specified by both the service providers
and the cloud provider [34, 41]. On the one hand, the cloud provider strives
for e�cient and e↵ective resource and energy utilization while satisfying SLA
requirements of service providers or end-users. On the other hand, the objec-
tive of the service provider or end-user is to maximize application performance,
ensure continuous availability and cost-e↵ective resource consumption with re-
spect to workload demands.

E↵ective management of cloud resources involves primary functions [34,39]
such as i) admission control—deciding whether to accept a new service request
or not in order to determine overbooking, ii) placement/scheduling–determining
how to map service workloads to the infrastructure and how to optimally share
limited resources among hosted applications, and iii) elasticity–determining
how to rapidly adapt resource capacity of a cloud service according to workload
demands; should we change number of service instances (VMs) or change the
size of one of the instances?

Cloud resource management has been identified as an increasingly challeng-
ing task [42,43] due to many factors. Cloud datacenters are rapidly increasing
in size to cope with demands. System resources are heterogeneous in nature and
exhibit non-trivial dependencies. Due to rapid scalability, cloud hosted services
drive variable and unpredictable user tra�cs in out of the cloud. There is also a
wide range of, often conflicting, objectives from di↵erent actors in the cloud en-
vironment [34]. These challenges are commonly cited as major motivations for
the need for the use of autonomic computing concepts to reduce management
complexity in the cloud ecosystem [44,45]. Hence, many research surveys have
focused on reviewing, mapping, and classifying the large body of research work
proposing systems and frameworks implementing the autonomic loop shown in
Fig. 1 for dynamic resource management in cloud environments [44–47].

Techniques employed by proposed solutions are based on a variety of do-
mains ranging from rule-based techniques [48,49], queuing theory [50], to con-
trol theory [51, 52] and machine learning [53, 54]. These systems harness a
number of enabling technologies to realize autonomous cloud resource manage-
ment.

• Virtualization provide emulations of complete hardware or software en-
vironments as VMs with properties that can be exploited for dynamic
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resource provisioning. For instance, the size of VM in terms of resource
capacity (e.g. CPU core, RAM size) can be increased or decreased dy-
namically with little or no overhead (vertical scaling). Multiple instances
of VMs can also execute in parallel on the same host or across servers for
scalability and robustness (horizontal scaling). They can be easily moved
(migration) from one server to another in order to balance the load across
the datacenter or to consolidate workloads on fewer servers [34].

• Configurable power management technologies such as Dynamic Voltage
Scaling (DVS), Dynamic Voltage Frequency Scaling (DVFS), and Ad-
vanced Configuration and Power Interface (ACPI) enable configurable
energy consumption via power state adjustments [34,55]. Also, the Run-
ning Average Power Limit (RAPL) [56] provides interfaces to monitor and
control power consumption of CPU sockets and main memory. These ap-
proaches are applied to meet energy requirements (e.g. minimizing power
consumption) in addition to meeting performance requirements.

Dynamic resource provisioning aims at e�cient resource allocation sub-
ject to cost and performance constraints. It involves online resource reconfigu-
ration such as adapting resource capacity to workload changes while complying
to SLA. Sophisticated threshold strategies based on correlation between re-
sources are proposed in [48] to achieve automated scaling. [57] propose how to
meeting performance requirements of a cloud application via fine-grained verti-
cal scaling. A hierarchical feedback control mechanism is introduced in [52] to
jointly meet per-service and cluster-wide SLOs. Wahajat et al [54] prevent SLA
violations via blackbox horizontal scaling enabled by machine-learning based
modelling and low-level monitoring. Dutreilh et al [53] employ reinforcement
learning (RL) algorithms to autonomously learning optimal autoscaling pol-
icy the number of VMs to be allocated via Q-learning. [58] focus on meeting
meeting performance targets via load-driven vertical scaling using Neuro-Fuzzy
function approximations.

Energy-aware dynamic resource allocation aims at green cloud comput-
ing via sustainable power consumption in datacenters. The large body of work
employ one or more power management mechanism, such as DVFS, to meet
energy constraints in addition to meeting performance requirements. Common
strategies include adapting a node’s power consumption to workload by adjust-
ing CPU frequency or operating voltage in order to reduce power consumption
or consolidating workloads into the most energy-e�cient nodes and switching
o↵ or putting idle nodes [44, 55]. Beloglazov et al. [59] present energy-aware
provisioning technique in a manner that improves energy e�ciency of the data
center while satisfying agreed QoS constraints. An autonomic technique using
reinforcement learning is proposed in [60] to achieve optimal power e�ciency
and SLA compliance. Tesfatsion et al [61] propose an analytic model that com-
bines fine-grained capacity scaling and DVFS to minimize energy consumption
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while fulfilling performance objectives. Autonomic management have also been
applied at varying degree in other aspects of datacenter power management
such as datacenter cooling [62,63], thermal management [44,64], Power Usage
E↵ectiveness prediction [65].
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Chapter 3

Cloud Performance
Problem Management

This chapter provide a context for the main topic of the thesis. In particular, we
start by discussing di↵erent issues relating to performance management in cloud
computing and go further by introducing performance problem management
as a cloud management task, presenting di↵erent taxonomies of performance
problems and discussing main phases of the problem management process.

3.1 Cloud Performance Management

Performance management in cloud computing covers a wide range of tasks
geared towards assessing how the entire cloud stack (i.e. services and infras-
tructure) is functioning and what improvement is required to satisfy business
objectives. It involves continuous monitoring and measurements of a variety
of operational indicators from multiple layers of the cloud stack to gain visi-
bility of operational status. It also encompasses the analysis and visualization
of monitoring data to understand application behaviour, discover or predict
incidents (e.g. degradation or downtimes) that may threaten operational ob-
jectives, gain insights on how to mitigate problems, or scale services according
to demands.

The performance of a system can be described in terms of the system’s
ability to perform a given task correctly. If it does, then its performance may
be measured by three elements; the time taken to perform the task, the rate
at which the task is performed, and the resources consumed while performing
the task [66]. Hence, we define performance as an indication of the capability
of a system in terms of how fast it responds to interactions and/or how many
tasks it can process over a given interval with respect to a certain load level
and the amount of resources used to accomplish the task. For example, the
performance of a CPU intensive service may be reported as: latency is 500ms
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at 100 concurrent transactions and 60% CPU utilization.
Performance, in addition to other non-functional attributes such as avail-

ability, reliability and security, is generally used to express the quality of service
expected of a system. Performance metrics are therefore a set of quantifiable
measures or variables that express the QoS of a system or component over a
certain duration. While there are potentially thousands of performance metrics
from a typical datacenter, there are, often, a small subset, called the key per-
formance indicators (KPI), that are of importance to a given goal or objective.
Examples of commonly used performance metrics are:

• Response time: the time interval between the end of a request submission
and the end of the corresponding response from the system for interactive
applications, also known as latency. For batch jobs, it is the time between
the submission of a batch job and the completion of its output (also called
turnaround time).

• Throughput : the rate at which application requests or transactions can
be serviced by a system per unit time. For a batch job, throughput
may be expressed the number of jobs/tasks completed over an interval.
For interactive applications, throughput can be described in terms of the
number of requests or transactions completed over a given period of time,
number of page impressions per second, or frame rate.

• Resource utilization: is the fraction of time a resource is busy servicing re-
quests. A simple model of CPU utilization is to compute the ratio of busy
time to total elapsed time over a given period (expressed in percentage).

• Availability : the application uptime derived as the percentage of execu-
tion time minus the time the application is unreachable by users.

• Workload : describes the amount of user tra�c received by an application
such as the request rate, and the number of application concurrent users.

• Error rate: the number of errors or exception alerts generated over a set
duration.

• Saturation: the degree of overload or overbooking of a resource (e.g CPU),
a server, or the enter datacenter.

Performance abstractions and viewpoints. Depending on management
performance can be defined at various levels of abstractions and viewpoints as
shown in Figure 2. Performance metrics such the response time, throughput,
workload, availability, and error rates relates to application performance while
the performance of VMs, OS, and hardware resources are mostly described in
terms of resource utilization and saturation rates. Figure 2 presents the two
prominent performance perspectives in the context of an IaaS cloud.

The service perspective is a top-down view of performance and is in the
purview of the Cloud User. It is concerned with performance and workload
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Figure 2: Performance perspectives in IaaS clouds [67].

analysis, capacity planning, scalability monitoring, application-level anomaly
detection, SLA monitoring, as well as end-user experience and behaviour learn-
ing. The target metrics include requests rates, latency, throughput, and avail-
ability [68]. Though this viewpoint has full visibility into the service archi-
tecture, guest operating systems, application source codes, visibility into the
underlying infrastructure is limited. The full application visibility facilitates
activities such as request/transaction tracing or tagging for tracking how load
propagates the service stack; instrumentation of application codes and VMs
allows for richer data collection.

The infrastructure perspective is a bottom-up view of performance and is
in the purview of the Cloud Provider. It involves monitoring and analysis
of performance metrics of the physical infrastructure, primarily utilization and
saturation of resources such as CPUs, memory, disks, network interfaces, cache,
buses and interconnects [68]. Results of the analysis are applicable in two
associated activities a) performance diagnosis–identifying resource bottlenecks,
faults or other root-causes to explain reported service-level anomalies or SLA
violations, and b) capacity planning–this includes resource demand profiling,
resource estimation, and resource scaling.

The di↵erent perspectives limit end-to-end visibility in the datacenter. The
lack of visibility to the infrastructure e↵ectively limits root cause analysis of
problems due to external sources. Likewise, the lack of application visibil-
ity hampers meaning correlation of how changes in the infrastructure impact
application performance.

3.2 Performance Problem Management

The occurrence of performance issues has become a norm, rather an exception
in large scale systems [1, 69, 70] and the impact on QoS has made managing
them e↵ectively a necessity [70,71]. A performance problem, incident, or issue is
any potentially disruptive abnormality or event that threatens operational ob-
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jectives such as performance, availability, or reliability. Examples of incidents
include temporary or prolonged service degradation and/or outages which can
often be traced to one or more underlying issues such as hardware faults, soft-
ware errors (e.g. bugs), human-errors (e.g. misconfiguration), or unforeseen
interactions such as resource contention in virtualized environments.

Performance problem or incident management [71] is an automated process
composed of a number of management functions such as discovering problems,
performance diagnosis to localize potential root-causes, as well as taking or rec-
ommending actions to mitigate problems. In practice, the process relies on the
analysis of huge amount of runtime monitoring data (telemetry), e.g., service
logs, performance counters, and events logs of cloud services and infrastruc-
ture to accomplish its tasks. The process o↵er a number of additional benefits
besides ensuring that QoS and reliability requirements are met. It can help
minimize impact on QoS by quickly identifying the onset of issues and elimi-
nating underlying root-causes. It can prevent re-occurrence by learning from
signatures of known issues and expert knowledge. The time between detection
and resolution can be greatly minimized by ranking or prioritizing of potential
root causes thereby preventing escalation.

3.2.1 Taxonomy of Performance Problems

Performance problems are very diverse and di↵er in the way they manifest
themselves, symptoms that they show, and their underlying root-causes. Hence,
a number of research work have recently attempted to provide a classification
of performance problems in distributed and cloud environments [14, 72–74].

While none of the taxonomies lay claim to completeness, the taxonomies
can be beneficial in various ways. For example, a taxonomy could help devel-
opers and operators define problems, identify attributes of existing problems,
recognize novel ones, and verify which are already covered by detection or mit-
igation policies. It could also help in mapping problem detection or diagnosis
or analytics techniques to di↵erent classes based on the types of anomalies and
root-causes involved. Various management goals could also be easily mapped to
the taxonomy. It could also help in addressing the dichotomy between di↵erent
actors involved in performance problem management. A taxonomy can facil-
itate communication between teams, integration of tools and evolving unified
knowledge bases that are continuously populated from various sources. Such
knowledge bases could in turn be used by developers to build domain-specific
reasoning systems or spur more research interests which may lead to advances
in problem management.

• Symptom-Manifestation-Cause model: Wert et al [72] observed the
need of a taxonomy of performance problems and propose a hierarchical
structure shown in Fig. 3. The authors categorized into three layers,
namely symptoms, manifestations, and root-causes. Symptoms are the
externally visible indicators of a performance problem. Manifestation are
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internal indicators or evidences. Root-causes are concrete factors whose
removal thereof eliminates manifestations and symptoms. The edges in
Fig. 3 indicates that a child node is a possible cause for the parent node.

Figure 3: Problem taxonomy: Symptom-Manifestation-Cause model [72].

• Change-Rupture-Impact model: Reichert et al [74] propose the Change,
Rupture, and Impact (CRI) model for classifying anomalies to support
performance analytics as shown in Fig. 4. The classification is based
on data obtained from over 20 research papers and 16 reports of per-
formance problems in major online services, such as Microsoft, Amazon
AWS, Google, Nasdaq, Salesforce, etc. The taxonomy aims to serve as an
analysis tool to discover gaps in anomaly detection state of a system or to
determine components most often a↵ected by a particular anomaly type.
The taxonomy captures the what and where aspects of problem manage-
ment. The CHANGE phase covers what type of triggers are observed when
a problem occur and the components or layer at which they are observed
(FROM). The RUPTURE phase covers observable ruptures induced by the
problem and the location (ON) of those ruptures. The IMPACT phase de-
scribes the side-e↵ects of the problem and at which layer are they felt
(AT).

• Impact-based model: Cito et al [73] propose an impact-based tax-
onomy of root-causes of server performance degradations based on do-
main expert knowledge. As shown in Fig. 5, the approach classify the
main categories of root-causes according to three externally-visible and
distinguishable e↵ects, namely a) global delays—a significant di↵erence
in response time across all components or requests caused by resource

23



Figure 4: Problem taxonomy: Change-Rupture-Impact model [74].

contention or problems in the application code; b) partial delays—global
delays occuring only a subset of requests or components caused by redun-
dancy mechanism, e.g., load balancing or content distribution networks;
and c) periodic delays—discontinuous global delays that happen a few
times over a certain period usually caused by sporadic operations such
background operations e.g. backups, log rotation, or garbage collection.

Figure 5: Problem taxonomy: Impact-based model [73].

• Cause-E↵ect model: In a previous work [14], we propose a taxonomy
based on an extended fish-bone diagram as shown in Fig. 4 to capture the
inter-dependency between performance anomalies, bottlenecks and their
root causes with emphasis on the cause-e↵ect relationship. The classi-
fications links main categories of root-causes (primary causes), namely
Systems, Architecture/Platforms, Workloads, and Applications, to main
e↵ects, namely bottlenecks and anomalies. The red arrows indicate spe-
cific instances of causes (secondary causes) and e↵ects while the spline
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depicts how e↵ects can be explained by primary and secondary causes
from left to right.

Figure 6: Problem taxonomy: Cause-E↵ect model [14].

In [67] we adapted the symptom-manifestation-cause model to further classify
common performance problems in IaaS clouds by incorporating more types
and instances of problems as well as distinguishing which layer of the IaaS each
belong. A revised version of the classification is shown in Table 3.1.

3.3 The Problem Management Process

Figure 7: Automated performance problem management process in an IaaS cloud.
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Table 3.1: Classification of common performance problems.

Problem Category Perspective Instances

Performance degradation Symptoms Service

Non-responsive service,
Slow file transfer,
Choppy video quality,
Latency spike,
Dropped requests or packets,
Incomplete search results.

Service unavailability Symptoms Service
Service hangs or crashes under heavy load,
Unreachable endpoints.

SLA violation Symptoms Service
Availability < 99%,
Latency > target.

Abnormal resource
consumption

Manifestation Virtualization/Infrastructure

Low IO utilization
under heavy IO workload,
Constantly high
CPU utilization (near 100%).

Resource saturation Manifestation Virtualization/Infrastructure
100% RAM utilization,
High average resource queue length,
Excessive dropping of network packets.

Resource contention or
dependency

Manifestation Virtualization/Infrastructure
High CPU steal time,
High cycle-per-instruction (CPI),
High CPU waiting time due to IO.

Network congestion Root-cause Virtualization/Infrastructure
Packet loss,
Queueing delays,
Blocking connections.

Workload issues Root-cause Virtualization/Infrastructure
Sudden spike in requests,
Flash-crowd behaviour.

Software issues Root-cause Virtualization/Infrastructure

Component or dependency failure,
Bugs in application codes,
Exhausted thread pools,
Failed application upgrade,
Corrupted data error.

Capacity bottlenecks Root-cause Virtualization/Infrastructure
Resource hogging and contention,
Memory leaks,
Unanticipated interference.

Platform & OS issues Root-cause Virtualization/Infrastructure
Transient events e.g.
Memory hardware errors,
JVM garbage collector issues.

Machine-level faults Root-cause Infrastructure

Faulty server components,
DRAM soft-errors or disk errors,
OS kernels bugs, abnormal reboots,
Unplanned power outage or overheating.

Routine system
maintenance

Root-cause Virtualization/Infrastructure
Routine backups,
Forklift replacement,
OS upgrade.

Human errors Root-cause Virtualization/Infrastructure
Mis-configurations,
Inadvertent database locks,
Erroneous overwrite or data deletion.

Security violations Root-cause Virtualization/Infrastructure
Denial of service attacks,
Worms and virus infection.

Fig. 7 presents an overview of the performance problem management process
in an autonomous cloud environment showing the three core functions, namely
Discovery, Diagnosis, and Resolution. In addition, the process rely heavily
on a Monitoring module and an Analytics module, both serving as enablers
of the core functions rather than being distinct phases. The discovery phase
aims at detecting symptoms of problems (e.g. performance degradation) or
predicting to forestall impending issues. The diagnosis phase determines or
isolate the root-cause (e.g. identifying abnormal resource consumption in a
physical server, or finding a bug in application codes). The aim of the resolution
phase is to automatically remediate the problem (e.g. rollback a faulting patch,
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or throttling an o↵ending VM) or recommend strategies for a human operator
or a higher level control system. All the three phases rely heavily on both
the monitoring and analytics modules. Monitoring data from di↵erent layers
of the datacenter serve as input to each of the core functions. Each function
applies one or more analytics techniques, e.g. statistical analysis, machine
learning, evolutionary algorithms, etc., to extract insights that can be used to
accomplish its task or improve it.

Barriers of the process. Though the process is, at a conceptual level, en-
visioned to be completely closed loop similar to the autonomic loop of Fig. 1,
state-of-the-art solutions both in industry and academia are still not fully
closed [1,3]. While there exist a large body of work addressing and integrating
one or more functions together, there are some bottleneck points within the
process.

Chen et a [75] discusses a number of these bottleneck points. Actors in-
volved in the process may reside in di↵erent organizations, since the service
provider may not necessarily be the same as the infrastructure provider. They
end up following di↵erent procedures and using non-integrated tools thereby
limiting end-to-end visibility. There is a plethora of tools for monitoring di↵er-
ent subsystems, platforms, OSes, and hardware, that there exists no single tool
to measure everything. The challenge here is the non-uniformity in the way dif-
ferent monitoring tools collect, derive, aggregate and store performance data.
The resulting data come in di↵erent, often untidy, formats that need to be
merged, munged, and parsed into a common format, which hinders immediate
use in real-time scenarios.

In addition, the transient nature of the cloud environments due to resource
sharing, workload migration, and rapid reconfiguration makes synchronous data
collection di�cult. This may introduce lot of missing values that must be fixed
before any meaningful analytics can be performed. Performance data also come
at di↵erent scales and resolutions e.g. data from event-based logs may di↵er in
time-scale from those from sample-based monitoring tools (measuring at cer-
tain interval). Simple correlation analysis between low-level metrics and event
logs is therefore not so straightforward without some proper re-sampling and
encoding. Also most popular analytics techniques require making assumptions
about their input data, expect that data have been adequately normalized,
and that missing values have been properly resolved. Under dynamic load,
it is hard to determine statistical distributions of countless metrics as well as
deciding what statistical techniques to use for normalization and filling missing
values. Hence, a large portion of the analytics e↵ort is spent on data cleaning
and preprocessing to make analytics results more reliable.

In addition, contemporary machine learning techniques has limitation for
handling temporal dependency, causality and correlation in real-time. While
human expertise can help in this area, the main challenge is how to encode,
integrate and benchmark domain knowledge into the analytics pipeline.
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3.3.1 Enabling Systems

E↵ective performance problem rely on two main enablers:

Monitoring. Continuous monitoring of the cloud is essential for e↵ective
performance management. The goal is to collect, aggregate, and transmit real-
time monitoring data from services and infrastructure at runtime. This process
is also referred to as telemetry [71,76]. For this purpose, monitors are placed at
di↵erent layers of the cloud stack to collect and aggregate countless performance
metrics. They compile summary statistics from mostly hardware and counters,
or counters obtained from code-level instrumentation counters. Myriads of
tools are in use today for monitoring di↵erent aspects of systems [77]. On
the one hand there are various open source tools such as SAR, perf, dstat,
collectd, collectl, nagios, prometheus, graphite, etc., and on the other hand,
there are popular commercial products such as CloudWatch, NewRelic, PRTG,
Dynatrace, etc.

The level of monitoring is largely a function of the management perspective
and objectives. Application performance monitoring enable service providers to
get detailed information about the performance and availability of services. Ap-
plication tracing, code-level instrumentation and event logging are techniques
can collect service-level data such as propagation of messages, system calls, and
service call paths in distributed services [3] in addition to QoS data. Such deep
monitoring can aid in diagnosis of a variety of service-level problems such as
locating slow SQL queries, long running web service calls, orphaned threads,
deadlocks and race conditions, etc. Infrastructure monitoring is critical to ob-
serving the underlying virtual (VMs, network functions, and containers) and
physical (e.g. computing servers, network and storage devices) infrastructure.
This is enables visibility into the availability, performance and resource us-
age across nodes. Collected metric data can be used to identify hotspots in
the datacenter, or correlate data from di↵erent layers for root-cause analysis.
Monitoring

Large-scale monitoring in cloud computing rely heavily on systems such as
distributed storage systems (e.g. HBase, Cassandra, OpenTSDB, etc.), dis-
tributed file systems (e.g. HDFS, Amazon S3, etc.) and distributed configura-
tion services (e.g. Zookeeper, etcd, etc.). The monitoring aspect of performance
management in cloud computing is treated extensively in [77–79].

Analytics. Data analytics involves examining large telemetry data, often of
varied data types and time-scales, in order to uncover non-obvious patterns,
hidden correlations, and trends for supporting a variety of cloud management
functionalities and use-cases. This is driven by the advent of powerful multi-
core processors and advancements in learning algorithms, as well as powerful
BigData analytics tools and platforms [76].

The problem management process depends on intelligent analytics to dis-
cover problems, isolate sources and recommend mitigation strategies. Analyt-
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ics apply a variety of techniques, notably statistical analysis, machine learning
and AI, on large telemetry data to evolve models, actionable insights, patterns,
signatures, to reason on domain knowledge. Analytics systems such as Elas-
ticsearch and Grafana, enable users to query and visualize via a dashboard.
Large-scale analytics is powered by BigData platforms such as Apache Spark,
Hadoop, Spunk, and many research works have demonstrated innovative de-
ployments for real-time anomaly detection [80–82].

Depending on requirements, analytics pipelines may operate in di↵erent
manners (a) online analytics—operates on real-time data from running ap-
plications and systems, (b) o✏ine analytics—operates on previously collected
data. Other types such as memory-level and massive-level analytics are dis-
cussed in [76].
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Chapter 4

Performance Anomaly
Detection, Diagnosis, and
Resolution

In this chapter, the research domain of this work is briefly introduced. We
discuss cloud-specific challenges involved in automated performance anomaly
detection, diagnosis, and resolution. A general overview of di↵erent aspects of
the problem is presented while highlighting specific contributions where appro-
priate.

4.1 Problem Challenges

The case for automated performance anomaly detection and diagnosis in cloud
environments is motivated by a number of cloud-specific factors. To put these
factors in perspective, we will describe them using a cross-section of a hypo-
thetical virtualized cloud testbed shown in Fig 8. The testbed follows a layered
structure depicting the main abstraction layers in a datacenter, namely the
service—contains endpoints for each service stack, virtual—contains VMs or
containers making up the service stacks, and physical–contains physical servers,
network, and storage devices. The testbed is shared by three basic service
stacks, potentially owned by di↵erent providers, namely a video service, an
e-commerce, and a betting service.

Though the number of nodes in Fig 8 is only a handful, this topology can
easily become unwieldy as more applications are admitted and more resources
are added in the physical layer. A single datacenter may host up to tens of
thousands servers [83] shared among a heterogeneous mix of applications rang-
ing from latency-sensitive services (e.g. e-commerce servive) to batch-oriented
services (e.g. analytics backend). As depicted, cloud applications usually
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contain inter-dependent components sharing equally inter-dependent servers.
Consequences of this structure include unforeseen behaviours such as cascad-
ing anomalies and severe performance variability [69]. For example, should
physical server 3 fail, the three services are at risk of a major performance
crisis. Automated anomaly detection and diagnosis are desired to also, beside
telemetry data, take into consideration the long-range dependency within the
datacenter.

Figure 8: Cross-section of hypothetical IaaS cloud testbed.

Also, note that Fig 8 is a rather temporal snapshot, the topology and com-
position of the testbed could change in any time due to dynamic load and
resource reconfiguration. The topology of a typical cloud datacenter is usually
complex and may span one or more geographical locations. For example, the
placement controller may migrate one of the streaming servers of the video
service to another server to meet performance constraints. This task, while
satisfying SLA of the video service, may inadvertently induce anomalous be-
haviour in services running in the destination server. In addition, performance
of nodes in the testbed may exhibit both spatial and temporal dependencies
that complicates anomaly diagnosis. For instance, the network tra�c in the
database server of the e-commerce service may likely correlate with that of
the web server just as its CPU load may correlate with that of server 2. Per-
formance diagnosis systems in such environment need to adapt to changing
execution contexts and dependencies.

Considering that the applications in Fig 8 are managed my di↵erent providers
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that are distinct from the cloud operator, their visibility of the execution envi-
ronment is greatly limited. For example, the provider of the e-commerce service
may be oblivious of a potential contender, the compute-intensive VM, sharing
the same server with his web server runs. Suppose the testbed is re-imagined
as a small private cloud, the services may be owned by di↵erent units, each
using di↵erent monitoring tools. The resulting data may end up in varying
format and semantics (such as how metrics are aggregated) making anomaly
detection tricky with potentially large false alarms. The amount of monitored
metrics can be staggering; this increases the complexity of the problem space.
The number of potential alarms can easily overwhelm operators. Hence, it is
desired for diagnosis systems to be able to sort or coalesce alarms intelligibly.

Finally, the notion of performance is generally subjective [68] just as what
constitute normal or anomalous behaviour varies spatially (from one node to
another, e.g., service to service) and temporally (over time). Also, the occur-
rence of anomalies is dynamic. Some anomalies are highly contextual because
they occur under specific workload and usage situations. There is usually a
large pool of potential root-causes, while each problem has characteristics that
di↵er from node to node and whose behaviour is visible only after careful metric
selection. Some problems may easily become tricky to resolve. For example,
increasing the number of CPUs available to the analytics backend of the Bet-
ting service after observing a sudden decrease in throughput may not improve
performance if other colocated VMs are serving at peak load. Application-
specific detection and diagnosis may not fit this environment. Methods need
to be fairly general without sacrificing accuracy.

4.2 Performance Anomaly Detection

The aim of anomaly detection in cloud performance is to detect symptoms of
problems (e.g. performance degradation) or to predict anomalies to forestall
future incidents. Performance Anomaly Detection (PAD) analyzes relevant
metric data, in a timely manner, to discover problem symptoms (e.g. degraded
response time) typically based on deviations from expected baselines, models
or violation of requirements, e.g., SLAs. SEAD [84], EbAT [85], PAD [86],
and UBL [87] are examples of PAD systems within the context of distributed
and cloud computing. Anomaly detection is a well researched topic in diverse
research areas and application. The concept is used extensively in fields, such
as network management, fault detection, cyber-security, IoT and industrial
sensors to uncover non-conforming patterns with the main motivation being
that anomalous patterns indicate significant and actionable event in the system
[88].

According to Chandola et al [88], anomalies are patterns that do not conform
to a well defined notion of normal behaviour. Other terms used for describing
anomalies in systems literature include outliers, abnormality, exception, nov-
elty, and discordant observations. In software performance testing domain,
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anomalies may also be referred to as anti-patterns or regressions. In general,
performance anomalies can be defined as deviations in the behaviour of one or
more KPI(s) from a known rule, normal pattern or requirement [86,89] or as un-
necessary changes in the KPIs of interest, such as, abnormal increase in latency
or resource usage. Performance anomalies typically signifies an underlying sys-
tem failure, application bugs, capacity shortage and contention, or indicate the
side-e↵ect of resiliency assessment operations such as Chaos Monkey1.

E↵ective anomaly detection is, in general, a function of the nature of data at
hand, the characteristics of anomalies of interest and management objectives.

4.2.1 Characteristics of performance data

Performance datasets and telemetry can take di↵erent forms and data types.
While some performance metrics can take on qualitative value often indicated as
categorical values such as serve address or identification, or an event string, etc.,
the majority of performance metrics are quantitative (e.g. CPU utilization) and
can take on both discreet or continuous values. Consequently, performance data
typically connote quantitative measurements that can be of two types, namely
cross-sectional data and time series data.

Cross-section performance data are non time dependent measurements col-
lected from several nodes or sources at the same time point, e.g., memory and
CPU utilization collected from a number of computing servers in a data center
at a given time instance. Time series data on the other hand are collected
for a single performance metric from a single node or source over a certain
period of time, e.g., CPU utilization of a web server over the last 1 week. In
9, plots 9a through Fig. 9e are examples of univariate time series plots of dif-
ferent performance metrics for di↵erent sources, while plot 9f is an example
of a 2D cross-sectional dataset. The data could be a measurement of average
memory utilization (x -axis) and CPU utilization (y-axis) of a cross-section of
servers in the data center collected on a certain day. A multivariate time-series
performance data is obtained when we collect measurements of multiple, often
correlated, performance metric from a single node over a certain period of time,
e.g., the CPU, memory, disk, and network utilization of a load balancing VM
over a period of two months.

The form of performance data is a main factor in determining the type
of techniques that can be used in the analytics phase. This thesis focus on
anomalies in both univariate and multivariate time-series performance data
since that is the most common form of datacenter performance data making
most of the popular machine learning algorithms inappropriate. The nature
of the time-series is also critical in the analytics phase. For example, the time
series in Fig. 9 have varying shapes; Fig. 9a has a rather stationary behaviour;

1Chaos Monkey is a tool developed and used by Netflix to test how their platform tolerates
random instance failures by randomly killing application VMs and containers running on
AWS: https://github.com/Netflix/chaosmonkey
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Figure 9: Characteristics of data and anomalies in performance datasets.

Fig. 9b has a cyclical (periodic) behaviour; Fig. 9c shows both cyclical and
trend patterns; Fig. 9d and Fig. 9e both have irregular cyclical patterns.

4.2.2 Types of performance anomalies

Performance anomalies can manifest in performance data in di↵erent forms [88].
The most common types of anomalies are point anomalies–a point that deviates
from ”normality” both locally within some neighbourhood or globally across
the entire dataset. An anomalous data point can appear as a dip (see Fig. 9a)
or spike in metric value (see Fig. 9e). Some data points also occur as contextual
anomalies. Such data points can be tagged as anomalous in one context (e.g.
under a given load level, or at a particular time of the day) and normal another.
Fig. 9b and 9c both contain contextual anomalies, particularly abnormal data
points occurring in the troughs of the cyclic patterns.

In addition, the attributes of a homogeneous group of data points may
deviate so much from the rest of the dataset in such a way to be labeled
anomalous. Such data points are called collective anomalies. For example,
assuming Fig. 9f is a plot of the average memory utilization (x -axis) and CPU
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utilization (y-axis) across a set of servers. The prominent cluster N
1

and N
2

may represent the normal regions of the data. This implies most servers are
either memory-intensive or compute-intensive. The data points making up
cluster O

3

covering servers that are neither memory- nor compute-intensive
can be safely labelled anomalies, as well as the outlying points o

1

and o
2

.
Collective anomalies may also occur in time-series data as a sequence of related
data points that are anomalous relative to the rest of the data or a specified
neighbourhood.

Furthermore, anomalies can also be derived by other means. Relational
anomaly depends on the association between two or more performance metrics
[1] can be used to derive. For example, the correlation between the CPU
utilization and workload or IO utilization can be tracked over time, so that a
break in this association will signal an anomaly. The shape of a time-series
data can also be used to classify anomalies. If the dominant pattern of normal
behaviour is known, then this can be used to identify time series or segments
deviating from the normal pattern. These are called pattern anomalies.

4.2.3 Detection approaches

Anomaly detection algorithms are generally based on a variety of techniques
spanning fields such as statistical analysis, machine learning, evolutionary al-
gorithms, and time series analysis [14,88] and can be broadly classified into two
main categories. Supervised anomaly detection, commonly studied in network
security, assume there exists a labeled datasets where instances or records, are
multivariate in nature and are associated with a label indicating whether they
are normal or anomaly records. The goal then is to learn a model that su�-
ciently classify new instances as anomalous or not. Conversely, unsupervised
performance anomaly detection deals mostly with unlabeled data that also
come in di↵erent forms (e.g., univariate and multivariate time-series or cross-
sectional data). Due to the lack of limited systems performance datasets [14],
the majority of performance anomaly detection techniques in literature are un-
supervised in nature. Hence, the detection approaches proposed in this thesis
are unsupervised.

The nature of unsupervised anomaly detection may also di↵er depending
on how much is known about the nature of normality.

1. Known normality : This is the case where the notion of normality is
explicitly given, a deviation from which can be used as basis for uncov-
ering anomalies. Normality can be defined in terms of a) performance
requirements, e.g., SLAs, desired average CPU usage threshold, or size
of a message queue, etc.; the objective then is to identify observations
violating the set requirement b) domain knowledge expressed as rules
describing how normal data should behave; the objective is to identify
non-conforming observations relative to the rules; c) statistical distribu-
tions of normal data so that the objective is to identify observations for
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which the baseline distribution no longer holds; d) patterns, e.g., shape,
or signature of normal data, and the objective is to detect observations
with abnormal shapes or signatures. A limitation of this approach is that
it is mostly suitable for o✏ine anomaly detection. Though, most of the
methods can be used online once we learn normality, knowing when to
update, retrain or change requirements is a challenge.

2. Unknown normality : In this case, what is termed as normal behaviour is
undefined. Hence, the task is to dynamically determine what can be con-
sidered normal within the context of the given data or system behaviour
assuming that anomalies are rare. Deviations, from the dynamically de-
fined normality is then used as a basis for anomaly detection. Under this
approach, deviations can be detected in di↵erent ways a) using thresh-
olds computed dynamically from past or recent observations; b) learning
invariants that describes the most frequent behaviour in the data and
thereby express normality [90]; d) using summary measurements (i.e.
signatures) computed from recent or old observations d) learning the un-
derlying statistical distribution of historical observations; c) using the
disparity between predictions of expected system behaviour and true be-
haviour. The limitations of this approach include the need for an initial
window of pure data and the fact that accuracy deteriorates as the size
of the baseline window grows or as forecast horizon increases.

We address the case of unknown normality in this work. Both the dynamic
distribution and prediction methods have been used for anomaly detection in
univariate performance metric data while the prediction-based methods have
been applied to multivariate performance metric data. The method uses batch-
incremental learning to derive a model of normality from recent past and pre-
dicts what the expected behaviour should be in the next time step or period.
When forecast accuracy is high, the distribution of the distance between ac-
tual and predicted observations or patterns can be expected to follow Gaussian
distribution or have a near-zero centroid. A dynamic threshold derived from
distribution of normal residuals is then used to identify anomalies. The thresh-
olds are computed in such a way that enable easy adaptation.

4.3 Performance Anomaly Diagnosis

The diagnosis phase is mainly responsible for inferring or isolating root-causes
[91–94]. It also covers any tasks performed towards enhancing the process of
localizing the root-cause, e.g., anomaly ranking or suspicious metric selection.
Once PAD detects a problem symptom, next task is to figure out if it is similar
to a previously seen problem so that a known root-cause and solution can
be recommended. Otherwise, the system must find manifestations e.g., slow
application component or workload level, that partly explains the anomaly

37



and help narrow search path for potential root-causes. This is accomplished
via root-cause analysis (RCA).

RCA involves analysis of identified symptoms (anomalies) and manifesta-
tions to determine the potential root-causes. Accurate localization of the prob-
lem is important to mitigate performance problems, restore the system to good
state, and for future recall. Root-cause diagnose can be addressed from di↵erent
perspectives. In most cases the goal may be to identify bottleneck components
(e.g., slow web serving VM) or resources (e.g., saturated CPU) that contributes
to the observed anomaly.

Kanemasa et al [95], by tracking propagation delays in a multi-tier appli-
cation, pinpoint components where delay is greatest. Similarly, a propagation-
aware technique is proposed in [96] that can pinpoint the source faulty compo-
nents in distributed applications by extracting anomaly propagation patterns.
Cito et al [73] identifies specific root-causes of performance delays based on
known statistical properties of a set of possible root-causes obtained via a sim-
ulator. The work in [97–99] rely on a common knee-point based technique to
identify bottleneck application components and resources. In other cases, the
goal may be to localize functional root-causes such as failed function calls and
bugs [90, 100]. In some other scenarios, the objective is to rank anomalous
nodes in a datacenter to avoid overwhelming operators with anomaly alarm.
The objective may also be to determine a subset of performance metrics that
jointly explains observed performance anomaly [91,92].

Correlating performance metrics across the datacenter remain one of the
most popular means for diagnosing performance problems. The use of correla-
tion as a basis for diagnosis is based on the assumption of cascading behaviour
of performance anomalies and that there exist a strong correlation between
nodes of the datacenter such as between host-level and virtual-level metrics.
The approach in [101] rely on the premise that this correlation will drop signif-
icantly in the event of any performance anomaly and a continuous drop can be
used to identify anomalous nodes. Matsuki et al [102] proposes a framework
for diagnosing source (e.g. subset of metrics and VMs) of contention-induced
anomalies using temporal correlation between application performance and low-
level metrics. By correlating a set of potential anomalous performance metrics
with a target SLO, the approach in [103] was able to locate the suspicious
metrics.

While current practice of performance anomaly diagnosis rely largely on
some form of expert knowledge, the bulk of domain expert knowledge of anomaly
diagnosis remain unformalized thereby limiting portability of diagnosis system
from one application to another or from one datacenter to another.

In this thesis, we also propose techniques towards anomaly diagnostics. The
techniques use domain expert knowledge of resource bottlenecks as well as the
intra- and inter-dependencies in the datacenter to a) locate hot-spots (bottle-
neck/anomalous nodes) using fuzzy reasoning, and b) rank anomalies using
graph-theoretic analysis of datacenter topology.
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4.4 Performance Anomaly Resolution

After a performance problem has been successfully detected and the most prob-
able root-cause located, the next course of action is to find optimal remediation
strategies to restore service level to expectations [3,104]. This phase is essential
for closing the performance problem management cycle in cloud datacenters.
This is usually performed in two ways a) by passively recommending the op-
timal strategy to a human operator who then follow this strategy to rectify
the problem, or b) actively take corrective actions to restore the system to
normal state by cooperating with other cloud management modules such as an
autonomic resource manager.

The choice of approach depends on the level of trust operator has on the
system, the tolerance for mis-recommendation, or the nature of remediation.
In the case of a faulty disk drive, the passive approach is natural since an op-
erator has to physically take the disk out for replacements or repair. For a
performance degradation incident caused by an increase in workload level, the
active approach can take advantage of dynamic resource scaling to automati-
cally adjust capacity to cope with workload [104, 105]. The passive approach
in this case can be grossly ine↵ective and costly since waiting for a human
operator to decide how and when to scale can escalate the problem. There is
also the risk capacity mis-configurations by the operator.

Active remediation can also be used to resolve degradation due to prob-
lems stemming from contended resources (e.g. oversubscribed memory) in the
underlying servers by migrating victim VMs or containers to less contended
hosts [102]. In cases where migration is not suitable, the system may carefully
throttle resource capacity (e.g. CPU) of one or more antagonist VMs to resolve
issues in the victim application [69,106].

A hybrid strategy may be more appropriate for certain situations. For
example, the active approach can be used to automatically apply patches, up-
dates and micro-booting, to service components to pro-actively protect against
security vulnerability. However, should the new patches introduce configura-
tion errors or code bugs into the components, then the passive approach can
be used to allow a human operator use domain knowledge to fix erring code
segments and configurations.

The anomaly resolution technique proposed in this thesis follows the active
approach in order to meet a desired QoS level for a cloud-hosted service. By
considering the event of latency degradation due to surging workload and re-
source wastage as an undesirable QoS state, the objective is to drive the QoS
state from the undesirable state to a target state, one where latency and resource
e�ciency requirements are met. The resolution strategy involves a set of coop-
erative reinforcement learning agents that jointly optimize capacity allocations
of the service in an incremental fashion. The process is enhanced with domain
knowledge in two ways. Firstly, the task of determining the present QoS state
is powered by fuzzy rules formalizing knowledge of QoS for the service. The
second way involves using expert knowledge of impractical state-action combi-
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nations to speed up exploration of QoS states. These techniques together with
ones used in anomaly diagnostics demonstrate how human intervention can
be used to enhance cloud management especially in the aspect of performance
problem management.
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Chapter 5

Summary of Contributions

This chapter presents an overview of the thesis contribution by giving a sum-
mary of accompanying research articles ordered chronologically.

Paper I presents the outcome of an extensive survey of existing research
contributions addressing various aspects of performance problem management
in diverse systems domains. Our collaboration with the Cloud Service Lab of
Intel Ireland resulted in Paper II where we proposed a technique for identify-
ing hot-spot nodes in datacenter topology graphs as a use case for Apex Lake,
Intel’s orchestration framework, introduced in the paper. Paper III improves
this usecase with proper problem formulation and extension of the proposed
techniques. Paper IV focuses on detecting anomalous time points, associated
with periods of performance degradation, in univariate time series of diverse
performance metrics, in an adaptive and unsupervised manner. Paper V, ad-
dresses similar problem as in Paper IV, only at a di↵erent resolution. The
paper propose and evaluate the e�cacy of a prediction-based unsupervised al-
gorithm for anomaly detection in multivariate performance metrics. Finally,
by considering the QoS state, where there is performance SLA violations due
to workload surge and resource wastage as an undesirable QoS state, Paper VI
presents an active technique to drive the QoS state from the undesirable state
to a target state, one where performance and resource e�ciency requirements
are met.

In the following sections, each paper is summarily described with reference
to the research objectives in Section 1.2 of Chapter 1 and notes on the contri-
butions of other co-authors. Erik Elmroth acted as the main supervisor while
Francisco Hernandez had the role of assistant supervisor in the beginning of
the study period before leaving the University. Ewnetu Bayuh Lakew took over
as assistant supervisor towards the end of the study period. Hence, for all the
papers, the supervisors had advisory roles that include discussions about prob-
lem formulation, methodologies, experiments and presentation of results. They
also provide valuable feedbacks and suggestions during the writing process of
all papers as well as this thesis.
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5.1 Paper I†

To address RO1 we conduct and report, in Paper I, the outcome of a compre-
hensive survey of existing contributions. We reviewed over 40 research articles
spanning over ten years (2002–2014) and covering research contributions ad-
dressing performance anomaly detection and bottleneck identification from a
wide range of system domains (e.g. dedicated computing environments, dis-
tributed, grids, and cloud computing systems).

The survey presents a discussion of various aspects of the problem, namely
the main forms of anomalies in performance measurements, types of resource
bottlenecks and their manifestation. Also a generic taxonomy of performance
problems that captures the inter-dependency between performance anomalies,
bottlenecks and their root causes with emphasis on the cause-e↵ect relation-
ship. The classifications links main sources of root-causes (primary source
of causes), namely Systems, Architecture/Platforms, Workloads, and Appli-
cations, to main e↵ects, namely Bottlenecks and Anomalies. The dynamic
dependency in datacenters, the plurality of anomaly characteristics and the
nature of performance data are identified as the main challenges.

In terms of goals, contributions address one or more goals, namely Per-
formance Anomaly Detection (PAD), Performance Bottleneck Identification
(PBI) or the hybrid, Performance Anomaly Detection and Bottleneck Identifi-
cation (PADBI). PAD, the task of detecting performance anomalies (i.e. symp-
toms of problems) dominates research contributions in this area; accounting for
53% of reviewed works, followed by PBI, identifying bottlenecks or root-causes
to explain anomalies, which accounts for 29% of reviewed papers while PADBI
account for 18% of reviewed papers.

Main strategies exploited by proposals include the use of thresholds, fine-
grain workload models, fingerprints, flow paths or dependency analysis, and
domain expert knowledge (e.g. rules). Though statistical models and tests
are popularly used, availability of cheap computing power has led to increasing
adoption of machine learning techniques. End-to-end problem diagnosis, lack of
open performance data and formal problem taxonomy remain open challenges.

Though the original idea of the survey belong to the advisors, Erik Elmroth
and Francisco Hernandez, the author of this thesis, hereafter the author, was
responsible for literature selection, paper organization, and writing of the paper
while the advisors gave feedbacks, suggested edits, and selecting what journal to
send to.

†O. Ibidunmoye, F. Hernandez-Rodriguez, and E. Elmroth Performance Anomaly De-
tection and Bottleneck Identification. ACM Computing Surveys. 48, 1, Article 4, p. 1-35,
ACM, September 2015.
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5.2 Paper II† & III††

Paper II and III addresses RO2 and are outcomes of our collaboration with
the Cloud Services Lab (CSL), Intel Ireland where we proposed a technique for
identifying hotspot nodes in datacenter landscape graphs as a use-case within
Apex Lake, a framework for datacenter orchestration, introduced in the Paper
II.

Apex Lake framework aims to support both service and infrastructure or-
chestration and related management tasks in cloud datacenters based on emerg-
ing technologies such as Software-defined Infrastructures (SDI). It provides ex-
tensive monitoring data via Cimmaron⇤, a scalable and integrated telemetry
framework for full-stack instrumentation; structures real-time configuration in-
formation about hardware, virtual, service entities, as well as their topology
(landscape) in Info Core, a dynamic information repository; and provides in-
sights at decision points through an analytics engine. In Paper II, we propose
as a usecase for Apex Lake, landscape colouring, combining dynamic topology
information with resource metrics of datacenter nodes (applications, servers,
VMs, etc.) in order to identify nodes with saturated resources.

Since Paper II is mostly about Apex Lake and its features, we extended our
use-case in Paper III with a better formulation of the problem, improved tech-
niques and experiments. The technique employs expert knowledge to identify
hotspots (saturated nodes) using real-time performance measurements, and ex-
ploits inter-dependencies across nodes to rank anomalous nodes. Apex Lake’s
landscaper is used to automatically and continuously organize datacenter en-
tities into a three-layer graph structure with nodes contextualized with their
utilization and saturation measurements. A fuzzy inference system is used
to characterize node behaviour into discrete operational states and nodes are
flagged anomalous if they persist in a specified set of undesirable states. Multi-
ple anomalous nodes are ranked according to a function of the node’s influence,
its layer and the number of anomalous child nodes it has.

Two experimental case studies were performed on an Apex-Lake-enabled
OpenStack testbed to demonstrate the e↵ectiveness of the technique. We exam-
ine the ability to identify anomalous nodes under a strictly compute-intensive
workload in the first scenario, and under a mix of compute- and I/O-intensive
workloads in the second. Results shows the technique is suitable for diagnosing
and mitigate performance violations.

The CSL developed the Apex Lake framework, Ume̊a University worked to-

†T. Metsch, O. Ibidunmoye, V. Bayon-Molino, J. Butler, F. Hernandez-Rodriguez, and E.
Elmroth Apex Lake: A Framework for Enabling Smart Orchestration. In Proceedings of the
Industrial Track of the 16th International Middleware Conference, p. 1-7. ACM, December
2015.

††O. Ibidunmoye, T. Metsch, V. Bayon-Molino, and E. Elmroth Performance Anomaly
Detection using Datacenter Landscape Graphs. 2nd IEEE International Conference on Big
Data, Cloud Computing, and Data Science (BCD 2017), pp. 301-308, IEEE, July 2017.

⇤Now part of Snap: http://snap-telemetry.io/
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gether with CSL to collaboratively develop and write Paper II. The tasks of the
author include i) proposing and implementing the idea of landscape colouring
as a use case in both Paper II and III; ii) collaborating with Thijs Metsch and
Erik Elmroth to write Paper II; iii) performing experiments in Paper III with
help of Victor Bayon-Molino and Surya Narayanan Natarajan during a short
visit to the CSL in November 2015; iv) writing Paper III while Thijs Metsch
and Erik Elmroth provided feedbacks and suggestions.
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5.3 Paper IV†

Paper IV also addresses RO2 and focuses on detecting symptoms of per-
formance degradation that manifest as contextual point anomalies (i.e. spikes
and dips) in diverse performance metric data of cloud services.

In this paper we investigate how contextual anomalies in performance met-
rics can be detected automatically in an adaptive with limited historical data
and in an unsupervised manner. We consider a black-box scenario where there
is limited knowledge about metric streams such as time series characteristic (e.g.
stationarity, cyclical pattern etc.) or the nature of the process (services or sys-
tems) generating them. The approach is based on the premise that anomalies
are indicative of actionable events in the underlying application (e.g. work-
load changes or code bugs) or infrastructure (e.g. resource contention) that
should be resolved by human operators, a resource controller, or an automated
remediation system.

The paper proposes a generic structure for online identification of contex-
tual anomalies in streams of performance metrics in two steps. The first task
is to adaptively estimate an underlying statistical or temporal property of an
input data stream using window-based incremental learning. This is accom-
plished using two di↵erent techniques. A density estimator tracks the condi-
tional probability density using adaptive kernel density estimation based on
a recent window of observations. A residual estimator is used to estimate a
conditional residual as the di↵erence between actual observation at immediate
future and a forecast for the same time point based on a window of recent
observations using cubic splines. The second task is to watch for deviations
in sequential estimates of the property using statistically robust and adaptive
control charts. The density estimator and its adaptive Shewharts control chart
makes up what we term Behaviour-based Anomaly Detection (BAD). Likewise,
the residual estimator and its adaptive EWMA control chart combine to form
the Prediction-based Anomaly Detection (PAD).

In order to understand how the two techniques, PAD and BAD, perform on
time series with di↵erent patterns, time-scale and sources, we evaluate them in
a trace-driven manner by replaying real-world and synthetic performance traces
as if they were observed in real-time. The traces include datasets collected from
Yahoo services, two popular web services, and two ISP tra�c. Results show
that our techniques detect the majority of anomalies present in the evaluated
traces better than a leading open-source anomaly detection package from Twit-
ter. This demonstrates suitability in online environments with limited baseline
data, parameterization, and o✏ine training. Results suggest that BAD is well-
suited to stationary streams without trend while PAD is more robust to stream
patterns. We also observed that trend removal via first-order di↵erencing im-
proves the generality of the BAD and that while tumbling windows are much

†O. Ibidunmoye, A. Rezaie, and E. Elmroth Adaptive Anomaly Detection in Performance
Metric Streams, IEEE Transactions on Network and Service Management (TNSM), Vol. 14,
No. 8, IEEE, August 2017.
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faster, sliding windows are better at tracking rapid changes in streams.
The prediction algorithm of PAD was proposed and implemented by Ali-Reza

Rezaie. The author was responsible for problem formulation, implementation
of BAD, implementation of the EWMA control chart and integration with the
predictor to make up PAD, dataset selection, exploratory data analysis, experi-
ments and evaluation. The paper was also written by the author and improved
with valuable rounds of feedbacks from Erik Elmroth.
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5.4 Paper V†

Paper V also addressed RO2 similar to Paper IV but at a coarser resolution,
proposing a technique to identify anomalous measurements from multidimen-
sional resource traces of nodes in a virtualized testbed and a technique to aid
cluster-level diagnosis and resolution of anomalies.

We proposed a prediction-based unsupervised algorithm for localizing nodes
(e.g. VMs, containers, servers) with abnormal resource consumption patterns
in a virtualized testbed by characterizing the online utilization traces of funda-
mental system resources, namely CPU, Memory, Disk I/O, and Network. The
approach is composed of two main modules, namely a Node Anomaly Detection
(NAD) and a Global Anomaly Ranking (GAR).

The NAD, deployed in each node, adaptively flags a node as anomalous at
time points where the node experiences abnormal resource usage either tem-
porarily or for an extended period of time. NAD first estimates a continu-
ous temporal profile of normal behaviour from historical data using a sliding
window-based Vector Autoregressive (VAR) model to exploit contemporaneous
associations between the metrics. The profile estimate is used as baseline to
predict expected behaviour in the immediate future. The statistical distance
of the forecast residual from that of the baseline profile in multi- dimensional
space is estimated using Robust Mahalanobis Distance and serves as the basis
for identifying anomalies.

The GARmodule operates at the cluster level to coalesce all anomaly alarms
from nodes, and at regular time point ranks, using a graph-theoretic algorithm,
anomaly alarms based on spatial dependencies in the datacenter. The output
of GAR is a set of associative mappings of how observed anomalies relate or
how anomaly in one node may potentially induce anomalies from other nodes
observed within same period of time. The aim of this is to facilitate root-
cause analysis and anomaly mitigation procedures especially for large number
of alarms.

We evaluated the proposed techniques both experimentally and in a trace-
driven manner. The prediction accuracy was assessed using resource consump-
tion traces of over 100 virtual machines covering over a one-month period ob-
tained from the datacenter of a large European service provider, Materna.
Other essential attributes such as detection accuracy, relevancy and timeli-
ness are evaluated on a virtualized testbed running two major applications
co-located with other services under three realistic load emulation, namely
compute contention, I/O saturation, and network congestion. We also com-
pared detection accuracy and relevancy with that of a baseline detector based
on Multivariate EWMA control charts (MEWMA).

Results show that our technique achieved an average detection accuracy
of 88% compared to 54% for the baseline. On average, anomalies uncovered

†O. Ibidunmoye, E.B. Lakew, and E. Elmroth A Black-box Approach for Detecting Sys-
tems Anomalies in Virtualized Environments. 2017 IEEE International Conference on Cloud
and Autonomic Computing (ICCAC 2017), pp. 22-33, IEEE, September 2017.
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by our technique correlates with SLA violations 62% of the time with average
leadtime of 6 monitoring intervals. While forecast errors are relatively mininmal
for compute, memory and network resources, it is harder predicting I/O than
other resources due to the bursty nature of I/O workloads.

The author was responsible for the formulation of the proposed technique, its
implementation, experimentation and evaluation. Ewnetu Bayuh Lakew con-
tributed in the aspect of experiments especially advising on the choice of evalua-
tion strategy and together with Erik Elmroth provided feedbacks on the problem
formulation, paper presentation and structure.
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5.5 Paper VI†

Paper VI targets RO3 by proposing an active anomaly resolution approach in
order to meet a desired QoS level for a cloud-hosted service.

The paper considers a problem scenario where the event of performance
degradation due to surging workload and resource wastage is regarded as an
undesirable QoS state, the objective is to drive the QoS state from the unde-
sirable state to the target state, one where performance and resource e�ciency
requirements are met. The performance requirement is of a special case where
the goal is to maintain latency within a certain tolerance bound. The resource
e�ciency is also defined in rather vague term e.g. high utilization.

We develop and investigate the e↵ectiveness of Cooperative Fuzzy Rein-
forcement Learning (CoFReL), a model-free framework that autonomously
adapt service capacity allocations according to workload behaviour in order
to maintain desirable QoS. The design of CoFReL involves two main steps.
First, the state of QoS is formulated as a two dimensional fuzzy space (per-
formance, resource utilization) allowing for QoS to be observable in more than
one states albeit at varying degrees. Next, CoFReL deploys a set of goal-seeking
reinforcement learning agents to explore the fuzzy state space in parallel and
cooperate, via experience sharing, to jointly determine how to adjust compute
capacity so that the desired level of QoS is achieved.

The algorithm relies on human intervention in two ways. Firstly, the fuzzy
state formulation rely on domain expert knowledge of possible states of QoS
formalized as fuzzy rules. Secondly, expert knowledge of impractical state-
action combination is used to speed up state exploration. The approach, in
particular, extends the standard reinforcement learning algorithm, Q-learning,
with support for multi-state exploration using more than one parallel agents.

CoFReL was evaluated experimentally to assess its e�cacy and applicabil-
ity for controlling QoS of an application benchmark running on a virtualized
testbed with realistic workloads emulation. Via several experiments how e↵ec-
tive the technique is at adapting compute capacity to workload under varying
performance targets; whether the techniques is any better than a baseline rein-
forcement learning approach with non-fuzzy QoS states and single agent con-
troller. We also document CoFReL’s sensitivity to compute contention from a
neighbour application.

The formulation and design the CoFReL algorithm was done jointly with
Mahshid Helali Moghadam during her research visit to the Distributed Systems
Group, Ume̊a University. The implementation of the technique, experimen-
tation, evaluation, as well as the writing of the paper was performed by the
author. The advisors, Ewnetu Bayuh Lakew, and Erik Elmroth provided valu-
able insights and feedbacks that helped improve the overall quality of the paper.

†O. Ibidunmoye, M.H. Moghadam, E.B. Lakew, and E. Elmroth Adaptive Service Per-
formance Control using Cooperative Fuzzy Reinforcement Learning in Virtualized Environ-
ments. 10th IEEE/ACM International Conference on Utility and Cloud Computing, Decem-
ber 2017 (Accepted).
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